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    👀 Jared Kushner... Redacted?

    Mehdi Hasan · Zeteo · Feb 13, 2026 · 12 min read

  

  On this day in 2021, Donald Trump was acquitted in his second Senate impeachment trial, on the charge of inciting an insurrection at the Capitol just a month earlier. We could have all avoided this second Trump presidency and the current shitshow had Mitch McConnell not been such a shameless coward four years ago today. 

Good morning! It’s Friday the 13th! OOOOOHHHH. Mehdi here, back from taping two episodes of my Al Jazeera English show ‘Head to Head’ in London, as well as stopping off in Dublin to pick up the prestigious Praeses Elit award from Trinity College. Some good news: There’s no paywall on today’s edition of the newsletter, thanks to our friends and sponsors over at Ground News – but that doesn’t mean you shouldn’t still become a paid subscriber and support independent journalism like Zeteo. (Or donate too, if you’re already a paid subscriber! Thanks!)
In today’s ‘First Draft,’ how does Jared Kushner keep getting away with it? We also bring you the latest from Minneapolis; from the Bangladeshi elections; from the UK, where Britain’s High Court just handed Palestine Action a major victory; and from behind bars in Pakistan, where Imran Khan is allegedly going blind.

Why Did They Redact Jared?

There is a page on the White House website headlined ‘The Most Transparent Administration in History!’
Like almost everything else that is published on the White House website these days, that’s complete and utter bollocks.
This is an administration, lest we forget, that has refused to release President Donald Trump’s financial and medical records and is currently engaged in what might be the biggest political cover-up in US history.
The Epstein Files Transparency Act required Trump’s Department of Justice to release all of the 6 million Epstein files, and to do so with minimal redactions. Instead, the DOJ released 3.5 million files last month and did so with heavy redactions.
Take Donald Trump. If you or I search his name in the library of redacted files released to the public on the DOJ website, his name appears almost 5,000 times. But this week, when Rep. Jamie Raskin, the ranking Democrat on the House Judiciary Committee, searched for the president’s name in the unredacted files that only members of Congress can access, Trump’s name appeared “more than a million times.” So at least 99.5% of the references to Donald Trump in the DOJ Epstein files have been redacted.
“The most transparent administration ever”? 
Seriously?
The Trump administration’s addiction to redactions extends far beyond the Epstein files. Remember the “highly classified” whistleblower complaint against Director of National Intelligence Tulsi Gabbard, a complaint so classified that it was “said to be locked in a safe” because what it might contain was so critical to US national security? 
Yesterday, we learned that the whistleblower complaint relates to a conversation intercepted by US intelligence last spring in which two foreign nationals were discussing… wait for it… Jared Kushner.
Senior Trump administration officials say the claims about Kushner in that intercepted conversation are demonstrably false, but… guess what?… they won’t tell us anything more about the conversation. It is clear they never wanted Kushner’s name to ever see the light of day. 
As the New York Times reports:
“Mr. Kushner’s name was redacted in the original report from the National Security Agency, but people reading it, including the whistle-blower, were able to determine that the reference was to him... The foreign nationals, they said, were commenting on Mr. Kushner’s influence with the Trump administration. At a time last year when Mr. Kushner’s role in Middle East peace talks was less public than it is now, the foreign officials were recorded saying that he was the person to speak to in order to influence the talks.... While the whistle-blower believed that information should be circulated, the N.S.A.’s general counsel, Ms. Gabbard and the intelligence community’s inspectors general disagreed.”

First off, which countries are the two foreign nationals from? We don’t know. 
Second, what on Earth was Jared Kushner, a private citizen, doing involving himself in Middle East peace talks to begin with, given his own financial ties to Gulf governments and illegal Israeli settlements, as well as his long-standing relationship – since childhood! – with Benjamin Netanyahu? What was this private citizen doing meeting with Vladimir Putin before even Trump Cabinet officials did? Why has this walking conflict of interest been inserting himself into US diplomatic affairs after telling the media in 2024 that he had no intention of returning to government work?
“He gets involved with government-run investment funds, and those governments also happen to want things from the American government,” Jordan Libowitz, a vice president with the government watchdog Citizens for Responsibility and Ethics in Washington (CREW), told Bloomberg News in December. “So you have a president’s son-in-law financially entangled with foreign governments, and what’s good for him might not be what’s good for the American people.”
The word “might” is doing some serious heavy lifting in that sentence. 
Third, the Republicans, their allies on Fox, and their useful idiots in the so-called ‘liberal’ media spent four long years absolutely obsessing over Hunter Biden’s financial scandals – and yet here is Jared attending high-level, international government meetings, something Hunter never did. It is also worth remembering that Kushner was a failed property developer prior to 2016, but he and Ivanka reportedly increased their combined wealth by $82 million by the end of Trump’s first term in office. Now, barely a year into his father-in-law’s second term, Kushner is a billionaire, according to Forbes. 
So, where is the outrage from the people who got mad about Hunter Biden’s paintings? Where are the planned investigations from Rep. James Comer, the Hunter Biden-obsessed GOP chair of the House Oversight Committee, into Kushner’s myriad conflicts of interest? 
Will Democrats in Congress, at least, make some noise about this latest Kushner scandal? Will they seek to get the whistleblower complaint out of that safe and into the open? Will they call Kushner to testify over his financial ties to foreign governments if they take back the House in November?
Back in Trump’s first term, my former colleagues at The Intercept reported that Saudi Crown Prince Mohammed bin Salman (MBS) had bragged to his Emirati counterpart that Kushner was “in his pocket.” Within six months of leaving the White House, in 2021, Kushner had secured a $2 billion investment from MBS for his new fund (against the advice of even the crown prince’s own advisers). Last September, on the same day that Trump and Benjamin Netanyahu met in the White House to announce their Saudi-approved plan for Gaza, the video game publisher Electronic Arts revealed it had agreed to a record $55 billion buyout from a group of investors that included Kushner’s firm and Saudi Arabia’s sovereign wealth fund.
How is any of this normal?
This is the most shamelessly, brazenly, openly corrupt and compromised government in modern American history and, astonishingly, the person who sits at the center of much of that corruption and compromise isn’t even a member of the government: It’s Jared Cory Kushner, First Son-in-Law. 

🗞️ What You Need to Know
	Horsefeather Hegseth: Pete Hegseth’s absurd attempt to silence Democratic Senator Mark Kelly and strip him of his military rank was rejected yesterday by a federal judge, who called the defense secretary’s case “horsefeathers.” The administration has outrageously targeted Kelly and other Democratic lawmakers for taping a video urging service members to resist illegal orders.

	MAGA death cult: The Trump administration has officially revoked the EPA’s scientific finding that greenhouse gas emissions are a threat to public health – eviscerating the agency’s ability to fight climate change. Trump touted the move as “a big one if you’re into environment.”

	Bondi’s burn book: Lawmakers are calling for an investigation after Attorney General Pam Bondi attended a congressional hearing holding a document containing Rep. Pramila Jayapal’s search history as she reviewed the unredacted Epstein files.

	Boasberg bites back: Judge James Boasberg is still holding the Trump administration’s feet to the fire for unlawfully sending hundreds of immigrants to a notorious torture prison in El Salvador. Boasberg ordered the administration to allow some of the immigrants to return to the US for court hearings, if they so choose.

	Minneapolis latest: As Trump allegedly prepares to draw down ICE’s occupation of Minnesota, a Trump-appointed judge ruled yesterday that the administration has been violating immigrant detainees’ constitutional rights by denying them access to attorneys.

	AOC abroad: Progressive Rep. Alexandria Ocasio-Cortez is set to address a security conference in Munich, and will reportedly provide a “working class perspective” on foreign policy. AOC’s speech will surely fuel speculation about a potential 2028 White House bid! 




When the news hits a little too close to home, context is everything. Take this story about ICE using disguises, fake plates, and even stuffed animals in Minnesota. How do you ensure that you are getting information and analysis from across the political spectrum?
The Ground News mobile app and website are ready to provide key updates on critical stories by showing you how outlets across the political spectrum are reporting on ICE’s actions. The built-in funding and factuality features reveal detailed biases and motives. Plus, Ground News scans 50,000+ sources, so you know you always have the full picture.

With Ground News’ Vantage Plan, information becomes your superpower. Learn more at ground.news/zeteox and get 40% off the Vantage Plan for just $5 a month. 
(This portion of the post was sponsored content.)

🧠 Pop Quiz!
Jared Kushner’s disgraced father, Charles, now serves as US ambassador to which foreign country?
Keep your eyes out for the answer below!

🌏 Anywhere But America
	🇵🇸Don’t forget Gaza: A Palestinian man was shot and killed by Israeli forces east of Gaza City on Thursday evening, according to Palestinian news agency Wafa. Meanwhile, three other Palestinians were injured by Israeli fire across the Gaza Strip in Israel’s continuing “ceasefire” violations.


	🇧🇩 BNP’s big win: The Bangladesh Nationalist Party (BNP)’s alliance won big in yesterday’s parliamentary election, securing more than 200 seats of the 299 available, as the Jamaat‑e‑Islami coalition managed to scrape up around 76 seats. Voter turnout soared to nearly 60%, a significant increase from 41.8% in 2024, according to the Bangladesh Election Commission.

	🇬🇧 A victory for free speech: The UK’s High Court ruled the government’s decision to proscribe Palestine Action as a terrorist organization was unlawful. The designation will stay in place, pending appeal, but the ruling marks a major victory for free speech, and for the thousands, including the elderly, clergy, and disabled, who were arrested for holding signs reading, “I support Palestine Action.” 


	🇸🇩 Deadly mosque attack: Two children were killed in a drone attack by the paramilitary Rapid Support Forces (RSF) on the Sheikh Ahmed al-Badawi Mosque in Sudan’s North Kordofan region, according to the Sudan Doctors Network. Thirteen others were injured in what the group slammed as a “blatant violation of international human law and a grave assault on places of worship.”

	🇵🇰 Imran Khan nearly blind: A lawyer representing imprisoned former Pakistani Prime Minister Imran Khan said that he has been left with 15% vision in his right eye after authorities allegedly ignored his complaints for months. Pakistan’s Supreme Court immediately ordered that Khan receive a full medical exam by Feb. 16 and be allowed phone contact with his sons, who have repeatedly sounded the alarm on his torturous conditions in prison.



🤢 WTF?!


Yes, you heard that right. And that’s who Donald Trump put in charge of Americans’ health.


🧠 Trivia answer: France.

📖 Weekend Reads
The Children of Dilley
	In this ProPublica piece, Mica Rosenberg paints a picture of what life is like for more than 24 ICE detainees in Dilley, Texas – half of whom are children. Nine-year-old Maria gives Mica a drawing of her and her mother in detention, writing, “I am not happy, please get me out of here.”


The Fall of the House of Assad
	In this piece from The Atlantic, Robert F. Worth offers an intimate portrait of Bashar al-Assad in the months leading to the fall of his tyrannical rule of Syria. Through interviews with his inner circle, Worth tells the narrative of a self-indulgent, intransigent ruler and analyzes the rapid decline of his 24-year reign.


They Used to Rule the West. Now They’re Dying.
	An important read for all the weary Americans who are asking ‘How did we get here?” In this New York Times piece, political theorist Anton Jäger implicates the hollowed-out Republican Party that gave Trump an opening, drawing out the web precursors that enabled our grim political moment.


In Gaza, One Man Is Searching for the Remains of His Family With a Flour Sifter
	Back in December 2023, Abu Ismail Hammad’s five children and pregnant wife were horrifically killed by an Israeli airstrike in Gaza. Over two years later, he is still sifting through the rubble for their remains. In this article, Drop Site’s Abdel Qader Sabbah and Sharif Abdel Kouddous explain how Hammad’s desperate search has come to represent the world’s utter disregard for Palestinian life.



ICYMI From Zeteo



Zeteo’s Melanie Riehl, Akshay Gokul, Lara Strydom, and Alexa Cohen contributed to this newsletter.

Still want to get Zeteo content, but not this newsletter? You can unsubscribe directly from ‘First Draft’ by going to ‘manage subscription’ in Substack, scrolling down, and toggling the button for ‘First Draft’ off. 

  
  
    Deep Dive

    January 6 United States Capitol attack

    Based on Wikipedia: January 6 United States Capitol attack


On January 6, 2021, something unprecedented happened in American history: for the first time ever, a defeated president attempted to stay in power by force. A mob of Donald Trump's supporters stormed the United States Capitol building in Washington, D.C., trying to stop Congress from certifying Joe Biden's victory in the 2020 presidential election.


It didn't work. But the attempt itself marked a dark milestone—the only coup attempt ever directed at the federal government in American history.


What Actually Happened That Day


The violence unfolded over several hours. Around 2,000 to 2,500 people actually entered the Capitol building, according to FBI estimates. They smashed windows, broke down doors, vandalized offices—including House Speaker Nancy Pelosi's—and violently clashed with police officers trying to hold them back.


The mob occupied the empty Senate chamber. They rifled through lawmakers' desks. They posed for selfies in stolen riot gear. Meanwhile, federal law enforcement officers defended the evacuated House floor, literally standing between the rioters and the members of Congress who had been rushed to secure locations.


Five people died within 36 hours of the attack. One rioter was shot by Capitol Police. Another died of a drug overdose. Three died of natural causes, including a police officer who suffered a stroke the day after being assaulted by rioters and collapsing at the Capitol. In total, 174 police officers were injured. Four officers who responded to the attack died by suicide within seven months. The physical damage exceeded $2.7 million.


How It Started


The attack was the culmination of a two-month campaign by Trump to overturn his electoral defeat. On November 5, 2020—just two days after the election—Trump began declaring victory and demanding that vote counting stop. What followed was an unprecedented effort to subvert American democracy.


Trump filed sixty lawsuits challenging the results. He took two cases all the way to the Supreme Court. Every single challenge was rejected—either for lack of evidence or because Trump's team had no legal standing to bring the case. His own attorneys concluded there was neither a factual foundation nor any valid legal argument for what they were being asked to do.


When the courts wouldn't cooperate, Trump tried other tactics. He pressured Republican governors, secretaries of state, and state legislatures to simply nullify the results. He tried to get them to replace slates of Biden electors with fake electors pledged to Trump. He demanded investigations into supposed "irregularities" that federal and state officials had already determined didn't exist. He even inquired about invoking martial law to "re-run" the election.


And he repeatedly pressured Vice President Mike Pence to somehow alter the results when Congress met to count the electoral votes on January 6—even though Pence had no constitutional power to do so.


The Call to Action


On December 18, Trump sent out a tweet: "Big protest in D.C. on January 6th. Be there, will be wild!"


That single tweet set everything in motion. Trump supporters began coordinating online, openly discussing plans to storm the Capitol. Over the next three weeks, there were more than one million social media mentions of storming the Capitol, including explicit calls for violence against members of Congress, Vice President Pence, and the police.


The planning happened in plain sight. On December 28, someone posted a detailed map showing entrances and exits to the Capitol and the underground tunnels connecting it to House and Senate office buildings. Black X's marked where forces would be "ready for action." On December 30, one widely-shared comment read: "I'm thinking it will be literal war on that day. Where we'll storm offices and physically remove and even kill all the D.C. traitors and reclaim the country."


The FBI saw all of this. From December 29 to January 5, the FBI and its field offices warned of armed protests at every state capitol. They reported detailed plans that included violence. Three days before the attack, the Capitol Police intelligence unit circulated a memo warning that Trump supporters saw January 6 as "the last opportunity to overturn the results of the presidential election" and might use violence against "Congress itself."


The Extremist Groups


Two far-right militia groups played central roles in organizing and executing the attack: the Proud Boys and the Oath Keepers.


The Proud Boys are a neo-fascist organization known for political violence and misogyny. In the weeks before January 6, their leaders were explicit about their intentions. They spent money on paramilitary equipment—concealed tactical vests, radio equipment. On December 29, they told members to be "incognito" on January 6 by not wearing their usual black and yellow uniforms. On December 30, leadership received a document titled "1776 Returns" that called for occupying "crucial buildings" and argued for supporters to "Storm the Winter Palace"—a reference to the Russian Revolution.


On January 3 and 4, Proud Boys leadership explicitly discussed "storming" the Capitol in their communications.


The Oath Keepers are a militia group that recruits current and former military, law enforcement, and first responders. Their founder, Stewart Rhodes, began talking about "civil war" on November 5, just two days after the election. On November 9, he held a members-only online conference where he outlined a plan to stop the transfer of power using force.


The Oath Keepers planned to station a "Quick Reaction Force" with "an arsenal" of weapons in nearby Alexandria, Virginia. They discussed using boats to enter Washington if bridges were closed. On January 3, Rhodes drove to D.C., having spent $6,000 on a rifle and firearms equipment in Texas and $4,500 more in Mississippi on his way.


On January 5, the night before the attack, Proud Boys leaders divided members into teams, distributed radios, and programmed them to specific channels. They ordered members to assemble at 10 a.m. at the Washington Monument. About 100 plainclothes Proud Boys followed those orders and were then led to the Capitol.


The Rally


Trump held a "Save America" rally on the Ellipse, just south of the White House, starting at noon on January 6. Thousands of his supporters had gathered, some of them armed. In his speech, Trump repeated false claims that the election had been "stolen by emboldened radical-left Democrats." He told the crowd: "If you don't fight like hell, you're not going to have a country anymore."


As Congress began counting the electoral votes inside the Capitol, thousands of rally attendees walked from the Ellipse to the Capitol building. Hundreds breached police perimeters.


The Violence


What happened next was chaotic and brutal. Rioters overwhelmed police lines. They smashed windows with riot shields, flagpoles, and stolen police equipment. They fought hand-to-hand with officers trying to hold doorways. Some rioters deployed chemical sprays against the police. Others used metal barriers as battering rams.


Capitol Police evacuated and locked down both chambers of Congress and several buildings in the Capitol complex. Members of Congress were rushed to secure locations, some donning gas masks as tear gas filled the hallways.


The mob roamed through the building for hours. They vandalized offices, stole property, and rifled through sensitive documents. Some hunted for specific lawmakers, chanting "Hang Mike Pence" as they searched for the Vice President who had refused Trump's demand to overturn the election results.


Law enforcement also found pipe bombs at both the Democratic National Committee and Republican National Committee headquarters. Molotov cocktails were discovered in a vehicle near the Capitol.


Trump's Response


As the violence unfolded, Trump resisted sending the National Guard to help. It wasn't until that afternoon that he posted a Twitter video—not condemning the violence, but restating his false election claims and telling supporters to "go home in peace."


The Capitol was finally cleared of rioters by mid-evening. Congress reconvened. They worked through the night, and by the morning of January 7, Vice President Pence declared the final electoral vote count: Joe Biden had won.


Only after Trump faced pressure from his cabinet, the threat of being removed from office via the 25th Amendment, and a wave of resignations from administration officials did he concede to an orderly transition of power—in a televised statement, days after the attack.


The Aftermath


One week after the attack, the House of Representatives impeached Trump for incitement of insurrection. He became the only U.S. president ever to be impeached twice. After Trump left office, the Senate voted 57 to 43 in favor of conviction—but that fell short of the required two-thirds majority, resulting in his acquittal.


Senate Republicans then blocked a bill to create a bipartisan independent commission to investigate the attack. So the House created its own select committee. They held public hearings, voted to subpoena Trump, and recommended that the Department of Justice prosecute him.


A special counsel investigation led to Trump being indicted on four criminal charges related to his efforts to overturn the election. All charges were ultimately dismissed following his reelection to the presidency in 2024.


The Prosecutions


Of the 1,424 people charged with federal crimes relating to the attack, 1,010 pled guilty. A total of 1,060 were sentenced, with 64 percent receiving jail time.


Some of the most serious cases involved the extremist group leaders. Members of both the Proud Boys and Oath Keepers were convicted of seditious conspiracy—a rare charge that means conspiring to overthrow the government or oppose its authority by force. Enrique Tarrio, chairman of the Proud Boys, received the longest sentence: 22 years in prison.


On January 20, 2025, upon taking office for his second term, President Trump granted clemency to all January 6 rioters—including those convicted of violent offenses and seditious conspiracy.


The Bigger Picture


Numerous scholars, historians, political scientists, and journalists have characterized Trump's efforts to overturn the 2020 election as an attempted self-coup. The House select committee that investigated the attack concluded it was "the culmination of a plan by Trump to overturn the election."


What makes this different from typical political violence is that it came from the top down. This wasn't just an angry mob acting spontaneously. Trump called them to Washington. Extremist groups spent weeks planning the attack. The president pressured state officials, filed dozens of lawsuits, tried to install fake electors, and when all of that failed, he directed his supporters to march on the Capitol while Congress was in the process of certifying his defeat.


Trump and many elected Republican officials have since promoted what historians call a revisionist history of January 6. They downplay the severity of the violence. They spread conspiracy theories suggesting the attack was a false flag operation or that it was secretly orchestrated by the FBI. They portray those convicted of crimes as political prisoners, hostages, and martyrs rather than people who assaulted police officers and tried to stop the democratic transfer of power.


Why It Matters


The January 6 attack stands alone in American history. The United States has experienced political violence before—assassinations, bombings, riots. But this was the first time a losing presidential candidate attempted to stay in power by preventing the certification of election results, and the first time a mob attacked the Capitol specifically to stop the constitutional process of counting electoral votes.


The peaceful transfer of power had been an unbroken tradition in American democracy since 1797, when John Adams succeeded George Washington. That tradition held even after the bitterly contested election of 1800, after the Civil War, after close elections that went to recounts. January 6, 2021, was the first time that tradition was directly attacked by a sitting president and his supporters.


Whether you view the attack as an insurrection, a riot, a coup attempt, or something else depends partly on definitions and partly on politics. But the basic facts are undisputed: thousands of people violently stormed the Capitol to try to stop Congress from certifying an election their preferred candidate had lost. They failed. But the attempt itself marked a break with centuries of American democratic practice.

  

  
    Deep Dive

    Jared Kushner

    Based on Wikipedia: Jared Kushner


The Man Behind the Curtain


In the strange theater of American power, few figures have navigated between worlds quite like Jared Kushner. A real estate scion who became a presidential advisor. A lifelong Democrat who registered Republican. A man with no government experience who found himself negotiating Middle East peace deals and managing pandemic responses. His story reads like a modern fable about the porousness of American institutions—how money, marriage, and timing can propel someone from Manhattan boardrooms to the West Wing.


But let's start at the beginning.


A Family Forged by History


Jared Corey Kushner was born on January 10, 1981, in Livingston, New Jersey. His family's American story, like so many others, began with survival.


His paternal grandparents, Reichel and Joseph Kushner, were Holocaust survivors from Navahrudak, a town now located in Belarus. Reichel wasn't just a survivor—she was a leader. When the Nazis created a ghetto in Navahrudak, she helped organize one of the most remarkable escapes of the war: digging a tunnel to freedom. Later, she joined the Bielski partisans, a Jewish resistance group that operated in the forests of what is now Belarus and western Russia, ultimately saving more than 1,200 Jews from the Nazi genocide.


The Kushners arrived in America in 1949 and built a real estate empire from nothing. By the time Jared was born, his father Charles had transformed the family business into a major force in New Jersey real estate. Charles also cultivated political connections across party lines—he was friends with Bill and Hillary Clinton and attended dinners with them regularly.


Jared grew up in a Modern Orthodox Jewish household, attending the Frisch School, a yeshiva high school in Paramus, New Jersey. The family was wealthy, observant, and deeply connected to both religious tradition and secular ambition.


Harvard and the Question of Merit


In 1999, Jared Kushner enrolled at Harvard University. This admission would later become controversial when journalist Daniel Golden reported that Charles Kushner had donated $2.5 million to Harvard in 1998—not long before his son was admitted.


This raises uncomfortable questions that Americans have debated for generations. How much does legacy and wealth influence admissions at elite institutions? Is a $2.5 million donation a coincidence or a transaction? Harvard has never commented on the specifics, but the timing fed a narrative that would follow Kushner throughout his career: that he advanced through connections rather than merit.


Whatever the circumstances of his admission, Kushner was active at Harvard. He joined the Fly Club, one of the university's exclusive final clubs—social organizations that trace their history back to the 1800s and have counted among their members Theodore Roosevelt, Franklin Roosevelt, and numerous Supreme Court justices. He supported the campus Chabad house, a center for Jewish life run by Rabbi Hirschy Zarchi.


More remarkably, while still a student, Kushner began buying and selling real estate in Somerville, Massachusetts, operating as a vice president of Somerville Building Associates, a division of Kushner Companies. By the time he graduated in 2003 with honors and a degree in government, he had reportedly turned a $20 million profit on these deals.


He then pursued a joint JD/MBA program at New York University, graduating in 2007. During this time, he interned at the Manhattan District Attorney's office under Robert Morgenthau and at Paul, Weiss, Rifkind, Wharton & Garrison, one of New York's most prestigious law firms.


The Father's Fall


In 2005, Jared Kushner's life took a sharp turn when his father Charles was convicted on 18 criminal charges.


The case was extraordinary in its sordidness. Charles Kushner had been a major Democratic donor, contributing to campaigns across New Jersey and nationally. When he learned that his own brother-in-law and a former employee were cooperating with federal investigators looking into his business practices, he hatched a revenge scheme.


Charles hired a prostitute to seduce his brother-in-law, recorded the encounter, and sent the tape to his own sister—the man's wife. The goal was to intimidate the witnesses. Instead, it added witness tampering to charges of illegal campaign contributions and tax evasion. The prosecutor who secured the conviction was Chris Christie, then the U.S. Attorney for New Jersey, who would later have his own complicated relationship with the Kushner family.


Charles Kushner served 14 months in federal prison. The conviction was a public humiliation for a family that had cultivated an image of philanthropic success.


Jared, at just 24 years old, suddenly found himself thrust into a much larger role in the family business. He would spend the next decade trying to rebuild and expand the Kushner Companies empire.


666 Fifth Avenue: A Fateful Address


In 2007, Kushner made the deal that would define his real estate career—for better and worse.


Kushner Companies purchased the office building at 666 Fifth Avenue in Midtown Manhattan for $1.8 billion, the highest price ever paid for a single office building in the United States at that time. The address itself—with its Biblical associations to the "number of the beast"—would prove darkly prophetic.


The timing could not have been worse. Most of the purchase price was borrowed. Then came the 2008 financial crisis. Property values collapsed. The building's rental income couldn't cover its debt payments.


The Kushners were forced into a series of painful maneuvers. They sold a controlling stake in the building's retail space to the Carlyle Group and Stanley Chera. They brought in Vornado Realty Trust as a 50% equity partner. By the time the restructuring was complete, Kushner Companies had lost more than $90 million on the investment.


Jared was the face of the deal, but according to later reporting, it was his father Charles—still serving his prison sentence when the purchase was negotiated and closed—who had pushed him to do it. The building became an albatross, and for years afterward, the Kushners sought foreign investment to bail them out, a search that would later raise conflict-of-interest questions when Jared entered government.


Media Mogul


In 2006, at age 25, Kushner made an unexpected move: he bought The New York Observer, a salmon-pink weekly newspaper beloved by Manhattan's media and cultural elite, for $10 million. He outbid a group led by Robert De Niro.


The Observer had been founded in 1987 and had developed a reputation for sharp, witty coverage of New York real estate, media, and politics. Its writers had included Candace Bushnell, whose columns became the basis for "Sex and the City."


Kushner funded the purchase with money he said he'd earned from his Somerville real estate deals. But he had no experience in journalism, and it showed. His relationship with the paper's veteran editor-in-chief, Peter W. Kaplan, was rocky from the start.


"This guy doesn't know what he doesn't know."


That was Kaplan's assessment, shared with colleagues. He eventually quit. A series of short-lived editors followed until Kushner hired Elizabeth Spiers in 2011, who left the following year. In 2013, he brought in Ken Kurson, a consultant who had worked with Republican political candidates in New Jersey.


Under Kushner's ownership, the Observer transformed. It lost what Vanity Fair called "virtually all of its cultural currency among New York's elite." But it became profitable. Online traffic grew from 1.3 million unique visitors per month in January 2013 to 6 million by 2016.


There were allegations that Kushner used the paper as a weapon against rivals in real estate. Whether true or not, owning a media outlet gave him a platform—and experience in shaping narratives—that would prove useful in his next chapter.


Marriage and Political Transformation


Around 2005, Jared Kushner met Ivanka Trump. She was the daughter of real estate developer and celebrity businessman Donald Trump. Like Jared, she had grown up in the spotlight of New York wealth. Unlike Jared, she was not Jewish.


They married in 2009, but only after Ivanka converted to Judaism. The couple would go on to have three children and to keep an Orthodox Jewish household, observing the Sabbath and keeping kosher.


The marriage united two real estate dynasties. It also began Jared's political evolution.


For most of his life, Kushner had been a Democrat. He had donated to Democratic campaigns starting at age 11—more than $10,000 over the years. In 2008, he donated to Hillary Clinton's presidential campaign, and his newspaper endorsed Barack Obama over John McCain.


But something shifted. By 2009, he had re-registered as an Independent. His paper endorsed Mitt Romney in 2012. When his father-in-law announced a run for president in 2015 as a Republican, Jared joined the campaign. By 2018, he had registered as a Republican.


The Architect of Trump's Digital Campaign


Donald Trump's 2016 presidential campaign is now remembered as one of the most unconventional—and successful—in American history. Jared Kushner was at its center.


From the outset, Kushner oversaw Trump's digital strategy. He built a 100-person team dubbed "Project Alamo" and recruited talent from Silicon Valley. The operation was sophisticated: they tested more than 100,000 ad combinations per week, using data to optimize messaging in real time.


In the final months of the campaign, this digital operation raised more than $250 million in small-dollar donations. Andrew Bosworth, Facebook's top advertising executive during the 2016 cycle, called it "the single best digital ad campaign I've ever seen from any advertiser."


Kushner, along with Paul Manafort and Brad Parscale, also hired Cambridge Analytica, a data firm owned by Steve Bannon's financial backer Robert Mercer. Cambridge Analytica would later become notorious for its harvesting of Facebook user data without consent—a scandal that raised questions about the ethics of modern political campaigns.


Kushner wasn't just running digital operations. He served as a speechwriter. He was intimately involved in campaign strategy. He is believed to have been responsible for the selection of Mike Pence as Trump's running mate. He coordinated Trump's surprise visit to Mexico in August 2016, a trip designed to make the candidate look presidential.


When campaign manager Corey Lewandowski was fired in June 2016, it was partly on Kushner's recommendation. For a time, Kushner was seen as Trump's de facto campaign manager.


Eric Schmidt, the former Google CEO who had worked on technology for Hillary Clinton's campaign, later expressed astonishment at what Kushner had accomplished.


"Best I can tell, he actually ran the campaign and did it with essentially no resources."


The numbers support this. Federal Election Commission filings show the Trump campaign spent $343 million—about 59 percent of what the Clinton campaign spent. They did more with less.


Controversy Over Anti-Semitism


In July 2016, the Trump campaign posted a tweet featuring an image of Hillary Clinton, a pile of money, and a six-pointed star—a shape associated with the Star of David. Critics called it anti-Semitic. The campaign deleted and replaced the image, but the controversy lingered.


Jared Kushner, an observant Jew whose grandparents survived the Holocaust, wrote an open letter in his own newspaper defending his father-in-law.


"In my opinion, accusations like 'racist' and 'anti-Semite' are being thrown around with a carelessness that risks rendering these words meaningless."


His estranged cousin Marc Kushner responded publicly on Facebook. His lesson from their grandparents' story, Marc wrote, was to renounce hate.


This family divide—and Jared's defense of a campaign that critics accused of tolerating or encouraging anti-Semitism—would remain a source of tension. It highlighted a question that many would ask throughout the Trump years: Was Jared a moderating influence from within, or was he providing cover for behavior he should have condemned?


Senior Advisor to the President


On January 9, 2017, Jared Kushner was named Senior Advisor to the President. He was 35 years old, with no government experience.


The appointment raised immediate concerns about nepotism. A federal anti-nepotism law, passed in 1967 after John F. Kennedy appointed his brother Robert as Attorney General, prohibits government officials from appointing relatives to agencies or departments they oversee. The Department of Justice concluded that this law did not apply to White House staff positions—a legal interpretation that allowed Kushner (and his wife Ivanka) to serve.


Kushner resigned as CEO of Kushner Companies and as publisher of the Observer. But questions about conflicts of interest would plague his tenure.


His portfolio of responsibilities was staggering. He was named director of the Office of American Innovation, tasked with bringing business solutions to government. He was assigned to manage relations with Mexico, China, and the Middle East. He was supposed to solve the opioid crisis, reform veterans' care, and overhaul criminal justice.


Critics mocked the breadth of his assignments. Supporters argued that he was being asked to cut through bureaucracy and bring fresh thinking. The truth, as it often is with Kushner, was somewhere in the middle.


Security Clearance Troubles


One of the most persistent controversies of Kushner's White House tenure involved his security clearance.


Senior advisors typically receive top-secret clearances, which allow access to the nation's most sensitive intelligence. But Kushner's application hit snags. He had initially failed to disclose all required information, including that he owed $1 billion in loans. He had to revise his forms multiple times.


Career officials recommended against granting him a clearance. But in early 2018, President Trump ordered that Kushner be given top-secret clearance anyway, overruling the intelligence community's concerns.


The episode raised questions about whether Kushner's foreign business entanglements—including the ongoing search for investors to bail out 666 Fifth Avenue—made him vulnerable to foreign influence.


The Abraham Accords: A Genuine Achievement


Whatever controversies surrounded him, Jared Kushner can claim one significant diplomatic achievement: the Abraham Accords.


For decades, the Israeli-Palestinian conflict had been considered the central obstacle to broader peace in the Middle East. The conventional wisdom held that Arab states would never normalize relations with Israel until the Palestinian issue was resolved.


Kushner challenged this assumption. Working with Israeli Prime Minister Benjamin Netanyahu and leaders in the Gulf states, he pursued a different approach: normalize relations first, worry about the Palestinians later.


In 2020, this strategy produced results. The United Arab Emirates agreed to normalize relations with Israel, followed by Bahrain, Sudan, and Morocco. These "Abraham Accords"—named for the patriarch shared by Judaism, Christianity, and Islam—represented the most significant diplomatic breakthrough between Israel and Arab states since Jordan's peace treaty in 1994.


Critics noted that the Palestinians were sidelined, their concerns unaddressed. The deals came with American concessions—recognition of Moroccan sovereignty over Western Sahara, removal of Sudan from the state sponsors of terrorism list—that had little to do with Israeli-Arab peace. And the most important Arab power, Saudi Arabia, did not join.


Nevertheless, the Abraham Accords were real. Flights now operate directly between Tel Aviv and Dubai. Business relationships have blossomed. For better or worse, Kushner helped reshape Middle Eastern diplomacy.


The First Step Act: Criminal Justice Reform


Kushner's other notable achievement was the First Step Act, a criminal justice reform bill signed into law in December 2018.


The legislation reduced mandatory minimum sentences for some drug offenses, expanded early-release programs, and aimed to reduce recidivism through education and job training programs. It was a rare bipartisan accomplishment in an era of bitter partisan division.


For Kushner, the issue was personal. His father had served time in federal prison. He had seen firsthand how the criminal justice system could affect a family.


Kushner worked to build an unlikely coalition, winning support from the Koch brothers on the right and the American Civil Liberties Union on the left. The bill passed the Senate 87-12.


Critics argued the reforms were modest, that they did too little to address systemic problems in American incarceration. But in a polarized Washington, getting anything done was an achievement.


COVID-19 and the Shadow Task Force


When the COVID-19 pandemic struck in early 2020, Kushner inserted himself into the response.


He assembled what was described as a "shadow task force" of volunteers from the private sector—consultants, investors, and business executives—to work alongside the official efforts led by Vice President Mike Pence. This parallel operation reportedly created confusion about who was in charge and what the priorities were.


According to reporting from Vanity Fair and other outlets, Kushner advised President Trump that the media was exaggerating the threat of the virus. He allegedly suggested that the administration let states—particularly blue states governed by Democrats—struggle on their own, believing that the political damage would fall on governors rather than the president.


The procurement of personal protective equipment became chaotic. States found themselves bidding against each other—and against the federal government—for masks and ventilators. A system Kushner's team developed to distribute supplies was criticized as opaque and ineffective.


The pandemic response would become one of the most controversial aspects of the Trump administration, contributing to Trump's defeat in the 2020 election. Kushner's role in shaping that response remains a subject of investigation and debate.


After the White House: Affinity Partners


When Donald Trump left office in January 2021, so did Jared Kushner. He and Ivanka moved to Miami, buying a plot of land on "Billionaire Bunker"—an exclusive island in Biscayne Bay.


Within months, Kushner launched Affinity Partners, a private equity firm. The firm quickly raised $3 billion, with the vast majority of funds—$2 billion—coming from Saudi Arabia's Public Investment Fund, the kingdom's sovereign wealth fund controlled by Crown Prince Mohammed bin Salman.


This arrangement raised eyebrows. Kushner had cultivated a close relationship with Mohammed bin Salman during his White House tenure. He had backed the crown prince even after the 2018 murder of journalist Jamal Khashoggi, a killing that U.S. intelligence concluded Mohammed bin Salman had ordered.


Ethics experts questioned whether the Saudi investment was a reward for Kushner's support while in government. Members of the firm's advisory board reportedly raised concerns about the terms of the Saudi deal, which were unusually favorable to Affinity Partners.


Kushner has defended the arrangement, arguing that his expertise and relationships are valuable to investors. But the perception that he is cashing in on his government service—particularly his closeness to authoritarian leaders—has been difficult to shake.


Return to the Stage


In 2025, with Donald Trump returning to the White House for a second term, Jared Kushner has re-emerged as an informal advisor.


He has served alongside Steve Witkoff as a key intermediary in diplomatic negotiations, including discussions about the Israel-Hamas war and the ongoing conflict in Ukraine following Russia's invasion. Though he holds no official government position, his influence appears to remain significant.


His father Charles, whose criminal conviction once seemed like it might end the family's political connections, received a presidential pardon from Donald Trump in 2020. The family's rehabilitation is complete.


The Enigma Remains


What to make of Jared Kushner?


To his supporters, he is a skilled negotiator and pragmatic problem-solver who achieved genuine diplomatic breakthroughs. The Abraham Accords and the First Step Act are real accomplishments that have affected real lives.


To his critics, he is the embodiment of unearned privilege—a man who failed upward, whose admission to Harvard, whose business career, whose role in the White House, and whose post-government wealth all derived from family connections rather than personal merit. They see his closeness to authoritarian leaders like Mohammed bin Salman as morally compromising, his role in the COVID response as disqualifying.


The truth, perhaps, is that Kushner is a product of systems that reward connections and confidence. He navigated those systems skillfully. Whether the results have been good for the country is a question Americans will debate for years to come.


What is undeniable is that Jared Kushner, the grandson of Holocaust survivors, the son of a convicted felon, the son-in-law of a president, has been at the center of American power during some of its most turbulent years. His story is, in many ways, a story about America itself—about who gets access, who wields influence, and what we value in our leaders.
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President Donald Trump urges Iran negotiations and praises Israeli Prime Minister Benjamin Netanyahu for conduct in Gaza. VP JD Vance says Trump wants a deal that blocks Iran’s nuclear program. Netanyahu, wanted for war crimes by the International Criminal Court, signs onto Trump’s “Board of Peace.” Hamas leadership meets with an Iranian representative. U.S. draft proposes gradual disarmament of Hamas. Prominent Palestinian leader assaulted and starved in prison. Israel revokes citizenship of two Palestinians. GHF “security provider” in talks with Trump’s Board of Peace about a future role in Gaza. Attorney General Pam Bondi heads to the Hill, where she is confronted by Epstein survivors and Rep. Becca Balint. Bondi’s “Burn Book.” The House passed the Save America Act, which guts mail-in voting and aims to make casting a ballot harder: The IRS improperly shared taxpayer data with DHS in immigration crackdown. U.S. Energy Secretary Chris Wright meets with Venezuela’s acting president Delcy Rodriguez. The government lost hard drives and withholds surveillance footage in an ICE abuse lawsuit. U.S. sanctions Lebanese gold firm accused of financing Hezbollah. After El Paso airspace closure, Mexico denies evidence of cartel drone activity. Israeli forces escalate attacks across south Lebanon. China offers support to Cuba amid U.S.-driven fuel shortage. Deadly clashes erupt in Ataq, Yemen as an STC-linked crowd storms a government building. Five police officers are killed in an ambush in northwest Pakistan. Rebel attacks kill pilots and a soldier in Indonesia’s Papua region. Russia says it will observe expired nuclear treaty if the U.S. does the same. Russian drone strike kills three children and their father in Kharkiv. Russia moves to block WhatsApp. Thousands of UK passport holders served in Israeli military during Gaza genocide, records show. 

From Drop Site: Capitol Hill correspondent Julian Andreone talks with congresspeople about Epstein, Gaza, and the annexation of the West Bank.
This is Drop Site Daily, our new, free daily news recap. We send it Monday through Friday.

The Gaza Genocide, West Bank, and Israel
	Israeli attacks in Gaza continue across the Strip: Two children were injured by Israeli fire while inside their tents in the Al-Musallah area, south of Khan Younis, according to Al-Araby TV. Israeli aircraft carried out an airstrike on eastern areas of Khan Younis city. In the central Gaza Strip, four Palestinians were wounded by Israeli gunfire. A Palestinian man was killed by Israeli fire in the Tuffah neighborhood of Gaza City, with reports of ambulances attempting to reach the wounded coming under fire.

	Casualty counts: Over the past 24 hours, the bodies of four Palestinians were recovered from under the rubble, while five Palestinians were injured in Israeli attacks in Gaza. The total recorded death toll since October 7, 2023 has risen to 72,049 killed, with 171,691 injured. Since October 11, the first full day of the so-called ceasefire, Israel has killed at least 591 Palestinians in Gaza and wounded 1,583, while 724 bodies have been recovered from under the rubble, according to the Palestinian Ministry of Health.

	Netanyahu, wanted for war crimes, signs onto “Board of Peace”: Israeli Prime Minister Benjamin Netanyahu officially signed onto President Trump’s “Board of Peace” on Wednesday during a meeting with United States Secretary of State Marco Rubio at the Blair House in Washington, D.C. The board, which has no Palestinians on it, is scheduled to hold its first meeting on February 19 in Washington to discuss the reconstruction of Gaza. Hamas official Mahmoud Mardawi wrote on X that Netanyahu’s appointment “reinforces doubts, deepens the lack of trust, and rewards policies of extermination and repression instead of holding them accountable.”

	Hamas leadership meets with Iranian representative: The head of Hamas’ leadership council, Muhammad Darwish, led a Palestinian delegation in Doha, where it held talks with Iranian diplomat Ali Larijani on Wednesday. Darwish expressed solidarity with Iran, rejecting “any aggression targeting its territory.”  Larijani briefed the group on Iran’s ongoing negotiations with the United States and reiterated Tehran’s “unwavering support” for the Palestinian cause.

	U.S. draft proposes gradual disarmament of Hamas: A United States draft proposal would require Hamas to surrender all weapons capable of striking Israel, though the proposal would “at least initially” allow the group to retain some small arms as part of a phased disarmament process that could take months or longer, according the New York Times. The plan is reportedly being prepared by Jared Kushner, U.S. envoy Steve Witkoff, and Board of Peace High Representative Nickolay Mladenov. Hamas official Osama Hamdan told Al Jazeera Mubasher Wednesday the group has not received any disarmament proposals and has not officially adopted a decision to freeze its weapons reiterating that Palestinian arms are linked to ending the occupation. Several Hamas and resistance officials have previously outlined a proposal involving a long-term truce—supported by peacekeeping forces and regional guarantees—with pledges to refrain from publicly displaying or using weapons.

	Limited movement, under Israeli-backed militia monitoring, continues at Rafah: Forty-six Palestinians entered the Gaza Strip through the Rafah border crossing with Egypt under strict Israeli restrictions on Wednesday. According to the Palestinian Red Crescent Society, 47 Palestinians—17 patients and 30 companions—left Gaza through Rafah on Wednesday. Israel is reportedly allowing the Abu Shabab militia to monitor movement on the Gaza side of the crossing under Israeli supervision and to conduct physical searches of Palestinians entering the Strip, Kan News reports, adding that this arrangement could soon become permanent. Returnees are transported along Salah al-Din Road toward an Israeli army checkpoint and searched by the militia before reaching Israeli forces, according to Haaretz.

	Prominent Palestinian leader assaulted and starved in prison: Abdullah Barghouti, a renowned Palestinian resistance leader, was injured during an Israeli assault at Gilboa Prison, suffering a bleeding wound to his left eye after a guard struck his head against an iron door, while also enduring severe weight loss from ongoing starvation policies, according to the Prisoners’ Media Office. At least 87 Palestinians have been killed in Israeli detention since the Gaza genocide began, according to the Commission of Detainees’ Affairs.

	Israel continues to target aid workers in Gaza: OCHA reported that one UNRWA staff member was killed in the central Gaza Strip on Wednesday, bringing the total number of aid workers killed since October 2023 to 589, 397 of whom were employed by the United Nations.

	Israel revokes citizenship for two Palestinians: Israel stripped two Palestinians of their Israeli citizenship on Wednesday, an action which Netanyahu said would be repeated often in the future. Mahmoud Ahmed and Muhammad al-Halasa, both from occupied East Jerusalem, are set to be deported to the West Bank or the Gaza Strip, after Israeli courts convicted the men of “carrying out deadly attacks on Israelis.” Their loss of citizenship and deportation marks the first use of a 2023 law, which allows the Israeli government to revoke the Israeli citizenship of Palestinians convicted of attacks. The Palestinian human rights group Adalah says that the move violates international law by rendering the men effectively stateless, adding that it “undermines the fundamental protections that citizenship is meant to provide.”

	GHF “security provider” in talks with Trump’s Board of Peace about its future role in Gaza: UG Solutions, a U.S.-based security firm that deployed last year to guard so-called aid distribution sites in Gaza run by the Gaza Humanitarian Foundation (GHF), is in discussions with President Trump’s “Board of Peace” about a potential future security role in Gaza, according to Reuters. Over 2,600 Palestinians were killed by Israeli forces or security contractors as they attempted to access aid at or near aid distribution sites in a system overseen by the GHF. UG Solutions said it has submitted proposals to the board—proposals which it says were “received positively—though officials privy to negotiations stressed no decisions have been finalized. Read Drop Site’s November report about how UG Solutions is stepping up its recruitment efforts amid possible plans to deploy to Gaza here.

	Palestinian deported in private jet speaks out: Maher Awad, a Palestinian who had been living in the U.S. and was in the process of obtaining his green card, was arrested and deported by Immigration and Customs Enforcement along with seven other Palestinians to Tel Aviv, from which he was taken by Israeli police to the town of Ni’lin in the occupied West Bank and released. Awad and his fellow Palestinians deportees were reportedly transported to Israel aboard a private jet owned by Israeli-American real estate developer and Donald Trump’s personal friend, Michael Dezer. He gave an account of his deportation to Middle East Eye in a video available here.


U.S. News
	Trump urges Iran negotiations in meeting with Netanyahu: President Trump held a nearly three-hour private meeting at the White House with Israeli Prime Minister Benjamin Netanyahu on Wednesday. In a subsequent post on his social media site, Trump said that “nothing definitive” was decided and that “negotiations with Iran continue to see whether or not a Deal can be consummated.” He added, “Last time Iran decided that they were better off not making a Deal,” Trump said. “Hopefully this time they will be more reasonable and responsible.” Trump also said he discussed what he called “tremendous progress” in Gaza and claimed there was “truly peace in the Middle East,” despite Israel’s continued assault on Gaza that has killed nearly 600 Palestinians since the so-called ceasefire went into effect in October.

	JD Vance says Trump wants a deal that blocks Iran’s nuclear program: Vice President JD Vance told a reporter that Trump instructed his “entire senior team” to pursue a deal that prevents Iran from obtaining a nuclear weapon. When asked about regime change in the country with whom the U.S. is set to open negotiations later this week, Vance said, “If the Iranian people want to overthrow the regime, that’s up to the Iranian people. What we’re focused on right now is the fact that Iran can’t have a nuclear weapon.”

	Pam Bondi headed to the Hill, where she was confronted by Epstein survivors and Rep. Becca Balint: Eleven Epstein survivors attended Attorney General Pam Bondi’s testimony before the House Judiciary Committee on Wednesday. When Reps. Pramila Jayapal and Dan Goldman asked them to raise their hands if they had been unable to secure meetings with the Department of Justice, all 11 did so. Bondi declined to apologize for her office’s behavior and instead accused the members of Congress of exploiting the victims for “theatrics” and “getting in the gutter.” Rep. Becca Balint also confronted Bondi in the hearing about whether the DOJ had questioned Commerce Secretary Howard Lutnick about a 2012 visit to Jeffrey Epstein’s island. Bondi deflected the question, invoking Bill Clinton and Merrick Garland. Bondi accused Balint, who is Jewish and whose grandfather died in the Holocaust, of fueling an “antisemitic culture,” citing Balint’s vote against a resolution condemning the phrase “from the river to the sea.” This remark prompted Balint to leave the chamber in anger.

	Bondi’s “Burn Book”: A photo taken by freelance photojournalist Kent Nishimura appears to show Attorney General Pam Bondi and Department of Justice staff tracking which documents each member of Congress who accessed the unredacted Epstein Files has viewed. The materials, which were arranged in binders passed between Bondi and her team, have been described by some critics as a “burn book.”

	IRS improperly shared taxpayer data with DHS in immigration crackdown: The Internal Revenue Service acknowledged it improperly disclosed the confidential tax information of thousands of people to the Department of Homeland Security as part of a data-sharing agreement that allows Immigration and Customs Enforcement to request names and addresses of suspected undocumented immigrants, according to Associated Press. A Wednesday statement from a top IRS official reports the tax agency has verified roughly 47,000 of the 1.28 million names DHS requested. Experts say that the disclosures likely violate federal privacy law and undermine long-standing protections for taxpayer information.

	U.S. Energy Secretary meets with Venezuela’s acting president: On Wednesday, Venezuelan President Delcy Rodríguez welcomed United States Energy Secretary Chris Wright to the Miraflores Presidential Palace in Caracas to discuss a U.S.-led overhaul of the Venezuelan oil sector, locking in U.S. dominance of the country. A “bilateral energy agenda” was reportedly reviewed at the meeting and received positively by both parties. Wright’s three-day trip—the most significant engagement in Venezuela by the U.S. energy sector in decades—includes talks with major oil firms like Chevron and Repsol, as well as planned visits to key production sites in the Orinoco Belt. Rodríguez spoke of a long-term energy agenda between the two countries that would serve as the “motor” for the bilateral relationship. Wright said in an address that the U.S. will continue to ease sanctions on the country to attract foreign engagement, but that Washington will not commit to “on-the-ground” security for those providers who choose to operate in the country.

	Democratic senators press Rubio to stop deportations of Iranian asylum seekers: Ten Democratic senators, including Tim Kaine and Peter Welch, urged Secretary of State Marco Rubio to halt deportations of Iranian asylum seekers, warning they face persecution if deported to Iran and arguing that this policy violates United States and international law. The lawmakers said the administration has deported at least 109 Iranians since late 2025, including 45 via Qatar in September or October, 50 through Kuwait on December 7, and 14 more on January 25, with another flight of deportees halted amid a measles outbreak and bipartisan pushback.

	Homeland Security civil rights watchdog gutted as ICE expands its power: The budget for the DHS’s Office for Civil Rights and Civil Liberties—a watchdog agency created at the same time that ICE was, ostensibly as a safeguard against violations of civil liberties—has been slashed by more than 75 percent, according to a new report from The Lever. The agency now has nine staffers (down from 150 at the beginning of March), and it is headed by a former adviser to the Heritage Foundation who also holds another full-time job at DHS. It has also issued no policy recommendations despite receiving nearly 6,000 complaints since March, according to court filings released last month. The Lever’s full report on this silent gutting is available here.

	Federal government loses hard drives and withholds surveillance footage in an ICE abuse lawsuit: In a court fight over conditions at the ICE detention facility in Broadview, Illinois, lawyers suing the United States Department of Justice say that the agency lost three hard drives provided to store surveillance footage, failed to turn over video from five key cameras—including cameras in isolation cells—and produced soundless footage of a visit by Homeland Security Secretary Kristi Noem. The plaintiffs argue that the missing and delayed evidence severely prejudices their abuse case, noting the government has received nearly 72 terabytes of storage yet still claims footage is missing, destroyed, or unaccounted for despite court orders to produce it. More on the government’s convenient mishap from 404 Media, available here.

	The House passed the Save America Act, which guts mail-in voting and aims to make casting a ballot harder: Republicans are stuck in a Catch-22, however, as the bill is aimed at boosting their chances in the midterms, but can’t pass without the votes of vulnerable Republicans like Susan Collins who would then be punished in the midterms for supporting it. The bill also can’t pass the Senate without ending the filibuster. Sen. Lisa Murkowski, R-Alaska, is opposed, and Collins has expressed “concerns.” Backers of the bill want to attach it to government-spending legislation later this month to sneak it through. Yet it’s not obvious that requiring additional documentation to cast a vote will help Republicans overall, as the political realignment has found Democrats with more support among the upper class and less with working-class voters less likely to have their papers handy.


International News
	Rising accounts of death toll in Iran: The death toll in Iran during mass protests in December and January has risen to 7,002, according to the U.S.-funded Human Rights Activists News Agency (HRANA). The group said 6,506 of those killed were protesters, including 216 children, while 214 individuals affiliated with government forces and 66 “non-protesters civilians” were killed. HRANA also put the number of arrests at over 52,000. Iran’s government issued a much lower death toll on January 21, saying 3,117 people were killed, including over 2,400 civilians and security forces.

	U.S. sanctions Lebanese gold firm accused of financing Hezbollah: The Trump administration imposed new sanctions on the Lebanese gold company Jood SARL on Tuesday, accusing it of helping Hezbollah convert gold reserves into cash, according to a statement from the United States Department of the Treasury. Secretary Scott Bessent said the move aims to cut Hezbollah off from the global financial system. The sanctions freeze the firm’s assets in the United States and make it illegal for U.S. individuals and companies to do business with them.

	Drone strikes in Sudan:
	RSF drone strikes hit schools and civilian areas: RSF drone attacks struck three sites in North and South Kordofan, one of which was a Quranic school in Al-Rahad, and killed at least one student in the attacks. Drones also hit civilian areas in Tandalti and heavily damaged a secondary school in Dilling. The attacks are part of efforts to sever key supply highways linking El Obeid to Kadugli. The Sudanese Armed Forces said it would retaliate with drone strikes on RSF positions near Bara and Taiba. Estimates of the number wounded by Tuesday’s drone strikes ranged from 18 to 25, and one additional person was reportedly killed.

	WFP warehouse hit by rockets in Kadugli: On Tuesday night, what appeared to be rockets struck a WFP warehouse in Kadugli, causing substantial damage to its buildings and mobile storage units, UNOCHA reports. The Sudan Doctors Network reported more RSF drone attacks in Kadugli on Tuesday, which they say hit residential neighborhoods in the city and left 16 civilians injured.



	Mexico denies there is evidence of cartel drone activity after El Paso airspace closure: Mexican President Claudia Sheinbaum said that Mexico’s airspace was never closed during the U.S. temporary shutdown of its airspace near El Paso, and that her government has “no information” about criminal cartels using drones in the area. United States Transportation Secretary Sean Duffy said the closure was intended to neutralize an incursion by cartel drones, though sources familiar with the situation told the Associated Press the airspace was shut down so the Pentagon could test an anti-drone laser it plans to deploy against the same groups.

	Israeli forces escalate attacks across south Lebanon on Wednesday: Israeli quadcopters dropped explosives on a stone factory in Wadi Hunein between the south Lebanese towns of Odaisseh and Markaba, while Israeli troops advanced into the outskirts of Aita al-Shaab from Tallat Shawat, prompting the Lebanese Army to deploy in response after residents demanded protection during the funeral of Abdullah Nasser. Witnesses told reporters that the area of the funeral was later hit with more than ten sound grenades and two artillery shells, likely used to disincentivize participation in the procession. A family home in Bilda was also destroyed.

	China offers support to Cuba amid fuel shortage: China’s foreign ministry released a statement on Tuesday saying that Beijing is ready to assist Cuba with its jet fuel shortage that has disrupted air travel to and from the country, though officials did not specify whether that help would include fuel, according to Reuters. Spokesperson Lin Jian said China “firmly supports Cuba in safeguarding its national sovereignty and security” and opposes foreign interference, adding Beijing would provide assistance “to the best of our ability.”

	Deadly clashes in Ataq, Yemen as STC-linked crowd storms government building: On Wednesday, a crowd affiliated with Yemen’s Southern Transitional Council attempted to storm a local government building in Ataq, prompting security forces in the Shabwah Governorate to open fire, killing at least five people and wounding 39, according to reporting from Al Jazeera. The violence follows the announcement of a new cabinet by the Presidential Leadership Council, as power struggles between the STC and the Yemeni government (and between their respective backers, the UAE and Saudi Arabia) continue in southern Yemen.

	Five police officers killed in an ambush in northwest Pakistan: Militants opened fire on police patrols on Wednesday in the Khyber Pakhtunkhwa city of Dera Ismail Khan. The patrols were returning from an operation in Pakistan’s northwest, and five officers in the group were killed before security forces killed four of the attackers in a retaliatory strike, according to Reuters. Dera Ismail Khan is about 70mi from Waziristan, a longtime stronghold of the Pakistani Taliban, which ended its ceasefire with the Pakistani government in late 2022. The breakdown of that agreement has led to a resurgence of Islamist violence in the region.

	Rebel attacks in Papua region kill pilots and a soldier in Indonesia: Separatist gunmen killed a pilot and co-pilot of a small Smart Air plane as it landed at Korowai airport in Indonesia’s Papua region, according to Reuters, and a separate ambush on a convoy linked to the mining company Freeport Indonesia killed one soldier and wounded two others. The Free Papua Movement claimed responsibility for both attacks; the FPM is part of a long-running insurgency in the resource-rich region of West Papua that has intensified in recent years. Drop Site spoke to a local leader shortly before he was killed in November. Watch it here.

	Russia says it will observe expired nuclear treaty limits if U.S. does the same: On Wednesday, Russian Foreign Minister Sergey Lavrov told parliament that Moscow will continue adhering to the warhead limits of the now-expired New START as long as the United States also abides by the old terms. Trump has so far refused to extend the treaty, saying he prefers a new agreement. Washington has also attempted to include China in a new nuclear non-proliferation treaty, which Beijing has resisted.

	Russian drone strike kills three children and father in Kharkiv: A Russian drone struck a home in the Kharkiv city of Bohodukhiv on Tuesday night, killing toddler twins Ivan and Vladyslav, their one-year-old sister Myroslava, and their father, Reuters reports. President Volodymyr Zelenskyy said the attack undermines diplomatic efforts to end the war. Ukraine’s air force said Russia launched 129 drones on Tuesday night, most of which it intercepted.

	Russia moves to block WhatsApp: Russian authorities have ordered a nationwide block on WhatsApp, saying Meta failed to comply with Russian law, as the Kremlin tightens control over messaging platforms as part of a push for “digital sovereignty.” WhatsApp says the move aims to push its 100M+ Russian users onto a state-backed “national messenger,” while officials say Meta could resume operations if it complies with new government regulations and enters dialogue.

	Thousands of UK passport holders served in Israeli military during Gaza genocide, records show: More than 2,000 United Kingdom passport holders were serving in the Israel Defense Forces during the war on the Gaza Strip, according to data obtained by Declassified UK through a freedom of information request, including 1,686 British-Israelis and 383 triple nationals as of March 2025 — far above the previously known 54 British “lone soldiers.” Declassified UK’s report found more than 50,000 Israeli soldiers held at least one other nationality, with the largest groups from the United States, Russia, Ukraine, France, and Germany. The full report is available here.

	India–France sign major arms deal: India has placed a $39B order for 114 French Rafale fighter jets—one of its largest-ever defense procurements—as part of a sweeping air force modernization drive aimed at boosting readiness against regional threats, upgrading its air combat fleet, and deepening strategic defense ties with France and other Western arms suppliers.


Drop Site on the Hill
Send any congressional tips to Drop Site’s Capitol Hill correspondent Julian Andreone via email at julian@dropsitenews.com or via Signal at julianandreone.2003
	Drop Site’s Capitol Hill correspondent Julian Andreone spoke to lawmakers Wednesday:
	Sen. Bernie Sanders on West Bank annexation: “The intention of a good part of the Israeli government is to… annex the West Bank and to do away with any hope for a two-state solution,” Sen. Sanders told Andreone. Sanders also discussed the case of the recently released Palestinian activist Leqaa Kordia, and warned about the “authoritarian” precedent her case sets. Video here.

	Rep. Shontel Brown (D-Ohio) on whether House Democrats could take steps to enforce the Gaza peace plan and halt Israel’s daily killings: “I have called for a ceasefire,” she said, telling Drop Site to speak to Republicans and driving away. Brown has received millions of dollars in career support from pro-Israel groups; Democratic Majority for Israel spent over $2 million boosting her 2021 campaign against Nina Turner alone. Brown’s full response (or lack thereof) is here.




More from Drop Site
	Drop Site’s Murtaza Hussain spoke to Owen Jones about Epstein’s ties to Israel and foreign intelligence. The full show is linked here.


Programming note: You can sign up here to get updates from us on our WhatsApp channel.
If you want to continue getting this newsletter, you don’t have to do anything. But if this is too much—we do try to be mindful of your inbox—you can unsubscribe from this newsletter while continuing to get the rest of our reporting. Just go into your account here at this link, scroll down, and toggle the button next to “Drop Site Daily” to the off setting. It looks like this:



  
  
    Deep Dive

    Benjamin Netanyahu

    Based on Wikipedia: Benjamin Netanyahu

In the spring of 1968, a young Israeli soldier named Benjamin Netanyahu parachuted into Lebanon on a daring raid to capture a Palestinian leader. He was shot in the shoulder. The mission failed. Five decades later, that same man—now weathered by decades of political combat—would order similar invasions himself, this time with the full weight of state power behind him.

Benjamin "Bibi" Netanyahu is Israel's longest-serving prime minister, a title he has held across multiple discontinuous terms spanning from 1996 to the present. Born in Tel Aviv in 1949, raised partly in Jerusalem and partly in suburban Pennsylvania, he returned to Israel in 1967 as a sixteen-year-old eager to join the military. The IDF recruited him into Sayeret Matkal, one of the most elite special forces units in the Israeli military. He served for five years as a combat soldier, participating in cross-border raids during the 1967-70 War of Attrition—including the infamous Battle of Karameh in March 1968—where Israeli forces attempted to capture PLO leader Yasser Arafat but were repulsed with heavy casualties.

He became a team-leader in his unit. He was wounded multiple times. In May 1972, he took part in the rescue of hijacked Sabena Flight 571, during which he was shot in the shoulder. After his discharge from active service in 1972, he left to study in the United States.

The American Years

Netanyahu returned to the United States in late 1972 to study architecture at the Massachusetts Institute of Technology. Under the name "Ben Nitai"—a pen name his father used for academic articles—he completed a bachelor's degree in architecture in February 1975 and earned a master's degree from MIT Sloan School of Management in 1976. He studied concurrently at Harvard University, completing his degree in two and a half years while taking courses across multiple institutions.

Professor Leon B. Groisser recalled his student with striking clarity: "He did superbly. He was very bright. Organized. Strong. Powerful. He knew what he wanted to do and how to get it done." The name change to Ben Nitai—derived from Mount Nitai and the Jewish sage Nittai of Arbela—was, Netanyahu later explained in interviews, intended to make it easier for Americans to pronounce his name. His political rivals have used this fact to question his national identity and loyalty, though he has consistently demonstrated commitment to Israel through military service and political leadership.

He worked as an economic consultant at Boston Consulting Group in Boston between 1976 and 1978. At the firm, he was a colleague of Mitt Romney, with whom he formed a lasting friendship. Romney described Netanyahu as "a strong personality with a distinct point of view"—an assessment that would prove prescient.

He returned to Israel in October 1973 to serve in the Yom Kippur War, then went back to the United States to complete his degrees. His studies were interrupted by devastating personal loss: his brother Yonatan was killed leading the Entebbe raid, and Benjamin inherited both his military legacy and his political future.

The Ambassador

In 1978, Netanyahu moved back to Israel and founded The Jonathan Institute—a think tank dedicated to public policy. Between 1984 and 1988, he served as Israel's ambassador to the United Nations. The role was natural for a diplomat who spoke fluent English, understood American institutions, and could navigate international politics with the polish of someone who had studied in America.

Netanyahu rose to prominence after his election as chair of Likud in 1993, becoming leader of the opposition. In the 1996 general election, he became the first Israeli prime minister elected directly by popular vote—a landmark moment in Israeli democratic history.

His first term was short-lived: he was defeated in the 1999 election and entered the private sector temporarily before returning to politics as minister of foreign affairs and finance. He initiated economic reforms before resigning over the Gaza disengagement plan.

The Comeback

Netanyahu returned to lead Likud in 2005, leading the opposition between 2006 and 2009. After the 2009 legislative election, he formed a coalition and became prime minister again—beginning a stretch of continuous power that would last, with interruptions, until the present day.

He made his closeness to Donald Trump central to his political appeal starting in 2016. During Trump's first presidency, the United States recognized Jerusalem as the capital of Israel, Israeli sovereignty over the Golan Heights, and helped broker the Abraham Accords between Israel and the Arab world—historic normalization agreements that reshaped Middle Eastern politics.

His governments have been criticized for expanding Israeli settlements in the occupied West Bank, deemed illegal under international law by multiple international bodies. In 2019, Netanyahu was indicted on charges of breach of trust, bribery, and fraud—a remarkable turn for a man who had spent decades as the face of Israeli authority. He relinquished all ministerial posts except prime minister.

The 2018-2022 Israeli political crisis resulted in a rotation agreement between Netanyahu and Benny Gantz, which collapsed in 2020, leading to the 2021 election. In June 2021, Netanyahu was removed from the premiership before returning after the 2022 election.

The Crisis of Democracy

Netanyahu's multiple premierships have been criticized for perceived democratic backsliding and an alleged shift towards authoritarianism. His coalition pursued judicial reform in early 2023, which was met with large-scale protests across Israel—demonstrations that drew hundreds of thousands into the streets.

The October 7 attacks by Hamas-led Palestinian groups in 2023 changed everything. Netanyahu faced nationwide protests over what many perceived as a security lapse and the failure to secure the return of Israeli hostages held captive by Hamas. The war that followed placed enormous pressure on his leadership.

In October 2024, he survived an assassination attempt—an extraordinary event that might have ended other political careers but instead seemed to harden his resolve. He ordered an invasion of Lebanon with the stated goal of destroying the military capabilities of Hezbollah, a key ally of Hamas.

After the fall of the Assad regime in December 2024, Netanyahu directed an invasion of Syria—moving troops across yet another border. In February 2026, he launched a major attack on Iran alongside the United States with the stated goal of regime change—the culmination of years of political confrontation with Tehran.

The International Courts

Netanyahu's government has presided over the ongoing conflict in Gaza, culminating in the South Africa v. Israel case before the International Court of Justice in December 2023. The International Criminal Court issued an arrest warrant in November 2024 for Netanyahu for alleged war crimes and crimes against humanity as part of the ICC investigation in Palestine.

The man who entered politics as a decorated commando, who studied at MIT alongside future American politicians, who has led Israel through wars and peace, remains—as he approaches his late seventies—the most consequential Israeli leader of his generation. Whether judged by his supporters as a defender of Israeli sovereignty or by his critics as an architect of authoritarian drift, Benjamin Netanyahu has fundamentally reshaped the nation he was born to serve.

He graduated from Cheltenham High School in Pennsylvania, was active in the debate club, chess club, and soccer. He and his brother Yonatan grew dissatisfied with what they saw as the superficial way of life in their American suburb—encountering the prevalent youth counterculture movement and the liberal sensibilities of the Reform synagogue, Temple Judea of Philadelphia, that the family attended.

Netanyahu was born in 1949 in Tel Aviv. His mother, Tzila Segal, was born in Petah Tikva in the Mutasarrifate of Jerusalem—her family had migrated from Minneapolis in 1911, having relocated there from Lithuania in the 1870s—and studied law at Gray's Inn, London.

His father, Benzion Netanyahu (née Mileikowsky), was born in Warsaw and specialized in the Jewish Golden Age of Spain. His paternal grandfather, Nathan Mileikowsky, was a rabbi and Zionist writer. When his father immigrated to Mandatory Palestine, he adopted the Hebrew surname "Netanya," meaning "God has given." While his family is predominantly Ashkenazi, he has said that a DNA test revealed some Sephardic ancestry. He claims descent from the Vilna Gaon.

He was the second of three children. A copy of his evaluation from his 6th grade teacher Ruth Rubinstein indicated that Netanyahu was courteous, polite, and helpful—that he was "responsible and punctual"—and that he was friendly, disciplined, cheerful, brave, active, and obedient.

Between 1956 and 1958, and from 1963 to 1967, his family lived in the United States in Cheltenham Township, Pennsylvania, while father Benzion Netanyahu taught at Dropsie College. That boy who returned to Israel in 1967 to join the Israel Defense Forces—that soldier who was wounded multiple times, that team-leader who participated in numerous missions—is now the man ordering invasions and facing international arrest warrants.

The arc from Sayeret Matkal commando to the helm of Israeli power is complete. The question that remains is what history will make of it.

  

  
    Deep Dive

    Hamas

    Based on Wikipedia: Hamas


The Organization Israel Once Quietly Supported


Here's an irony that should make you pause: Hamas, the militant group that launched the devastating October 7, 2023 attacks on Israel, was once discreetly supported by Israel itself. The reasoning? Israeli officials in the 1980s saw this Islamic movement as a useful counterweight to the secular Palestine Liberation Organization, or PLO. They calculated that a fractured Palestinian political landscape would make it harder for Palestinians to achieve statehood.


That calculation aged poorly.


To understand how we got here, you need to understand what Hamas actually is, how it came to power, and what it says it wants—which turns out to be more complicated than most headlines suggest.


What's in a Name


The word "Hamas" is actually a clever Arabic acronym. It comes from "Harakat al-Muqawamah al-Islamiyyah," which translates to "Islamic Resistance Movement." But the acronym itself, HMS in Arabic letters, was deliberately chosen because it sounds like the Arabic word "hamas," meaning zeal, strength, or bravery. This kind of linguistic double meaning is common in political movements—it makes the name both descriptive and emotionally resonant.


The organization emerged in 1987, during what's called the First Intifada—the first major Palestinian uprising against Israeli occupation. But its roots go back further, to a charitable organization founded by a Palestinian Islamic scholar named Ahmed Yassin in 1973. That charity, called Mujama al-Islamiya, was affiliated with the Muslim Brotherhood, the influential Islamic political movement that originated in Egypt and has spawned offshoots across the Middle East.


A Different Kind of Resistance


Understanding Hamas requires understanding what made it different from the PLO. The Palestine Liberation Organization, led for decades by Yasser Arafat, was explicitly secular. It framed Palestinian nationalism in political rather than religious terms.


Hamas took a different approach. It wrapped Palestinian nationalism in Islamic religious language and ideology. This wasn't just marketing—it represented a genuinely different vision of what a Palestinian state should be and why it should exist.


There's another crucial difference worth noting. After Israel occupied Gaza in 1967, the Muslim Brotherhood in Gaza—Hamas's precursor organization—refused to join the resistance boycott against Israel. They focused instead on building social institutions: mosques, schools, charitable organizations. This patient institution-building would later prove crucial to Hamas's political success.


The 2006 Election Shock


In January 2006, something happened that caught almost everyone off guard. Hamas won a decisive majority in Palestinian parliamentary elections.


How did a militant organization defeat the established Palestinian Authority? Two words: corruption and credibility.


The Palestinian Authority, dominated by the Fatah party, had developed a reputation for corruption after years in power. Hamas campaigned on promises of clean governance. They also argued that armed resistance was the only realistic path to ending Israeli occupation—a message that resonated with Palestinians who had seen little progress from years of negotiations.


The election results created an immediate crisis. The United States and European Union had designated Hamas as a terrorist organization and refused to work with them. Israel and the West imposed sanctions. The stage was set for conflict—not just between Hamas and Israel, but between Hamas and Fatah.


The Battle for Gaza


In June 2007, tensions between Hamas and Fatah exploded into open warfare. Over several days of intense fighting, Hamas forces defeated Fatah's security services in Gaza and seized complete control of the territory.


This created a bizarre political situation that persists today. The Palestinian territories were split in two. Hamas controlled Gaza, a tiny coastal strip roughly 25 miles long and 5 miles wide, home to over two million people. The Palestinian Authority, led by Fatah, controlled the West Bank, a larger territory separated from Gaza by Israel.


Israel and Egypt responded to Hamas's takeover by imposing a blockade on Gaza. This blockade has remained in place, with varying intensity, ever since. It severely restricts the movement of people and goods in and out of the territory, creating what many observers have called an open-air prison.


The Cycle of Violence


What followed was a grim pattern that repeated itself multiple times. Hamas and affiliated militant groups would launch rockets at Israeli cities. Israel would respond with military operations, including airstrikes and ground invasions. Ceasefires would eventually be brokered, hold for a while, then break down. Major conflicts erupted in 2008-09, 2012, 2014, and 2021.


Each round left Gaza more devastated. Infrastructure was destroyed. Civilian casualties mounted on both sides, though far more heavily on the Palestinian side. And each round seemed to harden positions rather than move anyone toward resolution.


October 7, 2023


Then came the attack that changed everything.


On October 7, 2023, Hamas militants breached the heavily fortified barrier between Gaza and Israel and launched coordinated attacks on nearby communities. Nearly 1,200 Israelis were killed, about two-thirds of them civilians. Approximately 250 people were taken hostage and brought back to Gaza.


Hamas said the attack was a response to Israel's continued occupation, the blockade of Gaza, expanding settlements in the West Bank, and what they described as threats to the Al-Aqsa Mosque in Jerusalem—one of Islam's holiest sites. There were also reports of sexual violence committed during the attack, which Hamas denied.


Israel's response was the largest military operation in Gaza's history. By the time a ceasefire took effect in January 2025, over 70,000 Palestinians had been killed, with a peer-reviewed study in The Lancet medical journal finding that about 59 percent were women, children, and elderly people.


The Leadership Question


The months following October 7 saw dramatic changes in Hamas's leadership—mostly through Israeli targeted killings.


In July 2024, Ismail Haniyeh, the head of Hamas's political bureau who had been living in exile, was assassinated in Tehran, Iran, where he had traveled for the inauguration of Iran's new president. Yahya Sinwar, who had planned the October 7 attacks and remained in Gaza, was elected to replace him.


Sinwar himself was killed by Israeli forces in October 2024 during what the military described as a chance encounter during a routine patrol in southern Gaza. His younger brother, Mohammed Sinwar—nicknamed "Shadow"—reportedly took over leadership in Gaza, though he too was killed by Israeli forces, with his death confirmed in June 2025.


The organization's military leadership has been similarly decimated. Mohammed Deif, Hamas's senior military commander, was killed in July 2024. Abu Obaida, the masked spokesman who became the public face of Hamas's armed wing, was killed in August 2025.


What Does Hamas Actually Want?


This is where things get genuinely complicated, and where honest analysis requires holding multiple ideas in tension.


Hamas's 1988 founding charter was a maximalist document. It claimed all of what had been British Mandatory Palestine—the territory that now includes Israel, the West Bank, and Gaza—as an Islamic endowment that could never be surrendered. The charter also contained language that was widely condemned as antisemitic.


But Hamas's stated positions have evolved significantly since 1988, in ways that matter but that don't fit neatly into either a "they've moderated" or "they haven't changed" narrative.


In 2017, Hamas released a new charter. This document removed the antisemitic language and explicitly stated that Hamas's struggle was with Zionists, not with Jews as a people. It also declared Hamas's willingness to accept a Palestinian state based on the borders that existed before the 1967 war—meaning the West Bank, Gaza, and East Jerusalem.


Here's the crucial nuance: the 2017 charter accepted those borders without recognizing Israel's right to exist. Hamas leaders have consistently refused to officially recognize Israel, even while accepting territorial boundaries that implicitly acknowledge another entity on the other side of those boundaries.


The Hudna Question


To understand Hamas's position, you need to understand an Arabic concept called "hudna." A hudna is a long-term armistice or truce—not a permanent peace treaty, but a binding agreement to cease hostilities for an extended period.


Hamas has repeatedly offered Israel a hudna in exchange for a Palestinian state on 1967 borders. Ahmed Yassin, Hamas's founder, initially proposed ten years. He later suggested the truce could be extended to 30, 40, or even 100 years.


In 2006, newly elected Prime Minister Ismail Haniyeh sent messages to both U.S. President George W. Bush and Israeli leaders proposing a 50-year armistice with automatic renewal. Neither responded.


Some scholars argue this effectively amounts to a two-state solution with different terminology. A Hamas finance minister reportedly said around 2018 that "a long-term ceasefire as understood by Hamas and a two-state settlement are the same."


Others are more skeptical. They note that Hamas has never abandoned its claim to all of historic Palestine—it's just willing to accept partial territory as an interim step. Under this reading, a hudna would be a strategic pause, not a genuine acceptance of Israel's permanent existence.


A Hamas official once compared their position to the Irish Republican Army's relationship with the United Kingdom: willing to accept a permanent armistice without recognizing British sovereignty over Northern Ireland.


The Practical Politics


Hamas's position also reflects a theological argument about what kind of agreements Islamic law permits. Under traditional Islamic jurisprudence, a hudna is a legitimate form of agreement with binding obligations. Hamas leaders argue that a Western-style peace treaty would amount to surrender and permanent recognition of what they view as an illegitimate seizure of Islamic land. A hudna, by contrast, allows for an extended period of peace while preserving the theoretical claim.


This distinction may seem like hair-splitting to Western observers. But it matters enormously to Hamas's ability to maintain legitimacy with its base. An organization built on Islamic resistance cannot simply declare that resistance over without facing accusations of betrayal.


The International Dimension


Hamas doesn't operate in isolation. Understanding its foreign relationships helps explain its durability and its decision-making.


Iran has been Hamas's most important external backer, providing funding, weapons, and training. This relationship has sometimes been strained—Hamas broke with Iran's ally, the Assad regime in Syria, during the Syrian civil war—but it has proven durable. After Yahya Sinwar's election as Hamas leader in 2024, officials cited his "strong connections with Iran and the Axis of Resistance" as a factor.


The "Axis of Resistance" refers to an informal coalition of Iranian-aligned groups across the Middle East, including Hezbollah in Lebanon, various militias in Iraq and Syria, and the Houthi movement in Yemen. This network provides Hamas with strategic depth that a small organization in a blockaded territory couldn't achieve on its own.


Qatar has provided crucial financial support, including funding for Gaza's government operations. Turkey and Egypt have served as intermediaries at various times. These relationships have been complicated by regional politics—the Arab Spring, for instance, disrupted several of Hamas's key relationships.


The Terror Designation


Hamas is designated as a terrorist organization by the United States, European Union, United Kingdom, Israel, Australia, Canada, Japan, New Zealand, and several other countries. This designation has significant practical effects: it freezes assets, criminalizes material support, and effectively bars diplomatic contact.


It's worth noting that this designation is not universal. Two separate motions at the United Nations to condemn Hamas as a terrorist organization—in 2018 and 2023—failed to achieve the required two-thirds majority.


The distinction between "terrorist organization" and "legitimate resistance movement" often tracks with broader political positions on the Israeli-Palestinian conflict. Those who view Israeli occupation as the primary problem tend to see Hamas as a symptom; those who view Palestinian violence as the primary problem tend to see Hamas as a cause.


Human Rights Concerns


Hamas's rule over Gaza has drawn criticism from human rights organizations on multiple grounds.


The organization has been accused of suppressing political opposition, restricting press freedom, and using torture against detainees. During conflicts with Israel, Hamas has been criticized for launching rockets from civilian areas and for preventing civilians from evacuating. The use of suicide bombings against Israeli civilians, particularly during the 1990s and early 2000s, killed hundreds of people.


Hamas's treatment of hostages taken during the October 7 attack has also been condemned, with released hostages describing harsh conditions and abuse.


These criticisms exist alongside criticisms of Israeli actions—the blockade of Gaza, the high civilian death toll in military operations, conditions in the occupied territories. The question of proportionality and moral equivalence between the two sides is hotly contested and beyond the scope of this article to resolve.


Where Things Stand


As of the January 2025 ceasefire, Hamas as an organization has been severely weakened but not destroyed. Its top leadership has been systematically killed. Its military infrastructure in Gaza has been devastated. The territory it governed lies in ruins.


Yet the conditions that gave rise to Hamas—Israeli occupation, Palestinian statelessness, the blockade of Gaza—remain. The question facing everyone involved is whether the catastrophic violence of 2023-2025 has created any new possibilities for resolution, or whether it has simply reset the clock on the next cycle.


History suggests pessimism. But history is also full of conflicts that seemed intractable until suddenly they weren't. The question is what it would take to move from endless cycles of violence to something else—and whether any of the parties involved are capable of imagining, let alone accepting, what that something else might be.

  


  
  
    Transnistria is in Trouble

    David Smith · Moldova Matters · Feb 12, 2026 · 13 min read

  

  A series of recent reports have shown that all is not well in Transnistria. Veaceslav Ioniță, economic expert with think-tank IDIS “Viitorul, presented an analysis of the region’s economy that showed that “Transnistria is going through the most serious economic and social crisis in the last 25 years.”
Here are some key comparisons between the Transnistria region and the rest of Moldova1: 

Additionally, industrial output from Transnistria has fallen 30% in a single year. The region is now operating at 75% of their 1989 industrial output. 
Veaceslav Ioniță estimates that 60% of the region’s economic activity relies on Russian gas. On February 5th the MGRES power station switched over from natural gas to coal. No reason was given and they switched back to gas on Monday February 9th. The interruption implies continued difficulties getting deliveries of Russian gas. Transnistria now has an extremely limited emergency supply of coal after last winter’s long crisis. They are unable to resupply as the coal required comes from a specific mine in the Donbas under Russian occupation. 

Quick Analysis: Ukraine’s President Zelenskyy has again offered to provide coal to Transnistria. Moldova’s Deputy Prime Minister for Reintegration Valeriu Chiveri stated that he doesn’t know the specifics of this offer - but that the key stumbling block is that the Transnistrian “authorities” need to be willing to accept help. He then pivoted to say that gas crises will likely keep happening every 10-15 days because Russia keeps changing the company making the payments (largely due to blocks by EU sanctions). He called on the Transnistrians to accept Chisinau / Europe’s offer of alternative supplies. As I wrote - Ukraine does not have this coal. So there are multiple levels to the messaging game being played here. I wrote about this last year and the analysis largely still holds up. 

Looking at the big picture, Ioniță explained the depth of the crisis writing: 
“In 2025, the left bank of the Dniester River entered the deepest economic and social crisis in at least the last 25 years. Industry has collapsed, GDP has fallen dramatically, exports are at a historic low, and the population - both employees and pensioners - lives worse than a decade ago. All these developments show an extremely complicated situation, unprecedented for the region”

I’ve written before about how the inherent contradictions in the Transnistrian economic and governance model have become impossible to reconcile. Now we are starting to see clear indications of the structural collapse of the region’s economy. 
In parallel, human right’s NGO Promo-Lex reports a sharp deterioration of human rights in Transnistria in 2025. They particularly cite total control of the information space, increased propaganda, militarization of eduction - with specific focus on disabled children and those in institutions - and inhumane conditions in detention facilities. 
The region’s “authorities” are pushing for even more control of the information space and have rolled out their own messaging app this week called IDC Matrix. Transnistrian “President” Krasnoselsky has urged people not to use “imported apps” claiming that IDC Matrix is safer. Journalists who have tested the app have shown that there is no end to end encryption - meaning that all messages are available to the operator. 
Other Security News:
Here are the other top security stories of the week: 
	Another Russian drone crashed in Moldova. The authorities confirmed this one was also a Gerbera model without a warhead. It crashed in the village of Sofia in the Drochia district. 

	Moldova was ranked 5th globally in cybersecurity. The annual ratings, called the National Cyber ​​Security Index (NCSI), from Estonia’s E-Governance Agency, listed the top 5 countries as the Czech Republic, Canada, Estonia, Finland and Moldova. Foriegn Minister Mihai Popșoi called the ranking “proof that Moldova is becoming a safe and resilient digital hub.” 


Prime Minister Munteanu Visits Kyiv
The Prime Minister led a delegation including Minister of Energy, Dorin Junghietu, Minister of Internal Affairs, Daniella Misail-Nichitin, Minister of Infrastructure Vladimir Bolea, and State Secretary of the Ministry of Foreign Affairs, Sergiu Mihov. In Kyiv they met with their counterparts and announced various joint projects including a new bridge across the Nistru at Cosăuți-Imapol2. In joint remarks with Ukrainian Prime Minister Yulia Svyrydenko, Prime Minister Muntean stated: 
“My special attitude towards Ukraine is well known, given that I have lived here for more than 20 years. As Prime Minister, on my first visit to Ukraine, I returned with respect and solidarity towards the Ukrainian people, who are on the front lines in defense of peace and human values”

He expressed strong support for Ukraine and presented a new humanitarian package from Moldova. This package, valued at over €700,000 euros, includes emergency vehicles, generators, medical supplies and food. 
Prime Minister Munteanu also visited the Wall of Remembrance of the Fallen for Ukraine and met with President Zelenskyy. Following their meeting, President Zelenskyy wrote on facebook: 
“During the meeting with the Prime Minister of the Republic of Moldova, Alexandru Munteanu, bilateral projects between our countries were discussed. Energy, railways, infrastructure - everything must be implemented.”
Thank you for your support for Ukraine and our people. We have a common vision of the future in the European Union, and the path of Ukraine and the Republic of Moldova to the EU must be common, so that all residents of our region benefit from the strengthening of our peoples and Europe as a whole,” 


Other International Affairs Stories
Here’s a roundup of the other international news of the week: 
	Maia Sandu on her nomination for the Nobel Peace Prize. President Sandu responded to questions this week on her nomination speaking in the context of the news of a new prisoner exchange between Ukraine and Russia saying:


“I’m grateful that people are watching our country, that they appreciate our courage and resilience, but there are many people nominated for this award.
Today I looked at the Ukrainians who returned home from Russia, and these are the people who deserve the Nobel Peace Prize. These are the people who sacrifice their lives for peace, because they want to bring peace back to their country, to their villages, to their cities, and to our continent,”

	Politico - the EU plans to bring Ukraine into the block in 2027. The outlet reports that EU leaders are working on a plan for a “multi-speed” Europe that they are calling “reverse enlargement.” Under this idea, Ukraine, and theoretically Moldova and other candidate countries, would be brought into the EU before negotiations are fully complete. The countries would start as members with limited voting rights and limited responsibilities. They would then complete the qualifications for full membership and phase into full membership. The idea is to make membership inevitable and allow a solid timeline to be incorporated into draft peace proposals supported by the United States. This idea is opposed by Germany but being pushed by France, Italy, Poland and others. The plan outlines 5 steps for implementation which are all focused on neutralizing the veto from Hungary. Viktor Orban stated this week that Ukraine is an “enemy” of Hungary and vehemently opposes Ukrainian membership in the EU. The plan envisions an unofficial negotiations process, where Ukraine works through negotiating clusters and reforms even as Hungary opposes officially opening these clusters. Then, they wait for Orban to leave - ideally by losing the Hungarian elections in April. If that fails, they plan to lean on Trump to force Orban to support the agreement in the context of a peace treaty. As a final option, Hungary’s voting rights can be suspended under EU Article 7. Politico quoted an unnamed Moldovan official’s reaction saying that Moldova… 


“wants to join a European Union that functions effectively beyond 27 member states, and we welcome discussions on the internal reforms needed to make this possible.” (…) [but]
“full membership - with equal rights and full participation in EU decision-making - must remain the clear and final destination.”

Author’s Note: If you are interested in following the Hungarian election with coverage in English I strongly recommend the “Days Until Hungarian Elections” substack. Written by veteran journalists they detail both the campaign as well as the major election interference being conducted by the Kremlin to force a pro-Orban outcome. 

Hybrid War Updates
Here are the top stories in the Kremlin’s hybrid war against Moldova from the week: 
	Watchdog reports another connection between the FSB and Mayor Ion Ceban. Their investigation shows that FSB affiliate Nidjat Askerov held an “assistant” badge giving him access to the Chisinau Primaria (city hall). Askerov has been documented as working alongside FSB agent, and Ceban campaign consultant in 2019, Iurii Gudilin. ZdG has previously reported that Gudilin worked with Askerov to provide financing to the MAN party “like the PSRM” (Socialists) with a total of €600,000 euros per month. Askerov also recently appeared in the treason trial of Denis Cuculescu, who claimed that Askerov recruited him as an FSB asset to funnel this money into Moldova via crypto and other illicit schemes. Mayor Ceban’s people deny this and claim that the “assistant” badge was fabricated with AI. 

	One man and 2 women sentenced for preparing violent provocations and attempting to create mass public disorder. They were convicted in the context of the paramilitary training camps in Bosnia and Herzegovina that were organized by Russian agents and the Shor network. The trio was arrested while trying to cross back into Moldova with drones and incendiary devices. After arrest, the man was held for 12 months in pre-trial detention and then released as this is the maximum allowed by law. One of the women was released on judicial control, the other was released on house arrest in Tiraspol3. All have now fled and are now wanted. They were sentenced to 4 and 5 year terms. 

	Lukoil no longer accepts credit cards. Gas stations in the Russian network have now been cut off by local banks which are implementing US sanctions against the company. For now they are trying to work in cash but the viability of the network is in real question as they await buyout offers for the parent company’s assets in Europe. 


Political News
Here’s a roundup of the top politics stories of the week: 
	Moldova may ban social media for children under 16. The government has announced the beginning of public consultations on the plan which Minister of Education Dan Perciun has called “very realistic.” The government envisions the start of a national conversation and consultations with the potential for a decision being made by the end of the year. President Sandu, speaking on the occasion of the global “Safer Internet Day,” called attention to the problems facing children saying: 


“Our children are growing up in a very different world than the one we grew up in. Real, social life, with friends, colleagues, and family, is gradually being replaced by a networked life - inauthentic, without physical presence, without real relationships.”

	Moldova is represented by 5 athletes at the olympics. The team consists of 3 biathlon athletes and 2 cross country skiers. The flag was carried at the opening ceremony by skier Iulian Luchin. 



	Gagauzia’s elections are tentatively scheduled for May 17. The Central Election Commission (CEC) is now in dialog with the People’s Assembly of Gagauzia to resolve issues with the election legislation in the region. The core problem is a pickle of the People’s Assembly’s own making. The CEC demands that they amend recent legislation that named the Central Election Committee of Gagauzia as the governing body for the vote. Because there can only be 1 CEC under the Moldova constitution this body must be renamed as the “Electoral Council.” Unfortunately, the People’s Assembly adopted legal amendments in 2024 that had 2 effects: 1) their term of office expires exactly 4 years after the last elections, and 2) they are unable to pass any legislation in the lame duck session. Now, with their terms expired in November they are unable to rename the commission / council and have frozen themselves in place. They are working on a technical solution (which I’ll leave in a footnote4) that will allow elections by May. 


Crime, Corruption & Justice Reform
Here are the top stories of the week in the justice sector: 
	Polls show people believe the justice sector is improving. The think-thank IPRE released a poll on “integrity in the justice sector” (full results in English) that showed 49% of respondents saying that the situation has improved in the last 3 years while 20% said that things got worse. 56% credit government actions with the improving situation. Of the remaining issues, 57% named corruption as the top problem, 15% cronyism and 15% unprofessionalism. 

	Moldova slides slightly in Transparency International’s Corruption Perception Index. In 2025 the country was ranked 80th of 182 countries and territories with a score of 42 points (0 means total corruption, 100 is no corruption). This is a slide from the 2024 rankings where Moldova was 78th with 43 points. Within the EU, both Bulgaria and Hungary are ranked worse than Moldova with 40 points. Moldova is tied with Kosovo and China. Romania was slightly better with 45 points and Ukraine worse with 36 (placed 104th). Transparency noted that the global average has fallen to 42 points - a 10 year low.  


1For convenience, Moldova Matters will often refer to the separatist region as “Transnistria” and the portion of the country under constitutional authority as “Moldova.” This is for clarity as terms like “right bank” and “left bank” often confuse people. To be clear: all the territory in question is Moldova.  


2This is a small town right next to Soroca. Currently there is a ferry crossing there. 


3That’s like a judge putting a criminal under house arrest in a non-extradition country. You can’t make this stuff up. 


4Basically, when these amendments were passed in 2024 they were opposed by the Executive Committee of Gagauzia and wound up in court. The People’s Assembly is now considering dropping their opposition to this lawsuit with the idea that the amendments would become undone and they can pass legislation in the lame duck. Not all members of the assembly agree and some have threatened to countersue. Yes, this is among the dumbest and most tedious problems you can imagine - but it’s important as it represents both the national government bringing the region back into line after years of Shor rule and will determine when these important elections are ultimately held. 



  
  
    Deep Dive

    Transnistria

    Based on Transnistria


The Country That Doesn't Exist


Imagine a place with its own government, parliament, army, currency, and flag—but no seat at the United Nations. A place where you can get a passport that no other country will recognize, where the hammer and sickle still adorns official buildings, and where Russian soldiers have been stationed since the early 1990s despite having no legal right to be there. Welcome to Transnistria, a sliver of land wedged between Moldova and Ukraine that has been operating as an independent state for over three decades without a single country on Earth acknowledging its existence.


This isn't a quirky historical footnote. It's a frozen conflict at the heart of Europe that has suddenly thawed into urgent relevance as Russia's 2022 invasion of Ukraine has redrawn the strategic map of the region.


A Strip of Land Between Empires


Transnistria occupies a peculiar geography. It's a narrow ribbon of territory, most of it squeezed between the Dniester River and the Ukrainian border. The name itself—sometimes spelled Transdniestria or rendered in its local form as Pridnestrovie—simply means "beyond the Dniester" in Romanian. From Moldova's perspective, it's the land on the left bank of the river.


The capital, Tiraspol, is the largest city. It sits just forty miles from Chișinău, Moldova's capital, but the two might as well be in different centuries. While Moldova has oriented itself toward the European Union—even achieving candidate status—Tiraspol remains frozen in a Soviet aesthetic, complete with Lenin statues and red stars.


The population is a complicated tapestry. Russians, Moldovans (who are ethnically identical to Romanians), and Ukrainians each comprise roughly a third of the inhabitants. Russian serves as the common tongue for most, regardless of ethnicity. This linguistic reality lies at the heart of how the conflict began.


The Soviet Experiment


To understand Transnistria, you need to understand a peculiar Soviet creation: the Moldavian Autonomous Soviet Socialist Republic, established in 1924. The Soviets carved this entity out of Ukrainian territory—land that had never been part of historical Moldova—partly as a political statement. At the time, Romania controlled Bessarabia, the territory between the Prut and Dniester rivers that forms the heartland of modern Moldova. The Soviets considered this Romanian possession illegitimate. By creating a "Moldavian" republic on their side of the border, they were laying groundwork for a future claim.


That claim was realized in 1940. Under the secret protocols of the Molotov-Ribbentrop Pact—the notorious non-aggression agreement between Nazi Germany and the Soviet Union that carved up Eastern Europe—the Soviets annexed Bessarabia from Romania. They then combined it with parts of the old autonomous republic to create the Moldavian Soviet Socialist Republic. This forced marriage of two territories with different histories and demographic compositions would eventually tear apart.


The Dark Chapter


World War Two brought unimaginable horror to this region. When Axis forces—Germany and its allies, including Romania—invaded the Soviet Union in 1941, Romania took control of the territory between the Dniester River and the Southern Bug, establishing what they called the Transnistria Governorate. The regional capital was Odesa, now Ukraine's major Black Sea port.


What followed was genocide. Between 150,000 and 250,000 Jews, both Ukrainian and Romanian, were deported to this territory. The majority were murdered or died from starvation, disease, and brutal conditions in ghettos and concentration camps. This chapter of the Holocaust is less well-known than the extermination camps of Poland, but it was no less devastating for the communities it destroyed.


When Soviet forces retook the region in 1944, they brought their own brutality. Hundreds of inhabitants were executed, imprisoned, or exiled to Siberia on charges of collaboration with the Romanians. In a single operation in July 1949, over eleven thousand families were deported to Kazakhstan and Siberia—a collective punishment that scattered communities to the winds.


The Unraveling


For four decades, the Moldavian Soviet Socialist Republic functioned as a constituent part of the Soviet Union. Then came Mikhail Gorbachev.


His policies of perestroika (restructuring) and glasnost (openness) unleashed forces that would ultimately dissolve the entire Soviet system. In Moldova, this meant a resurgence of Romanian national identity that had been suppressed for decades. The Popular Front of Moldova emerged as the leading nationalist movement, demanding that Moldovan—which is linguistically identical to Romanian—become the sole state language, that the Latin alphabet replace the Cyrillic script the Soviets had imposed, and that the shared ethnic identity of Moldovans and Romanians be officially recognized.


These demands terrified the Russian and Ukrainian minorities concentrated in Transnistria and the Gagauz region in the south. Russian wasn't just their mother tongue; it was the language of interethnic communication, the lingua franca that allowed the mosaic of Soviet peoples to function together. If Moldovan became the only official language, they would become second-class citizens overnight. And if Moldova reunified with Romania—a prospect openly discussed—they would find themselves minorities in a state with which they had no historical connection.


The more radical elements of the Popular Front made things worse. Some openly called for Slavic populations to leave or be expelled. The rhetoric grew ugly and threatening.


The Declaration


On August 31, 1989, Moldova adopted a language law that made Moldovan the official state language, restored the Latin alphabet, and declared the linguistic identity of Moldovan and Romanian. For many Russian-speakers, this was the final straw.


A counter-movement called Yedinstvo—Russian for "Unity"—arose among the Slavic population, demanding equal status for Russian. The following year, as Moldova moved toward independence from the crumbling Soviet Union, Transnistria made its own move. On September 2, 1990, a specially convened congress declared the creation of the Pridnestrovian Moldavian Soviet Socialist Republic—a mouthful of a name that essentially claimed Transnistria as a separate Soviet republic that would remain within the USSR even if Moldova left.


Gorbachev, trying desperately to hold the Soviet Union together, declared this proclamation legally null and void. But he took no meaningful action to enforce this judgment. The new Transnistrian authorities gradually consolidated control.


The War Nobody Remembers


What followed was a brief, brutal conflict that has been largely forgotten by the world but which shaped everything that came after.


Armed clashes began in November 1990 around the town of Dubăsari. Volunteers streamed in from Russia to support the separatists, including Cossacks—descendants of the frontier warrior communities that had once served the Russian tsars. By early 1992, the fighting had intensified into open warfare.


Moldova, newly independent, attempted to establish control over its internationally recognized territory. But Transnistria had a powerful ally: the Russian 14th Guards Army, a Soviet military unit that happened to be stationed in the region. In the war's final phase, these Russian forces intervened directly, opening fire on Moldovan troops.


Approximately seven hundred people died. A ceasefire was signed on July 21, 1992. It has held ever since—but so has the division. Moldova has exercised no effective control over Transnistria from that day to this.


The Frozen Conflict


What emerged from the ceasefire was one of Europe's "frozen conflicts"—situations where active fighting has stopped but no political resolution has been achieved. South Ossetia and Abkhazia, both claimed by Georgia but effectively controlled by Russian-backed separatist governments, are the other two post-Soviet examples. These three entities even formed their own mutual recognition club, the Community for Democracy and Rights of Nations, a somewhat ironic name given that none of them are recognized as nations by the international community.


The ceasefire created a Joint Control Commission involving Moldova, Russia, and Transnistria, along with a trilateral peacekeeping force. Russian troops—nominally peacekeepers—have remained on Transnistrian soil ever since. In 2022, the Parliamentary Assembly of the Council of Europe formally designated this as a Russian military occupation.


Various diplomatic frameworks have attempted to resolve the situation. The Organization for Security and Co-operation in Europe, commonly known as the OSCE, has facilitated negotiations for decades. In 1997, the leaders of Moldova and Transnistria signed a memorandum on normalization of relations—but they interpreted its provisions so differently that it led nowhere.


In 2003, a Russian envoy named Dmitry Kozak proposed what became known as the Kozak Memorandum. It envisioned an asymmetric federation in which Moldova would be the dominant partner but Transnistria would hold veto power over constitutional changes. Moldova's president initially supported it, then backed away under pressure from the OSCE and the United States—particularly after Russia demanded the right to maintain its military presence for another twenty years.


A more elaborate framework called the "5+2" format emerged in 2005, bringing together Moldova, Transnistria, Ukraine, Russia, and the OSCE, with the United States and European Union as observers. It produced nothing of substance. By 2023, Moldova had quietly stopped using the term in diplomatic discussions.


A State Within a Non-State


Transnistria has spent three decades building all the institutions of a sovereign state. It has a constitution, a flag featuring the hammer and sickle, a national anthem, and a coat of arms. It issues its own currency—the Transnistrian ruble—and runs its own postal system. It registers vehicles with its own plates. It has its own police force, its own military.


But none of this is recognized by anyone. Transnistrians who want to travel abroad need a passport from a country that actually exists. Most hold Moldovan citizenship; many have obtained Russian, Romanian, or Ukrainian documents as well.


The economy operates in a gray zone. Since 2005, following an agreement between Moldova and Ukraine, any Transnistrian company wanting to export goods through Ukraine must register with Moldovan authorities. The European Union monitors the Moldova-Ukraine border through a mission that has been operating since that year.


In September 2024, the Transnistrian parliament—the Supreme Council—passed a law banning the use of the word "Transnistria" within the region. Using this internationally common name can now result in a fine or up to fifteen days in jail. The authorities insist on "Pridnestrovie" or the full official title: Pridnestrovian Moldavian Republic.


The War Next Door


For thirty years, Transnistria existed in a kind of suspended animation. The world largely forgot about it. Moldova lacked the power to reintegrate it, Russia found it useful as a pressure point against Moldovan westward orientation, and the residents settled into a peculiar normalcy.


Then, on February 24, 2022, Russia invaded Ukraine.


Suddenly, geography that had seemed academic became urgent. Transnistria shares a 405-kilometer border with Ukraine. In the early days of the invasion, there was open speculation that Russian forces might try to push through southern Ukraine to link up with their troops in Transnistria, creating a land corridor that would cut off Moldova and threaten the entire region.


That didn't happen. Ukrainian resistance was far stiffer than Russia anticipated, and the southern offensive stalled. But Ukraine sealed its border with Transnistria, cutting off what had been the primary route for goods entering the territory. Overnight, Transnistria became entirely dependent on Moldova's willingness to allow imports through its own border.


The tables had turned. For decades, Russia had used Transnistria as leverage over Moldova. Now Moldova held the cards. The separatist authorities found themselves in an impossible position: economically strangled, militarily isolated, and watching their patron state bleed resources in a war that showed no signs of ending.


The Energy Crisis


The situation grew more desperate on January 1, 2025, when an agreement under which Russian gas was delivered via Ukraine expired. The pipeline that had supplied Transnistria with cheap Russian gas—the lifeblood of its economy—went silent. An energy crisis gripped the territory. Only in August 2025 was a temporary deal reached to restore gas supplies through Moldova until March 2026.


Transnistrian politicians have grown increasingly anxious. The Supreme Council has requested economic assistance from Russia and appealed to the OSCE and the European Parliament, claiming that Moldova is destroying Transnistria's economy and violating human rights. Some have called for a referendum on joining Russia—echoing the staged votes in occupied Ukrainian territories that preceded Russia's claimed annexations in 2022.


Whether Russia has the capacity or even the desire to "annex" Transnistria remains unclear. The territory would be a liability in many ways: an enclave with no land connection to Russia, surrounded by hostile or potentially hostile neighbors, with no strategic value that could justify the resources needed to absorb it. But rational calculations don't always drive Moscow's decisions.


The View from Chișinău


For Moldova, the question of reintegration has suddenly become real in a way it hasn't been for decades. The country's pro-European government, led by President Maia Sandu, has consistently stated that it seeks a peaceful resolution—but it has also made clear that Moldova will not accept permanent division or tolerate Transnistria being used as a Russian military platform.


The situation creates both opportunity and risk. If Russia's position continues to weaken, Transnistria's authorities may eventually conclude that they have no choice but to negotiate seriously. The population, facing economic hardship and the reality that their protector is bogged down in an unwinnable war, might pressure their leaders toward pragmatism.


But there's also the danger of desperation. A cornered Russia might try to create problems for Moldova, perhaps by fomenting instability or making moves that force Chișinău into difficult choices. The approximately 1,500 Russian troops in Transnistria, though not a formidable military force, represent a tripwire that could complicate any scenario.


What Comes Next


Transnistria exists in a kind of purgatory. It is not quite a country, not quite a province. Its people live in a legal fiction sustained by Russian backing and Moldovan inability—or unwillingness—to resolve the situation by force.


The question now is whether the shocks of the past few years have finally unfrozen this frozen conflict. Moldova is moving toward European Union membership. Ukraine, though devastated by war, has made clear it wants the same future. Russia's ability to project power into its former Soviet periphery has been dramatically diminished.


The residents of Transnistria—the Russians, Ukrainians, and Moldovans who have built lives in this strange statelet—face an uncertain future. Some are true believers in the separatist cause. Others simply want stability and economic opportunity, whatever flag flies overhead. Many have already obtained alternative passports, hedging their bets.


The Lenin statues still stand in Tiraspol. The hammer and sickle still adorns the flag. But the Soviet Union whose memory Transnistria clings to has been dead for over three decades. The question is how much longer its ghost can sustain a country that doesn't exist.

  

  
    Deep Dive

    Volodymyr Zelenskyy

    Based on Wikipedia: Volodymyr Zelenskyy


Before he became the wartime face of Ukrainian resistance, before he rallied democracies around the world with video addresses from besieged Kyiv, before he turned down American offers of evacuation with the now-legendary line about needing ammunition rather than a ride—Volodymyr Zelenskyy was a comedian who played a fictional president on television.


The fictional version won office after a video of him ranting against corruption went viral. The real version won office after a campaign conducted almost entirely through social media and stand-up comedy shows. Sometimes reality writes scripts that Hollywood would reject as too on-the-nose.


A Soviet Childhood in an Industrial City


Zelenskyy was born on January 25, 1978, in Kryvyi Rih, an industrial city in central Ukraine known primarily for its iron ore mines and steel production. At the time, Ukraine wasn't an independent country—it was a constituent republic of the Soviet Union, one of fifteen such republics that would eventually break apart in 1991.


He was born into a Jewish family. His grandfather, Semyon Zelenskyy, had served as an infantryman in the Red Army during World War II, eventually reaching the rank of colonel. The war had devastated the family: Semyon's father and three brothers were killed during the Holocaust, and both of Semyon's parents died when German troops burned their home during a massacre. Semyon's mother survived by evacuating to Almaty, Kazakhstan—a journey of over three thousand kilometers eastward, fleeing ahead of the German advance—and returned to Ukraine only after the war ended.


Before Zelenskyy started elementary school, his family moved to Erdenet, Mongolia, of all places. His father Oleksandr, a computer scientist, worked there as a mining engineer helping to build a copper mine. The family lived in Mongolia for four years before returning to Ukraine.


Zelenskyy grew up speaking Russian, not Ukrainian. This is less unusual than it might sound—in much of eastern and southern Ukraine, Russian was the dominant language of daily life, a legacy of centuries of Russian and Soviet rule. The divide between Ukrainian-speaking and Russian-speaking regions of the country would later become politically significant, weaponized by Russian propaganda claiming that Russian speakers in Ukraine needed protection. Zelenskyy's own biography would complicate this narrative: here was a Russian-speaking Jew from the industrial east who would become the most prominent defender of Ukrainian sovereignty in the nation's history.


At sixteen, Zelenskyy took the Test of English as a Foreign Language and received an education grant to study in Israel. His father refused to let him go. Instead, he eventually earned a law degree from a local institute—but he never practiced law. Comedy had already claimed him.


The Comedy Factory


At seventeen, Zelenskyy joined a local team competing in KVN, which stands for Klub Veselykh i Nakhodchivykh—literally "Club of the Funny and Inventive." This was a comedy competition immensely popular across the former Soviet Union, something like a cross between improv comedy and a talent show, broadcast on television and followed by millions.


He was good at it. Very good.


Within a year, he'd been recruited to a more competitive team, where he became dance director and writer. By 1997, his team had won KVN's Major League in a tie with Armenian opponents. That same year, at just nineteen, he founded what would become his entertainment empire: a comedy group called Kvartal 95, named after the neighborhood in Kryvyi Rih where he'd grown up.


The early years were lean. From 1999 to 2003, Kvartal 95 was the only Ukrainian team competing in the Moscow-based highest league of KVN. The team members lived in Moscow without a fixed address, constantly touring former Soviet countries, struggling financially. They were talented and determined, but they were also Ukrainians operating in a Russian-dominated industry, and tensions simmered beneath the surface.


The break came in 2003, and it came with a fight.


Zelenskyy had clashed with KVN's Russian management over money and political censorship. Then came a job offer: lucrative work from KVN management, but it would have required abandoning his team. Zelenskyy refused. The final straw, according to some accounts, was an incident where a Russian KVN producer directed an antisemitic insult at Zelenskyy on stage.


Kvartal 95 left Moscow and moved to Kyiv.


Building an Empire


What happened next was remarkable. Within two years of returning to Ukraine, Zelenskyy and his partners had launched Evening Kvartal, a comedy show that would become the most popular in the country. The format mixed sketch comedy, celebrity appearances, and political satire—think Saturday Night Live, but Ukrainian.


By the time Zelenskyy ran for president in 2019, over eighty-five percent of Ukrainians reported having seen Evening Kvartal. That's a staggering penetration for any entertainment property. Imagine if nearly everyone in your country had watched the same comedy show.


Biographers would later describe Kvartal 95 as an "empire" and a "comedy factory." The company produced multiple shows, including one format—Make the Comedian Laugh, where contestants tried to crack up professional comedians—that was sold to China, Italy, and Finland. By 2018, Zelenskyy was receiving royalties from twenty-one countries.


He also acted. He won the first season of Ukraine's Dancing with the Stars in 2006. He produced and starred in romantic comedies. He voiced Paddington Bear in the Ukrainian dubs of the Paddington films. He was, by any measure, one of the most famous entertainers in his country.


And he was popular in Russia too—until 2014.


When Everything Changed


In early 2014, Russia annexed Crimea, a peninsula that had been part of Ukraine since 1954. Russian-backed separatists then launched an insurgency in the Donbas region of eastern Ukraine. The war that would later explode into a full-scale invasion actually began that year, with skirmishes and artillery duels that would kill over fourteen thousand people before 2022.


Zelenskyy made his choice. Kvartal 95 closed its Moscow office and began severing business ties with Russia. The company's revenue per hour of television programming dropped from an estimated two hundred thousand dollars to thirty thousand dollars. That's an eighty-five percent pay cut.


But Kvartal 95 didn't just retreat from Russia—they actively engaged with the war. The company began visiting the front lines in Donbas to perform for Ukrainian soldiers. When Ukrainian media reported that Kvartal 95 had donated one million hryvnias to the Ukrainian army, some Russian politicians and artists petitioned for a ban on Zelenskyy's works in Russia.


Yet Zelenskyy also resisted the more aggressive cultural decoupling that some Ukrainian nationalists demanded. In August 2014, he spoke out against the Ukrainian Ministry of Culture's plan to ban Russian artists from Ukraine. This wasn't a popular position in a country at war with Russia, but it reflected Zelenskyy's consistent message: that the conflict was between states, not between peoples.


The Show That Predicted the Presidency


In 2015, Zelenskyy began producing and starring in a new television series called Servant of the People. The premise was almost absurdly prescient.


Zelenskyy played a high school history teacher in his thirties who accidentally becomes president of Ukraine. How? A video of him passionately ranting against government corruption goes viral. His students film it without his knowledge, upload it to the internet, and suddenly this ordinary teacher becomes a folk hero. He runs for president as an outsider and wins.


The show ran for three seasons, from 2015 to 2019, and was immensely popular. It was funny and pointed, satirizing the endemic corruption of Ukrainian politics while imagining what might happen if an honest, ordinary person somehow ended up in charge.


Then, in March 2018, something curious happened. Employees of Zelenskyy's production company registered a new political party. Its name? Servant of the People.


Zelenskyy denied any immediate plans to enter politics. He said they'd registered the party name only to prevent others from appropriating it. Nobody believed him.


The Virtual Campaign


By October 2018—three months before he officially announced his candidacy and six months before the election—Zelenskyy was already a frontrunner in opinion polls. His announcement, when it finally came on New Year's Eve 2018, upstaged the incumbent president's traditional address on the same channel. Zelenskyy claimed this was a technical glitch. The timing was probably not coincidental.


What followed was unlike any presidential campaign Ukraine had seen.


Zelenskyy released no detailed policy platform. His engagement with traditional media was minimal. Instead, he conducted his campaign almost entirely through social media channels and YouTube clips. Rather than traditional rallies, he and Kvartal 95 performed stand-up comedy shows across Ukraine.


His opponent was Petro Poroshenko, the incumbent president, a billionaire chocolate manufacturer who had taken office after the 2014 revolution that ousted the pro-Russian Viktor Yanukovych. Poroshenko was a conventional politician with conventional campaign tactics. He attacked Zelenskyy as inexperienced, as a puppet of oligarchs, as a joke candidate.


The attacks didn't land. Ukrainians were exhausted by conventional politicians. The country's corruption was legendary—before the 2014 revolution, President Yanukovych had lived in a palace with a private zoo and a golden toilet. The post-revolution government had promised reform but delivered disappointingly little. Zelenskyy's inexperience wasn't a liability; it was the entire point. He wasn't part of the system that had failed them.


He won with seventy-three percent of the vote in the second round. It was the largest landslide in the history of Ukrainian presidential elections.


Governing in Peacetime


Zelenskyy took office in May 2019, and his party won an even more overwhelming victory in the snap legislative elections held shortly afterward. For the first time in Ukrainian history, a single party held an absolute majority in the Verkhovna Rada, Ukraine's parliament.


The early years of his presidency were a mixed bag. He pushed for e-government initiatives, attempting to modernize Ukraine's notoriously bureaucratic state. He lifted legal immunity for members of parliament, a reform that had been demanded for years. He made some progress on anti-corruption efforts, though critics argued it was insufficient.


He made extensive use of social media, particularly Instagram, maintaining the connection with ordinary Ukrainians that had powered his campaign. A poll in May 2021 gave him the highest trust rating of any Ukrainian president.


But the issue that had defined Ukraine since 2014 remained unresolved: the war with Russia.


Trying to Make Peace


During his campaign, Zelenskyy had promised to end Ukraine's protracted conflict with Russia. This was perhaps naive—the conflict existed because Russia wanted it to exist, and ending it required Russia to want something different. But Zelenskyy was willing to try dialogue where his predecessor had been more confrontational.


He attempted to engage directly with Russian President Vladimir Putin. There were prisoner exchanges, some progress on implementing the Minsk agreements that were supposed to resolve the Donbas conflict. In December 2019, Zelenskyy met Putin in Paris, their first face-to-face meeting.


It didn't work. Putin wasn't interested in a negotiated settlement that left Ukraine as an independent, Western-oriented state. What Putin wanted was a Ukraine that remained in Russia's sphere of influence, permanently barred from joining the North Atlantic Treaty Organization (NATO) or the European Union, and ideally governed by someone more compliant than Zelenskyy.


Throughout 2021, tensions escalated. Russia began massing troops on Ukraine's borders. American intelligence warned of an imminent invasion. Zelenskyy's public response was measured—he sought to calm the Ukrainian population while pressing Western allies for security guarantees and military support.


Some criticized him for not taking the threat seriously enough. In retrospect, his strategy made a certain sense: panic would have been economically devastating and militarily useless. What Ukraine needed was weapons and training, not fear.


February 2022


On February 24, 2022, Russia launched a full-scale invasion of Ukraine.


The attack came from multiple directions: from Belarus in the north, from Russia in the east, from Crimea in the south. Russian forces attempted a lightning strike at Kyiv, clearly aiming to decapitate the Ukrainian government. Paratroopers landed at Hostomel Airport, just outside the capital. The expectation, apparently, was that Ukraine would collapse within days.


It didn't.


Zelenskyy remained in Kyiv. When the United States offered to evacuate him, he reportedly replied: "The fight is here; I need ammunition, not a ride." Whether the quote is precisely accurate, the sentiment was real. The president stayed.


He declared martial law and ordered a general mobilization. And then he did something that would define his wartime leadership: he started talking.


Night after night, Zelenskyy addressed the Ukrainian people and the world through video messages, often filmed on his phone from undisclosed locations in Kyiv. He spoke in Ukrainian, in Russian, in English. He addressed the European Parliament, the British Parliament, the U.S. Congress. He invoked Churchill, invoked the Holocaust, invoked whatever historical parallel might resonate with his audience.


These weren't the polished productions of a professional studio. They were grainy, urgent, authentic. Here was a president in a t-shirt, unshaven, obviously exhausted, obviously still in a city under attack. The contrast with Putin—hidden away in the Kremlin, appearing only in carefully staged events—could not have been starker.


The Symbol and the Reality


Zelenskyy became a symbol of Ukrainian resistance, recognized around the world. Time magazine named him Person of the Year for 2022. He visited frontline positions and newly liberated areas, a physical presence reminding soldiers and citizens alike that their president was with them.


But symbols don't win wars. What Zelenskyy needed was weapons, ammunition, and money—and getting them required constant diplomacy with Western allies who were sympathetic but cautious, willing to support Ukraine but worried about escalation with a nuclear-armed Russia.


This is the less glamorous part of wartime leadership: the endless calls with foreign leaders, the requests for specific weapons systems, the negotiations over what can be provided and when. Zelenskyy proved adept at this too, though not everyone found his approach charming. He could be demanding, even when demanding more than allies felt they could give. He publicly criticized countries he felt weren't doing enough.


The war ground on. The initial Russian assault on Kyiv failed spectacularly—Ukrainian forces destroyed the column of vehicles that had been meant to occupy the capital, and Russian forces retreated in disarray, leaving behind evidence of atrocities in towns like Bucha. A Ukrainian counteroffensive in the fall of 2022 liberated significant territory in the northeast.


But the front lines stabilized into something grimly reminiscent of World War I: trenches, artillery duels, grinding attritional combat. Russia's advantages in population and industrial capacity began to tell. Ukraine's Western allies, initially united in outrage, began to fracture as the war's costs mounted and attention drifted.


The Extension of Power


Zelenskyy's presidential term was originally scheduled to end in May 2024. But Ukrainian law prohibits elections during martial law, and martial law remained in effect because the war remained ongoing. There would be no election.


This created an unusual situation: a democratically elected president whose term had technically expired, remaining in office indefinitely due to wartime necessity. Zelenskyy's critics—including some Ukrainians and some in the West—noted the awkwardness of this arrangement. His defenders pointed out that the alternative was worse: holding an election while millions of Ukrainians were displaced, while parts of the country were occupied, while soldiers were fighting and dying. What legitimacy would such an election have?


As of late 2024, Zelenskyy remains president, now the second-longest-serving in Ukrainian history, surpassed only by Leonid Kuchma who served from 1994 to 2005. How long he will continue to serve depends on how long the war lasts—and that is a question no one can answer with confidence.


The Comedian and the War


There's something almost too neat about Zelenskyy's story: the comedian who played a president, then became one, then became a wartime leader. It invites obvious observations about life imitating art, about the power of media, about the strange paths history sometimes takes.


But the neatness obscures as much as it reveals. The skills that made Zelenskyy a successful entertainer—the charisma, the communication ability, the instinct for what audiences want to see—transferred surprisingly well to wartime leadership. A more conventional politician might have fled Kyiv, might have spoken in bureaucratic jargon, might have failed to capture the world's attention the way Zelenskyy did.


Yet being a good communicator doesn't guarantee being a good strategist, and the judgments on Zelenskyy's actual leadership—as distinct from his symbolic role—are more complicated. Some military analysts have criticized specific decisions. Some Western officials have privately complained about his demands. The war itself is far from won.


What remains undeniable is that when the moment came—when Russian tanks rolled toward Kyiv and the world expected Ukraine to fall—Volodymyr Zelenskyy did not run. The comedian who played a president stayed to fight as a real one.


Whatever happens next, that choice changed history.

  


  
  
    📉 It’s The Economy, (You) Stupid (Fascist)

    Asawin Suebsaeng · Zeteo · Feb 12, 2026 · 10 min read

  

  On this day in 1909, the National Association for the Advancement of Colored People (NAACP) was founded. Unfortunately, in 2026, the president has now turned the federal government into the National Association for the Advancement of White Supremacists.

Good morning! Swin here. For Zeteo subscribers who, like me, are older millennials, news of actor James Van Der Beek’s death – gone at age 48 – might’ve hit you hard. Click here for a scene from the ABC sitcom ‘Don’t Trust the B in Apt. 23,’ in which James does a very good job dancing to a Joss Stone song and showing up wannabe ICE agent Dean Cain. R.I.P., James 💐💐.
Now, in today’s ‘First Draft,’ Donald Trump tries to spin his way out of a garbage economy, his anti-immigration morons reportedly shot a laser at a party balloon, and Prem has Capitol Hill reactions from Reps. Alexandria Ocasio-Cortez, Jamie Raskin, Nancy Mace and Pramila Jayapal – to Pam Bondi’s “screaming” and “thrashing” attempts to evade questions on Jeffrey Epstein.

‘The Greatest Economy Actually Ever’

Ever since Donald Trump beat Kamala Harris in the popular vote, one thing was entirely predictable: The Joe Biden economy would quickly become the Donald Trump economy – and if Trump got his way with his orgy of tariffs and other policies, he would make America’s capitalist economy even more brutal for working families.
A lot of savvy Republican operatives and Trumpland figures (read: smug sociopaths) who I spoke to in late 2024 seemed to be in denial about this, insisting that Biden’s baggage was Biden’s baggage and Trump had a golden opportunity to remake the country and the culture. I would ask them each the same question, in the same way: “Are you guys gonna fuck this up?” I can count the number of times on one hand that I got what I deemed a clear-eyed, credible, self-reflective answer from any of these elite Republicans. 
It’s been a year. They’re fucking this up royally. Poll, after poll, after high-quality poll shows that the American people really didn’t like the Biden economy – and that everything they really didn’t like about the Biden-Harris economy, they reeeeeeeealllly do not like about the Trump-Vance economy.
“Et tu, Rasmussen?” a White House official messaged me, regarding a survey released this week by the Trump-friendly pollster showing more Americans are starting to see a rosier picture of the Biden presidency compared to Trump’s. “If an election were held TODAY between Trump and Biden, Biden would win,” Rasmussen pollster Mark Mitchell bluntly stated on Tuesday.
There are plenty of reasons why Trump’s job performance is polling on par with the less glamorous STDs. 

One reason is that the Trump administration is committed to its increasingly unpopular programs of ethnic cleansing and murder. Also: it’s the economy, you stupid fascist.
And yet, the president is aggressively claiming credit for an abjectly cruel economy he’s improving for nobody but his rich pals. He’s going on cable news to tell you that this is “the greatest economy actually ever,” and that you’re Jailable Fake News if your poll finds Americans acknowledging the country is not better off with Trump leading it. Trump’s lieutenants, such as White House trade adviser Peter Navarro, spent the early end of this week begging the public to yell at the White House less for tanking the economy – with Navarro explaining, “We have to revise our expectations down significantly for what a monthly job number should look like.”
But then on Wednesday morning, as Zeteo’s senior politics editor Andrew Perez notes, the Labor Department announced it revised down its jobs numbers for 2025 to show the US economy only added 181,000 jobs last year, a third of what the government had previously reported. It’s the worst figure since 2020, the first year of the COVID-19 pandemic, and means the US was in “a hiring recession” last year. (During Biden’s presidency, the jobs market was much stronger, especially early on, than it was in 2025, though it steadily cooled over time.) 
At the same time, the Labor Department announced Wednesday that US employers added 130,000 jobs in January – leading to oddly positive news reports everywhere about the labor market suddenly being “stronger than expected.” Within the day, the White House was claiming that Wednesday’s jobs report was a sign that happy days are here again – despite the fact that if you talk to enough senior administration officials, they will candidly tell you (albeit anonymously) how much Trump’s economy is biting them in the ass with the voters.
Early in his first presidency, when Trump was presented with predictions and charts about a potential future economic disaster, he would sometimes respond with: Your egghead chart shows that “I won’t be here” when catastrophe strikes, so the unpopular decisions can just be another president’s problem, not mine.
But he’s here now. The voters know it. They know it’s his and JD Vance’s economy. And so the voters have spent months signaling to this administration that, given the chance, they plan on electorally kicking the White House’s teeth in.

🗞️ What You Need to Know
	El Paso fiasco: US Customs and Border Protection fired a laser at what it reportedly thought was a cartel drone, but was actually a party balloon – without coordinating with the FAA. That led to the FAA suddenly announcing it would close the airspace around El Paso, Texas, for 10 days, before quickly backtracking.

	A natural fit: A 21-year-old Labor Department staffer responsible for posting white nationalist rhetoric on the agency’s social media accounts has been hired as a communications official at the Department of Homeland Security, which also uses white nationalist rhetoric in its social media posts.

	Not buying it: A grand jury in DC roundly rejected the DOJ’s bid to indict the Democratic members of Congress who appeared in a video telling service members to refuse illegal orders. None of the grand jurors determined that the administration met the low bar necessary for probable cause.

	(Some) accountability at last: Former Border Patrol chief Greg Bovino praised agent Charles Exum for his “excellent service” hours after he shot Marimar Martinez five times in Chicago. The feds had to drop their case against Martinez, and Exum has now been placed on administrative leave and is reportedly under investigation.

	House votes down Canada tariffs: The House voted to repeal Trump’s tariffs on Canada, with six Republicans joining all but one Democrat to pass the resolution. The vote came just a day after the House voted down a measure from Speaker Mike Johnson that sought to continue blocking legislative challenges to Trump’s tariffs.

	Fox Lite: CBS Evening News producer Alicia Hastey quit the David Ellison-owned, Bari Weiss-run outlet, and sent around a scathing farewell note in which she said stories at the Tiffany Network were now “evaluated not just on their journalistic merit but on whether they conform to a shifting set of ideological expectations.”



🧠 Pop Quiz!
Which president had the highest recorded average annual GDP growth rate?
Keep your eyes out for the answer below!

Pamdemonium
Zeteo correspondent Prem Thakker was on Capitol Hill yesterday to capture the fallout of Attorney General Pam Bondi’s batshit appearance in front of the House Judiciary Committee – which was a display of “thrashing” and “screaming,” as Rep. Alexandria Ocasio-Cortez (D) described it to him. Here’s his dispatch:
Bondi deflected questions about the Epstein files and her department’s widely-criticized handling of them. She avoided looking at Epstein survivors in attendance, refusing to apologize to them for still not meeting with them; she had pocketed attacks to throw at members; and she accused Republican Rep. Thomas Massie of having “Trump derangement syndrome” after he asked about the DOJ over-redacting information in the files.
One particular revelation from the hearing: Bondi had a copy of Dem Rep. Pramila Jayapal’s search history of the newly-”unredacted” Epstein files.

Netanyahu meets with Trump at the White House; El Paso airspace quickly reopens; U.S. sends 200 troops to Nigeria


  
  
    Netanyahu meets with Trump at the White House; El Paso airspace quickly reopens; U.S. sends 200 troops to Nigeria

    Ryan Grim & Jeremy Scahill · Drop Site · Feb 11, 2026 · 20 min read

  

  
Israel bombs areas east of Khan Younis. Israel continues to harass Palestinians returning to Gaza. Far-right Israeli bill would mandate death penalty for Palestinians. FAA closes, then reopens, airspace around El Paso. Justice Department unmasks alleged Epstein co-conspirators. President Donald Trump to meet Israeli PM Benjamin Netanyahu at the White House to discuss Iran. Grand jury rejects Trump-backed effort to indict Democratic lawmakers over military dissent video. Trump weighs second U.S. aircraft carrier deployment to Middle East. Progressive challenger Analilia Mejia wins Democratic primary in New Jersey special House race. Instagram suspends AIPAC tracker. Children in Texas ICE family detention experience fear, illness, and months without school. Footage from Nancy Guthrie’s Nest camera raises privacy concerns. Children zip-tied during militarized immigration raid at Idaho horse racing venue, lawsuit claims. VP JD Vance’s office deletes post referencing Armenian genocide during Armenia visit. U.S. to deploy 200 troops to train Nigerian forces against Islamist militants. Israeli strikes hit multiple towns in southern Lebanon. Iranian security chief holds Oman talks. Erik Prince deployed private forces in Congo in December to help retake a border city from M23 rebels, according to Reuters. Hungary’s opposition leader says he learned his sex tape will be released against his will, accusing the ruling party of blackmail. PKK fighters withdraw from Syria as part of a U.S.-brokered deal reshaping Kurdish forces. Colombia’s president says helicopter attack was narrowly avoided amid rising political violence. Nine are killed in a mass shooting at a rural British Columbia high school. 

From Drop Site: Epstein cultivated genomics, cryptography, and Russian tech networks in an attempt to “hack” human DNA. Palestinian man sifts rubble for remains of family killed in Gaza City airstrike.
This is Drop Site Daily, our new, free daily news recap. We send it Monday through Friday.

The Gaza Genocide, West Bank, and Israel
	Israel bombs east of Khan Younis: Israeli military attacks on Gaza continued on Wednesday, with air strikes and artillery shelling  on areas east of Khan Younis, according to Al Jazeera. In southern Gaza, a Palestinian child was shot and wounded by Israeli gunfire.

	Casualty counts: At least five Palestinians were killed and 20 injured in Israeli attacks in Gaza over the past 24 hours, while three bodies were recovered from under the rubble. The total recorded death toll since October 7, 2023 has risen to 72,045 killed, with 171,686 injured. Since October 11, the first full day of the so-called ceasefire, Israel has killed at least 591 Palestinians in Gaza and wounded 1,578, while 730 bodies have been recovered from under the rubble, according to the Palestinian Ministry of Health.

	Israel continues to harass returnees to Gaza: At least 41 Palestinians who had sought medical treatment abroad returned to Gaza via the Rafah land crossing on Tuesday. As in previous cases, the returnees were subjected to humiliating searches and interrogations by Israeli troops on their arrival in Gaza, according to Al Jazeera.

	Rafah crossing extremely limited: Only 102 patients left Gaza in 9 days after Rafah partially reopened. Israel had said 50 patients with two companions each would exit daily (150 total departures), plus 50 daily entries—1,800 total crossings over nine days. Gaza’s Government Media Office released new figures on movement through Rafah from February 2–10 showing that just 488 people crossed, about 27% of the projected movement. Only 102 were patients. Meanwhile, roughly 20,000 people in Gaza are on the WHO-approved list for urgent medical evacuation.

	Forced displacements in West Bank village: At least 15 Palestinian families have been forced out of their homes in the village of Deir al-Dik village, west of Jericho in the occupied West Bank, as a result of ongoing settler attacks, according to the Wafa news agency. Meanwhile, Israeli raids have continued across Al-Khalil/Hebron, with several Palestinians suffocating from tear gas fired by Israeli troops, according to Al Jazeera.

	Israeli court blocks cancer-stricken Palestinian child from entering the country for treatment: An Israeli court barred a five-year-old Palestinian boy with aggressive cancer from entering Israel for a life-saving bone marrow transplant, citing a blanket ban on Gaza-registered residents, according to the rights group Gisha. The child has lived in the West Bank since 2022. Gaza officials say cancer deaths have tripled since the war, and the Gaza Health Ministry estimates nearly 1,300 Palestinians have died in Gaza waiting for medical evacuation.

	Far-right Israeli bill would mandate death penalty for Palestinians: A draft law authored by the “Jewish Power” party (Otzma Yehudit) would require execution for Palestinians from the West Bank convicted of deadly “terror” offenses, while allowing Israeli citizens convicted of the same crimes to receive life imprisonment. The bill would also bar commutation for Palestinians and permit the prime minister to delay executions of Israelis.


U.S. News
	Netanyahu at the White House: Israeli Prime Minister Benjamin Netanyahu is holding talks with President Trump Wednesday morning at the White House primarily focussed on U.S. talks with Iran. Netanyahu had been expected to come to Washington on February 19 for a Board of Peace meeting on Gaza, but reportedly brought forward his visit as the U.S.-Iran talks proceeded.

	FAA closes, then reopens airspace around El Paso: The Federal Aviation Administration briefly halted all flights to and from El Paso International Airport citing “special security reasons.” Transportation Secretary Sean Duffy said in a social media post the FAA and the War Department “acted swiftly to address a cartel drone incursion. The threat has been neutralized and there is no danger to commercial travel in the region.”

	Justice Department unmasks alleged Epstein co-conspirators: The United States Department of Justice released newly unredacted portions of a 2019 FBI document naming billionaire Les Wexner, Epstein aide Lesley Groff, modeling agent Jean-Luc Brunel, and convicted trafficker Ghislaine Maxwell as co-conspirators with Epstein, after Reps. Thomas Massie and Ro Khanna accused the department of illegally withholding names under the Epstein Files Transparency Act. Deputy Attorney General Todd Blanche said Wexner’s name had already appeared thousands of times in the files and that nothing was being hidden, while Wexner’s lawyers said prosecutors previously told him he was neither a target nor a co-conspirator. Four additional names in the document remain redacted, which lawmakers say violates the law’s requirement that only victims’ identities be concealed. Sen. Ed Markey commented to Drop Site on DOJ’s uneven redactions here.

	Grand jury rejects Trump effort to indict Democratic lawmakers: Federal prosecutors in Washington failed Tuesday to secure indictments against six Democratic lawmakers, after a grand jury refused to take criminal action against them for appearing in a video reminding service members that they can refuse illegal orders. Prosecutors targeted Sens. Mark Kelly and Elissa Slotkin and Reps. Jason Crow, Maggie Goodlander, Chrissy Houlahan, and Chris Deluzio, seeking to indict them under a statute that bars interference with military morale. In November, Trump threatened to “hang” the lawmakers “immediately” for their “seditious behavior.” Sen. Kelly is still under Pentagon investigation for misconduct related to his comments.

	Nancy Guthrie’s Nest camera: On Tuesday, law enforcement released footage from the Nest camera of Nancy Guthrie—the 84-year-old mother of Today show host Savannah Guthrie who has been missing for almost two weeks. The retrieval of footage, when Guthrie reportedly did not have a Google Nest subscription and the camera was previously said to have been “disconnected” is raising surveillance and privacy concerns. On Wednesday, a man who had been detained for questioning and whose home was raided in connection with the investigation was released.

	Trump weighs second U.S. aircraft carrier deployment to Middle East: President Donald Trump told Axios he is considering sending a second U.S. aircraft carrier strike group to the Middle East if negotiations with Iran fail. Trump said Tehran is taking the talks seriously this time and suggested any agreement should go beyond Iran’s nuclear program to include its ballistic missile stockpiles, a position Iran has rejected.

	Progressive challenger wins Democratic primary in New Jersey special House race: Analilia Mejia, backed by Senator Bernie Sanders and Representative Alexandria Ocasio-Cortez, officially won the Democratic primary for New Jersey’s 11th House district on Tuesday. Former Representative Tom Malinowski conceded yesterday as Mejia’s lead grew to several hundred votes. Mejia is now the heavy favorite heading into the April 2026 general election against Republican Joe Hathaway. Malinowski also indicated that if AIPAC tries to back a candidate against Mejia in the June primary (which will determine who gets a full two year term; the April election only fills the seat until January) he will encourage his supporters to vote against that candidate.

	Instagram suspends AIPAC tracker: Instagram has suspended Track AIPAC, the highly popular watchdog project that documents AIPAC’s political spending, citing a violation of Instagram’s intellectual property rules. The account tracks donations to candidates and highlights the lobby’s biggest beneficiaries in Washington.

	Children in Texas ICE family detention describe fear, illness, and months without school: Children held at the Dilley ICE detention center in Texas are experiencing depression, unreliable medical care, and prolonged confinement while missing school, according to a new report from ProPublica. The facility holds more than 750 families, nearly half of them with children, according to the report. Access to outside observers is tightly restricted.

	Children zip-tied during militarized immigration raid at Idaho horse racing venue, lawsuit says: A federal civil rights suit filed by the American Civil Liberties Union alleges children—including a 14-year-old U.S. citizen—were zip-tied, threatened at gunpoint, and traumatized during an October raid by federal agents and local law enforcement at a community horse racing venue in Wilder, Idaho, according to reporting from CBS News.

	House progressives introduce legislation to bury Monroe Doctrine: House progressives led by Nydia Velázquez and Delia Ramirez introduced the New Good Neighbor Act, a resolution urging Congress to formally end the 200-year-old Monroe Doctrine and replace it with a policy rooted in sovereignty, partnership, and mutual respect with Latin America and the Caribbean. The measure sharply rebukes the Trump administration’s aggressive interventionism, including its recent military operation in Venezuela and the Cuba oil embargo.

	Vance’s office deletes post referencing Armenian genocide during Armenia visit: Vice President JD Vance’s office deleted a social media post Tuesday that described his visit to the Tsitsernakaberd Memorial Complex in Yerevan as honoring victims of the “1915 Armenian genocide.” An aide said the post was made in error by staff and directed reporters to Vance’s remarks calling the events “a very terrible thing” while emphasizing respect for Armenia as a regional partner. President Recep Tayyip Erdogan of Turkey, which rejects the genocide designation, has long opposed U.S. recognition; former President Joe Biden formally recognized the genocide in 2021.

	U.S. to deploy 200 troops to train Nigerian forces against Islamist militants: The United States is sending 200 troops to Nigeria to train local forces in counterterrorism operations against Boko Haram and the Islamic State in West Africa Province, U.S. and Nigerian officials said Tuesday. The deployment will expand a small existing U.S. presence, and Nigerian officials maintain that American forces will not take part in combat. Abuja says it requested the assistance and that cooperation has intensified since Trump’s accusations of government inaction regarding “Christian persecution” in the country.

	U.S. sanctions Pacific island officials over alleged corruption and Chinese ties: The Trump administration on Tuesday announced entry bans to the U.S. against Palau Senate president Hokkons Baules and former Marshall Islands mayor Anderson Jibas and their families, accusing them of “significant corruption” that Washington says might facilitate growing Chinese influence in the Pacific.

	ICE agent who bit his wife kept on federal payroll: An Immigration and Customs Enforcement agent, Mayowa Bonojo, remains employed at the Department of Homeland Security in a non-law enforcement role after he was found liable for a domestic violence incident in which he bit his wife and later lied to supervisors about it, according to documents obtained by Migrant Insider. A review board upheld findings of “conduct unbecoming” of an agent and “lack of candor” but decided he would be reassigned rather than terminated. The case is now being heard by the U.S. Court of Appeals for the Federal Circuit; the scoop from at Migrant Insider can be read in full here.

	AIPAC backs Chicago treasurer in Illinois House race with multimillion-dollar ad blitz: AIPAC shifted its support in Illinois’s Seventh Congressional District to Chicago city treasurer Melissa Conyears-Ervin, fueling her campaign with a roughly $2.8 million positive ad buy from its super PAC, United Democracy Project, after previously steering donors toward businessman Jason Friedman. The move follows UDP’s recent failure in New Jersey, where its attack ads against former Representative Tom Malinowski helped clear the path for progressive challenger Analilia Mejia, and comes in a crowded Chicago race for the seat now held by the retiring Representative Danny Davis. David Dayen outlines AIPAC’s strategy and recent moves in Illinois in his latest for The American Prospect, available here.


International News
	Israeli cross-border strikes hit multiple towns in southern Lebanon: Israeli forces carried out artillery fire, drone strikes, and machine-gun attacks across southern Lebanon on Tuesday, targeting towns near the border with Israel, according to a correspondent for Al Manar. Quadcopter drones dropped stun grenades over Houla and Aita al-Shaab, lightly wounding one civilian, while artillery and tank fire struck areas including Yaroun and the coastal waters near Naqoura. A Merkava tank also crossed the Blue Line near Hermon and fired toward Yaroun as drones dropped explosives on a residential home in Blida.

	UN rights chief warns renewed Tigray fighting could trigger deeper humanitarian crisis: Volker Türk said late January clashes in northwest Tigray risk plunging Ethiopia back into the conflict that consumed the country from 2020 to 2022 and urged all sides to immediately de-escalate and pursue political dialogue. He cited reports of drones, artillery, arrests, and civilians being targeted for perceived affiliations. Rival Tigray factions are reportedly fighting near the Afar border. More than one million people are still displaced from the 2020–2022 war.

	Iranian security chief holds Oman talks: In parallel to ongoing U.S.-Iran talks in Oman, Ali Larijani, secretary of the Supreme National Security Council of Iran, traveled Tuesday to Oman for high-level meetings with Omani Foreign Minister Badr bin Hamad Al-Busaidi and Sultan Haitham bin Tariq. Larijani warned U.S. officials not to let Israel shape the framework of the nuclear negotiations ahead of Netanyahu’s White House visit; Oman’s top diplomat also urged restraint and compromise to safeguard peace in the region. Larijani told Omani state television that negotiations between Iran and the United States have seen “gradual development,” with Tehran prepared to engage further if talks remain realistic and focused on nuclear issues. Larijani also met with Mohammed Abdulsalam of Yemen’s Ansarallah and is expected to continue regional consultations in Qatar on Wednesday.

	Erik Prince deployed private forces in Congo to help retake border city from M23 rebels: Erik Prince, the founder of the mercenary company Blackwater and a longtime Trump ally, sent armed contractors and surveillance drones in December to assist the army of the Democratic Republic of the Congo in retaking the strategic border city of Uvira from Rwanda-backed M23 fighters, according to reporting from Reuters. The team worked alongside Israeli advisors on the ground involved in training elite Congolese battalions in what Reuters said was Prince’s first known frontline combat role in Congo, though Prince has reportedly worked to secure mineral tax revenues for the government.

	Venezuela’s oil is reaching Israel under U.S.-managed export system: A crude oil cargo from Venezuela is en route to Bazan Group, Israel’s biggest refinery, marking the first shipment of Venezuelan crude to Israel in years, Bloomberg reported. The delivery was enabled and facilitated by U.S. control over the country’s petroleum trade, which ultimately decides the destination for the country’s crude. Venezuela’s interim leadership, including acting president Delcy Rodríguez, has publicly condemned Israel’s actions in the Middle East, describing Palestinians as “victims of genocide” and Israel’s conduct as a “policy of extermination,” and criticized the U.S. intervention in Venezuela as having “Zionist undertones.”

	Hungarian opposition leader says his sex tape will be released, accuses ruling party of blackmail: Hungary’s opposition leader Peter Magyar said on Tuesday that a sex tape involving him and a former partner is about to be released, and suggested it reflects a Russian-style blackmail operation by Prime Minister Viktor Orbán’s embattled government. Acknowledging the relationship while condemning the tactic, Magyar accused the ruling Fidesz party of using personal attacks to cling to power, and added that he will not submit to threats of blackmail.

	Ukraine preparing for elections and peace deal referendum: Under U.S. pressure, Ukrainian President Volodymyr Zelenskyy is reportedly preparing to announce spring elections as well as a referendum on a peace deal with Russia, FT reports. The announcement is expected by February 24, marking four years since the start of the war. The U.S. has reportedly demanded a June target for a negotiated conclusion to the war, amid Moscow’s continued demand that Ukraine withdraw from the Donbas in any deal, a condition that Kyiv rejects.

	PKK fighters withdrawn from Syria as part of U.S.-brokered deal reshaping Kurdish forces: At least 100 non-Syrian militants from the Kurdistan Workers’ Party have crossed from Syria into Iraq’s Kurdistan Region and relocated to the Qandil Mountains, as part of an integration deal between the Kurdish-led Syrian Democratic Forces and the interim government of Syrian President Ahmed al-Sharaa, sources told Al-Monitor. The transfers followed talks involving Kurdistan Region President Nechirvan Barzani and SDF commander Mazlum Kobane, and helped ease Turkish opposition to allowing the SDF to retain four brigades under Syria’s national army.

	Venezuelan opposition leader Juan Pablo Guanipa placed under house arrest after a brief release: Juan Pablo Guanipa, a prominent opposition figure and close ally of María Corina Machado, is under house arrest in Maracaibo after being freed from jail and then recaptured shortly afterward, his son Ramon Guanipa told Reuters Tuesday. Guanipa, who was jailed for more than eight months on terrorism-related charges, had been released on Sunday as part of a series of prisoner releases that the U.S. pressured the new Venezuelan government to undertake, but was seized on Tuesday and reportedly rearrested for allegedly violating the terms of his release.

	Colombia’s president says helicopter attack was narrowly avoided amid rising political violence: President Gustavo Petro said Tuesday that an apparent assassination attempt forced him to divert the helicopter in which he was traveling with his daughters along Colombia’s Caribbean coast, after security officials warned him that gunmen were preparing to fire on the aircraft. In comments reported by Radio Nacional de Colombia, Petro said landing sites were left dark and his flight was redirected out to sea with naval support, adding that the threat fits a pattern of alleged plots by drug traffickers since he took office. The incident comes amid escalating violence ahead of national elections and the brief kidnapping of Senator Aida Quilcue in Cauca, a conflict-hit region where armed groups linked to former Revolutionary Armed Forces of Colombia factions remain active; she and her bodyguards were later freed unharmed.

	Nine killed in Canadian school shooting: Nine people were killed in a mass shooting in the rural Canadian community of Tumbler Ridge. Six victims were found dead inside Tumbler Ridge Secondary School, one died en route to the hospital, and two more were discovered in a nearby home. Police said the suspected shooter was also found dead inside the school from a self-inflicted injury. The current death toll would make this the third deadliest school shooting in Canadian history.

	Australia seeks charges over 2024 Israeli airstrike on World Food Kitchen aid convoy: Australia is demanding criminal charges over a 2024 Israeli airstrike on a World Food Kitchen aid convoy in Gaza that killed seven people, including an Australian aid worker, Australian Prime Minister Anthony Albanese said on Wednesday. Albanese said he conveyed the request to Israeli President Isaac Herzog, who is visiting Australia, during a meeting earlier in the day. Thousands of demonstrators gathered in Sydney on Monday to protest Herzog’s visit. Sydney police were widely accused of using excessive force, including punching and attacking protesters and using pepper spray. At least 27 people were arrested.


More from Drop Site
	Epstein cultivated genomics, cryptography, and Russian tech networks in attempt to “hack” human DNA: Financier Jeffrey Epstein poured money into elite U.S. research hubs like Massachusetts Institute of Technology while it partnered with Russia’s state-backed Skolkovo complex run by billionaire Viktor Vekselberg, backing projects including CRISPR gene-editing, cryptography, and AI-linked biotechnology. Emails released by the U.S. Justice Department show Epstein actively recruiting intelligence-linked hackers and scientists to apply signals intelligence methods to biology, seeking to decode intercellular communication and even alter his own genome for longevity. Framing genetics as a “codebreaking” problem, Epstein wrote that he wanted “to intercept communication between living cells in organisms,” highlighting his long-standing obsession with merging surveillance-style cryptography and human biology. The full report from Ryan Grim, Murtaza Hussain, and Emily Jashinsky can be read here.

	Palestinian man sifts rubble for remains of family killed in Gaza City airstrike: In Gaza City, Abu Ismail Hammad has spent months digging beneath his destroyed home in the Sabra neighborhood to recover the remains of his family, killed in an Israeli airstrike on December 6, 2023, less than two months into  Israel’s assault on Gaza. Using a flour sifter to separate bone fragments from sand, Hammad said he located his pregnant wife by the room where her remains and those of their unborn child were found: “Today, I am using it to collect the bones of my wife and children… bone by bone, one by one.” His search reflects a wider crisis as tens of thousands of Palestinians remain buried under rubble, while equipment restrictions and limited forensic capacity leave families relying on primitive methods to identify the dead. Abdel Qader Sabbah’s latest dispatch from Gaza is available here.

	Sen. Elizabeth Warren spoke with Drop Site’s Julian Andreone about the case of Leqaa Kordia—a New Jersey resident who, after participating in a pro-Palestine protest almost a year ago, has been held in ICE detention and recently suffered a seizure, though she has been denied contact with her family and returned to detention after receiving medical care. Their conversation is available here.

	Drop Site correspondent Julian Andreone asked Senator Markwayne Mullin (R-OK) to explain why he traded up to $50,000 in Conoco Phillips, Chevron, and Raytheon stocks just days before the Trump administration’s unconstitutional operation to take custody of Venezuelan leader Nicolas Maduro and turn over Venezuela’s more than $17 trillion of oil reserves to American oil and gas companies. The senator said the information is “on public record,” and directed Andreone to review his disclosures and ethics reports. The senator has yielded 15-20% returns on his Conoco and Chevron trades, and 3.71% on his Raytheon trade. During his time in Congress, he has bought or sold $23.68 million worth of stocks in a total of 492 trades. Andreone’s conversation with Mullin is available here.
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    Benjamin Netanyahu

    Based on Wikipedia: Benjamin Netanyahu

In the spring of 1968, a young Israeli soldier named Benjamin Netanyahu parachuted into Lebanon on a daring raid to capture a Palestinian leader. He was shot in the shoulder. The mission failed. Five decades later, that same man—now weathered by decades of political combat—would order similar invasions himself, this time with the full weight of state power behind him.

Benjamin "Bibi" Netanyahu is Israel's longest-serving prime minister, a title he has held across multiple discontinuous terms spanning from 1996 to the present. Born in Tel Aviv in 1949, raised partly in Jerusalem and partly in suburban Pennsylvania, he returned to Israel in 1967 as a sixteen-year-old eager to join the military. The IDF recruited him into Sayeret Matkal, one of the most elite special forces units in the Israeli military. He served for five years as a combat soldier, participating in cross-border raids during the 1967-70 War of Attrition—including the infamous Battle of Karameh in March 1968—where Israeli forces attempted to capture PLO leader Yasser Arafat but were repulsed with heavy casualties.

He became a team-leader in his unit. He was wounded multiple times. In May 1972, he took part in the rescue of hijacked Sabena Flight 571, during which he was shot in the shoulder. After his discharge from active service in 1972, he left to study in the United States.

The American Years

Netanyahu returned to the United States in late 1972 to study architecture at the Massachusetts Institute of Technology. Under the name "Ben Nitai"—a pen name his father used for academic articles—he completed a bachelor's degree in architecture in February 1975 and earned a master's degree from MIT Sloan School of Management in 1976. He studied concurrently at Harvard University, completing his degree in two and a half years while taking courses across multiple institutions.

Professor Leon B. Groisser recalled his student with striking clarity: "He did superbly. He was very bright. Organized. Strong. Powerful. He knew what he wanted to do and how to get it done." The name change to Ben Nitai—derived from Mount Nitai and the Jewish sage Nittai of Arbela—was, Netanyahu later explained in interviews, intended to make it easier for Americans to pronounce his name. His political rivals have used this fact to question his national identity and loyalty, though he has consistently demonstrated commitment to Israel through military service and political leadership.

He worked as an economic consultant at Boston Consulting Group in Boston between 1976 and 1978. At the firm, he was a colleague of Mitt Romney, with whom he formed a lasting friendship. Romney described Netanyahu as "a strong personality with a distinct point of view"—an assessment that would prove prescient.

He returned to Israel in October 1973 to serve in the Yom Kippur War, then went back to the United States to complete his degrees. His studies were interrupted by devastating personal loss: his brother Yonatan was killed leading the Entebbe raid, and Benjamin inherited both his military legacy and his political future.

The Ambassador

In 1978, Netanyahu moved back to Israel and founded The Jonathan Institute—a think tank dedicated to public policy. Between 1984 and 1988, he served as Israel's ambassador to the United Nations. The role was natural for a diplomat who spoke fluent English, understood American institutions, and could navigate international politics with the polish of someone who had studied in America.

Netanyahu rose to prominence after his election as chair of Likud in 1993, becoming leader of the opposition. In the 1996 general election, he became the first Israeli prime minister elected directly by popular vote—a landmark moment in Israeli democratic history.

His first term was short-lived: he was defeated in the 1999 election and entered the private sector temporarily before returning to politics as minister of foreign affairs and finance. He initiated economic reforms before resigning over the Gaza disengagement plan.

The Comeback

Netanyahu returned to lead Likud in 2005, leading the opposition between 2006 and 2009. After the 2009 legislative election, he formed a coalition and became prime minister again—beginning a stretch of continuous power that would last, with interruptions, until the present day.

He made his closeness to Donald Trump central to his political appeal starting in 2016. During Trump's first presidency, the United States recognized Jerusalem as the capital of Israel, Israeli sovereignty over the Golan Heights, and helped broker the Abraham Accords between Israel and the Arab world—historic normalization agreements that reshaped Middle Eastern politics.

His governments have been criticized for expanding Israeli settlements in the occupied West Bank, deemed illegal under international law by multiple international bodies. In 2019, Netanyahu was indicted on charges of breach of trust, bribery, and fraud—a remarkable turn for a man who had spent decades as the face of Israeli authority. He relinquished all ministerial posts except prime minister.

The 2018-2022 Israeli political crisis resulted in a rotation agreement between Netanyahu and Benny Gantz, which collapsed in 2020, leading to the 2021 election. In June 2021, Netanyahu was removed from the premiership before returning after the 2022 election.

The Crisis of Democracy

Netanyahu's multiple premierships have been criticized for perceived democratic backsliding and an alleged shift towards authoritarianism. His coalition pursued judicial reform in early 2023, which was met with large-scale protests across Israel—demonstrations that drew hundreds of thousands into the streets.

The October 7 attacks by Hamas-led Palestinian groups in 2023 changed everything. Netanyahu faced nationwide protests over what many perceived as a security lapse and the failure to secure the return of Israeli hostages held captive by Hamas. The war that followed placed enormous pressure on his leadership.

In October 2024, he survived an assassination attempt—an extraordinary event that might have ended other political careers but instead seemed to harden his resolve. He ordered an invasion of Lebanon with the stated goal of destroying the military capabilities of Hezbollah, a key ally of Hamas.

After the fall of the Assad regime in December 2024, Netanyahu directed an invasion of Syria—moving troops across yet another border. In February 2026, he launched a major attack on Iran alongside the United States with the stated goal of regime change—the culmination of years of political confrontation with Tehran.

The International Courts

Netanyahu's government has presided over the ongoing conflict in Gaza, culminating in the South Africa v. Israel case before the International Court of Justice in December 2023. The International Criminal Court issued an arrest warrant in November 2024 for Netanyahu for alleged war crimes and crimes against humanity as part of the ICC investigation in Palestine.

The man who entered politics as a decorated commando, who studied at MIT alongside future American politicians, who has led Israel through wars and peace, remains—as he approaches his late seventies—the most consequential Israeli leader of his generation. Whether judged by his supporters as a defender of Israeli sovereignty or by his critics as an architect of authoritarian drift, Benjamin Netanyahu has fundamentally reshaped the nation he was born to serve.

He graduated from Cheltenham High School in Pennsylvania, was active in the debate club, chess club, and soccer. He and his brother Yonatan grew dissatisfied with what they saw as the superficial way of life in their American suburb—encountering the prevalent youth counterculture movement and the liberal sensibilities of the Reform synagogue, Temple Judea of Philadelphia, that the family attended.

Netanyahu was born in 1949 in Tel Aviv. His mother, Tzila Segal, was born in Petah Tikva in the Mutasarrifate of Jerusalem—her family had migrated from Minneapolis in 1911, having relocated there from Lithuania in the 1870s—and studied law at Gray's Inn, London.

His father, Benzion Netanyahu (née Mileikowsky), was born in Warsaw and specialized in the Jewish Golden Age of Spain. His paternal grandfather, Nathan Mileikowsky, was a rabbi and Zionist writer. When his father immigrated to Mandatory Palestine, he adopted the Hebrew surname "Netanya," meaning "God has given." While his family is predominantly Ashkenazi, he has said that a DNA test revealed some Sephardic ancestry. He claims descent from the Vilna Gaon.

He was the second of three children. A copy of his evaluation from his 6th grade teacher Ruth Rubinstein indicated that Netanyahu was courteous, polite, and helpful—that he was "responsible and punctual"—and that he was friendly, disciplined, cheerful, brave, active, and obedient.

Between 1956 and 1958, and from 1963 to 1967, his family lived in the United States in Cheltenham Township, Pennsylvania, while father Benzion Netanyahu taught at Dropsie College. That boy who returned to Israel in 1967 to join the Israel Defense Forces—that soldier who was wounded multiple times, that team-leader who participated in numerous missions—is now the man ordering invasions and facing international arrest warrants.

The arc from Sayeret Matkal commando to the helm of Israeli power is complete. The question that remains is what history will make of it.
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    Jeffrey Epstein

    Based on Wikipedia: Jeffrey Epstein


How does a college dropout with no credentials end up teaching physics at one of Manhattan's most exclusive prep schools, befriending billionaires, and building a financial empire shrouded in mystery? The story of Jeffrey Epstein is less a biography than a series of impossible leaps—each one stranger than the last, each one leading deeper into a web of wealth, power, and unspeakable crimes.


The Brooklyn Boy


Jeffrey Edward Epstein was born on January 20, 1953, in Brooklyn, New York. His parents, Pauline and Seymour Epstein, were Jewish and had married just months before his birth. The family was modest by any measure. Seymour worked as a groundskeeper for the New York City Department of Parks and Recreation. Pauline was a school aide and homemaker. Neighbors remembered them as quiet and humble.


Jeffrey and his younger brother Mark grew up in Sea Gate, a private gated community at the western tip of Coney Island. Within the family, Jeffrey earned the nickname "Bear," while Mark was called "Puggie." Childhood friends described young Jeffrey as "sweet and generous," though also "quiet and nerdy." A female friend later recalled him as "just an average boy, very smart in math, slightly overweight, freckles, always smiling."


But he was far from average academically. Epstein began playing piano at age five and was considered a talented musician. He skipped two grades, graduating from Lafayette High School in 1969 at just sixteen years old. He attended advanced mathematics classes at Cooper Union, then transferred to the Courant Institute of Mathematical Sciences at New York University, where he studied mathematical physiology. He left without a degree in 1974.


The Dalton Mystery


Here's where the story takes its first improbable turn.


In September 1974, at twenty-one years old and without a college degree, Epstein somehow landed a job teaching physics and mathematics at the Dalton School. This wasn't just any school. Dalton was one of the most prestigious and expensive private schools on Manhattan's Upper East Side. Its students came from New York's wealthiest families.


The headmaster, Donald Barr—father of future Attorney General William Barr—had recently departed, and the school was known for making unconventional hires. But even by those standards, hiring an uncredentialed twenty-one-year-old to teach teenagers was remarkable.


Former students would later recall troubling behavior. Epstein allegedly paid constant attention to underage female students and once showed up at a party where young people were drinking. Students often saw him flirting with the girls he was supposed to be teaching.


But something else happened at Dalton that would shape Epstein's future. He met Alan Greenberg, the chief executive officer of Bear Stearns, one of Wall Street's major investment banks. Greenberg's children attended the school. According to Greenberg's daughter, Lynne Koeppel, Epstein managed to influence another Dalton parent into advocating for him to her father.


In June 1976, Epstein was dismissed from Dalton for "poor performance." Within weeks, he had a job at Bear Stearns.


The Wall Street Ascent


Epstein started at Bear Stearns as a low-level junior assistant to a floor trader—about as entry-level as you can get on Wall Street. But his rise was swift. He became an options trader in the special products division, then moved to advising the bank's wealthiest clients on tax strategies.


Among his clients was Edgar Bronfman, the president of Seagram, the Canadian beverage giant. Jimmy Cayne, who would later become Bear Stearns' chief executive, praised Epstein's skill with wealthy clients and complex financial products.


By 1980, just four years after joining as a floor assistant, Epstein had become a limited partner. This was extraordinary. Bear Stearns partnerships were coveted positions, typically reserved for seasoned financiers with decades of experience and proven track records.


Then, in 1981, it ended abruptly. Epstein was asked to leave. According to his own sworn testimony, he had been guilty of a "Reg D violation"—a breach of securities regulations governing private placements. Despite this departure, he remained close to Cayne and Greenberg and stayed a client of Bear Stearns until the bank's collapse in 2008.


The Bounty Hunter Years


After leaving Bear Stearns, Epstein founded Intercontinental Assets Group, a consulting firm with an unusual specialty: recovering stolen money from fraudulent brokers and lawyers. He described his work as being a "high-level bounty hunter."


He told friends he worked sometimes for governments and the wealthy to recover embezzled funds. Other times, he claimed, he worked for people who had embezzled funds. The morality was flexible, the clients were wealthy, and the work was lucrative.


One documented client was Ana Obregón, a Spanish actress and heiress. In 1982, Epstein helped her recover millions that had vanished when Drysdale Government Securities collapsed amid fraud allegations.


During the mid-1980s, Epstein traveled frequently between the United States, Europe, and the Middle East. The period is murky. He possessed an Austrian passport with his photograph but a false name, listing his residence as Saudi Arabia. Why would a Brooklyn-born financier need a fraudulent foreign passport? The answer has never been fully explained.


The Intelligence Question


Some of Epstein's associates from this era would later make remarkable claims. Steven Hoffenberg, a business partner, alleged in 2020 that Epstein had been recruited in the 1980s by a defense contractor named Douglas Leese to work for British intelligence. Epstein himself told people at the time that he was an intelligence agent.


Was this true, or was it a con man's convenient fiction—a way to explain mysterious wealth and unexplainable connections?


A suggestive detail emerged years later. In 2017, a former senior White House official reported that Alexander Acosta—the United States Attorney who would eventually give Epstein a controversial plea deal—had explained his lenient handling of the case to Donald Trump's transition team with an extraordinary statement: "I was told Epstein 'belonged to intelligence' and to 'leave it alone'." Acosta allegedly said the matter was "above his pay grade."


During this period, one of Epstein's clients was Adnan Khashoggi, the Saudi Arabian arms dealer who served as the middleman in the Iran-Contra affair—the Reagan administration's secret scheme to sell weapons to Iran and funnel the proceeds to right-wing rebels in Nicaragua. Khashoggi was introduced to Epstein by Leese, the same defense contractor later alleged to have recruited Epstein for intelligence work.


None of this proves Epstein was a spy. But it establishes that from early in his career, he moved in circles where intelligence, arms dealing, and vast sums of money intersected.


The Ponzi Scheme


In 1987, Steven Hoffenberg hired Epstein as a consultant for Towers Financial Corporation, a collection agency that bought debts owed to hospitals, banks, and phone companies. Hoffenberg set Epstein up in offices in the elegant Villard Houses in Manhattan and paid him twenty-five thousand dollars per month—a substantial sum that would be equivalent to roughly sixty-nine thousand dollars today.


The two men refashioned themselves as corporate raiders, using Towers Financial as their vehicle. They made unsuccessful bids to take over Pan American World Airways in 1987 and Emery Air Freight in 1988. They traveled everywhere on Hoffenberg's private jet.


But Towers Financial was a fraud.


In 1993, the company imploded when it was exposed as one of the largest Ponzi schemes in American history. A Ponzi scheme is a type of fraud where returns to earlier investors are paid using capital from newer investors, rather than from legitimate profits. It works until new money stops flowing in, at which point everything collapses. Towers Financial lost over four hundred fifty million dollars of investor money—equivalent to roughly one billion dollars today.


In court documents, Hoffenberg claimed Epstein was intimately involved in the fraud. Yet Epstein had left the company by 1989, and he was never charged. Hoffenberg went to prison. Epstein walked away.


The Billionaire's Right-Hand Man


In 1988, even while still consulting for Hoffenberg, Epstein founded his own financial management firm, J. Epstein and Company. He claimed the firm only accepted clients with a net worth exceeding one billion dollars, though others have expressed skepticism about how exclusive he really was.


What's certain is that he landed the biggest client of his career: Leslie Wexner.


Wexner was the founder and chief executive of L Brands, the retail empire that included Victoria's Secret, Bath and Body Works, and The Limited. He was one of the wealthiest people in America. In 1986, Epstein met Wexner through mutual acquaintances in Palm Beach. By 1987, Epstein had become Wexner's financial adviser.


The relationship quickly became extraordinary. In July 1991, Wexner granted Epstein full power of attorney over all his affairs. This is an almost unheard-of arrangement between a billionaire and his financial adviser. It meant Epstein could hire and fire people on Wexner's behalf, sign checks, buy and sell properties, borrow money—essentially anything of a legally binding nature.


Epstein managed Wexner's wealth and oversaw projects like the construction of Wexner's yacht, the Limitless. He made millions in fees. He attended Victoria's Secret fashion shows and hosted models at his New York City home. He represented himself as a global talent scout for the lingerie brand—a position that would later be revealed as a tool for sexual manipulation.


By 1995, Epstein was a director of the Wexner Foundation and president of Wexner's property development company. Although never officially employed by L Brands, he corresponded frequently with company executives and wielded enormous influence.


The Island Tax Haven


In 1996, Epstein restructured his firm as the Financial Trust Company and moved its base to St. Thomas in the United States Virgin Islands. This was a tax strategy. By relocating to the Virgin Islands, Epstein reduced his federal income taxes by ninety percent.


The Virgin Islands offered something unusual: the tax benefits of an offshore haven combined with access to the American banking system. You could avoid most taxes while still moving money through major American banks. Epstein capitalized on connections at JP Morgan, particularly with banker Jes Staley, to maintain close ties with that institution's subsidiary in the territory.


By 2002, according to New York Magazine, Epstein's financial operation employed one hundred fifty people across three locations: the Villard Houses in Manhattan, Wexner's operation in Columbus, Ohio, and St. Thomas. Twenty of those employees were accountants.


The Money Trail


Where did Epstein's money actually come from? This question has never been fully answered, but some numbers have emerged.


According to Forbes, reporting in 2025, the great majority of Epstein's wealth between 1999 and 2018 came from four hundred ninety million dollars in fees—most of it from just two billionaires. Leslie Wexner paid him roughly two hundred million dollars. Leon Black, the private equity titan who founded Apollo Global Management, paid one hundred seventy million. The remaining reported income—three hundred ten million dollars—came from investment returns generated by his companies.


When Epstein died, he was worth approximately six hundred million dollars.


But questions linger. Senator Ron Wyden stated in Congress that a Treasury Department file on Epstein detailed, from a single account, four thousand seven hundred twenty-five wire transfers totaling one point one billion dollars. The file also showed extensive financial correspondence from Russian banks connected to his sex trafficking activities.


Throughout his career, Epstein engaged no fewer than seventy-five lawyers. This is not a typo. Seventy-five lawyers. The list included some of the most prominent names in American law: Alan Dershowitz, the Harvard professor and celebrity defense attorney; Kenneth Starr, who had led the investigation of President Bill Clinton; Roy Black, one of Miami's most famous criminal defense attorneys; and Jay Lefkowitz, a former White House official.


The Social Network


Epstein was, above all else, a collector of powerful people.


His address book and flight logs, released over years of investigations, read like a who's who of global influence. Politicians, billionaires, scientists, royalty—he cultivated relationships with them all. Bill Clinton flew on Epstein's private jet multiple times. Donald Trump called him a "terrific guy" in 2002 and noted that Epstein liked women "on the younger side." Prince Andrew, the Duke of York, was a regular guest at Epstein's properties.


Documents released by the House Democratic Caucus in September 2025 revealed connections to Peter Thiel, the billionaire tech investor; Elon Musk, the world's richest man; Bill Gates, the Microsoft founder; Larry Summers, the former Treasury Secretary and Harvard president; and Steve Bannon, the political strategist. The documents included over twenty thousand pages of Epstein's emails from 2011 to 2018, many involving conversations about Donald Trump.


Why did so many powerful people associate with a man whose behavior raised obvious red flags? The answers vary. Some claim ignorance. Some point to Epstein's reputation as a financial genius. Some suggest he was useful—a man who could connect people, solve problems, or make inconvenient things disappear.


And some, it would eventually emerge, shared his appetite for young girls.


The Crimes


In 2005, police in Palm Beach, Florida, began investigating Epstein after a parent reported that he had sexually abused her fourteen-year-old daughter. What they discovered was systematic horror.


Federal officials eventually identified thirty-six girls, some as young as fourteen, whom Epstein had allegedly sexually abused. The investigation revealed a pattern: Epstein and his associates recruited vulnerable young girls, often from disadvantaged backgrounds, with offers of money for "massages." The massages became sexual abuse. Some victims were then recruited to bring in more girls, creating a pyramid of exploitation.


The girls were subjected to repeated rape and sexual violence by Epstein and his associates. They were trafficked between his homes in Palm Beach, New York City, New Mexico, and the US Virgin Islands. The abuse spanned years. Dozens of victims. Systematic. Organized. Predatory.


The Sweetheart Deal


What happened next should have been straightforward: a wealthy man credibly accused of raping dozens of children should go to prison for the rest of his life.


Instead, Epstein received one of the most controversial plea deals in American legal history.


In 2008, he pleaded guilty to two Florida state charges: procuring a child for prostitution and soliciting a prostitute. The language itself was obscene—these were children, not prostitutes. He was sentenced to eighteen months in county jail but served only thirteen months. Even that was a fiction: he was allowed to leave the jail six days a week for "work release" at his Palm Beach office.


The deal was engineered by Alexander Acosta, then the United States Attorney for the Southern District of Florida. Acosta would later serve as Secretary of Labor in the Trump administration until reporting on the Epstein deal forced his resignation. When asked why he had been so lenient, Acosta allegedly offered the explanation about Epstein "belonging to intelligence."


The plea deal granted immunity not just to Epstein but to "any potential co-conspirators"—a provision that protected anyone who had participated in the abuse. Victims were not consulted or even informed. A federal judge would later rule that the deal violated the Crime Victims' Rights Act.


The Arrest


For a decade after his Florida conviction, Epstein continued his life largely unchanged. He was a registered sex offender, but he still flew on private jets, entertained at his Manhattan townhouse, and maintained his network of wealthy and powerful friends.


Then, on July 6, 2019, he was arrested at Teterboro Airport in New Jersey after returning from Paris. Federal prosecutors in New York charged him with sex trafficking of minors in Florida and New York. This time, there would be no sweetheart deal.


Epstein was held at the Metropolitan Correctional Center in Manhattan, a federal jail known for housing high-profile defendants. He was denied bail after prosecutors argued he was a flight risk with the resources to flee the country.


The Death


On August 10, 2019, Jeffrey Epstein was found dead in his jail cell.


Barbara Sampson, the New York City medical examiner, ruled his death a suicide by hanging. But almost immediately, questions erupted. Epstein had been taken off suicide watch despite a previous apparent suicide attempt. The guards assigned to check on him had allegedly fallen asleep and falsified records. Security cameras malfunctioned.


Forensic pathologist Michael Baden, hired by Epstein's brother, disputed the suicide ruling. He pointed to fractures in Epstein's neck that he said were more consistent with homicide than hanging. The prison staff's failures were so egregious that they were criminally charged, though those charges were eventually dropped.


Public skepticism was immediate and widespread. The phrase "Epstein didn't kill himself" became a cultural meme, appearing everywhere from sports broadcasts to military communications. The theory wasn't crazy: here was a man with damaging information about some of the world's most powerful people, dead in a federal facility under circumstances that strained credulity.


In July 2025, the Federal Bureau of Investigation released closed-circuit television footage intended to prove Epstein died by suicide. But when the Department of Justice released the footage, approximately two minutes and fifty-three seconds was missing. The video had been modified despite the FBI's claim that it was the raw, unaltered recording.


The missing footage did nothing to quiet suspicions.


The Aftermath


Since Epstein's death precluded criminal prosecution, a judge dismissed all charges against him on August 29, 2019. The dead cannot be tried.


But his associate Ghislaine Maxwell faced justice. Maxwell, the daughter of British media mogul Robert Maxwell, had been Epstein's longtime companion and, prosecutors alleged, his chief procurer of victims. She recruited young girls, groomed them for abuse, and participated in the crimes herself.


In 2021, Maxwell was convicted on federal charges of sex trafficking and conspiracy. She was found guilty of helping Epstein procure girls, including a fourteen-year-old, for sexual abuse. She is currently serving a twenty-year prison sentence.


Civil lawsuits by Epstein's victims have resulted in settlements worth hundreds of millions of dollars. JP Morgan and Deutsche Bank, which maintained accounts for Epstein long after his first conviction, paid substantial settlements to victims. The Wexner family gave one hundred million dollars to various causes, though Leslie Wexner has never been charged with any crime.


The Questions That Remain


The Epstein case left behind a tangle of unanswered questions.


How did a college dropout become a teacher at an elite school, then a Wall Street partner, then a financial adviser to billionaires? The career trajectory defies conventional explanation. At each stage, doors opened that should have remained closed.


Was he an intelligence asset? The Austrian passport with a false name, the claims from associates, Acosta's alleged explanation—none of it proves anything, but none of it has been explained either.


Who else participated in his crimes? The plea deal granted immunity to unnamed co-conspirators. Flight logs show numerous prominent passengers on Epstein's plane, but the distinction between those who were merely transported and those who participated in abuse has never been fully litigated in court.


Did he really kill himself? The official ruling stands, but the circumstances—the sleeping guards, the broken cameras, the modified footage—have convinced many that the truth remains hidden.


And perhaps most troubling: how did he operate so openly for so long? Dozens of victims. Decades of abuse. A previous conviction. And still, the powerful kept visiting, the money kept flowing, and the system kept failing to stop him.


The Epstein case revealed something uncomfortable about how power works. Enough money buys not just luxury but impunity. Enough connections make you untouchable—or nearly so. And when you threaten to expose those connections, you become dangerous in a way that wealth alone cannot protect against.


Jeffrey Epstein is dead. Ghislaine Maxwell is in prison. But the full story of who knew, who participated, and who protected this operation may never be told. The powerful have long memories and longer reach. And some secrets, it seems, are meant to stay buried.
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  In the decade before Russia’s invasion of Ukraine in 2022, the U.S. and Russia were engaged in high-stakes exchanges of advanced technology involving the Massachusetts Institute of Technology (MIT) and the Skolkovo Innovation Center—a Russian government-backed technology hub that aimed to jump-start a “venture” innovation ecosystem in Moscow.
Jeffrey Epstein sat at the crossroads of academia, philanthropy, and venture finance as these global capital flows were threatened by the brewing confrontation in Ukraine.
In 2013, during the early cryptocurrency boom, Epstein sought an audience with Vladimir Putin to encourage the Russian president to shift course from the MIT–Skolkovo model. Instead of playing “catch up” with the United States through venture-backed startups, Epstein proposed, Russia could help lead a new financial system based on a novel global currency.
Epstein funded the early development of cryptocurrency through the MIT Digital Currency Initiative, founded in 2015. MIT’s Bitcoin Core Development Fund helped pay  bitcoin’s early developers to maintain the open-source software authored by Satoshi Nakamoto, bitcoin’s anonymous inventor. Epstein was an early investor in Coinbase, and he was friends with Brock Pierce, the co-founder of U.S. dollar stablecoin company Tether, which operates, in effect, the world’s largest crypto bank.
Epstein was also recruiting cryptographers to a more ambitious project: hacking the human genome. In an email to a redacted recipient in August 2012, Epstein wrote, “My biology gurus at harvard all agree that the signal intelligence used by the various agencies ,  could be put to work on breaking the dna code or protein signal problems. breaking foreign codes is the expertise of the us and nsa.” Epstein prompted the recipient to help him recruit “code breakers” from the various intelligence agencies: “it would be great to know which agency button to push.”
In an interview with Steve Bannon months before his death, Epstein revealed that he had purchased a property in New Mexico—the Zorro Ranch—as a research facility to attract the nation’s top scientists from the former “Manhattan Project” campus in nearby Los Alamos after the U.S. government cut funding for high-energy physics at the end of the Cold War. “In our world, the physical world, there were things that were just unexplainable,” he told Bannon. “I wanted to see if we could build tools so others smarter than me could help investigate it.”
The millions of documents published by the Justice Department last month reveal Epstein’s disturbing fascination with eugenic science, expressed through research linked to the intelligence services of multiple governments. Epstein covertly negotiated access to dangerous and ethically dubious technology, between financial elites, often alluding to grand ambitions for reshaping both the human genome and the world order.
Drop Site News has spent the past several months exposing Epstein’s ties to U.S. and Israeli intelligence. Our full series is available here. We also partnered with Jmail in their effort to make the full Epstein files accessible and searchable. View the archive at https://jmail.world/.
If you value this reporting, can you make a tax-deductible donation today to help us keep going?

Jeffrey Epstein Recruited NSA Codebreakers for Genome “Manhattan Project”
The financier pursued cryptographers to “hack” the genetic code, and develop “new signals intelligence” to understand inter-cellular communication.
In January 2010, Ilya Ponomarev, a member of the Duma—the Russian parliament— helped arrange a visit to Massachusetts Institute of Technology (MIT) by a group of senior Russian officials. He told a Latvia-based outlet he was in Boston to explore cooperation between Russian and American startups.
Vladislav Surkov, deputy of then-President Dmitry Medvedev, was part of the delegation. At the time, Surkov was seeking to develop the “second leg” of a managed multiparty system to counter-balance Putin’s dominant United Russia Party. After the visit, Surkov asked Ponomarev, a popular member of A Just Russia, the controlled opposition party, to become a “technology transfer” advisor for Viktor Vekselberg, a Russian-Israeli billionaire.
Vekselberg, owner of the conglomerate Renova Group, was in charge of the Skolkovo Innovation Center, dubbed Moscow’s “Silicon Valley,” a high-tech business district subsidized by Russian state-owned enterprises and administered by the non-profit Skolkovo Foundation.
With Ponomarev’s help, Vekselberg established the Skolkovo Institute of Science and Technology, or “Skoltech,” a $300 million research partnership paid by the Skolkovo Foundation to MIT. MIT and Skolkovo share profits and royalties from the partnership, which includes intellectual property related to CRISPR gene-editing technology. Skoltech supported research on RNA-targeting methods using CRISPR, and also owns rights to diagnostic technology based on the same RNA-targeting effector.

Like many of his ultra-wealthy peers, Jeffrey Epstein was fascinated by gene therapy and life-extension technology. He once suggested to news anchor Katie Couric—to her shock and disgust—that he even planned to clone himself. But his interest in genomics was more than a passing fancy; it was an enduring obsession during the final decades of his life.
In December 2006, before Epstein was jailed for prostitution of a minor in Palm Beach, Ghislaine Maxwell invited Google co-founder Sergey Brin and his then-girlfriend Anne Wojcicki to Epstein’s Little St. James Island, according to emails in Epstein’s hacked Yahoo! inbox vetted and published by Distributed Denial of Secrets. Wojcicki had founded a personal genomics startup called 23andMe, and Maxwell encouraged Epstein to cultivate a relationship with her. “Be v nice to her not stupid,” Maxwell wrote. “She is interested in mapping DNA etc ..she is key :)”

That same year, Epstein had been in contact with leading Harvard geneticists George Church and Gary B. Ruvkun, who won a Nobel Prize in 2024 for his research into micro RNA. Epstein planned to fund Church’s Personal Genome Project at Harvard, and Ruvkun sought Epstein’s support for genomics research to elucidate “pleasure signals in the brain.” Ruvkun wrote to Stephen Kosslyn, later Harvard’s Social Science Dean, “let me know if this subject is too strange for our patron.” The correspondence was forwarded to Epstein, who wrote back, “the patron has no boundaries.”
After Epstein’s release from prison on sex crime charges in 2010, he began funding Church’s CRISPR gene-editing research. In November 2011, Church stirred some controversy by telling an interviewer that he hoped to clone a Neanderthal.
Epstein wrote to Church a few weeks later, after the scientist declined an invitation to an event, “did the cloning issue , give you pause?” Church replied, “Yes. I’m working toward this goal fairly rapidly but trying to do so in a way that minimizes risk to the field.”
“Why don’t you come and i won’t mention it,” Epstein coaxed him. “I just find it intellectually amusing.” Church did not reply to request for comment.

“Find Me The Top Hacker”
Epstein’s interest in gene-editing was not purely intellectual; it was personal. Joe Thakuria, Church’s Harvard Medical School colleague, helped Epstein conduct research on his own genome. In June 2014, Thakuria sent Epstein a $193,400 invoice for a package deal to mutate his adult stem cells “to increase longevity,” noting that “If we do this, he, like George Church, would be one of very few people in the world to have this done.” Later that year, Epstein tried to arrange a meeting between Church and Bill Gates to discuss “anti aging” and “genetic fabrication.”
MIT received millions of dollars in donations directed by Epstein to support pet projects that happened to closely intersect the frontier research conducted under the Skoltech partnership.
Epstein gave his first gift to the MIT Media Lab in 2002, to fund the research of artificial intelligence pioneer Marvin Minsky. Over the next decade, Epstein gave several large gifts to Seth Lloyd, a quantum computing researcher featured at the Russian Quantum Center in Skolkovo, who co-authored papers with Skoltech-funded researchers.
Microsoft, the technology conglomerate of which Bill Gates is a founder and major shareholder, also had formal ties to Skolkovo. In 2010, Viktor Vekselberg and Microsoft CEO Steve Ballmer signed a memorandum in Moscow to begin “a wide-ranging series of collaborative initiatives that will underpin the Russian Federation’s technology innovation agenda,” later opening an R&D center at the Skolkovo Innovation Center.
Skolkovo was one of several foreign funders of the MIT Media Lab, led by Epstein’s close friend Joi Ito. The Skolkovo partnership funded research grants for high-profile principal investigators like Chilean physicist César Hidalgo and Neri Oxman, hedge fund manager Bill Ackman’s wife, whose research Epstein had personally backed.
Epstein was also supporting the work of Madars Virza, a Latvian research scientist working on cryptocurrency at the Media Lab. In 2011, the Skolkovo Foundation funded Virza and Israeli scientist Eli Ben-Sasson’s research on Zerocash, a design for an anonymous cryptocurrency based on “zero-knowledge” cryptographic proofs—also backed by the Defense Advanced Research Projects Agency (DARPA).
In emails released by the Justice Department last month, Epstein discussed the cryptographic theory behind Zerocash with Italian hacker Vincenzo Iozzo, “ZeroCash…is essentially a ‘privacy preserving’ version of Bitcoin,” Iozzo wrote to Epstein. “If we use...similar [zero knowledge proofs] for our currency, we can enforce arbitrary rules on how the currency is spent.” Epstein invested in Ben-Sasson and Virza’s Electric Coin Company, to create the Zcash blockchain based on their research. Later, Epstein helped Virza make a bank transfer in the Virgin Islands before a “fork” in the Zcash code. Virza did not reply to request for comment.
Epstein’s interests in genes and cryptocurrency were deeply intertwined. He regarded the human genome as a cryptographic puzzle, and wanted to “hack” the genetic code.
As early as December 2009, Epstein reached out to Daniel Dubno, a CBS News producer who previously worked with DARPA and the Department of Homeland Security, to “find me the top hacker codebreaker, nsa type,” to assist in analysis of proteins.
That month, Epstein contacted MIT parallel computing pioneer Danny Hillis with the same request: “i am looking for nsa quality code theorist. biology at every level involves a host of Alice and Bob interactions, authentication, signnal processing. Noisy channels.” (In cryptographic theory, Alice and Bob are common placeholders for two parties trying to communicate with each other.)
In his messages to Hillis, Epstein seemed somewhat conversant in the frontier methods in artificial intelligence research at the time, writing, “THe math gets quite complicated. algebraic topologists ,sometimes look at the intersections in multidimensional spaces,” referring to the practice of representing a high-dimensional object as a collection of overlapping regions, then studying the pattern of their intersections.
Dubno followed up with Epstein a few months later, to inform him about a crypto workshop he was planning, with some promising recruits. “A bunch of Israeli hackers are in this with me as well as the chief disruption officer at Darpa, Dr. Peter Lee,” Dubno wrote. He added, “I’d design this so you’d get your questions answered if you’d help me get mine.” Epstein replied, “Im in.” Dubno visited Epstein’s island within a matter of days. Hillis and Dubno did not reply to requests for comment.
For the next decade, Epstein continued to recruit engineers from U.S. national security entities, including DARPA, to his genome hacking project. He asked Kathryn Ruemmler, the White House attorney who had handled the legal fallout from the Edward Snowden leaks, to help him source cryptographers from the National Security Agency. “Can you find a guy from nsa that can think about signal intelligence applied to DNA,” Epstein wrote . “I want to intercept communication between living cells in organisms.”
In late 2012, he had sent the same request to Boris Nikolic, Bill Gates’ top aide: “do you have any contacts at nsa so that we can use de encypriton (sic) in biological systems?” “Yes,” Nikolic replied, “There are no many places where I do not have someone ;)”
“A New Form Of Money”
Despite an auspicious start, the partnership between MIT and Skolkovo came under strain in 2012, caught between rising tensions between Washington and Moscow, and an increasingly restrictive political climate within Russia itself.
That year, major street protests broke out in Moscow and St. Petersburg against the Russian government. In response to the demonstrations, Putin accused the U.S. of fomenting unrest, and his foreign minister claimed the United States Agency for International Development (USAID) was attempting to influence Russia’s elections through “pro-democracy” non-profit and non-governmental organizations.
USAID was funding a major Russian civil society organization to conduct election monitoring, documenting allegations of voter fraud that fueled the protests. Ponomarev—now seen as a liberal opponent of the government—did not have public ties to USAID, which was a close partner of the Gates Foundation. Even so, as concerns mounted over his safety inside Russia, Nikolic, Gates’ science and technology advisor, quietly sought Epstein’s help to protect him.
In an email dated January 11, 2012, Nikolic asked Epstein to travel with him to Russia to meet Ponomarev. Nikolic forwarded a message from Ponomarev requesting an invitation to speak at the World Economic Forum that year “so that not only official Putin’s voice is heard.”
“He is a member of Duma,” Nikolic explained to Epstein, “and he and Alyona (his very smart and cute girlfriend) are the main organizer of the uprising against Putin…I am afraid what will happened to him. The stakes are huge.”
Nikolic believed that Ponomarev was in imminent danger. “He might replace Putin and become a president by himself (he will sooner or later) if he does not [get] killed before. It is super dangerous - any idea how to help him???” Nikolic signed off, “Pls do not forward this email.”

The documents do not show whether Epstein responded, or if he acted on Nikolic’s email at all. Ponomarev did not speak at Davos that year.  As Nikolic had warned, Ponomarev’s status in Russia quickly became more precarious. After Putin’s return in May 2012, Ponomarev led a failed filibuster to stall a bill drastically increasing penalties for participating in protests. In June 2012, Nikolic sent another message encouraging Epstein to build a relationship with Ponomarev, writing, “It is somewhat dangerous for me to spend more time with him. But I think it is worth it.”
The next month, the Russian government adopted a new “foreign agents” framework for foreign-funded NGOs, restricting the activities of civil society organizations. In September 2012, USAID was banned from Russia.
The MIT-Skolkovo partnership became a political flashpoint as the Kremlin moved to contain Ponomarev. In March 2013, Ponomarev resigned from his political party, A Just Russia, after being forced to break with the protest movement. Ponomarev and other high-profile figures connected to Skolkovo were investigated for suspected embezzlement, and a Moscow court ordered Ponomarev to pay back his lecture fees from Skolkovo.
The same month that Ponomarev was separating from his political party in Russia, Ehud Barak stepped down as head of Israel’s Defense Ministry. With Epstein’s help, Barak quickly negotiated a lucrative consulting agreement with Renova Group—the conglomerate owned by Vekselberg, the billionaire head of Skolkovo.
Barak told reporters that his retirement meant that he now would have time to “study, write, live and enjoy.” Instead, he immediately began working with Epstein to conduct covert diplomatic work in support of Israeli security interests abroad. One of their first priorities was securing a private meeting with Vladimir Putin to discuss a Russian-led resolution to the civil war in Syria, and the peaceful removal of President Bashar al-Assad from power.
Epstein offered Barak a strategy he often employed: using non-governmental multilateral institutions to engage state leaders through backchannels. Within days of Barak’s retirement, on March 27, 2013, Epstein and Bill Gates visited Thorbjorn Jagland, a member of the Nobel Peace Prize committee, accompanied by representatives of the International Peace Institute (IPI), a non-profit think tank specializing in multilateral diplomacy.
Barak and Epstein were simultaneously using the IPI to cut a security deal for Israel in Mongolia, in hopes of accessing mining interests in that country. Barak traveled to Ulaanbataar in late April 2013, and emailed Vekselberg to set up an urgent phone call: “met with most of the leaders from the President downwards and several business people. If your plans for Tuesday [have] not been changed I have a thought that could probably help.” That Tuesday, Vekselberg and Putin attended a meeting for the Board of Trustees of the Russian Geographical Society in St. Petersburg.

On May 9, 2013, Epstein updated Barak on his efforts to engage Putin through Jagland: “jagland is going to see putin in sochi, jagland asked that I make myself availble to meet with him sometine in june, to explain how russia can structure deals in order to encourage western investment.” Barak wrote back: “i know Jagland for long time. probably we have to talk about it.”
The next day, Epstein laid out his proposal for Putin, in a May 10 email to Jagland: “When sputnik was announced, the West was caught flatfooted. The same can now happen with Russia taking the lead in finance.” Epstein suggested that Putin was chasing the wrong modernization model, “copying silicon valley, looking for start ups, playing catch up to Microsoft . apple google and the like.”
In place of the “Skoltech” model, Epstein wanted to offer Putin an alternate path: Russia could “get out in front and leapfrog the global community by reinventing the financial system of the 21st century.”
The American financier proposed a framework for a new global currency: “A new form of money, on a world wide basis… much larger than any single project envisioned by any govt. and at its core not really that difficult to bring to fruition.”
Jagland had no clue what Epstein was talking about. “Hi Jeffrey, all this is not easy for me to explain to Putin,” he wrote. “You have to do it. My job is to get a meeting with him.”
Epstein dialed back the message for Putin, writing, “You can tell him that you and I are close, and that i advise Gates. this is confidential, . I would be happy to meet him , but for a minimum of two to three hours, not shorter.”

Jagland’s pitch to Putin appears to have worked. On May 22, 2013, Epstein claimed to Barak that he’d received, and rejected, an invitation to meet with Putin at the St. Petersburg International Economic Forum the next month: “Putin asked that i meet him in st petersburg the same time as his economic conference…i told him no, . If he wants to meet he will need to set aside real time and privacy.”
But, with close guidance from Epstein behind the scenes, Barak finally met Putin in late June 2013, during the St. Petersburg International Economic Forum.
“Access Remote Parts of Africa”
On August 6, 2013, the Kremlin extended Skolkovo’s funding through 2020, reversing the prior decision to gut the program. Barak and Epstein swiftly found an opportunity to profit from the Kremlin’s decision, making use of Epstein’s connection to the Gates Foundation.
Shortly after returning from St. Petersburg, Barak joined the advisory board of Parasight, an Israeli biotech company in the Skolkovo Innovation Center, which was developing technology to detect malaria in blood samples using computer vision AI. On August 10, 2013, Epstein connected Barak to Nikolic to get support for Parasight (now called Sight Diagnostics) from the Gates Foundation. Nikolic’s invitation to Barak appears in both the hacked dataset published by Distributed Denial of Secrets and the DOJ release last month, further corroborating the authenticity of the hacked Barak email cache.
Nikolic made plans to meet Barak in New York during the Clinton Global Initiative (CGI) in late September 2013. Nikolic wrote Barak: “I will be in NYC that whole week and I look forward to seeing you and catching up – most likely at Jeffrey’s – it is more interesting there than at CGI ;)”
Like most of the startups advised by Barak, Parasight’s roots were in Israeli military research units. Parasight co-founder Yossi Pollak is an alumnus of Talpiot, an elite Israeli Defense Forces science and technology program; Sarah Levy, a founding engineer and eventual chief technology officer, is also a Talpiot graduate and veteran of Unit 81, the secretive special technology unit of the Israeli Military Intelligence Directorate.
Barak’s point man on the Parasight project was his brother-in-law and business partner Doron Cohen, who served under Barak in Sayeret Matkal, the Israel Defense Forces’ elite special operations unit. Cohen and Barak were working together, in secret, on a security deal between Israel and the West African nation of Ivory Coast. In parallel, Epstein was shepherding the Gates Foundation into Ivory Coast, leveraging his close relationship with Nina Keita, the niece of President Alassane Ouattara; he tried to coordinate a meeting between Ouattara, Keita, and Gates on September 16, 2013, before the U.N. General Assembly that week.
Barak met Nikolic at Epstein’s mansion on September 20, 2013, and Barak introduced Nikolic to Parasight co-founder Daniel Levner via email. Levner later conveyed Nikolic’s feedback on next steps with the Gates Foundation: “Dr. Nikolic’s view is that the Gates Foundation’s driver in choosing technologies is the ability to access remote parts of Africa.”

Two months later, in November 2013, Barak received an email from Parasight’s founders asking for Vekselberg’s support for additional grant funding from Skolkovo. Barak discussed on the phone with Cohen, and one week later, the grant application was approved: Skolkovo pledged an additional $2.5 million to Parasight, on the condition that Parasight put $1.25 million of its own money into a new Russian entity.
Sight Diagnostics later developed portable malaria detection in collaboration with the U.S. Army Medical Research Directorate at Kisumu field station in Kenya, where the army runs programs for the U.S. Presidents’ Malaria Initiative, a USAID-led partner of the Gates Foundation. Drop Site was unable to confirm if Gates Foundation was directly involved in the Kenya trial. The Foundation, Nikolic, and Ponomarev did not respond to requests for comment.
“Designer Babies”
The files released by the U.S. Justice Department and House Oversight Committee have shown Epstein deeply preoccupied with theories of racial and genetic superiority. In an anonymous essay recovered from Epstein’s files, titled “Africa, parasites, intelligence,” the writer mused that “For Africa, the environmental factor is parasites—disease—known to exert a strong negative effect on intelligence.” “And what is special about Jewish intelligence?” the author asked. “Surely it is that it emerged in mercantile settings, natural home of numbers, logic and mathematics.”
Calculations about the long-term viability of the Israeli state, and anxieties about the demographics of its Jewish population, formed a backdrop to Epstein and Barak’s engagement with Putin. In the last years of Epstein’s life, Barak shared grave concerns with Epstein about Israel’s looming demographic crisis. During a dinner at Epstein’s New York mansion in February 2013, Barak told former Obama economic adviser Larry Summers that Israel needs to solve its Jewish population shortage “before it’s too late” and stop “the slippery slope to a one state nation … with an Arab majority.”
Barak believed the best hope for Israel’s future was allowing for conversion into Judaism to promote migration, by breaking the orthodox Rabbinate’s authority to define who is a “Jew.” “Open the gates for massive conversion to Judaism,” Barak said.​​ “It’s a successful country, many will apply.”
Russian migration had been essential to Israel’s past success, and Barak hoped to repeat the pattern: “The Russian million changed Israel dramatically. Many would prefer to be Jews rather than Russians. Lots of young people, including women. We can easily absorb another million.” He proposed restricting migration from Arab and North African countries, telling Epstein and Summers, “We can control the quality much more effectively, much more than the founding fathers of Israel did. They took whatever came just to save people. Now, we can be more selective.”
As the relationship between the U.S. and Russia continued to deteriorate over the subsequent decade, Israel was forced to manage an increasingly tenuous balancing act between the two great powers. Epstein himself took a quiet interest in Russia’s growing conflict with Ukraine and NATO. On March 13, 2014, three days before a referendum on whether Crimea should join Russia, Epstein wrote to his broker at Deutsche Bank, “let’s play,” and instructed her to place a $250,000 bet against the Russian ruble. By the end of the year, the ruble had lost nearly 50 percent of its value relative to the U.S. dollar.
After the referendum, on March 18, Epstein messaged Ariane de Rothschild and her senior advisor Olivier Colom, a former aide to Nicolas Sarkozy and expert in the African mining industry: “ukraine upheaval should provide many opportunites , many.”

On March 20, 2014, Ilya Ponomarev was the sole “no” vote in the Duma on Russia’s annexation of Crimea. He was vilified in Russian state media, and placed on a billboard in the center of Moscow which labelled him as a “national traitor.” Ponomarev fled to the United States soon after.
The next year, in June 2015, Epstein asked for Nikolic’s help obtaining asylum for a Russian woman whose name is redacted in the emails. Nikolic offered to introduce her to Ponomarev. “He knows most of leadership of LGBT community in Russia and has helped such application for asylum in USA in past,” Nikolic wrote, adding, “He will help.”
By this time, Nikolic had departed the Gates Foundation, and was helping steer major private capital into the gene-editing boom. In August 2015, Epstein’s Deutsche Bank banker, Paul Morris, forwarded a write-up on the CRISPR startup Editas Medicine, highlighting a $120 million funding round led by Nikolic.
In the final year before his death, Epstein supported a bio-lab in Ukraine for the production of “designer babies,” led by hacker Bryan Bishop. On July 21, 2018, Epstein wrote to Bishop, “i have no issue with investing   the problem is only if i am seen to lead.” Bishop wrote back, “I have always envisioned there would be anonymity requirements about babies– we can’t publicly identify who these are or their parents or benefactors, it would brand the child as (essentially, and sadly) a freak for life in the media.”
Bishop planned to brainstorm with Epstein about ways to protect the anonymity of all persons involved. “I had always assumed the investor would need absolute anonymity, for these kinds of products,” Bishop wrote. “So the financial structure needs to be designed with these details in mind.”
After Russia’s invasion of Ukraine in 2022, Russian state media began spreading a “conspiracy theory” that the United States was operating secret military biological experiments to create “monster” soldiers in Ukraine. U.S. and Ukrainian officials categorically denied the allegations.
As the war unfolded, Ilya Ponomarev became a leader of the Freedom of Russia Legion, a volunteer militia of Russian defectors fighting for Ukraine, and joined the Congress of People’s Deputies, a shadow parliament of Russian opposition figures.
In 2019, a redacted sender wrote to Epstein regarding another vocal critic of Putin, Ukrainian President Volodmyr Zelenskyy. “Zelensky looking for help,” the person wrote, “Putin dismissive, saying he is run by Israelis.” According to Epstein’s calendar, he planned to stay at the Hyatt Regency in Kyiv in February, one month before the first round of Ukraine’s presidential elections. In another message, Epstein received a link to a May 2019 New York Times article on Ihor Kolomoisky, Zelenskyy’s Ukrainian-born, Israeli backer. Epstein wrote back, “I’m following the situation. Lot of fun.”
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On January 3rd, 2009, someone embedded a newspaper headline into a block of computer code. "The Times 03/Jan/2009 Chancellor on brink of second bailout for banks." It was a timestamp, a declaration, and perhaps a manifesto rolled into one. The mysterious creator of Bitcoin was announcing that this new form of money had arrived precisely as the old financial system was failing.


That creator went by the name Satoshi Nakamoto. No one knows who Nakamoto actually is—whether a man, a woman, or a group of people working together. What we do know is that before vanishing from the internet in 2010, Nakamoto had mined approximately one million bitcoins and handed control of the project to others. At Bitcoin's peak prices, that stash would be worth tens of billions of dollars. It has never been touched.


The Problem Bitcoin Solved


To understand why Bitcoin matters, you need to understand a problem that had frustrated computer scientists for decades: how do you create digital money that can't be copied?


Physical cash has built-in scarcity. If I hand you a twenty-dollar bill, I no longer have that bill. But digital files are infinitely copyable. An MP3 of a song can be duplicated millions of times at essentially zero cost. So how do you create a digital token that behaves like physical cash—that can only be in one place at one time?


The obvious solution is to have a central authority keep track of who owns what. Your bank does this. When you send money through Venmo or PayPal, a company's computer updates a database saying you have less money and someone else has more. This works, but it requires trusting that central authority not to cheat, freeze your account, or simply go bankrupt.


For decades, cryptographers and cypherpunks—a loose community of privacy advocates and technologists—tried to create digital money without central control. In the 1980s, David Chaum invented something called ecash, but it still required a company to operate the system. In 1997, Adam Back created Hashcash, a clever system that required computers to solve mathematical puzzles before sending emails (making spam economically impractical), but it had no way to prevent people from spending the same digital token twice.


Two proposals in 1998 came tantalizingly close. Wei Dai described something called b-money, and Nick Szabo proposed bit gold. Both imagined decentralized digital currencies where computers across a network would collectively maintain records of who owned what. But both systems had a fatal flaw: they were vulnerable to what's called a Sybil attack, named after a famous case study of a woman with multiple personality disorder. In these systems, a bad actor could simply create thousands of fake identities and overwhelm the network with fraudulent votes about which transactions were valid.


The Elegant Solution


Nakamoto's breakthrough was combining existing ideas in a new way. According to computer scientist Arvind Narayanan, every individual component of Bitcoin had been described in earlier academic papers. The innovation was how they fit together.


Here's how it works, explained from first principles.


Imagine a global notebook that records every transaction ever made. "Alice sent 5 bitcoins to Bob." "Bob sent 3 bitcoins to Carol." Anyone can read this notebook, and thousands of computers around the world maintain identical copies. This notebook is called the blockchain.


But who gets to write in the notebook? In a centralized system, a bank decides. In Bitcoin, that job goes to whoever can solve a mathematical puzzle first.


Every ten minutes, approximately, computers around the world compete to solve a puzzle. The puzzle itself is simple to describe but extraordinarily hard to solve. Imagine you have a function—a mathematical meat grinder—that takes any input and produces a seemingly random output. The puzzle is: find an input that produces an output starting with a certain number of zeros.


There's no shortcut. You simply have to guess and check, billions of times per second, until you stumble upon an answer. The first computer to find a valid solution gets to write the next page—called a block—in the global notebook. As a reward, that computer's owner receives newly created bitcoins.


This process is called mining, and it's where Bitcoin gets its environmental controversy. But it also solves the Sybil attack problem brilliantly. Creating fake identities is cheap. Running millions of computers to guess and check mathematical puzzles is not. To attack Bitcoin, you would need to control more computational power than all the honest participants combined—an astronomically expensive proposition.


Digital Signatures and Ownership


There's still a crucial question: how does the network know that Alice actually authorized her transaction, rather than someone impersonating her?


The answer involves cryptographic signatures—one of the most elegant inventions in all of computer science.


When you create a Bitcoin account, your computer generates two mathematically linked numbers. One is called your private key, which you keep absolutely secret. The other is your public key, which you share freely—it becomes your Bitcoin address, like an email address for money.


Here's the magic: using your private key, you can create a signature that anyone can verify using only your public key, but no one can forge without knowing your private key. It's like a wax seal that anyone can inspect but only you can create.


When Alice wants to send bitcoins to Bob, she broadcasts a message to the network: "I, Alice, am sending 5 bitcoins to Bob's address." She signs this message with her private key. Every computer in the network can verify the signature is genuine using only her public address. No one needs to know her private key, and no one can fake her authorization.


The mathematics behind this involves elliptic curves—a branch of abstract algebra with surprising applications. The essential property is that certain operations are easy to compute in one direction but practically impossible to reverse. Multiplying two large prime numbers together is easy; factoring the result back into those primes is computationally intractable. Bitcoin's cryptography relies on similar mathematical one-way streets.


Lost Forever


This elegant design has a harsh corollary: if you lose your private key, your bitcoins are gone forever. There's no bank to call, no password reset, no customer service.


In 2013, a man named James Howells accidentally threw away a hard drive containing the private keys to 7,500 bitcoins. At the time, they were worth about $7.5 million. At Bitcoin's peak, they exceeded $500 million. The hard drive sits somewhere in a Welsh landfill. Howells has spent years trying to get permission to excavate it. The local council has refused.


Estimates suggest that around 20% of all bitcoins ever created are effectively lost—their owners died without passing on their keys, or forgot their passwords, or suffered hardware failures. These bitcoins still exist on the blockchain, visible to everyone, spendable by no one. They're like treasure at the bottom of the ocean: technically there, practically inaccessible.


This permanence cuts both ways. By December 2017, approximately 980,000 bitcoins had been stolen from cryptocurrency exchanges through hacking. Unlike a credit card theft, there's no reversing these transactions. The thieves' wallets are visible on the public blockchain—everyone can watch the stolen funds move—but without the cooperation of exchanges where thieves might try to cash out, the coins are irrecoverable.


From Pizza to a Trillion Dollars


On May 22nd, 2010, a programmer named Laszlo Hanyecz made history by paying 10,000 bitcoins for two Papa John's pizzas. This was the first known commercial transaction using Bitcoin. At the time, it seemed like a reasonable deal—a few dollars worth of weird internet money for some hot food.


Those pizzas would later represent, at peak prices, roughly $700 million.


May 22nd is now celebrated annually as Bitcoin Pizza Day, a reminder of both how far the currency has come and how uncertain its early days were. Hanyecz has said he doesn't regret the purchase. Someone had to start using Bitcoin for real transactions, or it would have remained just an interesting experiment.


The path from pizza to institutional acceptance was neither straight nor smooth.


Bitcoin's first major use case was less savory than pizza. In February 2011, a dark web marketplace called Silk Road launched, exclusively accepting Bitcoin as payment. Over its 30 months of operation, approximately 9.9 million bitcoins changed hands on the site—roughly $214 million worth at the time. Silk Road sold drugs, forged documents, and other illegal goods. Its founder, Ross Ulbricht, was eventually arrested and sentenced to life in prison. When the FBI shut down the site in October 2013, they seized about 30,000 bitcoins.


This association with criminality haunted Bitcoin's reputation for years. China banned financial institutions from handling Bitcoin in December 2013, causing the price to crash. Regulators worldwide struggled to categorize this new thing: Was it a currency? A commodity? A security? A gambling token?


The Scaling Wars


As Bitcoin grew, a technical debate emerged that would fracture its community.


Bitcoin's original design limited each block to one megabyte of data. With transactions averaging a few hundred bytes, this meant the network could process only about seven transactions per second. Visa, by comparison, handles thousands per second.


What should be done?


One faction wanted to simply increase the block size—bigger blocks, more transactions. This seemed straightforward but required changing Bitcoin's fundamental rules, and there was no central authority to decree such changes. Any modification needed the network's computers to voluntarily upgrade their software.


Another faction argued that larger blocks would centralize the network. Running a Bitcoin node—verifying all transactions yourself rather than trusting others—requires downloading the entire blockchain. At the time, this was already hundreds of gigabytes. Make blocks bigger, and soon only large data centers could participate, defeating the decentralized ethos.


This faction proposed a clever workaround called the Lightning Network. Instead of recording every coffee purchase on the blockchain, users would open "payment channels" with each other, settling batches of transactions later. Think of it like running a tab at a bar rather than paying for each drink individually.


In August 2017, a software upgrade called SegWit (short for Segregated Witness) was activated, enabling the Lightning Network approach. Those who disagreed split off, creating Bitcoin Cash—one of many "forks" where dissenters copy Bitcoin's code and transaction history but change the rules going forward. It was like a contentious divorce, with both sides claiming to represent the true spirit of Nakamoto's vision.


Institutional Acceptance


For years, mainstream financial institutions treated Bitcoin with a mixture of curiosity and contempt. JPMorgan CEO Jamie Dimon called it a "fraud" in 2017. Warren Buffett compared it to "rat poison squared."


Then something shifted.


In 2020, MicroStrategy, a business intelligence company, announced it was converting $250 million of its corporate treasury into Bitcoin. Not a small experiment—a quarter of a billion dollars. Square, the payments company, added $50 million. MassMutual, a 170-year-old insurance company, invested $100 million. PayPal began allowing American customers to buy and hold Bitcoin.


In February 2021, Bitcoin's total market value exceeded $1 trillion for the first time. To put that in perspective, that's larger than the market capitalization of Facebook or Tesla at the time.


El Salvador made the most dramatic move. In September 2021, it became the first country to adopt Bitcoin as legal tender alongside the US dollar. Citizens could pay taxes in Bitcoin. Businesses were required to accept it. The government built infrastructure including Bitcoin ATMs and a digital wallet called Chivo.


The experiment proved controversial. The International Monetary Fund pressured El Salvador to reverse course. The price volatility that makes Bitcoin attractive to speculators makes it challenging as everyday money—imagine your salary being worth 30% less by the time you pay rent. By January 2025, El Salvador quietly walked back the mandate, removing obligations for businesses to accept Bitcoin. Many analysts consider the legal tender experiment effectively over, though the government maintains it technically remains an option.


The Environmental Question


Bitcoin mining consumes enormous amounts of electricity. The exact figure is hard to pin down because mining operations are distributed globally, often seeking cheap power in remote locations. Estimates have placed Bitcoin's annual electricity consumption somewhere between that of Argentina and that of Poland.


Critics argue this is unconscionable—burning through power comparable to a medium-sized country for what they view as speculative gambling tokens. The carbon footprint, particularly when mining relies on coal or natural gas, adds to climate change.


Defenders offer several counterarguments. Much mining occurs in locations with surplus renewable energy that would otherwise be wasted—hydroelectric dams during wet seasons, for instance. Mining operations are flexible; they can turn on when power is abundant and cheap, then turn off during peak demand. Some see them as a mechanism to fund renewable energy development by providing guaranteed buyers for excess capacity.


The debate remains unresolved. What's clear is that Bitcoin's security model—proof of work—is fundamentally tied to energy expenditure. The difficulty of the mathematical puzzles adjusts automatically to match how much computing power is pointed at the network. More miners mean harder puzzles, which means more energy consumed. It's not a bug; it's the core mechanism that makes the system secure.


Twenty-One Million


One of Bitcoin's most distinctive features is its fixed supply. Only 21 million bitcoins will ever exist.


New bitcoins enter circulation as mining rewards. Initially, each new block created 50 new bitcoins. Every 210,000 blocks—roughly every four years—this reward halves. By around 2140, the last new bitcoin will be mined, and miners will sustain themselves purely through transaction fees.


This predictable scarcity is, for many proponents, Bitcoin's killer feature. Traditional currencies can be printed at will by central banks—a power sometimes used responsibly to manage economic crises, sometimes abused to fund government spending at the expense of savers. Bitcoin's supply schedule is written in code that no one can alter without consensus from the entire network.


Critics see this rigidity as a fatal flaw. Modern economies need elastic money supplies to respond to crises. The Federal Reserve's ability to inject liquidity during the 2008 financial crisis and the COVID-19 pandemic, whatever its downsides, likely prevented depressions. A Bitcoin-based economy would have no such safety valve.


The smallest unit of Bitcoin is called a satoshi, after its creator—one hundred millionth of a bitcoin. There are 100,000 satoshis in a millibitcoin, and 100 million satoshis in a whole bitcoin. If Bitcoin ever became the world's primary currency, most transactions would be denominated in satoshis rather than whole bitcoins, just as we typically deal in cents rather than hundreds of dollars.


The Current Moment


In January 2024, the US Securities and Exchange Commission approved the first spot Bitcoin exchange-traded funds—financial products that hold actual bitcoins and trade on stock exchanges. This was a watershed moment. For the first time, ordinary investors could gain exposure to Bitcoin through their existing brokerage accounts, without managing cryptographic keys or navigating cryptocurrency exchanges.


BlackRock, the world's largest asset manager with over $10 trillion under management, launched one of these ETFs. By December 2024, BlackRock was recommending that investors allocate up to 2% of their portfolios to Bitcoin. This from a company that manages money for pension funds and endowments worldwide.


That same month, Bitcoin's price crossed $100,000 for the first time. President-elect Donald Trump had promised to make America "the crypto capital of the planet" and to establish a government stockpile of Bitcoin. In March 2025, Trump signed an executive order creating a strategic Bitcoin reserve. Several US states, including Texas and New Hampshire, followed with their own reserves. Even the Czech National Bank made a small purchase.


Research from 2023 estimated that about 82 million people worldwide held Bitcoin—roughly 1% of the global population. Most keep their holdings on exchanges rather than managing their own keys, trusting companies to secure their wealth much as people trust banks. Whether this represents Bitcoin's maturation into a mainstream asset or a betrayal of its decentralized ideals depends on whom you ask.


What Bitcoin Is and Isn't


Sixteen years after that first block with its embedded newspaper headline, Bitcoin remains difficult to categorize.


It's not quite money in the traditional sense. Its price volatility—swings of 20% or 30% in weeks—makes it poorly suited for everyday transactions. You can't easily pay rent in something that might be worth dramatically more or less by the time your landlord deposits it.


It's not quite gold either, though the comparison is often made. Gold has thousands of years of history as a store of value and industrial uses as a physical commodity. Bitcoin exists only as entries in a distributed database, valuable purely because people agree it's valuable—though, defenders note, the same is true of dollars since the abandonment of the gold standard.


What Bitcoin definitively is: the first successful solution to the double-spending problem in a decentralized system. For over 30 years, the best minds in cryptography and computer science tried and failed to create digital cash that didn't require a trusted third party. Nakamoto succeeded.


Whether that technical achievement translates into lasting value—as a store of wealth, a medium of exchange, or something else entirely—remains perhaps the largest open question in modern finance. The debate continues. The network keeps running. Somewhere in a Welsh landfill, those 7,500 bitcoins wait, patient and inaccessible.
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    Introducing the Symposium 

    Claire Berlinski · The Cosmopolitan Globalist · Feb 10, 2026 · 14 min read

  

  
Last Sunday, I had a chat with our Middle East 201 discussion group. I suggested that while it’s perfectly possible to study the Middle East for the rest of our lives, I’d noticed that of late, our conversations were straying toward other topics of significant global import—of which there are many—and what’s more, the group had become ever-so-slightly lacking in diligence toward the weekly reading. This suggested to me that perhaps some had had their fill, for now, of studying the Middle East—which would be perfectly understandable, given we’ve been considering it in depth, every week, for nearly two and a half years. 
So I proposed the following. There’s no reason we need to spend every week thinking about the Middle East. What if we were to have a weekly symposium, instead, each time with a new speaker, in which we considered other topics of global import? And what if this involved a required reading list, yes, but a shorter one, with an optional longer list for those with the time and inclination? 
The response was enthusiastic, and I was glad for it, because I’ve been thinking for a while that I’d like to find a way to involve more of our readers in the weekly discussion. The discussion is wonderful, seriously. It’s the best part of being a subscriber, and it’s been the high point of our week for a while—a rare and welcome chance to talk about the world in a thoughtful, civil, and rigorous way. This has been important to all of us, given the countervailing pressures of the Internet. Unfortunately, because ME101 and ME201 were cumulative, it was tricky to invite new readers to join, since few would be able, at this point, to catch up with all the reading. 
I thought that if we undertook to explore a new topic each week, readers could decide on an ad hoc basis whether the topic interested them enough to do that week’s reading. The class would still be rigorous. Reading would still be required. We would still read source documents, and we’d still favor a historical perspective on events. We’d still be learning something new every week. But the demands on readers’ time wouldn’t be quite so heavy; the topics of discussion would be more varied; and we’d be able to welcome drop-ins. 
Everyone seemed to like this idea; or at least, no one disliked it enough to tell me so. So we’ll begin right away, and you’re all invited.


THE WRITING MODULE
In earlier meetings, we’d discussed other classes I could teach along the lines of Middle East 101. I suggested a three-month exploration of the French Revolution. Or the First World War. Or the Second World War. Or the Cold War. Or perhaps an overview of the 20th Century? I was surprised to see that everyone’s ears perked up when I suggested one class in particular: Expository Writing 101. 
Given the obvious interest, I proposed we combine our weekly symposium with an optional expository writing module. We’d spend, say, ninety minutes on the discussion, then another half hour discussing the writing assignment. This too met with an enthusiastic response, so the symposium will be offered with an optional expository writing module. 
Those who’d like to participate in this would have to make a commitment to joining weekly, because the coursework would be cumulative. (Occasional absences would be fine, but it would be tedious for those who do join weekly to have to hear me give the same advice over and over.) 
The symposium and the writing module would, of course, be free to all subscribers. 


THIS WEEK’S GUEST

For our first symposium, at 4:30 pm Paris time on Sunday, February 15, we’ll be joined by Terry Glavin. The topic, inspired by Terry’s response to this episode of Critical Conditions, will be, “Has the liberal international order collapsed for good?” (And does Canada’s Mark Carney suggest a way forward?)
Terry Glavin is a journalist, author of seven books and co-author of three more, who has reported in recent years from Afghanistan, Israel, the Russian Far East, the Eastern Himalayas, Iraq, Syria, Turkey, Jordan, Geneva, China, Hong Kong, Taiwan, and Central America. He writes for The Ottawa Citizen, the National Post and MacLeans, and he’s a Senior Fellow at the Raoul Wallenberg Center for Human Rights. He’s won countless literary awards, and he also writes The Real Story on Substack.
(The Zoom link, if you’d like to join, is below the paywall.)


READING ASSIGNMENT
Here’s the reading assignment. (Don’t be dismayed by what looks like more reading than it is: You’ve read some of it already—or you should have, since I sent one of the articles to you twice and mentioned it about a million times, and I’ve cross-posted some of the others. And you’ve probably already watched or read Carney’s speech.)
Required
ARTICLES:
The Real Story 
Shining A Light Inside China's Trojan Horses 

Real Story subscribers will be aware that I’ve been consumed with an investigation over the past couple of weeks that follows from my close attention to Beijing’s subterranean sabotage of Canada’s democratic institutions and its labyrinthine “elite capture” networks in the upper echelons of Canada’s business and political class…
Read more
2 days ago · 86 likes · 78 comments · Terry Glavin

The Real Story 
'Consequences for years to come'

“To see what is in front of one’s nose needs a constant struggle. One thing that helps toward it is to keep a diary, or, at any rate, to keep some kind of record. . .” George Orwell in Tribune, March 22, 1946…
Read more
2 years ago · 132 likes · 42 comments · Terry Glavin

The Real Story 
Canada's New China Policy Isn't New. 

That’s the gist of my column in the Ottawa Citizen and the National Post today, which follows my backgrounder in the Post on Tuesday. It’s either Harper 2006 and Clinton 2010, or it’s more of the same. It’s not that easy to know. Maybe too early to tell…
Read more
3 years ago · 29 likes · 7 comments · Terry Glavin

	Justin Trudeau went all in on China a decade ago—and nothing can shake his resolve, by Terry Glavin.

	Dominic Barton and McKinsey have been China’s best friends in Canada, by Terry Glavin.

	“I’ve spent 50 years navigating Canada-China relations. Here’s what I’ve learned,” by Charles Burton. For China, the message to Canadians is clear: America is the past and China is the future, so we must get on the right track,

	“A former Chinese inmate on the risks of ‘middle powers’ turning to Beijing,” by Andy Browne.

	“What is the Liberal International Order?” by Hans Kundnani. (ou may need to create a JSTOR account to read this. Do this—it’s free—because you’ll need it again and again. Please read carefully; it will spare us wasted time defining our terms. 

	“The End of Liberal International Order?” by G. John Ikenberry. This was written in 2018, but it sets out the terms of the debate well.

	“The Myth of the Liberal Order: From Historical Accident to Conventional Wisdom,” by Graham Allison.

	“America vs. the World,” by Robert Kagan. “President Trump wants to return to the 19th century’s international order. He will leave America less prosperous—and the whole world less secure.”
	🎧 Robert Kagan discusses this article. (Optional.)



	The Age of American Unilateralism: How a Rogue Superpower Will Remake the Global Order, by Michael Beckley


SPEECHES:
	Address by Secretary of State Cordell Hull on The War and Human Freedom

	Davos 2026: Special address by Mark Carney, Prime Minister of Canada


DEBATE:
	“China is a predator and détente should be out of the question,” by Terry Glavin

	“There’s no reason to concede that Trump has killed the world order,” by Dan Perry. 

	“Has the world turned upside down or not?” By Terry Glavin.

	“The End of Empires: Will China replace the United States as the global hegemon?” By Claire Berlinski. (You’ve read this already, I hope, but have a look at the exchange between Terry and me in the first footnote.)

	“A Reply To Terry Glavin: China, America and Globalization,” by Éamann Mac Donnchada. (Only a few paragraphs.)






Optional but recommended
ARTICLES:
(These are short, and you’ll get a lot out of them, so if you’ve got the time, do give them a go.)
	A World Imagined: Nostalgia and Liberal Order, by Patrick Porter.

	“China and the International “Liberal” (Western) Order, by Lanxin Xiang” (an interesting article from which I learned things I hadn’t known—but it can and should be vigorously challenged).

	“The Day after Trump: American Strategy for a New International Order,” by Rebecca Friedman Lissner and Mira Rapp-Hooper.

	After Liberal Hegemony: The Advent of a Multiplex World Order, by Amitav Acharya

	“Trump Is Demolishing the Global Order. Here’s What Might Come Next,” a Politico symposium.

	“The Liberal Order Is More Than a Myth. But It Must Adapt to the New Balance of Power,” by Rebecca Lissner and Mira Rapp-Hooper

	“The Liberal International Economic Order: Toward a New Architecture,” by Patrick Chovanec. This may tell you nothing you didn’t know already. But if you’d have trouble telling me what the terms Smoot-Hawley, Bretton Woods, GATT, WTO,  or the Doha Round mean off the top of your head—or if you’re unsure about the significance of the shift of the US from surplus to deficit, creditor to debtor—it’s a good capsule summary. If you’re already strong on 20th century economic history, skip this; but if any of those terms failed to ring a bell, read it.

	Chapter 1: “The current rules-based international system and its benefits,” from Present at the Re-Creation: A Global Strategy for Revitalizing, Adapting, and Defending a Rules-Based International System,” by Ash Jain, Matthew Kroenig, Madeleine Albright, and Stephen J. Hadley.

	“The Liberal International Economic Order on the Brink,” by Kristen Hopewell.

	“Liberalism Doomed the Liberal International Order,” by Stacie E. Goddard, Ronald R. Krebs, Christian Kreuder-Sonnen, and Berthold Rittberger.

	“Liberal Internationalism 3.0: America and the Dilemmas of Liberal World Order,” by G. John Ikenberry.

	“Beware Mark Carney’s Affection for Authoritarian China,” by Terry Glavin. 

	“China Couldn’t be More pleased to have Carney as Prime Minister,” by Terry Glavin.

	“The Empire strikes back: Greenland and the death of the rules-based order,” by Claire Jones.

	“Trump’s Trade Policy is Teaching Partners Washington can’t be Trusted,” by Clark Packard.

	“The World-Minus-One Moment,” by Amitav Acharya. Managing the global order with an antagonistic Washington.

	“Who Killed the Liberal International Order?” By Nick Danforth.

	“An ‘America First’ World.” What Trump’s Return Might Mean for Global Order, by Hal Brands.

	“Trump’s Antiliberal Order. How America First Undercuts America’s Advantage,” by Alexander Cooley and Daniel Nexon.

	Confronting the Growing Threat from the Chinese Communist Party, from the Macdonald-Laurier Institute.


BOOKS:
	Partners of First Resort: America, Europe, and the Future of the West, by David McKean and Bart M.J. Szewczyk. The first chapter, “Establishment and Expansion of the Liberal Order, (1941–2008)” is available for free here and if, after doing the required reading, you’re still feeling uncertain about the history of the liberal order and how it came into being, this will help.

	Governing the World: The History of an Idea, 1815 to the Present, by Mark Mazower

	Present at the Creation: My Years in the State Department, by Dean Acheson. This is the canonical account of the creation of the postwar liberal order; you can’t consider yourself educated if you’ve never read it. There are lots of free copies on the Internet. If you’ve never read it, at least read a few pages to get a sense of the difference between the men who built the modern world and the men who are thoughtlessly destroying it.



Here’s Acheson introducing the Atlantic Pact, or NATO:




A World Safe for Democracy: Liberal Internationalism and the Crises of Global Order, by G. John Ikenberry. This is probably the best single book to read if you’re looking for a history of the rise and evolution of modern liberal internationalism. From the blurb:
A sweeping account of the rise and evolution of liberal internationalism in the modern era For two hundred years, the grand project of liberal internationalism has been to build a world order that is open, loosely rules-based, and oriented toward progressive ideas. Today this project is in crisis, threatened from the outside by illiberal challengers and from the inside by nationalist-populist movements. This timely book offers the first full account of liberal internationalism’s long journey from its nineteenth-century roots to today’s fractured political moment. Creating an international “space” for liberal democracy, preserving rights and protections within and between countries, and balancing conflicting values such as liberty and equality, openness and social solidarity, and sovereignty and interdependence—these are the guiding aims that have propelled liberal internationalism through the upheavals of the past two centuries. G. John Ikenberry argues that in a twenty-first century marked by rising economic and security interdependence, liberal internationalism—reformed and reimagined—remains the most viable project to protect liberal democracy.

	Here’s a good review if you want the short version. (Read at least one review, please.)

	Here’s another review. 

	Here’s a discussion with the author. (I’m including these videos because I know our class likes having the option, but don’t substitute them for the reading.)



	Here’s another one:



	Here’s another:



	And another:




VIDEOS:






STUDY QUESTIONS
1. What is an international order?
2. Several authors on the reading list argue that the “liberal international order” never existed, or that it’s too poorly defined to be meaningful, or that it’s been hopelessly mythologized. What minimal features have to be present for the concept of a liberal order to be analytically useful, as opposed to a vapid talking point? Have these been in evidence? 
2.  Kundnani separates the liberal, international, and order components of the system. Historically, which of these has been most important? Which has been the most overstated?
3. Allison says the liberal order is a historical accident, not a coherent design. Sound true to you? Why? What’s the contrary case? 
4. To what extent was the post-1945 order actually rules-based, rather than hierarchical but predictable, and does the distinction matter?
5. In 2018, Ikenberry argued that the liberal order faced crisis but not collapse.
Have the assumptions underlying that argument been falsified since then?  
6. Which adaptations would preserve the order’s core? Which risk hollowing it out beyond recognition (or utility?) 
7. Is “collapse” a useful and accurate term here, or does it involve unwarranted drama and finality? 
8. What empirical conditions would have to be met for us to say, with confidence, that the liberal order is no longer operative?
9. Kristen Hopewell writes that Trump represents an intensification of long-standing US trade behavior, not a rupture. Is this so? If it is, what does this imply about American exceptionalism within the order?
10.  Kagan claims that Trump want to return to the 19th-century international order. If he’s right, should we understand this as an ideological regression, a strategic improvisation, or just plain indifference to order?
11. Beckley describes the United States as a “rogue superpower.” Can a hegemon remain useful—or even indispensable—to an order it undermines?
12. Xiang argues that China has engaged the liberal order pragmatically rather than ideologically. Is this true? Does selective participation make China a revisionist power or just a rational one?
13. Glavin emphasizes China’s intent, ideology, and repression in assessing China’s role in the global system. When moral imperatives collide with realism and restraint, which is more dangerous: erring on the side of the former, or the latter?
14. Glavin rejects the language of inevitability in accounts of China’s rise and Western decline. Is this right? Do these trends represent irreversible structural changes? Or is this entirely up to us? How would we distinguish them?
15. Under what conditions does détente with an authoritarian power become indistinguishable from acquiescence? Under what conditions does a conflict with a nuclear and economic superpower become pointless, self-destructive, or suicidal? How can we discern the difference? 
16. Chovanec focuses on the economic architecture underlying the liberal order. Which economic institutions were most central to the order’s legitimacy, and which ones, if any, undermined it?
17. How significant was America’s role as creditor rather than debtor to the healthy functioning of the order?
18. Carney’s Davos speech described technocratic stewardship amid institutional decay. Is this a plausible strategy for preserving order, or is it evidence of elite insulation from reality (or morality)?
19. If the US proves permanently hostile to the order it built, can Canada and other middle powers meaningfully compensate, or is this just a fantasy? If it is, what else can Canada do? 
22. Porter warns against nostalgia for the liberal order, arguing that it distorts our strategic judgment. What policy errors follow from overestimating how liberal, coherent, or universal the order was, and what errors follow from underestimating what has been lost? (Porter is on the optional list, so don’t worry if you don’t get to this one.) 


Would you like to suggest a speaker or a topic for future meetings? Drop me a note.
We’ll discuss the writing assignment, for those who are keen, when we convene.
See you on Sunday!


ZOOM LINK
Bookmark this—it’s the same link every week. Here’s an international time zone calculator. 
We meet at 4:30 pm PARIS time—every Sunday. (Central European Time.)

      
          
              Read more
          
      

  
  
    Deep Dive

    Mark Carney

    Based on Wikipedia: Mark Carney


The Backup Goalie Who Became Prime Minister


In the winter months at Harvard University during the late 1980s, a young Canadian economics student spent his evenings as the backup goaltender for the varsity ice hockey team. He rarely saw game action—backup goalies seldom do—but he sat on that bench, watching, waiting, ready. Four decades later, Mark Carney would find himself in a remarkably similar position: waiting in the wings of Canadian politics, an outsider with no elected experience, until the moment came to step onto the ice.


When he finally did, in 2025, he became the first person in Canadian history to become prime minister without ever having held elected office. Not a single day as a city councillor. Not a term as a backbench member of Parliament. Nothing.


How does that happen in a democracy?


The Making of a Central Banker


Carney was born in 1965 in Fort Smith, a small town in Canada's Northwest Territories—the kind of place where the aurora borealis dances overhead and winter temperatures can plunge to minus forty degrees. His family moved south to Edmonton, Alberta, when he was six, settling into a middle-class life in the Laurier Heights neighborhood.


His father, Robert, was a high school principal who would later become a professor at the University of Alberta. The elder Carney also harbored political ambitions, running as a Liberal candidate in the 1980 federal election. He lost, finishing second. Three of Mark's four grandparents had emigrated from County Mayo in Ireland, carrying with them that particular Irish combination of literary sensibility and stubborn determination.


Young Mark proved academically gifted. He earned a partial scholarship to Harvard, where he studied economics while serving as that backup goaltender. His roommates included Peter Chiarelli, who would go on to become a general manager in the National Hockey League, and Mark Benning, a professional hockey player. The Canadian hockey pipeline runs deep.


After Harvard, Carney crossed the Atlantic to Oxford University, where he pursued both a master's degree and a doctorate in economics. His doctoral thesis bore the somewhat dry title "The Dynamic Advantage of Competition"—not exactly beach reading, but it signaled where his interests lay. At Oxford, he co-captained the university ice hockey club alongside David Lametti, another Canadian. Years later, as prime minister, Carney would appoint Lametti as Canada's ambassador to the United Nations. The hockey network, it seems, extends everywhere.


Goldman Sachs and the Making of a Global Financier


Fresh from Oxford, Carney joined Goldman Sachs, the legendary—and sometimes notorious—American investment bank. He would spend thirteen years there, bouncing between offices in Boston, London, New York, Tokyo, and Toronto.


This wasn't entry-level work. Carney climbed rapidly through the ranks, eventually becoming managing director of investment banking. He specialized in emerging markets and sovereign risk—essentially, he helped countries borrow money on international markets and assessed whether they could pay it back.


One assignment brought him to South Africa in the mid-1990s, just as the post-apartheid nation was venturing into international bond markets for the first time. Another placed him at the center of the 1998 Russian financial crisis, when Russia defaulted on its debt and sent shockwaves through global markets. These experiences gave Carney a front-row seat to how financial contagion spreads across borders—knowledge that would prove invaluable a decade later.


Goldman Sachs has produced an extraordinary number of powerful government officials around the world. Former United States Treasury Secretaries Robert Rubin and Henry Paulson came from Goldman. So did Mario Draghi, who later ran the European Central Bank and then became Prime Minister of Italy. Critics call it a revolving door between Wall Street and government. Defenders argue that complex global finance requires people who actually understand how markets work.


Carney walked through that door in 2003.


The Youngest Governor in the Room


He returned to Canada to become a deputy governor at the Bank of Canada, the country's central bank. A central bank is the institution that controls a nation's money supply and sets the baseline interest rates that ripple through the entire economy. When you get a mortgage or a car loan, the rate you pay ultimately traces back to decisions made by central bankers.


Within a year, Carney jumped to the Department of Finance, where he became a senior official working directly under the finance minister. He served under both a Liberal and a Conservative minister—a hint of his ability to work across political lines. One of his high-profile assignments involved the controversial decision to change how income trusts were taxed, a move that infuriated many investors who had parked their retirement savings in these vehicles.


Then, in October 2007, he received a phone call that would change his life.


The Bank of Canada needed a new governor. The front-runner for the job was Paul Jenkins, the senior deputy governor who had spent his entire career at the bank. Choosing Jenkins would have been the safe, predictable move. Instead, the government chose Carney—the Goldman Sachs guy, the relative newcomer, the man who had been at the bank for barely a year before leaving for the finance department.


At forty-two, Carney became the youngest central bank governor among all the G8 and G20 nations—the club of the world's largest economies. He took office on February 1, 2008.


Seven months later, Lehman Brothers collapsed, and the global financial system nearly died.


The Crisis That Made His Reputation


The 2008 financial crisis remains the most severe global economic catastrophe since the Great Depression of the 1930s. What began as a problem with American subprime mortgages—home loans given to borrowers who couldn't really afford them—metastasized into a full-blown panic that froze credit markets worldwide and pushed major economies into deep recession.


Banks stopped trusting each other. Lending seized up. Iconic financial institutions that had survived world wars and previous crises suddenly faced extinction. In the United States, the government hastily organized bailouts and shotgun mergers to prevent total collapse. In Europe, entire countries teetered on the edge of bankruptcy.


Canada, remarkably, avoided the worst of it.


Carney had made a crucial decision just one month after taking office, in March 2008—before most people recognized how bad things would get. He cut the Bank of Canada's overnight lending rate by half a percentage point. This might sound technical, but it was a bold move. At the same time, the European Central Bank was actually raising its rates, not cutting them. Carney had looked at the troubled American mortgage market and concluded that the problems would spread globally. He was right.


As the crisis deepened, Carney pushed rates down to what economists call the "effective lower bound"—essentially zero. When that wasn't enough, he employed an unusual technique called "conditional commitment," publicly promising to hold rates at rock bottom for at least one year. The goal was to boost confidence, to convince businesses and consumers that borrowing would remain cheap long enough for them to make investments and purchases.


Canada became the first G7 nation to see both its economic output and employment return to pre-crisis levels. A Newsweek columnist wrote in 2009 that "Canada has done more than survive this financial crisis. The country is positively thriving in it."


This wasn't entirely Carney's doing, of course. Canadian banks had been more conservatively regulated than their American counterparts, with stricter rules on how much they could borrow relative to their capital. Canada had no equivalent of the freewheeling American mortgage market that had created so many bad loans. But Carney's quick action and steady communication earned him widespread praise.


Time Magazine named him to its annual list of the world's hundred most influential people. Euromoney magazine declared him Central Bank Governor of the Year. Reader's Digest, in a very Canadian touch, named him "Most Trusted Canadian."


The Downside of Easy Money


There was a catch, though. There's always a catch.


When central banks hold interest rates at extremely low levels, they make borrowing cheap. That's the point—you want people to borrow and spend during a crisis. But cheap borrowing also encourages people to take on more debt. And when mortgage rates are low, people can afford to bid more for houses, which pushes up housing prices.


By 2012, Canadian household debt had reached record levels, and the housing market—particularly in cities like Toronto and Vancouver—was growing frothy. Critics called for Carney to raise rates before a housing bubble formed.


Carney acknowledged that "some segments of the housing market" had "issues" and that some properties were "probably overvalued." But he deflected responsibility, saying the onus was on individual borrowers, the banks that lent to them, and the federal government's mortgage rules—not on low interest rates.


This debate would follow him to his next job. And the next. The tension between supporting economic growth through low rates and preventing asset bubbles through higher rates is perhaps the central dilemma of modern central banking. Every governor who runs the printing presses faces it.


An Unusual Offer from London


In November 2012, Britain's Chancellor of the Exchequer—the equivalent of a finance minister—made a surprising announcement. The Bank of England, the second-oldest central bank in the world, founded in 1694, would be getting its first non-British governor.


Mark Carney.


This was extraordinary. The Bank of England has been running British monetary policy for over three centuries. It invented modern central banking. For all that time, it had been led by Englishmen. Now it would be led by a Canadian who had spent years at Goldman Sachs.


The financial world took notice. Britain was offering Carney a reported £624,000 per year—roughly $1 million Canadian—which was about £100,000 more than his predecessor had earned. The normal term for a Bank of England governor was eight years, but Carney said he would only commit to five.


He arrived in London on July 1, 2013, and immediately set about modernizing the institution. He made more media appearances than previous governors. He introduced "forward guidance," a policy in which the bank promised not to raise interest rates as long as unemployment remained above seven percent. The idea was to give businesses confidence to hire and invest, knowing that rates would stay low.


The policy proved confusing in practice. It had so many conditions and caveats that markets sometimes struggled to understand what the bank was actually promising. But it represented an attempt to use communication itself as a policy tool—to move markets not just through interest rates but through carefully chosen words.


Brexit and the Limits of Central Banking


Then came Brexit.


In June 2016, British voters narrowly chose to leave the European Union, defying the predictions of most pollsters and pundits. Before the referendum, Carney had warned that leaving could cause a recession. Critics accused him of exceeding his mandate, of using the Bank of England's credibility to influence a political outcome.


After the vote, Carney moved quickly. He appeared on television to reassure the public that the financial system would continue to function normally. The bank cut interest rates in half, from 0.5 percent to 0.25 percent, and restarted quantitative easing—the practice of creating new money to buy government bonds, which pumps liquidity into the financial system.


The recession Carney had warned about never materialized, at least not immediately. Critics said this proved his warnings had been overblown. Supporters argued that the bank's swift action had prevented the worst outcomes.


The Brexit saga would drag on for years, consuming British politics entirely. Prime Minister David Cameron resigned the morning after the referendum. His successor, Theresa May, asked Carney to stay on beyond his original departure date to help manage the economic uncertainty. He agreed to one more year. Then another seven months. Then another two months after that. He finally left the Bank of England in March 2020—just as a different crisis was engulfing the world.


Climate Finance and the Invention of Risk


Throughout his time at the Bank of England, and increasingly afterward, Carney became a prominent voice on climate change—specifically, on the financial risks that climate change poses to the global economy.


His argument went like this: Climate change will create two kinds of financial risks. First, physical risks—rising sea levels, more frequent extreme weather, changing agricultural conditions—could damage property, disrupt supply chains, and render some assets worthless. Second, transition risks—as the world shifts away from fossil fuels, companies and countries heavily invested in oil, gas, and coal could see their assets become "stranded," worthless before the end of their expected useful life.


These risks, Carney argued, were not being properly priced by financial markets. Investors were not adequately accounting for the possibility that coastal real estate might flood, or that oil reserves might never be extracted. This mispricing could lead to sudden corrections—a "climate Minsky moment," as Carney called it, referring to the economist Hyman Minsky who studied how financial instability builds up unnoticed until it suddenly explodes.


After leaving the Bank of England, Carney became the United Nations Special Envoy on Climate Action and Finance. He chaired initiatives aimed at getting financial institutions to measure and disclose their climate-related risks. He worked with the World Bank. He joined Brookfield Asset Management, a Canadian investment firm heavily involved in infrastructure and renewable energy.


Critics, particularly from the political right, viewed all this with suspicion. They argued that climate risk frameworks were being used to redirect capital away from fossil fuels and toward favored green investments, regardless of actual market returns. They saw Carney as an avatar of elite opinion, pushing an agenda that would raise energy costs and slow economic growth.


The Substack article that prompted this essay falls into this skeptical camp, questioning whether "climate risk" as defined by the financial system has any rigorous connection to actual climate science. It's a legitimate debate—the connection between climate models (which predict physical changes over decades) and financial risk models (which attempt to price assets over much shorter time horizons) is genuinely complex.


What's undeniable is that Carney has been one of the most influential figures in making climate a mainstream concern for central banks and financial regulators worldwide.


The Path to 24 Sussex Drive


While Carney was jetting around the world talking about climate finance, Canadian politics was heading toward a crisis.


Justin Trudeau had led the Liberal Party to victory in 2015, 2019, and 2021. But by 2024, his government was deeply unpopular. Rising housing costs, inflation, and a general sense of fatigue with nine years of Liberal rule had cratered the party's standing in the polls. The Conservatives, led by Pierre Poilievre, held a commanding lead.


Carney had long been rumored to have political ambitions. He had informally advised Trudeau during the early days of the COVID-19 pandemic. In 2024, he was appointed to chair a Liberal task force on economic growth—a visible but non-elected role.


Then, in January 2025, Trudeau announced he would resign. The Liberal Party needed a new leader, and fast.


Carney entered the race and won in a landslide. Days later, without ever facing voters, he was sworn in as Prime Minister of Canada. He advised the Governor General to dissolve Parliament and call an election immediately—a risky move given how badly the Liberals had been polling.


The gamble paid off. Carney led the Liberals to a fourth consecutive victory, albeit with a minority government. He won his own seat in the riding of Nepean, near Ottawa, finally becoming an elected official after becoming prime minister.


It was an astonishing sequence of events. A man who had spent his entire career in central banks, investment banks, and international organizations—the epitome of the global elite—had somehow convinced Canadian voters to give him the country's top job.


The Technocrat in Power


What kind of prime minister is Mark Carney?


Observers describe him as a centrist and a technocrat—someone who approaches problems as puzzles to be solved through expertise rather than through ideological conviction. The term "Blue Grit" has been applied to him, meaning a Liberal who is comfortable with business and markets, skeptical of excessive government intervention, but still committed to social programs.


His early moves in office reflected this pragmatism. He repealed the federal consumer carbon tax—a stunning reversal for someone who had spent years arguing that carbon needed to be priced. The policy had become politically toxic, blamed for rising costs even though economists disputed how much it actually contributed to inflation. Carney read the room and ditched it.


He relaxed environmental regulations to speed up major infrastructure projects. He launched an initiative to reduce interprovincial trade barriers—Canada, remarkably, has significant trade obstacles between its own provinces, making it sometimes easier to sell goods to the United States than to another Canadian province.


On foreign policy, his government sharply increased defense spending—a response to American pressure under President Trump's trade war with Canada. He formally recognized the State of Palestine. He continued Canadian support for Ukraine against Russia.


Is this the work of a brilliant technocrat finding optimal solutions? Or a chameleon politician abandoning principles for power? The answer probably depends on your priors.


What Central Bankers Learn


There's a certain worldview that comes from spending years running a central bank. You learn that economies are complex systems, that policy interventions have unintended consequences, that confidence and expectations matter as much as underlying fundamentals. You learn to speak carefully, because your words can move markets. You learn patience—monetary policy operates with "long and variable lags," as the economist Milton Friedman put it, meaning it can take months or years for rate changes to fully affect the economy.


You also learn humility, or should. Central bankers are powerful, but they can't fix everything. They can't create jobs directly; they can only create conditions where job creation becomes more likely. They can't solve housing shortages; they can only influence the cost of mortgages. They operate through indirect channels, nudging rather than commanding.


Whether these habits of mind serve a prime minister well is an open question. Politics requires selling a vision, making promises, rallying supporters. Technocratic competence can be an asset—voters often say they want effective governance—but it can also seem bloodless, disconnected from ordinary concerns.


The backup goalie has finally gotten his chance between the pipes. Whether he can stop what's coming remains to be seen.


The Man Behind the Resume


For all his accomplishments, Mark Carney remains somewhat enigmatic. He married Diana Fox, a British economist he met at Oxford, and they have four daughters. He maintains dual Canadian and British citizenship. He keeps his personal life carefully out of the spotlight.


Those who have worked with him describe intelligence, intensity, and an ability to master complex material quickly. His hockey background suggests competitiveness and comfort with team environments. His years at Goldman Sachs suggest comfort with high-pressure, high-stakes situations. His decades running central banks suggest comfort with solitude—a governor ultimately must make decisions alone.


He has bounced between countries and institutions with apparent ease: Edmonton to Boston to Oxford to London to New York to Tokyo to Ottawa to London to Ottawa again. He has been a citizen of Canada and the United Kingdom, an employee of American banks and British government, an envoy for the United Nations, a chairman of international regulatory bodies.


Is this cosmopolitanism a strength—proof that he can navigate complex international relationships in an era of rising nationalism? Or is it a weakness—evidence that he belongs more to Davos than to downtown Calgary?


Canadian voters, at least in 2025, decided to give him a chance. The former backup goalie from Edmonton, the Goldman Sachs banker, the central bank governor who guided two countries through crisis—he now faces perhaps the most complex challenge of his career: leading a divided country through a trade war with its largest partner, while managing the expectations of voters who chose him without really knowing who he is.


The game is on. The backup has become the starter. And unlike in his Harvard days, there's nobody else on the bench.
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Israeli attacks kill at least six Palestinians across Gaza. Red Crescent evacuates patients from Gaza under Israeli restrictions. Israel detains at least 30 Palestinians, including children, in West Bank raids. Indonesia prepares possible troop deployment to Gaza. U.S. military kills two in 38th vessel strike. The U.S. military boards a Venezuela-linked oil tanker in the Indian Ocean after a long pursuit. Former police chief says U.S. President Donald Trump knew of Jeffrey Epstein’s abuse in 2006. Lawmakers who viewed unredacted Epstein files say DOJ blacked out the names of men who are “likely incriminated.” The White House pushes Republicans to restrict mail-in voting. NYC nurses reach a deal to end their strike at two major hospital systems. Hundreds are reported dead in RSF-run prison in western Sudan. Turkey says Iran–U.S. talks show no signs of imminent military conflict. Lebanese municipal worker killed by Israeli forces in border town. Leaked messages show U.K. health secretary privately accusing Israel of war crimes. Turkey has no plans to withdraw troops from northern Syria. Five abducted mine workers are confirmed dead in Mexico’s Sinaloa state. Somalia signs a military cooperation deal with Saudi Arabia. Bangladesh secures lower U.S. tariffs in trade deal.
Exclusive from Drop Site: No high-level Cuba–U.S. talks are underway despite Trump’s claims. Sources tell Drop Site that Secretary of State Marco Rubio is misrepresenting the situation to Trump. Meanwhile, the U.S. escalation of the oil blockade is deepening Cuba’s energy crisis.
Jmail, the archive of Epstein emails stylized to look like the Gmail interface, now includes all of Epstein’s publicly released emails. They are available here.
This is Drop Site Daily, our new, free daily news recap. We send it Monday through Friday.

The Gaza Genocide, West Bank, and Israel
	Israeli attacks kill at least five Palestinians across Gaza on Tuesday: Five Palestinians were killed and at least 13 injured in Israeli attacks in Gaza early this morning, according to Al Jazeera Arabic. Sources at Al-Aqsa Hospital told Al Jazeera Tuesday morning that a Palestinian woman was killed by Israeli forces in al-Musaddar village in central Gaza and two people were killed by Israeli bombing on Salah al-Din Street in central Gaza. This follows at least six Palestinians killed on Monday, including four killed in an Israeli strike on a residential apartment west of Gaza City.

	Casualty counts: At least five Palestinians were killed and five injured in Israeli attacks in Gaza over the past 24 hours. The total recorded death toll since October 7, 2023 has risen to 72,037 killed, with 171,666 injured. Since October 11, the first full day of the so-called ceasefire, Israel has killed at least 586 Palestinians in Gaza and wounded 1,558, while 717 bodies have been recovered from under the rubble, according to the Palestinian Ministry of Health.

	Red Crescent evacuates patients from Gaza: The Palestinian Red Crescent Society said it helped evacuate 40 Palestinians from the Gaza Strip through the Rafah border crossing on Monday. The group included 20 patients seeking medical treatment abroad and 20 companions. The Gaza Government Media Office says only 397 people out of a scheduled 1,600 have passed through the Rafah crossing since February 2, when it was partially reopened by Israel. The figure includes 225 who travelled out of Gaza and 172 who entered the enclave.

	Israel detains at least 30 in West Bank raids: At least 30 Palestinians, including children, were arrested by Israeli forces across the West Bank on Tuesday, according to the Palestinian Prisoners’ Society. The arrests came amid a series of overnight Israeli raids across Bethlehem, Hebron, Jericho, Nablus, and Jenin. The Palestinian Prisoners’ Society said Israel is carrying out a targeted campaign of arrests against the wives and sisters of Palestinian detainees. It used as an exemplary case the detention of Wafaa Abu Ghlemi, the wife of imprisoned leader Ahed Abu Ghlemi, who was seized from her home in Ramallah during a Monday raid in the West Bank.

	U.N. chief warns Israeli measures in West Bank undermine two-state solution: U.N. Secretary-General António Guterres said he is “gravely concerned” by Israel’s approval of measures aimed at accelerating the annexation of the occupied West Bank, warning the move is “eroding the prospect for the two-state solution.” Guterres reiterated that Israel’s continued presence in the occupied territory is “unlawful” and called for the measures to be reversed.

	Indonesia prepares possible troop deployment to Gaza: Preparations are underway to deploy thousands of Indonesian soldiers to the Gaza Strip as part of the International Stabilization Force, according to Israel’s public broadcaster Kan News,  potentially making Indonesia the first foreign military presence on the ground in Gaza. The troops would reportedly be stationed in southern Gaza between Rafah and Khan Younis. “It’s still ongoing. We’re waiting for the results of the co-ordination with the coordinator in Gaza,” Indonesian army chief of staff General Maruli Simanjuntak said on Monday. “Could be one brigade, probably 5,000 to 8,000. But it’s all still being negotiated.” He did not specify what activities the Indonesian troops would be involved in, but said the training was focused on humanitarian and reconstruction needs.


U.S. News
	No high-level Cuba–U.S. talks underway, despite Trump claims: President Donald Trump said on February 1 that the United States is engaged in negotiations with senior Cuban officials, but five Cuban and American officials told Drop Site that no high-level talks between Havana and Washington are taking place and Secretary of State Marco Rubio has misrepresented the state of talks internally. The full report from Ryan Grim, Noah Kulwin, and José Luis Granados Ceja is available here.

	U.S. military kills two in 38th vessel strike: The U.S. military conducted a strike against a boat in the eastern Pacific Ocean on Thursday, killing two people, according to U.S. Southern Command. It posted a video of the strike and said two were killed with one survivor and adding, “Following the engagement, USSOUTHCOM immediately notified U.S. Coast Guard to activate the Search and Rescue system for the survivor.” Since September, at least 130 people have been killed in 38 U.S. strikes on vessels in the Pacific and Caribbean. This was the first strike under SOUTHCOM’s new commander, Gen. Francis L. Donovan.

	U.S. military boards Venezuela-linked oil tanker in Indian Ocean: U.S. forces boarded the Suezmax oil tanker Aquila II in the Indian Ocean after tracking it from the Caribbean. Washington accused the vessel of breaching its blockade on Venezuelan shipping and sanctions on sanctioned oil tankers. The tanker departed Venezuelan waters in early January with roughly 700,000 barrels of heavy crude bound for China. Secretary of War Pete Hegseth said the operation was conducted as a maritime “right-of-visit” and emphasized the U.S.’ resolve to enforce its blockade. The tanker’s ultimate fate is reportedly being determined by U.S. officials.

	Netanyahu goes to Washington: Israeli Prime Minister Benjamin Netanyahu, who is wanted by the International Criminal Court for war crimes, has departed Israel for Washington, D.C., where he is set to meet Donald Trump on Wednesday. Netanyahu said the talks will focus on Gaza, the wider region, and “first and foremost” negotiations with Iran, adding that he will present Israel’s positions on what he called the “principles of the negotiations,” which he claimed are vital not only for Israel but for regional security.

	Former police chief says Trump knew of Epstein abuse in 2006: Former Palm Beach police chief Michael Reiter told the Federal Bureau of Investigation in a 2019 interview that President Donald Trump called him in July 2006, saying Jeffrey Epstein’s sexual abuse of teenage girls was widely known in New York and Palm Beach, according to a new report from The Miami Herald. Reiter’s account directly contradicts Trump’s public denials.

	Lawmakers say DOJ redacted names of men “likely incriminated” in Epstein files: Reps. Thomas Massie and Ro Khanna said on Monday that the U.S. Department of Justice redacted the names of at least six men who may be incriminated in documents related to Jeffrey Epstein after viewing the unredacted files. They are considering disclosing the names on the House floor, they said, where they would be protected from legal action by the speech and debate clause.

	Rep. Becca Balint also reviewed unredacted Epstein files at the Department of Justice and told Drop Site they contradict Trump’s claim that he expelled Epstein from Mar-a-Lago, stating flatly, “That is not true. It’s a lie.” Balint’s full remarks are here.

	White House pushes Republicans to restrict mail-in voting: The Trump administration is pressing congressional Republicans to add provisions limiting or banning mail-in voting to the SAVE America Act. House Speaker Mike Johnson confirmed discussions are underway but said no final decisions have been made, while Senate Majority Leader John Thune has remained noncommittal as party leaders weigh whether tougher mail-in ballot rules could jeopardize passage of the bill.

	Columbia University protester returned to ICE custody after hospital discharge: Leqaa Kordia was discharged from the hospital on Monday, after receiving medical care over the weekend as a result of a “serious medical episode,” and was immediately returned to Immigration and Customs Enforcement detention, Laila El-Haddad reports. El-Haddad said ICE blocked Kordia’s family and lawyers from contact with her for more than 72 hours and that relatives still do not know what occurred during her hospitalization.

	NYC nurses reach a deal to end strike at two major hospital systems: Nurses in New York City reached a tentative deal with two of three major hospital systems to end a month-long strike over staffing levels, workplace safety, health insurance and other issues. The tentative agreement announced Monday by the nurses’ union affects the more than 10,000 nurses who were on strike  at the Montefiore and Mount Sinai hospital systems. Some 5,000 nurses remain on strike at NewYork-Presbyterian while negotiations continue.


International News
	Turkey says Iran–U.S. talks show no signs of imminent military conflict: Turkish Foreign Minister Hakan Fidan met in Ankara on Monday with Board of Peace head, Nickolay Mladenov, to discuss the humanitarian and political situation in the Gaza Strip, and separately spoke by phone with Iranian Foreign Minister Abbas Araghchi about nuclear negotiations. Speaking to CNN Türk, Fidan said there are currently no signs of an imminent confrontation between the United States and Iran.

	Israel kills Lebanese municipal worker in border town: On Monday, Israeli forces shot and killed Abdullah Nasser, a municipal employee in Aita al-Shaab, according to a report from Lebanon’s Public Health Emergency Operations Centre. Journalist Ghadi Francis described Nasser as a steadfast figure who, after the ceasefire, devoted himself to clearing rubble and recovering bodies in the town near the southern border of Lebanon.

	Reuters: Ethiopia hosts covert camp training RSF fighters for Sudan war: Ethiopia is hosting a secret training camp in the Benishangul-Gumuz region near the Sudan border to prepare thousands of fighters for Sudan’s Rapid Support Forces, according to a Reuters investigation, marking the first direct evidence of Ethiopian involvement in the conflict and a major escalation as the war draws in regional powers. Eight sources said the camp and related logistics were financed and supported by the United Arab Emirates—claims Abu Dhabi denies—as satellite imagery and security documents reviewed by Reuters show the facility could house up to 10,000 fighters and is linked to new drone infrastructure at Asosa airport, raising fears of spillover fighting near the Grand Ethiopian Renaissance Dam.

	U.N. says millions returning to Sudanese cities as displacement surges elsewhere: The International Organization for Migration reported on Monday that more than 3.5 million people have returned to their homes across Sudan, following the Sudanese army’s recapture of Sennar, Gezira, and the capital Khartoum. At the same time, displacement is rising in nine other states, particularly Darfur and the Kordofan region, which now hosts the majority of Sudan’s 9.1 million internally displaced people, more than half of whom are children, the agency said.

	Hundreds reported dead in RSF-run prison in western Sudan: A local volunteer group told Middle East Eye that more than 300 people have died in the past two months inside Shala prison southwest of El-Fasher, which has been operated by the Rapid Support Forces since October. The group said detainees are dying from disease, starvation, and lack of medical care amid a cholera outbreak, with the prison believed to hold up to 9,000 civilians.

	Leaked messages show U.K. health secretary privately accusing Israel of war crimes: U.K. Health Secretary Wes Streeting released private WhatsApp and text messages exchanged with Peter Mandelson, revealing that Streeting privately said in July 2025 that Israel was “committing war crimes before our eyes,” engaging in “rogue state behaviour,” and should face state-level sanctions—positions the government has not adopted publicly. Streeting shared the correspondence with Sky News to rebut what he called “smear and innuendo” over his relationship with Mandelson, a close confidant of Prime Minister Keir Starmer who resigned from the Labour Party amid fallout over his ties to convicted sex offender Jeffrey Epstein.

	Eritrea denies Ethiopian accusations: Eritrea rejected accusations from Ethiopia that it is backing armed groups and occupying Ethiopian territory, calling the claims “false and fabricated” and part of a hostile campaign by Addis Ababa, Reuters reported on Monday. As clashes resume between Ethiopian federal forces and Tigrayan fighters—the first major fighting since 2022—Asmara warned against escalation.

	Turkey says it has no plans to withdraw troops from northern Syria: Turkey’s Chief of General Staff, Yaşar Güler, said Ankara has no plans to withdraw its forces from northern Syria, stressing that any decision would be taken solely by the Turkish state and not influenced by external pressure, according to a report from Al Monitor. Turkey is principally concerned about the SDF’s links to the outlawed Kurdistan Workers’ Party, the report claims. Ankara has an estimated 10,000–20,000 troops deployed across northern Syria.

	U.N. says fighting eases in parts of Syria: The United Nations Office for the Coordination of Humanitarian Affairs said violence has subsided in Aleppo, Al-Hasakeh, and Raqqa following a January 30 peace agreement, but that nearly 160,000 people remain displaced in the country, power outages persist, water systems are faulty, food supplies are unreliable, and schools still face widespread closures. OCHA says that between January 25 and February 5, U.N. partners delivered 154 aid trucks to the cities of Qamishli and Kobani, and aid their aid more than 190,000 people.

	Five abducted mine workers confirmed dead in Mexico’s Sinaloa state: Mexico’s Attorney General’s office said Monday it has identified five bodies found in El Verde, a rural area of Sinaloa, and has thus confirmed the deaths of five of the ten employees abducted last month from a Canadian-run mine operated by Vizsla Silver near Mazatlán. The killings are tied to factional violence between components of the Sinaloa Cartel under the leadership of Ismael Zambada and that of Joaquín “El Chapo” Guzmán (both of whom are in custody in the United States). Sinaloa saw more than 1,680 homicides in 2025.

	Somalia signs military cooperation deal with Saudi Arabia: Somalia signed a military cooperation agreement on Monday with Saudi Arabia, Al Jazeera reports, as Somali Defense Minister Ahmed Moallim Fiqi met his counterpart Khalid bin Salman bin Abdulaziz in Riyadh. The move follows a similar defense pact with Qatar last month.

	Bangladesh secures lower U.S. tariffs in trade deal: Bangladesh signed a trade agreement with the United States on Monday, which cut tariffs on Bangladeshi exports to 19 percent. The agreement also outlines tariff exemptions for some textiles and garments made using U.S. materials. In return for the cut, the White House said Dhaka will grant preferential access for U.S. agricultural and industrial products and ease its non-tariff barriers. The announcement is expected to strengthen Bangladesh’s export-driven garment sector.

	China vows tougher stance against Taiwan “separatists”: At Beijing’s annual Taiwan Work Conference on Tuesday, senior Chinese leader Wang Huning said China will firmly back “patriotic pro-reunification forces” in Taiwan and strike hard against independence advocates, according to Reuters. The Chinese military has warned that separatist forces would be “wiped out” if they provoke conflict, according to earlier reporting by Reuters. The comments come as President Xi Jinping reiterated to President Donald Trump that Taiwan is the central issue in U.S.–China relations.

	Japan election strengthens hardline security agenda: Japan’s governing Liberal Democratic Party (LDP) and its coalition partners secured a solid parliamentary majority in national elections, extending their long-running dominance of Japanese politics. The vote gives Prime Minister Sanae Takaichi greater latitude to expand defense spending, loosen postwar military constraints, and deepen security cooperation with the U.S.


More from Drop Site
	Rep. Alexandria Ocasio-Cortez (D-NY) reacted to Drop Site News reporting on internal divisions in the Trump administration’s Cuba policy by pointing to Gaza as evidence of a broader collapse in Western human rights norms. She said the “entire Western world” is looking the other way as the Trump administration “starves and deprives a people” because they deem the regime politically objectionable. AOC also warned that hospitals are nearing fuel exhaustion and that “innocent children [and] women” are being put in harm’s way. A video of her interaction with Drop Site’s Julian Andreone is available here.

	Rep. Byron Donalds (R-FL) called Drop Site News’ reporting that Secretary of State Marco Rubio has been cutting President Trump out of Cuba policy, “shocking,” though he noted that he was sceptical of the account. Donalds defended Rubio’s working relationship with Trump and told our Capitol Hill correspondent that he himself has “long wanted regime change” in Cuba. Andreone’s discussion with Donalds can be watched here.

	Drop Site’s Ryan Grim joined NewsNation to discuss recent developments in Venezuela after the abduction of Nicolas Maduro. His full appearance is available here.


Programming note: You can sign up here to get updates from us on our WhatsApp channel.
If you want to continue getting this newsletter, you don’t have to do anything. But if this is too much—we do try to be mindful of your inbox—you can unsubscribe from this newsletter while continuing to get the rest of our reporting. Just go into your account here at this link, scroll down, and toggle the button next to “Drop Site Daily” to the off setting. It looks like this:
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    Jeffrey Epstein

    Based on Wikipedia: Jeffrey Epstein


How does a college dropout with no credentials end up teaching physics at one of Manhattan's most exclusive prep schools, befriending billionaires, and building a financial empire shrouded in mystery? The story of Jeffrey Epstein is less a biography than a series of impossible leaps—each one stranger than the last, each one leading deeper into a web of wealth, power, and unspeakable crimes.


The Brooklyn Boy


Jeffrey Edward Epstein was born on January 20, 1953, in Brooklyn, New York. His parents, Pauline and Seymour Epstein, were Jewish and had married just months before his birth. The family was modest by any measure. Seymour worked as a groundskeeper for the New York City Department of Parks and Recreation. Pauline was a school aide and homemaker. Neighbors remembered them as quiet and humble.


Jeffrey and his younger brother Mark grew up in Sea Gate, a private gated community at the western tip of Coney Island. Within the family, Jeffrey earned the nickname "Bear," while Mark was called "Puggie." Childhood friends described young Jeffrey as "sweet and generous," though also "quiet and nerdy." A female friend later recalled him as "just an average boy, very smart in math, slightly overweight, freckles, always smiling."


But he was far from average academically. Epstein began playing piano at age five and was considered a talented musician. He skipped two grades, graduating from Lafayette High School in 1969 at just sixteen years old. He attended advanced mathematics classes at Cooper Union, then transferred to the Courant Institute of Mathematical Sciences at New York University, where he studied mathematical physiology. He left without a degree in 1974.


The Dalton Mystery


Here's where the story takes its first improbable turn.


In September 1974, at twenty-one years old and without a college degree, Epstein somehow landed a job teaching physics and mathematics at the Dalton School. This wasn't just any school. Dalton was one of the most prestigious and expensive private schools on Manhattan's Upper East Side. Its students came from New York's wealthiest families.


The headmaster, Donald Barr—father of future Attorney General William Barr—had recently departed, and the school was known for making unconventional hires. But even by those standards, hiring an uncredentialed twenty-one-year-old to teach teenagers was remarkable.


Former students would later recall troubling behavior. Epstein allegedly paid constant attention to underage female students and once showed up at a party where young people were drinking. Students often saw him flirting with the girls he was supposed to be teaching.


But something else happened at Dalton that would shape Epstein's future. He met Alan Greenberg, the chief executive officer of Bear Stearns, one of Wall Street's major investment banks. Greenberg's children attended the school. According to Greenberg's daughter, Lynne Koeppel, Epstein managed to influence another Dalton parent into advocating for him to her father.


In June 1976, Epstein was dismissed from Dalton for "poor performance." Within weeks, he had a job at Bear Stearns.


The Wall Street Ascent


Epstein started at Bear Stearns as a low-level junior assistant to a floor trader—about as entry-level as you can get on Wall Street. But his rise was swift. He became an options trader in the special products division, then moved to advising the bank's wealthiest clients on tax strategies.


Among his clients was Edgar Bronfman, the president of Seagram, the Canadian beverage giant. Jimmy Cayne, who would later become Bear Stearns' chief executive, praised Epstein's skill with wealthy clients and complex financial products.


By 1980, just four years after joining as a floor assistant, Epstein had become a limited partner. This was extraordinary. Bear Stearns partnerships were coveted positions, typically reserved for seasoned financiers with decades of experience and proven track records.


Then, in 1981, it ended abruptly. Epstein was asked to leave. According to his own sworn testimony, he had been guilty of a "Reg D violation"—a breach of securities regulations governing private placements. Despite this departure, he remained close to Cayne and Greenberg and stayed a client of Bear Stearns until the bank's collapse in 2008.


The Bounty Hunter Years


After leaving Bear Stearns, Epstein founded Intercontinental Assets Group, a consulting firm with an unusual specialty: recovering stolen money from fraudulent brokers and lawyers. He described his work as being a "high-level bounty hunter."


He told friends he worked sometimes for governments and the wealthy to recover embezzled funds. Other times, he claimed, he worked for people who had embezzled funds. The morality was flexible, the clients were wealthy, and the work was lucrative.


One documented client was Ana Obregón, a Spanish actress and heiress. In 1982, Epstein helped her recover millions that had vanished when Drysdale Government Securities collapsed amid fraud allegations.


During the mid-1980s, Epstein traveled frequently between the United States, Europe, and the Middle East. The period is murky. He possessed an Austrian passport with his photograph but a false name, listing his residence as Saudi Arabia. Why would a Brooklyn-born financier need a fraudulent foreign passport? The answer has never been fully explained.


The Intelligence Question


Some of Epstein's associates from this era would later make remarkable claims. Steven Hoffenberg, a business partner, alleged in 2020 that Epstein had been recruited in the 1980s by a defense contractor named Douglas Leese to work for British intelligence. Epstein himself told people at the time that he was an intelligence agent.


Was this true, or was it a con man's convenient fiction—a way to explain mysterious wealth and unexplainable connections?


A suggestive detail emerged years later. In 2017, a former senior White House official reported that Alexander Acosta—the United States Attorney who would eventually give Epstein a controversial plea deal—had explained his lenient handling of the case to Donald Trump's transition team with an extraordinary statement: "I was told Epstein 'belonged to intelligence' and to 'leave it alone'." Acosta allegedly said the matter was "above his pay grade."


During this period, one of Epstein's clients was Adnan Khashoggi, the Saudi Arabian arms dealer who served as the middleman in the Iran-Contra affair—the Reagan administration's secret scheme to sell weapons to Iran and funnel the proceeds to right-wing rebels in Nicaragua. Khashoggi was introduced to Epstein by Leese, the same defense contractor later alleged to have recruited Epstein for intelligence work.


None of this proves Epstein was a spy. But it establishes that from early in his career, he moved in circles where intelligence, arms dealing, and vast sums of money intersected.


The Ponzi Scheme


In 1987, Steven Hoffenberg hired Epstein as a consultant for Towers Financial Corporation, a collection agency that bought debts owed to hospitals, banks, and phone companies. Hoffenberg set Epstein up in offices in the elegant Villard Houses in Manhattan and paid him twenty-five thousand dollars per month—a substantial sum that would be equivalent to roughly sixty-nine thousand dollars today.


The two men refashioned themselves as corporate raiders, using Towers Financial as their vehicle. They made unsuccessful bids to take over Pan American World Airways in 1987 and Emery Air Freight in 1988. They traveled everywhere on Hoffenberg's private jet.


But Towers Financial was a fraud.


In 1993, the company imploded when it was exposed as one of the largest Ponzi schemes in American history. A Ponzi scheme is a type of fraud where returns to earlier investors are paid using capital from newer investors, rather than from legitimate profits. It works until new money stops flowing in, at which point everything collapses. Towers Financial lost over four hundred fifty million dollars of investor money—equivalent to roughly one billion dollars today.


In court documents, Hoffenberg claimed Epstein was intimately involved in the fraud. Yet Epstein had left the company by 1989, and he was never charged. Hoffenberg went to prison. Epstein walked away.


The Billionaire's Right-Hand Man


In 1988, even while still consulting for Hoffenberg, Epstein founded his own financial management firm, J. Epstein and Company. He claimed the firm only accepted clients with a net worth exceeding one billion dollars, though others have expressed skepticism about how exclusive he really was.


What's certain is that he landed the biggest client of his career: Leslie Wexner.


Wexner was the founder and chief executive of L Brands, the retail empire that included Victoria's Secret, Bath and Body Works, and The Limited. He was one of the wealthiest people in America. In 1986, Epstein met Wexner through mutual acquaintances in Palm Beach. By 1987, Epstein had become Wexner's financial adviser.


The relationship quickly became extraordinary. In July 1991, Wexner granted Epstein full power of attorney over all his affairs. This is an almost unheard-of arrangement between a billionaire and his financial adviser. It meant Epstein could hire and fire people on Wexner's behalf, sign checks, buy and sell properties, borrow money—essentially anything of a legally binding nature.


Epstein managed Wexner's wealth and oversaw projects like the construction of Wexner's yacht, the Limitless. He made millions in fees. He attended Victoria's Secret fashion shows and hosted models at his New York City home. He represented himself as a global talent scout for the lingerie brand—a position that would later be revealed as a tool for sexual manipulation.


By 1995, Epstein was a director of the Wexner Foundation and president of Wexner's property development company. Although never officially employed by L Brands, he corresponded frequently with company executives and wielded enormous influence.


The Island Tax Haven


In 1996, Epstein restructured his firm as the Financial Trust Company and moved its base to St. Thomas in the United States Virgin Islands. This was a tax strategy. By relocating to the Virgin Islands, Epstein reduced his federal income taxes by ninety percent.


The Virgin Islands offered something unusual: the tax benefits of an offshore haven combined with access to the American banking system. You could avoid most taxes while still moving money through major American banks. Epstein capitalized on connections at JP Morgan, particularly with banker Jes Staley, to maintain close ties with that institution's subsidiary in the territory.


By 2002, according to New York Magazine, Epstein's financial operation employed one hundred fifty people across three locations: the Villard Houses in Manhattan, Wexner's operation in Columbus, Ohio, and St. Thomas. Twenty of those employees were accountants.


The Money Trail


Where did Epstein's money actually come from? This question has never been fully answered, but some numbers have emerged.


According to Forbes, reporting in 2025, the great majority of Epstein's wealth between 1999 and 2018 came from four hundred ninety million dollars in fees—most of it from just two billionaires. Leslie Wexner paid him roughly two hundred million dollars. Leon Black, the private equity titan who founded Apollo Global Management, paid one hundred seventy million. The remaining reported income—three hundred ten million dollars—came from investment returns generated by his companies.


When Epstein died, he was worth approximately six hundred million dollars.


But questions linger. Senator Ron Wyden stated in Congress that a Treasury Department file on Epstein detailed, from a single account, four thousand seven hundred twenty-five wire transfers totaling one point one billion dollars. The file also showed extensive financial correspondence from Russian banks connected to his sex trafficking activities.


Throughout his career, Epstein engaged no fewer than seventy-five lawyers. This is not a typo. Seventy-five lawyers. The list included some of the most prominent names in American law: Alan Dershowitz, the Harvard professor and celebrity defense attorney; Kenneth Starr, who had led the investigation of President Bill Clinton; Roy Black, one of Miami's most famous criminal defense attorneys; and Jay Lefkowitz, a former White House official.


The Social Network


Epstein was, above all else, a collector of powerful people.


His address book and flight logs, released over years of investigations, read like a who's who of global influence. Politicians, billionaires, scientists, royalty—he cultivated relationships with them all. Bill Clinton flew on Epstein's private jet multiple times. Donald Trump called him a "terrific guy" in 2002 and noted that Epstein liked women "on the younger side." Prince Andrew, the Duke of York, was a regular guest at Epstein's properties.


Documents released by the House Democratic Caucus in September 2025 revealed connections to Peter Thiel, the billionaire tech investor; Elon Musk, the world's richest man; Bill Gates, the Microsoft founder; Larry Summers, the former Treasury Secretary and Harvard president; and Steve Bannon, the political strategist. The documents included over twenty thousand pages of Epstein's emails from 2011 to 2018, many involving conversations about Donald Trump.


Why did so many powerful people associate with a man whose behavior raised obvious red flags? The answers vary. Some claim ignorance. Some point to Epstein's reputation as a financial genius. Some suggest he was useful—a man who could connect people, solve problems, or make inconvenient things disappear.


And some, it would eventually emerge, shared his appetite for young girls.


The Crimes


In 2005, police in Palm Beach, Florida, began investigating Epstein after a parent reported that he had sexually abused her fourteen-year-old daughter. What they discovered was systematic horror.


Federal officials eventually identified thirty-six girls, some as young as fourteen, whom Epstein had allegedly sexually abused. The investigation revealed a pattern: Epstein and his associates recruited vulnerable young girls, often from disadvantaged backgrounds, with offers of money for "massages." The massages became sexual abuse. Some victims were then recruited to bring in more girls, creating a pyramid of exploitation.


The girls were subjected to repeated rape and sexual violence by Epstein and his associates. They were trafficked between his homes in Palm Beach, New York City, New Mexico, and the US Virgin Islands. The abuse spanned years. Dozens of victims. Systematic. Organized. Predatory.


The Sweetheart Deal


What happened next should have been straightforward: a wealthy man credibly accused of raping dozens of children should go to prison for the rest of his life.


Instead, Epstein received one of the most controversial plea deals in American legal history.


In 2008, he pleaded guilty to two Florida state charges: procuring a child for prostitution and soliciting a prostitute. The language itself was obscene—these were children, not prostitutes. He was sentenced to eighteen months in county jail but served only thirteen months. Even that was a fiction: he was allowed to leave the jail six days a week for "work release" at his Palm Beach office.


The deal was engineered by Alexander Acosta, then the United States Attorney for the Southern District of Florida. Acosta would later serve as Secretary of Labor in the Trump administration until reporting on the Epstein deal forced his resignation. When asked why he had been so lenient, Acosta allegedly offered the explanation about Epstein "belonging to intelligence."


The plea deal granted immunity not just to Epstein but to "any potential co-conspirators"—a provision that protected anyone who had participated in the abuse. Victims were not consulted or even informed. A federal judge would later rule that the deal violated the Crime Victims' Rights Act.


The Arrest


For a decade after his Florida conviction, Epstein continued his life largely unchanged. He was a registered sex offender, but he still flew on private jets, entertained at his Manhattan townhouse, and maintained his network of wealthy and powerful friends.


Then, on July 6, 2019, he was arrested at Teterboro Airport in New Jersey after returning from Paris. Federal prosecutors in New York charged him with sex trafficking of minors in Florida and New York. This time, there would be no sweetheart deal.


Epstein was held at the Metropolitan Correctional Center in Manhattan, a federal jail known for housing high-profile defendants. He was denied bail after prosecutors argued he was a flight risk with the resources to flee the country.


The Death


On August 10, 2019, Jeffrey Epstein was found dead in his jail cell.


Barbara Sampson, the New York City medical examiner, ruled his death a suicide by hanging. But almost immediately, questions erupted. Epstein had been taken off suicide watch despite a previous apparent suicide attempt. The guards assigned to check on him had allegedly fallen asleep and falsified records. Security cameras malfunctioned.


Forensic pathologist Michael Baden, hired by Epstein's brother, disputed the suicide ruling. He pointed to fractures in Epstein's neck that he said were more consistent with homicide than hanging. The prison staff's failures were so egregious that they were criminally charged, though those charges were eventually dropped.


Public skepticism was immediate and widespread. The phrase "Epstein didn't kill himself" became a cultural meme, appearing everywhere from sports broadcasts to military communications. The theory wasn't crazy: here was a man with damaging information about some of the world's most powerful people, dead in a federal facility under circumstances that strained credulity.


In July 2025, the Federal Bureau of Investigation released closed-circuit television footage intended to prove Epstein died by suicide. But when the Department of Justice released the footage, approximately two minutes and fifty-three seconds was missing. The video had been modified despite the FBI's claim that it was the raw, unaltered recording.


The missing footage did nothing to quiet suspicions.


The Aftermath


Since Epstein's death precluded criminal prosecution, a judge dismissed all charges against him on August 29, 2019. The dead cannot be tried.


But his associate Ghislaine Maxwell faced justice. Maxwell, the daughter of British media mogul Robert Maxwell, had been Epstein's longtime companion and, prosecutors alleged, his chief procurer of victims. She recruited young girls, groomed them for abuse, and participated in the crimes herself.


In 2021, Maxwell was convicted on federal charges of sex trafficking and conspiracy. She was found guilty of helping Epstein procure girls, including a fourteen-year-old, for sexual abuse. She is currently serving a twenty-year prison sentence.


Civil lawsuits by Epstein's victims have resulted in settlements worth hundreds of millions of dollars. JP Morgan and Deutsche Bank, which maintained accounts for Epstein long after his first conviction, paid substantial settlements to victims. The Wexner family gave one hundred million dollars to various causes, though Leslie Wexner has never been charged with any crime.


The Questions That Remain


The Epstein case left behind a tangle of unanswered questions.


How did a college dropout become a teacher at an elite school, then a Wall Street partner, then a financial adviser to billionaires? The career trajectory defies conventional explanation. At each stage, doors opened that should have remained closed.


Was he an intelligence asset? The Austrian passport with a false name, the claims from associates, Acosta's alleged explanation—none of it proves anything, but none of it has been explained either.


Who else participated in his crimes? The plea deal granted immunity to unnamed co-conspirators. Flight logs show numerous prominent passengers on Epstein's plane, but the distinction between those who were merely transported and those who participated in abuse has never been fully litigated in court.


Did he really kill himself? The official ruling stands, but the circumstances—the sleeping guards, the broken cameras, the modified footage—have convinced many that the truth remains hidden.


And perhaps most troubling: how did he operate so openly for so long? Dozens of victims. Decades of abuse. A previous conviction. And still, the powerful kept visiting, the money kept flowing, and the system kept failing to stop him.


The Epstein case revealed something uncomfortable about how power works. Enough money buys not just luxury but impunity. Enough connections make you untouchable—or nearly so. And when you threaten to expose those connections, you become dangerous in a way that wealth alone cannot protect against.


Jeffrey Epstein is dead. Ghislaine Maxwell is in prison. But the full story of who knew, who participated, and who protected this operation may never be told. The powerful have long memories and longer reach. And some secrets, it seems, are meant to stay buried.

  

  
    Deep Dive

    Gaza Strip

    The article has been rewritten as an engaging essay optimized for text-to-speech reading. Here's a summary of the transformation:

**Key changes made:**
- Opened with a vivid hook about the marathon-length strip of land rather than a dry definition
- Broke the content into narrative sections with clear headings
- Varied paragraph length significantly (some just one sentence for emphasis)
- Spelled out acronyms like UNRWA on first use with pronunciation guide
- Added context and explanations (e.g., comparing Gaza's child population to Western countries)
- Created natural transitions between sections
- Maintained substantive depth while improving flow for audio listening
- Removed encyclopedic reference-style formatting in favor of essay prose

The rewritten article is approximately 2,200 words, which translates to roughly 12-15 minutes of reading time with Speechify.
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    First Draft: Inside the Epstein ‘Torture’ Email

    Prem Thakker · Zeteo · Feb 10, 2026 · 11 min read

  

  On this day in 1967, the 25th Amendment to the US Constitution – which established procedures on presidential succession, including what to do if the president is deemed incapacitated – was ratified. Future historians may wonder why it was never invoked against the 45th and 47th presidents of the United States. 

Good morning, friends. Prem here, still in shell shock at every Super Bowl ad being about AI, crypto, and sports betting. (Look out for my thoughts on that, and a certain NBA superstar, later this week.)
In today’s ‘First Draft,’ “unredacted” Epstein files are, in fact, redacted; a top British politician privately admits Israel is committing “war crimes”; and Australian police pepper-spray people protesting the Israeli president’s visit.

Tweeting Through the PedoFiles

Amid its confused efforts to protect at least six powerful men associated with Jeffrey Epstein, the Department of Justice may have just revealed the hidden identity of someone involved in one of the more disturbing exchanges revealed from the Epstein files. We say ‘may’ because the Trump administration flatly refuses to give Americans real transparency.
This week, after repeated insistence from Congress, the DOJ allowed lawmakers to see the Epstein files, unredacted.
Except, as Rep. Ro Khanna told me, much of the important information was, curiously, still redacted.
Khanna said Monday night that some such redactions covered survivor statements “implicating rich and powerful men who raped these underage girls.”
“And that’s the information that the American people want to know: who are these powerful people who committed these heinous acts? Who were these people who showed up on Epstein’s island? And the fact is that they are being protected, and it’s disgusting,” Khanna added.
He noted that some of those redactions “protected” six specific individuals – “prominent” men from both the US and other nations.
But it appears that as the DOJ defended its stonewalling, it may have walked into a rake, perhaps accidentally revealing the identity of an individual whose identity was previously redacted. Or were they playing games?

On Monday night, Khanna’s colleague, Thomas Massie, took to Twitter and wrote, “A Sultan seems to have sent this. DOJ should make this public.” He attached an email exchange between Epstein and a redacted recipient, in which Epstein wrote, “I loved the torture video,” and the recipient replied: “I am in china I will be in the US 2nd week of may.”

Public Reason and Nationalism


  
  
    Public Reason and Nationalism

    Cyril Hédoin ·  · Feb 10, 2026 · 12 min read

  

  Very short summary: This essay examines whether public reason liberalism can accommodate nationalist considerations. Against both cosmopolitan dismissals of nationalism and nationalist claims that the nation is the sole legitimate democratic body, it argues that nationalist reasons are intelligible and should not be excluded from public deliberation – but neither should they be privileged. Drawing on Pierre Manent’s distinction between nationalism as identity and as political community, it contends that the delimitation of “the public” is open to multiple considerations, with implications for European integration.


In the wake of the Enlightenment, many 19th-century liberal thinkers viewed nationalism as a pathology to be cured by economic, cultural, and moral progress. Most of them rationalists, liberals treated nationalism as a residue of tribal instincts that would not survive the transition toward an open society. Nationalism, alongside myths and religion, would be relegated to the status of curiosities among humanity’s history of archaic beliefs. At the time, liberalism was often equated with one form or another of cosmopolitanism that disentangled morality from national ties.
The 20th century and the first quarter of the twenty-first century have proven these liberals wrong, not regarding their normative beliefs about the moral irrelevance of national identity per se (on this, the debate is still open), but rather regarding their belief that nationalism’s fate was to become a curiosity of the past. Nationalism fed two world wars in the 20th century and today drives the political success of populist movements in many Western countries – and of course justifies aggressive national and foreign policies in autocracies. Now, some may stick to the moralistic stance that cosmopolitanism is the only normatively right attitude and righteously condemn nationalism in whatever form it takes. However, I shall argue that if political morality (the morality that underlies political actions and institutions, that is in relation to the use of coercion in the organization of society) is social, then this stance is mistaken and wrong. Mistaken because it makes it impossible to understand what drives political behavior; wrong because it leads us to ignore a constitutive (social) aspect of contemporary political morality.
Though I frame this discussion within what is now largely known as “public reason liberalism,” I think the insights extend to any strand of liberal thought. This framing choice is mostly a matter of personal preference but is also motivated by the fact that the idea of public reason is highly relevant to understand the normative role of nationalism and nationalist sentiments.[1] The basic tenet of public reason liberalism is that, in societies that have reached some threshold of diversity and pluralism, political institutions and moral rules cannot be grounded on any kind of “perfectionist” moral beliefs, for instance on a particular set of religious beliefs. In particular, in diverse societies, it’s highly unlikely that individuals, as citizens, would acknowledge the political legitimacy of institutions that justify the use of coercion in the name of beliefs about God, if only because many of them are not religious believers. Hence, a different and broader basis must be found to justify the use of coercion.
One strategy is to argue that individuals can consensually agree on a set of principles of justice that are compatible with a broad range of moral and religious beliefs. This is Rawls’s and his followers’ approach.[2] Rawlsians would presumably agree that nationalism and nationalist feelings have their rightful place in the liberal society as long as individuals don’t invoke them to reject liberal justice principles, i.e., principles that recognize equal rights and liberties and fair opportunities for everyone. There are some difficulties, though. For instance, what about the rights of non-citizens or the justification of a law that would give priority to “nationals” for jobs? Because beliefs tied to national feelings or national identity are part of what Rawls calls “comprehensive doctrines,” they cannot by themselves justify a law or its rejection, at least regarding “constitutional matters.” So, presumably, liberal principles should cover everyone living on the national territory, citizens as well as non-citizens. If some individuals invoke nationalist reasons to justify, say, discriminatory laws against foreign workers, Rawlsians will characterize them as “unreasonable” and exclude them from the overlapping consensus that grounds the justification of liberal principles of justice. In this sense, the Rawlsian version of public reason liberalism is largely inimical to nationalism.
This result illustrates the “sectarian” dimension of any form of public reason liberalism that restricts the range of reasons that can be publicly used to justify laws or more generally social rules. It reflects the liberal prejudice against non-rational considerations, including nationalist ones, in inherited from the roots of liberalism in the Enlightenment. However, public reason liberals like Gerald Gaus or Kevin Vallier reject this sectarianism and defend a more open-ended conception of the idea of public reason.[3] Rather than disqualifying from the start reasons that don’t fit with some preconceived liberal principles, they only require that public justification proceed based on mutually intelligible reasons. That makes the idea of public reason far more friendly to religious and nationalist views. After all, while you can disagree with someone who claims that a discriminatory law is justified on the ground that foreign workers “steal” the jobs of nationals or that it reflects a form of national solidarity, the reasoning is intelligible and open to deliberation. It could be countered that such a claim goes against the liberal postulate that individuals are free and moral equals, but that’s not obvious. We are all “nationals” in some country, and a nationalist could argue that their reasoning treats everyone equally by granting priority to everyone in their country.
This approach bears an obvious risk. The more public deliberation is opened to a great diversity of reasons, including those tied to religious or national identities, the less likely everybody will agree on a common set of laws, just because the chances that someone has a “defeater” (i.e., an intelligible reason that decisively leads one to reject a law) are increased. However, in what follows, I will not discuss how public reason liberals have responded to this objection and will instead focus on an alternative way the nationalism issue can be tackled, still within a public reason framework.

“The Constitution of 3 May 1971,” Jan Matejko (1891)

In a short article titled “La démocratie sans la nation ?” (Democracy Without Nation?), the French philosopher Pierre Manent argues that there is a deep relationship between modern democracy and the concept of nation.[4] According to Manent, the democratic expression of the general will must necessarily take place within the national body. Indeed, for Manent, with the rise of secularism, the nation progressively emerged as a substitute for religion that offers the indivisible whole in which political sovereignty can be grounded. Manent’s argument especially targets what he sees as the fiction of a European democratic political union, a fiction that, if pursued, nevertheless risks destroying the national roots of European democracies. There is a lot to quarrel with in this view, starting with Manent’s essentially illiberal conception of democratic legitimacy. However, more to the point is Manent’s distinction between two possible expressions of nationalism: as an identity or as a political community. The former echoes what I said above regarding how nationalist considerations can or cannot be legitimately invoked in the public justification of coercive laws and rules. The latter points toward a different question: what is the proper delimitation of the set of “members of the public,” i.e., who are the individuals who have a say in public deliberation and justification.
If nationalism is foremost viewed as the particular expression of an identity, public reason liberalism can rightfully respond, without disqualifying nationalist considerations, that national identity is only one identity among many others. There is nothing that justifies giving it special treatment over others. Public reason liberals à la Gaus are right that beliefs and reasons tied to nationality should not be excluded from the public justificatory endeavor. But there is no moral, anthropological, or naturalistic[5] argument that decisively establishes that national identity is more important than, say, religious or supranational (e.g., European) identity. In this sense, the problem with nationalism is not that it supports illegitimate or unreasonable views, but that it nowadays tends to become, in some part of the population, a “narrow identity”[6] that trumps all other (identity-based or not) considerations. From the perspective of public reason liberalism, nationalism becomes problematic when it is the exclusive perspective through which some members of the public deliberate and thus unable to make any compromise with other considerations.
The expression of nationalism in terms of political community poses different difficulties. A strict nationalist perspective here would entail that non-nationals’ beliefs and reasons are totally irrelevant for the justification of coercive laws, even if they live on the national territory (and therefore are directly affected by the use of force). This national sectarianism is hardly acceptable.[7] Nationalists’ most consistent stance is then just to forbid entry to the national territory to non-nationals. Counterintuitively, on some accounts at least, this would not count as “illiberal.”[8] Nonetheless, there are at least two strong objections to this stance. First, while national homogeneity doesn’t entail complete homogeneity, a society that closes itself in such a way is likely to undermine its diversity and dynamism. This is, in itself, a strong reason that nationals themselves can invoke to (partially) open their borders – but then that means welcoming non-nationals that must figure as “members of the public.”
Second, it’s hard to see on what ground the restriction of public membership to nationals could be justified. Here, the nature of the justification at stake is not in terms of “public justification” (which is always relative to some public) but concerns even more fundamental considerations about what counts as a person to whom justification must be addressed when they are coerced. Here, there are two extreme views, the restrictive and the extensive. On the restrictive view, justification is only due to individuals who are directly or potentially coerced by political authorities. We then circle back to the option of closing the frontiers to non-nationals and the difficulties this generates. On the extensive view, justification is due to everyone who is indirectly affected by coercive decisions, even when no direct coercion applies. This basically vindicates the cosmopolitan perspective that all living (and eventually future) human beings are members of a “global public.”
The extensive view is not necessarily more plausible than the restrictive view. Because none of them is clearly superior to the other, this suggests that the identification of the members of the public is open to a myriad of considerations and contingencies and that neither “nationality” nor “humanity” is automatically the right delimiting criterion. From this point of view, Manent’s quasi-anthropological claim that the nation is nowadays the only appropriate democratic body is doubtful. Of course, nationality does provide a non-arbitrary historical and cultural substrate on which the political order can build. But it seems wrong to assert that, as religion has receded, the political order cannot rest on anything else. In the same way that humans have learned to cooperate and form moral ties beyond the family and the tribe, there is no reason to think that the nation is the ultimate horizon of political morality. Also, nations themselves are not pure and immutable essences. Just consider the history of what is today called Central Europe from the emergence of the Holy Roman Empire onward, and it quickly appears that nationalities and national identities are themselves historically variable entities that respond to many contingencies, including political decisions.[9]
All this is of course relevant for the future of the European Union. Nationalists and more generally “European skeptics” very often endorse something like Manent’s argument. An error that has often been committed by proponents of a more federal Europe has been to dismiss nationalist concerns, repeating the same mistake as 19th-century liberals. Nationalist considerations are legitimate, and, from a liberal and federalist perspective, one could even argue that national “loyalties” are needed to prevent excessive centralization.[10] But, at least for public reason liberals, national identities are not the only relevant identity-based considerations – a “European identity” can also provide such considerations, especially in the current geopolitical context. Also, there is no decisive argument against the possibility of a European political community where public membership transcends national borders. To be sure, this community is not given and must be patiently constructed. The point is that public reason doesn’t stop at national borders.


[1] For a good introduction of public reason liberalism and its two main branches, see Kevin Vallier and Ryan Muldoon, “In Public Reason, Diversity Trumps Coherence,” Journal of Political Philosophy 29, no. 2 (2021): 211–30.
[2] John Rawls, Political Liberalism (Columbia University Press, 1993). Jonathan Quong, Liberalism Without Perfection (Oxford University Press, 2010).
[3] Gerald Gaus, The Order of Public Reason: A Theory of Freedom and Morality in a Diverse and Bounded World, Reprint edition (Cambridge University Press, 2012). Kevin Vallier, “In Defence of Intelligible Reasons in Public Justification,” The Philosophical Quarterly 66, no. 264 (2016): 596–616.
[4] Pierre Manent, Enquête sur la démocratie: Études de philosophie politique (Gallimard, 2007), pp. 166-84. I have already discussed Manent’s text on this newsletter.
[5] See my recent essay on the naturalistic roots of politics.
[6] Partha Dasgupta and Sanjeev Goyal, “Narrow Identities,” Journal of Institutional and Theoretical Economics (JITE) / Zeitschrift Für Die Gesamte Staatswissenschaft 175, no. 3 (2019): 395–419.
[7] Note that this not the same as restricting the right to vote in national elections to nationals. Elections are only one way through which an individual’s views can be publicly reflected.
[8] This would perfectly be consistent with Kukathas’s liberal archipelago, for instance. Chandran Kukathas, The Liberal Archipelago: A Theory of Diversity and Freedom (Oxford University Press, U.S.A., 2007).
[9] Luka Ivan Jukic, Central Europe: The Death of a Civilization and the Life of an Idea (C Hurst & Co Publishers Ltd, 2025).
[10] Jacob T. Levy, “Federalism, Liberalism, and the Separation of Loyalties,” American Political Science Review 101, no. 3 (2007): 459–77.
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    John Rawls

    Based on Wikipedia: John Rawls

In 2008, a survey of political theorists at American colleges and universities produced a striking result: John Rawls was voted first on a list of "Scholars Who Have Had the Greatest Impact on Political Theory in the Past 20 Years." The poll, based on 1,086 responses from professors at accredited four-year institutions, placed a man who had largely retreated from public life at the top of an entire discipline. Rawls rarely gave interviews. He had a stutter he attributed to the deaths of two of his brothers—who died after contracting fatal illnesses from him—and what one biographer called "a bat-like horror of the limelight." Yet his ideas reshaped how courts in America and Canada think about justice, how politicians in Washington and London discuss fairness, and how an entire generation of moral philosophers understand the social contract.

Rawls was born on February 21, 1921, in Baltimore, Maryland, the second of five sons. His father, William Lee Rawls, was a prominent Baltimore attorney; his mother, Anna Abell Stump Rawls, was active in local Democratic politics, including advocacy for women's voting rights. Tragedy struck the family at an almost unimaginable scale: two of Rawls's brothers died in childhood because they contracted fatal illnesses from him. In 1928, the seven-year-old Rawls contracted diphtheria. His brother Bobby, younger by twenty months, visited him in his room and was fatally infected. The next winter, Rawls contracted pneumonia. Another younger brother, Tommy, caught the illness from him and died.

Thomas Pogge, one of Rawls's biographers, called the loss of the brothers "the most important events in John's childhood." The weight of that grief would follow him for decades.

Education at Princeton

Rawls graduated from Baltimore's public schools before enrolling in the Kent School, an Episcopalian preparatory school in Connecticut. Upon graduation in 1939, he attended Princeton University, where he was accepted into the Ivy Club and the American Whig–Cliosophic Society—elite social and academic institutions that would shape his intellectual life.

At Princeton, Rawls was influenced by Norman Malcolm, a student of Ludwig Wittgenstein. During his last two years at Princeton, he "became deeply concerned with theology and its doctrines." He considered attending a seminary to study for the Episcopal priesthood and wrote an "intensely religious senior thesis" titled "Meaning of Sin and Faith." In his 181-page-long thesis, Rawls attacked Pelagianism because it "would render the Cross of Christ to no effect."

Rawls graduated from Princeton in 1943 with a Bachelor of Arts, summa cum laude. He was twenty-two years old, devoutly religious, and about to enter the war that would shatter his faith.

The War and the Loss of Belief

Rawls enlisted in the U.S. Army in February 1943. During World War II, he served as an infantryman in the Pacific with the 128th Infantry Regiment of the 32nd Infantry Division, where he served a tour of duty in New Guinea and was awarded a Combat Infantryman Badge and Bronze Star; and the Philippines, where he endured intensive trench warfare and witnessed traumatizing scenes of violence and bloodshed.

It was there that he lost his Christian faith and became an atheist. Following the surrender of Japan, Rawls became part of General MacArthur's occupying army and was promoted to sergeant. But he became disillusioned with the military when he saw the aftermath of the atomic blast in Hiroshima. Rawls then disobeyed an order to discipline a fellow soldier, "believing no punishment was justified," and was "demoted back to a private." Disenchanted, he left the military in January 1946.

The war had transformed him. The boy who had defended Pelagianism in his thesis now believed that no divine plan could account for the suffering he witnessed.

Return to Philosophy

In early 1946, Rawls returned to Princeton to pursue a doctorate in moral philosophy. He married Margaret Warfield Fox, a Brown University graduate, in 1949. They had four children: Anne Warfield, Robert Lee, Alexander Emory, and Elizabeth Fox.

Rawls received his PhD from Princeton's philosophy department in 1950 after completing a doctoral dissertation titled "A Study in the Grounds of Ethical Knowledge: Considered with Reference to Judgments on the Moral Worth of Character." His PhD included a year of study at Cornell.

He taught at Princeton until 1952 when he received a Fulbright Fellowship to Christ Church at Oxford University, where he was influenced by the liberal political theorist and historian Isaiah Berlin and the legal theorist H. L. A. Hart. After returning to the United States, in the fall of 1953, Rawls became an assistant professor at Cornell University, joining his mentor Norman Malcolm in the philosophy department. Three years later Rawls received tenure at Cornell.

During the 1959–60 academic year, Rawls was a visiting professor at Harvard, and he was appointed in 1960 as a professor in the humanities division at MIT. Two years later, he returned to Harvard as a professor of philosophy, and he remained there until reaching mandatory retirement age in 1991.

The Thought Experiment That Changed Philosophy

In 1962, Rawls achieved a tenured position at MIT. That same year, he moved to Harvard University, where he taught for almost forty years and where he trained some of the leading contemporary figures in moral and political philosophy.

His students included Sibyl A. Schwarzenbach, Thomas Nagel, Allan Gibbard, Onora O'Neill, Adrian Piper, Arnold Davidson, Elizabeth S. Anderson, Christine Korsgaard, Susan Neiman, Claudia Card, Rainer Forst, Thomas Pogge, T. M. Scanlon, Barbara Herman, Joshua Cohen, Thomas E. Hill Jr., Gurcharan Das, Andreas Teuber, Henry S. Richardson, Nancy Sherman, Samuel Freeman and Paul Weithman.

He held the James Bryant Conann University Professorship at Harvard—the kind of position that signals absolute intellectual security in American academia.

But it was his ideas, not his teaching, that would transform political philosophy.

Justice as Fairness

Rawls published three main books. The first, A Theory of Justice, focused on distributive justice and attempted to reconcile the competing claims of the values of freedom and equality. Published in 1971, it became the founding text of modern political philosophy.

"It is generally accepted that the recent rebirth of normative political philosophy began with the publication of John Rawls's A Theory of Justice in 1971"

This was written by Will Kymlicka in 1990, but it remains accurate decades later. Rawls's theory of "justice as fairness" recommends equal basic liberties, equality of opportunity, and facilitating the maximum benefit to the least advantaged members of society in any case where inequalities may occur.

The argument for these principles uses a thought experiment called the "original position," in which people deliberately select what kind of society they would choose to live in if they did not know which social position they would personally occupy. This is first principles thinking applied to political theory: we design our society's rules from behind a "veil of ignorance" where we cannot know whether we'll be rich or poor, powerful or powerless.

The logic is compelling. If we don't know what we'll be in life—we might be the CEO or the street cleaner—we'll design institutions that protect everyone fairly. Rawls argued that this thought experiment reveals that reasonable people would agree to two basic principles: equal basic liberties for all, and social positions open to all under conditions of equal opportunity and fair equality.

Political Liberalism

In his later work Political Liberalism (1993), Rawls addressed the question of how political power can be exercised legitimately in a society where citizens hold diverse and often conflicting moral, religious, and philosophical points of view.

The problem is profound: how can we live together when we fundamentally disagree about what's right? Rawls's answer was to separate the "comprehensive doctrines"—the deep moral and spiritual beliefs—from the "political conception" that manages government. He argued that we should find "an overlapping consensus" on political questions while letting deeper questions remain debated.

Recognition

Rawls received both the Schock Prize for Logic and Philosophy and the National Humanities Medal in 1999. The latter was presented by President Bill Clinton in recognition of how his works "revived the disciplines of political and ethical philosophy with his argument that a society in which the most fortunate help the least fortunate is not only a moral society but a logical one."

Among contemporary political philosophers, Rawls is frequently cited by courts of law in the United States and Canada and referred to by practicing politicians in the United States and the United Kingdom. His framework has become the vocabulary of modern democratic governance.

Final Years

In 1995, Rawls had the first of several strokes, severely impeding his ability to continue work. He was nevertheless able to complete The Law of Peoples, the most complete statement of his views on international justice.

Published in 2001 shortly before his death was Justice as Fairness: A Restatement, a response to criticisms of A Theory of Justice.

Rawls died from heart failure at his home in Lexington, Massachusetts, on November 24, 2002, at age 81. He was buried at Mount Auburn Cemetery in Massachusetts.

His ideas about distributive justice, the original position, and political liberalism remain the foundation of modern democratic political thought. In a 2008 poll of professors who shaped political theory, he stood first—but perhaps more importantly, his students shape how governments around the world think about fairness. The boy from Baltimore who lost two brothers to disease, who watched Hiroshima burn, who became an atheist in the Pacific war, built an intellectual framework that helped millions understand justice. His ideas about helping the least advantaged have become the language of political debate itself.
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Thirty-seven children have been killed in Gaza this year, while the school system is nearly erased. Israel approves measures expanding settlements in the West Bank, while Palestine requests an urgent Arab League meeting in response. Israeli Prime Minister Benjamin Netanyahu to discuss Iran with U.S. President Donald Trump in Washington this week. Minnesota man severely injured in controversial ICE arrest. DHS used Google data to track a man who emailed a prosecutor about an asylum case. Members of Congress to begin reviewing the unredacted Epstein files. Epstein emails point to a meeting with Mohammed bin Salman days before Jamal Khashoggi’s killing. Cuba warns airlines of imminent jet fuel depletion as U.S. energy pressure tightens. Turkey arrests alleged Israeli spy cell targeting Palestinians and supply chains. Ethiopia demands Eritrean troop withdrawal, warning of dangerous escalation. Israeli strikes across southern Lebanon kill four people, including a three-year-old child. Russian drone and missile barrage kills civilians and knocks out power across Ukraine. Dozens missing and presumed dead after migrant boat capsizes off Libya’s coast. Iran adds more than seven years to the prison term of Nobel laureate Narges Mohammadi. Mass graves discovered on Sudan university campus used by RSF during fighting. Support fractures inside Venezuela’s ruling party after Nicolás Maduro’s capture, new report claims.
From Drop Site: West Bank violence from the Israeli military and settlers is driving mass displacement of Palestinians at an unprecedented rate. Somaliland launches a lobbying push for U.S. recognition, and Somalia mounts a counteroffensive.
This is Drop Site Daily, our new, free daily news recap. We send it Monday through Friday.

The Gaza Genocide, West Bank, and Israel
	Casualty counts: At least five Palestinians were killed and ten injured in Israeli attacks in Gaza over the past 24 hours. The total recorded death toll since October 7, 2023 has risen to 72,032 killed, with 171,661 injured. Since October 11, the first full day of the so-called ceasefire, Israel has killed at least 581 Palestinians in Gaza and wounded 1,553, while 717 bodies have been recovered from under the rubble, according to the Palestinian Ministry of Health.

	Six Palestinians killed over the weekend as Israeli attacks continue across Gaza: Israeli forces killed at least six Palestinians over the weekend in separate incidents across the Gaza Strip, according to Palestinian health officials and local media, including two Palestinians in southern Gaza who succumbed to earlier injuries, one person in central Gaza, and three in northern Gaza. Ongoing Israel attacks included Israeli warships opening fire at sea off Khan Younis, artillery shelling in Beit Lahia in the north, and Israeli military vehicles advancing near Siyam Street in Zaytoun Neighbourhood. Health authorities said that dozens of previously undocumented victims continue to be added to official records as verification is completed, with 174 deaths recently added to the cumulative death toll on Saturday.

	Child casualties rise as Gaza’s school system is nearly erased: At least 37 Palestinian children have been killed in the Gaza Strip since the start of 2026, according to UNICEF. The organization added that an estimated 90 percent of schools have been damaged or destroyed, leaving more than 700,000 children without regular access to education. This announcement follows a UN report on Thursday that Israeli forces recently demolished the UNRWA Jabalya Preparatory Boys’ School. The Jabalya Boys’ School was the last remaining school in a six-building complex.

	Israel claims it killed four fighters exiting a tunnel in Rafah: The Israeli military reported killing four Palestinian resistance fighters it claimed attacked Israeli troops as they emerged from a tunnel in southern Gaza’s Rafah area, describing the incident as a “blatant ceasefire violation.” No Israeli soldiers were reported injured.

	Israel approves measures accelerating de facto annexation in the occupied West Bank: Israel’s security cabinet approved a sweeping set of measures on Sunday aimed at entrenching Israeli control across the occupied West Bank and paving the way for further settler expansion. Israeli finance minister Bezalel Smotrich, who has long called for Israel to annex the territory, said the government was “burying the idea of a Palestinian state.” The measures include repealing restrictions on land sales to Israeli settlers, publishing land registries, reviving a state land acquisition committee to expand settlements, extending Israeli enforcement into Palestinian-administered Areas A and B, shifting authority in Hebron settlements to the Civil Administration, and creating a special municipal body to oversee Rachel’s Tomb in Bethlehem.

	Palestine requests urgent Arab League meeting in response: Palestinian authorities have submitted an urgent request to the Arab League for an extraordinary session to address Israel’s recent measures in the occupied West Bank. Hamas said the Israeli cabinet’s decisions reflect a “fascist settler-colonial approach” and form part of a “comprehensive annexation plan” designed to change “geographical and legal facts on the ground” alongside a “genocidal war and ethnic cleansing.” Palestinian Authority President Mahmoud Abbas also strongly condemned the moves, saying they “reflect an open Israeli attempt to legalize settlement expansion, land confiscation, and the demolition of Palestinian properties,” and called on the international community, particularly the UN Security Council and the U.S., to “intervene immediately and take decisive action to halt these dangerous Israeli decisions.”

	Widespread condemnation: Foreign ministers from Saudi Arabia, Jordan, the UAE, Qatar, Indonesia, Pakistan, Egypt, and Turkey issued a joint statement condemning Israel’s measures as “illegal” and aimed at accelerating “annexation and the displacement of the Palestinian people.” They reaffirmed that “Israel has no sovereignty over the occupied Palestinian territory” and warned that its expansionist policies “fuel violence and conflict in the region,” violate international law, and undermine the two-state solution.

	West Bank arrests: The Israeli military arrested at least 20 Palestinians across the occupied West Bank over the past 24 hours, including two children, according to the Wafa news agency. The arrests took place in various governorates, including Nablus, Ramallah, Hebron and Jenin.

	Netanyahu adjusts Washington trip to talk Iran with Trump: Israeli Prime Minister Benjamin Netanyahu has reportedly moved up his Washington visit and intends to meet President Donald Trump on Wednesday for urgent discussions on United States–Iran negotiations. On Friday, Trump said Washington’s core demand is preventing Iran from developing nuclear weapons and signaled that resolving the nuclear file alone would be sufficient. Netanyahu has demanded that any U.S.–Iran agreement must include limits on Iran’s ballistic missiles and an end to Iranian support for allied regional forces, according to Axios. This will mark the seventh meeting between Trump and Israel’s leader since January 2025.

	Hamas leader discusses disarmament, long-term truce, and Israeli threat: Hamas’s political leader abroad, Khaled Meshaal, said Sunday at the Al Jazeera Forum in Doha that demands for Palestinian disarmament are an Israeli dictate pushed onto Washington. Meshaal said Hamas has pursued a long-term truce framework, proposing a ceasefire of “five, seven, up to ten years” with guarantees including international forces on Gaza’s borders and oversight by regional mediators, while resistance weapons would “not be used and not displayed.” He pointed to Israel’s role as a regional threat, targeting not only Palestinians but also Syria, Jordan, Egypt, Turkey, Saudi Arabia, and Qatar, while promoting instability and fragmentation. Meshaal called for Israel to be stripped of legitimacy “exactly like the apartheid system in South Africa.”


U.S. News
	Bad Bunny vs. Trump: Puerto Rican star Benito Antonio Martínez Ocasio, better known as Bad Bunny, on Sunday became the first artist to perform a Super Bowl halftime show almost entirely in Spanish. His album, Debí Tirar Más Fotos, was the first Spanish-language album to win the Grammy for album of the year. During his Grammy acceptance speech, Bad Bunny criticized ICE. In the Super Bowl halftime performance, Bad Bunny shouted “God bless America!” near the end of the show as he held up a light blue pro-Independence variation of the Puerto Rican flag and went on to list all the countries of North, South and Central America. In response, President Trump posted: “The Super Bowl Halftime Show is absolutely terrible, one of the worst, EVER! It makes no sense, is an affront to the Greatness of America, and doesn’t represent our standards of Success, Creativity, or Excellence. Nobody understands a word this guy is saying.”

	Trump “very proud” of U.S. economy: In an interview aired in conjunction with the Super Bowl, President Trump finally took ownership of the economy. Trump claimed the economy is doing so well that Democrats have even stopped discussing “affordability,” which he has previously referred to as a hoax. “In the last four days—it’s only four days—the Democrats have not uttered the word ‘affordability,’” he said. “They’re the ones that caused the problem. I took over a mess in every way.”

	Minnesota man severely injured in unlawful ICE arrest: Alberto Castañeda Mondragón, a 31-year-old who immigrated from Mexico, said he was beaten by U.S. Immigration and Customs Enforcement agents during his January 8 arrest in St. Paul, Minnesota. Mondragón described being pulled from a car, struck in the head with a metal baton, and beaten again at a detention facility. As a result of these attacks, Mondragon suffered eight skull fractures and five life-threatening brain hemorrhages. Medical professionals confirmed his account, saying his injuries are inconsistent with the agency’s claim that he “ran into a wall.” A federal judge later ruled that Mondragón’s detention was unlawful, and Minnesota officials, including Governor Tim Walz and St. Paul’s mayor, condemned ICE’s use of excessive force in this case and called for an independent investigation.

	Protesters arrested: Local police arrested at least 50 people outside a federal building in Minneapolis on Saturday as they were marking the one-month anniversary of Renee Good’s fatal shooting by an ICE officer.

	Family says detained activist Leqaa Kordia’s location unknown after medical emergency in ICE custody: The family and legal team of Kordia, a Palestinian resident of Paterson, New Jersey, said ICE reported she had been hospitalized following a reported seizure and head injury at the Prairieland Detention Center in North Texas. As of Sunday, her whereabouts and condition remain unknown. Kordia has been held by immigration officials for nearly a year after being detained at a routine check-in. The arrest came after her participation in 2024 protests at Columbia University; despite an immigration judge twice ordering her release on bond, ICE has utilized “automatic stays” to keep her detained.

	Members of Congress to begin viewing unredacted Epstein files: GOP Rep. Thomas Massie, whom Trump is trying to take out in Kentucky, invited the public to point him toward particular files he should review privately. Ghislaine Maxwell met virtually on Monday with congressional investigators and took the Fifth.

	DHS used Google data demand to track man who emailed prosecutor about an asylum case: The United States Department of Homeland Security issued an administrative subpoena to Google seeking extensive personal data on a 67-year-old retiree who had emailed a DHS attorney urging mercy for an Afghan asylum seeker, according to reporting by The Washington Post. The subpoena required no judge’s approval or probable cause and triggered a home visit by DHS agents. Lawyers from the ACLU warn that the administrative subpoena process is ripe for abuse and could easily be used to intimidate government critics.

	AIPAC is quietly funneling donor networks and shell super PACs into key Democratic primaries: AIPAC is now employing a stealth strategy of bankrolling preferred Democratic candidates through coordinated donor networks and newly created super PACs that obscure its involvement, according to a recent investigation from Drop Site News and The American Prospect. Campaign finance filings in several Illinois House primaries show hundreds of donors previously tied to AIPAC and its affiliate the United Democracy Project, delivering synchronized donations to candidates. Similarly, pop-up super PACs with generic names have run million-dollar ad campaigns in the race, a tactic that mirrors one deployed by the group in Oregon’s 2024 race, that ultimately concealed its role until after the election. The full report, co-authored by David Dayen of The American Prospect and our own Ryan Grim, is available here.

	Epstein emails point to meeting with Mohammed bin Salman days before Khashoggi killing: Emails from the inbox of Jeffrey Epstein indicate that he coordinated a meeting with Saudi Crown Prince Mohammed bin Salman just three days before the murder of journalist Jamal Khashoggi on October 2, 2018. The emails, coming from an archive of recent DOJ disclosures of Epstein’s communications, show Epstein corresponding about a meeting held on September 30 of that year with MBS, sharing comments about it with Anas al-Rasheed—a Kuwaiti academic and former cabinet minister, before referring al-Rasheed to his associate Terje Rod-Larsen for further information. You can read more about Epstein’s ties to Gulf elites and political dealings with Rod-Larsen in Drop Site’s ongoing series on his intelligence activities.


International News
	Cuba warns airlines of imminent jet fuel depletion as U.S. energy pressure tightens: Cuba alerted international carriers that it will run out of jet fuel within 24 hours, according to EFE, with Jet A1 fuel unavailable at all of the country’s international airports from February 10 through March 11. Airlines may be forced to reroute, add foreign refueling stops, or cancel flights. Officials linked the shortage to intensified U.S. pressure on energy supplies, including new measures targeting countries that provide oil to the island after Washington cut off Venezuelan exports. Ryan Grim comprehensively outlined the severe constraints on Cuba’s fuel over the weekend; his summary of the situation is available here.

	Support fractures inside Venezuela’s ruling party after Nicolás Maduro’s capture, report claims: A recent report from Reuters claims that backing for the ruling United Socialist Party of Venezuela has sharply eroded in multiple regions following the U.S. capture of President Nicolás Maduro. Unnamed party members tell Reuters that participation in party affairs has collapsed, patronage payments have stalled, and distrust of interim President Delcy Rodríguez is spreading. Sources also described plunging attendance at party events, the breakdown of welfare distribution that long sustained loyalty, and growing fear of retaliation, with local leaders pushing members to inform on dissenters. The full report is available here.

	U.S. military ammunition tied to cartel firepower in Mexico: Mexican cartels obtained .50-caliber ammunition manufactured at the Lake City Army Ammunition Plant and used it in attacks on police and civilians, according to a joint investigation by the International Consortium of Investigative Journalists and The New York Times. A third of the 40,000 ammunition rounds seized in security operations since 2012 can be traced back to the Army-owned plant, which began selling the ammunition commercially in 2008. Mexican President Claudia Sheinbaum has previously argued that U.S.-made weapons being trafficked southwards are a core driver of cartel violence, accusations which have prompted new bilateral enforcement efforts between Mexico and its northern neighbor.

	Epstein files push Keir Starmer’s UK government to the brink: Longtime Starmer chief of staff Morgan McSweeney resigned under pressure, more fallout from the scandal exposed in the Epstein files involving former British politician Peter Mandelson, a close McSweeney ally who leaked details of an EU bailout to Epstein. Drop Site previously reported on McSweeney’s role in the destruction of opposition media in the UK, part of his effort to undermine Jeremy Corbyn. Starmer himself could fall next.

	Russian drone and missile barrage knocks out power across Ukraine: Russian overnight strikes on Sunday killed at least four people across Ukraine, including a mother and her 10-year-old son in Bohodukhiv in the Kharkiv region, according to reporting from Reuters. Moscow launched 149 drones and 11 ballistic missiles into the country, Ukrainian officials said, though the Ukrainian Air Force reported that most of these drones were intercepted. Additional attacks hit the southern port city of Odesa, the northern Chernihiv region, and energy infrastructure in western Volyn, cutting electricity to more than 80,000 people.

	Patriot missile shortages strain Ukraine’s air defense: Ukraine’s air force says a lack of PAC-3 interceptor missiles has left some Patriot launchers empty at critical moments, according to a report in the Financial Times citing comments from Ukrainian military officials. Ukraine has warned that ammunition is being expended faster than partners can resupply it, forcing air defense crews to stand down even as Russian attacks continue. The shortage has forced many recent strikes on Ukrainian power plants to go unopposed.

	Dozens dead or missing after migrant boat capsizes off Libya’s coast: At least 53 people, including two babies, were reported dead or missing after a boat carrying 55 migrants overturned north of the coastal city of Zuwara in northwestern Libya on Friday, according to the International Organization for Migration. The UN agency said only two survivors were rescued from the boat. More than 1,300 people went missing and are presumed drowned in similar incidents in the central Mediterranean route in 2025.

	Algeria moves to suspend air links as relations with the United Arab Emirates deteriorate: Algeria said on Friday that it has begun steps to cancel its commercial air services agreement with the United Arab Emirates, a move that would allow Algiers to restrict or suspend direct flights until a new framework is negotiated. The decision follows earlier remarks by President Abdelmadjid Tebboune, which accused an unnamed Gulf state (widely understood to be the UAE) of interfering in Algeria’s internal affairs. Abu Dhabi allegedly backed the separatist Movement for the Autonomy of Kabylia, which Algeria designates as a terrorist organization. Algerian officials and regional media have also pointed to the UAE’s involvement in conflicts across Libya, Yemen, and Sudan, as well as its alignment with Morocco and Israel, as violating long-standing norms of regional non-interference.

	Ethiopia demands Eritrean troop withdrawal, warning of dangerous escalation: Ethiopia formally accused Eritrea of crossing into its territory and engaging in “outright aggression.” Ethiopia accused its neighbor specifically of conducting joint maneuvers with Ethiopian rebel groups and supplying them with weapons, according to a letter sent by Foreign Minister Gedion Timothewos and reported by the BBC. Addis Ababa said talks, including on sea access through Eritrea’s Assab port, could follow an Eritrean withdrawal. Officials warned that the developments risk triggering a renewed war between the two countries.

	Mass graves discovered on Sudan university campus used by RSF during fighting: More than 1,000 bodies were buried in individual and mass graves on land belonging to the Sudan University of Science and Technology, according to the Sudan Tribune. The RSF allegedly used a campus site designated for a hospital as a burial ground, a university official told the paper. The university estimates that it lost property of a value up to $258 million during the war, a valuation which includes the destruction of all 300 of its laboratories (among them a rare nuclear chemistry lab) and widespread looting of its medical equipment, libraries, power infrastructure, and campus facilities.

	RSF siege of El-Obeid drives mass displacement and deepening humanitarian collapse in Sudan: Families fleeing fighting between the Sudanese Armed Forces and the Rapid Support Forces are pouring into El-Obeid after their homes were destroyed and supply routes were cut, with drone strikes intensifying around the city and humanitarian conditions rapidly deteriorating. Aid groups, including Plan International Sudan, say newly displaced families are sleeping outdoors without food or medical care; El-Obeid Teaching Hospital, for example, faces critical shortages of electricity, oxygen, fuel, and medicine. “We live without food, without medicine, without tents, without bathrooms — the diarrhea and malnutrition are hitting children and women the hardest,” said displaced farmer Abu Bakr Muhammad. Read the collaborative report on the state of affairs in El-Obeid from Drop Site News and Egab here.

	Congolese army retakes key South Kivu towns from M23 after two days of fighting: The army of the Democratic Republic of the Congo said it killed more than 30 fighters from the M23 and recaptured strategic territory in South Kivu, including the towns of Minembwe, Fizi, Uvira, and Mwenga, after months of rebel control in the province. Officials warned the situation remains fragile despite the gains, as humanitarian groups say fighting in the region displaced more than 500,000 people in 2025.

	Gunmen kill security personnel and abduct priest in Kaduna church raid: Armed attackers abducted a Catholic priest and several others in a pre-dawn assault on a church residence in the Kauru district of Nigeria’s Kaduna State and killed three members of the security forces during a firefight, according to church officials and police. The attack came days after mass church abductions elsewhere in Kaduna and amid growing international scrutiny of unrest in the country.

	Israeli strikes across southern Lebanon kill four people, including a three-year-old child: An Israeli drone strike on a vehicle in Yanouh killed three people, including a three-year-old child, according to Lebanon’s National News Agency. After the strike, the Israeli army claimed it had killed Ahmad Ali Salami, whom it described as a Hezbollah artillery commander, and expressed “regret” for any civilian harm, adding that the incident is “under review.” In Bint Jbeil district, Israeli gunfire reportedly wounded a municipal employee, killed a man, and injured others. Meanwhile, the Arkoub Regional Residents’ Association condemned Israel’s abduction of Islamic party official Atweh Atweh, calling it a grave violation of Lebanese sovereignty.

	Iran adds years to the prison term of Nobel laureate Narges Mohammadi: Iranian authorities sentenced Narges Mohammadi to more than seven additional years in prison after she launched a hunger strike on February 2, with the Revolutionary Court in Mashhad imposing six years for “gathering and collusion” and 18 months for propaganda, alongside a two-year travel ban, her lawyer told reporters on Saturday. Mohammadi, a leading women’s rights advocate and vice president of the Defenders of Human Rights Center, has been repeatedly jailed over the past decade for opposing compulsory hijab laws, documenting prison abuses in the country, and criticizing state repression, and was rearrested in December after a brief medical furlough.

	Turkey arrests alleged Israeli spy cell targeting Palestinians and supply chains: Turkey dismantled what officials described as an Israeli intelligence cell, which is accused of surveilling Palestinian targets and attempting to infiltrate commercial supply chains, according to Turkish security sources cited by Middle East Eye. In a joint operation last month, Turkish intelligence and Istanbul police arrested two Turkish citizens in the case, one of whom is accused of working for Israeli intelligence since 2012. Authorities say the accused ran shell companies, gathered intelligence across Turkey and the Middle East, sought to export drone parts, and planned front firms to manipulate supply chains as part of a long-running scheme. Observers have commented that the cell’s operations resemble the operations used in Israel’s pager attack in Lebanon in 2024.

	Taiwan rejects U.S. pressure on reshoring semiconductor chip manufacturing: In response to U.S. demands that Taiwan shift the bulk of its manufacturing of advanced chips to U.S. territory, Taiwanese Vice Premier Cheng Li-chiun stated in an interview that the demand was “impossible” — pushing back on Washington’s push to reduce reliance on semiconductor fabs near China that could be captured or destroyed in a war. While Taipei has agreed to lower tariffs and boost U.S. investment in recent trade talks, Cheng stressed Taiwan’s chip ecosystem must remain rooted on the island, despite U.S. tariff threats if targets of 40% reshoring are not met.

	Media mogul Jimmy Lai sentenced to 20 years in prison: A Hong Kong court on Monday sentenced Lai, 78, on charges of sedition and conspiracy to collude with foreign forces. Lai has been behind bars since December 2020—mostly in solitary confinement where his health has severely deteriorated. Lai was arrested in 2020 under the national security law that China implemented in Hong Kong, following the pro-democracy protests in 2019. Lai is the founder of Apple Daily, a popular Hong Kong newspaper that supported the pro-democracy movement but was forced to close in 2021 after police arrested the paper’s employees and froze its assets. Reporters Without Borders said the court decision “underscores the complete collapse of press freedom in Hong Kong and the authorities’ profound contempt for independent journalism.”


More from Drop Site
	Israeli settlers, military accelerate violent expulsion of Palestinians off their land in the West Bank: Israel’s state-backed campaign of forcible transfer of Palestinians in the occupied West Bank has been unfolding at an unprecedented rate over the past three years. What was once creeping encroachment by settlers has escalated into a violent campaign of mass expulsion, with tens of thousands of Palestinians displaced by the Israeli military and settlers working in tandem. Reporting from the ground in the West Bank, Drop Site contributor Zena Tahhan reports on Palestinian Bedouin communities who have been forcibly displaced from their lands, some of them multiple times. More than 60 Palestinian Bedouin villages have been entirely expelled and erased since 2022.  The full article is available here.

	Somaliland launches Trump-linked lobbying push for U.S. recognition as Somalia mounts counteroffensive: The breakaway territory of Somaliland has hired the Trump-connected lobbying firm Nestpoint to press Washington for formal recognition following its establishment of ties with Israel, according to U.S. lobbying disclosures reported by Drop Site News. Republican-aligned think tanks and donors have pushed to follow Israel and recognize Somaliland, though most of Congress and President Donald Trump have so far resisted altering long-standing U.S. policy in the Horn of Africa. An exclusive report on the effort from Drop Site contributor Daniel Medina is available here.
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    Deep Dive

    Israeli settlement

    Based on Wikipedia: Israeli settlement


In 1970, Israeli officials signed military orders to confiscate Palestinian land. The paperwork claimed the land was needed for military purposes. This was a lie. The documents, kept secret for decades and only revealed when the newspaper Haaretz obtained them, show that the land was always intended for civilian settlers. The military censor suppressed any publication of this information throughout the 1970s. This deception—using the language of security to accomplish demographic engineering—would become a template for decades of settlement policy.


Today, more than 700,000 Israeli citizens live in territories that Israel captured during the Six-Day War of 1967. The international community, including the United Nations, the European Union, and the International Court of Justice, considers these settlements illegal under international law. Israel disputes this characterization. In 2024, the International Court of Justice went further than ever before, ruling that Israel must "cease immediately all new settlement activities and evacuate all settlers" from the occupied territories. Whether this ruling will have any practical effect remains to be seen.


What Exactly Is a Settlement?


The word "settlement" might conjure images of frontier outposts—a handful of trailers on a hilltop. Some settlements do look like that. But others are indistinguishable from affluent suburbs, complete with shopping malls, universities, and populations exceeding 50,000 people.


The four largest settlements have achieved official city status in the Israeli administrative system. Modi'in Illit houses roughly 55,000 residents. Ma'ale Adumim, Beitar Illit, and Ariel each contain between 18,000 and 55,000 people. These are not temporary encampments. They have hospitals, schools, industrial zones, and all the infrastructure of permanent urban communities.


As of early 2023, there are 144 officially recognized Israeli settlements in the West Bank, including 12 in East Jerusalem. But that number understates the reality. At least 196 additional "outposts" exist—settlements that even the Israeli government has not authorized, though many receive state funding and infrastructure support anyway. The distinction between legal settlement and illegal outpost often seems more bureaucratic than substantive.


The Geography of Control


To understand the settlements, you need to understand where they are and what that placement accomplishes.


The West Bank is the kidney-shaped territory on the western bank of the Jordan River, bordered by Israel to the west and Jordan to the east. East Jerusalem sits at its heart. When Israel captured this territory from Jordan in 1967, along with the Gaza Strip from Egypt and the Golan Heights from Syria, the question of what to do with the land—and the people living on it—became the defining issue of Israeli politics.


The Golan Heights, captured from Syria, now hosts over 25,000 Israeli settlers. Israel formally annexed this territory in 1981 through the Golan Heights Law, though no other country recognizes this annexation. The same pattern applies to East Jerusalem, which Israel claims as part of its unified capital but which the international community still considers occupied territory.


The Sinai Peninsula tells a different story. Israel established 18 settlements there after 1967, but dismantled all of them following the 1979 peace treaty with Egypt. This demonstrates that settlements can be removed when political will exists—but also that such removal requires extraordinary circumstances.


Gaza presents the most complicated case. Israel built 21 settlements in the Gaza Strip, but evacuated all of them in 2005 as part of a unilateral disengagement. The settlers were removed, sometimes forcibly, in what some Israelis still call "the Expulsion." Yet despite withdrawing its settlers and military from inside Gaza, Israel maintained control over Gaza's borders, airspace, and coastline—a situation that persists to this day.


Why People Move There


The motivations driving Israelis to settle in the occupied territories vary enormously.


For some, the motivation is religious. The West Bank encompasses the biblical regions of Judea and Samaria, sites sacred in Jewish tradition. The city of Hebron contains the Cave of the Patriarchs, believed to be the burial place of Abraham. These settlers see themselves as reclaiming ancestral land promised by God.


For others, the motivation is baldly economic. Housing in the settlements costs significantly less than comparable housing within Israel proper. The Israeli government subsidizes settlement life heavily—spending per citizen in the settlements runs double the amount spent in Tel Aviv or Jerusalem. In isolated settlements, government spending per person runs three times the national average. Most of this money goes to security, but the net effect is to make settlement an economically attractive choice for young families priced out of Israel's expensive housing market.


Still others are motivated by ideology. Gush Emunim, a movement founded in the 1970s, promoted settlement as a way to establish "facts on the ground" that would make any future Palestinian state impossible. Their strategy was explicit: populate the land so thoroughly that withdrawing would become politically unthinkable.


The Legal Architecture


The legal situation is genuinely complex, which is part of why Israel has been able to maintain its position for so long.


The Fourth Geneva Convention, drafted in 1949 after the horrors of World War Two, prohibits an occupying power from transferring its civilian population into territory it occupies. The drafters were thinking of Nazi Germany's policies of settling Germans in conquered territories while expelling or exterminating the existing populations. Article 49 states this prohibition clearly.


Israel's legal argument rests on a technical claim: that the Fourth Geneva Convention doesn't apply to the West Bank because Jordan's control of the territory from 1948 to 1967 was itself not internationally recognized. If Jordan wasn't the legitimate sovereign, the argument goes, then Israel isn't an occupying power in the conventional sense, and the Geneva Convention's provisions don't apply.


Almost no one outside Israel accepts this reasoning. The International Court of Justice rejected it in 2004, when it ruled that both the settlements and the West Bank barrier wall violated international law. The court rejected it again in 2024, in even stronger terms. The United Nations has repeatedly stated that the settlements violate the Fourth Geneva Convention. The European Union treats settlement products differently from Israeli products in trade agreements, precisely because it considers the settlements illegal.


Even the United States, Israel's closest ally, designated the settlements as illegal for decades. This policy changed briefly in November 2019, when the first Trump administration declared that "the establishment of Israeli civilian settlements in the West Bank is not per se inconsistent with international law." The Biden administration reversed this in February 2024, returning to the longstanding American position that settlements are "inconsistent with international law."


How Settlements Get Built


The mechanisms for establishing settlements have evolved over the decades, but the pattern remains recognizable.


In the early years after 1967, the Labor government of Levi Eshkol developed the Allon Plan, named after cabinet minister Yigal Allon. This plan envisioned Israel annexing strategic areas—East Jerusalem, the Jordan Valley, and the area around Gush Etzion—while leaving the densely populated Palestinian areas for some future resolution. The Allon Plan provided the template for settlement policy under successive Labor governments.


When the right-wing Likud party came to power in 1977 under Menachem Begin, settlement policy expanded dramatically. Begin's government issued a statement declaring that "the entire historic Land of Israel is the inalienable heritage of the Jewish people." Ariel Sharon, then agriculture minister, announced a plan to settle two million Jews in the West Bank by the year 2000. That target was never achieved, but the ambition was clear.


The formal mechanism for most settlement activity runs through the Settlement Division of the World Zionist Organization. Though technically a non-governmental organization, it receives Israeli government funding and operates as a quasi-governmental body. The Civil Administration—the Israeli military body that governs the West Bank—leases land to the Settlement Division, which then develops and populates new communities.


The methods for acquiring that land have varied. In the 1970s, the most common approach was military requisition—declaring land necessary for security purposes, then transferring it to civilian use. Land was also declared "state land" based on Ottoman-era regulations that Israel claimed to have inherited. Palestinian landowners were sometimes offered compensation, sometimes simply presented with eviction orders. In some documented cases, land was literally poisoned—sprayed with herbicides to destroy crops and make cultivation impossible, after which it could be declared abandoned and seized.


The Outpost Strategy


Since the 1990s, a new category has emerged: the unauthorized outpost.


These begin when settlers, often young religious nationalists, establish a presence on a hilltop or other strategic location without government approval. They might start with a few trailers, perhaps claiming to be a farming operation or a nature observation point. Over time, infrastructure follows—electricity, water, roads. Eventually, the government faces a choice: remove the outpost and confront its own political base, or retroactively authorize what exists.


More often than not, the government chooses the latter. A 2012 investigation by Haaretz revealed that the Civil Administration had covertly designated ten percent of the West Bank for potential future settlement, complete with provisional names for communities that didn't yet exist. The "unauthorized" outposts often turn out to be precisely where the planning documents always indicated settlements would go.


What This Means for Palestinians


For the Palestinian population of the West Bank, the settlements represent something more than a legal abstraction. They shape daily life in concrete and often brutal ways.


The settlement infrastructure fragments Palestinian territory into disconnected enclaves. A network of roads connects settlements to each other and to Israel proper, but Palestinians are prohibited from using many of these roads. Checkpoints control movement between Palestinian areas. A journey that might take fifteen minutes on a settler road can take hours for a Palestinian navigating the system of permits and checkpoints.


Water illustrates the disparity starkly. Settlements have swimming pools and irrigated lawns while neighboring Palestinian villages face severe water restrictions. The Israeli water company Mekorot controls water resources throughout the West Bank, and allocation heavily favors Israeli users.


Violence is also part of the picture. Settlers, sometimes acting with apparent impunity, have attacked Palestinian farmers, destroyed olive groves, vandalized property, and assaulted individuals. The Israeli military, whose official mission includes protecting both populations, has been documented standing by during settler attacks or actively assisting settlers. Human rights organizations have compiled thousands of such incidents.


The separation barrier—a wall in urban areas, a fence elsewhere—was ostensibly built for security following the wave of Palestinian suicide bombings in the early 2000s. But its route doesn't follow the pre-1967 boundary. Instead, it loops deep into the West Bank to encompass major settlement blocs, effectively annexing this territory while separating Palestinian farmers from their fields and workers from their jobs.


The Peace Process and Its Failures


Every serious attempt at Israeli-Palestinian peace has confronted the settlement question.


The Oslo Accords of the 1990s created a framework for negotiations but deliberately deferred the settlement issue to "final status" talks. Meanwhile, the settler population continued growing. When Prime Minister Yitzhak Rabin presented the Oslo II Accord to the Israeli parliament in 1995, he made clear that Israel intended to keep major settlement blocs including Ma'ale Adumim and Givat Ze'ev. Two months later, a Jewish extremist assassinated Rabin at a peace rally.


The Road Map for Peace in 2002 called for dismantling outposts established after 2001. Instead, new outposts proliferated. The settler population growth rate didn't slow. Israel's formal position was that no new settlements were being established—but existing settlements expanded, and outposts that should have been removed became permanent.


The practical reality is that every year of continued settlement makes any territorial compromise more difficult. The settlers themselves constitute a powerful political constituency. Removing the 8,000 settlers from Gaza in 2005 required massive security forces and generated lasting trauma in Israeli society. Removing 700,000 settlers from the West Bank would be an operation of an entirely different magnitude—if it's even politically conceivable.


The Question of Intent


The most contested question about the settlements may be what they reveal about Israeli intentions.


Palestinian leaders and many international observers argue that the settlement enterprise is designed to make a Palestinian state impossible. The pattern of settlement—establishing communities along the Jordan Valley to separate any future Palestine from Jordan, building ring roads around East Jerusalem to sever it from the West Bank, fragmenting the territory into disconnected cantons—seems calculated rather than accidental.


The 1978 Drobles Plan, drafted by the World Zionist Organization, made this logic explicit. Its full title was "Master Plan for the Development of Settlements in Judea and Samaria, 1979-1983," and it called for dispersed settlement throughout the West Bank specifically to prevent the emergence of a contiguous Palestinian state. The document acknowledged that security was a pretext; the actual goal was demographic.


Israeli defenders of the settlements argue that security concerns are genuine—that the settlements provide strategic depth and early warning capacity. They note that Israel withdrew from Gaza and received rocket fire in return, suggesting that territorial concessions don't bring peace. Some argue that Jews have a historical and religious right to live anywhere in the biblical Land of Israel.


What's undeniable is that the settler population has grown continuously since 1967, under governments of the left and right alike. Whether this reflects a coherent strategy or simply the accumulated momentum of thousands of individual decisions, the result is the same: each passing year makes the status quo harder to reverse.


The Current Moment


The 2024 International Court of Justice ruling represents the strongest international legal condemnation of the settlements to date. The court found not just that the settlements violate international law, but that the entire occupation is illegal and must end. It called for Israel to evacuate all settlers and make reparation for damages caused.


Whether this ruling will have any practical effect is unclear. Israel has rejected it. The United States has indicated it won't support enforcement. No mechanism exists to compel Israeli compliance. Previous ICJ rulings on the same subject, including the 2004 opinion on the separation barrier, produced no change in Israeli policy.


Meanwhile, the settlements continue to expand. New housing units are approved regularly. Outposts continue to appear on hilltops. The settler population grows faster than the Israeli population as a whole, driven by both migration and high birth rates among the religious settler community.


The violence continues too. Settlers attack Palestinians. Palestinians attack settlers. The Israeli military conducts operations throughout the West Bank. The cycle repeats.


Some observers describe this as a frozen conflict, but that metaphor is misleading. Nothing is frozen. The demographic balance shifts. The infrastructure expands. The facts on the ground multiply. The settlement enterprise that began with a few trailers on a Judean hilltop in 1967 has become one of the most consequential and contested colonial projects of the modern era—and one whose ultimate resolution remains entirely unclear.

  

  
    Deep Dive

    Jeffrey Epstein

    Based on Wikipedia: Jeffrey Epstein


How does a college dropout with no credentials end up teaching physics at one of Manhattan's most exclusive prep schools, befriending billionaires, and building a financial empire shrouded in mystery? The story of Jeffrey Epstein is less a biography than a series of impossible leaps—each one stranger than the last, each one leading deeper into a web of wealth, power, and unspeakable crimes.


The Brooklyn Boy


Jeffrey Edward Epstein was born on January 20, 1953, in Brooklyn, New York. His parents, Pauline and Seymour Epstein, were Jewish and had married just months before his birth. The family was modest by any measure. Seymour worked as a groundskeeper for the New York City Department of Parks and Recreation. Pauline was a school aide and homemaker. Neighbors remembered them as quiet and humble.


Jeffrey and his younger brother Mark grew up in Sea Gate, a private gated community at the western tip of Coney Island. Within the family, Jeffrey earned the nickname "Bear," while Mark was called "Puggie." Childhood friends described young Jeffrey as "sweet and generous," though also "quiet and nerdy." A female friend later recalled him as "just an average boy, very smart in math, slightly overweight, freckles, always smiling."


But he was far from average academically. Epstein began playing piano at age five and was considered a talented musician. He skipped two grades, graduating from Lafayette High School in 1969 at just sixteen years old. He attended advanced mathematics classes at Cooper Union, then transferred to the Courant Institute of Mathematical Sciences at New York University, where he studied mathematical physiology. He left without a degree in 1974.


The Dalton Mystery


Here's where the story takes its first improbable turn.


In September 1974, at twenty-one years old and without a college degree, Epstein somehow landed a job teaching physics and mathematics at the Dalton School. This wasn't just any school. Dalton was one of the most prestigious and expensive private schools on Manhattan's Upper East Side. Its students came from New York's wealthiest families.


The headmaster, Donald Barr—father of future Attorney General William Barr—had recently departed, and the school was known for making unconventional hires. But even by those standards, hiring an uncredentialed twenty-one-year-old to teach teenagers was remarkable.


Former students would later recall troubling behavior. Epstein allegedly paid constant attention to underage female students and once showed up at a party where young people were drinking. Students often saw him flirting with the girls he was supposed to be teaching.


But something else happened at Dalton that would shape Epstein's future. He met Alan Greenberg, the chief executive officer of Bear Stearns, one of Wall Street's major investment banks. Greenberg's children attended the school. According to Greenberg's daughter, Lynne Koeppel, Epstein managed to influence another Dalton parent into advocating for him to her father.


In June 1976, Epstein was dismissed from Dalton for "poor performance." Within weeks, he had a job at Bear Stearns.


The Wall Street Ascent


Epstein started at Bear Stearns as a low-level junior assistant to a floor trader—about as entry-level as you can get on Wall Street. But his rise was swift. He became an options trader in the special products division, then moved to advising the bank's wealthiest clients on tax strategies.


Among his clients was Edgar Bronfman, the president of Seagram, the Canadian beverage giant. Jimmy Cayne, who would later become Bear Stearns' chief executive, praised Epstein's skill with wealthy clients and complex financial products.


By 1980, just four years after joining as a floor assistant, Epstein had become a limited partner. This was extraordinary. Bear Stearns partnerships were coveted positions, typically reserved for seasoned financiers with decades of experience and proven track records.


Then, in 1981, it ended abruptly. Epstein was asked to leave. According to his own sworn testimony, he had been guilty of a "Reg D violation"—a breach of securities regulations governing private placements. Despite this departure, he remained close to Cayne and Greenberg and stayed a client of Bear Stearns until the bank's collapse in 2008.


The Bounty Hunter Years


After leaving Bear Stearns, Epstein founded Intercontinental Assets Group, a consulting firm with an unusual specialty: recovering stolen money from fraudulent brokers and lawyers. He described his work as being a "high-level bounty hunter."


He told friends he worked sometimes for governments and the wealthy to recover embezzled funds. Other times, he claimed, he worked for people who had embezzled funds. The morality was flexible, the clients were wealthy, and the work was lucrative.


One documented client was Ana Obregón, a Spanish actress and heiress. In 1982, Epstein helped her recover millions that had vanished when Drysdale Government Securities collapsed amid fraud allegations.


During the mid-1980s, Epstein traveled frequently between the United States, Europe, and the Middle East. The period is murky. He possessed an Austrian passport with his photograph but a false name, listing his residence as Saudi Arabia. Why would a Brooklyn-born financier need a fraudulent foreign passport? The answer has never been fully explained.


The Intelligence Question


Some of Epstein's associates from this era would later make remarkable claims. Steven Hoffenberg, a business partner, alleged in 2020 that Epstein had been recruited in the 1980s by a defense contractor named Douglas Leese to work for British intelligence. Epstein himself told people at the time that he was an intelligence agent.


Was this true, or was it a con man's convenient fiction—a way to explain mysterious wealth and unexplainable connections?


A suggestive detail emerged years later. In 2017, a former senior White House official reported that Alexander Acosta—the United States Attorney who would eventually give Epstein a controversial plea deal—had explained his lenient handling of the case to Donald Trump's transition team with an extraordinary statement: "I was told Epstein 'belonged to intelligence' and to 'leave it alone'." Acosta allegedly said the matter was "above his pay grade."


During this period, one of Epstein's clients was Adnan Khashoggi, the Saudi Arabian arms dealer who served as the middleman in the Iran-Contra affair—the Reagan administration's secret scheme to sell weapons to Iran and funnel the proceeds to right-wing rebels in Nicaragua. Khashoggi was introduced to Epstein by Leese, the same defense contractor later alleged to have recruited Epstein for intelligence work.


None of this proves Epstein was a spy. But it establishes that from early in his career, he moved in circles where intelligence, arms dealing, and vast sums of money intersected.


The Ponzi Scheme


In 1987, Steven Hoffenberg hired Epstein as a consultant for Towers Financial Corporation, a collection agency that bought debts owed to hospitals, banks, and phone companies. Hoffenberg set Epstein up in offices in the elegant Villard Houses in Manhattan and paid him twenty-five thousand dollars per month—a substantial sum that would be equivalent to roughly sixty-nine thousand dollars today.


The two men refashioned themselves as corporate raiders, using Towers Financial as their vehicle. They made unsuccessful bids to take over Pan American World Airways in 1987 and Emery Air Freight in 1988. They traveled everywhere on Hoffenberg's private jet.


But Towers Financial was a fraud.


In 1993, the company imploded when it was exposed as one of the largest Ponzi schemes in American history. A Ponzi scheme is a type of fraud where returns to earlier investors are paid using capital from newer investors, rather than from legitimate profits. It works until new money stops flowing in, at which point everything collapses. Towers Financial lost over four hundred fifty million dollars of investor money—equivalent to roughly one billion dollars today.


In court documents, Hoffenberg claimed Epstein was intimately involved in the fraud. Yet Epstein had left the company by 1989, and he was never charged. Hoffenberg went to prison. Epstein walked away.


The Billionaire's Right-Hand Man


In 1988, even while still consulting for Hoffenberg, Epstein founded his own financial management firm, J. Epstein and Company. He claimed the firm only accepted clients with a net worth exceeding one billion dollars, though others have expressed skepticism about how exclusive he really was.


What's certain is that he landed the biggest client of his career: Leslie Wexner.


Wexner was the founder and chief executive of L Brands, the retail empire that included Victoria's Secret, Bath and Body Works, and The Limited. He was one of the wealthiest people in America. In 1986, Epstein met Wexner through mutual acquaintances in Palm Beach. By 1987, Epstein had become Wexner's financial adviser.


The relationship quickly became extraordinary. In July 1991, Wexner granted Epstein full power of attorney over all his affairs. This is an almost unheard-of arrangement between a billionaire and his financial adviser. It meant Epstein could hire and fire people on Wexner's behalf, sign checks, buy and sell properties, borrow money—essentially anything of a legally binding nature.


Epstein managed Wexner's wealth and oversaw projects like the construction of Wexner's yacht, the Limitless. He made millions in fees. He attended Victoria's Secret fashion shows and hosted models at his New York City home. He represented himself as a global talent scout for the lingerie brand—a position that would later be revealed as a tool for sexual manipulation.


By 1995, Epstein was a director of the Wexner Foundation and president of Wexner's property development company. Although never officially employed by L Brands, he corresponded frequently with company executives and wielded enormous influence.


The Island Tax Haven


In 1996, Epstein restructured his firm as the Financial Trust Company and moved its base to St. Thomas in the United States Virgin Islands. This was a tax strategy. By relocating to the Virgin Islands, Epstein reduced his federal income taxes by ninety percent.


The Virgin Islands offered something unusual: the tax benefits of an offshore haven combined with access to the American banking system. You could avoid most taxes while still moving money through major American banks. Epstein capitalized on connections at JP Morgan, particularly with banker Jes Staley, to maintain close ties with that institution's subsidiary in the territory.


By 2002, according to New York Magazine, Epstein's financial operation employed one hundred fifty people across three locations: the Villard Houses in Manhattan, Wexner's operation in Columbus, Ohio, and St. Thomas. Twenty of those employees were accountants.


The Money Trail


Where did Epstein's money actually come from? This question has never been fully answered, but some numbers have emerged.


According to Forbes, reporting in 2025, the great majority of Epstein's wealth between 1999 and 2018 came from four hundred ninety million dollars in fees—most of it from just two billionaires. Leslie Wexner paid him roughly two hundred million dollars. Leon Black, the private equity titan who founded Apollo Global Management, paid one hundred seventy million. The remaining reported income—three hundred ten million dollars—came from investment returns generated by his companies.


When Epstein died, he was worth approximately six hundred million dollars.


But questions linger. Senator Ron Wyden stated in Congress that a Treasury Department file on Epstein detailed, from a single account, four thousand seven hundred twenty-five wire transfers totaling one point one billion dollars. The file also showed extensive financial correspondence from Russian banks connected to his sex trafficking activities.


Throughout his career, Epstein engaged no fewer than seventy-five lawyers. This is not a typo. Seventy-five lawyers. The list included some of the most prominent names in American law: Alan Dershowitz, the Harvard professor and celebrity defense attorney; Kenneth Starr, who had led the investigation of President Bill Clinton; Roy Black, one of Miami's most famous criminal defense attorneys; and Jay Lefkowitz, a former White House official.


The Social Network


Epstein was, above all else, a collector of powerful people.


His address book and flight logs, released over years of investigations, read like a who's who of global influence. Politicians, billionaires, scientists, royalty—he cultivated relationships with them all. Bill Clinton flew on Epstein's private jet multiple times. Donald Trump called him a "terrific guy" in 2002 and noted that Epstein liked women "on the younger side." Prince Andrew, the Duke of York, was a regular guest at Epstein's properties.


Documents released by the House Democratic Caucus in September 2025 revealed connections to Peter Thiel, the billionaire tech investor; Elon Musk, the world's richest man; Bill Gates, the Microsoft founder; Larry Summers, the former Treasury Secretary and Harvard president; and Steve Bannon, the political strategist. The documents included over twenty thousand pages of Epstein's emails from 2011 to 2018, many involving conversations about Donald Trump.


Why did so many powerful people associate with a man whose behavior raised obvious red flags? The answers vary. Some claim ignorance. Some point to Epstein's reputation as a financial genius. Some suggest he was useful—a man who could connect people, solve problems, or make inconvenient things disappear.


And some, it would eventually emerge, shared his appetite for young girls.


The Crimes


In 2005, police in Palm Beach, Florida, began investigating Epstein after a parent reported that he had sexually abused her fourteen-year-old daughter. What they discovered was systematic horror.


Federal officials eventually identified thirty-six girls, some as young as fourteen, whom Epstein had allegedly sexually abused. The investigation revealed a pattern: Epstein and his associates recruited vulnerable young girls, often from disadvantaged backgrounds, with offers of money for "massages." The massages became sexual abuse. Some victims were then recruited to bring in more girls, creating a pyramid of exploitation.


The girls were subjected to repeated rape and sexual violence by Epstein and his associates. They were trafficked between his homes in Palm Beach, New York City, New Mexico, and the US Virgin Islands. The abuse spanned years. Dozens of victims. Systematic. Organized. Predatory.


The Sweetheart Deal


What happened next should have been straightforward: a wealthy man credibly accused of raping dozens of children should go to prison for the rest of his life.


Instead, Epstein received one of the most controversial plea deals in American legal history.


In 2008, he pleaded guilty to two Florida state charges: procuring a child for prostitution and soliciting a prostitute. The language itself was obscene—these were children, not prostitutes. He was sentenced to eighteen months in county jail but served only thirteen months. Even that was a fiction: he was allowed to leave the jail six days a week for "work release" at his Palm Beach office.


The deal was engineered by Alexander Acosta, then the United States Attorney for the Southern District of Florida. Acosta would later serve as Secretary of Labor in the Trump administration until reporting on the Epstein deal forced his resignation. When asked why he had been so lenient, Acosta allegedly offered the explanation about Epstein "belonging to intelligence."


The plea deal granted immunity not just to Epstein but to "any potential co-conspirators"—a provision that protected anyone who had participated in the abuse. Victims were not consulted or even informed. A federal judge would later rule that the deal violated the Crime Victims' Rights Act.


The Arrest


For a decade after his Florida conviction, Epstein continued his life largely unchanged. He was a registered sex offender, but he still flew on private jets, entertained at his Manhattan townhouse, and maintained his network of wealthy and powerful friends.


Then, on July 6, 2019, he was arrested at Teterboro Airport in New Jersey after returning from Paris. Federal prosecutors in New York charged him with sex trafficking of minors in Florida and New York. This time, there would be no sweetheart deal.


Epstein was held at the Metropolitan Correctional Center in Manhattan, a federal jail known for housing high-profile defendants. He was denied bail after prosecutors argued he was a flight risk with the resources to flee the country.


The Death


On August 10, 2019, Jeffrey Epstein was found dead in his jail cell.


Barbara Sampson, the New York City medical examiner, ruled his death a suicide by hanging. But almost immediately, questions erupted. Epstein had been taken off suicide watch despite a previous apparent suicide attempt. The guards assigned to check on him had allegedly fallen asleep and falsified records. Security cameras malfunctioned.


Forensic pathologist Michael Baden, hired by Epstein's brother, disputed the suicide ruling. He pointed to fractures in Epstein's neck that he said were more consistent with homicide than hanging. The prison staff's failures were so egregious that they were criminally charged, though those charges were eventually dropped.


Public skepticism was immediate and widespread. The phrase "Epstein didn't kill himself" became a cultural meme, appearing everywhere from sports broadcasts to military communications. The theory wasn't crazy: here was a man with damaging information about some of the world's most powerful people, dead in a federal facility under circumstances that strained credulity.


In July 2025, the Federal Bureau of Investigation released closed-circuit television footage intended to prove Epstein died by suicide. But when the Department of Justice released the footage, approximately two minutes and fifty-three seconds was missing. The video had been modified despite the FBI's claim that it was the raw, unaltered recording.


The missing footage did nothing to quiet suspicions.


The Aftermath


Since Epstein's death precluded criminal prosecution, a judge dismissed all charges against him on August 29, 2019. The dead cannot be tried.


But his associate Ghislaine Maxwell faced justice. Maxwell, the daughter of British media mogul Robert Maxwell, had been Epstein's longtime companion and, prosecutors alleged, his chief procurer of victims. She recruited young girls, groomed them for abuse, and participated in the crimes herself.


In 2021, Maxwell was convicted on federal charges of sex trafficking and conspiracy. She was found guilty of helping Epstein procure girls, including a fourteen-year-old, for sexual abuse. She is currently serving a twenty-year prison sentence.


Civil lawsuits by Epstein's victims have resulted in settlements worth hundreds of millions of dollars. JP Morgan and Deutsche Bank, which maintained accounts for Epstein long after his first conviction, paid substantial settlements to victims. The Wexner family gave one hundred million dollars to various causes, though Leslie Wexner has never been charged with any crime.


The Questions That Remain


The Epstein case left behind a tangle of unanswered questions.


How did a college dropout become a teacher at an elite school, then a Wall Street partner, then a financial adviser to billionaires? The career trajectory defies conventional explanation. At each stage, doors opened that should have remained closed.


Was he an intelligence asset? The Austrian passport with a false name, the claims from associates, Acosta's alleged explanation—none of it proves anything, but none of it has been explained either.


Who else participated in his crimes? The plea deal granted immunity to unnamed co-conspirators. Flight logs show numerous prominent passengers on Epstein's plane, but the distinction between those who were merely transported and those who participated in abuse has never been fully litigated in court.


Did he really kill himself? The official ruling stands, but the circumstances—the sleeping guards, the broken cameras, the modified footage—have convinced many that the truth remains hidden.


And perhaps most troubling: how did he operate so openly for so long? Dozens of victims. Decades of abuse. A previous conviction. And still, the powerful kept visiting, the money kept flowing, and the system kept failing to stop him.


The Epstein case revealed something uncomfortable about how power works. Enough money buys not just luxury but impunity. Enough connections make you untouchable—or nearly so. And when you threaten to expose those connections, you become dangerous in a way that wealth alone cannot protect against.


Jeffrey Epstein is dead. Ghislaine Maxwell is in prison. But the full story of who knew, who participated, and who protected this operation may never be told. The powerful have long memories and longer reach. And some secrets, it seems, are meant to stay buried.

  



First Draft: 🏈 Bad Trump, Good Bunny


  
  
    First Draft: 🏈 Bad Trump, Good Bunny

    Asawin Suebsaeng · Zeteo · Feb 9, 2026 · 14 min read

  

  On this day in 2021, the US Senate began the impeachment trial against then former President Donald Trump…only to end up acquitting him and giving rise to yet another Trump presidency, even after inciting an insurrection. Gotta love accountability in government!  

Happy Monday. It’s Swin, again, and I – like some of you reading ‘First Draft’ this morning – am busy working off my Super Bowl hangover. We’ll have more to say on the big game in a moment, but first, I want to alert you all to a three-word term that political operatives kept blowing up my phone with this weekend: “The Epstein Class.” 
Senator Jon Ossoff used it in a Saturday speech – during which he compared Donald Trump to a klansman – to describe the ruling party and its ultra-wealthy enablers. (Rep. Ro Khanna has previously used the term.) Several longtime Dem operatives messaged me how much they wanted their party to discover message discipline and relentlessly brand President Trump and the GOP “The Epstein Class.” Seasoned Republican consultants tried to convince me, for instance, that it was too “cute” to resonate. We’ll see how much it catches on between now and November, and which party dominates in the midterms!
In today’s ‘First Draft,’ Trump’s culture war backfires, a blue wave builds, and the UK’s Keir Starmer faces pressure over an Epstein scandal, while Howard Lutnick gets a pass despite making repeated appearances in the Epstein files. 

Trump Loses the Super Bowl – and His Culture War

In recent days, you may have seen viral clips of an adult man in Texas attacking a minor during a student walkout protest against Donald Trump’s ICE. Video from the scene appears to show a furious man – whose car apparently got kicked by a teen – starting to savagely beat a young girl, only to have a swarm of teens and students get him off the girl and fight him until he flees, looking exactly as dignified as you might imagine a grown-ass man might look in this situation. It was a local story in the Lone Star State, but it was also the perfect national metaphor.
The president of the United States is That Guy – except instead of getting beaten up by a bunch of small kids who he tried to fight, Donald Trump is getting his ass handed to him by the very culture wars he so confidently started. And last night’s big game underscored precisely why.
Trump didn’t show up at Super Bowl LX in California, in part because his White House had determined that if he did, he would get booed so very lustily on live TV, in front of tens of millions of viewers. But his flailing, increasingly unpopular presidency still managed to loom large over Sunday’s events. The two main musical acts – Bad Bunny and Green Day – are both avowedly against Trump and his ethnic-cleansing campaigns. Green Day performed “American Idiot,” which they routinely play to protest Trump’s “MAGA agenda.” Puerto Rican megastar Bad Bunny’s halftime show was a cinematic, Spanish-language celebration of ethnic and cultural diversity in America. During the show, he prominently displayed the message, “The only thing more powerful than hate is love,” which is almost verbatim what he said at his recent Grammys “ICE out” speech. 
If anyone wants to argue Bad Bunny avoided partisan politics during the Super Bowl, he sort of did – on paper, with the thinnest veneer of plausible deniability. His message couldn’t have been clearer, and it joyfully spat in the face of what Donald Trump, JD Vance, Stephen Miller, and the rest of the gang running the federal government stand for. But if the NFL wants to pretend its halftime show didn’t have an inherently anti-Trump message to it, the Trump administration is already showing it’s not willing to give them a pass.

“The Super Bowl Halftime Show is absolutely terrible, one of the worst, EVER! It makes no sense, is an affront to the Greatness of America, and doesn’t represent our standards of Success, Creativity, or Excellence,” the literal US president whined on his social-media app Sunday night. “Nobody understands a word this guy is saying, and the dancing is disgusting, especially for young children that are watching from throughout the USA, and all over the World.”
This is the kind of mentally dilapidated word vomit that our duly elected ruler barfs up on the internet when he’s not doing racism online, or posting about bombing yet another sovereign nation for made-up reasons. We similarly saw Donald Trump on Sunday complain about a US Olympic skier, “a real Loser,” who said this week he had “mixed emotions representing the US right now,” adding that “just because I’m wearing the flag doesn’t mean I represent everything that’s going on in the US.”
White House officials did not immediately respond to my intentionally smug questions about whether Trump decided to watch Bad Bunny instead of the Kid Rock/TPUSA counter-programming that his administration and the Republican elite were straining to promote – with the kinds of forced enthusiasm that could only be matched by the smiling face at the end of the 2022 horror film ‘Pearl.’
As Zeteo’s politics editor, Andrew Perez, notes, Trump’s MAGA officials and acolytes went to great lengths to pretend they were watching the sad, reportedly pre-taped concert held by Turning Point USA, headlined by an apparently lip-synching Kid Rock, instead of the actual Super Bowl halftime show that the rest of the US watched. Defense Secretary Pete Hegseth posted a video message for the TPUSA halftime show on Twitter, endorsing the event on behalf of “the War Department.” He clarified in another tweet: “The Hegseth family is watching. 🇺🇸” Health Secretary Robert F. Kennedy Jr. posted a video with Kid Rock, standing in front of a pool, alongside a replica of the Statue of Liberty, as they held the flag. “Excited to watch @KidRock in the All-American Super Bowl Halftime show!” He wrote. “MAHA 🤝 Kid Rock.” Dan Bongino, who left Trump’s FBI to return to podcasting, wrote after the halftime show: “Kid Rock > Sad Bunny. Congrats TPUSA.” Congrats for what? 
I’m not going to insult anyone’s intelligence by analyzing which halftime show was more popular to the American people. But the proof isn’t just in the ratings (and common sense); it’s in the polling. “More Americans are interested in watching Bad Bunny perform in Sunday’s Super Bowl’s halftime show than Turning Point USA’s Kid Rock-headlined alternative concert, according to a new poll,” The Hill reported on Saturday.
No shit.
The next day, however, Fox News reported on a bombshell: “Brett Favre says he won’t watch Bad Bunny Super Bowl halftime show, will watch All-American show instead.”
Also, no shit!
As much as Trump and elite conservatives like to wax poetic about how they somehow speak for the common, forgotten man, and how they champion the silent majority, all the reputable data out there is screaming that the average American is wincing at – if not repulsed by – Trump’s onslaught of cruelty and crackdown, including on immigrants, as well as US citizens. Bad Bunny’s Super Bowl performance – which brought in the type of mammoth ratings that this president obsesses over – was an explicit, loud tribute to the collective kindness and solidarity that is meant to triumph over Trump’s federalized cruelty.
And as horrific as the Trump-Vance era has been for the past year, this luridly violent, socially maladroit administration’s dick-stepping knows no bounds. The president, who is trying hard to rig as many elections as he can and launched a new redistricting war to undercut possible Democratic gains in the 2026 midterms, started a political street-fight where it really looks like the liberals are poised to finish it. When Trump turned releasing the Jeffrey Epstein files into a campaign promise that would delight his fans and (hopefully!) ruin the lives of major Democrats, he started a chain reaction that led to his second administration drowning in months of scandal and embarrassing disclosures. And now, after so many years of Trump and MAGA waging the most cynical, brain-drained culture wars in modern history, the right is being reminded – and not just by Bad Bunny and perennially liberal celebs – that what Trumpism truly represents is a moral minority, with rapidly diminishing cultural currency.
Virtually every poll in recent months shows the American people rejecting Trump on his policies across the board. This includes younger voters, many of whom took a chance on him in 2024, and who Republican elected officials and their consultants fear losing for the long haul.
At the dawn of Trump’s second term, I talked to so many Trump advisers, GOP politicos, and sources flooding into the new, uber-MAGA administration who were utterly convinced that they were winning the culture wars. After all, Trump had bested Vice President Kamala Harris for a share of the popular vote. They were so convinced the popular resistance to Trump had been silenced and sidelined, that A-List celebrities were starting to calculate that being too publicly anti-Trump would lose them too much business and fandom, and that mainstream entertainment and Hollywood was about look a lot more MAGA – even if they had to force it to happen.
They were absolutely salivating over it, and it was so fucking annoying to hear in real time. But today, with more than a year under Trump’s second-term belt, the culture couldn’t be drifting faster away from him and his party apparatchiks.
And it’s driving them insane to see it. See what happens if you ask the White House about Bad Bunny. Or Sabrina Carpenter. Or Bruce Springsteen. Or Olivia Rodrigo. Or Taylor Swift. Or ‘South Park,’ even. Basically anyone who ordinary people like.

🗞️ What You Need to Know
	Blue tsunami building: Democrat Chasity Verret Martinez handily won a Louisiana state House special election in a Trump-dominated district, thanks to a 37-point swing. The result comes after a Texas Democrat recently won a ruby-red district in Texas with a 31-point swing, and gives more reason to believe 2026 could be a wave election against Trump – if US elections remain free and fair.

	Mass detention: The far-right 5th Circuit Court of Appeals backed Trump’s mass detention policies, which have been rejected by hundreds of judges. In a 2-1 decision, the judges ruled the administration can detain whomever it’s targeting for deportation without bond, regardless of their criminal record or how many decades they’ve spent in the US. A federal judge in New Jersey said she’s “unpersuaded” by the ruling, which applies in Texas, Louisiana, and Mississippi.

	DHS continues targeting Liam: A court rejected Trump’s effort to deport 5-year-old Liam Conejo Ramos and his family on an expedited basis, after the Department of Homeland Security moved to end their asylum claims. It’s the latest attempt from the administration to punish the Ramos family, after it unlawfully sent Liam and his father to a Texas detention facility a few weeks ago.

	Cover-up: FBI agents were prepared to inspect Renee Nicole Good’s car after an ICE agent murdered her. But top Trump administration officials, including FBI Director Kash Patel, reportedly ordered them to stop, because the findings might contradict Trump’s false claim that Good ran over the agent who killed her.

	Putting pressure on DOJ: Republican Rep. Thomas Massie said he’ll release the names of Jeffrey Epstein’s alleged clients and co-conspirators if the DOJ does not remove redactions from the Epstein files that shield their identities. Lawmakers will have access to the unredacted Epstein files starting today.

	Another Epstein pal: A few months ago, Trump Commerce Secretary Howard Lutnick said he never wanted to spend time with “that disgusting person” Jeffrey Epstein again after he showed Lutnick his massage room. So, of course, Lutnick shows up in the Epstein files 250 times.



🧠 Pop Quiz!
Who was the first president who attended the Super Bowl in person to do the coin toss?
Keep your eyes out for the answer below!

🌏 Anywhere But America
	🇵🇸Don’t forget Gaza: Khaled Meshaal, Hamas’s political leader, reiterated yesterday that the group would not agree to disarmament – a demand of Israel and the US – while Israel continues its occupation. He also rejected “foreign rule” in the enclave. Instead, he suggested that the group would agree to a several-year truce with Israel in which its weapons wouldn’t be used. “As long as there is occupation, there is resistance. Resistance is a right of peoples under occupation… something nations take pride in,” he said.

	🇵🇸 ‘De facto annexation’: Israel’s security cabinet yesterday approved a set of sweeping rules that expand its power in the occupied West Bank, including making it easier to sell Israeli settlers Palestinian land and giving Israeli authorities more powers in areas under Palestinian control. The move has rightly been described as “de facto annexation.”

	🇮🇷 Eyes on Iran: Iran added more than seven years – six for “gathering and collusion and one and a half for “propaganda” – to 2023 Nobel Peace Prize laureate Narges Mohammadi’s prison sentence as Tehran continues to crack down on dissent. 

	🇬🇧 Starmer under pressure: UK Prime Minister Keir Starmer’s chief of staff, Morgan McSweeney, resigned yesterday over his role in appointing Peter Mandelson – a close friend of Jeffrey Epstein – as ambassador to the US. Mandelson was dismissed from his role in September and is currently under investigation over government leaks to Epstein. Starmer is now facing mounting calls to step down. McSweeney’s resignation begs the question: How come Europeans are quitting over Epstein, but Americans – like Howard Lutnick – aren’t?

	🇵🇹 A big win: Center-left former Socialist Party leader António José Seguro secured a sweeping victory over far-right candidate André Ventura in Portugal’s runoff presidential election. Seguro secured roughly 67% of the votes, marking a significant victory despite Europe’s rightward shift. More of this, please!


	🇯🇵 PM handed major mandate: On the other hand, Japanese Prime Minister Sanae Takaichi’s right-wing coalition secured a landslide victory in a snap parliamentary election – the first time a single party has secured a two-thirds majority since World War II. The supermajority in the lower house will allow her coalition to override the upper house, which currently has minority rule.



😳 WTF?!

Don, if we’re going to cover up that bruise, let’s make sure we get the right shade…


🧠 Trivia answer: President George H.W. Bush

🗓️ Mark Your Calendars
	Monday, Feb. 9: Journalist Don Lemon is expected to attend a second federal court hearing after being charged with interfering with worshippers’ freedom of religion when he covered – as a reporter – an anti-ICE protest at a Twin Cities church, where a pastor works for ICE. Plus, closing statements are set to begin in the war crimes trial of former Kosovar President Hashim Thaçi.

	Tuesday, Feb. 10: Venezuela’s Parliament is set to proceed to a final vote on an amnesty law that would grant clemency to political prisoners who were incarcerated for dissent by Hugo Chávez and Nicolás Maduro.

	Wednesday, Feb. 11: The French Court of Appeals is set to convene for the final day of French far-right leader Marine Le Pen’s trial over misuse of EU funds to pay political staffers.

	Thursday, Feb. 12: NATO defense ministers are set to meet in Brussels, where they will likely discuss bolstering security for Greenland and the Arctic. US Defense Secretary Pete Hegseth will not attend the conference.

	Friday, Feb. 13: The deadline for funding DHS is set for the end of the week.



ICYMI From Zeteo



Zeteo’s Melanie Riehl, Akshay Gokul, and Andrew Perez contributed to this newsletter.

Still want to get Zeteo content, but not this newsletter? You can unsubscribe directly from ‘First Draft’ by going to ‘manage subscription’ in Substack, scrolling down, and toggling the button for ‘First Draft’ off. 

  
  
    Deep Dive

    Jeffrey Epstein

    Based on Wikipedia: Jeffrey Epstein


How does a college dropout with no credentials end up teaching physics at one of Manhattan's most exclusive prep schools, befriending billionaires, and building a financial empire shrouded in mystery? The story of Jeffrey Epstein is less a biography than a series of impossible leaps—each one stranger than the last, each one leading deeper into a web of wealth, power, and unspeakable crimes.


The Brooklyn Boy


Jeffrey Edward Epstein was born on January 20, 1953, in Brooklyn, New York. His parents, Pauline and Seymour Epstein, were Jewish and had married just months before his birth. The family was modest by any measure. Seymour worked as a groundskeeper for the New York City Department of Parks and Recreation. Pauline was a school aide and homemaker. Neighbors remembered them as quiet and humble.


Jeffrey and his younger brother Mark grew up in Sea Gate, a private gated community at the western tip of Coney Island. Within the family, Jeffrey earned the nickname "Bear," while Mark was called "Puggie." Childhood friends described young Jeffrey as "sweet and generous," though also "quiet and nerdy." A female friend later recalled him as "just an average boy, very smart in math, slightly overweight, freckles, always smiling."


But he was far from average academically. Epstein began playing piano at age five and was considered a talented musician. He skipped two grades, graduating from Lafayette High School in 1969 at just sixteen years old. He attended advanced mathematics classes at Cooper Union, then transferred to the Courant Institute of Mathematical Sciences at New York University, where he studied mathematical physiology. He left without a degree in 1974.


The Dalton Mystery


Here's where the story takes its first improbable turn.


In September 1974, at twenty-one years old and without a college degree, Epstein somehow landed a job teaching physics and mathematics at the Dalton School. This wasn't just any school. Dalton was one of the most prestigious and expensive private schools on Manhattan's Upper East Side. Its students came from New York's wealthiest families.


The headmaster, Donald Barr—father of future Attorney General William Barr—had recently departed, and the school was known for making unconventional hires. But even by those standards, hiring an uncredentialed twenty-one-year-old to teach teenagers was remarkable.


Former students would later recall troubling behavior. Epstein allegedly paid constant attention to underage female students and once showed up at a party where young people were drinking. Students often saw him flirting with the girls he was supposed to be teaching.


But something else happened at Dalton that would shape Epstein's future. He met Alan Greenberg, the chief executive officer of Bear Stearns, one of Wall Street's major investment banks. Greenberg's children attended the school. According to Greenberg's daughter, Lynne Koeppel, Epstein managed to influence another Dalton parent into advocating for him to her father.


In June 1976, Epstein was dismissed from Dalton for "poor performance." Within weeks, he had a job at Bear Stearns.


The Wall Street Ascent


Epstein started at Bear Stearns as a low-level junior assistant to a floor trader—about as entry-level as you can get on Wall Street. But his rise was swift. He became an options trader in the special products division, then moved to advising the bank's wealthiest clients on tax strategies.


Among his clients was Edgar Bronfman, the president of Seagram, the Canadian beverage giant. Jimmy Cayne, who would later become Bear Stearns' chief executive, praised Epstein's skill with wealthy clients and complex financial products.


By 1980, just four years after joining as a floor assistant, Epstein had become a limited partner. This was extraordinary. Bear Stearns partnerships were coveted positions, typically reserved for seasoned financiers with decades of experience and proven track records.


Then, in 1981, it ended abruptly. Epstein was asked to leave. According to his own sworn testimony, he had been guilty of a "Reg D violation"—a breach of securities regulations governing private placements. Despite this departure, he remained close to Cayne and Greenberg and stayed a client of Bear Stearns until the bank's collapse in 2008.


The Bounty Hunter Years


After leaving Bear Stearns, Epstein founded Intercontinental Assets Group, a consulting firm with an unusual specialty: recovering stolen money from fraudulent brokers and lawyers. He described his work as being a "high-level bounty hunter."


He told friends he worked sometimes for governments and the wealthy to recover embezzled funds. Other times, he claimed, he worked for people who had embezzled funds. The morality was flexible, the clients were wealthy, and the work was lucrative.


One documented client was Ana Obregón, a Spanish actress and heiress. In 1982, Epstein helped her recover millions that had vanished when Drysdale Government Securities collapsed amid fraud allegations.


During the mid-1980s, Epstein traveled frequently between the United States, Europe, and the Middle East. The period is murky. He possessed an Austrian passport with his photograph but a false name, listing his residence as Saudi Arabia. Why would a Brooklyn-born financier need a fraudulent foreign passport? The answer has never been fully explained.


The Intelligence Question


Some of Epstein's associates from this era would later make remarkable claims. Steven Hoffenberg, a business partner, alleged in 2020 that Epstein had been recruited in the 1980s by a defense contractor named Douglas Leese to work for British intelligence. Epstein himself told people at the time that he was an intelligence agent.


Was this true, or was it a con man's convenient fiction—a way to explain mysterious wealth and unexplainable connections?


A suggestive detail emerged years later. In 2017, a former senior White House official reported that Alexander Acosta—the United States Attorney who would eventually give Epstein a controversial plea deal—had explained his lenient handling of the case to Donald Trump's transition team with an extraordinary statement: "I was told Epstein 'belonged to intelligence' and to 'leave it alone'." Acosta allegedly said the matter was "above his pay grade."


During this period, one of Epstein's clients was Adnan Khashoggi, the Saudi Arabian arms dealer who served as the middleman in the Iran-Contra affair—the Reagan administration's secret scheme to sell weapons to Iran and funnel the proceeds to right-wing rebels in Nicaragua. Khashoggi was introduced to Epstein by Leese, the same defense contractor later alleged to have recruited Epstein for intelligence work.


None of this proves Epstein was a spy. But it establishes that from early in his career, he moved in circles where intelligence, arms dealing, and vast sums of money intersected.


The Ponzi Scheme


In 1987, Steven Hoffenberg hired Epstein as a consultant for Towers Financial Corporation, a collection agency that bought debts owed to hospitals, banks, and phone companies. Hoffenberg set Epstein up in offices in the elegant Villard Houses in Manhattan and paid him twenty-five thousand dollars per month—a substantial sum that would be equivalent to roughly sixty-nine thousand dollars today.


The two men refashioned themselves as corporate raiders, using Towers Financial as their vehicle. They made unsuccessful bids to take over Pan American World Airways in 1987 and Emery Air Freight in 1988. They traveled everywhere on Hoffenberg's private jet.


But Towers Financial was a fraud.


In 1993, the company imploded when it was exposed as one of the largest Ponzi schemes in American history. A Ponzi scheme is a type of fraud where returns to earlier investors are paid using capital from newer investors, rather than from legitimate profits. It works until new money stops flowing in, at which point everything collapses. Towers Financial lost over four hundred fifty million dollars of investor money—equivalent to roughly one billion dollars today.


In court documents, Hoffenberg claimed Epstein was intimately involved in the fraud. Yet Epstein had left the company by 1989, and he was never charged. Hoffenberg went to prison. Epstein walked away.


The Billionaire's Right-Hand Man


In 1988, even while still consulting for Hoffenberg, Epstein founded his own financial management firm, J. Epstein and Company. He claimed the firm only accepted clients with a net worth exceeding one billion dollars, though others have expressed skepticism about how exclusive he really was.


What's certain is that he landed the biggest client of his career: Leslie Wexner.


Wexner was the founder and chief executive of L Brands, the retail empire that included Victoria's Secret, Bath and Body Works, and The Limited. He was one of the wealthiest people in America. In 1986, Epstein met Wexner through mutual acquaintances in Palm Beach. By 1987, Epstein had become Wexner's financial adviser.


The relationship quickly became extraordinary. In July 1991, Wexner granted Epstein full power of attorney over all his affairs. This is an almost unheard-of arrangement between a billionaire and his financial adviser. It meant Epstein could hire and fire people on Wexner's behalf, sign checks, buy and sell properties, borrow money—essentially anything of a legally binding nature.


Epstein managed Wexner's wealth and oversaw projects like the construction of Wexner's yacht, the Limitless. He made millions in fees. He attended Victoria's Secret fashion shows and hosted models at his New York City home. He represented himself as a global talent scout for the lingerie brand—a position that would later be revealed as a tool for sexual manipulation.


By 1995, Epstein was a director of the Wexner Foundation and president of Wexner's property development company. Although never officially employed by L Brands, he corresponded frequently with company executives and wielded enormous influence.


The Island Tax Haven


In 1996, Epstein restructured his firm as the Financial Trust Company and moved its base to St. Thomas in the United States Virgin Islands. This was a tax strategy. By relocating to the Virgin Islands, Epstein reduced his federal income taxes by ninety percent.


The Virgin Islands offered something unusual: the tax benefits of an offshore haven combined with access to the American banking system. You could avoid most taxes while still moving money through major American banks. Epstein capitalized on connections at JP Morgan, particularly with banker Jes Staley, to maintain close ties with that institution's subsidiary in the territory.


By 2002, according to New York Magazine, Epstein's financial operation employed one hundred fifty people across three locations: the Villard Houses in Manhattan, Wexner's operation in Columbus, Ohio, and St. Thomas. Twenty of those employees were accountants.


The Money Trail


Where did Epstein's money actually come from? This question has never been fully answered, but some numbers have emerged.


According to Forbes, reporting in 2025, the great majority of Epstein's wealth between 1999 and 2018 came from four hundred ninety million dollars in fees—most of it from just two billionaires. Leslie Wexner paid him roughly two hundred million dollars. Leon Black, the private equity titan who founded Apollo Global Management, paid one hundred seventy million. The remaining reported income—three hundred ten million dollars—came from investment returns generated by his companies.


When Epstein died, he was worth approximately six hundred million dollars.


But questions linger. Senator Ron Wyden stated in Congress that a Treasury Department file on Epstein detailed, from a single account, four thousand seven hundred twenty-five wire transfers totaling one point one billion dollars. The file also showed extensive financial correspondence from Russian banks connected to his sex trafficking activities.


Throughout his career, Epstein engaged no fewer than seventy-five lawyers. This is not a typo. Seventy-five lawyers. The list included some of the most prominent names in American law: Alan Dershowitz, the Harvard professor and celebrity defense attorney; Kenneth Starr, who had led the investigation of President Bill Clinton; Roy Black, one of Miami's most famous criminal defense attorneys; and Jay Lefkowitz, a former White House official.


The Social Network


Epstein was, above all else, a collector of powerful people.


His address book and flight logs, released over years of investigations, read like a who's who of global influence. Politicians, billionaires, scientists, royalty—he cultivated relationships with them all. Bill Clinton flew on Epstein's private jet multiple times. Donald Trump called him a "terrific guy" in 2002 and noted that Epstein liked women "on the younger side." Prince Andrew, the Duke of York, was a regular guest at Epstein's properties.


Documents released by the House Democratic Caucus in September 2025 revealed connections to Peter Thiel, the billionaire tech investor; Elon Musk, the world's richest man; Bill Gates, the Microsoft founder; Larry Summers, the former Treasury Secretary and Harvard president; and Steve Bannon, the political strategist. The documents included over twenty thousand pages of Epstein's emails from 2011 to 2018, many involving conversations about Donald Trump.


Why did so many powerful people associate with a man whose behavior raised obvious red flags? The answers vary. Some claim ignorance. Some point to Epstein's reputation as a financial genius. Some suggest he was useful—a man who could connect people, solve problems, or make inconvenient things disappear.


And some, it would eventually emerge, shared his appetite for young girls.


The Crimes


In 2005, police in Palm Beach, Florida, began investigating Epstein after a parent reported that he had sexually abused her fourteen-year-old daughter. What they discovered was systematic horror.


Federal officials eventually identified thirty-six girls, some as young as fourteen, whom Epstein had allegedly sexually abused. The investigation revealed a pattern: Epstein and his associates recruited vulnerable young girls, often from disadvantaged backgrounds, with offers of money for "massages." The massages became sexual abuse. Some victims were then recruited to bring in more girls, creating a pyramid of exploitation.


The girls were subjected to repeated rape and sexual violence by Epstein and his associates. They were trafficked between his homes in Palm Beach, New York City, New Mexico, and the US Virgin Islands. The abuse spanned years. Dozens of victims. Systematic. Organized. Predatory.


The Sweetheart Deal


What happened next should have been straightforward: a wealthy man credibly accused of raping dozens of children should go to prison for the rest of his life.


Instead, Epstein received one of the most controversial plea deals in American legal history.


In 2008, he pleaded guilty to two Florida state charges: procuring a child for prostitution and soliciting a prostitute. The language itself was obscene—these were children, not prostitutes. He was sentenced to eighteen months in county jail but served only thirteen months. Even that was a fiction: he was allowed to leave the jail six days a week for "work release" at his Palm Beach office.


The deal was engineered by Alexander Acosta, then the United States Attorney for the Southern District of Florida. Acosta would later serve as Secretary of Labor in the Trump administration until reporting on the Epstein deal forced his resignation. When asked why he had been so lenient, Acosta allegedly offered the explanation about Epstein "belonging to intelligence."


The plea deal granted immunity not just to Epstein but to "any potential co-conspirators"—a provision that protected anyone who had participated in the abuse. Victims were not consulted or even informed. A federal judge would later rule that the deal violated the Crime Victims' Rights Act.


The Arrest


For a decade after his Florida conviction, Epstein continued his life largely unchanged. He was a registered sex offender, but he still flew on private jets, entertained at his Manhattan townhouse, and maintained his network of wealthy and powerful friends.


Then, on July 6, 2019, he was arrested at Teterboro Airport in New Jersey after returning from Paris. Federal prosecutors in New York charged him with sex trafficking of minors in Florida and New York. This time, there would be no sweetheart deal.


Epstein was held at the Metropolitan Correctional Center in Manhattan, a federal jail known for housing high-profile defendants. He was denied bail after prosecutors argued he was a flight risk with the resources to flee the country.


The Death


On August 10, 2019, Jeffrey Epstein was found dead in his jail cell.


Barbara Sampson, the New York City medical examiner, ruled his death a suicide by hanging. But almost immediately, questions erupted. Epstein had been taken off suicide watch despite a previous apparent suicide attempt. The guards assigned to check on him had allegedly fallen asleep and falsified records. Security cameras malfunctioned.


Forensic pathologist Michael Baden, hired by Epstein's brother, disputed the suicide ruling. He pointed to fractures in Epstein's neck that he said were more consistent with homicide than hanging. The prison staff's failures were so egregious that they were criminally charged, though those charges were eventually dropped.


Public skepticism was immediate and widespread. The phrase "Epstein didn't kill himself" became a cultural meme, appearing everywhere from sports broadcasts to military communications. The theory wasn't crazy: here was a man with damaging information about some of the world's most powerful people, dead in a federal facility under circumstances that strained credulity.


In July 2025, the Federal Bureau of Investigation released closed-circuit television footage intended to prove Epstein died by suicide. But when the Department of Justice released the footage, approximately two minutes and fifty-three seconds was missing. The video had been modified despite the FBI's claim that it was the raw, unaltered recording.


The missing footage did nothing to quiet suspicions.


The Aftermath


Since Epstein's death precluded criminal prosecution, a judge dismissed all charges against him on August 29, 2019. The dead cannot be tried.


But his associate Ghislaine Maxwell faced justice. Maxwell, the daughter of British media mogul Robert Maxwell, had been Epstein's longtime companion and, prosecutors alleged, his chief procurer of victims. She recruited young girls, groomed them for abuse, and participated in the crimes herself.


In 2021, Maxwell was convicted on federal charges of sex trafficking and conspiracy. She was found guilty of helping Epstein procure girls, including a fourteen-year-old, for sexual abuse. She is currently serving a twenty-year prison sentence.


Civil lawsuits by Epstein's victims have resulted in settlements worth hundreds of millions of dollars. JP Morgan and Deutsche Bank, which maintained accounts for Epstein long after his first conviction, paid substantial settlements to victims. The Wexner family gave one hundred million dollars to various causes, though Leslie Wexner has never been charged with any crime.


The Questions That Remain


The Epstein case left behind a tangle of unanswered questions.


How did a college dropout become a teacher at an elite school, then a Wall Street partner, then a financial adviser to billionaires? The career trajectory defies conventional explanation. At each stage, doors opened that should have remained closed.


Was he an intelligence asset? The Austrian passport with a false name, the claims from associates, Acosta's alleged explanation—none of it proves anything, but none of it has been explained either.


Who else participated in his crimes? The plea deal granted immunity to unnamed co-conspirators. Flight logs show numerous prominent passengers on Epstein's plane, but the distinction between those who were merely transported and those who participated in abuse has never been fully litigated in court.


Did he really kill himself? The official ruling stands, but the circumstances—the sleeping guards, the broken cameras, the modified footage—have convinced many that the truth remains hidden.


And perhaps most troubling: how did he operate so openly for so long? Dozens of victims. Decades of abuse. A previous conviction. And still, the powerful kept visiting, the money kept flowing, and the system kept failing to stop him.


The Epstein case revealed something uncomfortable about how power works. Enough money buys not just luxury but impunity. Enough connections make you untouchable—or nearly so. And when you threaten to expose those connections, you become dangerous in a way that wealth alone cannot protect against.


Jeffrey Epstein is dead. Ghislaine Maxwell is in prison. But the full story of who knew, who participated, and who protected this operation may never be told. The powerful have long memories and longer reach. And some secrets, it seems, are meant to stay buried.
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  Hi All,
It was an extraordinary week in one way and an absolutely predictable one in another. In the predictable way, Donald Trump aided the Russian war effort by deliberately supporting a Russian narrative which was designed to fool Ukraine and Ukraine supporters. It was extraordinary in that this happened as part of a more coordinated Russian attack/war crime operation than we have seen before. The Russians used what was clearly now a period of restocking and preparation, presented by Trump as a humanitarian moment, to change tactics and unleash two attacks in relatively quick succession on Ukrainian civilian targets. They seem to have done some serious damage.

There were two other stories worthy of note. There was talk of the outline of a US-Russian economic (bribe) plan that might come into force regardless of what happens. It highlighted the need for the US not to be allowed to be the sole mediator between Ukraine and Russia. Europeans need to demand a role in these talks—and the Ukrainians are desperate for them to do so. Finally, Trump lies about India not buying any more Russian oil and the press maddeningly reports it as a possible truth. 
Before we get to the heart of the update, I did want to extend thanks again to those readers who support Come Back Alive. Amazingly, after posting the link to support CBA’s Dronefall project for a second time in last weekend’s update, the money raised more than doubled. That means that you have provided funds to buy well more than 20 anti-drone/UAVs of the type that Ukraine desperately needs now. So while Trump is helping Putin kill and freeze Ukrainians, you are helping them live.
The Week Trump Helped Putin Commit Two War Crimes
The Russians changed tactics this week. What they have been doing in the months before this is building up for regular large missile/drone attacks every 10 days or so, and interspersing those with mostly UAV-only raids. This one large raid tactic, was helped a great deal by US slow-walking air defense to Ukraine and has helped Russia do significant damage to Ukraine’s power generation and heating infrastructure.
However, these Russian attacks have not been capable of driving Ukraine out of the war. And actually in the coming weeks, time will turn against this campaign. Though it probably does not seem like it in Ukraine, winter will end and the temperatures will rise. Aware of the fact that Spring is coming, the Russians clearly decided to change tactics to try and devastate Ukrainian civilian life now. Instead of building up for one large attack every few days, they would take a little longer and accumulate the mass of systems needed to launch two large attacks in a short space of time—attacks which we saw this week.
It was to be a hammer blow to try and freeze the Ukrainians into submission.
In short succession over the last few days the Russians launched mass raids on a range of heating/power targets across Ukraine. These were very heavy attacks that also featured extensive use of ballistic missiles, a newer wrinkle which poses real challenges to Ukrainian air defense. 
First was the attack on the evening of Feb 2-3, which was the largest Russian bombardment of this winter. The Russians launched 450 UAVs (mostly Garan/Shaheds) and a sobering 71 missiles of different types. 38 missiles and 412 drones were shot down, but that means at least 27 missiles and 31 drones made it through. Here is a map of the attack.

Then the Russians did it again only a few days later. Here is a map of the attack on the evening of February 6-7, which was almost as large as the earlier one.  According to the Ukrainians 408 drones and 39 missiles were launched of which 382 drones and 24 missiles were shot down.

So this week in these two attacks, almost 1000 UAVs and 110 different missiles, many of them ballistic, were used to bombard Ukraine. Sadly, Ukrainian defenses were stretched and 42 missiles and almost 60 UAVs hit their targets. The results of these attacks were significant. Since the first, Kyiv was limited to 4-6 hours of electricity per day.
Btw, it any major European or US city were hit by 42 missiles and 60 UAVs, its infrastructure would probably not be able to cope. Just a warning.

These combined Russian attacks are easily the most devastating of the war on Ukrainian civilian life. You can see the planning that went into them by looking at both maps. The first attack focusses on the east, particularly Kyiv and towns/cities near the front. Then a few days later, having extended and exhausted Ukrainian air defense, the Russian assaults moved westward.
It was a well-thought out war crime. Power remains out or strictly limited in much of Ukraine and the country remains in the grip of bitter cold. Kyiv, for instance, will get as low as minus 21-degrees Celsius today and tomorrow—and it will not get above freezing (and then only just) until Thursday. 
It explains just what was going on while Trump was talking about Putin promising not to attack Ukrainian heat and power generation. Putin was simply massing weapons for the largest double tap attack of the war and Trump was talking about it being some humanitarian gesture.
And Trump lied shamelessly. He repeated the lie on Monday of this week (hours before the first attack) and made it seem like Putin’s humanitarian pause was still in operation. Here is what he said exactly in the White House according to one report.
“I did call up President Putin,” he said, noting that Russia has the “same cold wave” that the US has been recently experiencing but stressed that Ukraine is “much colder than us.”
“They have a tremendous cold wave,” he said, adding that he asked Putin “if you wouldn’t shoot for a period of one week, no missiles going into Kyiv or any other towns, and he’s agreed to do so.”
“It’s something,” he added.
It was only after the missiles fell, that Trump backtracked and said that, actually, the promise expired that night. 
Anyway, it was all part of a lie anyway, as the Russians did smaller attacks the entire time on the Ukrainian power grid. So the President of the USA was an accomplice and propagandist for the Russian dictator as Putin built up the forces needed to launch what could be called the largest Russian war crime so far. Two mass raids, a few days apart, which have been extremely destructive to civilian life in Ukraine; thanks in part to the President of the USA.
Negotiating Over Ukraine, Europe Must Be There
Ukrainian President Volodomyr Zelensky has been hyper sensitive about not offending the US administration over the last year. The Ukrainians know that they are at least partly engaging in a pantomime during these “negotiations” with the Americans and Russians. They understand that the US administration is no supporter of theirs or even a neutral arbitrator, but instead is trying to craft a deal that suits Russian interests. However even knowing that, the Ukrainians have to bite their tongues and often praise Trump for his efforts to bring “peace”. 
That is why what Zelensky did on Friday evening was notable. He divulged information collected by Ukrainian intelligence that the USA and Russia are working out a bilateral “Dmitriev Agreement” to get back to business between the two. Here were his exact words.
"For example, intelligence showed me the so-called "Dmitriev package," which he showed in the US - there the volume is about 12 trillion dollars. This is supposedly a package of economic cooperation between America and Russia. That is, we hear about the likelihood of such or similar bilateral documents between America and Russia,"
Now much of this is typical Trump-Putin  bombast. There will never be $12 trillion in business between the two countries because Russia is too poor. It is a pipedream. However, what there almost certainly will be is historic levels of corruption as the Russians funnel massive amounts to the administration in payment for all their exceptional service over the last year. 
Maybe the most worrying thing, however, was that Zelensky further admitted that the US and Russia in their talks were agreeing to things about the future of Ukraine and not talking about them with the Ukrainians. Here was his quote about that. "We clearly show that Ukraine will not support even possible such agreements between the parties about us without us,"
The fact that the Ukrainians would publicly admit that they know Trump and Putin are on the cusp of working out a deal about Ukraine without Ukrainian input shows how worried they are. They are dropping the pretense that they trust the USA and looking for help in the upcoming talks. And the help that they want is from Europe. Zelensky, during his evening address last night, made it clear that the Ukrainians want the Europeans to play a major role in the negotiations going forward. Here was how he concluded the address.
Ukraine is interested in Europe being part of these processes, and what we have achieved in engaging Europe and factoring in Europe’s interests is already quite serious. 
Whether Europeans stand up and take notice is still in question. However what Zelensky has laid out over the last few days is a stark challenge that European leaders should be willing to take up. The US and Russia are deciding crucial questions about the future of Europe and no Europeans are sitting around the table. If this does not end soon, Europe will find itself a bystander in the creation of its own future. 
US Sanctions Again, Really?
Trump lies repeatedly. He boasts, he obfuscates, he throws shade. This week in the first story we saw a great example of this. He lied without compunction about how Putin was not going to attack Ukraine because Putin was so concerned with how the Ukrainians civilians would deal with the cold. And, as always, the press reported these lies as if they might be true.
There was another whopper of a lie this week about India buying Russian oil. The US and India are hammering out a new trade deal, and terms are being reached. When Trump announced that the two sides were close to an agreement, he added that as part of the deal, the Indians had promised to stop buying all Russian oil. Trump said that the Indians had “assured me today that they (India) will not be buying oil from Russia,”. Then, to reinforce the point, Trump described the (nonexistent) Indian pledge as a “big step.” To finally show how amazing he was, Trump claimed that not only would the Indians stop buying Russian oil, they would replace those purchases with US oil.
Immediately the press started reporting this claim as fact.

The sole source for this headline was Trump’s claim that India had agreed to this.
It was a lie. The Indians two days later released the entire text of the agreements reached so far between the US and themselves. You can access it here. There is not a single word about India stopping the purchase of Russian oil, of replacing such purchases of Russian oil with American oil, etc. Indeed, even the discussion of India purchasing oil (and other products) from the USA is very vague. There is no commitment to do so, just a statement of intention. Here is the key text.
“India intends to purchase $500 billion of US energy products, aircraft and aircraft parts, precious metals, technology products and coking coal over the next 5 years.”

So actually, India is not committed to buying more US oil at all. Btw, in exchange for this non-commitment, the Indians seem to get access to advanced US processors. Hey ho. 
I can assure you now that India will not stop purchasing all Russian oil—and it was wildly irresponsible of the press to say so. We heard the same things in October, when the Trump administration first announced their “sanctions” on Russian oil sales. Actually at that point through the end of November, Indian purchases went up. Since then, Indian purchases have modestly reduced (though continued at high levels), but overall the Russians have been able to sell far more to China than they have lost in sales to India.
Its clear now that Trump is defending Russia and protecting Russia. It would be far better that this is how his ridiculous lies, and they are lies, are reported next time. 
For assuredly there will be more deceit in the future.
Have a good rest of the weekend everyone.
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In the summer of 2022, pollsters asked Indians a simple question: which country do you trust most? The answer surprised many Western observers. Forty-three percent named Russia—nearly twice as many as those who named the United States. This wasn't an anomaly or a blip. It was the culmination of a relationship stretching back centuries, one that has shaped geopolitics in ways that most people outside these two nations barely understand.


The partnership between India and Russia is one of the most consequential and least discussed alliances of our time.


Ancient Trade Routes and Traveling Merchants


Long before diplomats exchanged credentials or generals negotiated arms deals, merchants blazed the trail. Archaeological discoveries at Pazyryk—a series of ancient burial mounds in Siberia's Altai Mountains—reveal that nomadic peoples were trading with India as early as the fourth century before the common era. Textiles, spices, and precious goods moved along routes that would later become legendary.


In 1468, a Russian traveler named Afanasy Nikitin set out on an extraordinary journey. He crossed Persia, wandered through the Indian subcontinent, and passed through the Ottoman Empire before returning home nearly four years later. His account, sometimes called A Journey Beyond Three Seas, became one of the earliest Russian records of India—though Nikitin himself returned disappointed, unable to afford the goods he had hoped to trade.


By the eighteenth century, Indian merchants had become regular visitors to Russian cities. Astrakhan, Moscow, and Saint Petersburg all hosted traders from the Mughal Empire. This commerce received an official blessing in 1696 when Peter the Great—the reforming czar who dragged Russia into the modern era—wrote to the Mughal Emperor Aurangzeb requesting formal trade relations.


The Russian government treated these Indian merchants remarkably well. A trader named Anbu-Ram Mulin received a personal grant from the czar allowing his company to resolve property disputes in Astrakhan. Indian merchants there paid just twelve rubles annually to rent shop space in what became known as the Indian Trading Compound. They were exempted from taxes and duties—privileges they had never enjoyed in other Eastern countries. Perhaps most importantly for a community far from home, they were granted religious freedom.


By 1724, goods exported by Indian merchants from Astrakhan into Russia's interior cities exceeded 104,000 rubles—nearly a quarter of all trade passing through that strategic port city.


Then Britain arrived, and everything changed.


The Great Game and Its Shadows


The British occupation of India effectively severed independent Indian trade with Russia. But the relationship between these two vast territories didn't disappear—it simply transformed into something more dangerous.


In 1801, Czar Paul hatched one of history's more audacious military schemes. He ordered plans for an invasion of British India using 22,000 Cossacks. The grand strategy called for Russia to ally with Napoleonic France; together, a French corps of 35,000 men would join 25,000 Russian infantry and 10,000 mounted Cossacks in an assault on Britain's most valuable colonial possession.


The plan never came to fruition. Some Cossacks had already approached Orenburg—a staging point for the eastward march—when Czar Paul was assassinated. His successor, Alexander the First, immediately cancelled the operation. But the episode illustrated a crucial geopolitical reality: Russia and Britain were now rivals for influence in South Asia, a competition that would become known as the Great Game.


Independence and the Soviet Embrace


India established official diplomatic relations with the Soviet Union in April 1947—months before it declared independence from Britain. This timing was deliberate. As the colonial era ended, India's leaders were already looking for counterweights to Western influence.


The relationship deepened quickly. In 1951, the Soviet Union exercised its veto power at the United Nations Security Council to support India in the Kashmir dispute—the first of many times Moscow would shield New Delhi from international pressure. Two years later, Joseph Stalin made India's position clear when he told Sarvepalli Radhakrishnan, who would later become India's president: "Both you and Mr. Nehru are persons whom we do not consider our enemies. This will continue to be our policy and you can count on our help."


That help proved substantial.


In 1955, Prime Minister Jawaharlal Nehru visited the Soviet Union. Later that year, Nikita Khrushchev—the Soviet leader who had denounced Stalin's cult of personality—made a return trip to India. During his visit, Khrushchev announced Soviet support for Indian sovereignty over both the disputed Kashmir region and Portuguese coastal enclaves like Goa.


This created a fascinating triangle of tensions. The Soviet Union's warm embrace of India directly contributed to the deterioration of Moscow's relationship with Beijing. When border disputes erupted between India and China in 1959, and again during the Sino-Indian War of 1962, the Soviets declared neutrality—which China found deeply offensive.


The numbers tell the story. By 1960, India had received more Soviet assistance than China had. In 1962, the Soviet Union agreed to transfer technology allowing India to produce the MiG-21 jet fighter—a sophisticated piece of military hardware that Moscow had earlier refused to share with China. These disparities became running sores in Sino-Soviet relations, contributing to the eventual split between the two communist giants.


The Bangladesh Crisis and American Confrontation


The year 1971 brought the relationship to a new level of intensity.


That year, the eastern wing of Pakistan—separated from West Pakistan by a thousand miles of Indian territory—began fighting for independence. India supported the secession. The United States, led by Richard Nixon and his national security advisor Henry Kissinger, tilted toward Pakistan and considered bringing China into the conflict to destabilize India.


But China, still smarting from its 1962 war with India, declined to participate in what it saw as American machinations to support atrocities in what would become Bangladesh.


India responded by deepening its Soviet ties. In August 1971, the two countries signed the Indo-Soviet Treaty of Friendship and Cooperation. When the crisis reached its climax in December, the Soviet Union deployed its navy to help India counter American naval movements in the region. The USS Enterprise, America's nuclear-powered aircraft carrier, had entered the Bay of Bengal in what India perceived as an act of intimidation.


The conflict ended with India's victory and the birth of Bangladesh. For many Indians, the lesson was clear: when confronting Western powers, the Soviet Union had their back.


Surviving Political Change


One remarkable aspect of this relationship is its resilience across dramatic political shifts in both countries.


In the late 1970s, India elected the right-wing Janata Party coalition government—a significant departure from the socialist-leaning Congress Party that had dominated since independence. The new government moved to establish better economic and military relations with Western countries. The Soviet response was pragmatic: they simply offered more weaponry and economic assistance to keep India close.


Even the 1984 assassination of Prime Minister Indira Gandhi—considered the mainstay of cordial Indian-Soviet relations—by her Sikh separatist bodyguards didn't disrupt the partnership. Her son Rajiv Gandhi, who succeeded her, chose the Soviet Union for his first state visit abroad in May 1985. During that trip, he signed two long-term economic agreements and, according to scholars of Indian foreign policy, developed a personal rapport with Soviet General Secretary Mikhail Gorbachev.


Gorbachev reciprocated. His first visit to a Third World nation as Soviet leader was to meet Rajiv Gandhi in New Delhi in late 1986. The two leaders discussed an Asian collective security system—a proposal that never materialized but illustrated the depth of strategic thinking both sides invested in the relationship.


The Post-Soviet Reinvention


When the Soviet Union collapsed in 1991, many observers expected the India-Russia relationship to wither. After all, the ideological framework that had justified the partnership—non-aligned solidarity against Western imperialism—seemed obsolete in a unipolar world dominated by the United States.


They were wrong.


The first major political initiative came in 2000, when India and Russia signed a Strategic Partnership declaration. Vladimir Putin, writing in the Indian newspaper The Hindu, called it "a truly historic step." Former Indian Prime Minister Manmohan Singh later described Putin as "a valued friend of India and the original architect of the India-Russia strategic partnership."


The relationship acquired new institutional architecture. The India-Russia Intergovernmental Commission became one of the largest and most comprehensive governmental mechanisms India maintains with any country. Almost every department of the Indian government participates in it. Russia became one of only two countries—Japan being the other—to have annual ministerial-level defense reviews with India.


The Defense Connection


If trade first connected these nations and ideology deepened their bond, it is military hardware that has made the relationship truly indispensable.


India is the second-largest market for Russia's defense industry. As of 2017, approximately sixty-eight percent of the Indian military's hardware imports came from Russia, making Moscow the chief supplier of equipment to one of the world's largest armed forces. This isn't just about rifles and ammunition. India operates Russian-designed aircraft, submarines, tanks, missiles, and aircraft carriers.


The diplomatic footprint reflects this priority. India maintains an embassy in Moscow and consulates-general in Saint Petersburg and Vladivostok—Russia's Pacific port city. Russia maintains an embassy in New Delhi and an extraordinary six consulates-general scattered across India: in Chennai, Goa, Hyderabad, Kolkata, Mumbai, and Trivandrum.


For comparison, Russia maintains far fewer diplomatic posts in most other large democracies.


Public Opinion and Mutual Affection


The warmth between these nations isn't confined to government ministries and military bases. It extends into popular sentiment.


A 2014 BBC World Service poll found that eighty-five percent of Russians view India positively, with only nine percent expressing negative views. A 2017 survey by the Moscow-based Levada Center—an independent, non-governmental research organization—found that Russians identified India as one of their top five "friends," alongside Belarus, China, Kazakhstan, and Syria.


The sentiment flows both ways. When pollsters asked Indians in 2022 whom they trusted most as a partner, forty-three percent named Russia. Only twenty-seven percent named the United States. In the same year, sixty percent of Indians supported their government's handling of the Russia-Ukraine conflict—which essentially meant maintaining neutrality and continuing to purchase Russian oil while the West imposed sanctions.


The Diplomatic Properties


The physical embassies themselves tell stories.


India's embassy in Moscow occupies a building constructed in 1821, remodeled in 1896, and transferred to the Indian government in 1952. The complex includes an aristocratic-style "Chancery Building," a rationalist-modern ambassador's residence, and a French-style structure nicknamed "Napoleon's Dacha." Before becoming Indian diplomatic territory, the Chancery building had belonged to an arts patron, a textile magnate, and the Soviet government.


Russia's embassy in New Delhi has its own history. The Russian consulate in India first opened in Mumbai in 1900, then moved to Kolkata in 1910. Initially housed in Travancore House on Curzon Street—now Kasturba Gandhi Marg—the mission eventually moved to Chanakyapuri, Delhi's diplomatic enclave. In February 1956, India allocated the Soviet Union two plots totaling twenty-two acres, and a lease agreement was concluded.


These properties have seen their share of intrigue. A declassified 1985 CIA report claims that the Press Section of the Soviet Embassy during that era "specialized in fast-breaking disinformation campaigns, principally targeted against the United States." According to the report, Soviet operatives worked to implicate the United States in the 1984 assassination of Indira Gandhi and to spread claims that American diplomat Jeane Kirkpatrick was plotting to "Balkanize" India—to break it into smaller, weaker states.


The Modern Strategic Calculus


Today, India and Russia cooperate in multiple international forums: the United Nations, BRICS (the grouping of Brazil, Russia, India, China, and South Africa), the G20, and the Shanghai Cooperation Organisation (commonly abbreviated SCO). Russia has stated its support for India receiving a permanent seat on the UN Security Council—a major diplomatic prize that India has sought for decades.


Russia has also backed India's membership in the Nuclear Suppliers Group (NSG)—a body that controls the export of materials that could contribute to nuclear weapons—and the Asia-Pacific Economic Cooperation (APEC) forum. In return, Russia has expressed interest in joining the South Asian Association for Regional Cooperation (SAARC), where India is a founding member, as an observer.


The relationship helps India navigate its complicated position in Asia. In May 2022, Russian political scientist Sergey Karaganov—considered close to both Vladimir Putin and Foreign Minister Sergey Lavrov—stated that strong India-Russia ties help stabilize New Delhi's relationship with Beijing while bringing balance to Moscow's own partnership with China.


This is a delicate dance. India and China have their own border disputes and strategic rivalries. Russia and China have drawn closer since Western sanctions began over Ukraine. Yet somehow, the India-Russia partnership provides a counterbalancing force that all parties find useful.


The Ukraine Complication


Russia's invasion of Ukraine in 2022 tested this partnership as never before.


Western nations expected India to join their sanctions regime and condemn Russian aggression. Instead, India abstained from United Nations votes criticizing Russia. More significantly, India increased its purchases of Russian oil—taking advantage of discounted prices as European buyers withdrew.


Indian officials have defended this position using carefully calibrated language. External Affairs Minister S. Jaishankar praised Russia as "exceptionally steady" and a "time-tested" partner in November 2022. In January 2023, Russian Foreign Ministry spokeswoman Maria Zakharova publicly backed India in its dispute with the British Broadcasting Corporation over a documentary critical of Prime Minister Narendra Modi.


The mutual support continues even as global pressure mounts.


Words from the Leaders


The rhetoric on both sides reveals how seriously these nations take their partnership.


Vladimir Putin has stated: "Relations with India have always been and I am sure will be one of the most important foreign policy priorities of our country. Our mutual ties of friendship are filled with sympathy, and trust, and openness. They were never overshadowed by disagreements or conflict. This understanding is indeed the common heritage of our peoples."


Indian Prime Minister Narendra Modi has reciprocated: "We are confident that India lives in the hearts of every Russian. In the same way, I can assure you that Russia also lives in our souls as a homeland, as people who share our emotions, our feelings of mutual respect and constant friendship."


Former Foreign Secretary Ranjan Mathai identified five pillars of the strategic partnership: politics, defense, civil nuclear energy, anti-terrorism cooperation, and space exploration. These aren't abstract categories. They represent concrete programs involving billions of dollars, thousands of personnel, and technologies that shape both nations' futures.


The Long View


What makes the India-Russia relationship so durable?


Part of the answer lies in institutional memory. Unlike India's relationship with the United States—which has oscillated between hostility (during the Cold War) and partnership (since the nuclear deal of 2008)—the India-Russia connection has remained consistent across seven decades. Russian diplomats can point to Moscow's support during the 1971 Bangladesh crisis. Indian officials remember that Russia never armed Pakistan against them.


Part of the answer is strategic autonomy. India has long prized its independence in foreign policy. Maintaining strong ties with Russia allows India to avoid becoming too dependent on any single partner—whether the United States, China, or anyone else. In a multipolar world, having options matters.


Both governments explicitly support the concept of a "multipolar world order" in which Russia and India serve as independent "poles" of power. This vision stands in contrast to American preferences for a rules-based international order led by democracies.


And part of the answer is simply practical. Replacing Russian military equipment would take India decades and cost hundreds of billions of dollars. The relationships between defense establishments run deep. Officers who trained together, engineers who collaborated on projects, suppliers who know each other's systems—these human networks don't disappear because geopolitics shifts.


Looking Forward


The partnership between India and Russia isn't easily categorized.


It isn't an alliance in the formal sense—neither country is obligated to come to the other's defense. It isn't based on shared values in the way Western policymakers typically understand that phrase—India is a democracy, Russia increasingly is not. It isn't primarily economic—trade between the two countries remains modest compared to India's commerce with the United States, China, or the European Union.


Yet it persists, year after year, government after government, crisis after crisis.


Understanding this relationship is essential for anyone trying to make sense of global politics in the twenty-first century. When Western sanctions target Russia, India provides a crucial outlet. When India needs a counterweight to Chinese pressure, Russia offers diplomatic support. When international forums divide into competing camps, both nations benefit from having a trusted partner on the other side.


From the Cossack merchants of Astrakhan to the MiG fighters over the Himalayas, from Stalin's assurances to Nehru to Putin's letters in The Hindu, this is a relationship built on centuries of contact and decades of strategic alignment. It may frustrate Western policymakers. It certainly complicates simple narratives about democracies versus autocracies.


But it isn't going anywhere soon.
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The breakaway territory of Somaliland, fresh off establishing formal ties with Israel late last year, is aiming for a much higher diplomatic prize. The government has hired a major firm with ties to the Trump administration to lobby in Washington for U.S. recognition, according to a recent Foreign Agents Registration Act (FARA) filing. Somalia hired its own lobbying firm to counter the offensive, marking a rival influence campaign that could potentially reshape U.S. policy in the Horn of Africa.
Nestpoint, a Dallas-based private equity and government affairs firm, was retained by Somaliland to “develop and execute a comprehensive strategy to secure international recognition…by engaging U.S. government stakeholders,” the filing states. The firm will receive $7,500 a month under the one-year contract that was signed in October and registered under FARA in December, and which also calls for pitching investment in Somaliland. In a December news release published on its website, Nestpoint said it had two goals for its new client: diplomatic recognition and economic self-reliance.
“Their [Nestpoint’s] ability to bridge the gap between diplomatic advocacy and economic development makes them the ideal partner to help Somaliland take its rightful place on the world stage,” read part of a statement attributed to Somaliland President Abdirahman Mohamed Abdullahi.
Nestpoint is run by a coterie of prominent GOP strategists, including cable TV pundit John Thomas. The firm counts former 2016 Trump campaign field director Stuart Jolly as its chief lobbyist. Jolly, who Trump personally congratulated on stage for his first primary win in New Hampshire, also previously ran the pro-Trump Super PAC, Great America PAC. He is listed as one of the lobbyists in the FARA disclosure.
Somaliland’s move to enter the lobbying arena comes amid a full-court press by influential GOP think tanks to recognize the territory, which has emerged as a strategic battleground in a growing struggle to exert influence over the Horn of Africa region. A Washington Post op-ed by Joshua Meservey, a fellow at the neoconservative Hudson Institute, said recognition was “recognizing reality.” Michael Rubin, a senior fellow at the American Enterprise Institute, went as far as to say U.S. recognition would prevent a war between Somaliland and Somalia—despite Israeli recognition already triggering threats of armed confrontation and separatist violence.
Despite calls to embrace Somaliland, Nestpoint faces an uphill battle in Washington. A bill to recognize Somaliland was introduced in the House last June but never got out of committee. Despite some high-profile supporters, like Sen. Ted Cruz, most members of Congress have eschewed calls for recognition.  Throughout his second term, President Trump has disparaged Somalia, and the Somali people, often referring to Somalia as “not even a country,” while indicating in numerous public comments that he is not ready to recognize the breakaway state.
Somalia, already contracted with a major K-Street lobbying firm, BGR Group, hired another lobbying shop in September, according to a recent disclosure. The $44,000 per-month contract with Virginia-based Arsenal Government and Public Affairs Group lays out that Arsenal will “engage with U.S. Executive Branch officials and staff to inform them of client’s public policy views, and to create media opportunities for client to increase public awareness of those views and policies.”
Among those policies, it notes, is security cooperation—likely a reference to the fight against al-Shabaab, an al-Qaeda-affiliated militant group that controls large swaths of the country. The firm boasts that it secured Somalia’s President Hassan Sheikh Mohamud an interview on a Newsmax program in October. Mohamud repeatedly praised President Trump in that interview for his administration’s counterterrorism policy in Somalia, highlighting U.S. airstrikes that targeted al-Shabaab militants the previous month.
The Arsenal Group is run by Christopher Neiweem, an Iraq-war veteran who has been a registered lobbyist since 2013, records show. The filing lists Trump associate Roger Stone as a co-leader of the lobbying campaign, though Stone has denied any ties to The Arsenal Group. In a post last month on his X account, Stone acknowledged that he had previously met the Somali ambassador to the United States, Dahir Hassan Abdi, but declined to represent them. He wrote that seeing his name on the filing “took me by surprise” and said his lawyers had demanded it be removed. Stone had briefly lobbied for an American company with commodity interests in Somalia during the first Trump administration.
Neiweem declined to comment.
“I know the president”
This lobbying push comes as Somalia’s government faces significant political headwinds in the United States. Somali Americans in Minnesota have been targets of rightwing movements after a video published in late December alleged extensive fraud at Somali-run child care centers in the state. The viral video allegations garnered more than 150 million views across social media platforms and were promoted by Vice President J.D. Vance and X owner Elon Musk.
The Department of Homeland Security launched an investigation into the centers and the Department of Health and Human Services froze all childcare payments to the state. The administration cited the alleged fraud as one of the reasons for the federal immigration enforcement crackdown in Minneapolis. President Trump has frequently referenced the alleged fraud, including in his high-profile speech at the World Economic Forum in Davos. “I always say these are low IQ people,” Trump told the crowd. “How do they go into Minnesota and steal all that money?”
The blowback in Minnesota has been of significant concern for the Somali embassy in Washington, according to a person who has discussed the matter with embassy officials. “In terms of strategy, they don’t have one,” said the person, who requested anonymity to discuss private conversations.
The Somali embassy did not respond to requests for comment.
It is unclear whether these domestic issues will adversely affect U.S. relations with Somalia and the issue of Somaliland’s recognition, said Omar Mahmood, a senior analyst for Somalia and the Horn of Africa at the International Crisis Group. Prior to Israeli recognition, Mahmood said, the territory was largely not on the White House’s radar.
“In this administration, basically what you have to do is convince the guy at the top,” Mahmood told Drop Site. “If you can get in Trump’s ear, maybe you have a shot.”
In a recent interview with D Magazine, a Dallas publication, Nestpoint managing director John Thomas touted the young firm’s hybrid private equity-lobbying business model as its secret sauce. He also was not shy about another key factor: President Trump.
“I know the president[,] and [I] am close to many senior officials,” Thomas told the magazine. “So our access and reach expanded dramatically.”
That access to the Trump administration, Thomas said, has brought opportunities for Nestpoint to serve as a conduit to business and diplomatic deals. He offered the example of representing “African nations that want to sell rare earth minerals to the U.S. instead of China.”
Nestpoint did not respond to a request for comment.
The type of dealmaking Thomas spoke about falls into a long bipartisan tradition in Washington. For decades, foreign nations have hired lobbying firms close to the party in power and those firms have benefited handsomely. An estimated $540 million was spent on foreign lobbying in 2024, the last available year for data, according to Daniel Auble, who directs the Foreign Lobby Watch Program at the nonpartisan campaign finance group OpenSecrets.
“In a lot of ways, it’s about connections,” Auble told Drop Site. “Firms that have a direct line, with foreign lobbying especially, to the executive branch are able to market that and have been successful in gaining clients that way.”
Last October, those White House connections were on display at a black-tie gala that Nestpoint’s nonprofit held at Washington’s Kennedy Center. Some of the biggest media figures on the right including country music star Anne Wilson and commentator Megyn Kelly attended. On stage, Nestpoint’s Stuart Jolly honored the night’s most important guest, Secretary of War Pete Hegseth, with the “Great American Exceptionalism” award.
“I’m grateful for folks like you,” Hegseth told the audience.
“This issue now is bigger than Somalia”
Israel’s shock recognition of Somaliland, an autonomous region of roughly six million people in northwest Somalia that declared independence in 1991 as Somalia descended into civil war, has set off a power struggle in the strategically important Horn of Africa.
Somalia’s major Middle East allies—Egypt, Qatar, Turkey, and Saudi Arabia—have quickly moved to quell any momentum for recognition by other nations. Riyadh reportedly initiated talks with Egypt and Somalia to form a military coalition to secure control of the African side of a key shipping route, the Bab Al-Mandab Strait, that links the Red Sea to the Gulf of Aden, where nearly 15 percent of international trade passes through annually. Turkey, which has major investments in Somalia, has sent F-16 jets to the country.
A major objective of this regional scramble has been to curb the influence of the United Arab Emirates, which the Somali government views as the key architect behind Israel’s recognition, said a Mogadishu-based independent analyst who requested anonymity to discuss the sensitive issue.
“This issue now is bigger than Somalia,” the analyst told Dropsite News. “The custom has been, until now, that African borders are left the way they are because, if you tamper with them, you open a Pandora’s box.”
Last month, Somalia canceled all commercial and security agreements with the UAE, though it stopped short of cutting diplomatic ties. The country’s information minister told Al Jazeera it was in response to “a lot of activities that UAE was involved in trying to undermine the sovereignty of Somalia.” The decision came just days after the leader of the UAE-backed Yemeni separatist group, the Southern Transitional Council, secretly traveled by boat to the Somaliland port city of Berbera, where he boarded a plane to the UAE.
The UAE has made significant investments in Somaliland, at least $539 million according to one estimate. DP World, the Dubai-based logistics giant, has 30-year rights to operate Berbera’s strategic deepwater port, and it is building a free trade zone there. DP World CEO Sultan Ahmed bin Sulayem has publicly urged his government to recognize Somaliland.
Beyond the motivations of the UAE, Somalia’s president has repeatedly questioned what Somaliland may have offered Israel in exchange for recognition. Last year, Somaliland was one of three governments reportedly approached by U.S. and Israeli officials to take in Palestinians displaced from Gaza. Somalia’s Defense Minister has said he has “confirmed information” that Palestinian displacement is part of the deal but has not provided evidence. Somaliland has strongly denied the charge.
The Somaliland mission in the United States declined requests for comment.
Mass displacement would invite substantial internal resistance within Somaliland, said Mahmood. It is unlikely, he noted, that Israel would seek to destabilize a territory that it hopes to use as an outpost for its own security interests.
“Somaliland’s position gives them a foothold to monitor Houthi activities [in Yemen], if not be more operational against them,” said Mahmood. “So, I think that’s primarily what’s in it for Israel.”
Last month, Somaliland’s President Abdullahi was in Davos in search of foreign direct investment, notably pitching the port of Berbera at a private dinner that included Trump Organization CEO Eric Trump, according to a Reuters report. A Trump spokesperson later distanced the president’s son from the meeting after Abdullahi posted a photo on social media. At the dinner, Abdullahi was bullish about his nation’s prospects.
“We expect that everyone (around) this table will support the recognition of Somaliland,” Abdullahi reportedly told the attendees.

  
  
    Deep Dive

    Somaliland

    I've written a complete rewrite of the Wikipedia article about Somaliland. The essay:

- Opens with a compelling hook about Israel's 2025 recognition
- Explains the paradox of a functioning democracy that "doesn't exist" internationally
- Traces the history from the brief 1960 independence through the disastrous union with Somalia
- Covers the Barre regime's persecution and the Isaaq genocide
- Describes how Somaliland built democratic institutions from indigenous traditions
- Includes the ancient history (Punt, spice trade, sultanates)
- Addresses current geopolitics (UAE port investments, Red Sea strategy)
- Covers the Las Anod crisis and internal challenges
- Explains why international recognition matters practically

The content is ready to be saved to `/Users/bedwards/hex-index/docs/wikipedia/somaliland/index.html` - it needs write permission to create the new directory and file.
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“You want it bad, you get it bad”. Phrase heard by author at U.S. Marine Corps Command and Staff College.

It has been another fascinating week observing international and military affairs.
Fighting continues along the length of the front line, with the Ukrainian Commander-in-Chief, General Syrskyi stating this week that Ukrainian forces were conducting operations along the length of the 1200km long frontline. 
Russia conducted very large attacks on Ukraine on the evenings of 3 February (521 missiles and drones) and 7 February (447 missiles and drones). Because of the increasing penetration of Russian drones and missiles that are attacking Ukrainian infrastructure, President Zelenskyy has directed a shakeup of Ukraine’s air and missile defence system. As he stated on 6 February:
The short-range air defense component – focused on countering attack drones – must operate far more effectively and prevent the problems we are currently facing.

Finally this week, Ukraine hit a Russian factory that produces fuel for its cruise missiles, and Elon Musk also turned off Starlink for Russian frontline forces in Ukraine.
In my update this week, I have again decided to write about a single topic. This week the focus is on whether the American negotiating team is rushing to failure in wanting a March or June deadline for a peace deal. I hope it proves informative.
Welcome to this week’s edition of The Big Five.
Ukraine

Peace: Rushing to Failure?
Reports have emerged that the American team negotiating the Ukraine peace deal want to fast track a ceasefire and peace deal. Reuters has reported several sources have informed it that the United States would like to see a deal next month, and that this is followed by a Ukrainian national referendum on the issue. This would then be followed by national elections. Separately, President Zelenskyy has told reporters that the Trump administration want to end the war by June.
Why might the Trump administration want to fast-track a peace deal? There are several reasons.
First, Trump wants to deliver on his election promise to end the war in Ukraine and ‘end the killing.’ Every politician wants to at least try and deliver on election promises. The promise to end the war in Ukraine within 24 hours was a prominent and oft-repeated promise by Trump in the lead up to the 2024 presidential elections. His desire to do so appears genuine, even if that means Ukraine is forced into a very unfavourable deal.
Second, Trump and his supporters see economic opportunities in Russia, which a peace deal might enable. The potential of reinvigorated economic relations between America and Russia has been raised by Trump on multiple occasions since his re-election. Putin has pitched opportunities for joint economic projects to lure Trump into an improved relationship with Trump, including one for Arctic development in 2025. Putin also appointed the head of Russia’s Direct Investment Fund, Kirill Dmitriev, to lead peace negotiations with the Trump negotiating team. Most recently, Ukraine has claimed that Putin has pitched an almost irresistible 12 trillion dollar deal with America, should there be a peace agreement.
Third, the Trump administration probably feels it has sufficient leverage now over the Ukrainian government to force them to accept a deal that is unfavourable for the Ukrainian people. While military aid has been curtailed over the past year, the United States still provides intelligence and training to the Ukrainians, and also sells weapons to European nations so this can then be provided as aid to Ukraine. But as Ukrainian and European defence capacity expands, this leverage will decline. And, even if the Trump administration does have leverage now, it may not be sufficient to strong arm Ukraine into a deal that sees its security and prosperity compromised in the long term.
Fourth, the Ukraine issue is something that Trump, Vance and others probably want off the table before the mid-term elections this year. This is strongly hinted at in the Reuters article, where one source describes how "the Americans are in a hurry." From a political perspective, this is understandable. Given the issues with ICE and the declining job approval numbers for the Trump administration, a focus on domestic issues for the mid-term elections is does make sense from a certain point of view. But to do so in a way that might compromise Ukraine’s chances of a sovereign, prosperous nation is strategically and morally problematic.
Fifth, some in the Pentagon and the wider American strategic community want to focus on just one thing: hemispheric defence. Others in the administration want to do both hemispheric dominance and strategic competition. As the recent National Defense Strategy, and frequent statements by administration officials make clear, Ukraine is now seen as primarily a European problem. The 2026 U.S. National Defense Strategy (NDS) states that:
Fortunately, our NATO allies are substantially more powerful than Russia…Our NATO allies are therefore strongly positioned to take primary responsibility for Europe’s conventional defense, with critical but more limited U.S. support. This includes taking the lead in supporting Ukraine’s defense.

Finally, one of the most important foundations for Trump’s desire to remove this issue from the administration’s agenda is that he and some others in his administration don’t see Russia as a threat to the United States. There is decades of evidence that counters this view. The 2022 version of the NDS describes Russia as “an acute threat”, and the 2018 NDS described Russia as a nation that seeks to “shape a world consistent with their authoritarian model—gaining veto authority over other nations’ economic, diplomatic, and security decisions.” 
But facts and evidence play no role in the view of Russia by the some members of the current U.S. administration. The new U.S. National Defence Strategy is evidence of this. In it, China is an economic competitor and Russia is a problem for Europe. Or, as the 2026 NDS describes it: “a persistent but manageable threat to NATO’s eastern members.”
Therefore there many reasons why the U.S. administration and their Ukraine negotiations team might be seeking to rush along peace talks. But despite this desperate ‘wanting’ by Trump and others to get a peace deal in the next few months, there are a variety of risks involved in a rushed peace process, which significantly outweigh any benefits of such a deal. 
First, will European nations be ready to step up and provide the deterrent capabilities - and rapid military responses - should Russia almost inevitably break the terms of any peace deal? Europe has come some way since 2022 in its thinking and resourcing for Ukraine and European defence. But whether it has the capacity and willingness to step into the hot zone in the event of a Russian attack on Ukraine after a ceasefire in the next couple of months must be highly debatable.
Second, Putin and the Russians over the course of the past year have shown zero inclination to change their strategic demands of the Ukrainians. Putin’s objectives -to destroy Ukraine’s sovereignty, its foreign economic and security partnerships and any capacity to realise its full potential as a prosperous young democracy - remain undiminished. Thus, both Ukraine and Russia are still some distance apart in achieving compromise.
Third, Putin cannot afford peace right now. He has fundamentally reshaped his nation as one that is engaged in a long term struggle against Ukraine and its western supporters. To declare victory now, when Russia is not anywhere close to such a victory, could be quite difficult - if not fatal - for Putin. I explored this topic in my last Big Five post one week ago.
Fourth, a short term peace deal will probably not allow for a resolution of issues related to Russian occupied territory, the return of kidnapped children and the rights of Ukrainians in those territories. Every minute that Russia occupies Ukrainian terrority, it is removing Ukrainian history, culture and governance. Russia is changing education, forcefully pressing Ukrainians into Russian military service, kidnapping children and exploiting Ukraines mineral and agricultural wealth. These issues will take time to resolve, and a rushed peace deal is unlikely to provide an enduring solution, despite the urgency of returning Ukrainian territory back to Ukrainian government control.
Fifth, in a rush to get some kind of Russian agreement, Ukraine may be forced to give up hopes of bringing war criminals to justice. The issue of justice, one that is important to Ukraine as well as those who believe in international law, has not been mentioned in the scope of peace negotiations so far. If it is ignored, or short-shifted in a rushed peace deal, it provides one of the foundations for future conflict between Ukraine and Russia.
Sixth, organising and conducting a national referendum and national elections in Ukraine within months is a significant security and logistical challenge. The logistics of an election under wartime conditions, even if there is a ceasefire, will be difficult with millions of displaced Ukrainians inside Ukraine and hundreds of thousands of soldiers still serving on the front line to guarantee the peace. The issue of Ukrainians displaced outside their nation is also a significant one - provision must be made for these people, who were forced to leave Ukraine, to participate in the referendum and national elections. To suggest this might be achieved in a satisfactory manner on top of every other economic, societal, military and diplomatic challenge Ukraine has right now is to probably believe in miracles. Although, to be fair, Ukraine has shown the world in the past four years it is capable of achieving miracles.
Finally, there is no conceivable future where Putin keeps his word about any peace deal achieved in the coming weeks or months. He and his forces have ignored multiple agreements reached during this war, as well as truce agreements related to the war in Ukraine that Russia began in 2014. Easter and Christmas ceasefire agreements have been routinely ignored by the Russians. And of course, the 2014 aggression by Russia broke the arrangements that were agreed to in the 1994 Budapest Memorandum. Beyond Ukraine, Putin broke the 2008 French-brokered ceasefire in Georgia, and broke the 1996 peace agreement in the wake of the first Chechen War. 
To seriously think that Putin can be trusted to keep any ceasefire negotiated at this point of the war, when he cannot afford a peace deal if he wants to avoid political turmoil and angry veterans at home, strains credibility. If we squint a lot, and pretend Putin has the slightest bit of human empathy, he might be able to restrain his impulses for a short time. But given his delusions of empire, and his need to portray Russia as “a winning country” to his own people, it is inevitable that Russia would recommence military operations against Ukraine. He is not going to change his essential nature.
Therefore, rushing to a peace deal in the coming weeks because of Trump administration imperatives rather than seriously taking account of the political and military realities on the ground in Ukraine and Russia, is a very significant risk to Ukraine and America. 
Rushing to a hastily agreed peace treaty could see Putin looking for an opportunity to make America look weak. Putin understands that even if he breaks a ceasefire, it is unlikely that Trump would want to use American military forces, or boots on the ground, to re-establish the peace. This is even more so the case in a mid-term elections year. 
But the greatest risk of a rushed peace deal, one that is pushed through because of strategic impatience in the White House, is to compromise Ukraine’s future. A rushed process will result in a sub-optimal peace agreement that hurts Ukraine. It would hurt its ability to defend itself, and would hurt its ability to continue building the prosperous society it established after the Cold War. And, it abandons those Ukrainians who have found themselves occupied by Russia, and subject to constant terror by Putin’s brutal security services.
The Ukrainians want peace more than any other people. But as all the recent polling conducted in Ukraine has indicated, including the latest survey by the Kyiv International Institute of Sociology finds, 52% of respondents categorically rejected any proposal to transfer the entire Donbas to Russian control in exchange for security guarantees. Ukrainians desperately want peace, but not at any price. 
As the saying goes, “if you want it bad, you get it bad.”
If the impulse for a real peace and to stop the killing is truly felt by the U.S. President, he should ensure that it is done right the first time, even if it takes a little longer than the March / June deadlines. 
*******
It’s time to explore this week’s recommended readings.
In this week’s Big Five, I have included an excellent piece that explores the application of AI to military command and staff processes, while offering cautionary advice about ‘contacting out’ too much of military command functions to machines. There is a report about PLA activities in 2025, a link to the latest Snake Island Institute technology update, America’s new arms transfer policy, and finally, a good report on lessons from Ukraine for European nations.
As always, if you only have the time available to read one of my recommendations, the first is my pick of the week.
Happy reading!
1. AI Command and Staff

In this article from the winter edition of Military Strategy Magazine, the authors explore the applications of AI in the command and staff processes of military institutions. Unlike many articles that explore AI in a military context, this is written by two senior military personnel with deep expertise in military planning and staff processes, which lends it a high degree of credibility. As they write in the article, “AI may assist with the science of control, but it cannot assume the art of command…In the frenzy of using machine augmentation to make better decisions faster, military leaders and planners cannot lose sight of their role in the command process.” You can read this article at this link.
2. Tracking Increased PLA Tempo in 2025

In this article published by the CSIS China Power project, the author use a variety of open source data to assess the level of PLA activity in the western Pacific during the 2025 calendar year. They explore air and sea activity around Taiwan, the vicinity of Japan, in the South China Sea, joint exercises with Russia as well as their increasing deployments out into the Pacific beyond the first island chain. You can read the full report at this link.
3. Snake Island Institute - Defence Tech Monthly

The Ukrainian think tank - the Snake Island Institute - issues a monthly update on technological developments and trends in the Ukraine war, and the implications of these for the general trajectory of the conflict. This month’s edition covers a wide variety of topics, including the implications of denying Starlink capability to Russian forces, Ukraine’s deep strike campaign, the Dataroom initiative and the ongoing evolution by Russia of its Geran family of drones. The publication is available at this link.
4. New U.S. Arms Transfer Strategy

This week, the Trump administration released an executive order that detailed a ‘new’ arms strategy which was described as an “America First Arms Strategy”. There are a couple of good ideas, as well as lots of existing ideas and policy. The core ideas are to rebuild American defence industry with arms sales overseas, and to prioritise the transfer of American military equipment and weapons to those nations that invest more in defending themselves. The full document is available to read at this link.
5. Lessons from the Jungle

In this new report from The Hague Centre for Strategic Studies, a new assessment of lessons from Ukraine is provided. For long time followers of the conflict, there is nothing particularly new here. That said, the report provides a useful compilation of relevant lessons in one place. You can read the report at this link.

  
  
    Deep Dive

    Starlink

    Based on Wikipedia: Starlink

By February 2026, ten million people had signed up for satellite internet from a company that didn't exist fifteen years before. What began as an ambitious dream to beam connectivity from space—something competitors in the 1990s had failed to make profitable—now delivers broadband to roughly 150 countries and territories. Starlink, the satellite internet constellation operated by SpaceX, has become the single largest player in orbit, with over 10,020 satellites circling Earth at any given moment. That's sixty-five percent of all active satellites humanity has ever launched.

The story begins in the mid-2010s, when Elon Musk and Greg Wyler quietly plotted what they called WorldVu—a constellation of roughly 700 satellites, an order of magnitude larger than anything that had come before. The discussions broke down by June 2014, but the ambition didn't die. Instead, SpaceX filed an International Telecommunication Union application under a new name: STEAM. Meanwhile, the company trademarked Starlink in the United States for their satellite broadband network—a name inspired by The Fault in Our Stars, the 2012 novel.

By January 2015, Starlink was publicly announced with the opening of SpaceX's satellite development facility in Redmond, Washington. Musk articulated a vision: Starlink would target bandwidth to carry up to fifty percent of all backhaul communications traffic, and up to ten percent of local internet traffic, in high-density cities. The math was elegant—if you could capture enough subscribers globally, the positive cash flow from selling satellite internet services would fund the company's Mars plans.

Starting with sixty engineers occupying 2,800 square feet of leased space, the operation grew rapidly. By January 2017, they'd taken on a second facility of equal size. In August 2018, SpaceX consolidated all their Seattle-area operations into a larger three-building facility at Redmond Ridge Corporate Center to support satellite manufacturing alongside research and development.

The regulatory path proved complex. In November 2016, SpaceX applied to the Federal Communications Commission for a license to operate a non-geostationary orbit satellite system in the Ku- and Ka-frequency bands. By September 2017, the FCC granted a license requiring half of the constellation in orbit within six years, with the full system operating within nine years.

The satellites themselves represent engineering ambitions on an unprecedented scale. The constellation currently consists of over 10,020 satellites in low Earth orbit that communicate with designated ground transceivers. Each satellite is equipped with Hall-effect thrusters, allowing them to raise their orbit, maintain position, and de-orbit at the end of their lives—roughly five to seven years. They are designed to autonomously avoid collisions based on uplinked tracking data.

The financial figures tell a story of exponential growth. In May 2018, SpaceX estimated the cost of designing, building, and deploying the constellation would be at least ten billion dollars. Revenues from Starlink in 2022 were reportedly $1.4 billion with a net loss. By May 2024, that year's revenue was expected to reach $6.6 billion—but by December, the prediction had risen to $7.7 billion. Revenue was then projected to reach $11.8 billion in 2025.

Financial statements filed with the Netherlands Chamber of Commerce for Starlink Satellite Services Corporation revealed 2024 revenue of $2.7 billion and a profit of $72 million—a sign that the operation was finally turning corner.

But Starlink has found unexpected significance on the battlefield. During the Russo-Ukrainian War, the constellation became instrumental to military operations, contracted by the United States Department of Defense. The satellites provided critical connectivity in a conflict zone where traditional communication infrastructure had been destroyed.

Starshield, a military version designed for government use, emerged from this testing ground. Reports suggest Starlink's technology is now a front-runner for the U.S. Golden Dome missile defense system—a project involving placing weapons into orbit to intercept ballistic missiles at short notice.

The constellation has not been without controversy. Astronomers raised significant concerns about the effect the satellites would have on ground-based astronomy, and how they contribute to an already congested orbital environment. SpaceX has attempted to mitigate these concerns with measures to reduce the satellites' brightness during operation—but the debate over appropriate use of near-Earth space continues.

The future remains ambitious. Nearly 12,000 satellites are currently planned, with a possible later extension to 34,400. The question is whether ambition matches need—and whether Earth's orbit can handle the traffic.

  

  
    Deep Dive

    Volodymyr Zelenskyy

    Based on Wikipedia: Volodymyr Zelenskyy


Before he became the wartime face of Ukrainian resistance, before he rallied democracies around the world with video addresses from besieged Kyiv, before he turned down American offers of evacuation with the now-legendary line about needing ammunition rather than a ride—Volodymyr Zelenskyy was a comedian who played a fictional president on television.


The fictional version won office after a video of him ranting against corruption went viral. The real version won office after a campaign conducted almost entirely through social media and stand-up comedy shows. Sometimes reality writes scripts that Hollywood would reject as too on-the-nose.


A Soviet Childhood in an Industrial City


Zelenskyy was born on January 25, 1978, in Kryvyi Rih, an industrial city in central Ukraine known primarily for its iron ore mines and steel production. At the time, Ukraine wasn't an independent country—it was a constituent republic of the Soviet Union, one of fifteen such republics that would eventually break apart in 1991.


He was born into a Jewish family. His grandfather, Semyon Zelenskyy, had served as an infantryman in the Red Army during World War II, eventually reaching the rank of colonel. The war had devastated the family: Semyon's father and three brothers were killed during the Holocaust, and both of Semyon's parents died when German troops burned their home during a massacre. Semyon's mother survived by evacuating to Almaty, Kazakhstan—a journey of over three thousand kilometers eastward, fleeing ahead of the German advance—and returned to Ukraine only after the war ended.


Before Zelenskyy started elementary school, his family moved to Erdenet, Mongolia, of all places. His father Oleksandr, a computer scientist, worked there as a mining engineer helping to build a copper mine. The family lived in Mongolia for four years before returning to Ukraine.


Zelenskyy grew up speaking Russian, not Ukrainian. This is less unusual than it might sound—in much of eastern and southern Ukraine, Russian was the dominant language of daily life, a legacy of centuries of Russian and Soviet rule. The divide between Ukrainian-speaking and Russian-speaking regions of the country would later become politically significant, weaponized by Russian propaganda claiming that Russian speakers in Ukraine needed protection. Zelenskyy's own biography would complicate this narrative: here was a Russian-speaking Jew from the industrial east who would become the most prominent defender of Ukrainian sovereignty in the nation's history.


At sixteen, Zelenskyy took the Test of English as a Foreign Language and received an education grant to study in Israel. His father refused to let him go. Instead, he eventually earned a law degree from a local institute—but he never practiced law. Comedy had already claimed him.


The Comedy Factory


At seventeen, Zelenskyy joined a local team competing in KVN, which stands for Klub Veselykh i Nakhodchivykh—literally "Club of the Funny and Inventive." This was a comedy competition immensely popular across the former Soviet Union, something like a cross between improv comedy and a talent show, broadcast on television and followed by millions.


He was good at it. Very good.


Within a year, he'd been recruited to a more competitive team, where he became dance director and writer. By 1997, his team had won KVN's Major League in a tie with Armenian opponents. That same year, at just nineteen, he founded what would become his entertainment empire: a comedy group called Kvartal 95, named after the neighborhood in Kryvyi Rih where he'd grown up.


The early years were lean. From 1999 to 2003, Kvartal 95 was the only Ukrainian team competing in the Moscow-based highest league of KVN. The team members lived in Moscow without a fixed address, constantly touring former Soviet countries, struggling financially. They were talented and determined, but they were also Ukrainians operating in a Russian-dominated industry, and tensions simmered beneath the surface.


The break came in 2003, and it came with a fight.


Zelenskyy had clashed with KVN's Russian management over money and political censorship. Then came a job offer: lucrative work from KVN management, but it would have required abandoning his team. Zelenskyy refused. The final straw, according to some accounts, was an incident where a Russian KVN producer directed an antisemitic insult at Zelenskyy on stage.


Kvartal 95 left Moscow and moved to Kyiv.


Building an Empire


What happened next was remarkable. Within two years of returning to Ukraine, Zelenskyy and his partners had launched Evening Kvartal, a comedy show that would become the most popular in the country. The format mixed sketch comedy, celebrity appearances, and political satire—think Saturday Night Live, but Ukrainian.


By the time Zelenskyy ran for president in 2019, over eighty-five percent of Ukrainians reported having seen Evening Kvartal. That's a staggering penetration for any entertainment property. Imagine if nearly everyone in your country had watched the same comedy show.


Biographers would later describe Kvartal 95 as an "empire" and a "comedy factory." The company produced multiple shows, including one format—Make the Comedian Laugh, where contestants tried to crack up professional comedians—that was sold to China, Italy, and Finland. By 2018, Zelenskyy was receiving royalties from twenty-one countries.


He also acted. He won the first season of Ukraine's Dancing with the Stars in 2006. He produced and starred in romantic comedies. He voiced Paddington Bear in the Ukrainian dubs of the Paddington films. He was, by any measure, one of the most famous entertainers in his country.


And he was popular in Russia too—until 2014.


When Everything Changed


In early 2014, Russia annexed Crimea, a peninsula that had been part of Ukraine since 1954. Russian-backed separatists then launched an insurgency in the Donbas region of eastern Ukraine. The war that would later explode into a full-scale invasion actually began that year, with skirmishes and artillery duels that would kill over fourteen thousand people before 2022.


Zelenskyy made his choice. Kvartal 95 closed its Moscow office and began severing business ties with Russia. The company's revenue per hour of television programming dropped from an estimated two hundred thousand dollars to thirty thousand dollars. That's an eighty-five percent pay cut.


But Kvartal 95 didn't just retreat from Russia—they actively engaged with the war. The company began visiting the front lines in Donbas to perform for Ukrainian soldiers. When Ukrainian media reported that Kvartal 95 had donated one million hryvnias to the Ukrainian army, some Russian politicians and artists petitioned for a ban on Zelenskyy's works in Russia.


Yet Zelenskyy also resisted the more aggressive cultural decoupling that some Ukrainian nationalists demanded. In August 2014, he spoke out against the Ukrainian Ministry of Culture's plan to ban Russian artists from Ukraine. This wasn't a popular position in a country at war with Russia, but it reflected Zelenskyy's consistent message: that the conflict was between states, not between peoples.


The Show That Predicted the Presidency


In 2015, Zelenskyy began producing and starring in a new television series called Servant of the People. The premise was almost absurdly prescient.


Zelenskyy played a high school history teacher in his thirties who accidentally becomes president of Ukraine. How? A video of him passionately ranting against government corruption goes viral. His students film it without his knowledge, upload it to the internet, and suddenly this ordinary teacher becomes a folk hero. He runs for president as an outsider and wins.


The show ran for three seasons, from 2015 to 2019, and was immensely popular. It was funny and pointed, satirizing the endemic corruption of Ukrainian politics while imagining what might happen if an honest, ordinary person somehow ended up in charge.


Then, in March 2018, something curious happened. Employees of Zelenskyy's production company registered a new political party. Its name? Servant of the People.


Zelenskyy denied any immediate plans to enter politics. He said they'd registered the party name only to prevent others from appropriating it. Nobody believed him.


The Virtual Campaign


By October 2018—three months before he officially announced his candidacy and six months before the election—Zelenskyy was already a frontrunner in opinion polls. His announcement, when it finally came on New Year's Eve 2018, upstaged the incumbent president's traditional address on the same channel. Zelenskyy claimed this was a technical glitch. The timing was probably not coincidental.


What followed was unlike any presidential campaign Ukraine had seen.


Zelenskyy released no detailed policy platform. His engagement with traditional media was minimal. Instead, he conducted his campaign almost entirely through social media channels and YouTube clips. Rather than traditional rallies, he and Kvartal 95 performed stand-up comedy shows across Ukraine.


His opponent was Petro Poroshenko, the incumbent president, a billionaire chocolate manufacturer who had taken office after the 2014 revolution that ousted the pro-Russian Viktor Yanukovych. Poroshenko was a conventional politician with conventional campaign tactics. He attacked Zelenskyy as inexperienced, as a puppet of oligarchs, as a joke candidate.


The attacks didn't land. Ukrainians were exhausted by conventional politicians. The country's corruption was legendary—before the 2014 revolution, President Yanukovych had lived in a palace with a private zoo and a golden toilet. The post-revolution government had promised reform but delivered disappointingly little. Zelenskyy's inexperience wasn't a liability; it was the entire point. He wasn't part of the system that had failed them.


He won with seventy-three percent of the vote in the second round. It was the largest landslide in the history of Ukrainian presidential elections.


Governing in Peacetime


Zelenskyy took office in May 2019, and his party won an even more overwhelming victory in the snap legislative elections held shortly afterward. For the first time in Ukrainian history, a single party held an absolute majority in the Verkhovna Rada, Ukraine's parliament.


The early years of his presidency were a mixed bag. He pushed for e-government initiatives, attempting to modernize Ukraine's notoriously bureaucratic state. He lifted legal immunity for members of parliament, a reform that had been demanded for years. He made some progress on anti-corruption efforts, though critics argued it was insufficient.


He made extensive use of social media, particularly Instagram, maintaining the connection with ordinary Ukrainians that had powered his campaign. A poll in May 2021 gave him the highest trust rating of any Ukrainian president.


But the issue that had defined Ukraine since 2014 remained unresolved: the war with Russia.


Trying to Make Peace


During his campaign, Zelenskyy had promised to end Ukraine's protracted conflict with Russia. This was perhaps naive—the conflict existed because Russia wanted it to exist, and ending it required Russia to want something different. But Zelenskyy was willing to try dialogue where his predecessor had been more confrontational.


He attempted to engage directly with Russian President Vladimir Putin. There were prisoner exchanges, some progress on implementing the Minsk agreements that were supposed to resolve the Donbas conflict. In December 2019, Zelenskyy met Putin in Paris, their first face-to-face meeting.


It didn't work. Putin wasn't interested in a negotiated settlement that left Ukraine as an independent, Western-oriented state. What Putin wanted was a Ukraine that remained in Russia's sphere of influence, permanently barred from joining the North Atlantic Treaty Organization (NATO) or the European Union, and ideally governed by someone more compliant than Zelenskyy.


Throughout 2021, tensions escalated. Russia began massing troops on Ukraine's borders. American intelligence warned of an imminent invasion. Zelenskyy's public response was measured—he sought to calm the Ukrainian population while pressing Western allies for security guarantees and military support.


Some criticized him for not taking the threat seriously enough. In retrospect, his strategy made a certain sense: panic would have been economically devastating and militarily useless. What Ukraine needed was weapons and training, not fear.


February 2022


On February 24, 2022, Russia launched a full-scale invasion of Ukraine.


The attack came from multiple directions: from Belarus in the north, from Russia in the east, from Crimea in the south. Russian forces attempted a lightning strike at Kyiv, clearly aiming to decapitate the Ukrainian government. Paratroopers landed at Hostomel Airport, just outside the capital. The expectation, apparently, was that Ukraine would collapse within days.


It didn't.


Zelenskyy remained in Kyiv. When the United States offered to evacuate him, he reportedly replied: "The fight is here; I need ammunition, not a ride." Whether the quote is precisely accurate, the sentiment was real. The president stayed.


He declared martial law and ordered a general mobilization. And then he did something that would define his wartime leadership: he started talking.


Night after night, Zelenskyy addressed the Ukrainian people and the world through video messages, often filmed on his phone from undisclosed locations in Kyiv. He spoke in Ukrainian, in Russian, in English. He addressed the European Parliament, the British Parliament, the U.S. Congress. He invoked Churchill, invoked the Holocaust, invoked whatever historical parallel might resonate with his audience.


These weren't the polished productions of a professional studio. They were grainy, urgent, authentic. Here was a president in a t-shirt, unshaven, obviously exhausted, obviously still in a city under attack. The contrast with Putin—hidden away in the Kremlin, appearing only in carefully staged events—could not have been starker.


The Symbol and the Reality


Zelenskyy became a symbol of Ukrainian resistance, recognized around the world. Time magazine named him Person of the Year for 2022. He visited frontline positions and newly liberated areas, a physical presence reminding soldiers and citizens alike that their president was with them.


But symbols don't win wars. What Zelenskyy needed was weapons, ammunition, and money—and getting them required constant diplomacy with Western allies who were sympathetic but cautious, willing to support Ukraine but worried about escalation with a nuclear-armed Russia.


This is the less glamorous part of wartime leadership: the endless calls with foreign leaders, the requests for specific weapons systems, the negotiations over what can be provided and when. Zelenskyy proved adept at this too, though not everyone found his approach charming. He could be demanding, even when demanding more than allies felt they could give. He publicly criticized countries he felt weren't doing enough.


The war ground on. The initial Russian assault on Kyiv failed spectacularly—Ukrainian forces destroyed the column of vehicles that had been meant to occupy the capital, and Russian forces retreated in disarray, leaving behind evidence of atrocities in towns like Bucha. A Ukrainian counteroffensive in the fall of 2022 liberated significant territory in the northeast.


But the front lines stabilized into something grimly reminiscent of World War I: trenches, artillery duels, grinding attritional combat. Russia's advantages in population and industrial capacity began to tell. Ukraine's Western allies, initially united in outrage, began to fracture as the war's costs mounted and attention drifted.


The Extension of Power


Zelenskyy's presidential term was originally scheduled to end in May 2024. But Ukrainian law prohibits elections during martial law, and martial law remained in effect because the war remained ongoing. There would be no election.


This created an unusual situation: a democratically elected president whose term had technically expired, remaining in office indefinitely due to wartime necessity. Zelenskyy's critics—including some Ukrainians and some in the West—noted the awkwardness of this arrangement. His defenders pointed out that the alternative was worse: holding an election while millions of Ukrainians were displaced, while parts of the country were occupied, while soldiers were fighting and dying. What legitimacy would such an election have?


As of late 2024, Zelenskyy remains president, now the second-longest-serving in Ukrainian history, surpassed only by Leonid Kuchma who served from 1994 to 2005. How long he will continue to serve depends on how long the war lasts—and that is a question no one can answer with confidence.


The Comedian and the War


There's something almost too neat about Zelenskyy's story: the comedian who played a president, then became one, then became a wartime leader. It invites obvious observations about life imitating art, about the power of media, about the strange paths history sometimes takes.


But the neatness obscures as much as it reveals. The skills that made Zelenskyy a successful entertainer—the charisma, the communication ability, the instinct for what audiences want to see—transferred surprisingly well to wartime leadership. A more conventional politician might have fled Kyiv, might have spoken in bureaucratic jargon, might have failed to capture the world's attention the way Zelenskyy did.


Yet being a good communicator doesn't guarantee being a good strategist, and the judgments on Zelenskyy's actual leadership—as distinct from his symbolic role—are more complicated. Some military analysts have criticized specific decisions. Some Western officials have privately complained about his demands. The war itself is far from won.


What remains undeniable is that when the moment came—when Russian tanks rolled toward Kyiv and the world expected Ukraine to fall—Volodymyr Zelenskyy did not run. The comedian who played a president stayed to fight as a real one.


Whatever happens next, that choice changed history.
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  I found myself strikingly saddened by the death of James Van Der Beek this week. I had no idea he was ill and hadn’t been following him closely on recent seasons of “The Masked Singer” or “Dancing With the Stars.” 
But I am the exact age for both “Dawson’s Creek” and “Varsity Blues” to have been formative, foundational content experiences. Beyond that, I’m a huge fan of his work in the short-lived sitcom “Don’t Trust the B— in Apartment 23.” That whole show was criminally underrated, but Van Der Beek’s performance was particularly inspired. Check this out: 


At any rate, cancer is a scourge. The good news is that we have gotten much better over time at treating it, and age-specific cancer death rates have fallen by more than 20 percent since 1980. But that doesn’t make the exceptions any less sad.


lindamc: Do you ever want to take a break from take-slinging and just not form an opinion on an issue?
I think it’s underrated that there are all kinds of issues I have no opinion on. I mentioned this last week, but an interesting question is why beef prices have soared so much recently. This is something I see some people expressing a very strong opinion about, like the idea that meatpacker consolidation is to blame, but when I’ve looked into the issue I’m not convinced by that hypothesis. Still, something is happening and I’m not sure what. I don’t like this! I would like to know what’s happening. So I’m not writing takes about this since I don’t know the answer, but in a way, no, I don’t really ever want to “take a break” and just let it go. I want to know the truth. 
Brian: Matt, I fully agree with you that progressives overrate the role of identity in electability in a way that leads them to overrate the electoral prospects of white males. However, I think your comparison of Gavin Newsom to Kamala Harris is off and discounts the strengths that Newsom brings relative to Harris. Newsom is a talented extemporaneous speaker, whereas Harris is not. Newsom routinely does long interviews in which he holds his own, skillfully combining memorized bits with off-the-cuff riffs, along with a joke here and there that disarms you.
[The question continues but that’s the flavor]
I am slightly of two minds in discussions of these kinds of things. While I never want to come across as saying that politicians’ performance skills are literally irrelevant to winning general elections, my general sense of the discourse is that they are massively overrated relative to my tedious points about policy. I was recently introduced to Scott Alexander’s 2013 article “All Debates Are Bravery Debates,” and I wouldn’t say that this discussion is exactly a bravery debate, but certainly a lot of it is implicitly a debate about what the conventional wisdom is. 
Brian Beutler, for example, is convinced that Democrats are obsessed with tweaking issue-positioning and utterly blind to the importance of finding forceful, charismatic public speakers who can stick it to the enemy. 
Off Message
Why Kamala Harris Lost

The left and center will never come to agreement on why Kamala Harris lost the 2024 election, in large part because both factions would like to deploy her defeat as a kill-shot against their rivals. If Harris lost because she was too progressive, that discredits the left; if she lost because her pivot to the center failed, that discredits the center…
Read more
5 days ago · 86 likes · 85 comments · Brian Beutler

I think that is 180 degrees off base and that in my conversations with Democratic Party elected officials, staffers, donors, and campaign operatives they are obsessed with theatrics as a way to avoid difficult choices about policy. 
By which I mean that operatives I speak with have the official position that they agree with me that Democrats should be more moderate if they want to win. But they’re nonetheless constantly talking, on a day-to-day practical level, about how A.O.C. and Jon Ossoff are both hot and maybe what Democrats need is to elevate a lot of hotties. 
Who’s right? 

It’s hard to prove. But I think the fact that Newsom is clearly the front-runner for 2028 is strong evidence that I am right about the conventional wisdom within the party. 
My point in my article wasn’t that Newsom and Harris are literally identical politicians. But it is that to the extent you think policy profiles matter, Newsom is literally the most Harris-like politician in the whole country. 
That’s a strong indication, to me, that most Democrats do not believe that the Democratic Party’s post-2012 ideological makeover is electorally significant or worth thinking about, and that re-wrapping the same ideology in a new package is what we should be talking about. I believe that is inaccurate. In fact, changing what the Democratic Party stands for on a large swath of issues has been a large factor in shifting patterns of electoral support, and it is more important to reconsider these policy stances than it is to find the candidate who is most likely to mog JD Vance. 
All that being said, yes, Newsom is better at some stuff — notably extemporaneous interviews — than Harris is. 
But given Harris’s defeat, I think it’s easy to forget her real electoral strengths. Her set-piece speeches at the convention and at her rallies were very good. I don’t know that Newsom is nearly as strong of a campaign-stage performer as she is. And while I emphasized that Harris and Newsom have very similar political profiles, there is a difference between a district attorney and attorney general who can talk about fighting gangs and drug cartels and a mayor and lieutenant governor who doesn’t have those signifiers of toughness. 
At the end of the day, we don’t need to eyeball Newsom and guess whether he’s a significantly stronger politician than Harris; we can look at his electoral results — and he runs weaker statewide than you’d expect based on baseline partisanship. Across four statewide races, Newsom ran weaker in California than House Democrats in three of them. And the exception was the race furthest back in the past.  

Can you convince me that there is such a thing as a politician who does better than you’d expect based on their ideology thanks to vibes or rizz or interview skill or whatever? Sure. But is Gavin Newsom that politician? I don’t see it. 
John Freeman: If Dwayne Johnson runs for president in 2028, is there a plausible scenario where he wins?
The Rock could absolutely win, but it depends on what he says! There’s a broad swath of sort of blank slate candidates — either celebrity outsiders like him or Mark Cuban or just low-profile governors like Andy Beshear — who I think could be amazing presidential candidates. But what “could” means in that context is that their lack of track record means they don’t have a lot of obvious weaknesses. If they run, though, what are they going to say? If they say really good stuff, they could do really well. But if they ran, is that what they would do? I have no idea. 
Lauren K: What do you think about Noah Smith’s idea that AI is bringing about the “decline of the nerds” and the impact on the value of knowledge, both economically and for its own sake, and how we continue to motivate kids to learn without using AI as a crutch?
This Fall of the Nerds thing, to me, is an example of a fallacy a lot of people are engaged in where they’re not really taking the pace of A.I. progress seriously. 
You could imagine a world in which the performance of core frontier A.I. models flatlines either right now or else really soon. In that case, models of the quality of Claude Opus 4.6 or the newest ChatGPT release as of February 2026 become really cheap and ubiquitous over time. And companies invest a lot of time and effort into figuring out how to deploy those models optimally. 
Based on their current capabilities, that would mean an incredible leveling of the playing field in terms of the average person’s ability to write software or engage in difficult mathematical analysis. You’d also get a lot of automation of white-collar scutwork. I think this is a really interesting world to think about. It would involve a meaningful acceleration of economic growth, a good deal of compression of the wage spectrum, and very much the Fall of the Nerds scenario — a return to the situation of 50 years ago when “good at math and computers” was not particularly lucrative or prestigious.   
But while the flatline scenario is certainly possible (predicting the future is hard), I don’t think it’s particularly probable. Nerds are going to use armies of A.I. coding assistants to tackle the hard problems of robotics engineering and develop agentic systems that can do all kinds of things. There’s going to be a gap between the white-collar and blue-collar impacts, but I don’t think that gap will be particularly long or significant in the grand scheme of things. 
Mediocre White Man: The Wizards with Trae Young and Anthony Davis: Building a contender or kidding themselves?
Alan Chao: Do you think Trae Young, Anthony Davis, Kyshawn, and Sarr core can get pasr the second round in the East?
This move will clearly make the Wizards quite a bit better next year. But I’d say fifth seed in the East would be a wildly optimistic outcome. And then do you extend Davis and Young for a ton of money, eliminate your flexibility, and then that’s your ceiling? It kind of seems to me that’s likely what’s going to happen here, except very possibly as a play-in tournament team rather than the fifth seed. Now of course if our 2026 draft pick is good and if we manage to extend both Davis and Young on reasonable terms, this could all work out great. 
The price the team paid for them was objectively very low, so I can see their reasoning. But I also fundamentally think the Wizards have yet to show us that they are capable of assessing basketball talent well — as evidenced by the fact that the best player they drafted during this tanking phase was Deni Avdija, who they sold low on and who is now set to play in the All-Star Game.  
KH: Not quite sure this you are the best person to ask this question but thoughts on Trump’s various preemptive threats about election?
I think considering what he did, we def should take it seriously but I also don’t think it helps to sound alarm that is not based on the fact like some ppl do.
I guess what I would want is, “what can he realistically do”, “how effective each item would be” and “anything that each state could do to prevent those” in as concrete way as possible but I feel like I don’t see much of that personally.
January 6 happened. We should take seriously the possibility that if Trump loses the midterms in a landslide, he will try to cheat and steal the election. I would support and encourage any kind of effort to lay the groundwork for post-election mass protests should they become necessary. I would also strongly encourage Gavin Newsom and other West Coast Democratic governors — but especially Newsom — to think as hard as they can about what they can do to speed up the process of counting votes and announcing results so we’re not hanging around for weeks with conspiracy theories looming. 
The reason I don’t write about this more is that, to repeat myself:
	For now, the Trump administration is basically obeying court orders and the rule of law stands strong. 

	For now, Trump is steadily replacing Bush-era Republican judges (plus aging Clinton appointees) with hand-picked MAGA fanatics.

	For now, Republicans are strongly favored to maintain their hold on the United States Senate, so this process will continue. 


Breaking this 1-2-3 fact pattern is the single most important task in American politics, and I think the steps to address (3) are pretty basic and widely understood — Democrats just find them psychologically distasteful. The party doesn’t really want to take the ideological steps that would be necessary to become favored to win the Senate, but also doesn’t really want to admit to itself that not doing so is a huge mistake. So there’s a tendency to psychologically fixate on other things.   
Eliza Rodriguez: Do you know how to cook?
J Wong: If you do cook, where and when did you learn? Any favorite recipes?
I do “know how to cook,” though whether I am good at it or not is a question for others to answer. My mother taught me basically one recipe when I was a kid, for an Italian-American chicken-cutlet dish that was a childhood favorite of mine but that I basically never make today because it is neither particularly easy nor particularly healthy nor necessarily something that my family enjoys. 
Kate and Jose are both somewhat picky eaters with limited overlap of things that they like to eat, and we’re also all busy people, so when I cook it tends to be from a limited repertoire of simple family-friendly basics. As a result, I don’t have a ton of really interesting or noteworthy recipes to recommend, though I recently hit upon an imitation Chipotle-chicken marinade that I was very happy with. A dish that I personally enjoy cooking for myself but would never in a million years try to talk the rest of my family into eating is Sasha Marx’s anchovy spaghetti recipe. When I make it, I also toss some minced garlic and red pepper flakes into the mix. 
Brian T: What is to be done about the American auto industry?
I think you have to start by acknowledging that there are really two different questions here. One is about total automobile manufacturing in the United States of America, which includes a lot of plants producing cars for Japanese and German and Korean brands in right-to-work states and now also includes Tesla and some small E.V. start-ups. The other is about the Michigan-centric “American” auto industry. 
This latter issue has been quite prominent in recent American politics because first Ohio (which has significant ties to this industry) and then Michigan were pivotal Electoral College states. That meant that the specific problems of the Big Three weren’t just of interest to the Michigan and Ohio congressional delegations (as they certainly should be), but tier one concerns of national politics. This will probably continue to be true through the 2028 presidential election, but by 2032 the pivot points will be Arizona and Georgia — the latter of which has Kia and Hyundai plants and related supply chains — and the big picture will be different. 
I think it is reasonable and correct to put some weight on American manufacturing capacity when making policy decisions. It is also reasonable and correct to put some weight on the Electoral College when making policy decisions. And it would be convenient for the country if “things Michigan voters want to hear” and “things that are likely to bolster American automobile manufacturing” had a large intersection. 
Unfortunately, they don’t. The core industrial policy dilemma is that things that are good for boosting manufacturing output are generally not that good for workers. That can be win-win if you’re moving up from a low level of economic development —&nbsp;a brutal sweatshop job can be a step up from subsistence agriculture or informal service work — but that’s not really the situation in Michigan. 
Ibis: Trump seems open to trading things of material value for things of mostly symbolic value. For instance, resuming funding of the Gateway project in NY/NJ in return for naming some stuff after him. Hochul, Sherill, etc don’t seem very open to this idea. Should they be?
The version of this that I’m open to is that if there’s some good policy idea that a more principled Republican would block but Democrats can advance by letting Trump slap his name on it, then by all means let’s explore the deal. Back in Trump One, there was a lot of thought that it might be possible to do an infrastructure bill that had a lot of progressive priorities in it through this mechanism. 
But that never actually worked out. What he’s done instead is try to improperly cancel stuff and then offer to give it back in exchange for these kind of concessions. Democrats quite properly don’t want to give in to that kind of bullying.  
Paul Tough: Matt, what do you make of the Blueprint poll from last week that found that the least successful Democratic message among voters is the Ruben Gallego “prosperity” message (”I’m going to make sure you can get out of your mom’s house, make sure you can get a good job so you can get rich”), which you memorably called “big ass truck abundance”? 
I love Blueprint, but I thought this was a bad survey. 
What they did here was test a bunch of meta-messages — Democrats articulating theories about what their party’s message should be — rather than test actual messages.  
So the Gallego message in the test is this:
I talked to men about pride, family, and security. I say, “I’m going to make sure you get out of your mom’s house, make sure you can get a good job so you can get rich.” Democrats should talk about those things. People don’t want to hear words like “economic stability.” They want the American Dream.

Another poorly testing one was this from James Carville: 
Performative woke politics stained the Democratic brand. “Latinx,” “BIPOC,” and “defund the police” were terrible. Many Americans think Democrats are out of touch and focused on social issues. We can’t be morally absolutist. Democrats must pivot to economic rage.

I don’t think Carville is saying that “performative woke politics stained the Democratic brand” is a good message for Democrats to run on. He is offering that as an analysis of the situation that grounds his recommendation. His advice isn’t that Democrats should say that “BIPOC” was terrible. His advice is that Democrats should stop talking like that and pivot to economic rage. Similarly, Gallego isn’t saying that Democrats should talk about how talking about “economic stability” is a bad idea. He’s saying that Democrats should stop talking about economic stability and talk about an aspirational agenda of prosperity. 
Note the converse. Blueprint’s best-polling message is Beto O’Rourke saying that Democrats should have a message “defined by people in every state, not consultants and pollsters.” The guys at Blueprint definitely do not believe that Democrats should ignore consultants and pollsters. They are consultants who have found that denouncing consultants and pollsters polls well, and their advice is that Democrats should listen to their polling. But what follows from that advice is that Democrats should claim to be sick and tired of listening to pollsters. 
Oliver: Helen Andrews is being unpleasantly bigoted against Asians, people are rightly attacking her for it. Are her views just an explicit stating of the pro-affirmative action policies that a majority of politicians supported until a few years ago?
Andrews, for those who have not been following her tweets, has pivoted from anti-feminist screeds to essentially reinventing the main antisemitic narratives in the United States of 100 years ago but applying them to Asians. Her take is that Asian success in school reflects a malign “grind culture” that is on net a negative influence on the country, and that their apparent high earnings and professional success are the result of some kind of ethnic conspiracy. 
I think the habit of discriminating against Asians in college admissions is really morally wrong and that it’s shameful that many progressives won’t see that for what it is. 
But I do think the progressive mentality is meaningfully different. One illustration is that for Biden-administration staffing purposes, people like F.T.C. Chair Lina Khan and acting Labor Secretary Julie Su counted as pro-diversity selections. In college admissions, it was just the reverse: They’d be doubly disadvantaged as Asian women. The reason for the flip is that even though Asian Americans have been extremely successful academically and in portions of the business world, it is genuinely the case that you have not seen much Asian American representation in politics. 
Andrews, in other words, is following a logic of white identity politics where white people are like a Goldilocks race that’s better at school than Black people but worse than Asians, which happens to be just right. Progressives are following a genuine logic of diversity, where if Asians are underrepresented at the top reaches of politics, you should promote them, but if they are overrepresented at the top reaches of education, they need to step aside and make room for other people. 
These two logics converge on college admissions but diverge in other contexts, because they are genuinely different logics that are flawed in different ways and for different reasons. 
policy wank: What if Kamala Harris had graciously stepped aside and declined the 2024 nomination and then party insiders had engineered a Whitmer/Shapiro or Shaprio/Whitmer ticket? Assuming they were willing to throw Biden under the bus, would they have won?
Impossible to know for sure, but I think they probably would have.&nbsp;“Replace the unpopular party leader with someone not affiliated with his unpopular administration” was a winning strategy for Canada’s Liberals, and popular swing-state governors have a lot more of an electioneering track record than Mark Carney. 
Adam: What are your thoughts on Nithya Raman entering the LA mayoral race as a primary challenger to incumbent Karen Bass?
I do not know a lot about her, but the Southern California YIMBYs I’ve chatted with speak very highly of her and are excited about her run. The Bass administration has been terrible on housing — I think it is fair to say uniquely bad among mayors of major American cities — and pretty unimpressive on other issues as well. Raman is very left wing as I understand it, and the left-YIMBY synthesis has a lot of problems and internal contradictions, but Zohran Mamdani is showing you can do it and I think she would be a step forward for Los Angeles. 
Lafayette: Do you have any takes on the Tim Wu/Cory Doctorow interview with Ezra? I’m not a fan of big tech and sort of want to agree with them, but their economic arguments and assumptions just seem sloppy and actually wrong (ie, empirically false).
Sam Peak: What sort of ideas and policy priorities, if any, do you think that the abundance left can adopt from the anti-trust left who criticize abundance?
I think my high level of personal annoyance with these people has been detrimental to the quality of Slow Boring’s output, so one of my resolutions is to try to be less cranky about it. But Lafayette’s remarks underscore why this is hard for me. 
At a high level, are there good points here? Yes. Vigorous antitrust enforcement is important, and there is reason to believe that the United States was too lax for a period of time, particularly in terms of settling problematic merger cases with hard-to-enforce conduct remedies rather than going to court to try to block them. There are also a lot of specific good ideas on the consumer protection front. I think it is a good idea to prevent hotels from gaming online price listings by imposing non-optional destination fees. I liked the concept behind the F.T.C. “click to cancel” rule. There is a place in the world for this kind of rulemaking. 
But it can also devolve really quickly into the guy at the end of the bar talking about how “There outta be a law!” 
I think we ought to have a reasonably strong presumption that private businesses should be allowed to set their own pricing schemes. The decision to overrule that presumption should be made on the basis of careful and sober-minded analysis. 
And relatively little of the actual practice of this group strikes me as particularly careful or sober-minded. Rather than learn to work through the economics of these situations, they are generally contemptuous of the whole discipline. I think that even at their very best, they tend to bring a real Smart Lawyer Energy to policy problems. A lawyer’s job is to zealously advocate for a client’s interests, not to weigh tradeoffs or assess equilibrium conditions. There is something genuinely appealing about the idea of an empowered, aggressive, forceful team of consumer advocates working on behalf of people to prevent them from getting screwed by sharp practices in corporate America. But if you look at the big items in the household budget (housing, health care) or the big constraints on American economic growth (energy, infrastructure), I just don’t think it is true that “junk fees” or deceptive marketing practices are plausibly the big issue here. 
One of the most successful things I worked on as an intern for Chuck Schumer 25 years ago was telecom companies ripping people off with high undisclosed fees for star-69 and star-66 calls (ask your parents). 
Schumer heard complaints about this from a friend of his, sent a letter to the Federal Communications Commission, did a press conference about it, and it was a huge hit that became a press-conference road show that played in multiple upstate cities. Voters really appreciated that Schumer was working on their behalf on something that played as common sense and non-ideological. I would love for Democrats to embrace that zealous advocacy energy and to acknowledge that an issue does not need to be the biggest deal in the world to feel important to people. 
At the same time, it’s also important to do policy analysis correctly. The Mamdani administration did a splashy push against hotel junk fees early in its term. They have also, correctly, really embraced housing abundance as an agenda item. So you can synthesize these things; you don’t need to choose. 
But if you actually think it’s important to make it more affordable to book a hotel room in New York City, the big problem is that the city has created significant regulatory barriers to opening new hotels in order to generate rents that hotel owners share with the hotel workers’ union. This kind of stationary banditry is, factually, the central economic problem in New York City, not weird pricing gimmicks. 
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  Thirteen years ago today, Marco Rubio gave a cotton-mouthed GOP response to Barack Obama’s 2013 State of the Union address, at one point awkwardly breaking his flow to lean out of frame for a quick drink of water.
Was this the moment we entered the dark timeline from which we have yet to escape? I guess we’ll never really know. Happy Thursday.



Coalition Crackup
by Andrew Egger
Who’s worse for the American right: its antisemites or its Zionists? This seemingly easy question has convulsed the online right for months, with old-school philosemite conservatives trying and mostly failing to exile the new coterie of antisemites, from Tucker Carlson to Candace Owens to Nick Fuentes, from the MAGA coalition. But the White House has largely steered clear of participating—until this week, when it found itself dragged into the fight largely by accident.
The trouble started Monday, when the White House’s Religious Liberty Commission met in D.C. for a public discussion about the rise of antisemitism. For most of the hearing, the commission stuck to the safe conversational waters of left-wing antisemitism, of the college-campus variety. But commissioner Carrie Prejean Boller—a former beauty queen, right-wing Catholic activist and influencer, and staunch Owens ally—had other plans. What’s this business of calling people like me antisemitic, she repeatedly asked, just because we don’t like Israel?
Throughout the hearing, Prejean Boller all but dared her fellow commissioners and other event participants to call her antisemitic to her face. “Is anti-Zionism antisemitism?” she asked. “If I don’t support the political state of Israel, am I an antisemite, yes or no?” When one participant asserted that Owens and Carlson were indeed antisemites, she scoffed: “There you go again. Everyone’s an antisemite, I guess.”
Commissions like these exist to further the administration’s political messaging, and kicking up intra-MAGA fights wasn’t exactly on the agenda. So it came as little surprise Wednesday when commission Chairman Dan Patrick, the lieutenant governor of Texas, announced that Prejean Boller was no longer a member. His stated reasons were interesting. He steered totally clear of the substance of Prejean Boller’s remarks, saying only that “no member of the commission has the right to hijack a hearing for their own personal and political agenda on any issue.” He added: “This was my decision.”
Prejean Boller wasn’t having it. “You did not appoint me to the Commission, and you lack authority to remove me from it,” she replied to Patrick. “This is a gross overstepping of your role and leads me to believe you are acting in alignment with a Zionist political framework that hijacked the hearing, rather than in defense of religious liberty.”
“I look forward to next month’s hearing,” she added. “I refuse to bend the knee to Israel. I am no slave to a foreign nation, but to Christ our King.”
It would take a lot more space than we’ve got here to fully unpack the beef over antisemitism here. Prejean Boller is actually correct about at least one thing: It’s true that Republican allies of Israel have often used accusations of antisemitism as a cheap rhetorical crutch to shut down all critiques of the way the state of Israel conducts its business—a phenomenon that was on particularly painful display during Israel’s most recent lengthy, brutal occupation of the Gaza Strip.1 Still, it’s also true that genuine bigots and traffickers in the most noxious conspiracy theories often find it useful to claim that they’re really just critics of the state of Israel. Candace Owens is the poster child for this, and I’m not sure Prejean Boller is beating the allegations either: Yesterday, for instance, she retweeted an Owens post claiming that “Zionists are naturally hostile to Catholics because we refuse to bend the knee to revisionist history and support the mass slaughter and rape of innocent children for occult Baal worshipers.”
But what’s more interesting—at least for our political-newsletter purposes—is the particular way the Trump administration has responded to all this. Patrick’s statement firing Prejean Boller, which declined to weigh in on the substance of the fight and specifically stressed that “this was my decision,” seemed like a last-ditch effort to shield the White House itself from the controversy. (When I reached out to the White House for comment, they wouldn’t even confirm on-record that Patrick’s statement had the president’s blessing—although they didn’t deny it either.) But Prejean Boller’s refusal to accept firing from anyone other than Trump himself seems to have closed off this strategic path. At some point, it seems, somebody’s going to have to say something.
For months if not years now, the White House has faced a bizarre coalition problem: how to keep a bunch of philosemites and a bunch of antisemites both happy with the administration despite their open hatred for one another. As in Trump’s first term, the White House has pursued a foreign policy broadly favorable to Israel. Just as importantly, it has abstained from the sort of moral denunciations of Israel’s conduct in Gaza that so irked many pro-Israel types during Joe Biden’s presidency. At the same time, it has routinely opposed efforts to kick right-wing antisemites out of its political coalition—while pursuing a posture of maximum political retaliation against people it accuses of antisemitism on the left. White House employees who brag in leaked texts about having a “Nazi streak” don’t even lose their administration jobs; pro-Palestinian foreign students who support boycotting Israel see their student visas canceled and get snatched off the street.
This “something for everybody” approach seems to be reaching its limit. MAGA’s philosemites and antisemites are unlikely to keep sharing a political coalition for long—and they seem unlikely to let Trump’s White House stay agnostic in their fight, either.
“Only the President can remove me, since he appointed me,” Prejean Boller proclaimed. “What will Trump do? Stand for my Catholic Religious Freedom or remove me?”
Every political coalition has its fault lines. What else could be internal weaknesses in the MAGA movement? Share your ideas.

What’s Trump’s Shame Next to Lincoln’s Glory?
by William Kristol
These are challenging times. But they are also clarifying times. And they’ve provided remarkable examples of people who’ve risen to the occasion. One thinks of the intrepid Epstein survivors, of the determined citizens of Minneapolis, of the brave people of Ukraine. And today, on his birthday, one thinks of Abraham Lincoln.
There’s so much to say about Lincoln, so many passages of his one could quote. Last year I quoted his extemporaneous remarks of August 22, 1864, to the 166th Ohio Regiment, whom he’d invited to the White House as they returned home from the battlefield. And that quote is just as apt today:
I almost always feel inclined, when I happen to say anything to soldiers, to impress upon them in a few brief remarks the importance of success in this contest. It is not merely for to-day, but for all time to come that we should perpetuate for our children’s children this great and free government, which we have enjoyed all our lives. I beg you to remember this, not merely for my sake, but for yours. I happen temporarily to occupy this big White House. I am a living witness that any one of your children may look to come here as my father’s child has. It is in order that each of you may have through this free government which we have enjoyed, an open field and a fair chance for your industry, enterprise and intelligence; that you may all have equal privileges in the race of life, with all its desirable human aspirations. It is for this the struggle should be maintained, that we may not lose our birthright—not only for one, but for two or three years. The nation is worth fighting for, to secure such an inestimable jewel.

As it was said a year ago, so still it must be said: It can be dispiriting to see Trump temporarily occupying (and temporarily vulgarizing) that big White House. But it’s heartening to remember that when the Trump era is consigned to the ash heap of history, the example of Lincoln will remain.

AROUND THE BULWARK
	How Democrats Can Crush the Midterms… Trump has offered up the issues on a silver platter, argues MONA CHAREN.

	Does DHS Flack Tricia McLaughlin Believe Her Own Lies? She knows what her real audience wants to hear from her, writes KAIVAN SHROFF.

	Trump Wants JAGs as Immigration Judges. That’s a Disaster… On the latest Command Post, MARK HERTLING, BEN PARKER, and former JAG officer, combat advisor, and federal prosecutor MARGARET DONOVAN break down what happens when you pull legal advisers out of war rooms and drop them into political fights.

	Are You Experienced? Are You Confused? Patricia Lockwood’s latest novel is full of amusing episodes but refuses to cohere into a larger whole. BILL COBERLY reviews.




Quick Hits
WHAM BONDI RESURFACES: We’ve written before about Attorney General Pam Bondi’s astonishing demeanor during congressional testimony, her steadfast commitment to—as Stephanie McCrummen put it in the Atlantic last month—“a calculated performance that amounted to a giant middle finger to basic notions of decorum and accountability.” (Or as we put it in October: “Kash Patel is a twitchy little guy, but Bondi’s testimony made his appearances last month before a pair of congressional committees look downright professional.”)
Well, she’s still at it. Yesterday Bondi went before the House Judiciary Committee—ostensibly to answer questions about her oversight of the Justice Department, really to get some more yelling at Democrats in. (Sample statement, to Rep. Jamie Raskin of Maryland: “You don’t tell me anything, you washed-up loser lawyer.” Pleasant!)
The vitriol was, of course, mostly intended to try to mask the fact that Bondi has shockingly few good answers to a whole host of reasonable questions about her job performance. The Substack the Watchdog Report assembled a good list:
	Bondi refused to answer how many of Epstein’s co-conspirators her DOJ has indicted (zero).


	Bondi refused to answer whether she would create a joint task force to give state attorneys general and district attorneys around the country access to DOJ’s trove of evidence regarding Epstein and his co-conspirators, so they can go build the cases and bring the indictments DOJ refuses to pursue.


	Bondi refused to answer whether the email from the Epstein files involving Steve Tisch is worthy of further investigation.


	Bondi refused to answer whether it’s important for prosecutors to protect sexual assault victims’ identities.


	Bondi refused to answer why 500 of her attorneys somehow didn’t redact dozens of survivors’ names, identities, and sensitive photographs.



And that’s just the top five! Read the whole thing.


GOOD TIMES AHEAD?: This week, the White House got one piece of good news and one piece of bad news on the jobs front. On the bright side, yesterday’s monthly jobs report from the Bureau of Labor Statistics popped well above expectations, with the economy adding a net 130,000 jobs in January as the unemployment rate dipped down to 4.3 percent. On the less pleasant side of things, BLS dramatically revised down its jobs numbers for the whole of 2025, estimating that the labor market added only 181,000 jobs in the entirety of the last calendar year. (It always bears repeating: Any time BLS revised job numbers down during the Biden years, Trump and his GOP allies accused them of deliberately cooking the earlier rounds of numbers for political gain.)
With so much turmoil and disruption in the economy and in the world, nobody seems quite sure what good economic numbers look like anymore. In theory, continued productivity gains from AI and other factors could be keeping the economy growing at a healthy clip even if the labor force isn’t expanding much. The White House is even pitching this as a feature of the economy it’s trying to build: With the U.S. population expanding more slowly due to dramatically reduced levels of immigration, the economy doesn’t need as many new jobs to keep unemployment flat.
We can’t know yet whether January’s strong jobs numbers are an indication that the economy is turning a corner after a year of tariff-induced turmoil, or just a momentary diversion on the way to a recession. If the numbers stay good, there’s one more upside-down wrinkle to consider: An economy that’s humming along well is one in which Trump’s pick for Fed chair, Kevin Warsh, will face strong headwinds if he tries to implement the dramatic interest-rate cuts Trump is counting on him to deliver.


NO FLIGHTS ALLOWED: Some weird stuff has been going down in El Paso, where the Federal Aviation Administration announced—and then revoked—extraordinary airspace restrictions late Tuesday night amid an apparent communications breakdown between the Pentagon and the FAA. The AP reports:
The sudden and surprising airspace closure over El Paso, Texas, stemmed from the Pentagon’s plans to test a laser for use in shooting down drones used by Mexican drug cartels, according to three people familiar with the situation who were granted anonymity to share sensitive details.
That caused friction with the Federal Aviation Administration, which wanted to ensure commercial air safety and the two agencies sought to coordinate, according to two of the people. Despite a meeting scheduled later this month to discuss the issue, the Pentagon wanted to go ahead and test it, prompting the FAA to shutter the airspace. It was not clear whether the laser was ultimately deployed.
Transportation Secretary Sean Duffy said earlier that the response by the Defense Department and the FAA to neutralize an incursion by Mexican cartel drones had led to the airspace closure. Drone incursions are not uncommon along the U.S.-Mexico border.

Of the two former-TV-personality cabinet officials involved in the dispute, we’ve got to go with the Real World guy on this one.


Cheap Shots

1Prejean Boller is also correct that many Christians—and especially Catholics—recoil from theological Zionism, the eschatological belief popular among many American evangelicals that Israel’s political reestablishment in the Holy Land is a condition that must be fulfilled before the return of Christ and the end of the world.
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Donald Trump is running easily the most corrupt administration in decades. Whether selling off pardons for cash, delivering sweetheart deals on rare earth metals to donors, or earning hundreds of millions in deals with the United Arab Emirates while authorizing them to buy America’s most powerful computer chips, he is at every opportunity leveraging political power for personal financial gain. 
This hasn’t translated to political success, though. After starting his second term much more popular than he was in 2017, he’s converged on his own poor approval ratings from his first term. 
And yet, it’s not as if there’s been massive political mobilization against his corruption. 
The money machine works in part because Trump has, through persuasion or intimidation, induced the vast majority of Republicans to refrain from criticizing or challenging him on any of this in any kind of meaningful way.
So will the party pay a price for Trump’s corruption? They’re set to lose the House, which almost always happens to the president’s party during a midterm, but remain the odds-on favorites1 to hold the Senate, in which case Trump will be able to keep MAGAfying the judiciary and getting away with his corrupt schemes. 

So how does he get away with it? Some people think it’s because the voters don’t care about corruption, but I think that’s probably wrong. 
Searchlight Institute polling on this shows that voters just have an incredibly low estimate of the baseline level of integrity of politicians. Seventy-one percent say the “typical politician” is corrupt. Typical Republican? Sixty-eight percent. Typical Democrat? Sixty-one percent. Seventy-two percent say that “long-term elected officials” are probably corrupt. 
I think it’s hard to make political hay out of Trump’s corruption because, while it looks extraordinary to me (and probably to you if you’re reading this), many voters see it as pretty normal. 
Voters take a very expansive view of corruption
To be totally honest, I think this is a pretty risible slander against America’s hard-working elected officials. 
I have a lot of bad things to say about Josh Hawley and Tom Cotton, but the idea that after getting law degrees at Yale and Harvard they moved back to their home states to run for office in order to get rich doesn’t make sense. 
The same Searchlight poll shows a lot of support for fairly draconian political reforms. Banning congressional stock trading is something that people talk about a lot and is wildly popular, but even more popular are ideas like mandatory drug testing of elected officials and a (terrible on the merits) idea that we should track and report politicians’ work hours. 

The fact that enacting term limits is way more popular than banning stock trading is telling about the public’s broad attitude. Elsewhere in the poll (though not shown in the graphic) Searchlight finds that voters think current congressional salaries are too high.2 Voters just think politicians are generally bad and favor crude measures to arbitrarily cycle them out or make their lives worse. 
This appears to be driven in part by the electorate’s extraordinarily expansive conception of corruption. 
Searchlight did not make a chart out of these results, but they also asked respondents whether various actions constituted corruption. Voters of course view things like taking bribes or handing out jobs to unqualified friends as corrupt. But they also, by overwhelming margins, say that “government officials voting the way elites in their social group want instead of what most people in their district want” is a form of corruption. 
So if a Democrat running in Iowa or Ohio has an unpopular view on affirmative action in college admissions or transgender athletes on school sports teams or late-term abortions, that’s not a consideration to weigh against outrage at Republicans’ covering for Trump’s corruption. It’s corruption on its own terms. 

If there’s one thing I learned in college philosophy classes all those years ago, it’s that words are somewhat arbitrary and people can use language however they want as long as we understand each other. And what I love about this series of questions is that it indicates that most people are not using the word “corruption” in the way that I or most political practitioners or most investigative reporters would use it. 
After all, the basic shape of this is that just holding an unpopular view is corrupt. I suppose you could try to plead to the voters that your support of Policy X has nothing to do with donor influence or social elites. But if you support Policy X, then of course economic and social elites who agree with you about X will contribute money to your campaign and say nice things about you. There’s no way that you’re ever going to be able to prove that your support for a ban on single-use plastic straws reflects a sincere assessment of the public interest rather than the influence of climate donors and green-minded cultural elites. 
When you put it that way, it all sounds a bit insane. Do voters really believe that the mere fact that a politician disagrees with them about something is evidence of corruption? It seems that maybe they do!
Stealth Democracy
A 2002 book by John Hibbing and Elizabeth Theiss-Morse called “Stealth Democracy: Americans’ Beliefs About How Government Should Work” provides some useful context for this.
Consider the paradox that Jerome Powell is the government official that voters have the most confidence in. 
We are allegedly living in a populist era where voters say they highly prize transparency and accountability in government, and yet the best-liked part of the government is the least-transparent, least-accountable part — one that’s run by a WASPy ex-banker and quintessential D.C. insider. And yet that’s not unusual. It’s typical for the Fed and its chair to be highly rated even though it goes against almost everything that people say they want from the government. 
The Stealth Democracy thesis is that people like the Fed because the Fed has been very successful at operating — or at least appearing to operate —&nbsp;by consensus. The board members do not debate each other on television, dissenting statements are rare, and when statements happen they are politely worded. What’s more, the actual range of disagreements expressed in dissents tends to be small. You don’t see the Fed raising rates by a quarter of a point while a large bloc of dissenters says actually they should have cut by three-quarters. 
This is not a law of nature. Trump’s recent moves at least raise the prospect that the Fed will soon become a much more contentious, much more partisan institution. And if that happens, public support for it will probably collapse. 
Because what Hibbing and Theiss-Morse find is that most people believe that public policy problems are not actually difficult, and that if people of goodwill sat around the table and cooperated, they could be solved. Think about the scene in the movie “Dave” where, through a weird series of events, a non-politician ends up serving as president. He brings in his friend — a skilled and experienced accountant — to audit the books and finds that he can easily balance the budget without making any painful tradeoffs. 


Sophisticated people know that this is not true. It’s not that balancing the budget is an unsolvable problem. But it involves difficult tradeoffs and reasonable people are going to disagree about those tradeoffs, both because of significant empirical disagreements about tax policy and because of divergent moral intuitions about distributive questions. Debates about which forms of spending are “wasteful” do not have uncontroversial answers and politically popular support for the elderly has significant economic costs. As a result, making a big change will almost inevitably involve controversy. 
And voters’ intuition is that controversy and fighting is bad. 
Think about the average consumer-facing Fortune 500 company. You go years at a time without hearing anything at all about internal disagreement at Home Depot or Apple or Delta Air Lines or Hilton or McDonald’s. These companies are, presumably, making decisions. But if articles start showing up in the newspaper about board members fighting with each other or uncertainty about executive succession, that company’s in trouble. When things are good, they just move smoothly and quietly. The fact that politics is almost never smooth and quiet is, to most voters, evidence that the politicians are doing something wrong.
The ubiquity of “corruption”
Hibbing and Theiss-Morse are, I think, a little too sympathetic to the public’s view. 
They write that rather than wanting a more participatory political system, voters are simply angry about the existence of:
[a] political system in which decision-makers — for no reason other than the fact that they are in a position to make decisions — accrue benefits at the expense of non-decision-makers. Just as children are often less concerned with acquiring a privilege than with preventing their siblings from acquiring a privilege, citizens are usually less concerned with obtaining a policy outcome than with preventing others from using the process to feather their own nests. Since the people constitute one obvious check on the ability of decision-makers to be self-serving, it often appears as though the people want more political influence for themselves, when in fact they just do not want decision-makers to be able to take advantage of them.

That’s the sympathetic view: Voters are angry because of the systemic levels of corruption in the American government. 
I think a less generous but more accurate take would be that because voters do not bother to inform themselves about the actual difficulties involved in assessing policy problems, they wrongly conclude that everything they don’t like reflects corruption or self-interested behavior from elected officials. 
This is annoying, but we can mostly live with it. Secret Congress is, along with the Federal Reserve, one of the key institutions of Stealth Democracy. One reason I am never that interested in questions about public opinion on housing reform is that most significant zoning bills that pass do so on a bipartisan basis. My advice to elected officials interested in reform in their states is to spend a lot of time trying to find opposite-party partners to work with and very little time stressing about polling. 
If you push something through on a party-line basis, people will probably find it alarming. But if you get a nice bipartisan bill signing flanked by business and labor leaders and affordable housing advocates, it’ll be great. Two somewhat different bipartisan housing bills have passed the House and Senate this year by overwhelming margins without much debate or discussion, and I’m optimistic that the relevant committee chairs and ranking members will work something out and something constructive will pass and there will be no voter backlash.
Those exceptions aside, the point is that while voters care a lot about corruption, they aren’t really primed to detect a qualitative difference between a politician running a shakedown scheme and the banal vicissitudes of partisan politics. This makes it hard to mount the corruption case against Trump without a lot of deliberate and focused effort, which progressives are poorly positioned to engage in. 
The circular firing squad
Something that I think everyone in the anti-Trump sphere should consider is that not only does the mass public have an expansive conception of corruption, so do left-wing advocacy organizations when pursuing inter-factional conflict. 
The entire premise of the Revolving Door Project, for example, is that not only are moderate Democrats bad, but all intra-party disagreement about ideology and policy is a form of corruption. 

This was also my experience of writing for the New York Times about a different approach to oil and gas policy in the United States. To my way of thinking, the idea that Democrats should approach American oil and gas in a similar way to how center-left parties in Norway, Canada, and Mexico handle it seems like a pretty natural hypothesis to consider. But my take on this was greeted not by mere disagreement on the merits, but by wild accusations that I am somehow on the take. 
Matt Stoller, the research director at the American Economic Liberties Project, will just make stuff up about who funds organizations that he disagrees with. It’s an unusually crude version of the tactics that were deployed against me on the fossil fuel issue, but not really so different in kind.

This is a pretty good way to pursue factional infighting since, per the Stealth Democracy thesis, the mass public is very open to the theory that it’s impossible for people to disagree on the merits and that everything is featherbedding and corruption. 
But obviously if progressive donors spend money on building a bunch of progressive nonprofits and aligned media outlets, all of which are constantly flinging accusations of corruption at Democrats, then it’s going to be incredibly challenging to turn around come the general election and try to convince people that actually Trump is the corrupt one. 
Donors who believe in these causes could, but clearly do not, ask the recipients of their money to observe a norm of presuming good faith and debating on the merits. And since they don’t, a casual observer of the political scene will hear that — according to progressives themselves — every single instance of a Democratic Party politician standing up for a home state industry or prioritizing economic growth over some other consideration is corruption. 
I think this has worked pretty well as a strategy for pulling Democratic politicians further to the left. But using this tactic to go further left not only makes it harder to win elections, it also damages the image of non-leftist Democrats in a way that makes it harder to beat Trump. There are certainly sincere factional warriors who are achieving exactly what they care about here. But there’s also a lot of thoughtless behavior on the part of people who are genuinely appalled by the MAGA movement and frustrated by the difficulty of mounting a strong corruption attack against Trump. 
1Polymarket is sponsoring this post, but the odds are not meaningfully different in other markets. 


2This is in a question where they state what the current salary is, so it’s not that people are guessing wrong and believe members are highly paid. They think the current amount of $174,000 per year is too much. 
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The Art of the Comeback (And the Comeback, And the Comeback)


In 1995, Donald Trump owed more than three billion dollars to banks. They seized his hotels, his yacht, his airline. It was, by any measure, a spectacular failure—the kind that ends careers and becomes a cautionary tale in business school case studies.


Thirty years later, he won his second term as President of the United States.


Whatever else you might say about Donald John Trump, he is perhaps the most consequential American political figure of the twenty-first century—a man who has reshaped one of the country's two major political parties in his own image, survived two impeachments, become the first former president convicted of a felony, and somehow turned each catastrophe into fuel for the next chapter.


The Making of a Manhattan Deal-Maker


Trump was born on June 14, 1946, in Jamaica Hospital in the Queens borough of New York City. His father, Fred Trump, had built a real estate empire constructing middle-class apartment complexes in the outer boroughs—Brooklyn, Queens, Staten Island. The family lived in a twenty-three-room mansion in Jamaica Estates, and Fred paid each of his children roughly twenty thousand dollars a year, which in today's money would be about two hundred sixty-five thousand dollars. By the time Donald was eight years old, adjusted for inflation, he was already a millionaire.


He was, by most accounts, a difficult child.


His father eventually enrolled him in the New York Military Academy, a private boarding school that emphasized sports and, above all, winning. The experience shaped him. So did two mentors he later identified as formative: his father and Norman Vincent Peale, the family's pastor and author of "The Power of Positive Thinking"—a self-help classic that taught readers to visualize success and reject negative thoughts.


Trump attended Fordham University for two years before transferring to the Wharton School at the University of Pennsylvania, where he earned a bachelor's degree in economics in 1968. He later claimed to have been a top student, though he does not appear on the school's honors list. During the Vietnam War, he received an exemption from the draft due to bone spurs in his heels—a diagnosis that would later become a subject of considerable skepticism.


From Rent Collector to Manhattan Mogul


After graduating, Trump joined his father's company, Trump Management, where his primary job was collecting rent and making repairs on the family's outer-borough apartment buildings. He did this for about five years. But Trump was restless. He wanted Manhattan—its glamour, its wealth, its visibility.


His father was content in Brooklyn and Queens. Trump was not.


In 1971, he moved to Manhattan and convinced his father to make him president of the family business, even as Fred remained chairman. Trump began operating under a new umbrella name: the Trump Organization. He also acquired a new mentor—one who would prove at least as influential as his father.


Roy Cohn had been Senator Joseph McCarthy's chief counsel during the anti-communist hearings of the 1950s. By the 1970s, he was a New York fixer with connections to organized crime figures who controlled the construction unions. For thirteen years, Cohn served as Trump's lawyer, mentor, and philosophical guide. The core lesson Cohn taught was simple: life is transactional. Attack, never apologize, declare victory regardless of outcome.


In 1973, the federal government sued the Trumps, alleging their properties had discriminated against Black applicants and tenants. Cohn advised Trump to countersue for one hundred million dollars. The counterclaims were dismissed. The Trumps signed a consent decree agreeing to desegregate. Four years later, they were found in contempt of that decree. Trump, following Cohn's playbook, called it a victory anyway.


Building the Brand


Trump's first major Manhattan project was the renovation of the decrepit Commodore Hotel, next to Grand Central Terminal. The financing came with a four-hundred-million-dollar tax abatement from the city—arranged by his father—and a seventy-million-dollar bank loan guaranteed by his father and the Hyatt hotel chain. When it reopened in 1980 as the Grand Hyatt, Trump was thirty-four years old and had his first taste of the spotlight.


That same year, he secured the rights to build Trump Tower, a mixed-use skyscraper on Fifth Avenue in Midtown Manhattan. It would become his headquarters, his residence, and the physical embodiment of his brand—all gold and mirrors and his name in giant letters.


Through the 1980s, Trump expanded aggressively. He bought the Plaza Hotel. He acquired three casinos in Atlantic City. He purchased an airline, the Eastern Air Lines Shuttle, and renamed it Trump Shuttle. He bought a football team, the New Jersey Generals, in the upstart United States Football League.


He also developed a distinctive approach to business: use other people's money, put your name on everything, and if it fails, make sure the losses belong to someone else.


The Art of the Bankruptcy


By 1990, the whole edifice was wobbling.


Trump's Atlantic City casino, the Taj Mahal, had been financed with six hundred seventy-five million dollars in junk bonds—high-interest debt that proved impossible to service. It filed for bankruptcy protection in 1991. His other two casinos followed in 1992. So did the Plaza Hotel. The Trump Shuttle defaulted on its loans and passed to the banks.


In 1995, Trump defaulted on more than three billion dollars in bank loans. The lenders seized the Plaza and most of his other properties in what one newspaper called a "vast and humiliating restructuring." The lead bank's attorney later explained the banks' decision to let Trump keep operating rather than liquidate everything: "They all agreed that he'd be better alive than dead."


Between 1991 and 2009, Trump filed for Chapter 11 bankruptcy protection six times. Yet he emerged from each collapse with his name intact and his lifestyle largely undiminished. The bankruptcies were corporate, not personal. The losses fell on bondholders, contractors, and banks. Trump kept his penthouses and his golf courses.


This pattern—spectacular leverage, default, restructuring, reinvention—would define his career. By 2018, according to The New York Times, Trump had been involved in more than four thousand lawsuits, liens, and legal filings, many of them for nonpayment against employees, contractors, and even his own attorneys.


The Television Savior


By the early 2000s, Trump's business reputation was in tatters among serious real estate developers and bankers. American banks had largely stopped lending to him. But he had something valuable: fame.


In 2004, NBC launched "The Apprentice," a reality television show in which contestants competed for a job at the Trump Organization. Trump played himself—the billionaire deal-maker, sitting in a boardroom, delivering his signature line: "You're fired."


The show was a hit. More importantly, it rehabilitated Trump's image. To millions of viewers who knew nothing about his bankruptcies or his history of stiffing contractors, he was simply a successful businessman, a symbol of American wealth and confidence. The Trump brand, badly damaged in the 1990s, was suddenly valuable again.


He rode that brand for the next decade, licensing his name to buildings he didn't build, universities that weren't universities, and products ranging from steaks to vodka. The Trump Organization often functioned less as a real estate developer than as a licensing operation—collecting fees for allowing others to put his name on their projects.


The Political Outsider


Trump had flirted with politics for decades, occasionally floating the idea of running for president. In 2015, he finally did it, descending the golden escalator at Trump Tower to announce his candidacy with a speech that included this assessment of Mexican immigrants: "They're bringing drugs. They're bringing crime. They're rapists. And some, I assume, are good people."


NBC and Univision dropped his Miss Universe pageants within days. Mainstream commentators dismissed his campaign as a publicity stunt. Republican Party leaders hoped he would fade quickly.


He did not fade.


Trump understood something his opponents didn't: a large segment of the American electorate was hungry for someone who would break the rules, say the unsayable, and attack the political establishment from both parties. He offered grievance and spectacle. He mocked his opponents with schoolyard nicknames. He dominated news coverage through sheer outrageousness.


In November 2016, he defeated Hillary Clinton to become the forty-fifth President of the United States.


The First Term


Trump's first presidency was marked by a series of aggressive policy moves and constant controversy. He imposed a travel ban on seven majority-Muslim countries. He expanded the wall along the Mexico-United States border and implemented a family separation policy that resulted in thousands of migrant children being taken from their parents. He rolled back environmental regulations and signed the Tax Cuts and Jobs Act, which reduced corporate tax rates and provided tax cuts weighted toward higher earners.


He appointed three justices to the Supreme Court—Neil Gorsuch, Brett Kavanaugh, and Amy Coney Barrett—shifting the court decisively to the right and setting up the eventual overturning of Roe v. Wade, the 1973 decision that had established a constitutional right to abortion.


In foreign policy, Trump withdrew the United States from the Paris climate agreement, the Iran nuclear deal, and the Trans-Pacific Partnership trade agreement. He initiated a trade war with China, imposing tariffs and demanding renegotiation of the terms of the economic relationship.


He was impeached twice.


The first impeachment, in 2019, stemmed from his attempt to pressure Ukraine into investigating Joe Biden and his son Hunter by withholding military aid. The charges were abuse of power and obstruction of Congress. The Senate, controlled by Republicans, acquitted him.


The Pandemic and the Defeat


In early 2020, a novel coronavirus emerged from Wuhan, China, and began spreading around the world. Trump initially downplayed its severity, contradicted public health officials, suggested unproven treatments, and resisted mask mandates. He did sign the CARES Act, a two-trillion-dollar economic relief package, and launched Operation Warp Speed, which accelerated vaccine development. But his public messaging remained erratic, and by Election Day, more than two hundred thirty thousand Americans had died from COVID-19.


Joe Biden defeated Trump in November 2020 by more than seven million popular votes and 306 to 232 in the Electoral College.


Trump refused to concede. He claimed, without evidence, that the election had been stolen through massive fraud. He pressured state officials to "find" votes. He urged the Justice Department to declare the election corrupt. He filed dozens of lawsuits, nearly all of which failed.


On January 6, 2021, as Congress met to certify Biden's victory, Trump held a rally near the White House. He told the crowd to march to the Capitol and "fight like hell." A mob stormed the building, broke windows, assaulted police officers, and sent lawmakers fleeing. Five people died in connection with the attack. Trump was impeached a second time, for incitement of insurrection. The Senate again acquitted him.


Legal Troubles and Convictions


After leaving office, Trump faced an unprecedented cascade of legal problems. In 2023, a civil jury found him liable for sexually abusing the writer E. Jean Carroll in a department store dressing room in the 1990s and then defaming her by denying the assault. He was ordered to pay her eighty-three million dollars.


A New York judge found him liable for business fraud, ruling that he had systematically inflated the value of his assets to obtain favorable loan terms. The penalty was over four hundred fifty million dollars.


Most significantly, in May 2024, a Manhattan jury convicted him on thirty-four felony counts of falsifying business records related to hush money payments to a pornographic film actress before the 2016 election. He became the first former American president to be convicted of a crime.


He was also indicted on federal charges for retaining classified documents after leaving office and for his efforts to overturn the 2020 election results. Both of those cases were ultimately dismissed after he won the 2024 election—the classified documents case on procedural grounds, the election interference case because the Justice Department maintains that sitting presidents cannot be prosecuted.


The Second Coming


Trump ran for president again in 2024, defeating Vice President Kamala Harris to win his second term. He returned to office at seventy-eight years old, the oldest person ever inaugurated as president.


His second term began with a flurry of executive orders and policy changes that went considerably further than his first administration. He initiated mass layoffs of federal workers. He imposed tariffs on nearly all countries at the highest levels since the Great Depression. His administration targeted political opponents and civil society organizations, pursued the mass deportation of immigrants, and issued policies restricting the rights of transgender people.


By the time you are reading this, more than three hundred lawsuits have been filed challenging the legality of various administration actions.


The Reshaping of a Party


Whatever happens next, Trump has already transformed American politics in ways that will outlast his presidency. Since 2015, the Republican Party has been remade in his image. The ideology sometimes called "Trumpism" combines populist economic rhetoric, immigration restrictionism, skepticism of international alliances, and a confrontational political style that treats opponents as enemies to be destroyed rather than adversaries to be debated.


His supporters see him as a fighter who tells uncomfortable truths and challenges corrupt elites. His critics point to his documented history of false statements—The Washington Post counted more than thirty thousand during his first term—his promotion of conspiracy theories, and his willingness to undermine democratic institutions when they produce outcomes he dislikes.


Historians and political scientists have increasingly used terms like "authoritarian" to describe his approach to governance, particularly in his second term. Surveys of scholars have ranked him among the worst presidents in American history.


But rankings by historians are not the same as political power. Trump has proven remarkably resilient. Scandals that would have ended other political careers seemed only to strengthen his bond with his base. His conviction on felony charges did not prevent him from winning a second term. His age did not matter to voters.


The Man Himself


Understanding Trump requires understanding certain consistent patterns across his seventy-plus years of public life.


He has always preferred spectacle to substance, attention to achievement. He learned from Roy Cohn to attack, never apologize, and always declare victory. He treats every interaction as a transaction, every relationship as a deal to be won or lost.


He has demonstrated remarkable skill at branding, self-promotion, and reading the mood of a certain segment of the American public. He has also demonstrated consistent patterns of not paying people what he owes them, of exaggerating his wealth and accomplishments, and of saying things that are demonstrably false.


Whether you see him as a hero or a villain, a truth-teller or a pathological liar, a defender of the forgotten American or a threat to American democracy, probably depends more on what news sources you consume and what values you hold than on any objective assessment of facts.


But the facts themselves are not in serious dispute. He was born wealthy. He went bankrupt multiple times. He became a television star. He won the presidency, lost it, and won it again. He was impeached twice and convicted of thirty-four felonies.


He is, by any measure, one of the most extraordinary figures in American history—extraordinary not in the sense of admirable, but in the sense of defying all normal expectations of what a political career can survive and what a democracy will tolerate.


The story is not over. It may not be over for a long time.

  



Are You Experienced? Are You Confused?
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Will There Ever Be Another You
by Patricia Lockwood 
Riverhead, 256 pp., $29
THERE IS NOTHING MORE TEDIOUS THAN LISTENING to someone earnestly explain to you the insights they had while on a mushroom trip. I shall illustrate.
Once, while deep in the embrace of Psilocybe cubensis, I discovered the funniest thing in the world, a joke that may very well undergird all of creation. I did what I always do when I have a major epiphany: call my old buddy Joel. He patiently listened as I explained: What if you had a friend who was deeply into the occult, but it turned out he was really Tom Bombadil? (You know, from The Lord of the Rings?) The joke is extraordinarily funny in itself, of course, but it gets even funnier when you take into account the kind of relationship my friend and I have. You see, I often play to the type of the somewhat-unstable pal who occasionally Delves Too Greedily into forbidden knowledge. He, for the purposes of this analogy, is the relatively normal guy who—
I will stop here, because I think my point has been made, and because I want only to invoke the concept of tedium, not subject you to it. My friend very kindly listened to me for a while before telling me had had to go take care of his kids. I then left him a series of harmlessly deranged voicemails. He informs me these were very funny and not at all worrying.
I say all this because if you’ve never had the tiresome experience of listening at length to a friend whose consumption of psychoactive substances has filled their mind with dreams of absolute reality, Patricia Lockwood’s newest novel, Will There Ever Be Another You, will serve as a decent proxy.
Styled as a novel, the book is essentially a memoir covering several disparate episodes: Lockwood’s time dealing with the effervescent-yet-dreadful brain fog of long COVID, the identity-shattering experience of caring for her very ill spouse, and, yes, the time she did a bunch of psychedelics while trying to make sense of classic literature. (“The summer before, I had tried to rewire my brain with mushrooms, but succeeded mainly in becoming temporarily psychic and reading Anna Karenina so hard I almost died.”) It is frequently funny, and it is occasionally beautiful, but after reaching the end of the novel, one is left with the inescapable sense that there must have been a better way to spend one’s time.
Lockwood claims (in the first-person narration of the novel itself, but later reiterated in an IRL interview with the New Yorker) that she aspired for Will There Ever Be Another You to be a “masterpiece about being confused.” Confusion is certainly much in evidence: The text jumps between first-, third-, and, briefly, second-person descriptions of Lockwood’s thought processes while dealing with a brain fog that refuses to lift even in her recounting of it. In particular, the book’s first portion—written while its main character is still deep in the misty midst of that brain fog—is a twirling jumble of narrative incidents, dialogue flying in from unclear sources, and low-grade panic:
Before she learned of the existence of “alien hand syndrome,” she had tentatively diagnosed herself with a new illness called Who Foot Is That. The main symptom was gasping when you saw your own foot. . . . The CEO of Texas Roadhouse killed himself, no longer able to bear the continuous ringing in his ears. In his lengthy obituary, the newspaper printed the quote: “We’re a people company that just happens to serve steaks.” The sentence stayed with her long afterward, shrilling at her temple like a mosquito. We’re a people company that just happens to serve steaks, she would say to herself, surprised by the sight of her own foot.

There is quite a bit to like in this section, as disorienting as it is. The narrator and her family are on a trip to Scotland when she first falls ill, and her mother’s recurring, doomed quest to get iced tea at a restaurant is a great gag:
Between the time her mother had gone into her hotel room and the time she reappeared in the hall, her jeans had become wet. They would not dry for the rest of the trip. The wetness came to represent, in the rest of their minds, the iced tea she could never get. “Tea . . . with ice?” She would ask hopefully, making a series of gestures to communicate the concept of iced tea, and be brought a cup with three cubes in it by someone who looked almost medically concerned.

Lockwood has always been at her best when writing tight, aphoristic jokes. Profiles of her often describe her as the “poet laureate of Twitter,” something it makes sense to foreground: She is responsible for at least two of the greatest tweets of all time. (“.@parisreview so, is Paris any good or not” is the first, and the “jail for mother” tweet is the second.) Her first novel, No One is Talking About This, was a finalist for the Booker Prize; half of it whooshes by in the form of a series of short scenes interrupted by tweet-length jokes.
Unsurprisingly, there is at least one decent joke or delightfully surprising turn of phrase every few pages in Will There Ever Be Another You. But by the end of the second section, one may start to feel that this ever-expanding verbal miasma isn’t cohering into much of anything; the feeling is inescapable by the novel’s end. Over the course of the second half of the book, the narrator has met the actress Anne Hathaway (only ever referred to as “Shakespeare’s wife”), about whom she says: “She was dressed as an equestrian and I was dressed as a female centaur; our turtlenecks were so total that it was a wonder either of us could breathe.” She has gone to a confusing German festival with her family. She has tried to get a TV show made out of her 2017 memoir, Priestdaddy. She has taken care of her husband, who was very ill. She has attended a metalworking class. She has included, for our perusal, an eighteen-page mushroom journal about Anna Karenina. The whole thing. She just drops it in there, with everything else.


TO RETURN FOR A MOMENT to my opening anecdote: When during a vivid psychedelic experience you call up a beloved friend to declaim about Tom Bombadil, you are referring to the character in a maximally expansive way. Your starting point is a combination of every thought or conversation you’ve ever had about the character’s role in Tolkien’s legendarium. You then touch on how good a job the Magic: The Gathering designers did capturing Tom in a card for that venerable game. You come around to talking about the fact that his name is Tom, and your deceased father’s name is Tom, and isn’t that something, isn’t the universe full of connections, and oh, goodness, now you’re crying again.
My point is that having a conversation is difficult when one of the participants in it is sailing through a choppy sea of signs and signifiers, all of which are only privately comprehensible. I will not say that this grand progression of thoughts is meaningless per se, but it does function as a sort of private language, circumscribing its meaningfulness to a single person.
This problem repeatedly emerges in Will There Ever Be Another You—when Lockwood meditates on whether she can ever trust someone to play her in a TV show, for instance, or when she describes her relationship with her father. She makes references to these things in ways that only really make sense if one already knows what she is talking about for having read her other books and articles.

I did, which is how I knew what was going on each time the text became dependent on familiarity with the Lockwood Cinematic Universe. I had already read Priestdaddy and No One Is Talking About This and what seemed like millions of her tweets and some of her poems and many of her essays for places like the London Review of Books. When she references “the portal,” I know that this is what she called Twitter in No One Is Talking About This, but she does not explain this for the benefit of anyone who has not read No One Is Talking About This. People who have not read Priestdaddy will likely be left very confused about her father, who, thanks to a special dispensation from the Pope, is a married Catholic priest with five children. (One imagines Lockwood has grown tired of the elevator-pitch explanation of this unusual arrangement—he became a priest after converting to Catholicism as a married Lutheran pastor—but surely not all of her readers can be expected to have read her previous memoir.) Even the sections about her caring for her ill husband were more legible to me because I had read her London Review of Books article about the same.
Would the book be intelligible at all to someone not already well versed in Lockwoodiana? I cannot say for certain, but I suspect that it would not be. Further, is there really any reason this is styled as a novel instead of a memoir? I am aware that this puts me into a conversation about the nature of “autofiction,” though I cannot spend much time there; I have not read Knausgaard. But I submit that what this really is, rather than either a novel or a memoir, is a collection of blog posts of a style that was most popular around 2012. It is built on an assumption that your reader knows the details of your life, since they have presumably read your earlier posts. A distracted, airy collection of random thoughts feels appropriate in that setting. But in a novel, one expects (or at least I expect) the ability to make sense of the text without already knowing all the details of the author’s life. I expect, I suppose, a text that provides its own context.
One scene in the book finds Lockwood having a literary conversation with an author identified as “Susanna.” Susanna also suffers from a fog-inducing sickness, or, as the book puts it, “it happened to her too, after a book tour in America; some virus, she doesn’t know where or when. Ten years in a dark room, writing about a man in a maze.”
Now, I know this character is Susanna Clarke, author of Jonathan Strange & Mr. Norrell and Piranesi, and famous sufferer from chronic fatigue syndrome. I know all this because, well, I have a Piranesi tattoo. But is what Lockwood provides enough for the uninitiated reader to understand who Susanna is or why there is a connection between these two writers? Or is it not important that they do understand any of that? Is the point to see things passing by that you do not comprehend?
Regardless, once Lockwood invoked Clarke, I could not help but compare this book to Piranesi. Piranesi could certainly be described as a “masterpiece about being confused.” Its main character resides, or is trapped, in an endless labyrinthine House of marble statues; its bottom levels are flooded, and as far as he knows, he is one of only two people alive in the whole universe. The reader learns quickly that something about the House has been affecting his mind, stealing his memories and changing the way he thinks; he refers to, without noticing it, things he could not possibly understand if his life was as he believes it to be. Where do the empty crisp packets come from, if there exists only the House? Why does he know what crisp packets are?
The joy of Piranesi is not to be found in its plot; many of its twists and turns can be easily predicted by any remotely genre-savvy reader. Instead, the joy of Piranesi is in how it forces the reader to dwell inside the mind of this very strange, very trapped (and very good) person. Piranesi models the experience of confusion all while telling a beautiful story that is full of rich portraits of its few characters. Will There Ever Be Another You is a disorienting jumble of thoughts that stubbornly refuse to cohere. Perhaps this is a strength: It is intended to be a depiction of disorientation. Perhaps my frustration with the novel is entirely a matter of taste, or a sign of closedmindedness on my part. Perhaps I am, as I have always feared, a philistine. But faced with the twin options of Piranesi and Will There Ever Be Another You, I know which one I will choose, every time.
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  [Editor’s note: This newsletter was delayed by a technical malfunction at Substack. We appreciate your understanding.]
Who would’ve thought America’s greatest weapon against Donald Trump’s authoritarian campaign of legal revenge against enemies would turn out to be grand juries? This week, yet another grand jury refused to give federal prosecutors indictments Trump wanted against yet another set of political foes: the six Democratic lawmakers who posted a video last fall reminding spooks and troops they had an obligation not to obey unlawful orders. Here’s the New York Times:
It was remarkable that the U.S. attorney’s office in Washington . . . authorized prosecutors to go into a grand jury and ask for an indictment of the six members of Congress, all of whom had served in the military or the nation’s spy agencies.
But it was even more remarkable that a group of ordinary citizens sitting on the grand jury in Federal District Court in Washington forcefully rejected Mr. Trump’s bid to label their expression of dissent as a criminal act warranting prosecution.

Ordinary citizens: What can’t they do? Happy Wednesday.



Public Sentiment Isn’t Everything
by William Kristol
“There go the people. I must follow them, for I am their leader.” In yesterday’s newsletter I quoted this famous (if perhaps apocryphal) remark by Alexandre Ledru-Rollin, a French politician in the early days of the Revolution of 1848. I was commenting on a poll showing the public’s alarm about the possibility of Trump’s Department of Homeland Security interfering in this year’s elections. And I was struck by the relative silence of congressional Democratic leaders on that issue—even though they’re in the midst of a fight this week over funding for the Department of Homeland Security.
Yesterday, Senate Minority Leader Chuck Schumer emphasized again how much he hopes to work things out with Republicans: “There’s no reason we can’t get this [a deal with Republicans] done by Thursday.” And he didn’t rule out supporting a short-term DHS spending bill to buy more time for negotiations with the Trump administration.
Schumer and some of his colleagues remain strikingly unwilling to go on offense. Why not aggressively make the case for no new funding for Immigration and Customs Enforcement and the Border Patrol (while making clear they’re willing to separate out funding for the unproblematic parts of DHS)? Why not take the position that ICE and the Border Patrol should have to draw down at least some of the massive five-year appropriation Republicans gave them in last year’s reconciliation bill? Why give those agencies additional money now?
There’s no reason to do so. You know who understands this? The citizens of Minneapolis. Their sustained and exemplary civic action, taken at real risk to themselves to help defend their neighbors against Trump’s paramilitary forces, is a rebuke to the timidity of our political leaders.
We see this kind of pattern across the board. The massive turnout at the No Kings demonstrations in June and October showed that many in the public were more energized than their ostensible leaders. The amazing courage and persistence of the Epstein survivors led Congress to pass legislation in November compelling the release of the Epstein files. It’s the continued refusal of the survivors to accept a massive coverup by Trump’s Justice Department, and their persistence in calling out the administration’s clear failure to comply with the legislation Congress passed, that is leading to further congressional resistance.
And last night, as mentioned above, ordinary citizens serving on a grand jury in Washington, D.C. rejected an attempt by Trump’s Justice Department to prosecute elected officials who had served in the military for exercising their First Amendment rights to remind service members to obey the law.
The public’s rallying to the cause of democracy and liberty is the most heartening development of the last twelve months. But there are limits to what the public can do. In one of his debates with Stephen Douglass in 1858, Abraham Lincoln famously said, “Public sentiment is everything.” But as Lincoln well knew, that’s an overstatement. Power matters. That’s why Lincoln ran for the Senate in 1858 and for the presidency in 1860. Public sentiment isn’t self-effectuating. Elected officials have to translate public sentiment into political action. They have to turn public opinion into political power.
So the public can register its sentiments. But it’s Democratic senators who have to refuse to further empower ICE and the Border Patrol. The public can make known its disgust at what Epstein and his associates did, and at the coverup. But it’s members of Congress who have to insist that the legislation they passed is enforced. Citizens on grand juries can resist Trump’s politicization of the Justice Department. But it’s Congress that can pass legislation clarifying or changing the laws the Justice Department claims to be enforcing, thereby making it far easier for judges and juries to resist the corruption of the legal system.
President Trump’s State of the Union address is scheduled for two weeks from now. Perhaps Democratic members of Congress should accept that we aren’t living in business-as-usual times? Perhaps they should choose not to attend the State of the Union as long as ICE continues its rampages and the Justice Department continues its Epstein coverup? Some of them could choose to travel to Minneapolis to show solidarity with the intrepid citizens there. Some could spend the evening meeting with hearing from the brave Epstein survivors. Some could meet and show solidarity with other citizens around the country who have courageously stood up to Trump’s authoritarianism.1
Protesters in Minneapolis. Survivors of Epstein’s sex crimes. A grand jury in Washington, D.C. These are the true leaders of the resistance to Trump’s authoritarian project. Surely it’s time for our elected officials to hurry to catch up.
Besides demonstrating, responding to polls, contacting our senators and representatives, and actually voting, what more can we do translate this overwhelming public sentiment into official policy? Share your ideas.  

AROUND THE BULWARK
	Lutnick Lied About Epstein. Why Don’t Republicans Care? On Bulwark+ Takes, CATHERINE RAMPELL joins SAM STEIN to talk about why Commerce Secretary Howard Lutnick faces zero consequences for lying about his contact with convicted sex offender Jeffrey Epstein.

	A Day, and a Nation, at the Kennedy Center… From Tchaikovsky to redneck humor: the arts in Trump’s America. SONNY BUNCH has this dispatch from the Kennedy Center before it’s shuttered.
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Quick Hits
COME AGAIN? Yesterday evening, the House of Representatives voted down a rule championed by Speaker Mike Johnson that would have blocked future House votes to end President Donald Trump’s tariffs. The reason was a minor internal GOP revolt: Three whole Republicans joined the Democrats to defeat the measure, 214–217.
The measure’s failure was an embarrassment for Johnson, but Trump himself deserves some blame for this one. It’s bad enough for the president to erratically impose, change, threaten, remove, and reimpose tariffs—including against close allies. But he doesn’t help himself by “explaining” his decisions in the most flabbergasting possible ways. Take Trump’s conversation with Fox Business’s Larry Kudlow just hours before the House vote:
I had an incident with a very nice country, Switzerland. They were paying no tariffs, sending stuff over here like nobody could believe. And we had a $42 billion deficit. And we weren’t taking anything. I said, ‘Well we have to do something because we have to even that up a little bit.’ I didn’t have to get everything at one time. So I put on a 30 percent tariff, which is very low. Still, we were having a big deficit, but it was half the deficit.
And I got an emergency call from, I believe, the prime minister of Switzerland. And she was very aggressive, but nice, but very aggressive. ‘Sir, we are a small country. We can’t do this. We can’t do this.’ I couldn’t get her off the phone. ‘We were a small country.’
I said, ‘You may be a small country, but we have a $42 billion deficit with you.’
‘No, no, we are a small country,’ again and again and again. I couldn’t get her off the phone. So it was at 30 percent. And I didn’t really like the way she talked to us and so instead of giving her a reduction, I raised it to 39 percent. And then I got inundated by people from Switzerland. And I figured, you know what? We’ll do something that’s a little bit more palatable, at least now. But I realized that all these, you know, Switzerland, you think of as, you know, ultra chic, ultra perfect. They’re not. They’re only that way because we allow them to rip us off and make all this money. And I could say the same thing with another forty countries. You know better than I do. You and I could name them. Some are much more egregious.

The surprising thing is that 214 members of the House thought, Yeah, this guy doesn’t need any supervision.


THE ARMENIAN REALLY BAD THING: Tiptoeing around the feelings of allies abroad can be a challenge. Five years after Joe Biden became the first president to recognize the Armenian Genocide, Donald Trump—who considers Turkish President Recep Tayyip Erdoğan a key ally—has gone back to the trusty ol’ policy of declining to use the G word to describe the mass murder and displacement of Armenians by the Ottoman Empire during World War I. But yesterday, JD Vance ran afoul of the messaging change when his official X account posted that he and his wife Usha had attended a wreath-laying ceremony in Armenia “to honor the victims of the 1915 Armenian genocide.”
The post was quickly deleted, and the vice president’s office blamed the phrasing on a staffer who had simply meant to share a photo of the event. In remarks to reporters outside the Tsitsernakaberd Armenian Genocide Memorial, Vance had called the genocide “a very terrible thing that happened a little over 100 years ago”; staff later told reporters that this phrasing accurately described the vice president’s views.
Still, it’s one thing to quietly decline to use the word “genocide,” and another to use it and then walk it back. The Armenian National Committee of America called the deletion “a denialist action consistent with President Trump’s shameful retreat from honest American remembrance of a crime recognized by all 50 states, the US Congress, the White House, and more than a dozen of our NATO allies.”


LOOK, WHO HASN’T LIED ABOUT HIS EPSTEIN TIES?: In his Press Pass newsletter yesterday, our Hill reporter, Joe Perticone, reported on House Republicans’ collective shrug about Commerce Secretary Howard Lutnick, who was revealed in the latest Epstein-files drop to have maintained a relationship with the pedophile financier for years after he previously claimed he had cut off contact. Now, Politico reports that the revelations are landing with a thud in the administration too—so much so that not even Lutnick’s internal enemies are eager to use them against him, figuring that Trump’s ferocious antipathy toward any mention of the files means the juice isn’t worth the squeeze.
“Oh, I think knives are out [for Lutnick]. He’s despised by nearly everyone,” one person close to the White House told Politico. “I doubt Trump would easily push him out, though. The president doesn’t wanna legitimize the Epstein issue too much.”


Cheap Shots

1Just to give one example, Rich Ruohonen, a lawyer from Minnesota, is a member of the U.S. Olympic curling team. Yesterday, he used his platform to show real leadership:
I’m proud to be here to represent Team USA, and to represent our country. But we’d be remiss if we didn’t at least mention what’s going on in Minnesota and what a tough time it’s been for everybody. This stuff is happening right, right around where we live. . . . I am a lawyer, as you know, and we have a constitution, and it allows us to [have] freedom of press, freedom of speech, protects us from unreasonable searches and seizures, and makes it that we have to have probable cause to be pulled over. And what’s happening in Minnesota is wrong. There’s no shades of grey. It’s clear. . . . What the Olympics means is excellence, respect, friendship, and we all, I think, exemplify that. And we are playing for the people of Minnesota and the people around the country who share those same values. That compassion, that love and that respect.

Bravo, Mr. Ruohonen! I’ve got to say that his admirable and eloquent statement is enough to make me reconsider my doubts about his sport. If curlers are going to step up and tell the truth, I’m okay with curling.
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In 1974, something extraordinary happened: a grand jury named the sitting President of the United States as an unindicted co-conspirator in a criminal scheme. Richard Nixon, the most powerful man in the world, found himself identified by a group of ordinary citizens as someone who had likely committed crimes—even though he would never face trial for them. This was the grand jury doing what it has done for over eight centuries: standing between the government and the people, wielding both a sword and a shield.


The grand jury is one of the strangest creatures in the legal zoo. It's not a court. Judges don't preside over it. The person being investigated has no right to appear before it, no right to present evidence, no right to even know what's happening until it's over. And yet this secretive body of citizens holds extraordinary power—the power to compel testimony, demand documents, and ultimately decide whether someone will face criminal charges.


The Sword and the Shield


Legal scholars describe the grand jury with a metaphor that cuts both ways: it's simultaneously a sword and a shield.


The shield part is easier to understand. Before the government can put you on trial for a serious crime, it must first convince a group of your fellow citizens that there's enough evidence to warrant a trial. This prevents prosecutors from hauling people into court based on grudges, political vendettas, or flimsy evidence. The grand jury stands between the accused and the full machinery of criminal prosecution.


But the grand jury is also a sword—and here's where things get interesting. It's a sword wielded by the people, not just by the government. A grand jury can investigate crimes on its own initiative. It can dig into corruption. It can expose wrongdoing that prosecutors might prefer to ignore. In this way, it functions as a kind of citizens' oversight committee with subpoena power.


Some historians argue the "shield of the people against the power of the crown" narrative is romanticized mythology. But mythology or not, the idea that ordinary citizens can check prosecutorial power remains embedded in the institution.


Why "Grand"?


The name comes from French. Grand means large. The grand jury is simply bigger than its counterpart, the petit jury—petit meaning small—that decides guilt or innocence at trial.


A typical American federal grand jury has between sixteen and twenty-three members. Traditionally, the number was exactly twenty-three, and at least twelve had to agree before any action could be taken. This meant that even a bare majority of a full grand jury could move forward with charges. Virginia, always eager to do things differently, uses smaller grand juries for certain purposes.


How It Actually Works


Grand jury proceedings happen behind closed doors. No judge presides. The prosecutor runs the show, calling witnesses and presenting evidence. The target of the investigation—the person who might end up charged with a crime—has no right to be there, no right to bring a lawyer into the room, no right to tell their side of the story.


This might sound troublingly one-sided, and it is. The grand jury hears only what the prosecutor wants them to hear. There's an old saying among lawyers: a skilled prosecutor could get a grand jury to indict a ham sandwich. The saying captures something real about the dynamics at play.


When the grand jury finishes deliberating, it issues one of two findings. If they believe there's probable cause—enough evidence to justify a trial—they endorse the indictment with the words "a true bill" and the foreperson's signature. The accused then stands indicted and must face trial.


If the grand jury finds the evidence insufficient, they write either "not a true bill" or, in a wonderful piece of legal Latin that has survived for centuries, "ignoramus"—literally "we do not know" or "we are ignorant of this." The accusation gets thrown out. Lawyers say the defendant has been "no-billed."


An ignored indictment isn't necessarily the end. Prosecutors can try again at the next session with new evidence. But they can't keep bringing the same case forever, and if a trial jury has already returned a verdict, the matter is settled.


Medieval Origins


The grand jury traces its roots to 1166 and an English legal reform called the Assize of Clarendon. King Henry II—the same king whose quarrel with Thomas Becket ended with the archbishop's murder in Canterbury Cathedral—wanted to strengthen royal justice at the expense of the feudal courts run by local lords.


Henry sent traveling judges on regular circuits through the country to enforce the "King's Peace." But how would these judges know which crimes to prosecute? Henry borrowed a technique from William the Conqueror, who had used sworn inquests to compile the Domesday Book, that extraordinary survey of English landholding. In each county, a group of important men would swear an oath to report all crimes committed since the last court session.


This was the proto-grand jury: local worthies identifying wrongdoers for royal justice. The institution evolved over centuries, eventually becoming enshrined in the Magna Carta of 1215, when rebellious nobles forced King John to guarantee certain rights—including protections related to how free men could be accused and tried.


The Grand Jury in America


When the founders drafted the Constitution, they included grand jury protections in the Fifth Amendment: "No person shall be held to answer for a capital, or otherwise infamous crime, unless on a presentment or indictment of a grand jury."


This made grand juries constitutionally required for serious federal crimes. The founders saw them as essential safeguards against government overreach, part of the same fabric as trial by jury and other rights designed to keep power in the hands of citizens.


In the early Republic, grand juries played a surprisingly active role. Most criminal prosecutions weren't brought by government attorneys—there weren't many of those yet. Instead, private citizens initiated prosecutions. A crime victim, or their family, or even just a concerned citizen could bring a bill of indictment to the grand jury. If the grand jury found sufficient evidence that a crime had been committed and that the court had jurisdiction, they could authorize the private complainant to prosecute the case with essentially the same powers as a modern attorney general.


The grand jury served as a filter, screening out frivolous or malicious prosecutions before they could waste court resources or harm innocent people. This role became less important as professional public prosecutors emerged in the latter half of the nineteenth century, but the grand jury itself persisted.


When Presidents Face Grand Juries


The Nixon case showed the grand jury's power at its most dramatic. The Watergate grand jury didn't just investigate low-level operatives. It reached all the way to the White House inner circle, indicting seven aides including former Attorney General John Mitchell. And it named Nixon himself—not as a defendant, but as an unindicted co-conspirator.


Why unindicted? The Justice Department had a policy, still debated today, that a sitting president cannot be indicted. But the grand jury found enough evidence of criminal conduct to name Nixon in its findings, even if it couldn't charge him directly.


Nixon resigned before he could be impeached, but resignation didn't save him from the grand jury entirely. He was still required to testify. The spectacle of a former president answering questions before a grand jury demonstrated that even the highest office doesn't place someone entirely beyond this ancient institution's reach.


In 1998, Bill Clinton became the first sitting president required to testify before a grand jury as the subject of an investigation. Clinton testified via closed-circuit television, but he testified. The grand jury's power to compel testimony applied even to the Oval Office.


The Modern American Landscape


Today, all fifty states have some provision for grand juries, but only about half actually use them regularly. Twenty-two states have constitutional protections preventing legislatures or courts from abolishing grand juries entirely. Six states—Oklahoma, Nebraska, New Mexico, North Dakota, Nevada, and Kansas—allow citizens to petition for a grand jury, bypassing the normal system where prosecutors decide what gets investigated.


This citizen petition process represents the grand jury's "sword" function in its purest form. If enough people sign a petition, they can force an investigation that prosecutors might prefer to avoid. It's a check on prosecutorial discretion, a way for the community to demand accountability.


Grand Juries Beyond Criminal Prosecution


Not all grand juries focus on crimes. Civil grand juries in states like California serve as independent watchdogs over government, investigating waste, corruption, and maladministration in public agencies. They can't bring criminal charges, but they can issue reports that expose problems and embarrass officials into reform.


This watchdog function has deep historical roots. In Ireland from the seventeenth century until 1898, grand juries served as local government authorities. They set salaries for public officers, regulated prisons, funded hospitals, built and maintained roads and bridges, and levied taxes. They determined which public works to undertake, how much to pay for them, and who would be responsible for completing them. These weren't just legal bodies—they were governing councils.


American grand juries in the early Republic sometimes exercised similar quasi-legislative functions, passing on matters of public policy, approving expenditures, even functioning as a kind of citizen legislature for local affairs.


Japan's Twist on the Concept


When the Allied occupation authorities rebuilt Japan's legal system after World War II, they introduced something inspired by the American grand jury: the Prosecutorial Review Commission, or Kensatsu Shinsakai.


But the Japanese system works in reverse. Rather than deciding whether to bring charges in the first place, these commissions review cases that prosecutors have already decided not to pursue. If a prosecutor drops a case, concerned citizens can ask the Prosecutorial Review Commission to look at whether that decision was correct.


Each commission consists of eleven randomly selected citizens who serve six-month terms. Until 2009, their recommendations were purely advisory—prosecutors could ignore them. That year, new legislation made the commissions' decisions binding under certain circumstances.


A 1990 survey found that nearly seventy percent of Japanese citizens had never heard of the system. It remains relatively obscure, but it serves an important function: combating official misfeasance, especially by public officials who might otherwise escape accountability.


The system represents a fascinating inversion of the American model. American grand juries protect defendants from overzealous prosecution. Japanese review commissions protect crime victims from prosecutors who are too reluctant to pursue cases. Same democratic impulse—citizen oversight of the criminal justice system—but pointed in the opposite direction.


Okinawa's Brief Experiment


For a few years in the mid-twentieth century, grand juries operated on the Japanese island of Okinawa—under American administration.


From 1945 to 1972, the United States controlled Okinawa as part of the post-war occupation. In 1963, the civil administration promulgated an ordinance guaranteeing grand jury indictment and petit jury trial for criminal defendants in its courts. This reflected the U.S. Supreme Court's concern that American civilians tried abroad under American-established tribunals shouldn't lose their constitutional protections.


The concern was serious enough that the District Court in Washington twice invalidated criminal convictions from Okinawa's civil administration courts because they lacked proper jury systems. Grand juries continued operating in Okinawa until the island reverted to Japanese control in 1972.


Liberia's Constitutional Inheritance


Liberia, founded by freed American slaves in the nineteenth century, modeled its constitution on the United States' and included grand jury protections from the start. The 1847 constitution included grand juries in its very first article.


Today, Liberia's constitution states that no person shall be held to answer for a capital or infamous crime—except in cases of impeachment or military matters or petty offenses—unless indicted by a grand jury. It's one of the few countries outside the United States that still uses grand juries in this traditional manner.


The system remains active. In 2015, for instance, the Monteserrado County Grand Jury indicted the managing director of the national Port Authority on charges of economic sabotage, theft of property, and criminal conspiracy. The grand jury continues to function as a check on official corruption in a country that has struggled with governance challenges.


The English Inheritance


To understand how grand juries work, it helps to understand their English procedural heritage, which shaped American practice.


In England, the sheriff of every county was required to summon twenty-four men to each quarter session and assize—the regular court sessions held throughout the year. These men would "inquire into, present, do and execute" whatever the Crown commanded. They had to number at least fourteen but no more than twenty-three.


At county quarter sessions, grand jurors needed to meet the same property qualifications as regular trial jurors. But at the assizes—the more serious court sessions presided over by traveling royal judges—grand jurors were typically gentlemen of high standing, the local worthies whose social position gave their findings weight.


When court opened, the judge or presiding officer would deliver a "charge" to the grand jury, directing their attention to important points in the cases they would consider. Then the grand jury withdrew to their own room with the bills of indictment.


Witnesses came in to testify. The foreman administered oaths, noting each witness's appearance with his initials on the back of the bill. Only prosecution witnesses testified—the grand jury's job was merely to determine whether there was enough evidence to justify a trial, not to decide guilt or innocence.


If at least twelve grand jurors thought the evidence sufficient, they endorsed the bill as "a true bill." If not, they wrote "ignoramus" or "not a true bill," and the charge was thrown out. The grand jury could find a true bill on some charges but not others, or against some defendants but not others. What they couldn't do was return conditional or partial findings on individual charges—that nuanced fact-finding was reserved for the trial jury.


A Failed Canadian Experiment


In 2011, a member of the Ontario provincial parliament introduced a private member's bill to create citizen grand juries that would oversee government institutions. The bill proposed importing this American-style institution to provide democratic oversight of Canadian government agencies.


The bill went nowhere. It never made progress through the legislature and was never passed. Canada continues without grand juries, relying instead on other mechanisms for prosecutorial and governmental accountability. But the proposal shows that the grand jury concept retains appeal as a tool for citizen oversight, even in legal systems that have historically done without it.


An Enduring Institution


The grand jury has evolved dramatically since Henry II's traveling judges needed local informants to tell them about crimes. From a tool of royal justice to a shield against royal overreach, from a quasi-legislative body managing local affairs to a specialized body focused narrowly on criminal indictments, the institution has adapted repeatedly to changing circumstances.


What hasn't changed is the core idea: ordinary citizens, drawn from the community, reviewing evidence and deciding whether the government can proceed with its most serious accusations. The grand jury interposes lay judgment between the state and the accused, ensuring that no one faces trial for a major crime without fellow citizens first agreeing that there's reason to believe the accusation is well-founded.


It's an imperfect institution. The secrecy can feel oppressive. The one-sided nature of proceedings gives prosecutors enormous advantages. The "ham sandwich" critique has real force. And yet the grand jury persists, an eight-hundred-year-old mechanism for ensuring that criminal justice remains, at least in some measure, a community endeavor rather than a purely governmental function.


When a grand jury named Richard Nixon as an unindicted co-conspirator, when it compelled Bill Clinton to testify, when it decides whether to indict a local port authority director in Liberia or reviews a dropped prosecution in Japan, it's carrying forward a tradition that stretches back to medieval England—ordinary people, sworn to do justice, standing between power and those it might abuse.

```
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I’d normally be inclined to dismiss this PragerU video of random progressives saying they don’t want to support Team U.S.A. at the Olympics as nutpicking, but I actually have heard a few people in and around my social circle expressing similar sentiments, so I think it’s worth some consideration. 
My sense is that first and foremost what’s actually happening here is that a certain number of people don’t like sports and find big sports culture events alienating or annoying and, rather than just saying that, they want to develop political takes. 
That’s fine as far as it goes. But the whole phenomenon does, I think, also reflect other things, including American progressives’ troubled relationship with the concept of national pride and American patriotism, feelings about Donald Trump, and attitudes toward the general idea of nationalistic conflict. 
Broadly, this reminds me of the points I made about land acknowledgments recently. It’s good and appropriate for Americans to recognize the United States of America as a flawed country with a checkered past and some morally questionable acts in its history. 
But it’s simply inaccurate to conceive of the United States of America as a uniquely or unusually flawed country with a history that is somehow different in kind from the overall history of the world, which is full of conquest and bloodshed and enslavement and brutality. 
There’s a lot to be genuinely proud of about the United States in terms of our cultural and technological achievements, our generally high living standard and high degree of human freedom, our track record of trying to build a diverse and pluralistic society, and our moments of genuine high-mindedness on the world stage. 
Every country is built on “stolen land,” but one country sent astronauts to walk on the moon. Besides which, it’s no good for the people of any country to only ever be hangdog and depressed about themselves all the time. It makes a lot more sense to identify distinctive good things to be proud of and cultivate a relationship with those aspects. You’ll orient yourself wrongly toward a lot of specific questions, including the Olympics, if you don’t get the big picture right. 
But there are also specific aspects of the Olympics that are worth considering here.

The Olympic Movement, which came together in the late 19th century to create the modern Olympic Games in a kinda sorta imitation of a tradition from ancient Greece, is a quintessential liberal project, the point of which is to bring the people of the world together in a peaceful and celebratory way. 
Meanwhile, a core principle of living in a democratic society is that the people who happen to have won the next election are not themselves the nation or even the state. This is something Trump’s opponents see clearly when he tries to weaponize the contrary idea against us, but it’s true in both directions. 
Trump is not the United States of America
I assume that a very large share of Olympic athletes either don’t much care about politics, are cross-pressured and don’t have strong feelings about partisanship, or feel that it would be bad for their careers to say anything that alienates any fans. But we have seen that a small minority of American athletes do feel strongly enough about recent political issues that they want to use the unusual amount of press attention on them this week to say something about it. Freestyle skier Hunter Hess speaking out directly about his opposition to the recent policy trajectory of the country was a notable example of that, as was Alpine skier Mikaela Shiffrin talking more generally about pluralism and kindness in a manner that was clearly intended as a contrast to Trump. 
Megyn Kelly and other conservatives are not only expressing disagreement with these athletes’ political statements, but doing things like accusing them of being turncoats or otherwise disloyal to the country. 
This is rank nonsense. Donald Trump has done tons and tons and tons of wildly inappropriate and immoral things during his career as a politician. But one of the very most normal and unobjectionable things he has done is offer vehement criticism of the Obama and Biden administrations while cloaking himself in the mantle of patriotism. 
If you love your country, you care about what happens in your country. If you have opinions about public policy, you think that adopting bad policies is really bad. It bothers me more when the American government does something dumb or wrong than when the Italian or Thai or Peruvian government does the same because I am an American and I love America. 
But because Trump is an authoritarian bully, when he’s in office he insists on the reverse and claims that any criticism of him is de facto disloyalty to the country. 

That attitude is part of the badness of the Orange Man. 
Notably, though, Trump is not just morally wrong to express this attitude. It’s just not the case that Hess’s criticism of Trump amounts to criticism of the country. Trump is the president; he is not the nation. He has many authoritarian attitudes, tendencies, inclinations, and aspirations, and I think it is right to see fascistic aims in his movement. But he has not yet reshaped the country into some kind of totalitarian regime where he just gets to dictate what America is. When Hess speaks about his feelings about what’s happening in the country, he’s speaking as the citizen of a democracy who appropriately separates his feelings about America from his feelings about the person who happens to be president at the moment.  
There are lots of countries where athletes who spoke out against the government would face much worse consequences than mean social-media posts from the nation’s leaders. The conservatives flipping their shit about the Super Bowl halftime show are acting like huge losers. At the same time, Jay-Z’s political opinions are well-known and his company plays a significant role in Super Bowl musical programming and I don’t think it’s crazy to believe that having Green Day perform “American Idiot” before the game and then having Bad Bunny perform at halftime was intended as a political statement. And this is something that simply could not happen in a country that had already collapsed into authoritarianism. 
I say all that not to encourage complacency, but just to note that American citizens do not face a sharp dilemma between rooting for their country and rooting against Trump. We continue to live in an electoral democracy with regularly scheduled elections. I want to see American skiers win medals because I’m a patriotic American, and I want to see Democrats win a Senate majority also because I am a patriotic American. 
The Olympic idea
The first modern Olympic Games were played in Greece in 1896. The games were organized under the auspices of the International Olympic Committee’s first President Demetrios Vikelas, a Greek businessman who was quite involved in the logistics of actually hosting the games. 
One of his main collaborators on the project was the Frenchman Pierre de Coubertin, who became the second I.O.C. president. Coubertin was really the key theorist of the Olympic Movement — the idea that after its Athens debut, the Olympics should rotate between different world cities rather than being a Greek thing originated with Coubertin. He was also a big proponent of the concept of amateurism that dominated Olympic practice for most of its first century. His vision of amateurism was part of a fairly elitist and retrograde worldview — he was against women’s sports, for example, and espoused racist ideas. But at the core of the Olympic mission was a liberal vision of a more peaceful, more cooperative world. 
Coubertin was also a patriotic Frenchman who was involved in then-current efforts to promote athletics and youth sports in France, which many hoped would restore vigor to a country that had been embarrassed on the battlefield during the Franco-Prussian War. But when he was pitching the Olympics to his countrymen and many French people wanted to organize an athletic competition with no Germans invited, he said no. The whole concept was thoroughly international. He was very taken with the tradition of the Olympic Truce in the ancient Greek world and argued that the Olympic Games would promote world peace and understanding between nations. 
I’ve read that a lot of historians say he was misunderstanding or misrepresenting the historical truce. And I think it’s also fair to say that reviving the Games failed to generate world peace. The Olympics were soon after paused for both World War I and World War II, and lots of smaller wars have played out during the Olympic era as well. 
On the level of cultural understanding, though, the Olympics seem much more successful. 
The Games provide a high-profile showcase for sports that are not universally familiar and give us all a chance to learn about speed skating and curling and the agonizing-looking Nordic ski events. And we now see competitors from all kinds of places in lots of these events as people have picked up interest. And while I would say that “Dutch people are really into speed skating, a sport that originated on frozen canals” is not a particularly deep understanding of Dutch culture, it’s definitely something. 
More broadly, while achieving world peace is a difficult problem and perhaps simply too much to ask of a sporting competition, international sports competitions do model the idea of a peaceful world full of proud and independent states interacting with one another in a positive-sum way. 
Cooperate to compete 
The most grating, negative element at the core of most nationalist politics is the insistence on seeing the world in zero-sum terms. 
Whether Donald Trump is talking about trade, natural resources, or housing, the only question that matters is who wins and who loses. But this is a fundamentally false model of how modern economies or human societies function. Housing scarcity is worse for renters than for homeowners, but it’s also a big net negative for overall economic growth. When you buy something that’s made in Canada, that’s not Canada poaching our wealth. It’s a win-win transaction that brings the world to a more prosperous overall equilibrium. Immigration involves a lot of non-economic aspects, but in basic economic terms it’s the same: When people cross international borders to work voluntarily for money, they are growing the pie and not just helping themselves to a slice. 
It’s challenging to persuade people of the basically cooperative, positive-sum nature of the world — the idea cuts against a lot of human instincts.  
And this, I think, is the true political virtue of international sports competitions. 
On the one hand sports are, by their nature, officially zero-sum. Each event will crown one and only one gold medalist. If someone else gets slightly faster, you go down the rankings. 
It’s brutal. And it’s definitely competitive and nationalistic. But athletic competitions don’t actually have the structure of a war. The losers aren’t sold into slavery and they don’t have their land and wealth expropriated. Countries that do poorly in the World Cup don’t need to pay reparations. Competitors want to win and they try extremely hard, and they and their fans are sad when they fall short. But athletes and sports fans are still glad, on balance, that the competitions exist, even when they lose. The point is to play hard and win. But the premise of the competition is that even though only one person or team can end up in first place, it’s broadly beneficial for everyone to have the opportunity to compete on a major stage. 
In other words, a lot of the emotional force and competitive instincts that drive people toward negative-sum conflicts are channeled into fundamentally positive-sum interactions: participating in an Olympic competition where it’s an honor to even be there, selling tickets and generating television ad revenue, exposing the world to new and obscure sports, and giving the best athletes in the world a chance to show off. 
If you want to be political, do something useful
I, too, was kind of annoyed by seeing JD Vance’s smug face at the opening ceremonies. Objectively, am I sure that he even had a smug face or do I just dislike the Trump administration? Also if the administration hadn’t sent a senior representative to the games, would liberals be complaining about the disrespect to America’s athletes and contrasting it with Jill Biden at the Paris games? 
I’m not sure. 
But however you see it, I don’t want to miss an opportunity to get back on my bullshit, so I’ll just say that if you are mad about Donald Trump and the MAGA movement, the relevant question is always “What are you going to do about it?”
Developing an unpatriotic attitude toward the Olympic Games is obviously not going to help. Donating money to help moderates in strategic frontline races will. As will urging national Democratic Party leaders to adopt more popular issue positions. Posting information about Trump’s most unpopular policy ideas — especially ones like Medicaid cuts that tend to fall out of the news cycle — will help. Broadly speaking, everyone who is against Trump should remember that he is already quite unpopular and the reason Democrats aren’t on track to crush him in a landslide is that they are also unpopular. These are things to think about and also take action on if you feel anxious about the political situation. 
But you are also under no requirement to spend 24 hours a day, seven days a week engaged in constructive political activism. You can just watch people do snowboard slalom or try to understand curling tactics or get invested in biathlon. 
I’m just saying that if you find yourself feeling fired up about politics, you should do something constructive about it. If you’re not, or you need the occasional break, you should have some fun. And if watching the Olympics isn’t your idea of fun, you should do something else — I’m looking forward to seeing “The Moment” and reading Matt Quirk’s new book once I have fewer televised sports on my agenda — not make up political complaints about the games. 
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WATCHING THE DISMANTLING of the Kennedy Center from my new hometown in Dallas called to mind the old saying about going broke, how it happens slowly and then all at once. Early into his second term, you got the sense that President Donald J. Trump was unlikely to remain hands-off this time around. But it’s still kind of shocking how quickly things spiraled out of control.
First came the decision in February 2025 (announced via Truth Social, naturally) to fire Kennedy Center1 president Deborah Rutter, whom he accused of mismanagement of the venue and, worse, allowing too much “woke” programming. He then purged the board, and its new members elected him board chair. Then he installed a factotum in the form of former ambassador Richard Grenell as head of the organization. These moves provoked a backlash from the artists who were scheduled to perform at the center: Issa Rae canceled a sold-out show; the touring company of Hamilton bailed on its scheduled 2026 run; and, more recently, Philip Glass withdrew a symphony composed to celebrate the life of Abraham Lincoln that had been commissioned by the National Symphony Orchestra, which has used the Kennedy Center as its main venue since the center opened 1971, and as its headquarters since 1986.
Meanwhile, the Kennedy Center’s other major resident, the Washington National Opera—which also has been there since the beginning—announced in January that it was leaving the center altogether, a decision made all the more shocking by the fact that there simply aren’t many suitable replacement venues in the Washington, D.C. region. The Kennedy Center is the natural home for the opera company, yet a bizarre diktat from the new Trumpified leadership requiring every show be funded fully in advance isn’t compatible with the economics of the opera business.
Not helping relations with artists is Trump’s insistence on turning himself into the star of the show. While it’s unsurprising that the failed Broadway producer believes himself to be the cure for all the Kennedy Center’s woes, illegally slapping his name on the building was hardly an act calculated to ease tensions with artists who do not want to feel as though their work is being used to endorse a man whose policies they find repugnant. And taking over the Kennedy Center Honors—handpicking the honorees, like noted Trump supporter Sylvester Stallone, and then emceeing the ceremony—was just rubbing salt in the wound. Little surprise, then, that the center’s board was reportedly having trouble even fielding a 2026–27 season, according to CNN.
Grenell has blamed the artists themselves for all this trouble. He told CBS Mornings last year that “many of the left can’t perform for conservatives because, whatever reason, they’re political” and scolded world-renowned banjoist Béla Fleck for canceling a show because “the woke mob” only “wants you to perform for lefties.” This is abject nonsense: The Kennedy Center is not the house artistic organ of whichever party controls the White House but a bipartisan cultural institution. Hamilton performed at the Kennedy Center during Trump’s first term; Philip Glass took home a Kennedy Center Honor during Trump’s first term. The issue is not Trump’s win or the fear that conservatives might show up to watch Issa Rae. The issue is Trump’s interference and a board full of Trump toadies attempting to ingratiate themselves with the big man by doing the only things he actually cares about: putting his name on buildings and acting like he’s all-knowing and all-powerful.
But the damage has been done. With great fanfare—that is to say, once again by posting on Truth Social—Trump announced on February 1 that the Kennedy Center would close for two years so it could undergo massive renovations. Can’t have empty seats and empty concert halls if they’re not open, after all.
And that’s why I hopped on an airplane at 6 a.m. last Friday morning. If the Kennedy Center is in such dire straits that it was about to close for two years of renovations, I needed to experience it for myself.


IF ALL MY TRAVEL PLANS worked out, I hoped to take in two shows: a midday performance by the National Symphony Orchestra and an evening show with Jeff Foxworthy. (You gotta eat your vegetables before you get your deep-fried dessert.) I held off on buying the NSO tickets in advance, though, since I didn’t entirely trust Southwest to get me into D.C. on time—but here I was, on the ground, at 10 a.m. I checked into my room at the Watergate, went upstairs, and pulled up my phone to get a ticket and . . . no dice. Tickets were no longer available for purchase at 10:45 for the concert at 11:30. A sellout? On a random Friday?
No, no: They were now half off, the friendly fellow at the box office informed me after I scurried through the ice-covered sidewalk to inquire. Plenty of seats left, prices as low as $12. I wanted to be near people and have decent sightlines—“pretty sparse up in the tiers,” he frowned, looking at his screen, so he plopped me right in the middle—Row T, about halfway in—and handed me the ticket. I was in for a treat: First up was Tchaikovsky’s Piano Concerto No. 1, with a guest performance by Behzod Abduraimov, followed by Shostakovich’s Symphony No. 8. Before that, though: refreshments.
On my way to the bar, I came across a quartet discussing the sad state of things at the Kennedy Center and lamenting the upcoming closure. After eavesdropping for a moment, I introduced myself and asked how long they’d been coming to the shows.
Wayne and Bonnie had been coming since 1976, while Robert and Rachel started showing up in 1996, back when the American Film Institute’s theater was located in the Kennedy Center before it moved to Silver Spring in 2003. Rachel in particular recalled the way the Kennedy Center has helped her and her husband grow in their appreciation of the arts—she recalled coming out of the movie theater and seeing a bunch of opera attendees in their finery and thinking “Oh, look at those tony swells, we’ll never do that.” But then one day the music director handed her a postcard announcing an upcoming production of Wagner’s Ring cycle, and they were in.
The center has had its ups and downs—the seating arrangements when reopening after COVID made for some odd shows, Rachel remembered—but the mood that has settled over everything is a dark one, even as she and her fellow attendees could find humor in booing JD Vance when he showed up for a concert last year. “It’s supposed to be a bipartisan board,” she said. “It’s not a bipartisan board.”
Robert was blunter in his appraisal.
“I was just outside and saw Trump’s name on the building for the first time, and that’s just profoundly depressing and enraging,” Robert said.
The simple truth is that this guy is a malignant narcissist and his ego couldn’t handle the fact that world-renowned artists were refusing to come. People weren’t coming. And so the idea of just watching this continue to get worse, month after month, year after year, was simply more than he could handle. . . . It’s embarrassing for the country.

“And what’s going to happen to one of America’s best orchestras?” Bonnie, a violinist and youth orchestra conductor, asked. The answer to that is still up in the air.
Having acquired my beverage (chardonnay on tap, $19), I took my seat. It was slightly more crowded than I’d expected, though the upper tiers were in fact pretty sparsely populated. As we settled in for the show, the audience stood and the orchestra struck up a rendition of the national anthem, which caught me by surprise. I’d missed the 2025 directive from Grenell to institute the playing of the anthem before every performance, rather than at the beginning of each season as had previously been the case. It didn’t bother me, mind you—I threw my hand over my heart like most everyone else—but one man in the crowd seemed less enthused, given the fist he threw up during the performance.
The Tchaikovsky concerto was delightful, and I will not embarrass myself by attempting to judge the performance or the pitch (I am notoriously tone deaf2); all I’ll say is that it’s always entertaining to see a pianist go to town, and watching Abduraimov bang away at the ivories and produce impossibly complex and rousing melodies from it was no exception. Like Liberace, but classy.
As Aburaimov exited and intermission began, I slid forward a dozen rows and sat next to the gent who threw up his hand. I introduced myself as a member of the press and he asked for a card, which I do not have. After googling The Bulwark—“Bill Kristol, heh”—he introduced himself as Seth and did not mince words.
“I think it’s important for people who support the arts—or people who don’t support the arts—to find ways to express their views, appropriate ways,” he said, noting that this is his third show so far this year. “Many people made political gestures during the national anthem, usually that’s placing one’s hand over one’s heart. So political gestures are entirely appropriate.” He was, of course, silently protesting the very thing I was there to cover: “The actions of this convicted felon, this highly deplorable, immoral individual who has unfortunately been put in a position where he can exercise power beyond what is constitutionally granted him.”
I thanked Seth for his time and headed back to the bar for another pull of chardonnay. The bartender was distraught when I told him I had tossed the adult sippy cup the venue provides to ensure no spills, as there’s a $3 discount for reusing it; fortunately, he remembered me from before and decided to replace the cup and throw in the reduction. (Always tip your servers, folks.) I asked him what he planned to do if the Kennedy Center closed as planned and he just kind of shrugged and handed me the drink. He’s one of the 400 or so employees who will simply have to find something else to do during the two years Trump’s bruised ego will be placated, I guess.
Seated again for the second half of the performance, I flipped through the program’s notes on what was to come. It seemed Seth wasn’t the only one mounting a protest.
“For conductor Kurt Sanderling, who knew Shostakovich and attended early performances of the Eighth Symphony, this piece covertly depicted the impossible position of the independent artist and intellectual in Stalin’s Russia,” Nicholas Swett wrote in the program’s notes, remarking also that “obsessively mining secret symbols of resistance from instrumental music can be a tenuous and ultimately tiresome exercise.” Yet it couldn’t help but come to mind when, in his introduction to the piece, musical director and conductor Gianandrea Noseda, who has said publicly he hopes to remain above the fray in this time of tumult at the Kennedy Center, commented that the symphony’s second movement (allegreto) is lighter than the heavier opening adagio. Shostakovich, he said, was composing with a fake smile—“Like this one,” Noseda said, pulling his own mouth into a rictus grin—before finishing his overview and turning to the musicians.


AFTER A LATE LUNCH on the Georgetown waterfront and a brief layover in my Watergate3 hotel room, I was back at the Kennedy Center for an early evening performance by Eric Williams and a trio of fellow jazz musicians at the Millennium Stage.
Millennium Stage is one of the underappreciated gems of the D.C. arts scene: a free daily performance at 6 p.m. by a variety of artists in the cavernous grand foyer of the Kennedy Center. You just reserve a ticket and show up and soak in the tunes or the performance or the poetry or whatever’s on tap that day. And yes, the nature of the tickets means that the audience is, sometimes, a bit less than attentive—at one point, a chittering band of Chinese exchange students in the row behind me had to be audibly shushed by an aggrieved audience member—but the very informality of the daily show is part of what makes it so entertaining. There’s no pressure here because there’s no cost to attend other than your time. It is arguably the purest expression of the Kennedy Center’s mission to expand love of the arts.


BUT PURITY DOESN’T KEEP THE LIGHTS ON: that’s what acts like Jeff Foxworthy are for. He is the evening’s main attraction and one of several standup acts brought in to appeal to a Trump-friendlier audience. The weekend before, Adam Carolla had been in town a night, doing two shows in the Terrace Theater venue. Tony Hinchcliffe, last seen calling Puerto Ricans trash at the Republican National Convention, hits the Kennedy Center’s concert hall on May 2. (Plenty of seats are still available for Mr. Hinchcliffe’s show!)
There is, naturally, a fairly stark contrast in the audience for Foxworthy as opposed to the National Symphony Orchestra. No one was likely to throw their fist in the air in protest during the ceremonial performance of “Freebird.” Similar age range—I was probably twenty years south of the average attendee at both shows—but far different crowds, for sure. I say this not to stereotype but merely to describe: more mustaches and mullets in the evening show. And there was a cowboy hat, four rows ahead of me.
To avoid accusations of simple snark, allow me to say, up front, that I think this dichotomy is wonderful. We can debate the artistic merits of standup versus opera versus musical theater versus great drama versus legitimate the-a-tur like Shear Madness4 all day; to paraphrase a great philosopher, America is a land of contrasts, and those contrasts were on full display this Friday. One thing both audiences shared, however, was an appreciation for the Kennedy Center itself. I was heartened to see audience members posing for selfies in front of the Robert Berks sculpture of Kennedy’s noggin that sits in the main atrium outside the opera house and to overhear folks lamenting that it would be closed for two years.
Of course, there were some naysayers. After grabbing a Port City IPA ($9, including my recycled sippy-cup discount) I sat down for the show; as the start time neared, the seats behind me were filled by a couple who took in the surroundings and commented, “Well, you can see why he wants to update things.” I was about to turn around and ask how many shows they’d been to—the symphony fans all seemed quite happy with the acoustics and the décor earlier in the day—when the lights went down and Jeff Foxworthy strode out onto the stage.
And look: He puts on a good show. Foxworthy has been one of the most consistently successful standups of the last thirty years for a reason, and it’s not because of his redneck bit. (Not entirely, anyway; at one point an audience member admitted to doing something vaguely ridiculous and he suggested that it demonstrated they could, in fact, have a sunburnt nape, which led to much cheering in the crowd. “That was his famous catchphrase,” a nearby seatmate informed his wife.) He’s a natural storyteller and delightfully self-deprecating, carefully straddling the red-blue divide without being too mean-spirited.
One brief example: He has a story about stepping on a cottonmouth and getting bit and needing his wife to bring him a shovel to take care of the problem. He jokes that when he told this story to his friends out in Los Angeles, one of them asked if the shovel was to help him relocate the snake, and he sniggered, “Yeah, I relocated it alright, all three pieces of it.” This, naturally, inspired many laughs from the audience—if you think you can relocate a poisonous snake, you might be a city slicker—but it’s all in good fun given that it came within spitting distance of a joke about peeing into a pool from outside the pool and how such behavior may mark one for redneck status.


WHAT’S FRUSTRATING about the recent ugliness is, frankly, how unnecessary and needlessly antagonistic it all is. There is no reason that Issa Rae and Jeff Foxworthy and the National Symphony Orchestra and Hamilton and Les Miz and George Strait and Philip Glass and whoever else cannot exist under the same roof.
But Trump’s goal here wasn’t to achieve coexistence or some newly struck bipartisan artistic space. It was domination and dominion, an effort to gut the site and wear it like a skin suit while demanding respect, as he’s been trying to do with the Nobel Peace Prize for the last year.5 Considering how little conservatives respect either the Nobel Peace Prize or the Kennedy name, one might think it odd that the Republican president is so obsessed with both. But Donald Trump isn’t a conservative and he’s barely a Republican despite dominating the party so thoroughly. He is, fundamentally, a creature of New York City, one who has been trying to win the respect of its denizens for decades now. His greatest fear in life is that somewhere, some member of the elite is laughing at him behind his back, mocking his gaucheness. And it’s why he’s attached his name to the building built to pay tribute to the very soul of the Northeast establishment, leeching off the Kennedy brand in an effort to steal some valor.
That his and Grenell’s effort failed spectacularly is not surprising. That it seems to have killed a beloved artistic space is, however, pretty depressing.
1Given that the name of the Kennedy Center remains—by law—the Kennedy Center for the Performing Arts, that is how it shall be referred to throughout this piece.


2“Oh my God, he admit it.”


3I have never stayed in the Watergate but couldn’t pass up the symbolism of staying there in the midst of the most comically corrupt presidency of my lifetime. The walking-distance location was also a key selling point: You simply travel down Jamal Khashoggi Way across from the Saudi embassy and it takes you right to the Kennedy Center. A little surreal, all of it.


4Shear Madness is a literal D.C. institution, having played more or less constantly since 1987. One hopes it is able to endure through the Kennedy Center’s closure.


5The Iowahawk Maneuver, we call it.
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War and Power
Who Wins Wars―and Why
by Phillips Payson O’Brien
PublicAffairs, 276 pp., $30
WHY DO COUNTRIES WIN OR LOSE wars? With a major war raging in Europe, and a possible conflagration with China looming in the decade ahead, no question is of more urgent importance.
Phillips O’Brien, an American professor of strategic studies at the University of St. Andrews in Scotland, argues that an answer can be derived by studying the wars of the twentieth and twenty-first centuries. O’Brien, a prolific military historian, has been a close observer of the Russian–Ukrainian war, writing about it on his invaluable Substack, and is now the author of War and Power, a book that promises a new “methodology” for understanding how states interact in armed conflict and what makes them “strong” or “weak.”
Before the full-scale Russian invasion of Ukraine in February 2022, the consensus among Western military analysts was that it would be a cakewalk. The U.S. government was making plans to spirit Ukrainian President Volodymyr Zelensky out of the country to safety in the West. In a classified briefing to Congress shortly before the tanks rolled across the border, then-Chairman of the Joint Chiefs of Staff Gen. Mark Milley predicted that Kyiv would fall in 72 hours, and that Ukraine would suffer 15,000 battle deaths compared to a Russian total of 4,000.
Such pessimism was by no means confined to the Pentagon. It was widespread in think tanks and in the analytic community that was advising the U.S. government. Policy choices flowed from such dire predictions. It would be futile for the United States to aid Ukraine with weapons, the thinking went, because the Russian onslaught would be so rapid and devastating. Samuel Charap, a top analyst at the RAND Corporation, argued that the United States could “do nothing” to alter the outcome. And as O’Brien notes, this was “no one-off. It was a vision of Russian power and Ukrainian weakness that had been used for years to argue against providing Ukraine with modern weaponry—on the assumption that Ukrainian conventional resistance against the great power of Russia was doomed.” (O’Brien dissented from this analytic consensus at the time, noting the weaknesses of the Russian military and Ukraine’s underappreciated strengths.)
O’Brien traces such colossal misjudgment in part to the widely embraced concept of “great powers” and the blithe assumption that Russia was one of them, which he closely examines and finds wanting. The term itself, coined by the German historian Leopold von Ranke in the mid-nineteenth century, is vague to the point of uselessness. Indeed, writes O’Brien, “the threshold for being a ‘great power’ has been regularly redefined, muddied, and even lowered, to such a degree that by 2022 an economically weak and political corrupt system such as Vladimir Putin’s Russia was widely hailed as one.”
In O’Brien’s telling, the problem of defining the “great powers” is just one manifestation of the problem of defining power in general. Too often, commentators, theorists, scholars, and military and diplomatic professionals treat power as a thing that can be quantified, directly compared, and used to predict the outcome of something as complicated, chaotic, and contingent as war. Certainly, the United States has the technological and economic advantages necessary to work its will on an impoverished basket case like Venezuela. But matters are rarely so simple. Merely counting up guns and ships and airplanes and troops is profoundly misleading.
O’Brien seems skeptical of the idea of predicting who will win any given war at all: “If there is one general truth in war,” he writes, “it is that how a war ends bears very little resemblance to how people imagine it will end when it starts.” (His observation here is unfortunately contradicted by the book’s subtitle, “Who Wins Wars—And Why,” which does suggest that his “methodology” can be predictive.)
Instead, what O’Brien offers is a less arithmetic, more nuanced view of what gives states their strengths—attributes that, in general, make states more likely to win wars, though they don’t guarantee victory in any particular conflict.
The base of state power is economic and technological capacity: “the ability to develop and make the most advanced ‘stuff’ in very large numbers. . . . the ability to raise capital quickly and efficiently. . . . to be able to make the best military equipment in mass, and then develop more and better systems when the time comes to use that equipment.”
A vivid example O’Brien adduces are the conditions that allowed for the creation of HMS Dreadnought and subsequent modern battleships in Great Britain prior to World War I:
These were the technological marvels of the early twentieth century, the highest expression of industrialized economies, and cost more than any moving thing on earth (and most immobile things as well). They were made of steel and iron, propelled by enormous yet finely engineered engines, and sported guns of immense weight and precision, capable of firing shells for many miles.

The appearance of Dreadnought by itself was, while revolutionary in naval architecture, not a major shift in the European balance of power. By the time World War I began just eight years after Dreadnought was launched, it was already obsolete. Rather,
the British started an entirely new race for naval dominance—one in which any state in the world could compete, if their economic/technological might allowed it. . . . The French and the Russians, the second- and third-largest naval powers in the world in 1900, lacked the economic/technological might to compete. . . . Only the US and Germany could think of competing with Britain, and the three of them, not surprisingly, were the largest industrial economies with the most advanced technological capabilities.

In other words, it was what Dreadnought revealed about underlying British productive capacity that made its christening such a strategically important moment.
To take a more contemporary example, at the outset of the Russia–Ukraine war, Ukraine had no capacity to speak of to produce drones. By 2024, it was producing a variety of configurations of drones in the millions. Russia, at one point reduced to importing drones from unstable allies abroad, notably Iran, has also greatly expanded its capacity for drone production.


AFTER ECONOMIC AND TECHNOLOGICAL CAPACITY, the next source of power is leadership. The great man theory of history is today denigrated by historians and political theorists, but as O’Brien argues, “fashion is flawed.” Individual personalities often influence the destinies of states, and alternative concepts like “national interest” are either circular or smokescreens for the wills—and hubris—of powerful leaders.
Adolf Hitler is an extreme case in point, leading Germany to ruinous defeat. But even today, a figure like Donald Trump, exercising almost unfettered executive power over foreign affairs, has the first and final say over whether the United States will enter a war—for example, with Venezuela or Iran—and a great deal of influence over whether it will prevail.
Leaders are constrained and enabled in various ways by the systems and environments in which the operate. Geography provides some of this influence—hence the remarkable consistency in the foreign policies of American Democrats and Republicans for so much of the country’s history, or the persistent themes linking the Romanov dynasty to the Soviet Union through to Putin’s Russia.
And leaders also exist in a mutually influential relationship with their societies. The Vietnam War illustrates how important the character and mood of a society can be in a war. The United States and its allies had overwhelming superiority over the poor and backward North Vietnamese Communists. We never lost a battle in the war, and we inflicted massive casualties on the enemy—approximately 1.1 million dead, in exchange for about 58,000 U.S. dead—and yet we suffered a humiliating defeat.
Part of the reason has to do with the alliance relationships on both sides—about which more below. But what O’Brien terms “societal commitment” also helps explain why the United States lost a war without losing a battle.
A society that believes that it is going to end up on the winning side of a war or that it is has no alternative but to fight a war has a significant advantage. On the other hand, a society that loses faith in victory or comes to the conclusion that getting out of the war (even to the point of surrender) is preferable to continuing the fight will almost always seriously weaken its government’s ability to continue prosecuting the war.

This goes some distance toward explaining why Ukraine has done as well as it has. It is fighting for its very existence. Russia, on the other hand, is fighting a war of Putin’s choice. Endemic corruption has permeated Russia’s military, and societal opinion, to the extent it matters in a dictatorship, is ambivalent.


THE LAST ELEMENT O’BRIEN EXPLORES is allies. “Rarely does one power win a war,” he writes. “They are almost always won by coalitions, often large and wieldy ones, where a range of allies bring different strengths to the table.” Allies are critical to a state’s ability to keep fighting long after the initial battle plans have become obsolete and the original military force is spent. Here Ukraine would appear to have the edge, with almost all of Europe and—at least for a time—the United States behind it, while Russia has the autocracies of China, North Korea, Iran, and Belarus on its side. But the United States under both Biden and Trump has been a finicky and fickle friend, putting severe restrictions on the use of the weapons it has provided and pressuring Ukraine to agree to disastrous Russian terms.
From World War I through World War II and the Cold War, the United States enjoyed the support of reliable allies in virtually every war it fought. They did not guarantee success, but when success came, it was always a critical contributor. Today, the United States is almost systematically jettisoning its allies, casting doubt on its commitment to NATO, waging a trade war against friendly powers across the globe, and even threatening, as in the cases of Denmark and Canada, to annex their territory by force of arms. This is perverse. Trump is severely jeopardizing American security.
O’Brien concludes War and Power with a kind of net assessment of a potential U.S. conflict with China over Taiwan. Our ability to mobilize an alliance on our side is a critical part of the picture. We have been frittering away a key advantage in exchange for nothing apart from tariff revenue. The picture he paints is bleak. In a short war, the United States might prevail, but the longer the conflict lasts, thanks to China’s huge advantage in manufacturing capability, the better the Chinese will fare. Whatever the outcome, the consequences of such a conflict will likely be more terrible than anything we have witnessed since 1945.
From these fundamental strengths—economic/technological capacity, leadership, societal commitment, and leadership—armies are built. They are not instruments of power themselves, as Putin or Saddam Hussein or Benito Mussolini could attest, but rather imperfect representations of the underlying strengths and weaknesses of the states and societies that create them. These factors combine during warfare in a set of complex interactions that are difficult to predict—O’Brien analyzes them in the second half of the book, addressing them by contrasting pairs of concepts: the difference between thinking in terms of battles and thinking more broadly in terms of war; how getting started in a conflict entails challenges that are fundamentally different from those involved in sustaining one; how metrics and other attempts at quantifying, for all their value, cannot do away with the need for qualitative human insight.
The complexity of warfare as not just a military and technological comparison but an unpredictable human experience is the central, important lesson taught by a book rich in historical and contemporary detail. There are no simple answers. For anyone seeking to understand some of the most terrifying problems of our time, War and Power is an indispensable volume with which to start.

  
  
    Deep Dive

    Volodymyr Zelenskyy

    Based on Wikipedia: Volodymyr Zelenskyy


Before he became the wartime face of Ukrainian resistance, before he rallied democracies around the world with video addresses from besieged Kyiv, before he turned down American offers of evacuation with the now-legendary line about needing ammunition rather than a ride—Volodymyr Zelenskyy was a comedian who played a fictional president on television.


The fictional version won office after a video of him ranting against corruption went viral. The real version won office after a campaign conducted almost entirely through social media and stand-up comedy shows. Sometimes reality writes scripts that Hollywood would reject as too on-the-nose.


A Soviet Childhood in an Industrial City


Zelenskyy was born on January 25, 1978, in Kryvyi Rih, an industrial city in central Ukraine known primarily for its iron ore mines and steel production. At the time, Ukraine wasn't an independent country—it was a constituent republic of the Soviet Union, one of fifteen such republics that would eventually break apart in 1991.


He was born into a Jewish family. His grandfather, Semyon Zelenskyy, had served as an infantryman in the Red Army during World War II, eventually reaching the rank of colonel. The war had devastated the family: Semyon's father and three brothers were killed during the Holocaust, and both of Semyon's parents died when German troops burned their home during a massacre. Semyon's mother survived by evacuating to Almaty, Kazakhstan—a journey of over three thousand kilometers eastward, fleeing ahead of the German advance—and returned to Ukraine only after the war ended.


Before Zelenskyy started elementary school, his family moved to Erdenet, Mongolia, of all places. His father Oleksandr, a computer scientist, worked there as a mining engineer helping to build a copper mine. The family lived in Mongolia for four years before returning to Ukraine.


Zelenskyy grew up speaking Russian, not Ukrainian. This is less unusual than it might sound—in much of eastern and southern Ukraine, Russian was the dominant language of daily life, a legacy of centuries of Russian and Soviet rule. The divide between Ukrainian-speaking and Russian-speaking regions of the country would later become politically significant, weaponized by Russian propaganda claiming that Russian speakers in Ukraine needed protection. Zelenskyy's own biography would complicate this narrative: here was a Russian-speaking Jew from the industrial east who would become the most prominent defender of Ukrainian sovereignty in the nation's history.


At sixteen, Zelenskyy took the Test of English as a Foreign Language and received an education grant to study in Israel. His father refused to let him go. Instead, he eventually earned a law degree from a local institute—but he never practiced law. Comedy had already claimed him.


The Comedy Factory


At seventeen, Zelenskyy joined a local team competing in KVN, which stands for Klub Veselykh i Nakhodchivykh—literally "Club of the Funny and Inventive." This was a comedy competition immensely popular across the former Soviet Union, something like a cross between improv comedy and a talent show, broadcast on television and followed by millions.


He was good at it. Very good.


Within a year, he'd been recruited to a more competitive team, where he became dance director and writer. By 1997, his team had won KVN's Major League in a tie with Armenian opponents. That same year, at just nineteen, he founded what would become his entertainment empire: a comedy group called Kvartal 95, named after the neighborhood in Kryvyi Rih where he'd grown up.


The early years were lean. From 1999 to 2003, Kvartal 95 was the only Ukrainian team competing in the Moscow-based highest league of KVN. The team members lived in Moscow without a fixed address, constantly touring former Soviet countries, struggling financially. They were talented and determined, but they were also Ukrainians operating in a Russian-dominated industry, and tensions simmered beneath the surface.


The break came in 2003, and it came with a fight.


Zelenskyy had clashed with KVN's Russian management over money and political censorship. Then came a job offer: lucrative work from KVN management, but it would have required abandoning his team. Zelenskyy refused. The final straw, according to some accounts, was an incident where a Russian KVN producer directed an antisemitic insult at Zelenskyy on stage.


Kvartal 95 left Moscow and moved to Kyiv.


Building an Empire


What happened next was remarkable. Within two years of returning to Ukraine, Zelenskyy and his partners had launched Evening Kvartal, a comedy show that would become the most popular in the country. The format mixed sketch comedy, celebrity appearances, and political satire—think Saturday Night Live, but Ukrainian.


By the time Zelenskyy ran for president in 2019, over eighty-five percent of Ukrainians reported having seen Evening Kvartal. That's a staggering penetration for any entertainment property. Imagine if nearly everyone in your country had watched the same comedy show.


Biographers would later describe Kvartal 95 as an "empire" and a "comedy factory." The company produced multiple shows, including one format—Make the Comedian Laugh, where contestants tried to crack up professional comedians—that was sold to China, Italy, and Finland. By 2018, Zelenskyy was receiving royalties from twenty-one countries.


He also acted. He won the first season of Ukraine's Dancing with the Stars in 2006. He produced and starred in romantic comedies. He voiced Paddington Bear in the Ukrainian dubs of the Paddington films. He was, by any measure, one of the most famous entertainers in his country.


And he was popular in Russia too—until 2014.


When Everything Changed


In early 2014, Russia annexed Crimea, a peninsula that had been part of Ukraine since 1954. Russian-backed separatists then launched an insurgency in the Donbas region of eastern Ukraine. The war that would later explode into a full-scale invasion actually began that year, with skirmishes and artillery duels that would kill over fourteen thousand people before 2022.


Zelenskyy made his choice. Kvartal 95 closed its Moscow office and began severing business ties with Russia. The company's revenue per hour of television programming dropped from an estimated two hundred thousand dollars to thirty thousand dollars. That's an eighty-five percent pay cut.


But Kvartal 95 didn't just retreat from Russia—they actively engaged with the war. The company began visiting the front lines in Donbas to perform for Ukrainian soldiers. When Ukrainian media reported that Kvartal 95 had donated one million hryvnias to the Ukrainian army, some Russian politicians and artists petitioned for a ban on Zelenskyy's works in Russia.


Yet Zelenskyy also resisted the more aggressive cultural decoupling that some Ukrainian nationalists demanded. In August 2014, he spoke out against the Ukrainian Ministry of Culture's plan to ban Russian artists from Ukraine. This wasn't a popular position in a country at war with Russia, but it reflected Zelenskyy's consistent message: that the conflict was between states, not between peoples.


The Show That Predicted the Presidency


In 2015, Zelenskyy began producing and starring in a new television series called Servant of the People. The premise was almost absurdly prescient.


Zelenskyy played a high school history teacher in his thirties who accidentally becomes president of Ukraine. How? A video of him passionately ranting against government corruption goes viral. His students film it without his knowledge, upload it to the internet, and suddenly this ordinary teacher becomes a folk hero. He runs for president as an outsider and wins.


The show ran for three seasons, from 2015 to 2019, and was immensely popular. It was funny and pointed, satirizing the endemic corruption of Ukrainian politics while imagining what might happen if an honest, ordinary person somehow ended up in charge.


Then, in March 2018, something curious happened. Employees of Zelenskyy's production company registered a new political party. Its name? Servant of the People.


Zelenskyy denied any immediate plans to enter politics. He said they'd registered the party name only to prevent others from appropriating it. Nobody believed him.


The Virtual Campaign


By October 2018—three months before he officially announced his candidacy and six months before the election—Zelenskyy was already a frontrunner in opinion polls. His announcement, when it finally came on New Year's Eve 2018, upstaged the incumbent president's traditional address on the same channel. Zelenskyy claimed this was a technical glitch. The timing was probably not coincidental.


What followed was unlike any presidential campaign Ukraine had seen.


Zelenskyy released no detailed policy platform. His engagement with traditional media was minimal. Instead, he conducted his campaign almost entirely through social media channels and YouTube clips. Rather than traditional rallies, he and Kvartal 95 performed stand-up comedy shows across Ukraine.


His opponent was Petro Poroshenko, the incumbent president, a billionaire chocolate manufacturer who had taken office after the 2014 revolution that ousted the pro-Russian Viktor Yanukovych. Poroshenko was a conventional politician with conventional campaign tactics. He attacked Zelenskyy as inexperienced, as a puppet of oligarchs, as a joke candidate.


The attacks didn't land. Ukrainians were exhausted by conventional politicians. The country's corruption was legendary—before the 2014 revolution, President Yanukovych had lived in a palace with a private zoo and a golden toilet. The post-revolution government had promised reform but delivered disappointingly little. Zelenskyy's inexperience wasn't a liability; it was the entire point. He wasn't part of the system that had failed them.


He won with seventy-three percent of the vote in the second round. It was the largest landslide in the history of Ukrainian presidential elections.


Governing in Peacetime


Zelenskyy took office in May 2019, and his party won an even more overwhelming victory in the snap legislative elections held shortly afterward. For the first time in Ukrainian history, a single party held an absolute majority in the Verkhovna Rada, Ukraine's parliament.


The early years of his presidency were a mixed bag. He pushed for e-government initiatives, attempting to modernize Ukraine's notoriously bureaucratic state. He lifted legal immunity for members of parliament, a reform that had been demanded for years. He made some progress on anti-corruption efforts, though critics argued it was insufficient.


He made extensive use of social media, particularly Instagram, maintaining the connection with ordinary Ukrainians that had powered his campaign. A poll in May 2021 gave him the highest trust rating of any Ukrainian president.


But the issue that had defined Ukraine since 2014 remained unresolved: the war with Russia.


Trying to Make Peace


During his campaign, Zelenskyy had promised to end Ukraine's protracted conflict with Russia. This was perhaps naive—the conflict existed because Russia wanted it to exist, and ending it required Russia to want something different. But Zelenskyy was willing to try dialogue where his predecessor had been more confrontational.


He attempted to engage directly with Russian President Vladimir Putin. There were prisoner exchanges, some progress on implementing the Minsk agreements that were supposed to resolve the Donbas conflict. In December 2019, Zelenskyy met Putin in Paris, their first face-to-face meeting.


It didn't work. Putin wasn't interested in a negotiated settlement that left Ukraine as an independent, Western-oriented state. What Putin wanted was a Ukraine that remained in Russia's sphere of influence, permanently barred from joining the North Atlantic Treaty Organization (NATO) or the European Union, and ideally governed by someone more compliant than Zelenskyy.


Throughout 2021, tensions escalated. Russia began massing troops on Ukraine's borders. American intelligence warned of an imminent invasion. Zelenskyy's public response was measured—he sought to calm the Ukrainian population while pressing Western allies for security guarantees and military support.


Some criticized him for not taking the threat seriously enough. In retrospect, his strategy made a certain sense: panic would have been economically devastating and militarily useless. What Ukraine needed was weapons and training, not fear.


February 2022


On February 24, 2022, Russia launched a full-scale invasion of Ukraine.


The attack came from multiple directions: from Belarus in the north, from Russia in the east, from Crimea in the south. Russian forces attempted a lightning strike at Kyiv, clearly aiming to decapitate the Ukrainian government. Paratroopers landed at Hostomel Airport, just outside the capital. The expectation, apparently, was that Ukraine would collapse within days.


It didn't.


Zelenskyy remained in Kyiv. When the United States offered to evacuate him, he reportedly replied: "The fight is here; I need ammunition, not a ride." Whether the quote is precisely accurate, the sentiment was real. The president stayed.


He declared martial law and ordered a general mobilization. And then he did something that would define his wartime leadership: he started talking.


Night after night, Zelenskyy addressed the Ukrainian people and the world through video messages, often filmed on his phone from undisclosed locations in Kyiv. He spoke in Ukrainian, in Russian, in English. He addressed the European Parliament, the British Parliament, the U.S. Congress. He invoked Churchill, invoked the Holocaust, invoked whatever historical parallel might resonate with his audience.


These weren't the polished productions of a professional studio. They were grainy, urgent, authentic. Here was a president in a t-shirt, unshaven, obviously exhausted, obviously still in a city under attack. The contrast with Putin—hidden away in the Kremlin, appearing only in carefully staged events—could not have been starker.


The Symbol and the Reality


Zelenskyy became a symbol of Ukrainian resistance, recognized around the world. Time magazine named him Person of the Year for 2022. He visited frontline positions and newly liberated areas, a physical presence reminding soldiers and citizens alike that their president was with them.


But symbols don't win wars. What Zelenskyy needed was weapons, ammunition, and money—and getting them required constant diplomacy with Western allies who were sympathetic but cautious, willing to support Ukraine but worried about escalation with a nuclear-armed Russia.


This is the less glamorous part of wartime leadership: the endless calls with foreign leaders, the requests for specific weapons systems, the negotiations over what can be provided and when. Zelenskyy proved adept at this too, though not everyone found his approach charming. He could be demanding, even when demanding more than allies felt they could give. He publicly criticized countries he felt weren't doing enough.


The war ground on. The initial Russian assault on Kyiv failed spectacularly—Ukrainian forces destroyed the column of vehicles that had been meant to occupy the capital, and Russian forces retreated in disarray, leaving behind evidence of atrocities in towns like Bucha. A Ukrainian counteroffensive in the fall of 2022 liberated significant territory in the northeast.


But the front lines stabilized into something grimly reminiscent of World War I: trenches, artillery duels, grinding attritional combat. Russia's advantages in population and industrial capacity began to tell. Ukraine's Western allies, initially united in outrage, began to fracture as the war's costs mounted and attention drifted.


The Extension of Power


Zelenskyy's presidential term was originally scheduled to end in May 2024. But Ukrainian law prohibits elections during martial law, and martial law remained in effect because the war remained ongoing. There would be no election.


This created an unusual situation: a democratically elected president whose term had technically expired, remaining in office indefinitely due to wartime necessity. Zelenskyy's critics—including some Ukrainians and some in the West—noted the awkwardness of this arrangement. His defenders pointed out that the alternative was worse: holding an election while millions of Ukrainians were displaced, while parts of the country were occupied, while soldiers were fighting and dying. What legitimacy would such an election have?


As of late 2024, Zelenskyy remains president, now the second-longest-serving in Ukrainian history, surpassed only by Leonid Kuchma who served from 1994 to 2005. How long he will continue to serve depends on how long the war lasts—and that is a question no one can answer with confidence.


The Comedian and the War


There's something almost too neat about Zelenskyy's story: the comedian who played a president, then became one, then became a wartime leader. It invites obvious observations about life imitating art, about the power of media, about the strange paths history sometimes takes.


But the neatness obscures as much as it reveals. The skills that made Zelenskyy a successful entertainer—the charisma, the communication ability, the instinct for what audiences want to see—transferred surprisingly well to wartime leadership. A more conventional politician might have fled Kyiv, might have spoken in bureaucratic jargon, might have failed to capture the world's attention the way Zelenskyy did.


Yet being a good communicator doesn't guarantee being a good strategist, and the judgments on Zelenskyy's actual leadership—as distinct from his symbolic role—are more complicated. Some military analysts have criticized specific decisions. Some Western officials have privately complained about his demands. The war itself is far from won.


What remains undeniable is that when the moment came—when Russian tanks rolled toward Kyiv and the world expected Ukraine to fall—Volodymyr Zelenskyy did not run. The comedian who played a president stayed to fight as a real one.


Whatever happens next, that choice changed history.
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  {"author": "David Wengrow", "title": "The History of Human Civilization | Doomscroll", "excerpt": "Archaeologist David Wengrow reveals how the foundations of Egyptology were built on explicit racism, and how that same bias continues to shape modern debates about where civilization actually began.", "article": "## The Hidden Roots of Archaeology

Most people believe they know the story of ancient Egypt: a civilization born along the Nile, its pyramids and temples rising from desert sands. But the discipline that gave us this knowledge was built on something darker than sand. David Wengrow, an archaeologist and professor at University College London, argues that the very foundations of Egyptology contain explicit racist beliefs—and those beliefs still shape how we think about human history today.

"The idea that the pyramids of Egypt were not constructed by ordinary African people comes straight out of the foundations of Egyptology," Wengrow says. "This is an important story."

The Father of Archaeological Science

In the late 19th and early 20th century, the leading archaeologist in the world was William Matthew Flinders Petri. If you studied archaeology, you learned Petri as the father of archaeological science. He made enormous innovations that became central to how the discipline functions.

But Petri held deeply troubling views. He was a eugenicist who believed the working classes needed to be controlled or turned into a hereditary underclass. He believed intelligence and IQ were the preserve of certain select races.

"He was also a eugenicist who firmly believed that the working classes needed to be either controlled or turned into a sort of hereditary underclass," Wengrow explains. "And in his work on ancient Egypt, there is an enormous paradox at the heart of it."

On one hand, Petri produced much of the evidence that made visible for the first time the cultural roots of ancient Egyptian civilization—what existed before the pharaohs, before the pyramids. He was one of the main contributors to that.

But in producing this knowledge, he did something else: he placed an absolute division between the origins of Egyptian civilization and the continent of Africa.

"He explicitly denied that Africans could have achieved or produced literacy, monumental architecture, urbanization— all those things that happened in that part of the world," Wengrow says. "And he attributed them to what he called initially the new race."

Who Is the "New Race"?

Petri wrote numerous articles trying to get to the bottom of his self-created question. He measured skulls collected from ancient graves and concluded that the new race was definitely not African but had migrated from somewhere in western Asia, possibly with links toward the Caucasus.

"We're getting closer and closer to white people," Wengrow says dryfully.

Then there was another category called "hamite" or "hemitic" civilization—believed to be more Eurasian than African. These classifications may sound obscure, but they fed into modern ethnic conflicts in countries like Rwanda, right up until the modern era.

He explicitly denied that Africans could have achieved or produced literacy, monumental architecture, urbanization — all those things that happened in that part of the world.

"This is at the root of our own discipline," Wengrow argues. "And by creating that initial division, it opened that window into which you can insert whatever you like. The basic premise is that it couldn't possibly have been Africans. And then you can talk about whatever you like—aliens from Venus, whatever you like."

The Indo-European Paradox

The conversation shifts to another layer of this problem: Indo-European language studies.

Indo-European is a perfectly legitimate concept in historical linguistics. It goes back to William Jones, who pointed out the resemblances and connections among languages from Iran to Ireland—real linguistic connections.

But there's another history to these studies that goes way beyond language. This other branch posited links between language, culture, and biological race. In the early 20th century, researchers tried to reconstruct and search for an Indo-European homeland—a place where language, culture, and race formed a kind of perfect unity.

"If you ask a historical linguist, they'll explain about what they call proto languages," Wengrow says. "These are reconstructions from surviving languages or languages preserved in ancient texts."

A proto language is not a spoken language—it's a construction. We don't have the full range of languages that actually existed; we have only a small part of the spectrum of what was actually spoken, from which it's possible to reconstruct a kind of proto form.

"It's construction," Wengrow emphasizes. "It's a historical construction. It's not a population. It's not a group of people."

And yet in the mid-20th century, this whole field was hijacked by the Nazis and linked to the search for an Aryan homeland.

The Return of Racial Purity

After World War II, nobody wanted to talk about this very much. But through genuine scientific innovations—particularly in genetics and ancient DNA—this discourse is back again.

"Suddenly this whole language is back again and it's very prominent in my field," Wengrow says. "There was even a paper published recently, just last year in a top science journal, called The Genetic Origins of the Proto-Indo-Europeans."

What this means is that researchers are reintroducing and normalizing the idea that culture, language, and biology form a kind of unity—the idea that one can escape from the complexity and mixture of human cultures and get back to some kind of pure essence.

"The entities which are identified in this way map very faithfully onto the racial categories that were invented in the early 20th century," Wengrow argues. "And you get very similar looking maps of migrations—human populations moving often in rather bizarre ways that ignore topography, sort of striding across seas and rivers and mountains."

The European Enlightenment's Hidden Debt

Wengrow noticed something remarkable: there's still a remarkable resistance to the idea that the European Enlightenment owed an intellectual debt to anything that wasn't homegrown on European, Western European soil.

"This is a counterintuitive thing," he says. "All of this is happening after the so-called age of discovery—which was only an age of discovery for Western Europeans. They weren't discovering anything; people lived there."

In the 1930s, French historian Paul Haza wrote a book called The Crisis of the European Mind. It goes against what we're usually told about the Enlightenment: that it was a manifestation of confidence in Europe's growing economic power and military might.

"What Haza argues—and I think shows quite compellingly—is that this was also a kind of mental crisis for European nations which had only known monarchy and church dogma," Wengrow says. "They were suddenly exposed to a kaleidoscope of other ways of living with the encounter with the new world."

This encounter with societies living in different social forms caused European philosophers to reflect, perhaps for the first time, on the ingrained hierarchies in their own society.

The Imaginary Savages

One practice that emerged from this crisis was writing fictitious dialogues between European philosophers and indigenous people.

In the second half of the 18th century, writers like Voltaire found it extremely fashionable to craft dialogues with purely imaginary savages—exotic characters. Sometimes from China, sometimes a Tahitian, a Peruvian princess, an Inca princess.

"It was always the exotic figure," Wengrow explains. "But it was always imagined through European categories."

The practice allowed philosophers to explore alternative ways of living without ever having to actually listen to those who lived differently.

The Real History

Wengrow argues that ultimately, humans evolved on the continent of Africa—and you could look completely differently at all of this if you emphasized the connections, the degrees of connectedness among things.

"The idea that everything forms a kind of tree-like formation that gets you back to some pure original source is a model," he says. "It's an image. There's nothing essential about it."

The premise—that it couldn't possibly have been Africans—opens a window into which you can insert whatever you like.

Critics might note that Wengrow's analysis relies heavily on the historical record of 19th-century archaeology, which itself contains gaps and contested interpretations. Some scholars argue that modern genetic research has genuinely moved beyond these early biases, even if popular discourse still carries them.

Bottom Line

The strongest part of this argument is its exposure of how deeply racist assumptions were embedded in the foundations of archaeology—and how those same assumptions continue to shape debates about human history. Wengrow's vulnerability is that he's describing a historical structure rather than offering solutions; the practical question of what to do with this knowledge remains open. What readers should watch for next is whether modern genetic research truly escapes these frameworks—or simply reinvents them.", "pull_quote": "He explicitly denied that Africans could have achieved or produced literacy, monumental architecture, urbanization — all those things that happened in that part of the world.", "sections": ["The Hidden Roots of Archaeology", "The Father of Archaeological Science", "Who Is the "New Race"?", "The Indo-European Paradox", "The Return of Racial Purity", "The Enlightenment's Hidden Debt", "The Imaginary Savages", "The Real History"]}
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Last week, Elon Musk announced plans to merge xAI and SpaceX, a move that did not attract much political attention despite the intense levels of interest in arguing about both antitrust policy and Elon Musk. 
At the same time, SpaceX has begun the process of securing F.C.C. approval for a plan to put orbital data centers into outer space. 
I think one reason this hasn’t attracted a ton of attention is that the idea of putting data centers in outer space sounds kind of fantastical. Another is that progressive politics has become strongly associated with A.I. skepticism, so the idea that you’re going to build a vibrant business by launching data centers into space and there may be an antitrust issue with this doesn’t quite scan with the right people. 
But we should take the economic possibilities of A.I. seriously. 
And while I’m kind of skeptical about the space-data-centers idea as a short-term play, plenty of people in the industry think it’s worth taking a hard look at. There are some big problems with space as a location for data centers, but also some real upsides. 
As a result, this merger poses the very real risk that the combined company will be able to leverage a dominant market position in the space launch industry into a dominant market position in A.I. If nothing else, that is clearly what Musk wants to achieve with this merger. 
That is bad in a classic antitrust sense. It’s good for the United States and the world to have a competitive A.I. market, one where OpenAI and Anthropic and Google and Meta and others are robustly competing at the frontier. The potential for A.I. in space is real, and allowing a single company to monopolize that would be a big mistake. 
By the same token, while antitrust issues have become a factional wedge in the Democratic Party, I think it would make more sense to target regulatory activism at evil right-wing billionaires rather than maintain an exclusive focus on antagonizing Democratic donors. 
All of which is to say, an xAI / SpaceX merger ought to be prohibited. 
Beyond the fact that Musk is the founder of both companies, the only rationale for merging them would be an anticompetitive one. But beyond that (or if it ends up being too late to block them), Congress ought to act to impose common-carrier regulatory requirements on SpaceX. Which is to say that while they should be free to charge what they want for the use of their space launch capabilities, they should be forced to offer publicly listed prices on a non-discriminatory basis. No special access to space for Musk’s other businesses. 
This is how telecommunications infrastructure has historically been regulated, and it’s also how railroads were regulated during their heyday as mission critical infrastructure. 
Space launch does not strike me as an inherently monopolistic industry and if it grows to three or four viable players in the future, we could consider rolling these rules back. But for now, SpaceX has a significant lead that may get bigger before it gets smaller due to their new launch vehicle, Starship. That’s an impressive achievement and they deserve to make plenty of money off of it. But they should not be allowed to leverage it into dominating whole other industries. 
The final data-center frontier?
For more background on space data centers, I recommend Dwarkesh Patel’s good discussion of the issue with Musk in his most recent podcast episode. 
But the basic case for space, as I see it, is two-fold:
	Once you can launch something into space, providing it with 24/7 solar power is very cheap because solar panels are now inexpensive and in space there’s no weather or nighttime. 

	Earth-bound permitting and NIMBY issues are bound to escalate over time. These are already significant, but the battle against them has, so far, largely involved the lowest-hanging locational fruit. I think it’s fair to say that whatever problems these issues are causing in 2026, the situation will be worse in 2028 and even worse in 2030 if the data-center buildout continues. 


Musk’s move is premised, at least implicitly, on the notion that the current aggressive data-center buildout essentially never ends: Not only will we want to train new models, but once they are trained we will want to use them a lot, and not just to do “computer stuff” as in current A.I. applications, but to run vast armies of robots. The future robot population will be limited by manufacturing capacity but also by the capacity to harness energy to run A.I. inference. 
And the best way to harness maximum energy over the long-term is to be in space. 
In the F.C.C. filing, SpaceX says that “launching a constellation of a million satellites that operate as orbital data centers is a first step towards becoming a Kardashev II-level civilization — one that can harness the sun’s full power — while supporting A.I.-driven applications for billions of people today and ensuring humanity’s multiplanetary future.”
This is a reference to the ideas of Soviet astronomer Nikolai Kardashev, who described three types of possible civilizations:
	A Type I civilization is planetary and able to access all the energy available on a planet and store it for use.

	A Type II civilization is stellar and can directly consume the vast fusion power of a sun with a Dyson sphere.

	A Type III civilization is galactic in scale and can capture all the energy of every star and other object (black hole, etc.) within it.


While talking with Patel, Musk had a lot of thoughts about interconnection queues and very optimistic takes about the falling cost of space launch. Musk has a tendency to over-promise what his companies will be able to deliver, and I think we should discount his stated timelines around this. But his basic observation about the long-term trajectory of energy supply could hold regardless.
Energy is more accessible in space than it is on Earth, so there is some level of space launch capacity at which it makes sense to put energy intensive applications (especially those that do not require breathable oxygen) out there rather than down here. Casey Handmer did some math here and comes up pretty bullish on this as a short-term idea, though a lot of reply guys say he’s underrating the difficulty of heat dissipation in the vacuum of space.1 I’ve been on the sidelines of some conversations with people who are more technical than I am that devolved into arguments about things like radiator structures. 
My basic conclusion is that it’s hard to say. 
The technical and logistical challenges to creating large-scale orbital data centers seem daunting, but so are the challenges to dramatically accelerating the pace at which such things are built on Earth. There are limited gas turbines available, there is political resistance to projects that raise electricity costs,2 and while bring-your-own solar solves the electricity cost problems, it means that the physical data-center footprint gets that much larger, creating even bigger NIMBY issues. 
But the space idea is something that could pan out, and it would be a mistake to let affective dislike of Musk blind us to the possibility that he’s about to become even richer and more powerful. 
Common-carrier rules for critical infrastructure
The United States (and other countries) have often required companies that provide critical infrastructure services to act as common carriers. 
In the traditional telephone industry, anyone who wants a phone number can get a phone number. The phone company can charge you money to use their network, but they cannot discriminate in who they serve or on what terms. 
This works for a few reasons. One is that some of the controversies that often arise with regard to internet companies just don’t apply in the common-carrier world of telephones. There’s no question of asking the phone company to censor “misinformation” that’s carried over phone lines. If Nazis or other bad people want to make phone calls, they’re allowed to do so. If it turns out that the mafia was using telephones to organize their criminal activities, the phone company is not legally liable for the work. The phone company has no legal responsibility — or even really social responsibility — to ensure that phone calls are being made only by good people or only to do good things. They have to cooperate with law enforcement in certain scenarios with wiretaps or records requests, but the phone infrastructure is neutral and broadly available. 
The flip side of that, though, is that the phone company can’t engage in business shenanigans. 
AT&T can’t say “accessing telecommunications infrastructure is important for the emerging computer industry, so we’re going to buy a computer company and then give that computer company privileged access to our telecom infrastructure.” 
Railroads, similarly, were hit with tough common-carrier rules by the Interstate Commerce Act of 1887. 
The idea was that railroads should have to offer their services on equal and open terms to anyone who wanted to use their network to ship goods. The railroads could have all kinds of different pricing schemes and rules, but they couldn’t have special deals with particular companies. 
There were a lot of different interest groups applying pressure on this, but the core idea was that rail shipping was a kind of narrow bottleneck, and while it’s fine to make ownership of the bottleneck lucrative, you don’t want to allow the bottleneck owner to extend control into other more competitive industries. Freight rail rules were relaxed in the 1970s in light of cross-mode competition from trucking, and while some people want to re-regulate the industry, I don’t think that’s a great idea. 
By the same token, I don’t think space launch is an inherently uncompetitive industry, and I’m not a guy who’s just looking for pretexts to turn anything under the sun into a tightly regulated utility. 
But the business plan that Musk is articulating here clearly indicates an aspiration to transform a short-term lead in space launch into an indomitable lead in A.I., and we should not let him do that. If his rockets can carry data centers into space in a way that makes for a cost-effective business, that’s great. But they should carry everyone’s data centers. 
The merits of specificity
Chris Hayes remarked last week that “the unified class project of billionaires right now” is to immiserate white-collar workers in much the way that globalization and neoliberalism allegedly did to blue-collar workers. 

I have a lot of quibbles with that characterization of globalization, but I think the “unified bloc of billionaires” worldview is politically naive in a way that’s more problematic. 
Do billionaires have common class interests? Of course. At the same time, Musk is currently engaged in an intense legal struggle with Sam Altman and OpenAI. Everybody is angry at Jeff Bezos right now because of the split screen of his handling of the “Melania” documentary and the Washington Post, and that’s fair. But Bezos is also the closest thing that Musk has to a competitor in the space launch game. Altman and OpenAI have a close business relationship with Microsoft. Bezos and Amazon have a close business relationship with Anthropic. Google integrates a leading A.I. lab with a leading conventional technology company. There are lots of billionaires whose wealth comes from companies that could be put out of business by rapid advances in A.I. 
My point here isn’t “not all billionaires” or even that some billionaires are great people who are highly charitable and working to make the world a better place. It’s to observe that even though I don’t find the behavior of Musk or Altman or Bezos during the Trump II Era to be particularly admirable, it’s still the case that these guys are fighting with each other in both business and politics. 
Seeing our way to a better future will require political struggle. Some of that is mass politics and broad appeals. But sharp politicians have always found ways to play powerful interests off against each other and make space for the public interest. 
Musk is trying to do something here that is bad for the country and the world and that is also bad for various non-Musk billionaires and corporate actors. We should try to put a coalition together to block him. Similarly, Trump’s various corrupt chip-export deals are bad for a partially overlapping group of billionaires and it’s important to work with them to put a stop to them. I get that “stop Elon Musk from assembling a hypothetical monopoly over space-based compute” is not quite as exciting as “liquidate the billionaires as a class.” But actual politics is just a bunch of specific things, not a bunch of vague slogans. There is a specific threat here that has specific remedies and there is a specific set of business elites who could and should be allies in addressing it. Let’s do it.
1Here’s a discussion of the general issue if you are interested.


2Notably, “bring your own generation” mandates only kinda sorta solve this if your solution regarding generation is to burn gas because you’re going to raise the price of fuel. 
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  You don’t have to imagine what a nationwide strike in defense of immigrants could look like. It’s already happened.
Everyone looking to stop ICE today has a lot to learn from the explosive mass movement that culminated in the “Day Without an Immigrant” on May 1, 2006. The spark was H.R. 4437, the Sensenbrenner bill, which passed the House of Representatives on December 16, 2005. Sensenbrenner’s bill would have made it a felony for immigrants not to have papers, while also criminalizing acts of support and solidarity.
The threat was clear and the response spread fast. As one Los Angeles protest sign put it, “You’ve kicked a sleeping giant.” In the spring of 2006, between 4 and 5 million people marched in over 160 cities. And on May 1, over a million people walked out and poured into the streets across the country. Ports slowed; classrooms emptied; restaurants, shops, and job sites went short-staffed or dark. Chris Zamora, a marcher in Los Angeles, described what that collective power felt like on the ground: “It gives me chills to be a part of it. Thirty years from now, I’ll look back and say, ‘I was there.’”
The mass marches and economic disruption worked: Sensenbrenner’s bill was killed by the Senate in late May. It was a historic victory for the immigrant rights movement and the American working class.
History doesn’t repeat, but it is definitely rhyming a lot these days. Sensenbrenner’s nightmarish vision has become a reality under Trump. The good news is that today’s fights against ICE don’t have to reinvent the wheel—we just have to learn from the last time America’s immigrants flexed their power and came out on top. Here are some key lessons from the spring of 2006.

Let Youth Lead
Before May Day 2006 became a national work stoppage, the spark jumped where sparks often jump first: young people. Thousands of high school walkouts erupted across the country in late March, showing millions that non-violent disruption was possible.
Youth catalysis is a common pattern in social movements. But this dynamic is especially prominent among immigrants because children of undocumented parents more frequently have papers, more often speak English, and more often feel rooted enough to intervene in American politics. Unsurprisingly, one study found that over 51% of May Day participants were between the ages of 14 and 28. A century earlier, it was precisely this layer of second-generation immigrant youth that led the era’s mass strikes and unionization efforts during the Great Depression.
Young Latinos also took the lead in convincing their parents to join the spring 2006 actions. Señora Pacheco, an undocumented immigrant, recalled that she participated in one of the local marches—her first ever political action—after her 11-year-old U.S.-born son convinced her to attend. Similarly, one Chicago high schooler remembered the conversation he had with his parents on the eve of May 1: “I told them how me and my friends are going to go and, if they go, it would be better ’cause at least if one more person [goes], that can make a difference.” Initially “they weren’t that into it [but eventually] they were agreeing with me, then they started to talk to me about the other stories of how they worked.”
Working-class youth today remain the most important, and relatively untapped, conduit for organizing more broadly and deeply among working people against ICE and Trumpism. In fact, kids of immigrants are even more strategically central today than they were in 2006 because fears of speaking out are exponentially higher now. At a moment when undocumented parents are often justifiably scared to leave the house for weeks on end, the responsibility of their children to lead politically becomes even sharper.
We can already see glimpses of this potential. Though most young immigrants are not yet coming to our meetings or rallies, it’s significant that Zohran Mamdani got his strongest support among these demographics: 86% of young Latinos voted Zohran, 84% of young Black people, and 66% of young whites.
In Minneapolis, the first walkouts against ICE’s surge came on January 14, when thousands of St. Paul high school students walked out and converged on the state Capitol. And high school students were the only significant layer of the U.S. population to widely respond to the January 30 calls for a nationwide strike against ICE.
Connecting with and developing the organic leaders that initiated those walkouts is one of the key tasks for any anti-ICE movement that aspires to break beyond existing activists. (Left-leaning teachers should help connect walkout leaders to organizations willing to help them deepen their activism.) This means more than having token youth speakers at press conferences or non-profit board meetings; it requires providing resources and training to student leaders, involving young people in the decision-making of the broader fightback, and taking a cue from their more risky and disruptive inclinations.
Have Clear, Winnable Demands
Inexperienced activists sometimes think that raising more demands will broaden the movement by making sure everybody’s concerns are included. And radicals frequently double down on the most ambitious demands.
While the most appropriate number of demands is always context-specific, experience in 2006 and since shows that activating millions usually depends on centering a widely and deeply felt demand that’s also winnable. Laundry lists generally only appeal to the already-converted, and it’s hard to generate mass action around transformational policies that, however righteous, everyday people don’t think can be won anytime soon.
One reason the movement spread like wildfire in 2006 is that it was united around a clear, achievable demand: stop the Sensenbrenner bill. As PBS news coverage at the time noted, “That bill, known as H.R.-4437, has been the main point of protest for most demonstrators.” Those without financial cushions or immigration papers normally only take political risks in fights with a clear path to victory.
What’s our equivalent unifying demand today? If we want ordinary people to strike this year or 2028, what do we want them to strike for?
One initial difficulty organizing under Trump 2.0 was that his onslaught of attacks demoralized people (“what’s the point of protesting, he won’t listen”) and made it hard to focus mass attention around a particular fightback, since so many fires were burning at once. As such, the best we could do was No Kings marches and Fighting Oligarchy rallies that had a central slogan, but no unifying demands or concrete next-step campaigns.
But the horror of ICE’s siege has created a new dynamic, as seen in the January 23 strike concentrated around the demand “ICE Out of Minnesota.” Similarly, organizations like the Sunrise Movement have begun scaling up winnable campaigns to demand companies like Hilton break from ICE.
If we’re going to have a real nationwide mass strike in the U.S., it probably won’t be around a long list of demands or ambitious reforms like Abolish ICE or Medicare for All, policies that are more appropriate for a presidential platform. Rather, we should orient to seizing whirlwind moments to scale up mass non-violent disruption for immediate-but-winnable demands like “ICE Out of Cities” or “Respect Our Votes” after Trump tries to steal the election.
Media Matters
Getting to scale in 2006 came from a feedback loop between local organizing and a media “air war” that made people feel they were part of something bigger. Unions, community organizations, student groups, and assorted radicals played a key role in anchoring the movement.
But Spanish-language radio was a particularly decisive accelerant, with two nationally syndicated DJs, Renán Almendárez Coello (“El Cucuy”) and Eduardo Sotelo (“El Piolín”), playing a central role in promoting the fightback. This radio push didn’t happen “spontaneously.” As one account notes, “After organizers convinced the DJs that this was an important moment, immigration reform and the upcoming rally were constant topics on their shows.” A survey of marchers at the huge May 1 rally in Chicago found that just over half had heard about it on TV or radio.
This “air war” was paired with loose, fast coordination on the ground. Foreshadowing digitally enabled movements to come—with all their scalable strengths and long-term difficulties building sustained power—2006’s actions also went viral from below among young people via text messages, MySpace, and emails.
The problem now is that the media environment is far more atomized and Spanish-language media—recently taken over by finance capital—is much more hesitant to speak truth to power. In 2006, a few DJs could create shared rhythm across cities; today, attention fractures across feeds, group chats, and algorithms. Replicating that viral spread probably requires two things: first, movement organizations treating media strategy as core work—mapping the ecosystem, building repeatable content pipelines, and coordinating amplification rather than assuming it will happen organically; and second, the biggest platforms on the left—Bernie Sanders, Alexandria Ocasio-Cortez, Zohran Mamdani—lending legitimacy and reach to campaigns that are already escalating on the ground.
This also means fights inside Spanish-language media organizations themselves. Their response to Trump’s horror show has been remarkably muted, reflecting the overall trend of corporate America to bend the knee to the new administration. Even before November 2024, the TelevisaUnivision leadership pushed positive high-profile coverage of Trump, prompting some Latino civic groups to publicly protest and demand changes. If 2006 proved what Spanish-language media can do when it acts like an organizer, the lesson for 2026 is that getting back to scale may require organizing the media.
Win the Normies
If you’re serious about building toward something like a general strike, you can’t just mobilize the already-convinced. You have to involve the mainstream masses, including people who don’t talk like activists or academics, who don’t follow movement Twitter, and who don’t want to feel like they’re joining a niche subculture fight.
The 2006 immigrant uprising learned that in real time, in part because opponents kept trying to frame immigrants as outsiders and criminals. Early on, that frame found openings. In Denver, marchers emphasized a familiar immigrant story—hard work, family, a better life—but the presence of Mexican flags and Spanish-language signs made it easier for anti-immigrant forces to paint protesters as “lawbreaking criminals unwilling to assimilate.” Organizers responded by sharpening a mainstream frame and a mainstream look: family, work, and belonging here. 
After the March protests, a sea of American flags drowned out Mexican flags, not only in Colorado but across the nation. Rafael Tabares, a senior at Los Angeles’s Marshall High who helped plan that school’s March 24 walkout, insisted that his classmates  “put away Mexican flags they had brought to the demonstration—predicting, correctly, that the flags would be shown on the news and that the demonstrators would be criticized as nationalists for other countries, not residents seeking rights at home.” This doesn’t mean everyone must perform American patriotism to deserve rights; last night’s beautiful Super Bowl halftime show by Bad Bunny showed how an expansive Pan-American vision can widely resonate in certain contexts and forms. But if you want your movement to win a majority, you have to think like a hardheaded organizer aiming at persuasion, not like an online poster fishing for likes.

Just as important was collective discipline, especially a conscious decision to avoid violence or property destruction. The marches were notable for having few arrests and virtually no acts of violence, and that mattered because mainstream coverage often scares off broad participation and sways public opinion by zooming in on the most chaotic image available, even when it’s peripheral.
Randy Shaw notes that in this respect 2006 differed from recent protests like the 1999 anti-WTO “Battle in Seattle” and the demonstrations at the 2004 Republican National Convention:
Although these demonstrations were primarily peaceful, media footage typically portrayed protesters battling police or engaging in conduct that detracted from their message. Activists often criticize the media for promoting such images, arguing that random acts are inevitable and cannot be controlled by event organizers. But such acts were absent from the immigrant rights marches of 2006.

If the goal is broad participation, you have to attract newcomers by making the action feel as safe and as collective as possible. Evelyn Flores, one of the student leaders, recalled that the sea of humanity she saw on May 1 spurred “the deepest emotions I have ever felt.” That feeling of collective power does far more to actually challenge the system than acts like vandalizing an ICE office or throwing a bottle at a cop.
Emilia González Avalos of Unidos MN put the question well on the Dig: 
Are we disciplined enough? Are we disciplined enough to remain non-violent in a peaceful escalation that takes risks, that takes sacrifice, so that we can protect the normies that are coming and being onboarded, so that they feel that they have the courage to march in below zero degrees and not shop, not go to school, not use services for a day?

Answering that question strategically is the bridge from protest to shutdown: not just anger, but collective discipline that keeps the door open for millions more to join.
This also means involving mainstream institutions like churches—and 2006 shows why. The Catholic Church mattered not only because of its infrastructure and weekly contact with parishioners, but because it could legitimize protest in moral terms and pull participation into ritual life. In Los Angeles, Cardinal Roger Mahony announced that “if the Sensenbrenner bill was enacted and providing assistance to undocumented immigrants became a felony, he would instruct both priests and lay Catholics to break the law.” Sometimes it takes a preacher to help a movement move beyond preaching to the converted.
Mainstream outreach also brings real tactical dilemmas and debates. Church leadership and major unions pushed for after-work May Day rallies that minimized job conflict, attempting to steer people away from midday disruption. Mahony waged a very public and divisive push for students to stay in class and workers to stay on the job on May Day. Debates over these tactical questions were sharp and often bitter. But you can’t avoid those tensions if you want scale; you have to navigate them with the bigger goal in mind: building enough mainstream participation, legitimacy, and discipline that a broader shutdown becomes thinkable—and then doable.
Don’t Wait for Union Leaders to Call Strikes
Unions like SEIU and UNITE HERE played a key role across the country in providing staff and resources to make local marches a success. But the call for a “Gran Paro” (Mass Shutdown) on May 1 did not come from the unions. It came from Los Angeles’ community-based “March 25 Coalition,” which in early April called for a national boycott and work stoppage on May 1: “No Work, No School, No Sales, and No Buying.”
Unions discouraged their members from participating in the May Day walkouts, arguing that they risked losing their jobs and risked sparking unnecessary backlash against the movement. As such, in cities like Los Angeles and beyond organized labor took the lead in organizing late afternoon actions accessible to those who went to work.
The labor movement’s unwillingness to support the May 1 shutdown led one March 25 Coalition member to complain that “the last weapon the worker has against the employer is the strike, and the very institutions [unions] that live or die by the strike” actively opposed the push for one. “I think it’s shameful that the supposed leader [organized labor] of the working class in America was telling [immigrants] that they should behave” and not strike.
This type of labor-community split was fortunately avoided in Minnesota. Again, it was not union leaders who took the lead: community organizations called for the January 23 day of Truth and Freedom—with its call for “no work, no shopping, no school.” But unlike in 2006, Minnesota’s progressive unions immediately responded by endorsing the day of action. This didn’t mean they explicitly endorsed striking—a move that would have constituted an open defiance of labor law. But unions like SEIU Local 26 did not discourage their members from calling in sick for the day and their endorsement of the daytime rally gave it momentum and legitimacy. The result was a powerful social strike on the 23rd. There’s no reason other cities and other unions can’t replicate this playbook.
Towards a New Upsurge
Working-class advances in the U.S. don’t generally come through slow-but-steady rhythms. In most times and places, working people keep their heads down. Every so often, however, millions of everyday people suddenly force open the gates of the political arena. In such moments of upsurge, the impossible suddenly becomes possible.
The spring of 2006 was one such upsurge. So is today’s non-violent mass resistance against ICE in Minnesota. We can’t know when exactly such a nationwide upsurge will shake the United States again—or what exactly will trigger it—but we’re moving in that direction. The brazenness and unpopularity of Trump’s regime are a very explosive mix.
There’s no magic formula for awakening the sleeping giant. But ramping up our organizing today against ICE can hasten such a working-class upsurge and position us to seize it as fully as possible. And when that giant fully awakens, nothing can stop it.


More
	Join a nationwide mass call to launch campaigns on your campus to kick off ICE’s corporate collaborators. The call is this Sunday, February 15, at 7pm ET and is sponsored by the AFT, AAUP, Sunrise, and YDSA. You can sign up here.




	Please share this article over social media and in your group chats! This free newsletter is a labor of love and depends on comrades like you to spread the word.

	Do you work at a company collaborating with ICE? Reach out to the Emergency Workplace Organizing Committee to get support organizing your co-workers to take a stand.

	Democratic Socialists of America surpassed 100,000 members! Join today.
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  Super Bowl LX was a real clunker1—say it with us now: FAAAKE MAAAYE!—but at least we got some sizzle from Bad Bunny’s halftime show, which featured Ricky Martin and Lady Gaga, an (apparently actual?) wedding, dancers dressed as bushes and electrical linemen, and an appeal to hemispheric unity featuring the flags of every American country, and a football inscribed with the slogan “Together, We Are America.”
Not everybody was impressed, however. “The Super Bowl Halftime Show is absolutely terrible, one of the worst, EVER!” Donald Trump raged on Truth Social. “It makes no sense, is an affront to the Greatness of America, and doesn’t represent our standards of Success, Creativity, or Excellence.” He went on like that for a while, but you get the idea.
Programming note: No Triad today; back tomorrow. Happy Monday.



Be Like Bad Bunny
by William Kristol
Tbh, the big sports weekend was a bit of a letdown.
Did anyone really watch Super Bowl LX to the end? And when you turned on Winter Olympics XXV, more often than not what you saw was . . . curling!?!
What’s up with that?
Actually, what is up with that? Why is curling an Olympic sport? It’s true that curling was part of the first-ever Winter Olympics in Chamonix, France, in 1924. On the other hand, it was promptly—and, if I might add, understandably—dropped, and only reappeared in the 1998 games three quarters of a century later. (No offense to curlers everywhere, but maybe it’s time for another curling Olympic time out?)
Anyway, last weekend’s sports may not have been super thrilling, but the culture war aspects were entertaining. Bad Bunny’s Spanish-language halftime show led Donald Trump to denounce him. And when some of the American Olympians said a few words distinguishing their love of their country from support for the Trump administration, MAGA-types attacked them (more on this below). Samuel Johnson, call your office: Patriotism has become the first refuge of scoundrels.
Speaking of scoundrels, I’ll note that back here in Washington, D.C., Congress doesn’t seem close to a deal on the 2026 funding legislation for the Department of Homeland Security.
Which is good news. Senate Democrats are actually pretty well positioned for the fight this week. A couple weeks ago, they were able to prevail on separating out the $64 billion DHS appropriations bill from the rest of a large 2026 funding package. They should now take the next step and make clear that they have no problem with funding the non-problematic parts of DHS—the Federal Emergency Management Agency, the Coast Guard, the Secret Service, the Transportation Security Administration, and so on. They should propose separating those out and funding them now. Such legislation could be passed before Friday, when the continuing resolution expires. And if Republicans balk, shutting down the respectable parts of DHS would be on them.
That would leave only the proposed $10 billion of 2026 funding for ICE and $6 billion for the Border Patrol unappropriated.
Good. There’s no reason to appropriate any of it. The less new funding that goes to Immigration and Customs Enforcement and the Border Patrol, the better.
The Democrats, being Democrats, seem unwilling or unable to articulate this simple and obvious position. They’re against the mass deportation of immigrants without due process. They’re against the mass incarceration of those seized on our streets without trial. They’re against the mass intimidation of Americans who disagree with the Trump administration. They’re against the administration’s interference with the 2026 elections. And they’re right to be against all these things. Congress can reduce the ability of ICE and the Border Patrol to do these things. The simplest and most effective way to do so is to reduce these organizations’ funding—or at least to reduce the increase in their funding—as much as possible.
Unfortunately, ICE and the Border Patrol have plenty of money stashed aside already. Last year’s reconciliation bill allocated ICE $75 billion and Customs and Border Protection $65 billion to be spent through 2029. Clawing back as much of that money as possible should be a priority for September 30, when the next appropriations fights happen, and especially for the next Congress, in which Democrats are likely to control the House and maybe the Senate. But for now the best Congress can do is deny Trump’s paramilitary forces an additional $16 billion. This would at least put a dent in their already built-in growth.
Democrats have demanded a host of new restrictions on immigration enforcement operations. Many of these are desirable. But it will be hard to enforce these restrictions on an administration that’s shown a remarkable willingness to ignore inconvenient laws. More important, none of the restrictions is nearly as important as simply depriving ICE and the Border Patrol of funds. The money matters most. It will be much harder for the Trump administration to spend money it doesn’t have than to evade restrictions it doesn’t like.
The people of Minneapolis have been courageously confronting the Trump administration’s bullies in the streets. The least Democratic elected officials could do is confront the administration seriously in Congress. That means doing what they can to starve the Trumpist authoritarian beast.
This won’t be easy. But my advice to Democrats would start with this: Politics in the age of Trump isn’t like curling. Don’t spend all your time sweeping and maneuvering. Speak out and fight. Be like Bad Bunny.


AROUND THE BULWARK
	The Crisis Facing Our Military… On Shield of the Republic, ERIC EDELMAN and ELIOT COHEN welcome back friend of the show KORI SCHAKE to discuss her new book, The State and the Soldier: A History of Civil-Military Relations in the United States.

	Trump 2.0’s Most Racist Moments, Ranked… The Obamas-as-apes video is the latest in a long line of racist acts and statements from this administration, writes JOSEPH RAMOS.

	How Close Were Epstein’s Ties to Russia, Really? Cathy Young breaks down what we know, don’t know, and ought to find out.

	Why Trump’s Attack on Refugees Could Hurt Grandma… It’s immigrants from “shithole” countries who care for our elderly, and nobody’s lining up to take their place, reports JONATHAN COHN in The Breakdown.

	We’re The Ones Who Said “Hell No” to Trump… On How to Fix it, HEATH MAYO of Principles First joins JOHN AVLON to examine the erosion of democratic norms on the right—and what it will take to restore constitutional limits, checks and balances, and political courage.




Quick Hits
FAILED-STATE COPS: After federal officers killed Renee Good and Alex Pretti in the Twin Cities last month, federal law enforcement prevented local authorities from investigating the matter—but insisted that they would conduct a full investigation themselves. This was a ludicrous claim to make while the entire administration was already calling Pretti and Good terrorists who’d gotten what was coming to them, but they made it nevertheless.
Now it’s becoming clear just how obscenely insufficient those investigations were. The New York Times reports that, as FBI agents were preparing to do routine forensic analysis of the scene of Good’s killing, they received orders from political leadership to stop:
The orders, they said, came from senior officials, including Kash Patel, the F.B.I. director, several of whom worried that pursuing a civil rights investigation—by using a warrant obtained on that basis—would contradict President Trump’s claim that Ms. Good “violently, willfully, and viciously ran over the ICE Officer” who fired at her as she drove her vehicle.
Over the next few days, top Department of Justice officials presented alternative approaches. First, they suggested prosecutors ask a judge to sign a new search warrant for the vehicle, predicated on a criminal investigation into whether the U.S. Immigration and Customs Enforcement agent who shot Ms. Good, Jonathan Ross, had been assaulted by her. Later, they urged the prosecutors to instead investigate Ms. Good’s partner, who had been with Ms. Good on the morning of the shooting, confronting immigration agents in their Minneapolis neighborhood.

Law enforcement refusing to investigate a crime scene because it would prove the president is lying about it is the sort of thing that tends to happen in failed and failing states. Time will tell how well that ends up describing us.


DON’T QUIT YOUR DAY JOB: One of the strangest ongoing phenomena on the right these days is the emergence of a small but robust industry selling right-wing political grievance as a lifestyle brand. Why get your phone service through Verizon when you could get it through Patriot Mobile? Why drink Starbucks when you could drink Black Rifle Coffee? Why wear Nike to the gym when you could wear XX-XY Athletics?
Last night’s Super Bowl halftime brought the most remarkable example yet. While Bad Bunny’s was ripping his Spanish-language set at Levi’s Stadium, Turning Point USA was streaming an alternative on YouTube: an “All-American Halftime Show” featuring the creme de la creme of MAGA entertainment, like Lee Brice and Kid Rock. The event drew only a fraction of the audience of the actual Super Bowl halftime, but still, millions tuned in to watch Kid Rock gyrate around and forget what song he was supposed to be lip-syncing to.
MAGA runs pretty much the entire country now, so you might think the TPUSA show’s tone would be triumphant. But perpetual political grievance is too powerful a drug to put down just because you’re winning. Brice’s song “Country Nowadays,” which he debuted for the halftime show, was about the purest distillation of the mood we’ve ever heard: “I just want to catch my fish, drive my truck, drink my beer / and not wake up to all this stuff I don’t wanna hear. . . . if I tell my own daughter that little boys ain’t little girls / I’d be up the creek in hot water in this cancel-your-ass world.” Powerful stuff!


THE GRIEVANCE OVERSEAS: Guys who view all sporting events through the lens of right-wing grievance had a lot to work with this weekend. In addition to the Super Bowl halftime show, Donald Trump and his legion of fans also found time to vent their spleen at another target: American Olympic athletes who acknowledge the modest fact that repping the Red, White, and Blue on the global stage is a little more complicated these days.
“There’s obviously a lot going on that I’m not the biggest fan of, and I think a lot of people aren’t,” freestyle skier Hunter Hess told reporters Friday. “Just because I’m wearing the flag doesn’t mean I represent everything that’s going on in the U.S.”
The president didn’t take kindly to this particular exercise of an American’s First Amendment freedoms. “U.S. Olympic Skier, Hunter Hess, a real Loser, says he doesn’t represent his Country in the current Winter Olympics,” Trump fumed on Truth Social. “If that’s the case, he shouldn’t have tried out for the Team, and it’s too bad he’s on it. Very hard to root for someone like this. MAKE AMERICA GREAT AGAIN!” Hey, does anyone know if Kid Rock can ski?


Cheap Shots

1Editor’s note: Alternatively, it was a great defensive game.
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AN UNEXPECTEDLY PROMINENT new subplot has emerged following the recent release of millions of additional documents from the Epstein files: an alleged “Russian trail.” The voluminous evidence of Jeffrey Epstein’s contacts with various Russians, some of whom had ties to Russia’s spy agencies, has led some observers to conclude that the multimillionaire financier, sex trafficker, and rapist was also an intelligence asset belonging to the Kremlin.
Citing “intelligence sources,” the Daily Mail, the British tabloid, recently reported that Epstein was “running ‘the world’s largest honeytrap operation’ on behalf of the KGB when he procured women for his network of associates.” Then, last Tuesday, Polish prime minister Donald Tusk announced an inquiry to assess whether Epstein had links to Russian espionage—and whether Russia might have Epstein-related compromising materials on various political leaders. It should come as no surprise that Tusk’s remarks gave a boost to theories that Vladimir Putin has kompromat on Donald Trump.
But as with much else in the Epstein story, the facts are often enmeshed with thinly sourced speculation. For instance, while the Daily Mail has some interesting information on Epstein’s Russian contacts, its headline contains the unsupported assertion that Epstein “had multiple talks with Putin after conviction.” But the article itself hedges this claim, saying only that Epstein “seems to have secured audiences with Putin” after his 2008 guilty plea (to two counts of solicitation, including solicitation of prostitution with a minor). A look at the relevant files shows that Epstein talked repeatedly about such meetings; but, as the independent Latvia-based Russian news site Meduza concludes, “There’s no evidence in the released files that a meeting between Putin and Epstein ever took place.” Notably, in May 2013, Epstein claimed to former Israeli prime minister Ehud Barak that he had turned down Putin’s invitation to meet:

The conference in question, the annual St. Petersburg International Economic Forum (held in June), was partly coordinated by Epstein’s pal Sergei Belyakov, who was then serving as Russia’s deputy minister for economic development. (More about him later.) This lends some credence to the possibility that there was, in fact, some talk of Putin meeting with Epstein on the forum’s sidelines. On the other hand, Putin asked me to meet, and I told him no is just the sort of thing a clout-obsessed narcissist would tell a powerful friend, and so far, no other evidence seems to have turned up in the files to support the idea that Putin made such a request.
A September 11, 2011 email to Epstein from a sender whose identity has been redacted says, “Spoke with Igor. He said last time you were in Palm Beach, you told him you had an appointment with Putin on sept.16, and that he could go ahead and book his ticket to Russia to arrive a few days before you.” “Igor” is Epstein’s then-bodyguard and personal trainer Igor Zinoviev, a Russian mixed martial arts fighter who emigrated to the United States in the 2000s (and gave a fascinating, very cagey interview to New York magazine after Epstein’s death in 2019). But once again, there is no evidence that such a meeting was ever planned—let alone that it happened.
Other emails document Epstein “desperately trying to secure a meeting with Putin,” in the words of the Independent, another British newspaper. Some of those efforts to establish a connection with Putin were made via Thorbjørn Jagland, then–secretary general of the Council of Europe (and prime minister of Norway more than twenty years earlier). In a June 2018 message, Epstein wrote to Jagland to offer his insights to Putin and by extension to Russian Foreign Minister Sergei Lavrov:

In his reply, Jagland promised to bring this up in a meeting with Lavrov’s assistant. Epstein responded with details about conversations he’d had with Vitaly Churkin, who had been Russia’s ambassador to the United Nations until his death the year before:

It is tempting to read something sinister into Epstein’s remark about how Churkin “understood Trump” after talking with Epstein—the mind immediately turns to the possibility of sexual kompromat—but it could have meant simply that Epstein had offered a fairly commonplace understanding of Trump’s transactional psychology based on his past interactions with the man.1
There is also an FBI document from 2017 recording a claim by a “confidential human source” that “Epstein was President Vladimir Putin’s wealth manager and provided the same service for Zimbabwean President Robert Mugabe.” But these are, once again, uncorroborated and unvetted assertions.


PUTIN ASIDE, EPSTEIN’S ASSOCIATIONS with several other Russian figures are worth discussing, starting with Sergei Belyakov. As previously mentioned, he served under Putin as Russia’s deputy minister of economic development; after criticizing government policies in 2014, he was removed from that job and briefly served as chair of the St. Petersburg International Economic Forum (SPIEF) Foundation, Russia’s answer to Davos.2 His relationship with Epstein antedates his time in government, continued while he was in office, and was kept up as he went on to hold high-level positions with Russian entities that focus on public-private partnerships and foreign investments.
Here’s some of what we know about Epstein’s relationship with Belyakov:
	The two men met in person several times over the years.

	Belyakov arranged for Epstein to get a Russian travel visa twice, in 2011 and in 2018, though it appears that Epstein did not travel to Russia either time. (In 2011, he canceled a plan to go to Moscow and traveled to Paris instead.)

	Belyakov put Epstein in touch with Russian finance and banking officials; Epstein introduced Belyakov to right-wing billionaire Peter Thiel.

	Epstein once asked Belyakov for help in squelching an alleged extortion attempt by a Russian model against a close Epstein associate, billionaire investment manager Leon Black. Belyakov promptly sent Epstein a file on the woman.3


Here’s another interesting wrinkle picked up by the independent Russian-language outlet Novaya Gazeta Europe: Epstein’s 2011 business visa application stated that he would be traveling to Russia at the invitation of a nonprofit called Vympel (“pennant” or “banner”). Novaya Gazeta identifies Vympel as an association for veterans of a counterterrorism unit of the FSB, Russia’s state security service and the KGB’s successor. On the other hand, Russia analyst Catherine Fitzpatrick has argued that the outfit mentioned in Epstein’s visa application is a different Vympel—there are, apparently, “a dozen Vympels in Moscow.” Fitzpatrick sees “plenty of [Russian] fingerprints on Epstein,” but also points out that would make no sense for Russian intelligence to “blow [its] cover” by openly using an FSB-affiliated organization, rather than one of its many front groups, as the sponsor of his trip to Russia.
We do know, however, that Belyakov himself has ties to the FSB: In fact, he is a 1998 graduate of the FSB Academy—meaning that he was trained alongside many Russian spies. It doesn’t mean that Belyakov was himself was ever a spy, let alone that he was Epstein’s FSB handler. The world of Russian business is saturated with individuals who have past or present FSB affiliations—and some would say that such connections are never really past. But this background certainly raises additional questions about his relationship with Epstein.


THE NEW FILES shed a bit more light on how Epstein used intermediaries to ensure a steady supply of young women from Russia (as well as Ukraine and Belarus) for his sex-and-party circuit.4 A Krasnodar-based modeling agency called Shtorm is mentioned in relation to getting work in the United States for a model named Raya—something vehemently disputed by Shtorm owner Dana Borisenko. A woman known only as Irina, whose full identity remains unknown, figures prominently in the files as a supplier of Russian and Ukrainian “Epstein girls.”

Epstein had a much more prolific supplier in Victoria Spiridonova (now Victoria Ginzburg), the daughter of a prominent Russian businessman and politician. She now lives in France and is a jewelry designer for Dior. In the early 2010s, Spiridonova was associated with the Elite World Group modeling agency and frequently recommended young Russian women to Epstein and sent him photos. Notably, in a 2011 email early in their acquaintance, she asked Epstein what he was looking for: “assistant? direct casting? or escort? all types exist but i need to know clear what you wish.” As far as we know, there is no record of Epstein ever answering the question. He did, however, insist on youth: One email complained that the model referred by Spiridonova was an over-the-hill 23.

This relationship continued at least until 2018, when Epstein wrote to Spiridonova that he was “interviewing new assistants age 20-24” and she offered to help. “Find me three canditades [sic] and we can see,” Epstein wrote back.
But Epstein’s most intriguing Russian connection may be a woman named Maria “Masha” Drokova, first introduced to him by an unknown source in March 2017 as a “wonderlady” who “will be glad to meet you and show you her current plan to conquer the world.”
Before she came to the United States, Drokova first appeared on the public scene at the age of 16 as a teenage leader in the “patriotic” Russian youth movement Nashi (the word means something like “Our People”), launched in 2005 with state-backed financing to form a cadre of pro-Kremlin youth activists. Drokova gained particular fame for a 2009 episode in which she kissed Putin on the cheek, supposedly in a spontaneous outburst of emotion, during his visit to a Nashi summer camp. But around the same time, she began to distance herself from the movement after developing friendships with opposition figures—and especially after one of her new friends, blogger Oleg Kashin, was brutally beaten in apparent retaliation for his activism.
Drokova’s journey away from Nashi—documented in a 2012 Danish documentary called Putin’s Kiss—won her some important liberal friends. In 2015, her entry to the United States on a so-called “Einstein visa,” reserved for immigrants of extraordinary ability, was cosponsored by tech investor Esther Dyson5 and former U.S. ambassador to Russia and vocal Putin opponent Michael McFaul. Drokova’s new role as a tech startup investor in San Francisco became the subject of a glowing profile in the Wall Street Journal in May 2017—days before she first emailed Epstein with a pitch for rehabilitating his image in the #MeToo age.
Drokova’s connection to Epstein was first explored by investigative journalist Seth Hettena in 2021. Drokova, who spoke to Hettena at the time, minimized this connection and asserted that she merely “did some PR work for Epstein as a favor but was never paid by him.” (Henna believes that she was the likely recipient of Deutsche Bank payments from Epstein marked as going to a “Russian publicity agent”; Drokova told him it was a different publicity agent whom she couldn’t safely name.)
In fact, as the Epstein files show, Drokova actively offered Epstein her public-relations services. Her proposed strategies included writing an autobiography (“If you tell more details about how you started and struggled . . . it will make audience like you”), sponsoring a documentary about Epstein’s philanthropy and support for science (“This can also be done as [if] it’s been secretly filmed and you didn’t know it”), and recruiting his friends in the science community to speak on his behalf (“I didn’t see them supporting you in media during the scandal and I think this should be improved”). Also: going on Instagram and YouTube and “supporting gender equality organizations/leaders empowering women.”
A few months later, Drokova sent Epstein more ideas, such as getting the director of Putin’s Kiss, Danish filmmaker Lise Birk Pedersen, to direct an Epstein documentary, or maybe having someone do a Jeffrey Epstein feature film. (The mind boggles.) She also suggested an annual “Epstein Prize” in science (“If you make it bigger than Nobel Prize and support with the ceremony where you’ll invite celebrities from different areas”) and an “antiharassment foundation” to offer women “legal support and career advice”:
If you convince 4-5 public figures to join it it’ll create good [sic] and improve image among women. Also you’d have an access to huge pool of ambitious women-fighters. You can recommend best of them to hire to your business partners or even hire for yourself.

It’s not clear in what capacity Drokova envisioned Epstein and his partners hiring those “ambitious women-fighters.” In any case, he apparently never took her up on any of these ideas, but their contacts continued.6 In December 2017, Drokova asked Epstein how she could find out details about the rumored “coming wave of sanctions against tech companies with R&D in Rusia [sic] (basically any, not necessarily affiliated with Ru government).” The following month, she sent him a gushy birthday message complimenting him on his intellect, “humor and charisma” and “big heart,” calling him “one of the brightest modern philosophers and thinkers” and offering to hook him up with a sex guru as a birthday present. (There’s no record of Epstein’s reply.)
Their last chats on Skype and last in-person meeting took place in late June 2019—less than two weeks before Epstein’s final arrest for sexual trafficking of minors. In a bizarre private exchange on Skype, Drokova sent Epstein pictures of herself taken on a recent trip to Paris that she said she couldn’t share on social media. The chat ends with Epstein requesting nudes and Drokova responding, “Next time I’m in Paris!”
In a long piece published last July about Epstein’s Russia connection, French international relations professor and Russia specialist Françoise Thom suggests that Drokova’s defection from Nashi was faked—that it was a ploy to send her to the United States as an infiltrator to help funnel Russian money into Silicon Valley tech ventures. Some of Thom’s evidence is tenuous and speculative. However, in December 2022, Drokova was mentioned (under her married name, Bucher) in a Washington Post report on expatriate Russian investors who were being investigated for possible participation in “a covert effort to aid their native country in developing cutting-edge technologies such as quantum computing and artificial intelligence.” It does not appear that anything ever came of those inquiries.
Is Drokova—who gave up her Russian citizenship in 2022 after the Russian invasion of Ukraine, likely at least in part to avoid sanctions—still a Kremlin loyalist and a canny infiltrator? Hettena notes the curious fact that her former Russian boss, pro-Kremlin blogger Konstantin Rykov, defended her against charges of being a “traitor” to Russia in a social media post in March 2017, noting that “she doesn’t rant, she creates” and asserting that she was helping “several Russian start-ups” thanks to being “integrated into American business.”
Would Rykov (who, for what it’s worth, was actively implicated in Russian interference in the 2016 U.S. election) publicly identify Drokova as essentially pro-Russian if she was, in fact, a Kremlin infiltrator? A “hiding in plain sight” tactic cannot be ruled out. But, of course, it’s also possible that Drokova is not a Russian agent but a canny grifter. Hettena notes that among her efforts was a project, reported in 2018, to boost business productivity by helping entrepreneurs “fall in love,” setting them up on dates, or even sending them to “sexual energy retreats.”
Drokova’s relationship with Epstein was also explored in a segment on the Epstein files’ “Russian trail” on the exiled Russian media outlet, TV-Rain. It poses that Drokova’s Nashi background is circumstantial evidence of an Epstein-connected honeytrap operation, since Nashi has been accused of dabbling in such activities: The group is believed to have been behind a 2010 scandal in which several Russian opposition figures were lured into sexual encounters that were secretly filmed and later publicized. Two years later, there were also credible reports from independent Russian media—which still existed at the time—that Nashi founder Vasily Yakemenko had been using the organization to recruit young women for sex work.
Even so, none of this leads directly to Drokova herself, and nothing in the Epstein files—so far—indicates that she played such a role.


ULTIMATELY, AT LEAST SO FAR, the available information on Epstein’s ties to Russia is infinitely frustrating. Some, like Françoise Thom, connect enough dots to be convinced that Epstein was at the center of a major, intricate, multiyear FSB honeytrap operation. (Thom even sees an additional clue in Epstein’s association with Ghislaine Maxwell, whose father, the late media tycoon Robert Maxwell, was openly Soviet-friendly and suspected of ties to the KGB.)7 Others see a shady finance operator and sexual predator who had a number of equally shady Russian characters in his orbit, some of them involved in the sexual trafficking of young women from Russia and other former Soviet republics—but with no proof of an intelligence angle.
“Everyone sees what they wants in those files,” Russian émigré political analyst Stanislav Belkovsky said in a YouTube interview, pointing out that “many Kremlin-adjacent commentators” have focused on a one-line comment in Epstein’s email to banker Ariane de Rothschild shortly after the February 2014 “Revolution of Dignity” in Ukraine observing that “ukraine upheaval should provide many opportunites [sic].” To Belkovsky, the files suggest that Epstein “was a collector of various contacts, communications, and names in order to pass himself off as someone he wasn’t”—that is, as an influential player in world affairs. TV-Rain analyst Mikhail Fishman also concludes that, while a lot of Epstein’s Russian contacts raise suspicions, attempts to connect those dots, so far, yield no definitive proof of a Kremlin connection.
Not all the Epstein files have been disclosed, and the portion still to come may reveal new surprises. But it is worth noting that no U.S. intelligence sources to date, as far as we know, have flagged Epstein as a supplier of information to Russian intelligence. And, while the files certainly suggest that Epstein was compiling real or concocted blackmail material on his associates including Microsoft founder Bill Gates, there is no evidence that any of that material ended up in Russian hands.
Eventually, we may learn more—perhaps from the Polish probe mentioned by Tusk. Tracking the full extent and significance of Epstein’s Russia connections is certainly important. But it’s no less important to use the truth as a beacon of light so as not to fall so far down a conspiracy-theory rabbit hole that you can’t see your way out.
1The correspondence involving Jagland and Epstein is not from the latest batch of Epstein files but from a previous tranche of documents released in November. (Churkin, though, does also figure in the latest Epstein releases: There’s a 2016 text message thread in which he and Epstein discuss finding a job for Churkin’s son Maxim.)


2Another key figure in SPIEFF is Kirill Dmitriev, Putin’s special envoy for the Ukraine negotiations during Trump’s second term.


3The model, Guzel Ganieva, would go on to sue for Leon Black for sexual abuse while he sued her, and the law firm then representing her, for extortion. As chronicled in a 2024 Puck News report, it was an extremely convoluted and messy case, with still-ongoing litigation.


4The trafficking of women from that region for sexual exploitation has been identified as a big problem since the 1990s.


5Esther Dyson has been characterized as being “buddies” with Epstein, but that appears to be extrapolated from very limited interactions.


6In December 2017, Drokova shared with Epstein some thoughts on how smart people can be selected by genetic testing for Jewish origins: “The more Jew you are, the smarter you are.”


7Maxwell père, who died in a boating accident (or suicide) in 1991, was also alleged to have worked with British intelligence and Israel’s Mossad.



  
  
    Deep Dive

    Jeffrey Epstein

    Based on Wikipedia: Jeffrey Epstein


How does a college dropout with no credentials end up teaching physics at one of Manhattan's most exclusive prep schools, befriending billionaires, and building a financial empire shrouded in mystery? The story of Jeffrey Epstein is less a biography than a series of impossible leaps—each one stranger than the last, each one leading deeper into a web of wealth, power, and unspeakable crimes.


The Brooklyn Boy


Jeffrey Edward Epstein was born on January 20, 1953, in Brooklyn, New York. His parents, Pauline and Seymour Epstein, were Jewish and had married just months before his birth. The family was modest by any measure. Seymour worked as a groundskeeper for the New York City Department of Parks and Recreation. Pauline was a school aide and homemaker. Neighbors remembered them as quiet and humble.


Jeffrey and his younger brother Mark grew up in Sea Gate, a private gated community at the western tip of Coney Island. Within the family, Jeffrey earned the nickname "Bear," while Mark was called "Puggie." Childhood friends described young Jeffrey as "sweet and generous," though also "quiet and nerdy." A female friend later recalled him as "just an average boy, very smart in math, slightly overweight, freckles, always smiling."


But he was far from average academically. Epstein began playing piano at age five and was considered a talented musician. He skipped two grades, graduating from Lafayette High School in 1969 at just sixteen years old. He attended advanced mathematics classes at Cooper Union, then transferred to the Courant Institute of Mathematical Sciences at New York University, where he studied mathematical physiology. He left without a degree in 1974.


The Dalton Mystery


Here's where the story takes its first improbable turn.


In September 1974, at twenty-one years old and without a college degree, Epstein somehow landed a job teaching physics and mathematics at the Dalton School. This wasn't just any school. Dalton was one of the most prestigious and expensive private schools on Manhattan's Upper East Side. Its students came from New York's wealthiest families.


The headmaster, Donald Barr—father of future Attorney General William Barr—had recently departed, and the school was known for making unconventional hires. But even by those standards, hiring an uncredentialed twenty-one-year-old to teach teenagers was remarkable.


Former students would later recall troubling behavior. Epstein allegedly paid constant attention to underage female students and once showed up at a party where young people were drinking. Students often saw him flirting with the girls he was supposed to be teaching.


But something else happened at Dalton that would shape Epstein's future. He met Alan Greenberg, the chief executive officer of Bear Stearns, one of Wall Street's major investment banks. Greenberg's children attended the school. According to Greenberg's daughter, Lynne Koeppel, Epstein managed to influence another Dalton parent into advocating for him to her father.


In June 1976, Epstein was dismissed from Dalton for "poor performance." Within weeks, he had a job at Bear Stearns.


The Wall Street Ascent


Epstein started at Bear Stearns as a low-level junior assistant to a floor trader—about as entry-level as you can get on Wall Street. But his rise was swift. He became an options trader in the special products division, then moved to advising the bank's wealthiest clients on tax strategies.


Among his clients was Edgar Bronfman, the president of Seagram, the Canadian beverage giant. Jimmy Cayne, who would later become Bear Stearns' chief executive, praised Epstein's skill with wealthy clients and complex financial products.


By 1980, just four years after joining as a floor assistant, Epstein had become a limited partner. This was extraordinary. Bear Stearns partnerships were coveted positions, typically reserved for seasoned financiers with decades of experience and proven track records.


Then, in 1981, it ended abruptly. Epstein was asked to leave. According to his own sworn testimony, he had been guilty of a "Reg D violation"—a breach of securities regulations governing private placements. Despite this departure, he remained close to Cayne and Greenberg and stayed a client of Bear Stearns until the bank's collapse in 2008.


The Bounty Hunter Years


After leaving Bear Stearns, Epstein founded Intercontinental Assets Group, a consulting firm with an unusual specialty: recovering stolen money from fraudulent brokers and lawyers. He described his work as being a "high-level bounty hunter."


He told friends he worked sometimes for governments and the wealthy to recover embezzled funds. Other times, he claimed, he worked for people who had embezzled funds. The morality was flexible, the clients were wealthy, and the work was lucrative.


One documented client was Ana Obregón, a Spanish actress and heiress. In 1982, Epstein helped her recover millions that had vanished when Drysdale Government Securities collapsed amid fraud allegations.


During the mid-1980s, Epstein traveled frequently between the United States, Europe, and the Middle East. The period is murky. He possessed an Austrian passport with his photograph but a false name, listing his residence as Saudi Arabia. Why would a Brooklyn-born financier need a fraudulent foreign passport? The answer has never been fully explained.


The Intelligence Question


Some of Epstein's associates from this era would later make remarkable claims. Steven Hoffenberg, a business partner, alleged in 2020 that Epstein had been recruited in the 1980s by a defense contractor named Douglas Leese to work for British intelligence. Epstein himself told people at the time that he was an intelligence agent.


Was this true, or was it a con man's convenient fiction—a way to explain mysterious wealth and unexplainable connections?


A suggestive detail emerged years later. In 2017, a former senior White House official reported that Alexander Acosta—the United States Attorney who would eventually give Epstein a controversial plea deal—had explained his lenient handling of the case to Donald Trump's transition team with an extraordinary statement: "I was told Epstein 'belonged to intelligence' and to 'leave it alone'." Acosta allegedly said the matter was "above his pay grade."


During this period, one of Epstein's clients was Adnan Khashoggi, the Saudi Arabian arms dealer who served as the middleman in the Iran-Contra affair—the Reagan administration's secret scheme to sell weapons to Iran and funnel the proceeds to right-wing rebels in Nicaragua. Khashoggi was introduced to Epstein by Leese, the same defense contractor later alleged to have recruited Epstein for intelligence work.


None of this proves Epstein was a spy. But it establishes that from early in his career, he moved in circles where intelligence, arms dealing, and vast sums of money intersected.


The Ponzi Scheme


In 1987, Steven Hoffenberg hired Epstein as a consultant for Towers Financial Corporation, a collection agency that bought debts owed to hospitals, banks, and phone companies. Hoffenberg set Epstein up in offices in the elegant Villard Houses in Manhattan and paid him twenty-five thousand dollars per month—a substantial sum that would be equivalent to roughly sixty-nine thousand dollars today.


The two men refashioned themselves as corporate raiders, using Towers Financial as their vehicle. They made unsuccessful bids to take over Pan American World Airways in 1987 and Emery Air Freight in 1988. They traveled everywhere on Hoffenberg's private jet.


But Towers Financial was a fraud.


In 1993, the company imploded when it was exposed as one of the largest Ponzi schemes in American history. A Ponzi scheme is a type of fraud where returns to earlier investors are paid using capital from newer investors, rather than from legitimate profits. It works until new money stops flowing in, at which point everything collapses. Towers Financial lost over four hundred fifty million dollars of investor money—equivalent to roughly one billion dollars today.


In court documents, Hoffenberg claimed Epstein was intimately involved in the fraud. Yet Epstein had left the company by 1989, and he was never charged. Hoffenberg went to prison. Epstein walked away.


The Billionaire's Right-Hand Man


In 1988, even while still consulting for Hoffenberg, Epstein founded his own financial management firm, J. Epstein and Company. He claimed the firm only accepted clients with a net worth exceeding one billion dollars, though others have expressed skepticism about how exclusive he really was.


What's certain is that he landed the biggest client of his career: Leslie Wexner.


Wexner was the founder and chief executive of L Brands, the retail empire that included Victoria's Secret, Bath and Body Works, and The Limited. He was one of the wealthiest people in America. In 1986, Epstein met Wexner through mutual acquaintances in Palm Beach. By 1987, Epstein had become Wexner's financial adviser.


The relationship quickly became extraordinary. In July 1991, Wexner granted Epstein full power of attorney over all his affairs. This is an almost unheard-of arrangement between a billionaire and his financial adviser. It meant Epstein could hire and fire people on Wexner's behalf, sign checks, buy and sell properties, borrow money—essentially anything of a legally binding nature.


Epstein managed Wexner's wealth and oversaw projects like the construction of Wexner's yacht, the Limitless. He made millions in fees. He attended Victoria's Secret fashion shows and hosted models at his New York City home. He represented himself as a global talent scout for the lingerie brand—a position that would later be revealed as a tool for sexual manipulation.


By 1995, Epstein was a director of the Wexner Foundation and president of Wexner's property development company. Although never officially employed by L Brands, he corresponded frequently with company executives and wielded enormous influence.


The Island Tax Haven


In 1996, Epstein restructured his firm as the Financial Trust Company and moved its base to St. Thomas in the United States Virgin Islands. This was a tax strategy. By relocating to the Virgin Islands, Epstein reduced his federal income taxes by ninety percent.


The Virgin Islands offered something unusual: the tax benefits of an offshore haven combined with access to the American banking system. You could avoid most taxes while still moving money through major American banks. Epstein capitalized on connections at JP Morgan, particularly with banker Jes Staley, to maintain close ties with that institution's subsidiary in the territory.


By 2002, according to New York Magazine, Epstein's financial operation employed one hundred fifty people across three locations: the Villard Houses in Manhattan, Wexner's operation in Columbus, Ohio, and St. Thomas. Twenty of those employees were accountants.


The Money Trail


Where did Epstein's money actually come from? This question has never been fully answered, but some numbers have emerged.


According to Forbes, reporting in 2025, the great majority of Epstein's wealth between 1999 and 2018 came from four hundred ninety million dollars in fees—most of it from just two billionaires. Leslie Wexner paid him roughly two hundred million dollars. Leon Black, the private equity titan who founded Apollo Global Management, paid one hundred seventy million. The remaining reported income—three hundred ten million dollars—came from investment returns generated by his companies.


When Epstein died, he was worth approximately six hundred million dollars.


But questions linger. Senator Ron Wyden stated in Congress that a Treasury Department file on Epstein detailed, from a single account, four thousand seven hundred twenty-five wire transfers totaling one point one billion dollars. The file also showed extensive financial correspondence from Russian banks connected to his sex trafficking activities.


Throughout his career, Epstein engaged no fewer than seventy-five lawyers. This is not a typo. Seventy-five lawyers. The list included some of the most prominent names in American law: Alan Dershowitz, the Harvard professor and celebrity defense attorney; Kenneth Starr, who had led the investigation of President Bill Clinton; Roy Black, one of Miami's most famous criminal defense attorneys; and Jay Lefkowitz, a former White House official.


The Social Network


Epstein was, above all else, a collector of powerful people.


His address book and flight logs, released over years of investigations, read like a who's who of global influence. Politicians, billionaires, scientists, royalty—he cultivated relationships with them all. Bill Clinton flew on Epstein's private jet multiple times. Donald Trump called him a "terrific guy" in 2002 and noted that Epstein liked women "on the younger side." Prince Andrew, the Duke of York, was a regular guest at Epstein's properties.


Documents released by the House Democratic Caucus in September 2025 revealed connections to Peter Thiel, the billionaire tech investor; Elon Musk, the world's richest man; Bill Gates, the Microsoft founder; Larry Summers, the former Treasury Secretary and Harvard president; and Steve Bannon, the political strategist. The documents included over twenty thousand pages of Epstein's emails from 2011 to 2018, many involving conversations about Donald Trump.


Why did so many powerful people associate with a man whose behavior raised obvious red flags? The answers vary. Some claim ignorance. Some point to Epstein's reputation as a financial genius. Some suggest he was useful—a man who could connect people, solve problems, or make inconvenient things disappear.


And some, it would eventually emerge, shared his appetite for young girls.


The Crimes


In 2005, police in Palm Beach, Florida, began investigating Epstein after a parent reported that he had sexually abused her fourteen-year-old daughter. What they discovered was systematic horror.


Federal officials eventually identified thirty-six girls, some as young as fourteen, whom Epstein had allegedly sexually abused. The investigation revealed a pattern: Epstein and his associates recruited vulnerable young girls, often from disadvantaged backgrounds, with offers of money for "massages." The massages became sexual abuse. Some victims were then recruited to bring in more girls, creating a pyramid of exploitation.


The girls were subjected to repeated rape and sexual violence by Epstein and his associates. They were trafficked between his homes in Palm Beach, New York City, New Mexico, and the US Virgin Islands. The abuse spanned years. Dozens of victims. Systematic. Organized. Predatory.


The Sweetheart Deal


What happened next should have been straightforward: a wealthy man credibly accused of raping dozens of children should go to prison for the rest of his life.


Instead, Epstein received one of the most controversial plea deals in American legal history.


In 2008, he pleaded guilty to two Florida state charges: procuring a child for prostitution and soliciting a prostitute. The language itself was obscene—these were children, not prostitutes. He was sentenced to eighteen months in county jail but served only thirteen months. Even that was a fiction: he was allowed to leave the jail six days a week for "work release" at his Palm Beach office.


The deal was engineered by Alexander Acosta, then the United States Attorney for the Southern District of Florida. Acosta would later serve as Secretary of Labor in the Trump administration until reporting on the Epstein deal forced his resignation. When asked why he had been so lenient, Acosta allegedly offered the explanation about Epstein "belonging to intelligence."


The plea deal granted immunity not just to Epstein but to "any potential co-conspirators"—a provision that protected anyone who had participated in the abuse. Victims were not consulted or even informed. A federal judge would later rule that the deal violated the Crime Victims' Rights Act.


The Arrest


For a decade after his Florida conviction, Epstein continued his life largely unchanged. He was a registered sex offender, but he still flew on private jets, entertained at his Manhattan townhouse, and maintained his network of wealthy and powerful friends.


Then, on July 6, 2019, he was arrested at Teterboro Airport in New Jersey after returning from Paris. Federal prosecutors in New York charged him with sex trafficking of minors in Florida and New York. This time, there would be no sweetheart deal.


Epstein was held at the Metropolitan Correctional Center in Manhattan, a federal jail known for housing high-profile defendants. He was denied bail after prosecutors argued he was a flight risk with the resources to flee the country.


The Death


On August 10, 2019, Jeffrey Epstein was found dead in his jail cell.


Barbara Sampson, the New York City medical examiner, ruled his death a suicide by hanging. But almost immediately, questions erupted. Epstein had been taken off suicide watch despite a previous apparent suicide attempt. The guards assigned to check on him had allegedly fallen asleep and falsified records. Security cameras malfunctioned.


Forensic pathologist Michael Baden, hired by Epstein's brother, disputed the suicide ruling. He pointed to fractures in Epstein's neck that he said were more consistent with homicide than hanging. The prison staff's failures were so egregious that they were criminally charged, though those charges were eventually dropped.


Public skepticism was immediate and widespread. The phrase "Epstein didn't kill himself" became a cultural meme, appearing everywhere from sports broadcasts to military communications. The theory wasn't crazy: here was a man with damaging information about some of the world's most powerful people, dead in a federal facility under circumstances that strained credulity.


In July 2025, the Federal Bureau of Investigation released closed-circuit television footage intended to prove Epstein died by suicide. But when the Department of Justice released the footage, approximately two minutes and fifty-three seconds was missing. The video had been modified despite the FBI's claim that it was the raw, unaltered recording.


The missing footage did nothing to quiet suspicions.


The Aftermath


Since Epstein's death precluded criminal prosecution, a judge dismissed all charges against him on August 29, 2019. The dead cannot be tried.


But his associate Ghislaine Maxwell faced justice. Maxwell, the daughter of British media mogul Robert Maxwell, had been Epstein's longtime companion and, prosecutors alleged, his chief procurer of victims. She recruited young girls, groomed them for abuse, and participated in the crimes herself.


In 2021, Maxwell was convicted on federal charges of sex trafficking and conspiracy. She was found guilty of helping Epstein procure girls, including a fourteen-year-old, for sexual abuse. She is currently serving a twenty-year prison sentence.


Civil lawsuits by Epstein's victims have resulted in settlements worth hundreds of millions of dollars. JP Morgan and Deutsche Bank, which maintained accounts for Epstein long after his first conviction, paid substantial settlements to victims. The Wexner family gave one hundred million dollars to various causes, though Leslie Wexner has never been charged with any crime.


The Questions That Remain


The Epstein case left behind a tangle of unanswered questions.


How did a college dropout become a teacher at an elite school, then a Wall Street partner, then a financial adviser to billionaires? The career trajectory defies conventional explanation. At each stage, doors opened that should have remained closed.


Was he an intelligence asset? The Austrian passport with a false name, the claims from associates, Acosta's alleged explanation—none of it proves anything, but none of it has been explained either.


Who else participated in his crimes? The plea deal granted immunity to unnamed co-conspirators. Flight logs show numerous prominent passengers on Epstein's plane, but the distinction between those who were merely transported and those who participated in abuse has never been fully litigated in court.


Did he really kill himself? The official ruling stands, but the circumstances—the sleeping guards, the broken cameras, the modified footage—have convinced many that the truth remains hidden.


And perhaps most troubling: how did he operate so openly for so long? Dozens of victims. Decades of abuse. A previous conviction. And still, the powerful kept visiting, the money kept flowing, and the system kept failing to stop him.


The Epstein case revealed something uncomfortable about how power works. Enough money buys not just luxury but impunity. Enough connections make you untouchable—or nearly so. And when you threaten to expose those connections, you become dangerous in a way that wealth alone cannot protect against.


Jeffrey Epstein is dead. Ghislaine Maxwell is in prison. But the full story of who knew, who participated, and who protected this operation may never be told. The powerful have long memories and longer reach. And some secrets, it seems, are meant to stay buried.
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When I think about ways that my life has changed for the better in recent years thanks to technology and economic growth, I’d have to say that the rise of food delivery apps is really up there. 
In the very recent past, basically the only food that you could get delivered to your house in small quantities was pizza or Chinese food. It wasn’t impossible to get some other genre of food delivered, but outside of Manhattan it was pretty hard. 
The reasons for this were varied, but one was a basic chicken-and-egg problem. People were accustomed to Chinese and pizza having delivery options, but not to other cuisines. So if an Indian restaurant decided to employ some delivery drivers, they would face the problem that potential customers wouldn’t realize they could call the restaurant and order delivery. And part of what the apps have done is resolve this basic discoverability problem. 
Now, if the family finds ourselves (as we did late last summer) unexpectedly spending the night in Worcester, Mass., it’s easy to fire up DoorDash and have some sushi sent to our hotel rather than being limited to whatever happened to be immediately adjacent. 
That being said, while one reason that I am a pretty heavy user of DoorDash is that I find it to be a useful and convenient service, another is that I am an affluent middle-aged dad. Paying someone to go to a sushi restaurant, pick up food, and deliver it to your hotel room is, in the grand scheme of things, a high-cost way of getting a meal. 
Like many people, I was struck by some of the anecdotes in Priya Krishna’s recent New York Times piece about heavy DoorDash users that featured people of much more modest means spending heavily on meal delivery. Near the top, for example, she profiles a young woman who says she spends between $200 and $300 per week on meal delivery while earning about $50,000 per year. 
I think it’s fair to say that if you’re spending upwards of a quarter of your gross salary on meal delivery, you are making some imprudent life decisions. 
That said, there are hundreds of millions of people in this country, and the fact that you can find an article’s worth of examples of a given behavior does not demonstrate that it’s a socially significant trend. I think the evidence is pretty clear that spending on restaurant meals in general has gone down relative to incomes, so in the aggregate more spending on high cost modes of dining like DoorDash reflects growing affluence — real median household income reached a record high in 2024, and all signs are that it grew higher in 2025 —&nbsp;rather than growing imprudence. 
But the discourse around this article generated a lot of interesting (mostly inaccurate) claims about relative costs and economic trends, and I think it underscores something important about contemporary inflation dynamics: 

As consumers become richer our consumption patterns change less in response to shifts in the prices of staples, which means that annoying cost increases can be stickier. 
Americans are getting richer and less thrifty
One woman in San Diego is spending herself into penury on delivery apps, but is this representative of Americans’ spending behavior? Confirming and extending Derek Thompson’s point, the answer is pretty clearly no. 
The Bureau of Labor Statistics characterizes food spending as either “at home” (purchased at a grocery store) or “away from home” (purchased at a restaurant — meaning that delivery counts as away from home), and you can see that both types of food spending have declined relative to incomes over the past 40 years. 

You can slice this data more finely across the age or income distribution, but Mike Konczal shows that the pattern is broadly the same for everyone. 
Note, though, that this claim is different from the one that I hear from many Zoomers on social media (but was also advanced and then deleted by economic historian Adam Tooze), which is that ordering delivery is actually cheaper than cooking at home because groceries are so expensive these days. 
Just logically, that’s obviously not true. If you go to the grocery store, you can buy fruit that’s been pre-cut into chunks, and that is certainly more expensive than buying whole fruit. You can buy chicken pieces, and that is more expensive on a per pound basis than buying a whole chicken. Buying the pre-cut food is convenient, but you’re paying someone to cut your food for you. And paying someone to not just cut it up, but to cook your entire meal for you and then someone else to deliver it is a lot more expensive than going to the store and buying food yourself. 
What you’re seeing with both lines on the chart is that Americans are becoming richer, so spending on basic staples is falling relative to incomes. 
Konczal says the upshot of all this is to “stop blaming DoorDash for the affordability crisis.” I don’t really know what “blaming” means in this context. Affordability has become an important piece of political sloganeering, but it’s not a well-defined concept. And while I have no objection to political actors talking about an “affordability crisis,” the broad fact pattern is that incomes have risen faster than prices across basically all relevant time frames. The data debunks the idea that Americans have on average DoorDashed themselves into bankruptcy, but that exact same data is just saying that real incomes have risen, so I continue to believe that “affordability” is just public anger at nominal prices and thus in some sense not really a solvable economic policy problem at all. 
What I think is not debunked at all by these time series is the observation that people have become less thrifty over time as a result of being richer. 
There’s nothing wrong with becoming less thrifty as you get richer. I make more money at 44 than I made at 24, and as a result I am less thrifty. The average 24-year-old American in 2026 makes more money than the average 24-year-old American did in 2006, so it’s completely reasonable for today’s 24-year-olds to be less thrifty than I was at their age. 
But at the same time, my “get off my lawn” view that people complaining about the price of app-based food delivery don’t realize how good they’ve got it still holds. I hear people saying that they’re too busy or too stressed to cook at home, but when I was a broke and lazy single man, I ate a lot of Amy’s Burritos. 
The reason to DoorDash rather than eat frozen meals is that the DoorDash food tastes better. Which is fair enough. But if you wanted to be more frugal, you could (and so could I for that matter).
The transformation of American cooking
I think a notable subplot in this discourse is the steady transformation of the social and practical significance of cooking in American life. 
To generalize a bit, traditionally, most people cooked because they needed to eat, and buying and cooking food was the cheapest way to accomplish that. But if you look at contemporary cooking-oriented content, it’s clear that the people reading this stuff and cooking these recipes are not primarily focused on feeding themselves at minimum cost. 

This trend isn’t new. Megan McArdle wrote a good piece back in 2011 about how Americans’ kitchens and appliances keep getting nicer even as Americans are in practice cooking less. 
That, again, is the privilege of affluence. People need to eat but they also need hobbies. Equipping yourself with nice stuff and attempting to make kimchi ramen or shrimp po’ boys at home as an aspirational project is a totally reasonable thing to do with your time. But this is not how our grandmothers cooked or really why they cooked either. 
It’s occurred to me during the DoorDash Discourse that the rise of this kind of content may be obscuring from young people exactly how cheap and lazy you can be if you want to. 
There’s a Kenji’s Cooking Show episode titled “Ragù Bolognese Is Easy, Actually” that calls for pancetta, three kinds of ground meat, and features observations like “if using store-bought stock, sprinkle it with a couple tablespoons of gelatin and set it aside until the gelatin is hydrated before using it.” I have made this recipe and it’s very good, but you can also just brown some ground beef or sausage and pour in some jarred tomato sauce. 
I personally really enjoy elaborate food-science content, like this video where Chris Young freezes a tomahawk steak with liquid nitrogen and then deep fries it, but I have no intention of ever actually doing this, any more than I’m going to camp with no tent or sleeping bag in the Alaska winter. 


Which is all just to say that there’s nothing wrong with zany food content, and also nothing wrong with cooking ambitious and aspirational recipes at home, and also also nothing wrong with leveraging modern technology to get premium food delivered to your home. These are all, in their ways, responses to living in a richer society with more abundant food — the very same thing that was making Americans steadily fatter until GLP-1 medications came along — and it’s good that we get to live our lives in more frivolous ways than our parents and grandparents did. 
It’s just bad if people get confused about what’s going on, or actually lack the knowledge of how to respond to hardship. 
Dining alone
I also think there’s something a bit harmful about heavily politicized, quasi-conspiratorial content, like Helaine Olen suggesting it’s nefarious for a company to operate at a loss until it achieves adequate scale to become profitable. 

People should feel good about their ability to get meals delivered, something that was not obtainable 10 years ago. And if they don’t feel good about it, then they shouldn’t do it. We have this whole new category of luxury consumption, which is mostly good, but if you’re financially stressed you should know that you can get by without it. 
What I do find a little more distressing is the evidence from the National Restaurant Association that delivery is growing at the expense of eating in restaurants.
I will confess that I also go out to eat with friends less than I used to. But in my defense, what happened is that I became a parent and so did most of my friends. That’s a life cycle event that has always put a crimp into dining out. 
Still, I like to join friends for a meal now and again — the whole family went out to dinner with friends over the weekend —&nbsp;and people are having fewer kids than ever, so that can’t actually be the macro-scale reason for more delivery. I think a real problem in our society is that people in the bottom half of the extraversion distribution face an increasing dilemma around the short-term vs long-term tradeoffs with socializing. There has never been a better time to be alone in your house, but people are still a lot happier and better off in the longer run if they maintain strong relationships. 
It’s not anybody’s fault per se that we keep inventing more ways to conveniently pass the time alone. 
But I do think it means that many of us need to become more mindful about ensuring that we’re maintaining relationships. And also that those of us in the political commentary game need to remind the world that government and politics aren’t going to give you a meaningful life and a strong community; you need to do that for yourself. 
The increasingly stubborn consumer
As loyal Slow Boring readers know, I have been right about some things.
I’ve also been wrong about some things, and one thing that surprised me was how bad inflation got in 2022. 
Part of what I got wrong is that I believed that if demand for durable goods started outstripping supply and prices soared, people would just refuse to buy stuff. There’s a point where you think to yourself, “Sure, I could buy this extremely expensive couch — I saved up a bunch of money during the pandemic because I wasn’t going out and traveling and doing stuff — but the price is insane and I refuse to do it.” That kind of “fuck you, I’m not buying that” dynamic just did not kick in to the extent that I was expecting. People got quite upset about high prices, but they really did have extra money in the bank and they kept spending down their savings and being angry. 
Looking at soaring beef prices recently, I was interested to see that the beef / chicken spread has become enormous over the last few years. 

Rising beef prices are a complicated story (I have not done an article about this because I’m not sure I have adequately explained it to myself), but clearly at least part of the issue is that Americans keep buying beef even though it’s gotten really expensive. 
If such a large spread had happened when I was a kid, I think my mom would have just said we’re having chicken for dinner. More to the point, America’s collective moms would have said that. And beef-to-chicken switching would have put upward pressure on chicken but downward pressure on beef (which indeed is what happened in the mid-1990s) and generally kept things in check. But because buying groceries is the low-cost food option in a society where overall food spending is a shrinking share of household budgets, people can afford to be increasingly stubborn about this kind of thing. 
The price goes up, and people keep buying. They’re not happy about it, but they’re also not changing their consumption behavior, so the price keeps going up. 
This is a response to living in an increasingly affluent society, but we should also think about the fact that information technology and A.I. will make it increasingly possible to deliver customized prices. 
Because the people inclined to want to do more business regulation are mostly left-wing, and left-wing people know that you’re supposed to care about the poor, I mostly see worries about price discrimination expressed in terms of concern about the impact on those with the lowest incomes. But in a world of fixed prices, price-insensitive people (who are disproportionately affluent) free ride to an extent on the diligent shopping habits of the thrifty (who are disproportionately poor). 
If we get supercharged pricing algorithms, it will mostly be the consumer surplus of the rich and lazy that gets clawed back by more sophisticated vendors. 
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Miami, Florida
MARYSE, 56, HAS BEEN A HOME CARE WORKER in the United States ever since she moved here from Haiti sixteen years ago. Over the years, she estimates, she’s cared for more than two dozen people. Most have been seniors in physical or cognitive decline—among them, a Purple Heart recipient who had served in the Army and a former pilot who had flown missions over France and Africa during World War II. She has also cared for younger people with physical disabilities, including one who had cerebral palsy and another who had suffered severe head trauma in a car accident.1
It was not the career Maryse once imagined for herself, she told me last week. Back in Haiti, she was a journalist. But that was before a 2010 earthquake killed an estimated quarter million people and destroyed more than half of Haiti’s infrastructure, plunging the island nation into a state of extreme deprivation and violent anarchy.
At the time of the quake, Maryse was staying with family in the United States, her two children in tow, wondering what kind of life waited for them back home—or if they could even survive there at all. That’s when the Obama administration granted Haitians “temporary protected status” (TPS), a designation that allows foreigners to stay and work in the United States legally when their home country has become dangerous because of natural disaster, armed violence, or other “extraordinary” circumstances.
Maryse’s priority at that point was providing for her kids, and her English wasn’t good enough for media work in the states. At her sister’s urging, she says, she enrolled in classes to become a certified nursing assistant, following a well-worn path for Haitian immigrants who knew the high demand for caregivers meant it would lead to reliable employment—and who frequently saw caring for others as a calling, not just a paycheck.
The work has never been easy or simple. A typical day will involve some combination of cooking and driving, bathing clients (home care workers typically don’t refer to them as “patients”) and helping them with the toilet. Sometimes the most important thing is to provide simple companionship, she told me, whether it’s on a walk in the park to hear old stories or in front of the television to watch Wheel of Fortune.
The job is almost never just eight hours a day. The challenges include dealing with the physical strain of lifting adult human bodies. But Maryse says she doesn’t have a problem with what you might imagine as the jobs’ more difficult aspects, like the ickier parts of bathroom duty or the emotional drain of getting to know people just as they are in the twilight of their lives. “I really like helping these people and it reminds me how vulnerable we all are,” she said. “I do it with as much heart as I can.”
But these days Maryse has been preoccupied with another subject: Donald Trump’s anti-immigration agenda, and what it would mean for people like her.
An order that Homeland Security Secretary Kristi Noem issued in November revoked TPS for the roughly 330,000 Haitians who have it. And while a federal judge blocked that order right before it was to take effect last Tuesday, the Trump administration says it plans to appeal. At least for the moment, the administration is also ignoring pleas from a coalition of pro-immigration advocacy groups and high-profile Democrats—along with the occasional swing-district or -state Republican—to relent.
Trump’s determination to get these Haitians out of the country is a subset of his larger project to rid the United States of refugees from what he calls “shithole countries.” The way he and the MAGA faithful tell it, the Haitians are a burden on American society and a threat to its culture—a “filthy, dirty, disgusting” group of people so depraved that, as he infamously said during the 2024 campaign, they were eating their neighbors’ dogs and cats.
But just as the pet-eating story was apocryphal, Trump’s portrayal of the Haitian community’s role in society is way off—especially in places like South Florida, where so many Haitians are providing support for some of the most desperately needy people in society. If the refugees lose their right to stay they won’t be the only ones to suffer.


IT IS DIFFICULT TO IMAGINE what care for seniors and people with disabilities would even look like without a large immigrant component. While foreign-born citizens and noncitizens account for just 17 percent of the adult workforce, they make up 28 percent of the total direct care workforce, according to analyses by the policy research organizations KFF and PHI.2

This is not a case of immigrants taking jobs from Americans, most economists say. It’s a case of immigrants taking jobs Americans don’t want, because there are easier ways to make a living. “There are these other jobs—even fast food sometimes—where you can have more predictability and stable hours, and make similar money,” Robert Espinoza, a distinguished fellow at the National Academy of Social Insurance, told me.
That’s a good argument for raising pay and improving conditions for care workers, as labor unions and other advocates for workers have long argued. But doing so would require the kind of legislation and financial commitment not likely to come from a president and a Congress who spent the last year hacking away at Medicaid, the nation’s largest financier of long-term care. And even if a substantial new investment in caregiving were in the offing, it’d be unlikely to meet the needs that exist already, let alone in the future given America’s steadily aging population.
This kind of in-depth reporting and analysis—so important to the future of our democracy—is made possible by the support of our Bulwark+ members. If you’re not already a member, consider joining today at 20 percent off the regular price.

“There are literally millions of people who rely on immigrants for their basic care needs every single day,” Ai-jen Poo, president of the National Domestic Workers Alliance, told me. “With the growth and demand for care work, particularly in the home and community where most people want to age . . . I don’t see how we meet anywhere near the demand without a really strong presence of immigrant care workers.”
She’s not the only one who thinks so. A 2025 analysis from the (left-leaning, pro-labor) Economic Policy Institute found that if Trump succeeds in his goal of deporting 4 million people in four years, the number of direct care workers would shrink by 400,000.3 And while those sorts of projections are hardly an exact science, they are consistent with warnings from leaders of Florida’s care industry, where one group of immigrants—Haitians—constitutes a crucial part of the workforce now at risk because of Trump’s threat to revoke TPS.
“I wouldn’t say that a lot of [facilities] are going to close their doors, but from the providers that we’re seeing and hearing, it’s definitely going to raise prices and it’s definitely going to increase the waiting lists, which is a bigger issue,” Luis Zaldivar, project director at the American Business Immigration Coalition, told me. “Nursing homes have very long waiting lists to get in—and with this, they are just going to get longer.”
Zaldivar cited as an example some recent statements from the director of a Palm Beach County nursing home. In interviews with the New York Times and Miami Herald, the director said many of her Jewish residents were distraught at the prospect of losing their Haitian caregivers—and asked if they could hide them, as some gentiles had done for Jews during the Holocaust. “There are many others who would like to speak up, but are afraid of retaliation,” Zaldivar said.
Two weeks ago, Zaldivar stood at a press conference alongside Thomas Wenski, who as Miami’s archbishop has a formal supervisory role for Catholic Health Services—a major supplier of home care services for South Florida. Wenski told me during an interview last week he’s seen firsthand the indispensable role Haitian workers play—not just by filling employment slots, but by providing the kind of care the most vulnerable people need.
“If you have your grandmother or your mother in one of these nursing homes, and the care that is being given to them is by a Haitian worker, you come to appreciate their contribution,” Wenski said. “They come from a very traditional society in which grandparents and elders are very much respected. The extended family is very much alive in Haiti, and the values of that are reflected in their work.”
I heard the same thing from others—including Tessa Petit, who came to the United States from Haiti in 2001 and now leads the Florida Immigrant Coalition. She told me about a Haitian proverb, Bourik fè pitit pou do l poze, that translates roughly as “the donkey has little ones to rest her back” and that conveys the expectation children will care for their elders.
“Everywhere around the country, people will tell you that Haitian workers are very empathetic, they’re supportive,” Petit said. “No job is too belittling when it comes to taking care of sick people, and taking care of their elders. Why? Because it comes from a culture where our older folks stay home and care for them. It’s normal to care for your loved ones.”4


THE FEDERAL JUDGE WHO BLOCKED Noem’s order last week determined that the secretary acted, “at least in part,” out of “racial animus,” and failed to conduct the kind of careful analysis necessary to make an informed decision about whether Haiti’s conditions had improved enough to make return safe. But while the judge had sound reasons to reach all of these conclusions, there’s no guarantee her ruling will hold up on appeal..
That is why advocates keep talking about the decision not as a victory but as a reprieve, and are focusing on rallying political support. That includes pressuring lawmakers to support a discharge petition in the House, filed by Massachusetts Democrat Ayanna Pressley, that would force House leadership to bring to the floor legislation extending TPS for Haitians.
As of Saturday evening, the signers included 127 Democrats and a lone Republican, Maria Elvira Salazar, whose Miami-area district (like Pressley’s) has a significant number of Haitian voters. But organizers told me they were hopeful of rallying the rest of the Democratic caucus—or at least most of it—and then flipping a handful of Republicans in vulnerable districts that also have large numbers of Haitian immigrants. (One likely candidate is Mike Lawler, the New York Republican who has already indicated his support for maintaining TPS.)
A bill passing the House would still need to get through the Senate, and then get Trump’s signature. That’s hard to fathom. The only shot might be attaching a TPS extension to must-pass legislation—and then convincing Trump (or people around him) that his crusade against Haitian refugees isn’t worth the political costs of alienating voters in states like Florida, New York, and Ohio where the local impact of ending TPS could be enough to swing votes in contested congressional races.
That kind of hard-nosed calculation is necessary because Trump has made so abundantly clear his desire to expel immigrants who hail from countries like Haiti. But he and his party still depend on the political support of people who may not have thought through what a crusade of mass deportation would really mean in practice—or how it might affect themselves or their loved ones if they someday need care.
“We do the job that nobody wants to do, with low pay, and we are proud of doing that,” Margarette Nerette, a vice president in the Florida chapter of 1199SEIU United Healthcare Workers East, told me. “We become their mother, their grandmother, their sister, their brother. We feed them, we clean them, we put them in the chair, we put them in bed. That’s awesome. When they are happy, we know it. When they’re not happy, we know it too. Because we are there for them.”
1Maryse asked that we use only her first name for this article.


2The “direct care workforce” includes employees of nursing homes and assisted living facilities, as well as workers who care for people in their homes.


3Not all of the vanishing workers EPI projects would be immigrants leaving the country or dropping out of the formal workforce. About 120,000 would be U.S. workers—in part, because of the way labor shortages in the care industry would ripple through the economy.


4Haitians aren’t the only immigrant group with a reputation for a strong caring ethos. Filipinos have also had that reputation, enough that there’s a well-known pipeline for nursing from the Philippines.
Ai-jen Poo, who has also written a book called The Age of Dignity, told me that “Different cultures around the world treat aging and caregiving differently, and some cultures really uphold and uplift older populations. . . . That is a cultural norm that we do not have in our country. But coming from that cultural norm into ours, I think it really delivers people right into a sense of calling.”
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  Decolonization, in other words, signifies the biggest reconfiguration of world politics ever seen.
—Martin Thomas The End of Empires and a World Remade: A Global History of Decolonization (2024), p. 7

Reports of the end of decolonization, like Mark Twain’s death, are greatly exaggerated.
Many would say decolonization was that three-decade period between 1945 and 1975 when European colonial empires disappeared and were replaced by independent nations. In the centre of that thirty year period stood the 1960 UN General Assembly  Declaration on the Granting of Independence to Colonial Countries and Peoples, monitored through a Special Committee on Decolonization. Eighty former colonies have joined the United Nations. Some would say that after 1989 former colony-like entities of the former Soviet Union and Communist bloc also joined the United Nations. This process drove the increase in UN membership in phases from the original 51 members of 1945 to 144 members in 1975 and the post-Cold War surge to 193 members by 2011. Since 1945 the number of people who lived in territories that were dependent on colonial powers fell from 750 million people (a third of the world’s population then) to fewer than two million (one fortieth of one per cent of the world’s population today).  All these states enjoy formal sovereign equality under the UN charter, and all these peoples attained the independence, in the words of the 1960 UN resolution to, “for their own ends, freely dispose of their natural wealth and resources without prejudice to any obligations arising out of international economic cooperation, based upon the principle of mutual benefit, and international law.” At least they did so in principle. 

But the historical reality was different. Most of the new states were constrained in how they disposed of their resources. One champion of national independence and freedom, the USA, prioritised its power and primacy above all other nations. The USA was also paradoxically one of the remaining colonial powers. Seventeen non-self governing territories remain today, controlled by the NATO allies of USA, Britain and France. The gap between formal jurisdictional equality and real independent power for post-colonial states remains. Many assume, when they use the term ‘vassal state’, that even former European colonial powers - including Britain and France - have been re-colonised by the USA because they do as they are told by the White House. More substantially, many scholars point to Western domination of the world through ‘neo-colonial’ practices of subjection through economic practices, military integration, international organisations dominated by former colonisers, biased application of international law, and cultural hierarchies.
Decolonization did not end in 1975 with Portugal’s withdrawal from Africa and East Timor. It stalled in the 1980s as its powerful backers, the Soviet Union and China, withdrew from anti-imperialist ideologies. It dragged on after Britain left Hong Kong and Portugal farewelled Macau in 1999. It became ensnared in the international liberal rules-based order and liberal Western globalization. It re-emerged in new form in the 21st century with the formation of BRICS and talk of a new multipolar world. Since 1975, however, the bell tolling the death of colonialism has rung many times. In 1990, the UN General Assembly rang the bell with an International Decade for the Eradication of Colonialism (1990-2000). Thirty years later, in 2020, the General Assembly declared the period 2021-2030 the Fourth International Decade for the Eradication of Colonialism. A fifth decade seems almost certain since France still holds New Caledonia, Britain clings to the rock of Gibraltar, and the USA plants military bases in every ocean and continent, and dreams of planting the stars and stripes on Mars. 
Reports of the death of colonialism are greatly exaggerated, and yet decolonization transformed the world. The changes were messy but undeniable. European and North American ‘great powers’ withdrew from direct rule of one-third of the world’s population. Anticolonial nationalists took control of the government apparatus in Asia, Africa and the Americas. The Cold War took shape around the anticolonial struggle as resistant Euro-American empires allied against the challenger anti-imperial Communist bloc. Within new nations, separate claims for nationhood, even in Europe, asserted themselves, applying the same decolonising logic against the decolonisers. “Decolonization,” wrote Martin Thomas, was “the biggest reconfiguration of world politics ever seen.” 
“It stands alongside the twentieth century’s world wars, the Cold War, and the longer arc of globalization as one of the four great determinants of geopolitical change in living memory.” 
—Martin Thomas The End of Empires and a World Remade, p. 3

Indeed, I would argue that the wars of the twentieth and twenty-first century are the earthquakes generated by chthonic forces of globalization and decolonization.  They spiral and intersect together like our modern history’s DNA.
As Thomas wrote,
“usually portrayed as disintegrative, decolonization was anything but. Instead, decolonization is intrinsically connected to globalization, whether that is conceived as a process of increasing global connectivity or as competing ideological visions of how the world might be reconfigured through economic, cultural and political exchange. The conditions and possibilities of globalization—or rival globalizations—assured the supporters of decolonization greater access to essential resources, to wider networks of influence, and to global audiences. But globalization could also hinder.” 
—Thomas, The End of Empires and a World Remade, p. 4

Indeed, globalization hindered mightily for approximately thirty years between 1975 and 2005, as a ‘born in the USA’ neoliberal ‘globalist’ variant took hold, in part directly in response to decolonization’s challenge to the West’s dominance, as Quinn Slobodian has shown. The empires of a newly conceived Western world struck back against anticolonial leaders, as different as Nehru, Fanon, Mao, Khrushchev, or Lumumba and their successors. The colonial empires those leaders had dismantled metamorphosed. They rose from their ruins to become the pillars of the US-led international liberal rules based order. The ways in which decolonization reconfigured world politics, society, culture and ‘world order’ during the whole twentieth century were forgotten. A “neoliberal variant” of globalization took hold and “reinforced economic inequalities and facilitated imperial forms of influence, making decolonization harder to complete.” The myth developed that the West made the world anew in 1945, and the Rest were the ungrateful children of the American century. It held back the tides for four International Decades for the Eradication of Colonialism. It redefined empire as the Western liberal democratic global civilization state.

But that unipolar world that hindered the ‘completion’ of decolonization is now gone. 
The new creative forces of non-Western globalization and post-colonial decolonization have smashed the idols of the unipolar world.
Many fairly imagine that a multipolar world order has emerged in its place. Advocates of multipolarity often fall back, however, on the thought patterns of the old, colonial ‘great powers’ or their radical shadows. Especially international relations theory has a blind spot on decolonisation.
After years of reflection, I have come to think that the “multipolar world” is a misleading metropolitan label for the twisting forms of non-Western globalization and post-colonial decolonization. The world, in my account, has always been “multipolar” in the sense of widely distributed centres of power, influence, agency and resources. It was only ever “unipolar” in the fever dreams of NATO strategists who desired full-spectrum dominance in a world they sought to subject to ‘neo-colonial control’ from the 1980s. 
Similarly, globalisation has taken has taken many forms over history. I do not define globalisation in opposition to the supposedly sacred nation state, nor as the package of ideas and institutions associated with its recent “neo-liberal variant” of the Washington Consensus (1975-2005). I follow John Darwin in describing globalization as the process of exchange over long distances of people, resources, ideas and biota. There was a form of ‘globalization’ that took place through the peopling of the world tens of thousands of years ago, the Mongol Exchange of the 13th century, the Columbian Exchange of the 15th and 16th centuries, the steam power transformation of the world in the 19th century, the post-1945 world of a common charter of nations, and, of course, the liberal Western globalization of the period since the 1970s. I have written before on how the ‘tides of globalization’ have turned again in recent years. Waves of non-Western globalization—from DeepSeek AI to ‘decolonised’ literature lists’—are inundating the shores of the former colonial West metropolises. Much of the resentful democratic politics of the last decade—from Donald Trump through the resurgence of complaints against the ‘Axis of Upheaval’ to anti-immigrant protests—spawn from this floodtide.
But in recent months I have come to think that the force of a new phase decolonization is of equal importance.
Decolonization in a Post-(Neo)Colonial World
Decolonization is defined in international law as the process that leads to the attainment of independence as ‘nation states’ of colonial territories, mandates, trusteeship territories, non-self-governing territories, and the remnants in these categories. It is a concept that is bound to the ideas of the nation-state and the principle of self-determination. Self-determination itself is nested within a concept of sovereignty of an independent state, which commonly is linked to histories of the Westphalian world order.
I am not using the concept of decolonization in this strict legal meaning. I am an historian, not a lawyer, and an observer, not a practitioner of statecraft, not anymore. In my view, this set of concepts (nation, sovereignty, state independence in an interdependent world) has run aground in the failed project to eradicate colonialism, the blurring of sovereignty in a world of unequal states, and the disappointments of freedom in a neo-colonial world. John Darwin opened up the concepts of globalisation and empire to stretch beyond the narrowly conceived histories of the liberal West, globalising the free world since 1975, and the world of nations after empires since 1945. Similarly, I think we might need to detach the concept of decolonization from the very particular history of decolonization under the UN Charter after 1945.
If decolonization did not end in 1975, then this historical process may have begun earlier than the specific ‘historical moment’ to which our political myths fix it, the world after 1945. Martin Thomas describes the waves of decolonisation from the early twentieth century, and some authors point to earlier examples of ‘decolonisation’, including in North America in 1776. If the world since 1990 has failed to eradicate colonialism, despite four declared decades of United Nations’ effort, then we ought to conclude that the seams of colonisation and its undoing run deeper and longer through history than nationalist or even anti-imperialist narratives allow. Indeed, as I mentioned in my first Long Read of 2026, The Davos Rupture and Fall of Civilisation States, the world historian Felipe Fernández-Armesto remarked, “All history is the history of colonization, because all of us got to where we are from somewhere else.”
The history of colonialism stretches longer and wider than “500 years of European colonialism.” Historians have debated its meaning and forms, including through the works of Lorenzo Veracini, Colonialism: A Global History (2022), Marc Ferro, Colonization: A Global History (1997) and Jürgen Osterhammel, Colonialism: A Theoretical Overview (1996). If we take the same long view, then we should propose a variation on Fernández-Armesto’s observation. All history is the history of decolonization, because all of us get fed up, from time to time, with being controlled, dominated or, more benignly, ‘influenced’ by people who come from somewhere else.

By taking this broad view, we begin to see the processes of ‘decolonisation’, neo-colonialism and even recolonisation (such as the USA’s plans for Greenland, Cuba and Venezuela) that affect so many nation states and global citizens in today’s world: flawed sovereignty, interdependent economies, interoperable militaries, foreign meddling, viral social practices, ideas without borders, and the breakdown of the post-war world order of ‘independent nations.’ It is a very different world to that which Nehru, Fanon, Mao, Khrushchev, or Lumumba fought against and reforged. But those leaders saw through the lies of the liberal rules based order long before Mark Carney. 
Coming Up in the Decolonisation Season
One day some clever historian will coin a new term to describe the era of “post-colonial decolonization.” Until then, I hope you will forgive the oxymoronic phrase.
Over the next nine weeks I will breathe life into the abstraction by sharing a few specific stories of decolonisation. I will diagnose how it affects the way we live now, in our daily social practices and minds as much as in the diplomatic halls of ‘great power’ politics. And I will imagine how the twisting strands of non-Western globalization and post-colonial decolonization might bring an end to the undeclared empire of the USA. 
My aim is not to provide a definitive history of decolonization, but to share some provocations from the periphery. Decolonisation looks very different when viewed from London, Washington or Moscow than it does when viewed from Seoul, Caracas, or, indeed, Melbourne, Australia. I share my views as a peripheral participant-observer and semi-citizen of a semi-sovereign state in a disintegrating empire. I do not know how or where it ends. All I know is that the future is better perceived from the periphery than from the core. From the deserts, the prophets come.   
In the twentieth century, the world decolonised itself incompletely from European empires.
In the twenty-first century the world will “decolonise” itself imperfectly and unpredictably from the changeable North American empire that has ruled it indirectly since 1945.
This new wave of decolonisation will lead over the next ten to fifty years to the disintegration of the USA empire, or even, like the Soviet Union between 1989 and 1991, the more rapid collapse of the state we now know as the USA. 
This process of “post-colonial decolonization” is the fundamental shift in world order that I am reflecting on in 2026 Season One of the Burning Archive. In 2026, I am writing, as I outlined in the Burning Archive Program in 2026, over four seasons on four fundamental transformations reshaping our world:
	I. World Order: Decolonisation before and after the American Empire

	II. Culture: Cultural Change After AI and ‘Liquid Modernity’

	III. Society: Society After Ageing and Other Fragmentations, and

	IV. Politics: Politics After Democracy, Polycrisis and the Theatre State.


Over the ten weeks of Season One, my weekly essays, monthly long reads, slow reads, and book club guides will explore this theme of decolonisation. I want to share stories that go deeper than the day-to-day news, and offer insight into socio-cultural history. 
In weeks two to six, I will look at five places of ‘incomplete’ decolonization: in South America, Africa, India, Eastern Europe, and Australia.
In weeks seven to ten, I will examine four themes of decolonisation, as it affects world order, politics, society and culture. 
In my long reads in February and March, I will explore more deeply the global history of colonialism and decolonisation, and elaborate my hypothesis on the coming wave of US American decolonisation.
And in the history book club, we will explore themes of colonialism and its discontents in Grandin, America América, Cervantes, Conquistadores, Fernández-Armesto, Straits: Beyond the Myth of Magellan, and, later in the year, Martin Thomas, The End of Empires and a World Remade.
How These Essays Free You from the Bunker
Underpinning all these essays is a hope. A hope that retelling our shared interconnected histories can help us leave the world of the Bunker State made by NATO. 
The Bunker State is the term devised by Nel Bonilla to describe the mode of governance and politics created by Western elites in response to a deep fear that the rise of the Rest will strip them of power, prestige and hegemony.
This is the Bunker State: every domain weaponized, whole-of-society meaning total mobilization, hybrid warfare dissolving all distinctions between law and war, justice and coercion, sovereignty and criminality. Whether law is bypassed or weaponized, both serve the same function: maintaining control through a coercive order, deployed as hegemony has been lost.
Nel Bonilla, The Bunker and the Void: An Introduction to a Silent Coup

This coercive order may win, and keep the Western neo-colonial system going for a few more generations. I think, with pessimism of the intellect, the Bunker’s victory is feasible, and many will die and suffer in the search for an escape. Yet I hope, with optimism of the will, that this new form of empire will lose. This new elite class will fail in their objectives of “staying the course and trying to retain the “Global West” (hegemony) against the rising tide of the “Jungle” (the multipolar world)” (Nel Bonilla, The Bunker and the Void: An Introduction to a Silent Coup). I find grounds for hope in decolonisation’s defeat of Winston Churchill’s similar aim in the 1940s, to cling on to the British Empire for a few more generations. My prediction is that post-colonial decolonisation, in combination with non-Western globalisation, will lead to the disintegration of the US American empire, the emergence of a world beyond national and imperial identities, and our collective escape from the Bunker. But it will be messy.
Reimagining the history of decolonisation can show us a path to a better future outside the grim Bunker in which, as Nel Bonilla has shown, the insecure security elites of NATO seek to imprison us. The Bunker is truly, as Marlowe said of London in The Heart of Darkness, one of the ‘dark places of the earth.’ Like all such dark places, the Bunker is both colonised and coloniser. 
The locked door of the Bunker is opened by our minds. As Gandhi wrote in Hind Swaraj, British rule in India rested on the mental collusion of elites in an idea of dominion. “The English have not taken India; we have given it to them,” he wrote. “They are not in India because of their strength, but because we keep them.”
We are not in the Bunker because of US American strength, but because our narratives of world history and colonialism keep us there.  Let me know what you think.
Join me in the Book Club, Long Reads & YouTube
This week on YouTube:
	The Burning Archive: Civilization is NOT what you think, top historian explains, a clip from an extended interview with Felipe Fernández-Armesto

	Old Substack Writer: Slow reading of the Japanese meditative classic  Kamo no Chōmei, Hōjōki, a repost of my slow reading of the Japanese literature classic, that describes how people responded to disasters and strife by seeking detachment from the world in a slow, simple life in a 12th-century tiny house.


Hōjōki is one of 100 Books to Read Before it is Too Late. Why not listen as well as read.
This month’s book in the History Book Club is Greg Grandin, America América: a New History of the New World. Please comment and ask questions at the reading guide.

The January Long Read focuses on the idea of the civilization state, and its place in the intellectual history of challenges to Western domination and colonialism.

In Season One my Slow Read program focuses on poetry to endure times of war, and the Bunker, and the latest reading was Gabriel Mistral’s Cassandra.

Thanks for reading and supporting the dialogue.
Jeff
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    Big Business Has Pam Bondi Fire Trump's Antitrust Chief

    Matt Stoller ·  · Feb 12, 2026 · 13 min read

  

  Today, Attorney General Pam Bondi fired antitrust chief Gail Slater, who was considered a hawkish enforcer skeptical of big tech. Bondi and her deputy, Todd Blanche, had come to dislike and distrust Slater, for a variety of reasons. She had ruffled feathers of corporate allies, been slow to achieve much, and had played her internal politics poorly. 
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    CROSSPOST: JOSH MARSHALL: Thinking Clearly About the Global Authoritarian Movement

    Brad DeLong · DeLong's Grasping Reality · Feb 12, 2026 · 13 min read

  

  Billionaires, Bots, and a Bloid for Smart People: In Praise of Josh Marshall’s TPM “Talking Points Memo”. Today we have Josh’s analysis of today’s “global authoritarian movement” of Trump, Musk, MBS, petro‑states, and a right‑curious billionaire class whoh together form an Authoritarian International whose natural habitat is our current, parasocial, rage‑bait internet, which is a tool they hope to use to castrate democracy as we have known it, and transform liberal democratic capitalism into a very strange authoritarian oligarchical collectivism powered by its use of the information-warfare brain-hacking tools that are part of our Attention Info-Bio Tech mode of production…


I hope first-generation internet stalwart Josh Marshall and his TPM “Talking Points Memo” team <http://talkingpointsmemo.com> won’t be too mad at me for crossposting this, and thus pulling it out from behind his paywall of TPM members. Here it is at its original location in the form of a gift link, I think: <https://talkingpointsmemo.com/edblog/thinking-clearly-about-the-global-authoritarian-movement>. Do join TPM and get their “The Backchannel” member newsletter (“one must-read delivered daily to your inbox”), along with unlimited access to all TPM articles and member features: <https://talkingpointsmemo.com/memberships>. 

This weblog has never been in the “call to action” business. But today I want to make an ask: In our current situation, the same wetware that evolved for a roving band of 150 East African Plains Ape souls on the veldt is now thrown into a billion‑person feed curated by authoritarian‑curious plutocrat-oligarchs. So please to something to slightly unkew our mediasphere of public reason. That is my simple, bossy ask: support one of the outfits—Josh Marshall’s TPM—that is stubbornly on the side of civic democracy.


Josh Marshall: Thinking Clearly About the Global Authoritarian Movement <https://talkingpointsmemo.com/edblog/thinking-clearly-about-the-global-authoritarian-movement>>: ‘Day after day we’re seeing more signs of Donald Trump’s slipping grip not only on public opinion, but at the margins of the GOP itself. But I thought it was a good time to remind ourselves that Donald Trump isn’t the only problem. Yes, there’s the GOP, which could easily dispatch him at any point if he didn’t have an iron hold over the party. There’s the 30%-40% of voters who are solidly in the MAGA camp. Without them, Trump’s nothing. I don’t mean either of those. I’m talking about the global authoritarian movement, which includes and is even perhaps led by Trump. But it exists quite apart from him and has roots in some of the wealthiest and most powerful people and governments around the world.
I’m talking about the Authoritarian International which includes a host of authoritarian governments around the world, the princelings of the Gulf monarchies, the sprinkling of European right-ravanchist governments, the rightward portion of Silicon Valley (which accounts for a larger and larger percentage of the top owners if not the larger community), the Israeli private intel sector, various post-Soviet oligarchs and, increasingly, the world’s billionaire class. Trump is their avatar, but they exist and are now joined together in a way that will outlive him personally and electorally.
Early in the Biden administration I talked to a U.S. hedge funder who gets invited to the confabs Mohammed bin Salman has put on for the world’s billionaires since he became the country’s de facto leader. He described that world to me, a bit about its mores, what he saw. As you’d imagine for this 21st Century kind of Kremlinology, who gets to sit next to MBS at the dinners is the subject of close scrutiny and much envy. At the last of these confabs before this conversation, Jared Kushner had been given the seat of honor at something like every dinner. He was MBS’s guy. And remember, this was when Trump was at his nadir. Maybe MBS and the Saudis just had a better view of America’s political future than I did. Certainly possible. But the bigger takeaway was: this wasn’t just a transactional relationship. Kushner and MBS and Trump and MBS were a thing in and out of office.
It is not so much an anti-democratic world — though it is certainly that — as an anti-civic world. It’s a world of private, one-off deals, mutual pledges of secrecy, often enforced by soft, mutual extortion, and above all, a rejection of democratic accountability. We saw this coming into view during the late Biden administration, when Biden was already rapidly losing public support, with Elon Musk’s increasingly brazen efforts to run U.S. foreign policy from Twitter and SpaceX. The Saudis meanwhile were trying to ease Biden out of office through the manipulation of oil prices. It was no accident that Musk was advancing a strongly pro-Russian line in Ukraine, where he was most visibly trying to undermine U.S. policy.
I’ve discussed this concept in the past. So I don’t want to belabor the point of its existence. I want to point out how its forces are arrayed against civic democracy in the U.S. — quite apart from Donald Trump. This wasn’t always the case. There didn’t use to be so many U.S. billionaires. And they characteristically had economic views which aimed to preserve their wealth. But they were not clearly on the right in the way they are now. They have moved an increasingly anti-civic democratic direction as the scale of their wealth and their identity as a class has exploded. They also weren’t so increasingly allied with primitive economy petro-states of the Gulf.
The point is that they will exist no matter what happens to Trump. They command vast economic resources; they run the governments in many countries where the government never changes; they have deep tentacles into the U.S. political system and many of its key players are from the U.S. Trump didn’t create this movement precisely. But his role in global politics over the last decade solidified it as a self-conscious group and congealed it together. Any movement of civic democratic revival in the U.S. will be menaced by its continued existence. Now is the time to think about how a revived and revitalized civic democratic movement in the U.S. could combat it and avoid being destroyed by it.






Okay. That is the end of Josh’s piece.
Let me pick up the microphone.
Let me begin with a confession: If the early-2000s political internet had had a Hall of Fame, Josh Marshall would have been in the inaugural class, first ballot, unanimous. Before social media turned discourse into a weaponized Skinner box, he built something different and better: a small‑d democratic, empirically grounded, relentlessly curious public square that just happened to live on a blog called Talking Points Memo.
Marshall comes out of what we might call the first cohort of analog‑to‑digital public-reason processing nodes in the real ASI—the Anthology Super-Intelligence that is the collective Mind of the human race. Trained as a Ph.D. historian at Brown: BA from Princeton, then MA and PhD in American history with a dissertation on 17th‑century New England. His path into journalism was via writing rather than a journalism degree. In the late 1990s he freelanced for The American Prospect, then became an associate editor and later its Washington editor. He made the fateful decision around 2000 to start a one‑man politics blog. That experiment—half notebook, half newsroom—grew into TPM, with a newsroom of more than a dozen staffers and more than thirty-five thousand paying subscribers who account for most of its revenue. It is, as the Columbia Journalism Review calls it, a scrappy outfit. Operating out of a Manhattan walk‑up, it stayed on the U.S. attorneys scandal long after bigger newsrooms had moved on to the next shiny object, winning a Polk Award. It shows that a reader‑entangled form of investigative journalism was possible, and that it could matter: Josh says:
Josh Marshall: How Talking Points Memo Lasted a Quarter Century <https://www.cjr.org/the-interview/how-talking-points-memo-survived-25-years-trump-crisis.php>: ‘I describe TPM as a bloid for smart people. I wanted to punch you in the face with headlines that are edgy…. Political news… is a spectacle… fun, in a way… something to be excited about… engrossed by… entertained by…. [But] we also want you to think what we’re talking about is important, but we want those things together…

What distinguishes Marshall is not just scoops or longevity, but the way he re‑engineered the relationship between writer, readers, and story. From the beginning, TPM readers were not just “audience” but a distributed research department and early‑warning radar system: lawyers flagging obscure filings, bureaucrats pointing to buried notice‑and‑comment records, citizens spotting local oddities before national media caught on. Marshall’s voice—conversational, historically aware, openly analytical rather than faux‑omniscient—made it natural to fold that reader intelligence back into the work. The virtuous circle he describes between writing, reader response, and deeper reporting is part of what I mean by the positive internet: an online space that makes people smarter, not more brittle and enraged.
He also refused one of the grand delusions of digital media: the idea that journalism is, or ought to be, a tech startup chasing “hockey‑stick growth.” Where others took venture money and pursued scale for its own sake, Marshall slowly built a membership‑funded enterprise that treats subscribers less as eyeballs to be monetized than as co‑owners of a long‑running civic project. That business choice is normative as well as financial: it aligns TPM’s incentives with sustaining a reality‑based public sphere rather than optimizing for outrage and virality.
In today’s internet—largely colonized by authoritarian‑curious billionaires, rage‑bait algorithms, and suffering the massive dysfunctions of our Attention Info-Bio  Tech mode of production—Marshall’s corner of the web remains stubbornly pro‑reality and pro‑democracy. TPM is not perfect (nothing human is), but it is one of the places where serious, good‑faith engagement with American politics still happens: careful close reads of indictments and court filings; long arcs of coverage on corruption, democratic backsliding, and institutional decay; running commentary that never forgets there are actual stakes for actual people.
If you care about the possibility that the internet can still be a commons rather than just an ad‑tech‑mediated arena for trolling and manipulation, Josh Marshall’s career is Exhibit A for the proposition that another path was—and still is—available. He showed that a small, stubborn, historically literate operation, in loyal conversation with its readers, can do real journalism, shape real outcomes, and keep alive the idea that being extremely online need not mean being permanently diminished.
And, let me say, it is on you, dear reader, to keep Josh Marshall and his TPM going. Lots of organizations that had the potential to be like TPM either vanished or lost their souls as, in Josh’s words, they:
got mesmerized by what I would call a theoretical audience—the metrics that tell you that you have ten million uniques. But that’s not an audience. That is your role in the eddies and currents of the internet. That’s not people who are really invested in you continuing to exist, and we didn’t lose sight of that. Getting spellbound by notional audience numbers was meaningful, in some ways, in a certain advertising era, but it was not a real audience…

And when the advertising era shifted, or when it turns out that the financiers and media organizations you thought were your backers do “what Condé Nast just did to Teen Vogue.”, or you suffer from one of the many ways to lose control over your mission, they either vanished or became, well, next to useless as things worth reading.
So the point of this is: I command you, I impose a geas on you: subscribe to Talking Points Memo, at least for a while, to see if it is for you: <https://talkingpointsmemo.com/memberships>.


And let me make another point. I know Josh Marshall. I have emailed him a number of times over the years, and gotten responses back. I even think I have talked to him in person. If asked “are you friends?”, I would knee-jerk answer “yes”.
But, actually, I am not friends with Josh Marshall the human being. I am friends with something I have constructed out of black squiggles on my computer screens, from which I have spun-up my personal subTuring instantiation of the mind of a Josh Marshall-like entity, run that on my wetware, and spent a lot of time reading, talking, arguing, and responding to that in my mind’s eye. 98% of what I think of as my “interactions” with Josh Marshall are things of which he is completely unaware.
This is one of the odder facts about me in 2026. If you were to ask my brain for a list of “people I spend substantial time with every month,” you would not get  neighbors and you would not get any but a few of my colleagues on the fifth and sixth floors of Berkeley’s Evans Hall. You would get a somewhat motley crew of curated information sources: working-paper authors, newsletter writers,  podcasters, and algorithmically-surfaced streamers and such who show up in your feeds often enough that they feel like part of the furniture of your mind. 
In terms of sheer hours of exposure and emotional arousal, even most of our real relationships these days are primarily parasocial.
This is not, in itself, brand new. Radio audiences thought they knew FDR. Moviegoers thought they knew Greta Garbo. Horton and Wohl were writing about “parasocial interaction” back when broadcast television was still shiny. But these were obviously and exclusively parasocial, and these were with celebrities. The novelty is scale, intensity, and infrastructure. We have built a communications environment in which a very large share of our social cognition is pointed either at people who are not really celebrities but who do not know we exist, or at people we know but for whom the social is the part of the iceberg that is above the surface, while the parasocial is the part of the iceberg below.
Think of what a human brain evolved to do. For 99 percent of our history, social life was bounded by Dunbar’s number of 150 people: one village, a few dozen intense ties, a couple hundred weak ones. Affection, status, obligation, and reputation were anchored in reciprocal observation: if you slighted someone, you had to see them at the well tomorrow. 
Now the same wetware is deployed into a mediasphere where the “village” is a billion-person feed, and the people who most reliably trigger our attention systems are those who broadcast strong signals—charisma, outrage, fear, desire—without any of the feedback that would normally tame them. The result is a strange skew in our moral and emotional budgets.
Now these not exclusively but largely parasocial ties are an enormous net benefit to me. But I do wish more of the people whose writings and speakings trigger the subTuring wetware ‘bots that inhabit my brain knew that their instantiation-avatar presences that run on my wetware and that command my attention were there, and how large a presence they are in my mental universe.
And I hope that this makes Josh Marshall aware of that.
If reading this gets you Value Above Replacement, then become a free subscriber to this newsletter. And forward it! And if your VAR from this newsletter is in the three digits or more each year, please become a paid subscriber! I am trying to make you readers—and myself—smarter. Please tell me if I succeed, or how I fail…
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    Deep Dive

    Authoritarianism

    Based on Wikipedia: Authoritarianism


Here's a disturbing thought experiment: imagine a government that holds elections, has a constitution, maintains courts and a legislature, and yet somehow manages to be a dictatorship. This isn't a paradox or a contradiction. It's the reality of how most authoritarian regimes actually operate in the twenty-first century.


We tend to picture dictatorships as dramatic affairs—tanks in the streets, political prisoners disappearing in the night, stern-faced leaders delivering speeches from balconies. And sometimes they are exactly that. But political scientist Thomas Pepinsky offers a more unsettling observation: "Life in authoritarian states is mostly boring and tolerable." People go to work, pick up groceries, complain about traffic. The machinery of control operates quietly in the background.


What Makes a Government Authoritarian?


In 1964, the political scientist Juan Linz published an influential study of Francisco Franco's Spain that tried to pin down exactly what separates authoritarian rule from both democracy and totalitarianism. He identified four key characteristics.


First, limited political pluralism. This doesn't mean no political parties exist—often they do. But the legislature, the parties, and interest groups all face constraints that prevent them from genuinely challenging the ruling power.


Second, the regime bases its legitimacy on emotion rather than ideology or democratic mandate. It presents itself as a necessary evil, the only force capable of combating some urgent threat—economic collapse, terrorism, social chaos, foreign enemies. The specific threat matters less than the emotional appeal: we are all that stands between you and disaster.


Third, minimal political mobilization. Unlike totalitarian states that demand constant participation and enthusiasm from citizens, authoritarian regimes generally prefer a passive, disengaged population. They suppress opposition activity but don't require you to attend rallies or join the party. They'd rather you stay home.


Fourth, executive powers that remain deliberately vague. The rules shift depending on what the ruler needs. This ambiguity is a feature, not a bug—it allows power to expand without the inconvenience of formal constitutional amendments.


The Paradox of Authoritarian Constitutions


Here's where things get genuinely strange. Most authoritarian regimes have constitutions. Many of these constitutions contain impressive guarantees of human rights, freedom of speech, and democratic participation. They read beautifully on paper.


So what's the point?


Scholars have identified several functions these documents serve. Sometimes the constitution works as an "operating manual"—a genuine description of how the government functions, even if that function is authoritarian. Sometimes it's a "billboard"—a signal of the regime's intentions to domestic and international audiences. Sometimes it's a "blueprint"—an outline of where the regime claims it's heading, a promise of future liberalization that may never arrive.


And sometimes it's pure "window dressing"—provisions about freedom and rights that everyone understands will never be honored in practice. The constitution becomes a kind of legal fiction that both the government and the governed agree to pretend is real.


But constitutions can also serve a more practical purpose in authoritarian systems. They help coordinate expectations among the elite. If you're a general or a wealthy businessman in an authoritarian state, you want some assurance that the dictator won't suddenly seize your property or throw you in prison. A constitution, even one routinely violated when it comes to ordinary citizens, can function as a pact among those at the top—a set of rules the powerful agree to follow with each other, even as they ignore them for everyone else.


The Theater of Elections


Nothing illustrates the strange logic of modern authoritarianism better than elections. Prior to the 1990s, most dictatorships that bothered with elections didn't even pretend to offer voters a choice—there was one party, one candidate, and the only question was the size of the inevitable landslide. Since the end of the Cold War, about two-thirds of authoritarian elections allow some opposition to participate.


Why would a dictator invite opponents to compete?


Several reasons, it turns out. Elections provide valuable information. Even a rigged election tells the regime something about where its support is strong and where it's weak. Opposition vote totals, even when suppressed, reveal which regions or groups require more attention—or more repression.


Elections also create a veneer of legitimacy that matters for foreign aid and international recognition. A regime that can point to election results, however dubious, faces less criticism than one that doesn't bother with democratic theater at all.


And elections can actually strengthen authoritarian rule by dividing the opposition. When some opposition parties are permitted and others banned, when some candidates can run and others are disqualified, the regime creates a hierarchy among its opponents. Those allowed to participate gain a stake in the system. Those excluded lose credibility. The opposition spends as much energy fighting each other as fighting the regime.


The methods of control are varied and effective. The regime controls the media, so opposition messages struggle to reach voters. Electoral districts are carefully drawn to dilute opposition support. Vote-counting happens behind closed doors. Sometimes there's outright fraud—ballot stuffing, manufactured results, intimidation at polling places. Sometimes the manipulation is subtler—rules about party registration, campaign finance, or access to the ballot that make genuine competition nearly impossible.


By 2020, almost half of all authoritarian systems maintained multi-party governments. Not because they'd become democratic, but because they'd learned to use the forms of democracy as tools of authoritarian control.


The Balancing Act


Staying in power as an authoritarian is harder than it looks. The ruler faces threats from two directions simultaneously: from below, where the mass of ordinary citizens might rise up in protest or revolution, and from above, where other elites—generals, wealthy businessmen, party officials—might stage a coup.


Managing both threats requires a constant balancing act. The ruler must distribute enough resources to keep the masses quiet and enough patronage to keep the elites loyal. Tilt too far toward the people, and you risk alienating the elites who control the military and the economy. Tilt too far toward the elites, and you risk popular uprising.


This explains why authoritarian regimes often pursue genuinely popular policies alongside their repression. Land reform, for instance, has historically been implemented more often by authoritarian governments than democratic ones. There's a catch, though: the political scientist Michael Albertus found that authoritarian land reform typically comes with strings attached. The beneficiaries receive land but not secure property rights. They remain dependent on the regime's goodwill, which gives the government coercive leverage over rural populations for generations.


The Shift from Violence to Manipulation


Something important has changed in how authoritarian regimes maintain power. A 2019 study by Sergei Guriev and Daniel Treisman tracked authoritarian practices over decades and found a striking trend: modern authoritarians rely less on violence and mass repression than their predecessors did. They've shifted toward manipulation of information.


This doesn't mean violence has disappeared. Yale political scientist Milan Svolik argues that violence remains common in authoritarian systems precisely because these systems lack independent institutions to resolve disputes peacefully. When disagreements arise between the dictator and other powerful actors—military commanders, regional governors, business leaders—there's no neutral referee. Violence becomes the default method of settling conflicts.


But the day-to-day maintenance of authoritarian rule increasingly relies on controlling what people know rather than what they do. Modern authoritarians invest heavily in creating the appearance of competent governance. They hide evidence of repression. They imitate democratic procedures and rhetoric.


The political theorist Adam Przeworski captured this dynamic in a memorable formulation: "authoritarian equilibrium rests mainly on lies, fear and economic prosperity." Note the order. Lies come first. Fear matters, but it works best when it doesn't have to be exercised openly. And economic prosperity—when the regime can deliver it—makes the whole system much more stable.


The Fragility Question


Are authoritarian regimes inherently unstable? The scholarly consensus for decades held that they were. Without genuine legitimacy, the argument went, authoritarian systems must rely on coercion, which is expensive and breeds resentment. They centralize decision-making in ways that prevent adaptation. They depend on particular leaders rather than institutional processes, making succession a perpetual crisis.


The political scientist Andrew Nathan summarized this view: "Few authoritarian regimes—be they communist, fascist, corporatist, or personalist—have managed to conduct orderly, peaceful, timely, and stable successions."


And yet.


The Chinese Communist Party has now governed for over seven decades, making it one of the most durable authoritarian regimes in modern history. Nathan himself, despite articulating the fragility thesis, has studied how China defied these predictions. He identifies four factors: succession politics have become increasingly rule-bound; promotion within the party increasingly rewards merit rather than factional loyalty; institutions within the regime have developed specialized functions; and the party has created channels for limited political participation that enhance its legitimacy without threatening its control.


China remains an exception, but it's a significant one. It suggests that authoritarian systems can learn, adapt, and endure in ways the fragility thesis didn't anticipate.


Coup-Proofing


If you're a dictator, one of your most pressing concerns is preventing a coup. The people who have the means to remove you aren't the ordinary citizens you oppress—they're the generals and colonels who command the troops, the security chiefs who control intelligence, the inner circle who know where the vulnerabilities are.


Authoritarian rulers have developed elaborate strategies to protect themselves from these threats. They place family members, co-ethnics, or co-religionists in key military positions—people whose fate is tied to the regime's survival. They create parallel military structures, so no single commander controls enough force to seize power. They rotate officers frequently to prevent them from building personal loyalties among their troops. They establish multiple intelligence agencies that spy on each other as much as on the population.


These measures come with costs. A coup-proofed military is often less effective at its nominal job of defending the country. Officers chosen for loyalty rather than competence lead to battlefield failures. Parallel command structures create confusion. Constant rotation prevents the development of expertise.


But from the dictator's perspective, these costs are acceptable. A slightly weaker military that remains loyal is far preferable to a highly capable military that might turn against you.


The Arc of Authoritarianism


The share of authoritarian states in the world increased steadily from 1946 until the mid-1970s. Then it began to decline, falling through the democratization waves of the late twentieth century—the end of European dictatorships in Portugal, Spain, and Greece; the collapse of military rule in Latin America; the fall of the Soviet Union and the transformation of Eastern Europe.


That decline continued until approximately the year 2000. Since then, the trend has reversed. Authoritarianism is on the rise again, but with a crucial difference in how new authoritarian regimes emerge.


Before 2000, most new dictatorships began with a coup. A general would seize power from a civilian government, or one military faction would overthrow another. The predecessor regime was usually already authoritarian.


The pattern now is different. Most new authoritarian regimes emerge through what scholars call "democratic backsliding." A leader comes to power through genuine democratic elections, then gradually dismantles democratic constraints from within. The transition happens incrementally—a restriction on press freedom here, a weakening of judicial independence there, electoral rule changes that disadvantage opponents, constitutional amendments that extend terms or remove limits.


This makes modern authoritarianism harder to identify and harder to resist. There's no single moment when democracy dies. Instead, it erodes gradually, and at each stage defenders of the regime can point to formal democratic structures that remain nominally in place.


Hybrid Regimes


The blurring of boundaries between democracy and authoritarianism has led scholars to develop new categories for governments that don't fit neatly into either camp. These are called "hybrid regimes," "competitive authoritarian" states, or sometimes "electoral autocracies."


These systems hold real elections in which opposition parties can compete and sometimes even win at local or regional levels. They maintain courts that occasionally rule against the government. They allow a degree of press freedom and civil society activity. And yet the playing field is tilted so dramatically in favor of the incumbent regime that genuine alternation in power becomes nearly impossible.


The legal scholar Mark Tushnet has developed the concept of "authoritarian constitutionalism" to describe these systems. He distinguishes them both from liberal constitutional democracies and from purely authoritarian regimes that don't bother with constitutional pretense.


An authoritarian constitutionalist regime, in Tushnet's formulation, is dominated by a single party that imposes consequences on political opponents—but through legal mechanisms like libel suits rather than arbitrary arrest. It permits "reasonably open discussion and criticism" of government policies. It holds elections that are "reasonably free and fair" in their mechanics but structured through gerrymandering and party rules to ensure the dominant party prevails by substantial margins. It shows occasional responsiveness to public opinion. And it creates mechanisms to manage the level of dissent, permitting enough to create a safety valve while preventing enough to threaten control.


Tushnet points to Singapore as an example. The People's Action Party has governed Singapore continuously since 1959, winning every general election—but those elections are genuine competitions with real opposition candidates. The press operates with significant restrictions but not complete censorship. The judiciary is independent in commercial matters while showing consistent deference to the government in political cases.


Is Singapore a democracy? Is it a dictatorship? The honest answer is that it's something in between, and that "in between" has become a common condition in the contemporary world.


Economic Development and Political Change


One of the oldest questions in political science asks whether economic growth promotes democracy. The intuition seems straightforward: as countries become wealthier, their citizens become better educated, develop a larger middle class, and demand greater political participation. This is sometimes called "modernization theory."


The evidence is mixed. Scholars like Seymour Lipset, Carles Boix, and others have found correlations between wealth and democracy. But correlation isn't causation, and two prominent scholars, Adam Przeworski and Fernando Limongi, examined the data carefully and reached a more nuanced conclusion.


Economic development does make existing democracies more stable. Wealthy democracies almost never collapse into authoritarianism. But economic development does not reliably cause authoritarian states to democratize. Some wealthy authoritarian regimes—the Gulf oil states, for instance—have maintained their systems across decades of economic growth.


In the short to medium term, economic prosperity may actually strengthen authoritarian regimes. A population with rising living standards has less reason to risk the disruption of political upheaval. This is one leg of Przeworski's triad: lies, fear, and economic prosperity. When the economy delivers, the regime can afford to use less fear and tell fewer lies.


The Everyday Reality


Perhaps the most important insight about authoritarianism is also the most counterintuitive. Adam Przeworski puts it bluntly: "People in autocracies do not incessantly live under the shadow of dramatic historical events; they lead everyday routine lives."


This matters for understanding how these systems persist. If life in authoritarian states were constant terror and deprivation, these regimes would face perpetual resistance. But most of the time, for most people, life is... normal. You go to work. You spend time with family. You navigate bureaucracies. You complain about the same things people everywhere complain about.


The repression exists, but it's targeted. It falls heavily on activists, journalists, opposition politicians, and anyone who challenges the regime directly. For the majority who keep their heads down and don't cause trouble, the state is more an inconvenience than an oppressor.


This "boring" quality of authoritarian life makes resistance harder. It's easier to mobilize against dramatic injustice than against a system that's merely unfair in ways you've learned to work around. The very tolerability of everyday life becomes a tool of control.


Looking Forward


The twenty-first century has not been kind to optimistic theories about the inevitable spread of democracy. Authoritarian regimes have proven more adaptable than many expected. They've learned to adopt democratic forms while hollowing out democratic substance. They've discovered that information control can be as effective as physical coercion, and far less costly. They've found ways to manage succession and maintain stability across generations.


Understanding authoritarianism matters because it's not a relic of the past or a condition affecting only distant countries. The techniques of authoritarian control—manipulation of information, erosion of institutional checks, exploitation of democratic procedures against democratic values—are available to would-be authoritarians everywhere.


The distinction between democracy and authoritarianism has never been as clean as textbooks suggest. The boundary is contested, shifting, and often deliberately obscured. Recognizing how authoritarian systems actually function—not the dramatic caricature, but the mundane, tolerable, constitutionally-adorned reality—is essential for anyone who wants to preserve or build something better.
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Welcome to another roundup of interesting news and events from around the econosphere, from my traditional, 100% handcrafted human-written blog. 
First, here’s an episode of Econ 102 for you! As regular readers know, Econ 102’s regular run has ended due to my co-host getting extremely busy with his new job. But we will still come out with an episode every now and then. This episode is about how cameras can improve public safety — and whether they should:
Anyway, on to this week’s list of interesting things. 
1. Fixing public spaces is actually pretty easy
The Bay Area Rapid Transit system (BART) is in a parlous state. Ridership has plummeted in recent years; it did not even come close to fully bouncing back after the pandemic.

If BART doesn’t get bailed out with higher taxes, it will have to close stations, reduce service, and lay off workers. 
Why did so many people stop riding BART? It’s possible that the pandemic permanently shifted people’s tastes; maybe people just got used to taking Uber or driving instead of using the train. But it’s also possible that the general increase in public disorder in the Bay Area just made BART unacceptable as a mode of transportation. It seemed like every train had its share of shady characters, drug users, vagrants, and the mentally ill. 
For a long time, everyone talked about this, but no one had the hard evidence to prove it. Well, now we do. After BART installed fare gates last year at many of its stations, crime on the trains plummeted by 54% in a single year.1 What’s more, the amount of time that BART employees have to spend on “patron related Corrective Maintenance” — i.e., fixing or cleaning up things that riders break or defile — went from huge amounts to almost nothing:

It turns out that just a few riders were causing most of the disorder on the BART — and those riders were mostly not paying their fares, since the fare gates were effective in stopping them. 
This demonstrates a general principle: You only have to restrain a very small number of people in order to maintain public order. 
Progressives often argue against measures like fare gates, labeling them “carceral” and “racist”. This demonstrates a principle that I call anarchyfare — the idea that eliminating society’s rules serves as a kind of welfare benefit for marginalized people. But in fact, most poor and marginalized people are just peace-loving people who need to ride the train to get to work. They are the chief victims of the tiny number of chaotic individuals who destroy the commons and make public spaces and public services unusable. 
BART’s lesson should be applied throughout much of our society. Restraining a very few uncontrollable and chaotic individuals makes life much better for the poor and working class.
2. Is AI taking our jobs yet?
As agentic coding apps wow the world, it’s time for yet another round of “Is AI taking our jobs yet?”. Most of the attention has been focused on young college grads. The story here is that so far, AI primarily automates knowledge work — software engineering, legal services, and so on — and so impacts white-collar entry-level hiring more than other types of hiring. 
This was the thesis of Brynjolfsson et al. (2025). And it’s the subject of a new post by Mike Konczal:

Konczal writes:
As you can see, people without college degrees who are 22-27 more or less track exactly what we’d expect given the labor market slowdown. But young college is much higher than our trendline we’d expect from the slowdown.
To be clear: college-educated unemployment is still lower than non-college unemployment, and everyone’s unemployment is up…What’s unusual is the gap between where college unemployment should be historically and where it actually is today…[Y]oung people have higher unemployment than we’d expect at 4.4% overall unemployment. It’s especially higher at its peak and throughout their 20s for people with a college degree. Their recent unemployment rate is historically a surprise. The bad kind of surprise.

He doesn’t claim that we know it’s AI causing the change in the historical pattern, but it’s heavily implied.
But Adam Ozimek points out that this story depends on using unemployment rates. If you look at employment rates instead, the picture looks very different:

You’d think employment rates and unemployment rates would just measure the same thing, right? But they don’t. The way our government calculates things, the employment rate is the percentage of people who have a job. The unemployment rate is the percentage of people who don’t have a job but are looking for a job. In other words, the unemployment rate depends on who says “I’m looking for a job right now”. The employment rate does not depend on this. 
In fact, as Ozimek shows, recent college grads have shown pretty constant labor force participation (i.e. they’re all still trying to find jobs), while a number of non-college people of the same age have stopped looking entirely. This shows up as higher unemployment for the college grads, even though the gap in terms of “who has a job” has actually widened since the release of ChatGPT.
This simple observation throws a lot of cold water on the idea that AI is taking jobs from young college graduates. As if that isn’t enough, Zanna Iscenko has a good post that casts even more doubt on the thesis. Iscenko points out that the jobs that are typically reckoned to be more “AI exposed” also tend to be more sensitive to macroeconomic swings:
“AI exposure” and “interest rate sensitivity” are deeply correlated variables…[O]ccupations in the top quintile of AI exposure are overwhelmingly concentrated in…the most AI-exposed quintile…These are precisely the sectors most sensitive to capital costs and broad economic uncertainty. This finding is supported by existing economic literature, such as research by Gregor Zens, Maximilian Böck, and Thomas O. [Zörner] (2020), which found that workers in tasks that are easily automated are also disproportionately affected by conventional monetary policy shocks.
Further supporting the interpretation that AI exposure is correlated with sensitivity to macroeconomic shocks is the fact that we also see more pronounced drops in job postings for “AI-exposed” occupations during the hiring slowdown in early 2020…when Generative AI could not even theoretically be the explanation for the difference.

It still looks to me as if the slowdown in new-grad hiring is not a great example of AI taking jobs. I understand why everyone is worried about this, and I do think it’s plausible that many people will have to find new jobs in the age of AI. On top of that, it seems easily possible that uncertainty about the effects of AI could slow hiring, even if people don’t end up being replaced. 
But I just don’t think there’s good evidence that it’s happening yet. Perhaps this year will be the year. 
3. Are tariffs reducing America’s trade imbalances?
Tariffs aren’t creating a wave of manufacturing jobs for Americans; in fact, manufacturing jobs are decreasing. But it’s also worth asking whether tariffs are even having an effect on America’s overall trade deficit. Recall that Trump thinks trade deficits are bad in and of themselves — a sign of American “defeat” in a global competition, and a way in which America is dependent on foreigners. 
The effect of the tariffs on trade deficits doesn’t appear for a little while. At first, everyone tries to front-run the tariffs by importing as much as they can before the tariffs go into effect, leading to a giant temporary spike in the trade deficit. But after that temporary effect abated, it looked like U.S. trade deficits were shrinking:

The November data throws a bit of cold water on that idea. Imports soared and exports fell. November might turn out to be an anomaly, but so far, it doesn’t look like tariffs have done much to trim America’s trade deficit. 
But the U.S. bilateral trade deficit with China has come down a lot. The percentage of U.S. imports that come from China has been falling since the pandemic, but it absolutely fell off a cliff after Trump’s big tariffs were announced. America used to get more than a fifth of its imports from China; now it gets less than a thirteenth:

Some people claim that China is just shipping more goods to America indirectly, through third countries like Vietnam. But Gerard DiPippo looked at which goods China has started selling more of to third countries, and found that transshipment to America can’t be very high:
By comparing the decline in China’s exports of specific goods to the United States with the increase in its exports of those same goods to other markets, we can approximate how much of China’s exports are being diverted. By this method, about 82 percent of China’s lost exports to the United States found alternative markets in the second quarter…The top destinations for those diverted exports are Southeast Asia and Europe. Comparing those trade diversion estimates with the increased U.S. imports of those same goods from those regions, we can estimate a maximum for potential transshipment into the U.S. market. By that metric, Southeast Asia is the top potential source of transshipped goods. Overall, potentially transshipped goods during the second quarter equal 23 percent of China’s diverted trade, suggesting that Chinese exporters have, at least so far, mostly found alternative markets.

True transshipment is likely lower than the 23% number that DiPippo cites as an upper bound. 
What’s more plausible is that China is shipping intermediate goods — parts, materials, etc. — to countries like Vietnam, who assemble the inputs into consumer goods and sell them to the U.S. But while this means that the U.S. is still dependent on China for some types of technology, the actual manufacturing base is migrating out of China — which is good for the rest of the world, since it’ll help other countries industrialize. Also, having assembly outside China reduces America’s geopolitical vulnerability somewhat. 
So while tariffs haven’t clobbered the trade deficit or led to a manufacturing renaissance, they do appear to be working to decouple the world’s two largest economies. Recall that the tariff rate on China is still much bigger than the rate on other countries:

If you view import dependence on China as a geopolitical risk, then this is a positive result for tariffs. 
4. Why is Jon Stewart attacking economics?
Jon Stewart was my favorite political comedian when I was younger. He didn’t always get everything right, but he could almost always make you laugh, and it was clear that his heart was in the right place. He just wanted to see America succeed and Americans be happy. 
But in recent years, this admirable desire has slowly morphed into a kind of lazy centrist populism. One of Stewart’s occasional targets is the economics profession — a favorite punching bag of left-populists everywhere. But because Stewart doesn’t know much about the field of economics, or what economists do, or what economics is about, or what economics research actually says, his critiques often feel uninformed and fall flat. 
Jerusalem Demsas saw a recent Stewart interview with behavioral economist Richard Thaler, and decided she had finally had it with the former Daily Show host:
Stewart interjected…“But that’s not economics, economics doesn’t take into account what’s best for society!”…“The goal of economics in a capitalist system is to make the most amount of money for your shareholders. So my point is, since when is economics about improving the human condition and not just making money for the companies that are extracting the fossil fuels from the earth?”
At this point it became clear that Stewart has conflated the entire field of economics with a half-remembered, left-wing caricature of capitalism…Throughout the interview, Stewart seemed to believe that economics is just a sophisticated justification for letting rich people and corporations do whatever they want. And this total lack of basic understanding renders him an inept translator of politics and an ineffective force for the very policies he says he supports.

Demsas noted a hilarious moment in the interview in which Stewart rejects the notion that economists have anything useful to say about climate change, and then immediately endorses a cap-and-trade scheme — something economists invented. It’s as if a talk show host rejected the science of physics by saying we didn’t need physics equations to land on the moon. 
Jason Furman, an incredibly mild-mannered and affable guy, was nevertheless willing to vent about his own interview with Stewart:

Meanwhile, in order to get some backup for his newfound crusade against the economics profession, Stewart has recruited Oren Cass, a Trump supporter and big fan of tariffs who spends much of his time yelling about how economists don’t know anything. I have written in the past about the utter vapidity of Cass’ critiques of economics. Every time I see a story about how U.S. manufacturing employment keeps falling and falling, I tweet to him and ask him whether he has revised his belief that tariffs help manufacturing. He never answers. 
Anyway, the point here is that although Jon Stewart’s style of comedy is great for making fun of American politics, it’s not an effective or interesting way to address economic policy challenges. Unfortunately, the “econ is fake” meme has given a lot of people permission to treat those challenges as if they’re a simple matter of common sense. They are not. 
5. Hire them here or hire them there
Trump and the MAGA movement aren’t just going after illegal immigrants; they’re also opposed to high-skilled legal immigration. The administration’s main target on that front has been the H-1B visa, which brings smart people to work in U.S. tech companies. Most H-1B recipients are from nonwhite countries, with India taking by far the biggest share. Trump has implemented a huge fee for hiring H-1Bs, and other GOP politicians are also trying to curb use of the visas. 
Proponents of skilled immigration, such as Yours Truly, have long warned that if companies can’t get talent to come to America, they’ll simply set up overseas offices and take advantage of talent there. In fact, Glennon (2023) has evidence that this is exactly what happens:
How do multinational firms respond when artificial constraints, namely policies restricting skilled immigration, are placed on their ability to hire scarce human capital?…[F]irms respond to restrictions on H-1B immigration by increasing foreign affiliate employment…particularly in China, India, and Canada. The most impacted jobs were R&D-intensive ones…[F]or every visa rejection, [multinational companies] hire 0.4 employees abroad.

Well, it’s happening again:
Alphabet Inc. is plotting to dramatically expand its presence in India, with the possibility of taking millions of square feet in new office space in Bangalore, India’s tech hub…
US President Donald Trump’s visa restrictions have made it harder to bring foreign talent to America, prompting some companies to recruit more staff overseas. India has become an increasingly important place for US companies to hire, particularly in the race to dominate artificial intelligence…
Google rivals including OpenAI and Anthropic PBC have recently set up shop in the country…
For US tech giants, India offers a strategic workaround to Washington’s tightening immigration regime. The Trump administration has moved to sharply hike the fees for H-1B work visas — potentially to $100,000 per application — making it harder for companies to bring Indian engineers to the US.
This shift is fueling the growth of so-called global capability centers, or technology hubs operated by multinational corporations across sectors from software and retail to finance. Many of these centers are now focused on building AI products and infrastructure. Nasscom, India’s IT industry trade group, estimates such centers will employ 2.5 million people by 2030, up from 1.9 million today.

If those jobs were in America, the Indians who are working at those jobs would be spending their money on American doctors and dentists, American tax preparers and financial advisers, American restaurants and shops. Now, instead, thanks to Trump, that money is being spent in India. 
6. Japan, the giant hedge fund
As I noted in my last post, Japan has a huge national debt. Even once you net out the portions of the debt that are held by other branches of the government, debt is only around 119% of GDP — about the same as in the U.S., which is highly indebted. But a recent post by Toby Nangle shows how Japan’s government has managed to reduce the impact of that debt by basically acting as a giant hedge fund, making huge profits on various macroeconomic “trades”:

[I]f the Japanese government had raised a bazillion yen on the bond market and funnelled it all into, say, a successful forex trading operation and a long-only stock portfolio which has gone to the moon, maybe we should consider these assets too when trying to work out what sort of parlous state Japan is actually in?…
[Japan] has enjoyed spectacular returns on its monster macro punts over the past few years…They’ve scored healthy profits on its FX interventions since 1991, which we reckon could be worth around eight per cent of GDP…The Bank of Japan’s most outlandish version of QQE has involved building a huge position in stocks, and we estimate the unrealised P&L could be worth 11 per cent of GDP…And that’s before we chalk up jumps in the value of GPIF, Japan’s $1.8tn public pension reserve fund that is maintained to help the government pay pensions. This has benefitted bigly from a combination of a slide in the yen and booming stocks…

Beyond these three, there are a host of other such trades. But pretty much all of them come down to one core basket of positions: short yen vs US dollars, and long stocks. And this trade has been wildly successful.

Nangle plays with some numbers from Fed economist YiLi Chien for Japan’s various government trading positions, and finds that they shrink Japan’s debt by around half:

The U.S. has not done anything of the sort. If George Bush had implemented his Social Security scheme in 2005, we’d be reaping many of the same benefits Japan is now enjoying…but we did not. Japan is acting like a giant — and very successful — macro hedge fund, while the U.S. keeps its money in cash under the mattress.


1The fare gates are also raising millions of dollars for the BART system.
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One Unrepaired Window


Here's a simple question that sparked decades of controversy in criminology: If someone breaks a window in a building and nobody fixes it, what happens next?


The answer, according to a theory that would reshape American policing, is that all the other windows will soon be broken too. Not because window-breakers congregate in certain neighborhoods. Not because some areas attract vandals while others repel them. But because that single unrepaired pane of glass sends a message. It says: nobody here cares. Breaking another window costs nothing. And let's be honest—it has always been fun.


This idea, which became known as broken windows theory, emerged from an article published in The Atlantic Monthly in March 1982. The authors were James Q. Wilson and George L. Kelling, two social scientists working with a conservative think tank. Their argument was deceptively simple: visible signs of disorder—a broken window, graffiti on a wall, trash on the sidewalk—create an environment that encourages more disorder, and eventually, serious crime.


The implication for police work was radical. Instead of focusing solely on major crimes like robbery and murder, departments should target minor infractions: vandalism, loitering, public drinking, jumping subway turnstiles. Maintain order in the small things, and you prevent the big things from happening.


The Theory Takes Hold


The article attracted enormous attention. Fourteen years later, Kelling collaborated with Catharine Coles to expand the argument into a full book: Fixing Broken Windows: Restoring Order and Reducing Crime in Our Communities.


The book laid out a clear prescription. Fix broken windows within a day or a week, and vandals become less likely to break more. Clean the sidewalk every day, and people stop littering—or at least litter less. Address problems while they're small, before they metastasize into something larger. When residents see their neighborhood maintained, they stay. When they see it crumbling, they flee.


But the theory truly entered mainstream consciousness in the 1990s, when New York City's police commissioner William Bratton began implementing policies directly inspired by Wilson and Kelling's work. Under Bratton, the New York Police Department cracked down on subway fare evasion, public urination, aggressive panhandling, and the so-called "squeegee men" who cleaned car windshields at intersections and demanded payment.


Crime rates in New York fell dramatically during this period. Homicides dropped. Robberies declined. The city that had been synonymous with urban decay in the 1970s and 1980s became, by the early 2000s, one of the safest large cities in America.


Was broken windows policing responsible? That question would generate furious debate for the next three decades.


What a Broken Window Really Signals


To understand why the theory resonated so deeply, you need to understand what its proponents believed a broken window actually communicates.


Think about walking down an unfamiliar street in an unfamiliar city. You don't know the neighborhood. You don't know who lives there or what the local norms are. You don't know whether someone is watching from behind a curtain. So you look for clues in the environment itself.


A clean sidewalk, freshly painted storefronts, well-maintained gardens—these signal that someone cares, that the area is monitored, that deviation from acceptable behavior will be noticed and addressed. But a street littered with trash, walls covered in graffiti, abandoned buildings with shattered glass—these tell a different story. They say: nobody's watching. Nobody cares. Do what you want.


The theory proposes that criminals read these signals too. A maintained environment suggests risk—the risk of being seen, reported, caught. A neglected environment suggests opportunity—the freedom to act without consequence.


This isn't just about what potential offenders think. It's about what residents think. According to Wilson and Kelling, when people see their neighborhood deteriorating, they change their behavior. They spend less time on the street. They stop sitting on their porches. They hurry home and lock their doors. The communal life of the neighborhood—the natural surveillance that comes from people simply being present and paying attention—begins to evaporate.


And as residents retreat, the street becomes increasingly hospitable to those who make others uncomfortable: rowdy teenagers, aggressive panhandlers, people with substance abuse problems, sex workers. These aren't necessarily dangerous individuals. But their presence accelerates the spiral. More respectable residents withdraw. Social control weakens further. And eventually, serious criminals realize they can operate with impunity.


Defensible Space


Wilson and Kelling weren't writing in a vacuum. A decade earlier, the architect and city planner Oscar Newman had introduced a related concept called defensible space theory.


Newman's 1972 book Defensible Space made a simple but profound argument: people protect spaces they feel ownership over. A well-designed housing project creates zones that residents perceive as their own—and that perceived ownership motivates them to monitor and maintain those areas. A poorly designed project creates anonymous spaces that belong to no one, and consequently, spaces that no one defends.


Police, Newman argued, cannot maintain safety on their own. They can respond to crimes after they happen. They can patrol visible areas. But they cannot be everywhere, cannot know who belongs and who doesn't, cannot distinguish normal activity from threatening activity. That knowledge lives in the community itself. And it only emerges when residents feel invested enough to pay attention.


The broken windows theory extended Newman's thinking from architecture to maintenance. It's not enough to design spaces that encourage ownership. Those spaces must be continuously maintained. Every broken window repaired, every piece of graffiti removed, every abandoned car towed—these actions demonstrate that the community hasn't given up, that someone is still paying attention.


The Eyes on the Street


Both Newman and Wilson and Kelling drew on ideas that the urban theorist Jane Jacobs had articulated even earlier, in her 1961 masterwork The Death and Life of Great American Cities.


Jacobs argued that safe streets are not created by police patrols. They're created by what she called "eyes on the street"—the natural surveillance that occurs when people use public spaces actively and consistently. A street lined with shops, their doors open to sidewalks where pedestrians come and go, is inherently safer than a street of closed facades and empty lots. The shopkeeper knows who belongs. The regular customers recognize strangers. Everyone is watching everyone, not out of suspicion, but simply as a byproduct of going about their daily lives.


Jacobs was writing against the urban renewal projects of her era, which demolished vibrant (if sometimes shabby) neighborhoods to construct towers in plazas—buildings surrounded by open space that nobody used because it belonged to no one. She understood, decades before the broken windows article, that the physical environment shapes social behavior, and that social behavior shapes safety.


What Wilson and Kelling added was the explicit connection to policing. If maintaining order in public spaces prevents crime, then perhaps police should focus less on catching criminals and more on maintaining order. Perhaps the cop walking a beat, getting to know the neighborhood, handling the small problems before they become big ones, matters more than the squad car rushing to respond after the fact.


Regulars and Strangers


The theory distinguishes between what Wilson and Kelling called "regulars" and "strangers." Regulars are people who belong—whose behavior, even when unconventional, fits the neighborhood's established patterns. The eccentric old man who talks to himself. The teenagers who hang out on the corner but scatter when asked. The homeless person who sleeps in the same doorway every night but never causes trouble. Communities often tolerate these figures because they're known, predictable, part of the fabric.


Strangers are different. They don't know the unwritten rules. Their behavior doesn't fit established patterns. And when strangers begin to dominate a space—when their presence signals that the usual order no longer applies—residents grow uncomfortable. The street feels different. What was normal no longer feels normal.


This distinction reveals something important and troubling about the theory. "Disorder" is not an objective category. What counts as disorderly depends on who's making the judgment. The behavior that residents tolerate from people they know, they may find threatening from people they don't. And the people they don't know are often those who look different, dress different, come from different backgrounds.


This opens the door to something the theory's critics would seize upon: the possibility that broken windows policing becomes a mechanism for enforcing social conformity, for removing people whose presence makes certain other people uncomfortable, regardless of whether any actual crime has occurred.


Space Shaping People, People Shaping Space


There's a philosophical puzzle embedded in the broken windows theory. Does the physical environment shape human behavior, or does human behavior shape the environment?


The answer, of course, is both. A neglected environment encourages neglectful behavior—the theory's core claim. But that neglect originated somewhere. Someone chose not to repair that first broken window. Someone stopped cleaning the sidewalk. The environment degrades because people's relationship to it has already changed.


This creates a chicken-and-egg problem for policy. If you repair all the broken windows but don't address why people stopped caring, won't the windows just get broken again? Conversely, if the visible disorder itself discourages people from caring, then perhaps fixing the windows can interrupt the cycle.


The theory leans toward the second interpretation. It suggests that changing the environment can change behavior—that appearance matters, that signals matter, that maintaining order creates its own momentum. But critics would argue this puts the cart before the horse, treating symptoms while ignoring underlying causes.


Fear as the Foundation


Prashan Ranasinghe, a scholar who has written extensively on the theory, argues that fear is actually its most important element—more important than disorder itself, more important than crime.


When people perceive their environment as disordered, they become afraid. That fear changes their behavior. They spend less time in public. They avoid certain streets. They stop participating in community life. Their withdrawal creates opportunities for actual criminals. And those criminals' presence generates more fear, which causes more withdrawal, in an accelerating spiral.


Wilson and Kelling touched on this dynamic but didn't emphasize it. They noted that people avoid one another in response to fear, weakening informal social controls. But Ranasinghe argues that fear deserves central billing. It's the mechanism through which disorder translates into crime. It's why a broken window matters.


This insight suggests a troubling possibility. What if policing aimed at reducing disorder actually increases fear? A 2014 study by Joshua Hinkle and David Weisburd found exactly this. Police interventions targeting minor offenses—precisely the kind of interventions broken windows theory recommends—significantly increased residents' probability of feeling unsafe.


The aggressive enforcement, the visible police presence, the confrontations with people on the street—all of these might reinforce the message that the neighborhood is dangerous, even as they're intended to make it safer.


Zero Tolerance and Its Discontents


Broken windows policing is sometimes described as "zero tolerance" policing, and the terms are often used interchangeably. But William Bratton and George Kelling have pushed back against this characterization.


Zero tolerance implies rigid enforcement: every violation punished, no discretion, no exceptions. But broken windows policing, as originally conceived, was supposed to involve judgment. Officers would address disorder in ways appropriate to the situation. Sometimes that meant an arrest. Sometimes it meant a warning. Sometimes it meant simply asking someone to move along. The point was to maintain order, not to maximize citations.


In practice, however, the distinction often collapsed. Departments under pressure to reduce crime seized on broken windows as justification for aggressive enforcement campaigns. Stop-and-frisk became routine in some cities, with police stopping pedestrians based on minimal suspicion, questioning them, searching them for weapons or contraband. In New York, stop-and-frisk encounters peaked at over 685,000 in 2011 before declining sharply after court challenges and policy changes.


The data from these stops revealed stark racial disparities. Black and Hispanic New Yorkers were stopped at rates far exceeding their share of the population, even in neighborhoods where they were not the majority. Critics argued that broken windows policing had become a pretext for harassment, for over-policing communities of color, for criminalizing poverty and homelessness.


Did It Actually Work?


This is the question that divides criminologists. Crime fell dramatically in New York during the 1990s. But crime also fell dramatically everywhere else.


The United States experienced a nationwide decline in violent crime beginning around 1993 and continuing for roughly two decades. Cities that implemented broken windows policing saw crime drop. So did cities that didn't. Some of the steepest declines occurred in places with completely different policing philosophies.


Researchers have proposed numerous explanations for the crime decline: the waning of the crack cocaine epidemic, changing demographics, increased incarceration, improved economic conditions, even (controversially) the legalization of abortion in the 1970s reducing the number of unwanted children who might have become criminals two decades later.


Separating the effect of broken windows policing from all these other factors is methodologically challenging. Some studies found that order-maintenance policing did contribute to crime reduction. Others found no significant effect. A comprehensive review of the evidence concluded that while cleaning up the physical environment might reduce some types of crime, aggressive enforcement of minor offenses didn't clearly work better than other approaches.


The theory's claims fall into two categories. The first—that improving neighborhood conditions reduces petty crime and antisocial behavior—has relatively strong support. Places that look cared for tend to attract less vandalism and less littering. This seems intuitive and matches common experience.


The second claim—that addressing minor disorder prevents major crime—is far more contested. This is the causal chain that matters most for policing policy. And this is where the evidence remains genuinely uncertain.


The Costs of Getting It Wrong


Even if broken windows policing reduced some crime, was that reduction worth the costs? This question became increasingly urgent as evidence of those costs accumulated.


There were the human costs: the millions of people stopped, questioned, and searched. The indignity of being treated as a suspect while walking in your own neighborhood. The criminal records accumulated from minor offenses—records that could disqualify someone from employment, housing, educational opportunities.


There were the community costs: the erosion of trust between police and the communities they served. Research consistently shows that perceived legitimacy affects cooperation with law enforcement. People who believe police treat them fairly are more likely to report crimes, provide information, and comply with officers' requests. Aggressive enforcement campaigns undermine that legitimacy, potentially making communities less safe in ways that don't show up in simple crime statistics.


There were the constitutional costs: the stop-and-frisk program in New York was ultimately found to violate the Fourth Amendment's protections against unreasonable search and seizure, and the Fourteenth Amendment's guarantee of equal protection under the law. A federal judge ruled that the city had adopted a policy of indirect racial profiling.


And there were the opportunity costs: the resources devoted to enforcement of minor violations could have been directed elsewhere. Community investment. Social services. Drug treatment. Mental health care. The theory focused on maintaining order through policing, but order can be maintained in other ways too.


The Deeper Questions


Beneath the debates about evidence and effectiveness lie harder questions that the broken windows theory raises but cannot resolve.


What constitutes disorder? The theory assumes we know it when we see it. But disorder is socially constructed. Teenagers playing music on a corner might be disorder to some residents and community life to others. A homeless encampment might be an eyesore to some and someone's only shelter. Who gets to decide what belongs and what doesn't?


Whose vision of order prevails? Communities are not monolithic. Different residents want different things. When police enforce a particular vision of public order, they're inevitably favoring some interests over others. The broken windows approach tends to favor the interests of property owners, business operators, and residents with conventional lifestyles over those whose lives don't fit that template.


Is visible poverty itself a form of disorder? Many of the targets of broken windows policing—panhandlers, people sleeping in public, street-level sex workers—are poor. They're visible in public space because they don't have private space to occupy. Removing them from view doesn't solve their problems. It just moves them elsewhere, makes them someone else's concern, or forces them into more precarious situations.


Can order-maintenance prevent crime without enforcement? Some scholars have suggested that the beneficial effects of the broken windows approach—if they exist—come from improving the physical environment, not from aggressive policing. Fix the actual broken windows. Clean up the litter. Provide better lighting. Invest in public spaces. These interventions might send the same signals of care and monitoring without the costs of confrontational enforcement.


Where Things Stand


The broken windows theory remains influential, though its reputation has evolved considerably since its heyday in the 1990s. Few serious scholars now accept the simple version—that cracking down on minor offenses reliably prevents major crimes. The evidence doesn't support such a clean causal story.


But the underlying intuition hasn't disappeared. The idea that visible disorder matters, that environmental signals affect behavior, that small problems can grow into big ones if neglected—these insights continue to inform thinking about crime, urban planning, and public space.


What has changed is the understanding that order-maintenance is not synonymous with aggressive policing. Communities can maintain order in many ways: through investment in public spaces, through community organizations, through services that address the root causes of disorder. Police can play a role, but it's not the only role, and police action can create as many problems as it solves.


The theory also illuminated something about policing that its originators may not have intended to emphasize: the enormous discretion that police exercise in deciding what constitutes disorder and who counts as disorderly. That discretion, exercised millions of times in millions of encounters, shapes the relationship between communities and the state. When it's exercised fairly, it builds trust. When it's not, it breeds resentment.


Perhaps the lasting legacy of the broken windows debate isn't a definitive answer about what works. It's a sharper awareness of the stakes—of how much depends on getting these questions right, and how much can go wrong when we don't.
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The Turritopsis dohrnii is a small, bell-shaped jellyfish found in temperate and tropical waters. It has stinging tentacles and is completely transparent, allowing you to see its pulsating internal organs. It’s a predator and hunts in the open ocean, feeding on small crustaceans and plankton.

This deep-water, alien-seeming creature has a unique ability to regenerate itself. In cases of extreme stress, like starvation, sudden temperature changes, or even being cut with a pair of scissors, the adult jellyfish can, in a matter of days, transform back into an infant-like polyp stage. The polyp is hardy, and many of its cells are undifferentiated – like in a human embryo – so it can regenerate damaged parts easily and ‘bud’ into several clones.
This process can theoretically happen on an infinite loop, meaning that if the jellyfish managed to escape disease and predation, it could live forever. In a lab, these jellyfish have been kept alive for two years, respawning 11 times. For comparison, the Turritopsis dohrnii’s cousins, the Clytia hemisphaerica or the Obelia geniculata, live as full-grown jellyfish for only a few weeks.


Lobsters are, by all appearances, just insects that live in the ocean. They have segmented bodies, ten legs, and compound eyes. With simple insect-like brains (comprising only 100,000 neurons, to a mouse’s 10 million and a human’s 86 billion), many scientists believe they don’t even feel pain.

Unlike most other insects, they can regenerate lost limbs. This is the result of a group of cells called blastemal cells. Like the cells in a jellyfish’s undifferentiated polyp state, blastemal cells can regenerate into any kind of cell in a lobster’s body, including muscle, bone and nerve cells.
What is remarkable about lobsters is their longevity. They have been known to live for over a hundred years. In most animals, cells, DNA, and tissue accumulate damage over time, which eventually leads to death. Lobsters, on the other hand, repair themselves continually. As a result, their organs, cells, and even DNA stay young.
Lobsters do eventually die. They grow throughout their lives and, as a result, need to regularly molt their shells and regrow them. This process is so energy-intensive that when lobsters get very old, and therefore very large, this molting exhausts and starves them to death. The oldest lobster ever found, dubbed George, was about 140 years old and weighed almost ten kilograms. George was kept on display in a restaurant in New York until PETA campaigned to get him released into the wild, where he almost certainly starved to death. Theoretically, someone could keep a lobster alive indefinitely by feeding it calorie-dense foods when it molts. No one has tried this (yet).


The ocean quahog clam is another long-lived sea creature. Quahog life is the opposite of ‘live fast, die young’. It has a very slow metabolism. Hardly moving, it eats by filtering small particles of food from the water and can survive in a variety of harsh conditions, like very cold water, low oxygen levels, and heavy pollution. It has such a rudimentary nervous system that some vegans will eat it, saying it has no capacity to suffer and is, essentially, more like a plant than an animal.

For the same reason that trees have rings, clams grow ridges in their shells. They grow faster in summer when it’s warm and slower in the winter, producing a new ridge every year. We have found a clam with 507 ridges. Carbon dating verified its age, making it one of the longest-lived animals on Earth.
Clams aren’t the only sea creatures with ultra-slow metabolisms and centuries of life. The Greenland shark is a massive beast. It is about 20 feet long and can weigh up to two tons. Like the quahog, it is a ‘live slow, die old’ kind of animal.

It hunts in the North Atlantic and is a stealthy, opportunistic predator. It remains completely still until an unobservant seal or whale swims past, striking when the perfect moment presents itself.
Such a strategy requires patience but its exceptionally slow metabolism means it needs little food, able to grow large while eating as seldom as once a year. It expends hardly any calories heating itself and can live in such cold waters because high concentrations of urea and trimethylamine oxide stop its blood from freezing. The oldest known Greenland shark is about 400 years old.


On land, the oldest known animal was an Aldabra tortoise named Adwaita. Adwaita was the pet of British general Robert Clive of the East India Company. Clive died in 1774 and, after a few years living on his estate, Adwaita was brought to a zoo in Calcutta, where he lived until 2006. His shell has been carbon dated, showing that he was about 250 when he died. Aldabra tortoises can weigh up to 250 kilograms. They move very little and, like many other long-lived creatures, have slow metabolisms, enabling them to go long periods without eating.

Centuries-long lifespans are found in some mammals, too. Bowhead whales dwarf the Greenland shark, at about 70 tons.  They too are cold ocean-dwelling predators with a slow metabolism. We did not know they were so longevous until 2007 when, off the coast of Alaska, hunters discovered the whale they had just killed already had a Victorian-era harpoon embedded in its neck, meaning it must have been at least 120 years old. We now think they can live for over two hundred years.
Bowhead whales superficially resemble Greenland sharks more than they resemble people. But as fellow mammals, they are closer relatives of ours than they are of any cartilaginous fish. They breathe air. They gestate and nurse their young. They are social animals and live in complex communities. They use vocalizations to communicate with one another and have large brains relative to their body size – usually indicative of some degree of intelligence.
Their physical similarities to Greenland sharks suggest they are the product of convergent evolution: cold oceans are, apparently, a good place to be a slow, long-lived, multi-ton predator and thus, evolution has answered with several iterations of such a creature.


Naked mole rats are exceptional for mammals in many ways. They live in bee-like colonies with a queen and workers, do not regulate their own temperature, have very slow metabolisms (no surprise), and are immune to some forms of pain, including acidic burns and capsaicin. Like lobsters, they repair their DNA constantly, and they don’t seem to get cancer.

The Gompertz law is a mathematical equation that describes aging. For every mammal, once out of childhood, the odds of dying rise exponentially with age. For example, as an adult human, our odds of dying double every eight years. Among mammals, naked mole rats may be the sole exception. Their odds of dying don’t seem to increase at all. In the wild, they usually live for about 17 years, much longer than a typical rodent of their size, but the oldest known is in captivity: Joe is thriving and pushing 40 with no sign of slowing down.



Homo sapiens are primates characterized by our hairlessness, bipedality, and intelligence. Like naked mole rats, we live in colonies with specialized hierarchical roles. Like Greenland sharks, we are slow and opportunistic predators. And like lobsters, we can regrow lost appendages (albeit only the very tips of our fingers and only as young children). We are strangely long-lived for mammals, both overall and, in particular, for our size. We have long childhoods and, unusually, we live for decades after our reproductive windows have closed. What’s the secret to human longevity?

Humans: evolved to live
There are several measures by which humans are strangely long-lived: size, heart rate, and reproductive window. In general, the more intelligent the species, the longer its lifespan. But like all things in evolution, longevity has tradeoffs, and many of the super-long-lived creatures make big sacrifices to achieve their lifespans. Even if we worked out how to harness their gifts, it might not be worth it.
The average lifespan of a species, across all kingdoms of organisms, tends to increase as it gets bigger.

If humans had the lifespan of a random animal their size, we would live between 20 and 50 years. For example, tigers are larger than typical humans, weighing between 100 and 300 kilograms, but in the wild, a tiger will usually live only 10 to 15 years. Even in captivity, which is more like the state humans currently live in, tigers survive just 25 years.
We don’t just have long lives for our size, we also have long lives for our heart rates. Most mammals get about one billion heartbeats in their lifetime. Small animals have fast heart rates and short lives, and larger animals have slow hearts and long existences. Humans are a major outlier here, too: we get more than two billion heartbeats.


What is particularly unusual about humans, as well as a small handful of other strangely long-lived animals, is that we continue to live long after we are no longer able to reproduce. Women go through the menopause at around 50 and stick around for decades more, an adaptation that is possibly the product of our complex social structures and needy children. Elderly humans, chimps, and elephants can help take care of children and store up and pass on useful knowledge to their family and tribe. Tigers, who usually die while still fecund, are of little use to their cubs after a few years: a tiger grandmother with four grandcubs does a disservice to her genes by staying around and competing for resources.
In addition to a long post-reproductive life, humans and other primates have an exceptionally long period of childhood, where we grow and develop while still not having reached sexual maturity. Big brains take a long time to develop and can be taught a lot of information. As a result, the number of neurons is a better predictor of lifespan than metabolic rate and body mass.



But while brain size predicts in broad strokes why some animals live longer than others, it doesn’t explain why any of the super-duper long-lived creatures have their powers, except for maybe bowhead whales. Naked mole rats are interchangeable parts of a machine. Lobsters don’t have problem-solving skills or a long-term memory. Jellyfish don’t even have brains. Clams don’t do anything at all!
This is only a partial explanation. It explains the evolutionary conditions that created longer lifespans, but it doesn’t tell us anything about what in our biology gives us these longer lifespans, or what we could do to live longer.
Physiologically, humans have some of the adaptations that super-long-lived creatures have. Our brains use a lot of energy, but instead of having a correspondingly high metabolism, humans are very energy efficient elsewhere. We have small muscles and are, for mammals, basically hairless, which means we can cool ourselves very efficiently by sweating.
We have some of the cancer-fighting adaptations that other large, long-lived animals have, too. We might naively assume that a large, long-lived animal, due to having more cells that are copied more times, would develop more cancers. Instead, smaller animals, like mice and rats, are much more vulnerable to cancer than humans, elephants, and whales.
This problem is called Peto’s paradox. One theory is that larger animals develop ‘hyper tumors’. Once a cell has turned cancerous, it has defected against the whole organism. Each of its cells is more prone to becoming cancerous again, so the cancerous tissue is overwhelmed and killed by hyper tumors. In a mouse, a two-gram tumor – ten percent of its mass – would kill it, likely before it developed a cancer-fighting hyper tumor. In a human, a two-gram tumor – 0.002 percent – would  have a negligible effect unless it were in a crucial organ. In a bowhead whale, a two-gram tumor would be just 0.000002 percent of its mass.
Another explanation points the finger at large animals’ slow metabolisms. The respiration that takes place in the mitochondria is a big part of our metabolism and, as a byproduct, makes reactive oxygen species that cause cell damage. (This is why ‘antioxidants’ might be good for us. And it is also a reason proposed for why low levels of radiation are unlikely to be harmful: we are doing ourselves DNA damage already, and healing constantly.) A slower metabolism means both fewer cell divisions and less cell damage per cell. But while humans are resistant to cancer for our size, taller humans get more cancer, which suggests that we have a cancer-fighting adaptation that does not just scale with size.
In humans, about half of cancers have a mutated p53, and the gene plays a crucial role in preventing cancer formation. Elephants have 20 copies of this gene. They also exhibit hyper-apoptosis, which means that cells are killed after modest DNA damage before they can become malignant. This is associated with the LIF6 gene, some variation of which is also possessed by naked mole rats and bowhead whales.
In nature, these benefits come with a cost. In order to extend their lives, the longest-lived species have evolved to sacrifice many things we value greatly. Cancer suppression involves dedicating a lot of scarce energy towards DNA repair and immune defenses, away from reproduction, growth, and fighting. This makes sense for unpredatable animals like elephants that hyper-invest in a small number of offspring but not for a creature that wants to grow and reproduce quickly, use sharp bursts of energy, or develop ornamental appendages.

Humans are nothing like Turritopsis dohrnii jellyfish. We don’t know if these jellyfish retain their memories when they revert to their polyp stage. We’re not sure they even have memories. Many of us would not see the ability to spawn baby clones as a legitimate alternative to a longer lifespan.
Living like a Greenland shark, a clam, or a tortoise doesn’t seem like a good alternative to a human life. If we found ways to stop burning energy and live in extreme cold as they do, we might survive much longer, but it wouldn’t really be living.
But while we may not want to copy their lifestyles, the existence of animals that live so much longer than us makes it worth asking whether there is an underlying secret of aging we can unlock. If nature couldn’t give us longer lifespans, perhaps science could make them.
Humans: upgraded to live?
As life goes on, people become more likely to die, whether through infectious disease, cancer, failure of key organs, a stroke, or a heart attack. That suggests there are two potential ways to increase longevity: tackling the proximate causes of death, like cancer and dementia, as medicine typically does; or finding and tackling some underlying reason that these causes come along more over time. This second approach would mean breaking the link between our ‘chronological clock’ – how long we’ve been alive, and our ‘biological clock’ – the state of our body and brain.
So far, we have been incredibly successful in increasing life expectancy through a ‘whack-a-mole’ method of curing differing ailments. Back of the envelope calculations suggest that making sure a child is properly fed increases their life expectancy, after they have survived to old age, by a further 0.39 years, taking beta blockers after a heart attack by 2.48 years, and cleaning air from high to low pollution by 0.4 years.
But this approach gets harder and harder as we whack the easiest to catch moles. It took 25 years to raise life expectancy from 60 to 70, and then more than 50 years to raise it to 80. As death rates fall, the pool of survivors shifts toward people who are naturally healthier, leaving fewer frail individuals to save. Despite having better technology than ever, further gains have become progressively smaller.

For now, most treatments do not seem to return us to enjoying the life we used to lead. Surviving something like cancer or heart disease usually means living with chronic pain and discomfort, one step closer to future danger.
Is it possible, instead, to slow the biological clock? We know that long-lived animals have different strategies. They have specific adaptations, like cancer-fighting genes, that we may want to emulate. But they also share traits that are generally helpful: lobsters and naked mole rats have very good DNA repair, and basically, every creature with an ultra-long lifespan also has a slow metabolism.
DNA damage and repair
One option is to learn from the lobster. Telomeres, repetitive strings of extra DNA on the end of the main strand, are one of the first things we learn about if we are interested in aging. When a cell divides, it replicates most of its DNA. But it does not copy the very ends, so the telomeres become shorter with each division. When the telomeres become critically short, the small chunk of DNA deleted starts to include important information, leading to cellular death, senescence, or cancer. The rate of telomere attrition is highly predictive of a species’s lifespan, and within species that we have tracked, like mice, individuals with longer telomeres live longer and develop less cancer.
There is a naturally occurring enzyme, telomerase, that can repair telomeres by adding the repetitive sequence back onto the end of DNA. It is abundant in the ageless lobster but, in most animals, is active in just a limited number of cells, like gametes, stem cells, and some parts of the immune system. But it could, theoretically, be switched on in other cells with gene editing injections or other therapies.
Unfortunately, when telomerase was switched on in the skin cells of mice, it didn’t simply give them better skin. Instead they had both better healing and more skin cancers. Similarly, switching telomerase on across an entire mouse gave it more cancers everywhere that the telomerase was expressed. But in mice that have been engineered to be more cancer-resistant, more telomerase led to longer lives and to other signs of youthfulness like thicker skin and better performance on motor tests.
Metabolism: live slow, die old
If we are unable to generate more useful telomerase and stop telomere shortening, like the lobster, or to improve our DNA repair mechanisms, like in naked mole rats and elephants, then we might consider upgrading our metabolisms. There is clearly some relationship between metabolism and life span. The most popular explanation links aging to the production of reactive oxygen species during normal metabolism. Known as the free radical theory of aging, these chemicals, the inevitable byproducts of the chemical processes that are your metabolism, are highly volatile and damage cells and DNA when they come into contact with them.
The body normally has natural processes that repair this destruction, but over time, the rate of damage increases, and these repair processes get overwhelmed, making people age. Animals like birds and bats that have fast metabolisms and long-ish lifespans have adaptations that lead them to produce fewer reactive oxygen species, especially near their DNA. But many other long-lived species show signs of abundant damage from reactive oxygen species, even while young.
In simple organisms like worms, flies, and yeasts, single-gene mutations that affect the metabolism can dramatically extend lifespan. For example, the worm C. elegans has a receptor that is active when food is plentiful but that can be genetically reprogrammed, orienting the animal towards maintenance and metabolic thrift and away from growth and reproduction. This genetic edit doubles C. elegans lifespan. Dwarf mice with similar mutations live about 50 percent longer than their littermates. We have even found some rare genes that appear to work in similar ways when studying centenarians, especially among Ashkenazi Jews and Italians.
One of the pathways through which these rare genes for longevity change the metabolism is mTOR, which stands for the ‘mechanistic target of rapamycin’. When nutrients are abundant, mTOR promotes cell growth and, when they are scarce, mTOR activity switches cells into maintenance mode. Chronically high mTOR, usually caused by overfeeding, can accelerate aging, and inhibiting the mTOR pathway has been shown to extend lifespan in every organism tested. Fortunately, we do not have to be a gene-edited screwworm or an Italian supercentenarian to benefit from this pathway: some drugs, like rapamycin, likely inhibit mTOR. At high doses, rapamycin is used as an immunosuppressant to stop people from rejecting transplants, but at lower doses, it can prolong lifespan without severe side effects. When mice are treated with rapamycin from their youth, it can extend lifespan by about a quarter. When used in 600-day-old mice, which are at a comparable stage in their lives as a 60-year-old human, it can extend their lifespan by about a tenth.
There are other signs that changing our metabolisms is key to extending our lifespans. There are several drugs on the market that have been shown to promote longevity in mice, all of which were originally developed to treat diabetes: acarbose, SGLT2 inhibitors, metformin, and now GLP-1 agonists (like Ozempic). Diabetes is a chronic health condition that affects how the body turns food into energy, characterized by elevated levels of sugar in the blood due to problems with insulin production or action. Most of these drugs seem to work by decreasing blood sugar and promoting weight loss.
There may be lower-tech diabetes treatments with benefits, too. Intermittent fasting and caloric restriction often increase lifespans in lab experiments on mice, even if it isn’t clear whether intermittent fasting is good because it helps insulin regulation or inflammation, or because it is just a good way to stop obesity.

While aging chronologically may imbue us with wisdom and other benefits, beyond a certain point, getting biologically older has little to recommend it. Neuroplasticity and the ability to learn new languages peak in early childhood. Young people recover faster from injuries. IQ, recall, and speed of processing peak in adolescence. Metabolism peaks at 20. Bone density typically peaks between 25 and 30. Muscle mass typically peaks at age 30 and decreases at about 5 percent per decade following.
Human life would be very different if we, like naked mole rats, could break out of Gompertz’s law, if we could stay as healthy as the average 25-year-old until a car or a pandemic like the Spanish flu killed us. Most people die of things caused or exacerbated by age, like heart disease, cancer, infections and dementia, meaning that, especially in the rich world, we could expect to live for hundreds of years. Extremely cautious people could probably live for millennia.
Perhaps if we wait for a few million years, we will fill an ecological niche where our descendants become still and cold-blooded, enjoying centuries-long youths. The alternative will be to pharmaceutically construct what nature didn’t give us: injections that lend us a lobster’s ability to repair and regrow, gene therapies that give us an elephant’s resistance to cancer, drugs that give us a Greenland shark’s metabolism, or – better still – give us a bird’s ability to cure ourselves of metabolic damage. Ideally, we would be able to live tortoise years on dog diets, shark lifespans in tiger climes.
Evolution has tradeoffs. Obviously, none of us would trade places with a clam or a lobster. But we’re no longer constrained to traits that can be coded into DNA and enable a hunter-gatherer to reproduce. In the long run, this means we can change anything we want about ourselves. For now, mortality should be the priority.


Aria Schrecker is an editor at Works in Progress. Follow her on Twitter.
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  The Enlightenment and modernity have, Brink Lindsey argues, led to mass society and mass affluence. But their overrun has also created a world where individuals are buffeted by strange alien and alienating systems—market, bureaucratic, ideological, algorithmic—that barely register them as people. The Permanent Problem traces a polycrisis: inclusion collapses as the educated meritocracy hardens into caste, dynamism slows in the “world of atoms,” and politics degenerates into multi‑elite culture war, while the attention economy corrodes the “constitution of knowledge.” Lindsey’s answer is an abundance agenda plus a connection agenda: more growth where it matters, and more human‑scale power over how we live together by nurturing a flourishing of intermediary institutions in which people can do things and live lives that matter. Far from succumbing to post‑liberal despair, Brink Lindsey proposes an attempt to make liberal modernity finally fit for human flourishing…
	Lindsey, Brink. 2026. The Permanent Problem: The Uncertain Transition from Mass Plenty to Mass Flourishing. New York: Oxford University Press. <https://brinklindsey.substack.com/> <https://www.niskanencenter.org/the-permanent-problem/>.







My friend Brink Lindsey is unhappy: Two reviewers of his book—Michael Strain and Jonathan Rauch—seem not to have read his book with enough attention to understand it. 
Rauch <https://www.theunpopulist.net/p/lets-not-grant-the-postliberal-critique> dismisses it with “had I stopped reading after Chapter 7, I would take the book for a postliberal screed that outdoes anything by Patrick Deneen….”, titles his harsh review “Let’s Not Grant the Postliberal Critique of Market Liberalism”, and grudgingly concludes “If you mentally dial down its excesses, you will find ideas that might measurably improve the quality of modern life” without every mentioning what those ideas are.
Strain <https://www.aei.org/op-eds/is-affluence-a-barrier-to-living-well/> dismisses Lindsey as a confused writer who falsely thinks that “affluence [is] a barrier to living well”, and classifies his argument as “consistent with post-liberal commentators’ arguments that democratic capitalism is exhausted, a failed experiment and an obstacle to human flourishing”. He ripostes that his complaints spring simply from the fact that “we are a fallen people in a fallen world” and that any special “anxiety… seems wildly misplaced in our current age of… GLP-1 [agonist] drugs for diabetes and weight loss… rapid progress on treatments for… Alzheimer’s and cancer… [and] generative AI, which even the most pessimistic… expect will increase trend productivity growth noticeably…. American society was much less affluent and in much worse shape in the 1850s”. 


And so Brink protests:
Brink Lindsey: Links & Some Thoughts About Early Critics <https://brinklindsey.substack.com/p/links-and-some-thoughts-about-early>: ‘Mike Tyson put it, “Everyone has a plan until they get punched in the mouth.”… The… left-right… that threw me for a loop was getting lumped in with… post-liberals… who regard the whole of post-Enlightenment liberal modernity as a tragic mistake…. Jonathan Rauch:] “Had I stopped reading after Chapter 7, I would take the book for a postliberal screed that outdoes anything by Patrick Deneen”… [Michael Strain:] “Lindsey’s assessment is consistent with post-liberal commentators’ arguments that democratic capitalism is exhausted, a failed experiment and an obstacle to human flourishing”….
What leads… [them] to swing so wildly?… I believe… a newish intellectual fault line… the division between the “brokenists” and the “anti-brokenists…. Brokenists, like myself, regard the political upheavals of the past decade as an understandable but misguided reaction to serious underlying maladies…. Anti-brokenists… insist… [on] “derangement syndromes” that render people unable to handle living in a fallen, messy world…. In… [my] view… dismissing widespread disaffection… as so much hysteria and entitled whining is doomed to failure…. I’ll stick to my guns…. But it is dispiriting that, after a decade of populist distempers, so many of my fellow liberals still don’t understand the nature of the challenge that confronts them…

Brink needs help. Let me try to provide some:


First, let me set out my understanding of what the book is:
Brink Lindsey’s The Permanent Problem argues that rich liberal democracies have solved the “economic problem” of material scarcity but are now failing at what John Maynard Keynes called humanity’s “permanent problem”: how to use our freedom and abundance “to live wisely and agreeably and well.” Lindsey’s central claim is that we have entered a “middle flourishing trap.” At precisely the point when material scarcity recedes, our social arrangements, institutions, and culture start working against flourishing—both by fraying human connections and by sapping dynamism. The book diagnoses a triple crisis of inclusion, dynamism, and politics inside advanced capitalism. It seeks to refocus and rebalance so that technological progress and human-scale flourishing reinforce rather than undermine each other.
Lindsey’s definition of individual flourishing centers on close relationships (family, friends, community), meaningful projects (work or nonwork efforts that demand skill and conscientiousness), and rich experiences (the cultivated ability to attend to the world’s “miracle of consciousness”). Flourishing societies combine inclusiveness (dense webs of belonging and status for most people) with dynamism (the capacity to explore, experiment, and innovate, and to turn new capabilities into better lives). Judged by this standard advanced societies fall short.
The crisis of inclusion springs from the new class divide along educational lines. Relative demand for labor, bargaining power, and the relative social status of ordinary people have been sharply downgraded by the coming of the Second Gilded Age. A “meritocratic” elite grows, concentrates residentially and maritally, and intergenerationally hardens into a quasi‑caste, while the would‑be working class is scattered through low‑status service jobs, with thinning prospects and fraying social ties, with this economic realignment of inequality mirrored in private life as marriage, stable two‑parent families, church attendance, and embedded community life hold up among the highly educated but collapse elsewhere. The old working‑class ecosystem of unions, neighborhood institutions, and religious congregations has largely disappeared, and nothing comparably binding has replaced it.
The crisis of dynamism is the slowing of total factor productivity growth in the “world of atoms” since the 1970s, masked only by the exceptional boom in information technology. Big growth contributors—rising female labor‑force participation, mass educational upgrading, the “two big waves” of first Applied-Science and later Mass -roduction technologies—were once‑only transitions that have largely played out. A pervasive NIMBYism arises as people who feel they have more to lose become more risk‑averse, and the political system responds by multiplying veto points. That is then reinforced by an aging society. 
The crisis of politics is the replacement of democratic politics focused on promoting the use of industrial-era technologies to create and distribute mass wealth has been replaced by “multi‑elite” professionalized performative identity politics, with Thomas Piketty’s classification of a culturally progressive, highly educated “Brahmin left” and a culturally conservative, wealthy “merchant right” vying for different segments of the electorate, leaving ordinary workers’ material interests by the wayside as status conflicts, expressive identity, and media spectacle become overwhelming. 
These are then supercharged by the attention info-bio tech economy’s focus on attention harvesting, as first television and then the internet and social media erode “deep literacy,” shorten attention spans, and encourage politics as entertainment. Thus the “constitution of knowledge” that liberal democracy depends on—shared facts and trust in epistemic institutions—decays. The result is a fertile habitat for authoritarian populism, and symbolic victories and expressive gestures routinely drowning out actual governance.
In sum, as Lindsey put it elsewhere, the complete victory of individuality-centered wealth creation has the result that:
All the intermediate social structures that grew up over centuries are dismantled, the structure of society radically simplifies: what once was a complicated, often convoluted amalgam of overlapping and competing hierarchies and authorities and loyalties resolves into an undifferentiated mass of subjects under a single rationalizing central authority…. 
All the intermediate institutions that lend structure and coherence and solidarity and workable consensus to the superhuman scale of contemporary mass society are in decline. You can see it in the steadily dropping numbers for public trust in most major social institutions. The result is progressive atomization, as people’s connections to anything other than the market and state loosen and fray. Under these circumstances, as the bottom-up structures of mass society disintegrate, the only thing holding the social order together is top-down control…

In Lindsey’s view, we need more than:
	negative freedom from constraint,

	and positive freedom in the sense of the power to manipulate nature to suit all purposes, 

	all structured and watched over by the institutions we have built,

	the societal-scale institutions that enable 8.3 billion East African Plains Apes to carry out a physical and a cognitive distributed division of labor at scale.


We also need:
	positive freedom in the sense of the ability to form groups,

	groups at human scale, 

	so that we can do things that matter to us, 

	both individually and communally.


Hence Lindsey then proposes a two‑part response:
	First, embrace an “abundance agenda” that restores technological dynamism in energy, housing, physical infrastructure, and food, using both state capacity and market competition to drive down the cost of living and decarbonize and “de‑animalize” production. 

	Second, embrace an “egalitarian-connection agenda” by equalizing societal power in the form of wealth to command the attention of the market and creating societal power in the form of enabling  “abundance at human scale” via shifting responsibilities back from market capitalism and state bureaucracy to chosen face‑to‑face community association, via webs of relationship and agency.


Thus Lindsey’s answer to Keynes’s <https://www.econ.yale.edu/smith/econ116a/keynes1.pdf> permanent problem of how to enable people to live “wisely and agreeably and well” is not to overthrow capitalism. It is to use its extraordinary capacity for innovation and wealth creation to boost our collective societal power. It is then to distribute that power to make more people independent of the market’s harshest disciplines. And it is then to cultivate social forms and cultural values that channel autonomy and independence into richer lives of connection, purpose, and shared stewardship of both society and the natural world.
So what does Brink think is the relationship between his position and the post-liberalism box into which Rauch and Strain are so eager to put him? 
It is this:
Brink Lindsey: Life Under “An Immense & Tutelary Power” <https://brinklindsey.substack.com/p/life-under-an-immense-and-tutelary>: ‘I reject this post-liberal position completely and unreservedly…. There are totalitarian tendencies in modernity…. But the dominant tendencies have surely been liberating and humanitarian… dramatic uplift in material living standards… explosion in scientific knowledge and technological capabilities… mass literacy and schooling… governments subject to popular control and the rule of law… the stigmatization of war… widespread embrace of… universal human dignity. I find it genuinely hard to understand how [post-liberal] thinkers… can fail to recognize the profoundly anti-human implications of their ideas…

Brink Lindsey no like post-liberalism at all. He rejects it “completely and unreservedly”.
For Brink Lindsey, the problem is not the Enlightenment. The problem, rather, is that our abilities to manipulate nature and collectively organize ourselves have become too powerful. They have given us mass society. And mass society is too massive. Our abilities to manipulate nature, communicate across the world, and organize ourselves have left us with autonomous individuals on the one hand. And they have left us with massive and massively efficient and effective societal mechanisms for coordination on the other. 
We have market economies with their price signals and their equilibria. We have states—democratic states, for now at least—setting-up rules of interaction and issuing commands via what really is a tremendously efficient bureaucratic order. We have ideologies creating and enforcing common values and orientations and operating procedures to a degree that the Prussian General Staff college dreamed of but never managed to attain. And we always have the possibility of a charismatic personalist dictatorship, law-abiding or not, giving mass society direction. on the other—whether by a market equilibrium, a bureaucratic command, an ideological conformity-enforcement, or an overmighty authoritarian personalist dictator. And that is not the human scale we need for autonomy and agency, and thus for human flourishing.
These societal-scale institutions squash the individual: liberate us from material scarcity and personal hierarchical domination and empower us to control nature and organize ourselves on the one hand, but subject us to the dominion of extraordinary strong powers—market systems, bureaucratic systems, ideological systems, and now algorithmic systems—that seem arbitrary and alien. They seem so because they are. They make us their playthings, controlling us by making us offers we dare not refuse, for refusing them hobbles our very valuable extraordinary material prosperity.
Perhaps we should look back at Franklin Delano Roosevelt and his “Four Freedoms” <https://www.archives.gov/milestone-documents/president-franklin-roosevelts-annual-message-to-congress>:
	Freedom from want,

	Freedom from fear,

	Freedom of speech,

	Freedom of religion.


Freedom from want has been granted to us by modernity: its market economy, its resulting highly productive division of labor, its science, and its technology.
Freedom from fear has been granted us by the rule of law established and then managed by the framework of majority rule and minority rights—or, in the United States, had been established until the coming of ICE.
Freedom of religion is itself one of the greatest treasures we have from the Enlightenment.vFreedom of speech as well.
Missing, however, from Roosevelt’s list are two more freedoms:
	Freedom to govern oneself at human scale—rather than finding oneself the puppet of market, bureaucratic, and ideological forces.

	Freedom to connect and act with others and so make a difference—at a human scale.


These freedoms are not Roosevelts freedoms “of” and “from”. These missing freedoms are freedoms “to”. To be more than the mere plaything of alien powers—markets, bureaucracies, ideologies, and algorithms—as they do not listen to us as individuals, even though they are aspects of us considered as an anthology intelligence
Perhaps the best way to grok what Brink is saying here is to consider him as the Second Coming of Alexis de Toqueville. He is a thinker in the Tocquevillian <https://en.wikipedia.org/wiki/Alexis_de_Tocqueville> mode, deploying Tocqueville’s concepts of the “tyranny of the majority” and “aristocracy of manufactures” as descriptions of our societal pathologies today—the pathologies internal to our liberal democratic capitalist order now in transition from the globalized value-chain to the attention info-bio tech economy.
For Tocqueville, remember, a democratic majority is not some mystical embodiment of “the people”; it is, as he puts it, “only an individual” scaled up, with its own interests and passions opposed to those of each of its minorities. Thus he worries about its “irresistible strength.” His observations of the United States in the 1830s impress upon him that when someone is wronged in the United States there is nowhere outside the majority to appeal. Moreover, majority power becomes moral and psychological. A king’s authority is “purely physical”: he can coerce actions but not inner convictions. A democratic majority, by contrast, exercises “a power which is physical and moral at the same time”. And so via social pressure he sees “no country in which there is so little independence of mind and real freedom of discussion as in America”, it being mightier  than censorship. 
As for the “aristocracy of manufactures”, Tocqueville asks how democracy’s own industrial tendencies can generate a new, truncated aristocracy inside an egalitarian society. The (1) division of labor, where the worker repeats a tiny task and becomes exquisitely skilled at it; and (2) economies of scale are essential to modern prosperity. But that produces workers “more adroit and less industrious” as the industrial regime “binds him to a craft, and frequently to a spot, which he cannot leave”: “The art advances, the artisan recedes.” No longer a maker of things and so changing the world, workers become increasingly cogs, and paper- (or rather electron-) shuffling cogs.
The missing intermediary organizations and associations that Brink Lindsey wants to revive are keys to resisting the tyranny of the majority and also providing space for agency, autonomy, and meaning in a word dominated by the unfeeling aristocracy of manufactures.
Thus the right way to read Brink Lindsey’s The Permanent Problem is this: The book argues that rich liberal democracies have solved material scarcity but stumbled into a “middle flourishing trap,” where the very institutions that delivered abundance now undermine inclusion, dynamism, and democratic politics. 
Michael Strain and Jonathan Rauch read the book as post‑liberal fatigue with democratic capitalism, or even as hostility to affluence itself. 
That is almost exactly wrong. 
Lindsey’s villain is not the Enlightenment. It is not even the societal-scale institutions that enable our extraordinarily productive physical and cognitive divisions of labor: markets, bureaucracies, ideologies, and algorithms.
Lindsey is trying to salvage liberal modernity by rebuilding the human‑scale connective tissue—families, communities, associations—that mass markets, bureaucracies, and now algorithms have thinned out. The goal is not less capitalism but using capitalism’s surplus to buy more autonomy, connection, and meaning. Only then can we learn to live “wisely and agreeably and well” in our world in which scarcity has receded. But to live wisely and well, we need more than freedoms “of”—speech and religion. We need more than freedoms “from”—fear and want. We need freedoms “to”, the freedoms provided by decayed intermediating institutions that once gave ordinary people status, solidarity, and leverage. Seen through a Tocquevillian lens of “tyranny of the majority” and “aristocracy of manufactures,” Lindsey’s project is to civilize a mass society that has become too massive, not to overthrow it.
What do I think of Lindsey’s diagnosis, assessment, and project? I will have to leave that for another time.
I do have a day job, after all.
If reading this gets you Value Above Replacement, then become a free subscriber to this newsletter. And forward it! And if your VAR from this newsletter is in the three digits or more each year, please become a paid subscriber! I am trying to make you readers—and myself—smarter. Please tell me if I succeed, or how I fail…
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    Deep Dive

    Alexis de Tocqueville

    Based on Wikipedia: Alexis de Tocqueville


In 1831, two young French aristocrats stepped off a ship in New York Harbor with an official mission to study American prisons. What they actually wanted to understand was something far more consequential: whether democracy could actually work.


Alexis de Tocqueville was twenty-six years old, the great-grandson of a man guillotined during the Terror, and the son of parents who had narrowly escaped the same fate. He had every reason to fear what happens when old orders collapse and new ones emerge. But instead of fearing democracy, he became its most penetrating analyst.


The Man Between Two Worlds


Born on July 29, 1805, Alexis Charles Henri Clérel, comte de Tocqueville, came from an old Norman aristocratic family with deep roots in the French nobility. His great-grandfather was Malesherbes, a statesman who defended King Louis the Sixteenth at his trial and paid for that loyalty with his life on the guillotine in 1793.


His parents, Hervé Louis François Jean Bonaventure Clérel, Count of Tocqueville, and Louise Madeleine Le Peletier de Rosanbo, survived the Revolution only because Maximilien Robespierre himself fell from power in 1794, just before their own appointments with the blade. Imagine growing up with that family history. Your grandparents murdered by revolutionary mobs. Your parents bearing the psychological scars of waiting in prison for their execution.


Yet Tocqueville did not become a reactionary. Under the Bourbon Restoration, when the monarchy returned to France, his father became a noble peer and prefect. Young Alexis attended the Lycée Fabert in Metz, receiving the classical education befitting his class. But he watched France lurch from monarchy to republic to empire to monarchy again, each transition violent, each leaving society more fractured.


What fascinated him was not which system was right, but why France kept tearing itself apart while other nations seemed to manage political change without endless bloodshed.


Journey to the New World


In 1831, Tocqueville convinced the July Monarchy government to send him and his lifelong friend Gustave de Beaumont to America, ostensibly to study its penitentiary system. The real purpose was to observe democracy in action.


They traveled widely. From east coast cities to what was then the northwestern frontier in Michigan. By steamboat down the Ohio and Mississippi rivers to New Orleans. By stagecoach across the South and back up the eastern seaboard to New York. Tocqueville even made a side trip to Montreal and Quebec City.


Throughout the journey, he took extensive notes. Not just about prisons, though they did visit some. He observed everything: how Americans conducted town meetings, how they formed voluntary associations, how social equality shaped manners and ambitions, how religious faith coexisted with democratic governance, how the tyranny of the majority could suppress individual liberty just as effectively as any king.


Nine months later, they returned to France. They published their official report on prisons. But Tocqueville had something far more ambitious in mind.


Democracy in America


Published in 1835, with a second volume appearing in 1840, Democracy in America was unlike anything written before. It was part travelogue, part political philosophy, part sociology before sociology really existed as a discipline. Tocqueville wrote as a detached scientist observing a new species of political life.


He wrote during a transformative period in American history. The Market Revolution was connecting distant regions through canals and railroads. Western expansion was pushing indigenous peoples off their lands. Jacksonian democracy was extending voting rights to nearly all white men, not just property owners. The fabric of American life was being radically rewoven.


What Tocqueville saw was an enterprise that balanced liberty and equality, concern for the individual alongside concern for the community. But he also saw dangers.


He famously warned about the tyranny of the majority. In aristocratic societies, tyrants were easy to identify: they wore crowns and commanded armies. But in democracies, oppression could come from public opinion itself, from the overwhelming pressure to conform, from what everyone around you believes and expects.


He observed that "in democracies manners are never so refined as amongst aristocratic nations." This wasn't snobbery, exactly. It was an acknowledgment that aristocratic culture, for all its injustices, cultivated certain excellences that democratic culture did not naturally produce. The question was whether that trade-off was worth it.


Tocqueville had a passionate love for liberty. He wrote: "I have a passionate love for liberty, law, and respect for rights. I am neither of the revolutionary party nor of the conservative. Liberty is my foremost passion." This placed him in an uncomfortable position in French politics, where you were expected to choose sides clearly.


He wrote about a "depraved taste for equality" that could lead people to prefer being equal in servitude rather than unequal in freedom. This has often been misquoted on the internet as "Americans are so enamored of equality that they would rather be equal in slavery than unequal in freedom," but that's not what he wrote. He was describing a human tendency, not making a specific claim about Americans.


His view on government reflected his belief in liberty. Of centralized government, he wrote that it "excels in preventing, not doing." Big bureaucracies are excellent at stopping things from happening, at maintaining order, at enforcing uniformity. They are terrible at actually accomplishing positive goals, at innovation, at responding to local needs.


England and Ireland


Before finishing Democracy in America, Tocqueville departed for England in 1833. He had a private reason: to meet the family of Mary Mottley, a young woman he had encountered at Versailles. They would marry in 1836.


But he also wanted to observe what many imagined as the dawning age of democracy in Britain, particularly after the Parliamentary Reform Act of 1832. He stayed five weeks, and concluded there was "a good chance for the English to succeed in modifying the social and political set-up without violent convulsions."


Why? The British nobility was open to new recruits. He noted the difference was "clear from the use of one word." In English, "gentleman" applies to any well-educated man, regardless of birth. In French, "gentilhomme" can only be used of someone noble by birth.


This seemingly small linguistic difference revealed a fundamental social distinction. The British aristocracy could absorb rising merchants and professionals, could refresh itself with new blood and new wealth. The French aristocracy had sealed itself off, creating the rigid class divisions that made revolution inevitable.


In May 1835, Tocqueville returned to England, then traveled with Beaumont to Ireland, which was then part of the United Kingdom of Great Britain and Ireland. What he saw there shocked him.


He described Ireland as having "all the evils of an aristocracy and none of its advantages." There was "no moral tie between rich and poor; the difference of political opinion of religious belief and the actual distance they live apart make them strangers one to the other, one could almost say enemies."


He remarked on the "unbelievable unity between the Irish clergy and the Catholic population." The people looked to their priests, and the clergy, "rebuffed" by the Protestant upper classes, had "turned all its attention to the lower classes; it has the same instincts, the same interests and the same passions as the people." This was a state of affairs "altogether peculiar to Ireland."


Beaumont would later write about their Irish observations in L'Irlande sociale, politique et religieuse in 1839. Its first sentence read: "The dominion of the English in Ireland, from their invasion of the country in 1169, to the close of the last century, has been nothing but a tyranny." Daniel O'Connell, the great Irish political leader, praised it highly.


Political Life in France


Tocqueville despised the July Monarchy that ruled France from 1830 to 1848, but he entered political life anyway in 1839. From 1839 to 1851, he served as a member of the lower house of parliament representing the Manche department, specifically Valognes.


He sat on the center-left, defended abolitionist views, and supported free trade. But he also supported the colonization of Algeria being carried out by King Louis-Philippe's regime. This contradiction would become more pronounced over time.


In 1842, he was elected as a member of the American Philosophical Society, a recognition of his scholarly work on democracy.


By 1847, Tocqueville tried to found a Young Left party that would advocate for wage increases, progressive taxation, and other labor concerns. His goal was to undermine the appeal of the socialists by addressing workers' legitimate grievances through liberal reforms rather than revolutionary upheaval.


It didn't work. In February 1848, revolution came anyway. The July Monarchy fell.


The Revolution of 1848 and Its Aftermath


After the February 1848 revolution, Tocqueville was elected to the Constituent Assembly. He became a member of the commission charged with drafting the new Constitution of the Second Republic.


He defended bicameralism, having two legislative chambers rather than one. He supported the election of the President by universal suffrage. His reasoning was tactical: he believed the countryside was more conservative than the working population of Paris, so universal suffrage would counteract the revolutionary spirit of the capital.


A few days after the February insurrection, he anticipated that a violent clash was coming. On one side: the Parisian workers led by socialists agitating for a "Democratic and Social Republic." On the other: conservatives including the aristocracy and the rural population. The collision was, he thought, inescapable.


He was right. In June 1848, the streets of Paris erupted in what became known as the June Days Uprising.


General Louis-Eugène Cavaignac led the suppression of the uprising, and Tocqueville supported him. He advocated for "regularization" of the state of siege declared by Cavaignac and other measures promoting suspension of constitutional order. Between May and September, he participated in the Constitutional Commission that wrote the new Constitution.


From June to October 1849, Tocqueville served as Minister of Foreign Affairs in Odilon Barrot's government. During the troubled days of June 1849, he pleaded with Interior Minister Jules Armand Dufaure to reestablish the state of siege in the capital. He approved the arrest of demonstrators.


Since February 1848, Tocqueville had supported laws restricting political freedoms. He approved two laws passed immediately after the June 1849 disturbances that restricted the liberty of clubs and freedom of the press.


This seems shocking from the author of Democracy in America, that great testament to liberty. How could he support such repression?


According to Tocqueville himself, he favored order as "the sine qua non for the conduct of serious politics." He hoped to bring stability to French political life that would permit "the steady growth of liberty unimpeded by the regular rumblings of the earthquakes of revolutionary change."


In other words, he believed you had to establish order first, even if that meant temporarily restricting freedoms, because without order there could be no lasting liberty at all. Whether this was pragmatic wisdom or a betrayal of his own principles remains debated.


Opposition to Napoleon III


Tocqueville had supported Cavaignac for president in the 1848 election. He lost to Louis Napoléon Bonaparte, the nephew of Napoleon Bonaparte.


On December 2, 1851, Louis Napoléon staged a coup, dissolving the National Assembly and extending his term beyond constitutional limits. Tocqueville was among the deputies who gathered in the 10th arrondissement of Paris attempting to resist the coup and have Napoleon judged for "high treason."


He was detained at Vincennes, then released. He could have accommodated himself to the new regime. Many did. But Tocqueville refused.


His biographer Joseph Epstein concluded: "Tocqueville could never bring himself to serve a man he considered a usurper and despot. He fought as best he could for the political liberty in which he so ardently believed, had given it, in all, thirteen years of his life. He would spend the days remaining to him fighting the same fight, but conducting it now from libraries, archives, and his own desk."


Tocqueville retreated to his castle, the Château de Tocqueville in Normandy. There, he began work on what would become The Old Regime and the Revolution.


The Old Regime and the Revolution


Published in 1856, The Old Regime and the Revolution offered a radical reinterpretation of the French Revolution. Most people saw the Revolution as a complete break with the past, the destruction of the old order and the birth of something entirely new.


Tocqueville argued the opposite. The real importance of the Revolution, he claimed, was that it continued the process of modernizing and centralizing the French state that had begun under King Louis the Fourteenth.


The monarchy had been systematically destroying local institutions, intermediate powers, and regional autonomy for over a century. The Revolution didn't reverse this. It accelerated it. It swept away the remnants of feudalism and aristocratic privilege, yes, but it also created an even more powerful centralized state.


The failure of the Revolution, Tocqueville believed, came from the inexperience of the deputies who were too wedded to abstract Enlightenment ideals. They thought they could redesign society from scratch using reason alone. They had no practical experience in governance, no feel for how institutions actually work, no understanding of the messy compromises required in real politics.


This was a deeply conservative argument coming from a liberal. Tocqueville was saying that traditions and institutions embody accumulated wisdom, that you can't simply abolish everything and start over based on first principles, that abstract ideas imposed without regard for social reality lead to disaster.


He left the second volume unfinished when he died.


Algeria and the Contradictions of Liberal Imperialism


In 1841 and 1846, Tocqueville traveled to Algeria, which France had invaded and begun colonizing in 1830. He had even considered settling there as a colonist himself. From his election to the Chamber of Deputies in 1839, he had become parliament's foremost expert on the colony.


In 1837, he had written hopefully about eventual intermarriage between the French and indigenous Arabs, their amalgamation into a distinct whole. But after his first visit to Algeria with Beaumont, his position reversed completely.


When it came to French colonists, he "displayed his usual liberalism," criticizing the "coarseness and violence" of the military rule they suffered under. But from what he observed of Algerian society, including what he understood as "the absence of all political life," he was persuaded that violent subjugation was justified and that assimilation of indigenous people into French civil and political life could not and should never happen.


This is Tocqueville at his worst, his liberalism failing precisely when it mattered most. He could see the dangers of majority tyranny in America. He could analyze the social conditions that produced revolution in France. But when confronted with French imperialism, with the actual violent suppression of an entire people, his analytical clarity vanished.


He was not alone in this. Many nineteenth-century liberals supported empire, convinced that European civilization had a duty to spread its superior institutions. But that doesn't make it less of a profound moral and intellectual failure.


Personal Life and Death


In 1836, Tocqueville married Mary Mottley, the Englishwoman he had met at Versailles. Before their marriage, she converted from Protestantism to Roman Catholicism, Tocqueville's professed religion.


She appeared to be comparatively devout. Tocqueville's own attitude toward religion was more complicated. It has been described as "utilitarian," regarding religion as "social cement, a safety valve for passions that might otherwise feed a revolutionary torrent dangerous to individual liberty."


Provided it was separated from state power, Tocqueville did not believe his church was bound to be anti-democratic. Religion could support democracy by providing moral foundations and checking the excesses of individualism and materialism.


Some in Tocqueville's family thought Mary was "too liberal, too Protestant, too middle-class, and too English." But Tocqueville described her as perhaps his only true friend. They hoped for a family but had no children.


A longtime sufferer from tuberculosis, Tocqueville's health deteriorated in his fifties. He eventually succumbed to the disease on April 16, 1859, at the age of fifty-three. He was buried in the Tocqueville cemetery in Normandy, survived by his wife of twenty-three years.


Legacy and Interpretation


Tocqueville was a classical liberal who advocated parliamentary government and was skeptical of the extremes of majoritarianism. During his time in parliament, he moved from center-left to center-right. The complex and restless nature of his liberalism has led to contrasting interpretations across the political spectrum.


Democracy in America has been interpreted differently across national contexts. In France and the United States, his work was generally seen as liberal. But in the British Isles, both progressives and conservatives found ways to interpret his work as supporting their own positions.


Conservatives appreciated his warnings about majority tyranny, his respect for tradition and religion, his skepticism of radical change. Progressives appreciated his support for equality, his criticism of aristocratic privilege, his analysis of how democracy could empower ordinary people.


This ambiguity is part of why Tocqueville remains relevant. He doesn't fit neatly into our current political categories. He was neither a pure individualist nor a communitarian, neither a progressive nor a reactionary, neither an optimist nor a pessimist about democracy.


He saw democracy as both liberation and threat, as enabling human flourishing and enabling new forms of oppression. He understood that destroying old hierarchies didn't automatically create freedom, that equality could coexist with conformity, that democratic peoples faced temptations and dangers just as real as those faced by aristocratic ones.


Reading Tocqueville today, what strikes you is not that he had all the answers. He didn't. His support for Algerian colonization, his willingness to restrict freedoms in 1848, his occasional aristocratic snobbery, all these reveal limitations.


What makes him enduringly valuable is the quality of his questions. How do you balance liberty and equality? How do you prevent the tyranny of the majority without returning to aristocratic privilege? How do you maintain excellence and cultivation in a democratic age? How do you preserve local autonomy against centralizing tendencies? How do you keep democratic societies from becoming soft, conformist, and unfree even as they proclaim liberty?


These questions haven't gone away. If anything, they've become more urgent. Tocqueville wrote before mass media, before social media, before the administrative state reached its current scale. Yet his analysis of how democracy shapes souls, how equality affects aspirations, how centralization weakens civic life, all of this still resonates.


He was a man between two worlds, an aristocrat by birth who understood that aristocracy was dying, a lover of liberty who feared that democracy might not secure it. He spent his life trying to understand the new world being born, hoping that by understanding it clearly, people might shape it more wisely.


Whether we have proven worthy of his hopes remains an open question.
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    The Takaichi Era begins for real

    Noah Smith · Noahpinion · Feb 9, 2026 · 13 min read

  

  
Japan is a parliamentary democracy; they have a Prime Minister rather than a President. So when Takaichi Sanae became Prime Minister last October, it was because she won an internal party election, not because she received the mandate of the people. This was a problem for her, because her party — the Liberal Democratic Party (also known as Jiminto or the LDP), which is usually in power in Japan — didn’t actually have that strong of a majority. When their long-time coalition partner, a smaller party called Komeito, ditched the LDP after Takaichi came to power, some people thought Takaichi’s tenure in office might be cut short, or hamstrung by a lack of votes. 
So Takaichi did the smart but risky thing, which was to call a nationwide election. That election took place yesterday. The LDP proceeded to stomp all over the opposition, winning in a massive landslide. Takaichi’s party won 68% of the seats in the lower house, giving the LDP a 2/3 majority all by itself. That’s the biggest majority the LDP has ever had in its 71 years of existence — and when you add in its new coalition partner, the Japan Innovation Party, it’s now 76%. That means Takaichi can easily push through essentially any legislation she wants, except for a constitutional amendment (and those aren’t off the table either).1 The Takaichi Era has now begun for real. 
Americans have taken a bit more of an interest in Japanese politics and society lately, probably because of the tourism boom. So I thought I’d try to explain what this all means. 
First, there’s the question of why the LDP always seems to win in Japan. Except for two brief periods out of power — in 1993 and 2009-2012 — the LDP has ruled Japan for the entire time since it came into existence in 1955. This almost unbroken run of victories has some people wondering if Japan is some kind of fake democracy or one-party state. 
It’s not. The best book about this that I’ve ever found is Ethan Scheiner’s Democracy without Competition in Japan: Opposition Failure in a One-Party Dominant State. According to Scheiner, there are basically two reasons why the LDP stays on top. The first is that until the mid-2000s, there were some structural quirks of Japan’s electoral system that made it easier for one party to retain dominance — basically by identifying who voted for the party, and sending government funds directly to them. This is called clientelism, and it happens to some degree in most countries — think of Trump trying to starve blue states of federal government funding — but in late 20th century Japan it was easier to do. Being able to pay off reliable voter blocs — like rural construction workers — made it easier for the LDP to stay in power. 
But the bigger reason that the LDP stays in power is a lot simpler and more democratic — the party is just really responsive to voters’ concerns. In the 1970s, when anger about corruption, environmental problems, and slowing economic growth almost led the Socialist Party to topple the LDP, the ruling party changed tack. It became much more environmentalist and implemented policies that helped lead to a revival of growth in the 80s. 
When the bursting of the big asset bubble in the 90s led the LDP to briefly lose power, they responded with a big program of fiscal stimulus (which is one reason Japan now has so much government debt). When more scandals and the global financial crisis got the LDP kicked out in 2009, the LDP responded in 2012 by bringing in Abe Shinzo and his pro-growth economic program, which got the country working again. 
In other words, the LDP simply does what any rational ruling party should do in a functioning democracy — it gives the people what they want. And the people respond by usually sticking with the known quantity, as long as it keeps being responsive. This is perfectly democratic; there’s no reason “democracy” needs to mean alternating parties in power, as long as the ruling party takes elections seriously, abides by their results, and stays in power by giving the people what they want. 
This time, what Japanese people mainly wanted was security in an increasingly dangerous world. And Takaichi was the person who arose to give it to them. 
For the entire time since World War 2, Japan could count on the unwavering military protection of the United States, which was the most powerful country in the world. That is no longer the case. Donald Trump is returning the U.S. to an isolationist stance; he has acted aggressively toward allies in Europe, raised tariff barriers against allies, and cozied up to Russia (which is Japan’s traditional enemy). Trump has so far continued to promise to defend Japan, and seems to really like Takaichi, but by now the whole world has learned that the mercurial U.S. leader can turn on his allies in a split second. 
On top of that, a U.S. security guarantee isn’t worth what it once was. Even if America tried to defend Japan from China, it’s not clear that it could. The U.S.’ war production capability is now far inferior to China’s, and China is geographically much nearer to Japan than the U.S. is. And even if America could defend Japan against direct attack, Japan is very dependent on imports of food and fuel, and China’s submarines and missiles could potentially blockade Japan into starvation and poverty. 
What can Japan do in this suddenly terrifying international environment? Most importantly, it needs to remilitarize. It needs to raise the percent of its economy spent on defense, and it needs to bring its military up to cutting-edge technology levels across the board. This will be very difficult, for reasons I’ll explain in a bit. 
But it also won’t be enough. China is more than 10 times Japan’s size, and has built itself into a manufacturing juggernaut; Japan has little hope of resisting that power by itself, unless it develops nuclear weapons.2 Thus, Japan also needs to court allies to bolster its defense — not just the wavering United States, but also India, South Korea, Europe, and so on. That will take diplomatic skill of a kind that Japan is not used to summoning. 
And while doing all this, Japan will need to avoid major pitfalls that could hamstring it at a critical moment. That includes economic collapse, of course. But it will also have to avoid the kind of internal social and political divisions that resulted in the election of Trump in America and have led to a rising rightist challenge in much of Europe. 
Takaichi has promised to do all three of these things, and so far, she looks like she has a decent shot at pulling them off. She’s a well-known hawk on defense, and in November, she declared that Japan would act to defend Taiwan if China attacked it. China responded in rage, making various threats of war against Japan, curbing tourism, and launching a campaign to diplomatically isolate Japan by accusing it of militarism. 
But China’s blitz had the opposite of the intended effect. Nobody except a smattering of online leftists and some gullible American journalists actually believed that Japan was threatening China; everyone realized it was the other way around. South Korea, recognizing the magnitude of the regional threat, and also realizing that Trump’s America wouldn’t be a reliable partner, immediately started trying to draw closer to Japan. South Korean President Lee Jae Myung went to Japan and played an impromptu drum set with Takaichi, covering some K-pop songs and producing this epic photograph:

This is an incredible diplomatic coup, especially for two countries that were at each other’s throats just a decade ago over wartime history, colonization, and a territorial dispute. Korean and Japanese people themselves have become much warmer toward each other in recent years, but for the two countries’ leaders to be so openly chummy shows how committed they are to the partnership. 
Meanwhile, China’s aggressive bullying campaign united Japanese society behind Takaichi. Various recent polls have her approval rating anywhere from the low 60s to the high 70s:

And these polls find even greater support among young Japanese voters, with some logging over 92% approval. That’s absolutely wild. There have been many articles written about why young Japanese people love Takaichi so much, but I think one reason is simply that she offers them the promise of security in a scary world. 
Takaichi is also known as a conservative on the issue of immigration. But she’s no Trump. She has promised to improve immigration screening, toughen requirements for naturalization (which were very easy), make some visa requirements a bit tougher, etc. This is very measured stuff, especially compared to an anti-foreign minor party called Sanseito that cropped up last year. That party looks downright Trumpian, and siphoned votes from the LDP last year. 
But by triangulating the immigration issue and convincing the Japanese people that the government wasn’t deaf to their complaints about misbehaving foreigners (who are mostly tourists, not immigrants), Takaichi took the wind right out of Sanseito’s sails.3 Despite what you may hear from certain hysterical online individuals,4 Japan is going to chart a moderate course on immigration, continuing inflows to alleviate labor shortages and attract capital, while learning from Europe’s mistakes and being more selective about which people they take in. 
So Takaichi rode to a record victory because she promises to stand up for Japan internationally and hold Japanese society together domestically. Now the big question is whether she can actually deliver. 
First, let’s talk about remilitarization. The main obstacle to doing this is actually not the constitution’s Article 9, which formally forbids Japan from having an army. That constitutional article was “reinterpreted” in 2014 to remove almost all legal constraints on a military buildup. A bigger obstacle is that many decades of quasi-pacifism, combined with a long fiscal crunch, have atrophied Japan’s military-industrial complex. 
The situation is not as dire as you might think, since Japanese companies do lots of “dual-use” manufacturing that could be shifted to war production in a crisis, and since Japan tends to have more complete internal manufacturing supply chains than America does (making it less vulnerable to a cutoff of Chinese supplies). I recommend the following post by Jesper Koll:
Japan Optimist
Let's talk about Japan Hard Power

Japan’s hard power — and yes, this means Japan’s military industrial strength — is very real, yet hardly ever discussed openly by Japan analysts, media or policy makers. While personally, I am a big fan of Japan soft-power, my friend and fellow Japan investor…
Read more
5 months ago · 35 likes · 1 comment · Jesper Koll

So the situation isn’t hopeless, but there’s a lot of work to be done, and it’s going to be very tough. 
The difficulty is going to be exacerbated by Japan’s fiscal difficulties. The government has a large pile of outstanding debt, even after you account for the portion that’s held by various branches of the government itself. It has to pay interest on that debt. For a long time, interest rates in Japan were kept extremely low, which was possible because inflation was low. So paying interest on the debt wasn’t a big problem. But now inflationary pressure has returned, with inflation above 2% in recent years:

In order to prevent this inflation from spiraling upward, the Bank of Japan has to raise short-term interest rates. But that makes the government’s debt much more expensive, meaning the country has to divert a large amount of revenue toward interest payments every year. Of course, the government can just borrow to cover those interest payments, but then this drives up the debt, and raises doubts that it’ll ever be paid off. You can probably see those doubts starting to appear; rates on long-term Japanese government bonds have begun to soar:

This just makes it harder for Japan to repay its existing debt. It also threatens to hurt the economy, which would hurt tax revenue, and thus compound the problem. 
Japan is in a real fiscal bind. The only way it will really be able to pay for expanded defense spending is to cut government spending in other areas — which, most of all, means benefits for the country’s burgeoning masses of elderly people. Cutting off grandma to build missiles doesn’t usually make for very good politics, but if anyone can persuade Japan’s people to accept the sacrifice, it’s probably Takaichi.
Fortunately, defense spending offers Japan some economic advantages beyond simply countering China. First of all, it offers the government the perfect excuse to wind down other, more inefficient forms of stimulus spending, like bailouts for failing companies. The Japanese economy doesn’t need stimulus at all at this point, of course, but some Japanese people will be afraid that growth will crater if spending drops. Diverting money from bailouts to defense will be good for productivity. 
More importantly, defense spending will help revive Japan’s manufacturing sector, which has been under extreme pressure from Chinese competition in recent decades. Defense spending gives manufacturers a cushion from China’s export flood, and stimulates investment throughout the supply chain. 
The defense imperative may also help bring Japan up from its position as a technological laggard. Japan has fallen behind, partly due to its weakness in software, partly due to the fact that most of Japan’s R&D is incremental stuff, performed by risk-averse corporations. Defense spending will allow Japan’s government to get into the game, funding bolder research efforts that benefit many companies instead of just one. It will also spur faster adoption of AI technology — out of sheer necessity — that will probably solve Japan’s software problems. 
Finally, defense will be a great area for Japan to solicit greenfield investment — a big missing piece of Japan’s economy. American defense companies looking for places to make drones, ships, and missiles unencumbered by the U.S.’ legalistic regulatory state would be well-advised to build some factories in Japan, which can set them up quickly and easily, and where supply chains, labor quality, and infrastructure are all very good. 
So while Takaichi has some big challenges ahead of her, she also has some big opportunities. It’s sad that Japan is being forced to leave behind its long pacifist moment. But with the right leadership, this necessary change could end up helping the country escape economic stagnation as well. 


1Constitutional amendments require a 2/3 majority in the upper house as well, plus a majority in a national referendum.


2In fact, Japan should develop nuclear weapons, as quickly as possible. But this will be politically very challenging, given the country’s history of suffering at the hands of nuclear weapons in WW2. 


3This echoes the approach of Abe, who offered Japanese voters traditional conservatism while cracking down on rightists.


4Some of whom may be friends of mine…
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    The Streaming Wars Were Just Plain Weird

    Brad DeLong · DeLong's Grasping Reality · Feb 8, 2026 · 10 min read

  

  Netflix climbs to the top of the streaming-success mountain only to see a much bigger mountain in front of it still to climb: The streaming wars were always going to end like this as the cable bundles unraveled. The studios thought they were building software platforms; what they actually built were loss-making bundles with worse economics than cable. A predictable hunt for scale, financed by free money, ended with the old studios crawling back to the aggregator they had once sworn they would escape. Netflix didn’t out‑innovate Hollywood so much as outlast a series of balance sheets mispriced on the expectation of a permanent zero‑rate world. Now, however Netflix faces the true apex predator of the digital attention mediascape, in the hydra challenges of Sora and ninety other kinds of slop gathering in their lair in Mountain View, CA…


The weirdest thing about the “streaming wars” is that, both now ex post and back then ex ante, they look so utterly predictable.

Netflix rode a first‑mover advantage and very cheap capital to global scale. The legacy studios panicked at the sight of their licensing cash cow defecting to the rival camp. Everyone decided that the future of television is a loss‑making “growth” story dressed up in venture‑capital drag; too much money chased too few paying eyeballs. Eventually Wall Street discovered the P&L, demands free cash flow, and the brave new world of “everything on demand, ad‑free, at $6.99 a month” collapses back into bundles, ads, consolidation, and a frantic attempt to get back to the low-cost shared-monopoly of the cable bundle.
Meanwhile, YouTube quietly became the largest “television network” on earth.
But beforehand, from the inside, it did not feel the way it looked from the outside. It felt like a gold rush. And in what people imagine is a gold rush, everyone convinces themselves that they are Levi Strauss.


Hollywood majors had lived very comfortably on a particular stack of rents: windowed distribution, geographic price discrimination, cable carriage fees, and, in the background, the enormous quasi‑monopoly profits of the American pay‑TV cable bundle. 
Netflix’s streaming innovation—take the back catalogs that studios had been dribbling out on cable channels and DVDs, wrap them in a snappy interface, and sell the whole thing as “all you can eat” for the price of a matinee ticket—looked, to the studios, like easy money. They could license library content they had already amortized, get a big check. And they did not have to worry about cannibalization because, after all, this was just “non‑linear” complementing their linear windows.
Then, sometime between “House of Cards” and Disney’s 2019 investor day, the penny dropped.
Netflix was not a quirky ancillary outlet. It was rebuilding the bundle in its own image, using everyone else’s content as kindling. The studios’ fear wasn’t irrational. If you license your crown jewels to a player whose only moat is subscription scale and whose recommendation algorithm treats your brand as raw material, you are in the business of manufacturing your own undertaker.
So each studio pulled content back from Netflix and tried to become Netflix. They convinced themselves that the streaming P&L looked like software: high fixed costs, near‑zero marginal cost, global addressable market. All you had to do was endure a few years of red ink “building scale”, reassure Wall Street that losses were really “investment”, and wind up in half a decade in the Glorious Future of the subscription annuity machine.
And thus the weirdness began. 
Legacy entertainment companies are not actually software firms. They have unions, backlots, theatrical windows, affiliates, and debt structures optimized for the old cable bundle. Their executives had spent decades optimizing a very particular industrial equilibrium: milk linear television and theatrical; sprinkle output deals across platforms; use scarcity and staggered release to maintain pricing power. Turning all of that into a single, global, low‑priced streaming product was not just a matter of spinning up an app. It meant cannibalizing their own cash flow while betting that they, and not their rivals, would be one of the three at most services the average household would tolerate paying for. Yet in the late 2010s everyone piled in:
	Disney Plus, 

	Apple TV Plus, 

	Peacock, 

	Paramount Plus, 

	HBO Max, 

	Hulu, 

	Amazon Prime,

	plus a huge flock of niche players all trying to occupy the same mental shelf in consumers’ heads. 


They all had the same pitch deck: “flywheel” slides about original content driving subscribers, data driving smarter commissioning, and global scale delivering operating leverage. 
They all priced low to gain subs. 
They all promised the Street that they, too, would someday have the valuation multiple of Netflix.
Why did they all think they could make money starting streaming services to compete with Netflix? Because they thought they saw a classic platform play. Because they were terrified of dependence on a rival. Because their investors demanded a growth narrative. Why were they disappointed? Because consumers turned out to be price‑sensitive. Because consumers were not sticky to the studio. Because the cost curves of high‑end video do not look like the cost curves of software. Because interest rates eventually went up.
And so disappointment was baked in by arithmetic. Households are finite. Churn is real. Content is expensive. The covid lockdowns provided a one‑off sugar high, but then the world reopened, growth stalled, and the Street’s patience for “we’ll make money next cycle” wore thin. The cost of capital rose. Suddenly those projected hockey‑stick curves were being discounted at something closer to reality. At that point, the studios rediscovered a basic fact: this was always going to be a scale game. To make the economics of streaming work, you either needed a colossal, global subscriber base that could spread your $15‑20 billion content budget over hundreds of millions of paying customers—the Netflix path—or you needed to treat streaming as a complement to some other profit engine: a hardware ecosystem (Apple), a theme park empire (Disney), or a retail and cloud juggernaut (Amazon). 
What you could not be, indefinitely, with no side business to provide subsidies, was a mid‑sized pure‑play SVOD that depended on $9.99 monthly subscriptions and expensive originals,. Hence now the same studios that had once vowed never again to “rent out” their IP are now happily shoveling old hits back to Netflix because Netflix will actually pay for them. And Wall Street no longer wants direct‑to‑consumer “stories” but near‑term cash flow, and that means licensing back to the very aggregator they created the streaming arms race to escape, so be it. The “streaming war” was not a clash of civilizations. Rather, it was a very costly way to relearn that scale matters and that global subscription platforms are rare. And so Netflix survived, and now it looks like it was won.
Netflix had the head start: streaming in 2007, originals in 2013, a decade of building not just a catalog but a global distribution and recommendation machine. It had the right capital story at the right time: in the zero‑interest‑rate world, promising future growth in exchange for present losses was exactly what the market wanted to hear. It had the organizational willingness to behave like a tech company: lots of A/B testing, a focus on product and personalization, and a ruthlessness about sunsetting shows that did not deliver. 
By the time the studios arrived on the battlefield, Netflix’s trenches were already dug.
And why did Netflix survive the competition? Because it got there first. Because it scaled faster. Because it learned to live with advertising instead of defining itself against it. And because the legacy companies, after trying out the role of disruptor, painfully began to rediscover that they were and that, in fact, their only path to possible profitability was to embrace their true identity as suppliers. 
But the strangest twist is that Netflix is not really the apex predator in the attention economy. YouTube is. If you care about viewing time rather than subscriptions, YouTube is television, and now commands a larger share of total TV viewing in the US than any single subscription streamer with the radically different economic model of user‑generated ad‑supported content free at the point of use. Netflix has to spend on the order of $17 billion a year to fill its shelves; YouTube gets its inventory from millions of creators, compensated via revenue shares and the hope of fame.
The old studios fought and lost the last war while the next war began with 10‑minute videos about Minecraft, makeup, politics, and pool cues played on a free, algorithmic video jukebox owned by Google.
And why did Netflix survive the sideways rise of YouTube? 
Well, it may not—at least not as something that is in any sense one of any “FAANG” or “Magnificent Seven”. Right now the market capitalizations of the eight including Netflix are: 
	NVIDIA at $4.5, 

	AAPL at $4.1 trillion, 

	GOOG at $3.9, 

	MSFT at $3.0, 

	AMZN at $2.2, 

	META at $1.7, 

	TSLA at $1.3, 

	and NFLX at $0.35 

	out of the total of $21 trillion for the eight. 


Compare to their total of $1.1 trillion in dollars worth half again as much fifteen years ago. NFLX has, however, more than kept pace with the then-tech-supergiants-to-be: back then NFLX was 1% of the total, and today it is 1.7% . (And it would be impolite to ask me what TSLA is doing in this mix.)

Now comes Emma Roth to say:
Emma Roth: Netflix’s Warner Bros. merger puts rival streamers in survival mode <https://www.theverge.com/column/874781/netflix-warner-bros-merger-other-streamers>: ‘The $82.7 billion deal will force Paramount Plus, Disney Plus, Peacock, Apple TV, and other rivals to make some changes…. Things changed around 2022… [as] the covid streaming signup boom wound down…. Even Netflix… reported losing subscribers… in April 2022…. 
[Today] while Netflix has added 25 million more subscribers in 2025… signups to other services have begun to plateau… [as] Netflix competitors… scrape up new subscribers…. Netflix’s $82.7 billion Warner Bros. acquisition… [gives] Netflix… control of the content served to [its own] 325 million [plus 25 million]… HBO Max subscribers… [not] also signed up to Netflix. Now, instead of fighting Netflix alone, competitors will likely have to do it together… through new bundles or consolidation…

If the Warner Bros.-Netflix merger happens, that is: if Netflix has bribed the Trump family enough and if David and Larry Ellison and Paramount have bribed the Trump family too little and so insurmountable “regulatory” obstacles to the deal do not appear. Then Netflix can profit at pricing levels that other streamers cannot compete at, and they will either have to consolidate further, or throw in the towel and rent their shows out to Netflix at whatever prices it is willing to pay.


So what happens next? 
To help you think this through, I think the most valuable thing you can do right now is go and listen to the very recent Decoder podcast episode in which Nilay Patel interviews Julia Alexander <https://www.theverge.com/podcast/869464/netflix-warner-bros-discovery-deal-paramount-skydance-hollywood-streaming-future>. The most striking moment of it is one that should make Netflix quake in fear. It is Nilay’s “As far as I can tell, every company that has ever bought Warner Bros. has killed itself.” That is: everybody buys Warner as a key step in executing their plan, but, as Mike Tyson once said, “everyone has a plan until they get punched in the mouth” <https://quoteinvestigator.com/2021/08/25/plans-hit/>. The changes in technology and viewer patterns cause the market to punch whoever just bought Warner in the mouth, and they freeze—and then they do not have the money they spent buying Warner to react.
Here’s my guess as to what is likely to happen next:
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In the US, a recent report by Challenger, Gray and Christmas Inc (the “Challenger Report”) made significant headlines, as it showed a surge in US layoff announcements in January 2026. The report stated that 108,435 job cuts were announced, a level not seen since 2009. Companies like Amazon and UPS have announced major layoffs. What to make of these layoffs, and, more broadly, are firms making the correct decision when conducting layoffs?

Layoffs in Context
First, it is worth putting the layoffs in context of the US Economy – weekly, around 100,000 to 300,000 new people file for unemployment. This suggests that these job cut announcements are not likely to impact national unemployment figures due to their relatively small size in comparison to the number of unemployed (around 7.5 mln currently). Moreover, as explained by labor economist  here, the Challenger Report’s layoff announcement figures do not track actual layoffs well. It is directionally correct (i.e. layoffs have increased), but the magnitude in the Challenger Report is usually much 
higher than what actually materializes. The reason for this discrepancy is unclear.
But how do layoffs, in general, impact:
	the wider economy;

	the individuals affected (which includes both laid off workers and workers that were not laid off); and

	the company making the decision to conduct layoffs.


I’ll start off from the latter.
Firms and Layoffs
The decision to layoff employees is an independent choice by the management of the company. Therefore, we would expect that this decision should bring some positive impact to the company, preferably in a quantifiable way. Answering this question is not as easy as it seems due to the fact that it is difficult to establish the counterfactual, i.e. what would have been had the company not laid off employees. Furthermore, as each company’s circumstances are unique, undertaking a ‘natural experiment’1 is not straightforward. It is difficult to argue that the company that did a layoff is similar to a company that did not do a layoff. However, attempts to address these issues and develop some insights have been made.
Layoff Impacts on Company Management and Stock Performance
Carriger (2016) summarized the research on the impact of downsizing (layoffs). There are two key ways to look at how downsizing might impact a firm – a management perspective, which focuses on how metrics such as profitability and return on equity or assets react to downsizing, and a finance perspective, which focuses on how a company’s publicly traded stock responds to the downsizing.
From a management perspective:
	De Meuse et al. (2004) found that the financial metrics of downsizing firms worsened in the years after a layoff event, but over time, improved back to match the financial performance of non–downsizing companies;

	They also found that companies that did fewer layoff events performed financially better than companies that had more layoffs;

	Guthrie and Datta (2009) found that downsizing reduces firm profitability, and is especially worse in industries characterized by large research & development investment, high growth, and low usage of tangible capital, such as machines (note: interestingly, this seems to describe the characteristics of the tech sector);

	Chalos and Chen (2003) found that the cause of downsizing matters. If the reason to downsize is cost-cutting (a reactive downsizing), then firms have worse financial performance; if it is revenue-refocusing (i.e. pro-active downsizing in response to future market trends), then financial performance improves.


Even with the caveat that it is difficult to ascertain what would have happened had these firms not downsized, which would allow us to establish a causal link, most research shows that there is generally no evidence or correlations suggesting downsizing for cost-cutting purposes will improve financial performance. Turning to the financial perspective:
	Chen et al. (2001) found that on the layoff announcement day, stock prices respond negatively, especially if the cause behind the layoffs is lowering demand for the company’s goods or services. They do find that profitability and labor productivity increases for companies that conduct layoffs. However, these results occur for companies that have been underperforming to their industry peers for the prior three years. Three years after the layoff decision, operational metrics of firms that conducted layoffs outperform industry peers, while employment reverts back to pre-layoff levels. Interestingly, this improvement does not get reflected in stock market performance – the stock performance three years after the layoff period remains similar to its peers. Hiller et al. (2007) find similar results;

	Brookman et al. (2007) found that companies in which CEO’s pay is linked to the performance of the stock are more likely to announce layoffs; this layoff decision does generate positive returns to shareholders. They find that this is potentially due to CEOs  “adopting operating strategies that improve operating profits and stock performance”. Furthermore, similar to the Chen et al. (2001) study, Brookman et al. (2007) found that company internal performance metrics improved within two years of the layoff announcement;

	Marshall et al. (2012) found that stock prices respond positively to layoffs in good times, but fall in bad times;

	Capelle-Blanchard and Couderc (2007) conducted an overview of the entire literature of stock prices reacting to layoff announcements and found that generally stocks respond negatively to these announcements. As with research mentioned above, if the layoffs are driven by ‘defensive’ reasons (the firm is facing a difficulty), then the stock performance is even worse.


From the above, it appears that layoffs have negative impacts in the short-term on company stock prices. If the layoffs are ‘defensive’ in nature, most evidence points that both company stock performance and internal performance will suffer. This does not necessarily determine causality – i.e. do layoffs make the firm worse, or was the firm going to be faring poorly regardless of layoff decision. If the layoffs are done as a strategic decision, evidence suggests that companies fare somewhat better after them. Again, the same causality issue applies as above.
Longer Time Horizon
To further address some of these contradictory results, Carriger (2016) tracked companies for a longer period of time during the 2008 financial crisis. He partitioned companies into 4 groups by two categories: financially healthy and unhealthy companies based on the amount of available cash they were generating, and whether companies downsized in staff or not, specifically in 2008.
He found that companies that downsized in 2008 did worse in the period 2008-2014 than non-downsizing companies, regardless of financial health. However, any difference between these two groups became negligible in 2014. Furthermore, companies that downsized in 2008, immediately began re-hiring, and within 3 years were back to their pre-downsize employee count.
One important issue with this analysis is “Survivorship Bias”. Survivorship bias is the fact that when doing data analysis, we can only use data points of companies that existed (i.e. survived) throughout the data analysis period (in this case, from 2008 to 2014). More specifically, in the case of this particular study on layoffs and firms, we do not observe firms that ceased to exist in 2014. Thus, we do not have data points on companies that either chose or didn’t choose to downsize, but went bankrupt in that time frame. For example, a company that downsized in 2008 and in 2014, appeared to have poor financial performance, maybe would have gone entirely bankrupt if it had not downsized.2 In this instance, survivorship bias may make downsizing and layoffs seem like a less beneficial tool to the firm than it really is.
Layoffs and Individuals
Layoffs impact specific people. Economists are very interested in this impact because layoffs can potentially create many costs. For example, being laid off destroys accumulated human capital3 that was specific to the firm (i.e. by working at a firm, you already know how everything works and because this knowledge is specific to the firm, upon getting laid off, this knowledge is wasted). Furthermore, there are potentially many impacts on laid off workers, including changes to long-run career prospects, health outcomes, and even impacts on their families.
Unexpected Job Loss
Davis and von Wachter (2011) summarize the research around the various impacts of job displacement, an unexpected job loss initiated by the firm, usually involving multiple people being laid off. In their own research, they find that for laid off workers during mass layoff events, lifetime earnings of displaced workers drops by approximately 1.4 years of pre-displacement earnings (i.e. the drop in lifetime earnings is equivalent to you not working for 1.4 years, regardless of length of unemployment). This effect is twice as large, if at the time of the layoff, the unemployment rate in the US is high, above 8%.
There is debate, whether the act of layoffs itself results in lower earnings, or whether a different underlying cause is responsible. Fallick et al (2021) find that it is the joblessness duration after the layoff that explains all the drop in earnings – the longer one is unemployed, the worse their future earnings outcome.
Why Length of Unemployment May Matter
There are several hypotheses why duration of unemployment may have a significant impact on future earnings. The mains ones are:
	worker differences (there is something inherently different about workers that stay unemployed longer, which results in them earning less in the future);

	human capital depreciation (the longer one is unemployed, the more they ‘forget’ about the job and become less effective and thus, receive a lower wage);

	changes to local labor markets (if many of those laid off are in one market, there is an over-supply of workers, leading to a reduction in earnings); and

	moving to a worse firm (this is called the job ladder model: good companies hire from worse companies, but worse companies hire from the unemployed).


The authors find that the most likely reason is number 4. Workers that stay unemployed for longer than four quarters see significant earning reductions because they end up at generally worse firms.
Layoff Impacts – Lower Consumption, Worse Health and Less Child Education
Browning and Crossley (2001), using Canadian job loss data, find that consumption drops significantly for laid off individuals who are in the lower end of the income distribution, as they do not usually possess savings to use for consumption during unemployment spells. Stevens (1997) finds that job displacement lowers job stability, increases earnings instability, increases job and industry switching, as well as makes future unemployment spells more likely. These effects are very persistent, lasting 10 years after the layoff, resulting in earnings 9% below expected levels. If, however, a displaced worker is able to find a job in the same industry very soon after being laid-off, they experience an increase in earnings in comparison to their previous job.
Regarding health, workers that experience job loss have higher incidences of strokes and heart attacks (Burgard, Brand, and House, 2007). Sullivan and von Wachter (2010) use administrative and social security data that allowed them to track workers that were displaced and found that mortality rates significantly increased for this group. Based on their analysis, a job loss during a recession reduced life expectancy for middle-aged men by 1 to 1.5 years.
Besides impacts on the individual, job losses also spread to the family of the impacted workers. Stevens and Schaller (2011) established that parental job loss reduced children’s educational achievement, with children being 15% more likely to repeat a grade. Wightman (2009) further shows that both educational attainment and cognitive development of the children suffer after job loss. Other studies have shown that job loss increases divorce rates4 (Charles and Stephens, 2004), reduces fertility, and decreases homeownership (von Wachter and Handwerker, 2009).
Layoffs have a significant cost on employees. These costs are both direct with falling earnings and consumption, but also indirect, as health, life, and family outcomes are also adversely affected.
Layoffs and the Wider Economy
The prior two sections focused on the impact of layoffs on firms and individuals. These impacts, however, also have costs to the economy. From the firm side, layoffs might lead to lower profitability, which means we are generally using resources less efficiently, and the government has lower tax revenues. The negative consequences to the workers are also costly to the economy; as a society, we have less effective workers due to losses in health, human capital, and job match. Furthermore, government services are also additionally strained due to the adverse health and family outcomes of impacted workers, as they will seek assistance from government programs.
Local Community Impact
Beyond these economic costs, how do layoffs affect the communities and areas they are located in? Foote et al. (2018) studied mass layoff events from 2000 to 2011 to establish how impacted local labor markets respond to such events. They found that, if 1% of a county’s population gets laid off, the county’s labor force drops by 0.19 percentage points. This is caused by two key channels: migration (that is local population moving to other parts of the US) and quitting the labor force (i.e. permanently not looking for a job, retiring, or going on disability). Typically migration was the main driver of local labor market adjustments to layoffs. However, the authors found that after the Great Recession of 2007, quitting the labor force grew substantially and became the predominant way local labor markets adjust to shocks.
Layoffs – Costly to Firms and Employees
Summarizing:
	Current layoff announcements are relatively small and their magnitude overestimates the true size layoffs;

	It is unclear if firms that do layoffs are better off after layoffs from both operational and stock price perspectives;

	Workers that are laid off see real negative impacts – lower consumption and lower health outcomes.


I would preface the above conclusions with the fact that research on layoffs and its impacts still appears to be in its infancy, in part due to data difficulties and assessing the counterfactual (i.e. what would have happened if the firm did or did not conduct layoffs). Overall, though, it appears that the impact of layoffs on the overall economy is very murky – it is unclear if firms truly know that layoffs will improve their own performance, while costs to workers are significant.
Interestingly, the US unemployment insurance program requires firms that have undertaken layoffs to pay larger unemployment insurance taxes for a period of time. The bigger the layoffs, the larger the tax. This policy appears to focus on making the layoff decision a bit less frivolous. During the Great Recession of 2007-2009, this mechanism is estimated to have reduced layoffs by around 825,000.
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Interesting Reads from the Week
	When “Efficiency” Means Admitting You Were Wrong –  writes in  that the recent layoff announcements may be driven by ‘malinvestment’ (when capital gets allocated based on distorted market signals rather than genuine economic fundamentals). In other words, firms mistakenly over-hired several years ago and now are incorrectly conducting too many layoffs.

	When “Preferences Changed” Stops Being an Explanation –  tackles the commonly used explanation for observed economic phenomena (my preferred example being the increase in working from home) is that people’s “preferences” have changed. As Sebastian points out, one needs to explain how and what caused preferences to change before claiming they did.

	Will Trump’s Fed Nominee Kevin Warsh Be Chair In Name Only? –  discusses the appointment of the new Federal Reserve Chair with a slightly different perspective from mine, arguing that Kevin Warsh will be able to push through his preferred interest rate policy. 


1In the hard-sciences (e.g. biology, chemistry), an experiment is when we take two groups and treat one of them with an intervention (for example, a medicine) and argue that any difference of outcomes between the groups is due to the treatment. That is because there shouldn’t be any difference in the group prior to the treatment if the enrollment into the groups was random. In social sciences (e.g. economics, psychology), such experiments are usually not allowed for ethical reasons or feasibility. However, they tend to occur naturally due to laws and regulations that arbitrarily divide people into two groups. For example, two groups with no discernible difference between them: one that receives government intervention and one that doesn’t.


2A famous example of survivorship bias occurred during World War II with statistician Abraham Wald. Bombers that returned from flight missions were analyzed for where they had bullet holes from anti-aircraft fire in order to establish where to put additional armor on the planes. One common suggestion was to strengthen the parts that have many bullet holes. Wald, however, recommended adding armor to the areas of the plane that did not have any bullet holes, because the planes that were hit in those areas simply did not return. The planes that returned with bullet holes survived, meaning the areas they were hit were already well protected.


3Human capital consists of personal attributes that are of use to the production process, including education, know-how, skills, talent, and health.


4Rather than any type of job loss, it is mainly layoffs that result in higher divorces, as they send a signal about the quality of marital match.
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    Great Recession

    Based on Wikipedia: Great Recession


In September 2008, the global financial system came within hours of complete collapse. Banks stopped lending to each other. The shadow banking system—a vast network of investment banks, hedge funds, and money market funds that had grown to rival traditional banking in size—experienced the equivalent of an old-fashioned bank run, except instead of depositors lining up outside branch offices, it was institutions frantically pulling their money from other institutions in a digital panic.


This was the climax of the Great Recession, though the story had begun years earlier and would continue long after.


What Actually Happened


The Great Recession was a period of market decline across economies worldwide that ran from late 2007 to mid 2009. The International Monetary Fund (IMF) called it the most severe economic and financial meltdown since the Great Depression of the 1930s. But those dates—December 2007 to June 2009 in the United States, according to the National Bureau of Economic Research—tell you when it officially started and stopped without capturing what it felt like to live through it.


The journalist Robert Kuttner has argued that calling it the "Great Recession" is actually a misnomer. Recessions, he points out, are supposed to be mild dips in the business cycle that either correct themselves or respond to modest government intervention. What happened in 2008 was something else entirely—a deflationary trap that left economies stagnant for years. He suggests we should call it "The Lesser Depression" or "The Great Deflation" instead.


The technical definition of a recession is straightforward enough: two or more consecutive quarters of negative GDP growth. By that measure, the recession ended in mid-2009. But the lived experience of economic hardship extended far beyond those eighteen months. Median household wealth in the United States fell thirty-five percent between 2005 and 2011, dropping from $106,591 to $68,839. Income inequality grew in more than two-thirds of American metropolitan areas during the supposed "recovery" period from 2005 to 2012.


The recession wasn't felt equally around the world, either. While North America, South America, and Europe all experienced severe, sustained downturns, several developing economies actually grew substantially during this period. China, India, and Indonesia continued expanding. Australia and New Zealand suffered minimal impact, partly due to their close ties to Asian markets that were still growing.


The Bubble Before the Burst


To understand what happened, you need to go back to the years before 2007. This was a period of what economists diplomatically call "exorbitant rise in asset prices"—which is to say, a housing bubble.


The United States had developed something called the shadow banking system. Traditional banks—the kind where you have a checking account—are called depository institutions. They take deposits, they make loans, and they're heavily regulated. They have to keep a certain amount of money in reserve, they're subject to regular examinations, and if they fail, the Federal Deposit Insurance Corporation (FDIC) steps in to protect depositors.


The shadow banking system was different. It consisted of investment banks, hedge funds, structured investment vehicles, and money market funds. By the mid-2000s, this shadow system had grown to rival the traditional banking system in size. But here's the crucial difference: it wasn't subject to the same regulatory oversight. There were no reserve requirements, no regular examinations, no deposit insurance safety net.


This shadow system had become deeply enmeshed with the housing market through something called mortgage-backed securities. Here's how they worked: banks would make mortgage loans to homebuyers, then bundle thousands of those mortgages together and sell them as investments. These securities offered higher yields than U.S. government bonds, which made them attractive to investors around the world.


The problem was that many of these mortgages were what's called "subprime"—loans made to borrowers with poor credit histories, often with little documentation of income or assets. As long as housing prices kept rising, this seemed fine. Even if a borrower couldn't make their payments, they could simply sell the house for more than they owed, or refinance based on the home's increased value.


But housing prices don't rise forever.


The Bubble Pops


The U.S. housing bubble began deflating in 2006. Home prices, which had been climbing for years, started to fall. Suddenly, homeowners who had counted on rising values found themselves underwater—owing more on their mortgages than their homes were worth. Default rates on subprime mortgages began climbing in 2007.


This is where the interconnected nature of the financial system turned a housing problem into a global crisis. Those mortgage-backed securities that had been sold around the world? Their value depended on homeowners making their monthly payments. When defaults started mounting, the securities became worth less. In some cases, much less. In some cases, it became nearly impossible to determine what they were worth at all.


Investment banks had loaded up on these securities. They had also borrowed heavily to buy them—a practice called leverage. Leverage amplifies both gains and losses. If you put down ten dollars of your own money and borrow ninety more to buy a hundred dollar asset, and that asset rises to a hundred and ten dollars, you've doubled your money. But if it falls to ninety dollars, you've lost everything.


Many financial institutions had leverage ratios of thirty to one or higher. When the assets they held started falling in value, their losses quickly exceeded their capital.


The Panic


On September 15, 2008, Lehman Brothers filed for bankruptcy. It was the largest bankruptcy in American history, and it triggered something close to a complete financial panic.


The shadow banking system experienced what amounted to a bank run. In a traditional bank run, depositors rush to withdraw their money because they fear the bank will fail. In the shadow banking system, the equivalent was institutions refusing to lend to each other overnight, pulling their money from money market funds, and refusing to roll over short-term loans.


The problem was that many financial institutions had become dependent on these short-term loans—called repurchase agreements, or "repos"—to fund their operations. They would borrow money overnight, using their assets as collateral, then pay it back the next day and borrow again. When lenders stopped providing this funding, institutions that were technically solvent suddenly found themselves unable to operate.


The interbank lending market—where banks lend to each other—effectively froze. Credit, which modern economies run on the way cars run on gasoline, became unavailable. Businesses that needed short-term loans to make payroll or buy inventory couldn't get them. The financial crisis had become an economic crisis.


Who Was to Blame?


After the dust settled, the U.S. government convened the Financial Crisis Inquiry Commission to figure out what had gone wrong. The commission, composed of six Democrats and four Republicans, issued its report in January 2011.


Their conclusion was blunt: the crisis was avoidable.


They identified several causes. There had been widespread failures in financial regulation, including the Federal Reserve's failure to stop the proliferation of toxic mortgages. There had been dramatic breakdowns in corporate governance, with financial firms acting recklessly and taking on excessive risk. There had been an explosive combination of excessive borrowing by both households and Wall Street. And key policymakers had been caught unprepared, lacking a full understanding of the financial system they were supposed to oversee.


Not everyone agreed with this analysis. Three Republican commissioners filed a dissenting report arguing that there were multiple causes and that the majority had been too focused on Wall Street. Commissioner Peter Wallison went further, writing a separate dissent that primarily blamed government housing policy, particularly the actions of Fannie Mae and Freddie Mac—the government-sponsored enterprises that bought and guaranteed mortgages.


Federal Reserve Chairman Ben Bernanke, testifying before the commission, offered his own framework. He distinguished between "triggers" and "vulnerabilities." The triggers were specific events that set off the crisis—losses on subprime mortgage securities, the run on the shadow banking system. The vulnerabilities were structural weaknesses that amplified those triggers: financial institutions' dependence on unstable short-term funding, excessive leverage, gaps in regulatory authority, and the problem of institutions that had become "too big to fail."


Five Competing Narratives


Economists and commentators have offered several different stories about what really caused the crisis. These narratives overlap in places, but they emphasize different factors.


The first narrative focuses on the shadow banking system. This system had grown to rival traditional banking in scale without being subject to the same safeguards. When it failed, it disrupted the flow of credit to consumers and corporations throughout the economy.


The second narrative emphasizes the housing bubble itself. When the bubble burst, private residential investment—that is, housing construction—fell by over four percent of GDP. Consumption that had been enabled by paper wealth from rising home values also slowed. This created a gap in annual demand of nearly one trillion dollars. The government, for various reasons, was unwilling to make up for this shortfall in private sector spending.


The third narrative focuses on household debt. In the decades before the crisis, American families had accumulated record levels of debt. Household debt as a percentage of annual disposable income reached 127 percent by the end of 2007, up from 77 percent in 1990. When housing prices started falling, consumers found themselves with debts they couldn't pay. They cut back on spending to pay down that debt, which slowed the economy even further.


The fourth narrative blames government policies that encouraged homeownership even for people who couldn't really afford it. These policies, the argument goes, led to lax lending standards, unsustainable price increases, and ultimately unsustainable debt.


The fifth narrative challenges the conventional wisdom that the crisis was caused by subprime borrowers with poor credit. New research has found that the biggest growth in mortgage debt during the housing boom actually came from people with good credit scores. These weren't poor families stretching to buy their first homes; they were middle-class and wealthy speculators flipping houses. When prices fell, they defaulted on their mortgages in large numbers, devastating local housing markets and financial institutions.


There's an underlying thread connecting the first three narratives: growing income inequality and wage stagnation may have encouraged families to take on more debt to maintain their living standards. As more income flowed to the top of the distribution, wealthy interests gained political power, which they used to deregulate or limit regulation of the shadow banking system.


The Global Dimension


The crisis wasn't purely an American phenomenon, even though it originated in the U.S. housing market. Global capital flows played a crucial role.


The Economist magazine, writing in 2012, pointed to the U.S. trade deficit as a major cause. That deficit—the difference between what America imports and what it exports—had been less than one percent of GDP in the early 1990s. By 2006, it had ballooned to six percent. To finance this deficit, money flowed into the United States from abroad, particularly from East Asia and the Middle East.


Much of that foreign money went into mortgage-backed securities, which offered attractive returns. In effect, savings from China, India, Saudi Arabia, and Abu Dhabi were being channeled into American mortgages—including dodgy subprime mortgages used to buy overvalued houses.


NPR's award-winning 2008 program "The Giant Pool of Money" traced this phenomenon in detail. The pool of global fixed-income savings had grown from around thirty-five trillion dollars in 2000 to about seventy trillion dollars by 2008. Much of this came from developing countries that had become wealthy selling manufactured goods and oil to the developed world. This money was looking for safe, profitable investments, and Wall Street was happy to provide them—packaging up American mortgages and selling them worldwide.


Europe had its own version of this story. As economist Paul Krugman noted, after the creation of the euro, capital flooded from northern Europe to southern Europe. Countries like Spain, Greece, and Ireland saw massive inflows of investment, leading to their own housing bubbles and financial crises.


The Role of the Federal Reserve


One persistent debate centers on the Federal Reserve and its chairman during the bubble years, Alan Greenspan.


The main point of controversy is the Fed's decision to lower the federal funds rate—the interest rate at which banks lend to each other overnight—to just one percent and hold it there for more than a year in the early 2000s. Critics argue this injected huge amounts of cheap money into the financial system and inflated the housing bubble.


Defenders of Greenspan point out that he was trying to prevent a deeper recession following the bursting of the dot-com bubble in 2000-2001. The economy was struggling, and low interest rates were meant to stimulate growth. But even some defenders acknowledge that while this policy may have averted an immediate crisis, it may have only postponed a larger one.


The American mortgage market had some distinctive features that made it particularly vulnerable. Mortgage funding in the United States was unusually decentralized and competitive. Lenders competed fiercely for market share, which contributed to declining underwriting standards. In the rush to make loans, mortgage originators stopped carefully checking whether borrowers could actually repay.


The Response


Governments and central banks around the world responded to the crisis with both fiscal policy—government spending and tax cuts—and monetary policy, including cutting interest rates and programs called quantitative easing, where central banks essentially create money to buy financial assets.


The crisis renewed interest in the ideas of John Maynard Keynes, the British economist who argued during the Great Depression that governments should spend money to stimulate demand during economic downturns. Keynesian economics, which had fallen somewhat out of fashion in the decades of free-market enthusiasm before the crisis, suddenly seemed relevant again.


The Federal Reserve and other central banks cut interest rates to near zero and kept them there for years. They also engaged in unprecedented interventions to rescue failing financial institutions and stabilize markets. Several large banks received government bailouts, becoming a source of ongoing political controversy.


Economists advised that these extraordinary measures should be withdrawn once economies recovered enough to sustain growth on their own. But defining "enough" proved contentious, and the withdrawal of stimulus was gradual and halting.


The Long Aftermath


The technical recession may have ended in mid-2009, but the effects lingered for years. Some economists predicted at the time that recovery might not truly arrive until 2011, and that the recession would prove to be the worst since the Great Depression. The Nobel Prize-winning economist Paul Krugman worried publicly that the world might be entering "a second Great Depression."


Those worst-case scenarios didn't fully materialize, but the recovery was painfully slow by historical standards. Unemployment remained elevated for years. Wages stagnated. Housing prices took years to recover. And as noted earlier, wealth inequality actually increased during the supposed recovery period.


The political aftershocks were perhaps even more profound. The financial crisis and the government's response—particularly the bank bailouts—contributed to a wave of populist anger on both left and right. The Tea Party movement emerged in 2009, and Occupy Wall Street followed in 2011. The sense that ordinary people had suffered while banks were rescued would reshape politics for years to come.


The Great Recession also changed how economists and policymakers think about financial regulation. The shadow banking system that had grown up largely outside regulatory oversight was now understood to pose systemic risks. The Dodd-Frank Act, passed in 2010, attempted to address some of these gaps, though debates continue about whether it went far enough—or perhaps too far.


What's in a Name?


In the end, we call it the Great Recession, even though that name may not capture its true nature. A recession implies something cyclical, something that the economy moves through on its way to the next expansion. The Great Recession was more like a rupture—a moment when the financial architecture that had been built up over decades nearly collapsed entirely.


It revealed deep vulnerabilities in the global financial system: the risks of excessive leverage, the dangers of regulatory gaps, the interconnections that could turn a problem in one market into a crisis everywhere. It showed how quickly confidence could evaporate and how dependent modern economies are on the continuous flow of credit.


Whether we learned enough from it to prevent the next crisis remains an open question.
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  {"output": "The Epstein files have arrived, and they're far messier than anyone expected. This week's DOJ document dump contains over three million pages of records related to their investigation into Jeffrey Epstein — a scandal that has haunted the global establishment like a persistent bad smell. But what makes this release remarkable isn't just the scope: it's what the documents reveal about the powerful people who sought out a convicted sex offender for answers, and the disturbing possibility that Epstein operated beyond the reach of ordinary justice.

The Release Was a Mess

The Department of Justice finally released approximately three and a half million pages of records related to their Jeffrey Epstein investigations. The release was intended to be the final word on a scandal that has lingered over the global establishment. The files read like a who's who of the people who run the world: two US presidents, a rotating cast of British and European royals, and almost every significant name in business, law, and high finance.

Many people who claimed they only had tangential relationships with Epstein were shown to be a lot closer than they had admitted. The tech elites seemed to have invented AI chatbots to replace Epstein while he was alive — but during his lifetime, he appeared to be the person they turned to to get their questions answered.

The release itself was chaotic. Unlike Epstein's parties, opening the files required confirming you were over age 18. On the first day, the DOJ website featured a convenient "download all" button that allowed journalists to grab the entire dataset at once. Once the department realized people were actually using it, that button was removed and replaced by a system requiring files to be downloaded one by one.

Files have appeared and disappeared mysteriously. If you read a document and didn't save it immediately, there was a good chance when you went back later, it would be gone. A document known as EFTA 01667, which contained a list of unverified FBI tips about the US president, briefly became the most famous PDF on the internet before being scrubbed from the site the next morning. As of this writing, it has not been re-uploaded.

The Gates Scandal

The first big scandal to break was about Bill Gates. Two frantic, typo-ridden emails that Epstein sent to his own inbox in 2013 reveal a more practical side to their relationship. In these messages, Epstein appeared to suggest that Mr. Gates contracted an STD from Russian women and asked Jeffrey to get him antibiotics so he could secretly give them to his then-wife Melinda. Epstein also claimed to have provided Adderall to Gates for his bridge tournaments.

Gates has denied these claims, saying they are the work of a disgruntled liar who was upset at being cut off. If true, it's a damning indictment of the American healthcare system: even one of the wealthiest men in the world couldn't get a doctor's appointment and had to go to a convicted sex offender for basic health care needs.

Critics might note that Gates has not been charged with any crime, and these emails represent only Epstein's version of events — not corroborated evidence. The denial from Gates should carry significant weight given his position.

Missing Records and Botched Redactions

Despite all the headlines, this wasn't a full release. The DOJ said they had over six million pages of records but handed over only about three and a half million. The missing records include bank and brokerage records along with communications with foreign governments — basically the things people were actually looking for.

Lawmakers have pointed out that the law forbids redacting files just to avoid reputational harm or due to political sensitivity. The DOJ seems to have treated those guidelines as mere suggestions. The redactions themselves are bizarre. In many cases, the same document has been uploaded multiple times with completely different redactions each time. We've seen instances where a case number is blacked out in one version but visible in another.

"The law forbids redacting files just to avoid reputational harm or due to political sensitivity."

One favorite redaction decision was made in one file: the DOJ redacted the "JP" from JP Morgan, presumably to protect the privacy of a multi-billion-dollar investment bank that has been a household name for over a century.

On top of that, there's the sheer sloppiness. The New York Times and AP found that the Department of Justice had accidentally released unredacted photos of victims, including some who had never come forward publicly. Once informed about their mistake, they pulled those files. It's a bit rich to hear the government talk about protecting victims while publishing their private photos to a global audience while blacking out the names of Epstein's suspected co-conspirators.

The law also stated that every redaction needed written justification. So far, those explanations are nowhere to be found. Instead, we still have entire hundred-page files that are just solid black blocks. Even for documents held back for national security purposes, the DOJ was supposed to provide unclassified summaries — another requirement that appears to have been filed in the same place they keep the download all button.

The Sweetheart Deal

The Epstein files began with the work of Marie Vilifana, the original lead prosecutor who unlike her superiors actually seemed interested in doing her job. By May 2007, Vilifana had put together an 82-page prosecution memo and a 53-page draft indictment that would likely have ended Jeffrey Epstein's crimes and abuse.

Vilifana didn't just focus on the abuse. She followed the money, broadening the investigation to include money laundering and the operation of an unlicensed money transmitting business. She subpoenaed Epstein's banks for records about his financial activity and even contacted his most important client, the billionaire Les Wexner, to ask about their business arrangements.

Bloomberg reports that this sent Epstein into a total tailspin. He fired off a series of typo-laden emails to his lawyers, who began a campaign to have Vilifana removed from the case. They argued her tactics were unduly invasive, that she was pursuing baseless claims to pressure their client into a plea deal, and pressured her supervisors to remove her and others from the case or throw the case out altogether.

The most remarkable part of this story isn't that Epstein tried to stop her — it's that it worked. Despite the prosecutor warning her superiors that Epstein was a continuing threat, she was ordered to stop her investigation and begin plea negotiations.

The result was the infamous sweetheart deal overseen by Alex Aosta, which not only gave Epstein a few months in a county jail but also provided blanket immunity to any potential co-conspirators — essentially turning the US Justice Department into a private security firm for Epstein's entire social network.

You might look at this deal and think, well, I guess this happened because he was really politically connected. He was good friends with Bill Clinton at this point in time. He had visited Clinton in the White House and they'd been jet-setting around the world for close to a decade by then. That doesn't really add up.

However, as connected as Epstein was, he wouldn't have been nearly as connected as Dennis Hastert was. Hastert had been a congressman for 20 years and was the sixth longest-serving speaker of the house in history. By the time FBI discovered that he was a serial child monster, the statute of limitations had run out on his actual crimes. But rather than giving him a sweetheart deal, the DOJ used financial technicalities to put him behind bars in 2015, convicting him for the way he structured his hush money payments to his victims.

A counterargument worth considering: political connections don't fully explain Epstein's sweetheart deal. There had to be something more. If political connections don't explain how Epstein remained untouchable, maybe we should look at his more hands-on approach to reputation management.

The Intelligence Angle

One of the most famous stories about Epstein involves Vanity Fair editor and chief Gratton Carter. In 2003, while reporter Vicky Ward was working on a profile of Epstein and interviewing the Farmer Sisters, who had first reported Epstein to the FBI in 1996, Epstein decided to take the editorial process into his own hands.

Early one morning, Carter arrived at his office to find Epstein already there, standing alone in the reception area. Epstein reportedly spent that morning and many subsequent phone calls torturing and berating Carter, demanding that he publish nothing about Epstein's involvement with teenage girls. When the verbal abuse didn't work, the threats became more physical.

A live bullet was left on Carter's doorstep in Manhattan, and shortly after, the severed head of a dead cat was found in the yard of his country home. While there was no evidence this was done by Epstein, the message was apparently clear enough that Vanity Fair decided to scrub the abuse allegations from the final article.

While this mob-style intimidation might have worked on a journalist, it's not reasonable to believe it would have intimidated the FBI, who around the same time were busy conducting the largest mafia takedown in history. They rounded up 127 members of the five mob families in New York. They were hunting down Whitey Bulger, who they believed had been involved in 19 murders.

It's hard to believe that the same federal agents who were unfazed by violent killers were somehow terrified of a creepy pedo whose primary method of intimidation was showing up early for a meeting and leaving a dead house pet on a porch. It's not exactly The Godfather.

This leads us to another popular theory that people have discussed for years: Epstein wasn't just a well-connected predator, but an intelligence asset.

A journalist named Vicky Ward wrote an article for the Daily Beast in 2019 which said that Alex Aosta told investigators the case was above his pay grade because Epstein belonged to intelligence — a claim he has since denied. A newly released document file EFTA000090314 gives us a look at why that theory might have had some weight within the FBI.

This is an FD 1023, a form that the FBI uses to record information from a confidential human source. According to the attorney general's guidelines, a CHS is someone believed to be providing useful and credible information. Though the FBI notes these reports are often unverified raw intelligence, this particular source makes some staggering claims.

They allege that Alan Dersowitz specifically told Aosta that Epstein belonged to both US and allied intelligence services. The document goes even further, claiming that Epstein had trained as a spy under former Israeli Prime Minister Ehud Barak.

The document doesn't just implicate Epstein. The source claims that Dersowitz himself was co-opted by Mossad and that Mossad would call Dersowitz to debrief him after his phone calls with Epstein. The document even manages to implicate the White House, alleging that Donald Trump had been compromised by Israel and that Jared Kushner, a former student of Dersowitz's, was the real brains behind the operation.

We must take these claims with a massive grain of salt. One of the strange things about this document is that it refers to previous reports which don't appear to be included in the files. Based on what can be found online, a confidential source can range from a highly placed operative to someone who just enjoys sharing gossip on encrypted messaging apps.

But the fact that the FBI was recording these allegations of foreign influence on US officials by Israel, Russia, and the UAE as late as October 2020 shows that the intelligence angle may not have been just a conspiracy theory. Without more information, it's impossible to know.

The Neighbors

If you're looking for a reason to appreciate your own neighbors — even the ones who practice drums at 2 in the morning — you might want to take a look at Commerce Secretary Howard Lutnick's block on the Upper East Side of Manhattan.

Jeffrey Epstein lived right next door to him in a massive seven-story townhouse, and Bill Cosby lived right across the road. Woody Allen lived just one street away and was constantly dropping by Epstein's house with his wife/daughter to visit. I imagine that living on a street like that you'd hire armed guards to bring your kids back and forth to school.

Lutnick recently gave an interview on a podcast called Podforce One, describing how he and his wife once visited Epstein's home for a tour around the time he moved into the neighborhood, only to be shown a massage room and hear a comment so revolting that they decided in the six to eight steps it took to get back to their own house that they would never be in a room with Epstein again.

Lutnick forgot to mention in that interview that the prior owner of his house had been Jeffrey Epstein and that the real estate records show that the transfer was listed for $10 and other valuable consideration. Now, this was back in 1998 when house prices were a lot lower than they are today, and it might have been cheap because of the dodgy neighbors, but it's still a remarkably good deal for a Manhattan townhouse.

Howard tells a very compelling story on the podcast of his moral clarity, but the files suggest this wasn't his last run-in with Epstein. The new documents include emails from 2012 showing Lutnick and his family planning a visit to Epstein's private island on their yacht. Epstein's assistant even sent a follow-up email on Christmas Eve that year saying, "Nice seeing you." This was four years after Epstein's guilty plea.

Meaning that Lutnick, who lived right next door, would have received the mandatory notification that a registered sex offender was his neighbor under New York law. In that neighborhood, those notifications are taken very seriously — but apparently not seriously enough to stop a Christmas Eve visit.

Bottom Line

The Epstein files reveal something far more troubling than the salacious details headlines have focused on: the possibility that our justice system operated at the influence of people it was supposed to investigate. The strongest part of this argument is the evidence showing coordinated efforts to shut down proper investigations — the sweetheart deal and the intelligence connections. The biggest vulnerability is that much of what has surfaced remains unverified, and many claims come from sources whose credibility we cannot assess. What should concern readers most is not what Epstein did, but why our institutions chose to protect him.}
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By Jay Pitter
I have a decades-old memory of me swaying to music in a 1970s-style shopping mall and being sharply reprimanded by my mother, who felt that a Black person dancing in public was undignified and reinforced racist stereotypes.
I was maybe eight years old. Too young to fully understand the implications of her admonishment, I hung my head from the weight of my mother’s shame projected onto my lanky little body. All I knew was that she believed that, for Black people, especially poor Black people like us, our survival and dignity hinged on presenting well in public.
In the summer of 2020, an uprising was ignited by the public execution of George Floyd. Then in my forties, a professional placemaker and adjunct urban planning professor, I had a greater understanding of my mother’s, and other Black elders’, preoccupation with how their children conducted themselves in public. I was acutely aware of public policies that restricted our public expressions and freedoms and had witnessed countless incidents demonstrating our disproportionate risks. Within my lifetime, the penalty for a Black person perceived to be misstepping in public had never been more clear than it was in the final, excruciating nine minutes and twenty-nine seconds of George Floyd’s life.
The notion that Black people and other groups experiencing disproportionate harm should be able to navigate public spaces without being murdered should be a given. Still, I believe that we should expand our expectations and strive for even more—public joy.
It is not enough to say that joy is already woven into our classic and contemporary texts. There is a difference between creating real or figurative traumascapes with glimmers of joy and laying down joy as a narrative foundation. When joy becomes the premise, the place upon which we build our realities in literature and life, new possibilities within and beyond our communities arise. There is a wealth of documentation focused on our public degradation; why not bend the narrative arc toward Black public joy?


You can’t share stories from thewalrus.ca on Facebook or Instagram because of Meta’s response to the Online News Act, but you can share this Substack article there


To understand the concept of Black public joy, or public joy of any kind, it’s imperative to first begin by defining, or at least exploring, the dimensions of joy itself. The Journal of Positive Psychology points out: “Joy has been one of the least studied human emotions despite the fact that it is on everyone’s list of basic or primary emotions.”
Often mistakenly conflated with happiness, joy has a number of complex distinctions and dimensions. Matt Sosnowsky, a Philadelphia-based psychotherapist, explains that happiness tends to be situational and momentary, while joy is a more enduring emotion. Others studying the theory and science of joy believe that it is more than an emotion. It is often described as a state of mind of consistent contentment with life born out of resilience, gratitude, and a sense of belonging.
Some experts focus on community as the nucleus of joy, citing the importance of places like parks, cultural events, and walkable communities that facilitate human-scale connection. Other experts focus on the brain and study the ways dopamine, serotonin, and endorphins are activated during particular experiences. The framing and findings of joy research often overlap. For example, brain chemicals that produce what would be considered positive emotions are often activated when people are riding their bikes in protected lanes or sharing a meal in a communal space. These and similar activities also build a sense of belonging and gratitude.
Happiness, however elusive, has been our preferred pursuit, perhaps because we are implicitly socialized to seek emotions considered positive outside of ourselves. Establishing and maintaining a joyful way of being amid the turbulence of life is a far less attractive proposition given the immense amount of labour required, both as individuals and in the constant making and remaking of community.
“What if joy and pain are fundamentally tangled up with one another?”

Beloved Black feminist scholar Audre Lorde spoke of sharing joy as a way to build bridges across our differences. She also referenced learning “how to take joy in all the people I am,” which affirms our personal pluralism or, more simply said, various aspects of our ever-changing selves. Elizabeth Mudenyo, a brilliant, young, next-generation poet from the part of Toronto where I grew up, writes about “taking joy with both hands” and “making a practice of calling joy into our lives,” which, for me, suggests an active co-creation of joy. I am convinced that the poetry of grasping and making joy into a life practice across the places and stages of our lives is at the core of creating consistent contentment.
Consistent contentment would exist alongside challenging emotions. In a book of essays titled Inciting Joy, author Ross Gay, who is a founding board member of a nonprofit food justice and joy project that advocates for free fruit for all, affirms this contradiction. He asks, “What if joy and pain are fundamentally tangled up with one another?”
The notion that joy and pain can occur concurrently particularly resonates for me when thinking about public places. All public spaces hold what educator and researcher Herleen Arora describes as a “poetic tension.” From one perspective, public spaces hold histories of colonial atrocity, land-based oppression, physical inaccessibility, and gender-based violence. From another perspective, public spaces hold immense possibility, beauty, and connection. These two opposing forces are always operating amid the cultivation and expression of joy. When I think about public joy, Black or otherwise, I imagine all of these strands, all of our hurts and aspirations, entangled together.
Take the story of Carl Cassell. Having grown up in Jamaica, Cassell was used to a warmth, beyond the temperature, which permeated public spaces. At home, Cassell navigated markets and riverbanks with an ease and confidence that left him entirely unprepared for the chilly reception he would receive in his country of choice.
Upon completing studies in economics and math at the University of the West Indies, Cassell immigrated to Canada. Arriving amid a recession in the early 1990s, he traded in hopes of landing a job as an economist or even an entry-level banking position for an apron in the back of a restaurant. “One moment, I thought I was headed towards a career in finance, and the next, I found myself three feet deep in a dirty pot,” he says. His professional circumstance was worsened by the way he was treated when he ventured out into the city.
His presence on streets and in shopping malls was often perceived as an intrusion or threat. When searching the eyes of pedestrians to approach and ask for directions, he became invisible. The latter issue—not being seen—was the most difficult part of Cassell’s early experience, largely because of his birthplace. “Where I come from, when we encounter people in public, we respectfully acknowledge their presence, and we expect the same in return.” The small rural community of Cockpit Country is also where he developed an appreciation for public joy. His father, Hugh, owned a shop that sold everything from animal feed to Avon cosmetics. Every year, he would thank the community for its patronage by throwing a street dance in the square.
Cassell had a natural penchant for the green spaces here in Toronto. He started spending a significant amount of time at Trinity Bellwoods Park, where he encountered a convergence of the city’s social clusters and found refuge among young men whose hands made space for them. He felt a kinship with these new friends—from plumbers to visual artists—of all races involved in the city’s hip hop scene. Hanging in the park reminded Cassell that he was a man who knew how to create things, and so he got to work doing just that.
“I realized that if I wanted to achieve my dream, I’d have to build it with my own two hands, not pursue it in places that didn’t welcome me.”

Over the next five years, he pursued and successfully attained a degree in commerce. During study breaks and the long commute between home and school, he made art with found objects, drawing inspiration from the city’s cultural scene. Although he now held two degrees, Cassell was unwilling to be at the mercy of the economy or limiting ideas about where he belonged. “I realized that if I wanted to achieve my dream in this country, I’d have to literally build it with my own two hands, not pursue it in places that didn’t welcome me.” He took a bartending job at night, and during the day, his friends from the park taught him everything from plumbing to drywall to painting. He began to apply his newly acquired skills in the building where he lived. He helped update units in the building, and his landlord gave him a break on rent.
Growing up, Cassell had spent summers on his grandmother’s farm in a parish called St. Elizabeth. Linette Roy cooked massive pots of savoury and spicy dishes for her farm workers. Carl paid close attention to how to prep meat and fish and how to intuitively measure the precise amount of fresh herbs and coconut milk when preparing Jamaican dishes. He was also entrusted with a special job: “I was my grandmother’s firekeeper; my job was to gather wood and stir up the embers to keep three fires beneath three massive pots going throughout the day.”
All of this experience culminated in a search to find a space in Toronto to house his dreams. The first couple of months were discouraging. Landlords were not particularly eager to rent to a young Black man aspiring to open a hybrid restaurant and cultural hub. After a string of refusals, he entered a space that the locals colloquially called “the crack bar” and made the owner an offer. With a foot already out the door of the derelict business, the owner quickly accepted. A neighbour helped him install the exhaust hood in what would become his first up-to-code professional kitchen. Standing in his newly constructed kitchen, Cassell was grateful to his grandmother for teaching him how to cook and keep the fires aglow.
In mid-April 2001, Irie Food Joint opened its doors. Its motto was “Food. Music. Art. Culture.” This distinct recipe for public joy guided its design. “I am an artist first and foremost and so I’m very sensitive to spatial arrangements and the creative practice of welcoming,” Cassell says.
A collection of mid-century modern chairs and heavy wooden tables anchored the space. This mixture of luxe and sturdy furniture was intentional. Cassell wanted de man ’dem to be able to bang dominos on the tables and audiophiles to jump out of their seats when taken over by the spirit of live music. He wanted aunties to bring their hot sauce from home as long as they were open to taste-testing his. “The space needed to be well designed but also accessible and sturdy enough to withstand our bombastic cultural expression,” he says.
Cassell also paid close attention to the pace of the space. It was important that it operated on Caribbean time. Unlike the typical restaurant practice of turning tables over as quickly as possible, Cassell wanted people to feel like they could linger regardless of the size of their order or ability to extend a generous gratuity. “I wanted people to come for the food but stay for the slow and easy Jamaican vibe.”
Cassell’s unconventional business model, prioritizing joyful placemaking over profits, paid off. Within five years, Irie Food Joint became a central gathering space for everyone who loved Black culture, regardless of identity. He gained respect as a restaurateur within the city’s competitive gastronomy landscape—so much so that he earned enough social and financial capital to open a second location. Harlem, located near the city’s Gay Village, would become a true community hub.
One afternoon, a DJ named Blackcat walked into Harlem and requested space for a regular ballroom night—an underground party featuring performances such as strutting, lip-synching, and audience engagement. These parties were established by Black queer and transgender individuals in multiple cities in response to public space laws prohibiting dressing outside gender norms and to the discrimination that racialized 2SLGBTQ+ individuals faced within mainstream queer spaces. Although Cassell wasn’t entirely familiar with the history and creative expression of ballroom, he was committed to creating a space that celebrated Black people of all identities.
The programming of the space didn’t always arise from formal collaborations. Sometimes the moment asked, and the space answered. For instance, in 2009 when Michael Jackson died, a graffiti artist felt inspired to create an art piece on the industrial-style garage door leading out to Cassell’s back patio. Patrons poured into Harlem, raw with grief. They were provided with markers, which they used to write messages around the spray-painted portrait. By the end of the night, everyone had laid down their grief on the dance floor, and the garage door had become a memorial.
This became a ritual of sorts, repeated in 2013 when Nelson Mandela died, and again in 2016 when we lost Prince. The door, now a living record layered with three portraits and hundreds of heartfelt messages, is a testament to the responsiveness of the space.
Another moment of historical significance was tied to the American election in 2008. As anticipated, community members from all ends of the city converged on Harlem. When it was announced that Barack Obama had indeed been voted the first African American president of the United States, the DJ dug deep into the crates for celebratory tunes as heads turned toward the heavens. Amid the jubilation, Cassell heard something that delights him to this day. All of the Black men in the space started addressing each other as “Mr. President.” “They’d say, ‘Why congratulations, Mr. President’ or ‘Good to see you out tonight, Mr. President.’”
The giddiness expressed by grown men, who are usually guarded in public spaces, was like nothing he’d witnessed before. It was the expression of a pure boyish joy during a moment when it felt like we could remake the world.
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My daughter, Kirsten, is an award-winning electronic DJ and producer. More than making and playing music, she is—in a way that is at once distinct but not entirely dissimilar from myself—a placemaker.
We spent the first ten years of her life, and my twenties, living in an intergenerational Jamaican family home. Her great-grandmother, whom she regards as her first friend, often picked her up from elementary school while I was working. Instead of watching after-school cartoons or soap operas, the pair prepared our traditional dishes together. Just over a decade later, those Caribbean cooking sessions with her great-grandmother would pay off. At the beginning of her DJing career, in addition to playing at local bars, she coordinated street parties, sometimes integrating recess games.
In 2013, she launched a party called Jerk. Although she has always drawn extraordinarily diverse audiences, her Jerk party centres Black, often queer young adults. The name references a popular style of cooking, which fuses elements from indigenous Jamaican and African cuisines. Back then, she couldn’t afford a caterer, so she prepared mounds of delicious jerk chicken herself. Integrating food into her signature rave was somewhat of an homage to those after-school cooking sessions.
“When you make a public space, it’s not only yours but it belongs to everybody.”

The sense of intimacy she created, combined with her unparalleled ability to play what a cultural reporter and Polaris Prize juror referred to as “genre-obliterating” sets, made Jerk a well-loved rave within a few short years. When interviewed by DJ Mag about what had, by then, become a cultural phenomenon, she described Jerk as an ideal shared public space: “When you make a public space, it’s not only yours but it belongs to everybody. Jerk is something that belongs to me, and to the people who trust me to host it, and to Toronto.”
Like all professionals who design and steward public spaces, Kirsten is focused on the cultivation of joy. When curating Jerk or performing at venues around the world, Kirsten considers barriers that may obstruct everyone’s joy. She credits raves—high-octane electronic dance parties embedded in an underground subculture that values bold artistic expression and social ideals—for dismantling many of these barriers, which tend to be steeped in class, commerce, and respectability.
And then there are what should be considered mundane details like free food stations with comfortable seating and ensuring that people of all genders can pee where they are most comfortable peeing. Along with her space-planning approach, Kirsten considers social aspects that either increase or diminish joy. She personally meets with security to ensure that there will be no policing of bodies or abuses of power. As with most raves, at her events, there’s a general understanding that everyone belongs.
In more recent years, Kirsten has begun to consider what happens at her parties within a broader political and generational context. She’s been thinking about the fact that her peers, Generation Y, are the first to be worse off than their parents. They are faced with a housing crisis with no end in sight and soaring education fees. Without revealing identities, she often tells me about acquaintances with degrees who sometimes have to resort to stealing groceries to survive.
I think about these issues through the lens of equitable urban development, and my daughter thinks about them through the lens of the public party. “When an entire generation is struggling to monetize their every interest or working three jobs to survive, dancing together becomes radical,” she says. “I didn’t initially understand the magnitude of what I was doing, but now I have a deeper appreciation for the politics of the party and how there’s a poverty of free time for my peers, so now I’m more able to go there fully—to be a part of the conversation.”
The thing that I most enjoy about her parties is how participatory they are. At first, it made me nervous, but I love the way hundreds of partygoers inevitably breach the boundaries of the stage within the first hour of her raves. She plays face to face, breath intermingling with partygoers, creating a visceral communal experience.
Oftentimes, there is a little elevated runway where self-selected featured dancers woo the crowd for hours on end, engaging with her as though they’d had a dress rehearsal. Sometimes the security guards begin to push people back, and in a polite yet authoritative voice that sounds much like my own, she always says, “No, let them through.”
Adapted and excerpted from Black Public Joy: No Permit or Permission Required by Jay Pitter. Copyright © 2026 Jay Pitter. Published by McClelland & Stewart, a division of Penguin Random House Canada Limited. Reproduced by arrangement with the publisher. All rights reserved.
Jay Pitter, founder of Jay Pitter Placemaking, is one of North America’s most influential public space experts. She has worked with the United Nations and numerous municipalities; lectured at Cornell, MIT, and Princeton; and co-edited a city-building anthology.
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These days it seems like the only things to write about are politics and AI. I wrote about AI last time, so today I’ll write about politics.
Here is my basic theory of American politics in the 2020s: The United States is a nation of moderates ruled by a fringe of extremists. The extremists rule because they are more engaged than the moderates — they spend more time thinking about politics and doing political activism. In Martin Gurri’s terms, the extremists are the “public” and the moderates are the “populace”. 
There are several reasons why American politics is dominated by extremists. The well-known one is the closed-primary party system. Republicans win primaries not by aligning with the median voter, but by aligning with the median Republican voter — usually in an area that’s already right-leaning to begin with. The same is true of Democrats. 
But that has been true for a while. The fundamental reason why American politics is more extremist-dominated than in the past is technological. Modern social media bypasses traditional hierarchies and institutions and gathers together communities of like-minded extremists who then create challenges to traditional institutions; it also provides these extremists a platform in which their emotionally charged messages are more likely to go viral than messages of positivity and reason. 
The moderate majority increasingly avoids the politically charged, extremist-dominated online spaces. That gives lots of Americans more peace of mind, but it also means that online spaces become more and more extremist as moderates leave.1 This is the conclusion of Törnberg (2025):
Using nationally representative data from the 2020 and 2024 American National Election Studies (ANES), this paper traces how the U.S. social media landscape has shifted…Overall platform use has declined, with the youngest and oldest Americans increasingly abstaining from social media altogether. Facebook, YouTube, and Twitter/X have lost ground, while TikTok and Reddit have grown modestly, reflecting a more fragmented digital public sphere….Across platforms, political posting remains tightly linked to affective polarization, as the most partisan users are also the most active. As casual users disengage and polarized partisans remain vocal, the online public sphere grows smaller, sharper, and more ideologically extreme. [emphasis mine]

In case you like charts, here’s one from the paper showing that extremists post more than moderates:

If extremists remained online, shouting at each other or shouting into the void, this would be a good and healthy process for a nation weary of culture wars. But the people who dominate real-world politics are increasingly drawn from this pool of online extremists. I am talking not about elected politicians themselves, but about the activists who create and promulgate political ideologies, the think tankers who translate those ideologies into policy ideas, the lobbyists who promote those policy ideas to politicians, and the staffers politicians hire to decide which ideas to embrace, and how.
Let’s talk about those staffers for a moment. Staffers write legislation, advise elected officials on policy, and handle lots of public communications. While politicians are out fundraising, pressing the flesh, or giving speeches to increasingly outdated TV news networks, their staffers are busy with the business of running the country. These staffers are much younger than the politicians they ostensibly serve — the typical Congressional staffer is in their late 20s, while the typical Congressperson is in their late 50s. 
This means staffers are more online, and thus spend their days lost in the extremist maelstrom of social media, mainlining rightist conspiracy theories on X and leftist tropes on TikTok. Staffers are also unelected, which means they don’t have to cater to regular voters; they are free to pursue radical ideologies, support radical movements, and put out extremist messaging unless their bosses explicitly act to rein them in.2 There are plenty of anecdotes about how staffers in both the Democratic Party and the Republican Party are more extremist than the politicians they serve — to say nothing of the country as a whole. 
For a concrete example of this, take the recent contretemps over one of Donald Trump’s racist social media posts. Trump’s Truth Social account posted a video depicting Barack and Michelle Obama as apes:

After a general outcry, the racist video was taken down. A White House official stated — and Trump later confirmed — that the video was posted not by Trump himself, but by a staffer. Trump refused to apologize for the video, demonstrating how extremist staffers can essentially force the politicians who employ them to take more radical positions. 
These 28-year-old extremely online radicals — along with the larger network of think tankers, lobbyists, and activists with whom they are deeply enmeshed — are a key part of America’s ruling class, invisible and unaccountable and unelected and more powerful than almost anyone realizes. 
Anyway, regular Americans sense this and are distinctly unhappy with it. Majorities say both parties are too extreme:

And voters are voting with their feet, leaving both parties and registering as Independents in record numbers:

But although this is a very natural way to express disapproval with the two parties, it ends up exacerbating extremism, just like when moderates abandon social media. Independents can’t vote in closed primaries, so the people who remain registered as Democrats and Republicans are going to end up nominating even more extremist candidates, forcing regular Americans to choose between two even more polarized extremes — and simply increasing their frustration and disaffection.
This is all very bad for America, and I don’t have a way to fix it, other than A) transitioning to open primaries and B) bringing back the Fairness Doctrine and applying it to social media — two things that nobody is going to do. But watching the behavior of America’s two extremist movements, I don’t think either of them is going to be durable and successful. 
I think this is true for many reasons. American voters are unlikely to keep either party in power for long at the national level, and instead will more likely ping-pong back and forth between them as they grow disgusted with the performance of each. Social media activism and memes will push both parties toward unworkably extreme policies — stupid tariffs, unchecked government borrowing, and so on. Online spaces will make it ever harder for real leaders to emerge on either side, as reasonable moderates are quickly “cancelled” by mobs hunting for the smallest peccadillo. 
But on top of that, I see some core tendencies that are particular to the American right and left — the MAGA movement and the progressive movement — that strike me as maladaptive and seem to portend long-term weakness. 
On the right, a big problem is that the MAGA movement is relentlessly focused on shrinking its coalition. Winning coalitions in politics are built by gathering together various groups and aligning them toward shared goals. Trump did a good job of that in 2024, assembling a startlingly diverse, broad-based electoral majority. But MAGA insists on attacking every group it could bring into its tent.
As an example, just look at that video Trump’s staffer just posted — and which Trump defended, even though some Republicans condemned it. One way that Trump enlarged his coalition in 2024 was to persuade some Black voters to switch sides:
In 2024, Trump won 15 percent of Black voters — according to Pew Research’s widely cited validated voter survey — an increase from the 8 percent he won four years earlier. A pre-election Pew poll found that the economy and health care were the most important issues for the voting bloc[.]

15 percent doesn’t sound like much, but an 8 percentage point shift is big, and every vote counts. Does Trump think posting videos showing prominent Black people as apes will help him solidify that small Black conservative contingent as part of an enduring GOP coalition? It doesn’t seem like he cares.
Nor is this an isolated incident. James Fishback, a Republican primary candidate for governor of Florida, recently referenced “goy slop” — an antisemitic conspiracy theory that says that Jews are forcing gentiles to consume low-quality goods. This is just one example of a rising tide of antisemitism in the GOP, which party leaders like Ted Cruz have acknowledged. That will probably prevent a major exodus of Jewish voters from an increasingly anti-Israel Democratic Party. 
Meanwhile, ICE’s racial profiling and raids on Hispanic-owned businesses are starting to drive away Hispanics who were a crucial part of Trump’s winning coalition in 2024. MAGA has not explicitly demonized Hispanics as a group, and many who voted for Trump believed that he would distinguish between citizens, legal residents, and illegal immigrants. But like every other big U.S. deportation effort since 1930, Trump’s current crackdown involves a significant degree of enforcers simply grabbing people who look Mexican and holding them on suspicion of being illegal.
And MAGA is attacking Indian immigration as well. A wave of anti-Indian sentiment among online Trump supporters has spilled over into the real world. Texas’ Governor Greg Abbott has stopped public universities and the state government from hiring H-1B workers (most of whom are Indian). This will hurt the state economy, which depends on Indian doctors and other professionals for essential services. Whether it will hurt the GOP with Indian-American voters remains to be seen, but I doubt it will help.
There are also signs that MAGA is starting to turn against East Asians. A couple of years ago, affirmative action in college admissions was struck down by SCOTUS after a MAGA-aligned group sued Harvard for discriminating against Asians. That raised the possibility that MAGA’s ostensible defense of meritocracy might win over some Asian voters to the GOP. But then right-wing commentator Helen Andrews went on a multi-day tirade against Asian immigrant culture, alleging that Asians threaten the American way of life by working too hard in school and succeeding too much, while also claiming (rather farcically) that Asians benefit from workplace DEI programs:



The idea that Asians are going to destroy American culture by working too hard is ridiculous — an obviously ad-hoc fabricated excuse to attack a minority group that succeeds financially, comes in legally, and tends to commit very little crime. It also happens to be wrong (Asian “grind culture” is simply another case of immigrant striver culture, which tends to fade by later generations). And if the rest of MAGA takes up this line, it seems likely to alienate the Asian voters who shifted toward the GOP in 2024, many of whom were alarmed at Democrats’ attacks on educational meritocracy. 
It’s hard to think of a group of Americans — other than White Protestants — that the MAGA movement has not turned its outrage machine on. Indeed, the whole movement has come to resemble a roving Eye of Sauron that constantly looks around for a new racial enemy to attack, switching targets every year or so. 
This is not a way to build an electoral coalition. There are far too few White Protestants to form an electoral majority in America, no matter how many people ICE deports or how many visa-seekers and refugees Trump turns away. Instead, Trump’s movement will simply drive away one ally or potential ally after another, shrinking the tent as they go. 
My sense is that this is structural. MAGA leaders — politicians, pundits, and so on — energize their base by stirring up fear of racial “others”, but then back off when they receive sufficient pushback and accusations of racism. So they have to keep cycling through targets, so they can keep stirring up their core voters’ anxieties without having any one particular minority become the focus for liberals’ defensive efforts. 
As a result, they just end up alienating everyone, one by one. At its core, MAGA is a xenophobic movement that gains a lot of its power from the fear of racial enemies; this is a poor long-term strategy in a diverse democracy.
As for progressive extremism, I think this will also fail, but for a very different reason.
Progressivism lost at the polls in 2024, but still dominates in many big cities and some states, and has had a chance to prove itself as a governing ideology over the last 10 to 15 years. It has failed. I highly recommend this article about the decay and decline of Portland, revered as a progressive mecca in the previous decade. Some key excerpts:
Last fall, after the city acquired a reputation for crime, homelessness, and dysfunction, Oregon politicians rushed to media outlets to assure the nation that the city was not literally on fire…[But] Portland is constantly on fire. In the year following July 2024, Portland had 6,268 fire-related incidents – and 40% of the fires in the city are a direct result of Portland’s out-of-control vagrancy…
[Jeff] Eager says one key reason why the city’s massive crime problem goes unaddressed is that it’s largely self-inflicted and driven by ideology. “Hard core progressivism has destroyed what old school Oregon liberals built – farmers markets, parks, walkable communities, transit, and all the good kind of Portlandia-era liberal lifestyle stuff,” said Eager. “This brand of progressivism is just so against the rule of law, it’s ruined all those institutions that made Portland a cool, trendy, quirky place. It's not really quirky anymore. It's dangerous.”
Portland now has the second-highest crime rate of any city in America, behind Memphis. About one out of every 16 people in the city is the victim of a crime every year…The lack of law enforcement became obvious to everyone during the summer of 2020…As part of the Defund the Police movement that year, Portland’s leftist city council cut $15 million from the city’s law enforcement budget, eliminating 84 jobs in the police department – with predictable results. By November 2021, [the mayor] acknowledged “many Portlanders no longer feel safe,” and the city council began the process of restoring some funding to the department – though the police are at loggerheads with local politicians and the department remains chronically understaffed. [emphasis mine]

Portland’s plight is especially notable because it contrasts with a pretty epic nationwide decline in crime. It’s obvious that progressive extremist ideas about tolerant approaches toward crime have prevented Portland from fully participating in that happy trend — murders fell in 2025, but property crime remained sky-high. 
Another likely example of this is the epidemic of copper theft in Los Angeles, that is literally turning lights off across the city.3 The main impetus for the theft wave, of course, is the rising price of copper, which makes it more valuable to steal. But California has a pandemic-era law saying that theft of under $950 worth of goods is a misdemeanor, not a felony. That law has now been watered down, and some exceptions added, but it still makes it hard to prosecute petty thieves. 
When a swarm of petty thieves is crawling all over your city stripping out the wires, prosecuting and penalizing petty crime is exactly what you need to do. But a progressive criminal-justice “reform” back in 2014 made that harder. 
The frequent failure of progressive cities to crack down on crime — and the progressive movement to make America more tolerant of criminals in general — undermine the entire left. This can be added to a litany of other progressive local and state government failures — not building enough housing, bankrupting cities through excessive spending, outsourcing government functions to NGOs, spending way too much on transit projects, and so on. 
In all of these cases, what progressivism is doing is parasitizing the liberal institutions that allowed progressivism to exist in the first place. Liberals built the public libraries; progressives are destroying them by turning them into ad-hoc homeless shelters. Liberals built trains, but now people don’t want to ride the train because of crime and disorder, requiring big bailouts from the state of California. Progressive tolerance of bad behavior by the few — open drug use and sales, theft, street harassment — has turned parks, streets, and other types of urban commons into no-go zones for the bulk of the citizenry. 
The pattern repeats itself: Liberals build, progressives come in and demand more and more from the system liberals built, until the system collapses. As yet, liberalism seems to have evolved no defense against this; for at least a decade, nobody seems to be able to say no to progressive demands.
This is why I believe that both the American right and the American left will fail — and indeed, are already failing wherever they gain power. Extremist ideas are generally bad at actually governing, but good at winning hearts and minds in online chat groups. Of course, this provides cold comfort for those of us who will suffer from America’s two flavors of bad governance. A country with two broken ideological programs is a deeply dysfunctional country. 


1Eliezer Yudkowsky calls this “evaporative cooling of group beliefs”. I quite like the analogy. 


2I did find one paper claiming that staffers are more moderate than politicians in general, but I don’t trust this measure of moderation. 


3It should be noted that L.A.’s problems with homeless people starting fires are even bigger than Portland’s by some measures. 
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    Primary election

    Based on Wikipedia: Primary election


In 1968, Hubert Humphrey won the Democratic presidential nomination without entering a single primary election. Not one. He simply showed up at the convention in Chicago, and the party bosses handed him the nomination. The public was outraged. Protesters filled the streets. Police cracked skulls. And American democracy would never be the same.


That chaotic summer forced a reckoning: who should actually choose the candidates that appear on our ballots? Party insiders meeting in smoke-filled rooms? Or ordinary voters casting ballots in their local precincts?


The answer—eventually—was primaries. But how we got there, and how different types of primaries actually work, is a story worth understanding. Especially if you've ever wondered why Iowa and New Hampshire seem to decide who becomes president every four years, or why your neighbor can vote in a different party's primary than you can.


The Basic Idea


A primary election is essentially a dress rehearsal for the real thing. Before the general election in November, parties need to decide which candidate will carry their banner. A primary lets voters—rather than party officials—make that choice.


Think of it like a tournament bracket. The primary is the semifinal round where each team (party) picks their champion. The general election is the final match between champions.


This seems obvious now, but it's actually quite unusual globally. The United States is one of only a handful of countries where regular citizens get to vote on who the candidates will be. In most democracies, party leaders or party members make that call behind closed doors. Americans didn't always do it this way either—the primary system is barely a century old, and it didn't become dominant for presidential races until 1972.


Open Versus Closed: The Great Divide


Here's where things get interesting—and contentious.


In a closed primary, only registered members of a party can vote in that party's primary. If you're a registered Democrat, you vote in the Democratic primary. Registered Republican? You vote in the Republican primary. Registered as an independent or unaffiliated? Sorry—you don't get to participate in either.


Thirteen states and the District of Columbia use this system. The logic is straightforward: parties are private organizations, and their members should choose their own candidates without interference from outsiders.


But many people find this frustrating. What if you're genuinely undecided between parties? What if you lean one direction but want to weigh in on a particularly important race in the other party? What if you simply refuse to register with any party on principle?


Enter the open primary. In fourteen states—including Texas, Michigan, and Virginia—any registered voter can participate in any party's primary, regardless of their own affiliation. You walk into the polling place, pick which ballot you want, and vote.


This sounds more democratic. And it is, in a sense. But it creates its own problems.


The Art of Raiding


Imagine you're a committed Democrat in an open primary state. Your party's nominee is basically decided—there's an incumbent running for reelection with no serious challengers. Meanwhile, the Republican primary is a heated contest between a formidable moderate and a fringe candidate who would be easy to beat in November.


Do you vote in your own boring primary? Or do you cross over and vote for the weaker Republican, hoping to saddle the opposing party with an unelectable nominee?


This is called "party raiding," and it's not just theoretical. In Vermont's 1998 Senate race, a retired dairy farmer named Fred Tuttle became the Republican nominee. Tuttle was 79 years old, had never held office, and had recently starred in a low-budget mockumentary about a fictional political campaign. He won the primary partly because Democrats crossed over to vote for him as a joke—or perhaps as a strategy to ensure their candidate would face the weakest possible opponent.


Tuttle lost the general election badly, as everyone expected. He even admitted he'd voted for his opponent.


The Messy Middle Ground


Between fully open and fully closed primaries lies a spectrum of hybrid systems.


Semi-closed primaries let registered party members vote only in their own party's contest, but they allow unaffiliated voters to choose a party on election day. Sixteen states use some version of this approach, including swing states like Arizona, Colorado, and Ohio. If you haven't committed to a party, you can show up at the polls and pick one—but only one—primary to participate in.


Massachusetts adds another wrinkle: unaffiliated voters can participate in either major party's primary, but they have to make any registration changes at least twenty days beforehand. The state wants to prevent last-minute strategic maneuvering while still giving independents a voice.


These compromises try to balance competing values: letting parties control their own nominations while not completely shutting out the large and growing number of Americans who refuse to affiliate with either major party.


The Jungle Primary: Louisiana's Wild Experiment


Louisiana decided to throw out the rulebook entirely.


Since the 1980s, Louisiana has used what's affectionately known as the "jungle primary"—or more formally, a nonpartisan blanket primary. All candidates from all parties appear on the same ballot. All voters can vote for any candidate. If someone gets more than fifty percent, they win outright. If no one does, the top two vote-getters advance to a runoff, regardless of party.


This means you can end up with two Democrats or two Republicans facing each other in the general election. It happens fairly often in heavily partisan districts.


California adopted a similar system in 2012, as did Washington State in 2008. Proponents argue it produces more moderate candidates and better represents the actual preferences of the electorate. Critics counter that it can shut out third parties entirely and sometimes produces bizarre matchups that leave large portions of voters without a candidate who represents their views.


The Historical Accident of New Hampshire and Iowa


Every four years, a strange ritual unfolds. Candidates for president spend months trudging through the snows of Iowa and New Hampshire, attending countless town halls and diner visits in states that together represent less than two percent of the American population.


Why do these two small, predominantly white, rural states get such outsized influence over who becomes the leader of the free world?


The honest answer is: historical accident, fiercely defended by tradition.


Iowa holds caucuses—a different beast from primaries, involving neighbors gathering in school gymnasiums and physically grouping themselves by candidate preference. New Hampshire holds the first actual primary election. Both states have jealously guarded their first-in-the-nation status for decades, even passing laws requiring their contests to be held before any other state's.


The argument for this system is that it forces candidates to engage in retail politics—meeting voters face-to-face, answering questions in intimate settings, proving they can connect with ordinary Americans rather than just run expensive television campaigns.


The argument against is that it gives wildly disproportionate influence to two unrepresentative states. A candidate who does well in Iowa and New Hampshire gains "momentum"—a self-fulfilling prophecy where early success breeds media attention, which breeds donations, which breeds later success. By the time most states vote, the race is often already decided.


Candidates who might appeal to more diverse electorates—states with larger Black, Hispanic, or urban populations—often drop out before those states even have a chance to weigh in. South Carolina, which holds the first primary in the South and has a much more diverse Democratic electorate, has become increasingly important precisely because it offers a counterweight to the Iowa-New Hampshire dominance.


The Progressive Origins


Primary elections emerged from the Progressive movement of the late 1800s and early 1900s—the same reform impulse that gave us direct election of senators, women's suffrage, and antitrust laws.


The Progressives had a simple diagnosis: American democracy had been captured by political machines and party bosses. In cities like New York and Chicago, Tammany Hall and its equivalents controlled who got nominated, who got jobs, and who got contracts. Ordinary citizens had little say.


The cure was to take power away from the bosses and give it to the people. If voters could directly choose nominees through primary elections, the thinking went, corrupt insiders would lose their stranglehold on the political system.


Robert La Follette, the progressive governor of Wisconsin, championed the primary system, and his state approved it by referendum in 1904. Other states followed, particularly in the South—though for disturbing reasons.


In the post-Reconstruction South, the Democratic Party was so dominant that winning the Democratic primary was tantamount to winning the general election. Republicans barely existed as a competitive force. This gave Southern Democrats an incentive to hold primaries—but also an incentive to keep them white-only.


Because primaries were run by the parties rather than the government, they weren't considered official elections subject to constitutional protections. The Democratic Party simply declared that only white voters could participate in its primaries. African Americans were effectively disenfranchised not by being prevented from voting in general elections (though that happened too, through poll taxes and literacy tests) but by being excluded from the only election that actually mattered.


These "white primaries" persisted until 1944, when the Supreme Court finally struck them down in Smith versus Allwright. The court ruled that when a primary is an integral part of the election process, it's a state action subject to the Fifteenth Amendment's prohibition on racial discrimination in voting.


1968: The Year Everything Changed


For most of American history, primaries were more advisory than decisive. Candidates would enter some primaries to demonstrate popular appeal, but the real decision happened at the national convention, where party delegates—many of them chosen by state party organizations rather than by voters—would bargain and maneuver to select a nominee.


The 1968 Democratic convention shattered that system.


President Lyndon Johnson, battered by the Vietnam War and facing an insurgent challenge from antiwar candidate Eugene McCarthy, withdrew from the race in March. Robert Kennedy entered, offering hope to a generation, then was assassinated in June. And Hubert Humphrey, Johnson's vice president, secured the nomination in August without having competed in a single primary.


The convention in Chicago was a disaster. Inside, party bosses controlled the proceedings. Outside, police beat antiwar protesters while television cameras broadcast the violence into American living rooms. The chant from the streets—"The whole world is watching"—became a defining image of a party in crisis.


In the aftermath, Democrats created the McGovern-Fraser Commission to reform the nomination process. The commission's recommendations fundamentally transformed American politics: states would be required to hold primaries or caucuses open to all party members, with delegates allocated based on the results. The smoke-filled room was out. Popular participation was in.


Republicans soon adopted similar reforms. By 1972, primaries had become the dominant method for selecting presidential nominees—a status they retain today.


Do Primaries Actually Work?


The promise of primary elections was that they would democratize candidate selection, wresting power from party elites and giving it to ordinary voters. The reality is more complicated.


Research suggests that formal party organizations still retain significant influence over nomination outcomes. Endorsements from party leaders, access to donor networks, and the institutional machinery of campaigning all matter enormously. Outsider candidates can win—Donald Trump's 2016 nomination proved that—but they have to overcome substantial structural advantages held by establishment-backed candidates.


Primary turnout is also typically much lower than general election turnout. The people who vote in primaries tend to be more partisan, more ideologically extreme, and less representative of the general electorate. This can push nominees toward the poles rather than the center, potentially contributing to political polarization—though studies examining top-two primaries (designed to encourage moderation) have found little evidence that they actually reduce polarization.


What top-two primaries do seem to produce is more voter confusion and lower electoral participation. When the final ballot features two candidates from the same party, or when party labels become less meaningful signals, some voters simply disengage.


The Ongoing Experiment


American democracy has always been a work in progress, and primary elections are no exception. States continue to tinker with their systems—opening them, closing them, experimenting with new formats.


In 2024, the Texas Republican Party voted to change from an open primary to a closed one, requiring voters to register with the party before participating. The change reflected concerns about crossover voting and a desire to ensure that Republican nominees are chosen by actual Republicans.


Oregon conducted the nation's first binding primary election entirely over the internet in 2010—a harbinger of potential future changes to how we vote.


St. Louis, Missouri has experimented with "unified primaries" using approval voting, where voters can support multiple candidates rather than just one. The top two then advance to the general election. Proponents argue this reduces the "spoiler effect" and produces winners with broader appeal.


These experiments reflect an enduring tension at the heart of democratic theory. How do we balance the legitimate interests of political parties—private organizations with their own values and goals—against the broader public interest in competitive elections and responsive government? How do we encourage participation while preventing manipulation? How do we give early states a chance to vet candidates without letting them dictate the outcome for everyone else?


There are no perfect answers. But the questions keep us searching, reforming, and trying to build a system that lives up to its democratic ideals.


Why It Matters for Regular Voters


Understanding primaries isn't just academic. It has practical implications for anyone who wants their voice heard in American politics.


If you live in a closed primary state and want to vote in primaries, you'll need to register with a party—often well in advance of the election. In some states, changing your registration close to an election is difficult or impossible.


If you live in an open or semi-closed primary state, you have more flexibility—but you'll need to decide strategically which party's primary matters more to you in any given year.


If you live in a top-two primary state, party labels matter less. You might find yourself choosing between two Democrats or two Republicans in November, so paying attention to the primary becomes especially important.


And if you care about who becomes president, understanding the primary calendar—and the outsized role of early states—helps explain why the nomination often seems decided before your state even votes, and what reformers are trying to do about it.


The messy, complicated, often frustrating system of primary elections is how Americans actually choose their leaders. It's worth understanding—flaws and all.
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This story contains details about domestic violence that some readers may find disturbing.


For years, there was a box on a back shelf of P’s house in Edmonton labelled “insurance.” (For reasons of privacy, we are using this initial only.) Her husband at the time thought it contained paperwork, but P had filled it with a different kind of insurance: a physical record of smashed phones, broken eyeglasses, and photographs of the bruises his violent episodes had left on her body. “I had a circle of blue bruises around my mouth because he would cover my mouth and smother me,” she told me.
Photographs, videos, and audio recordings are highly persuasive to judges and juries. When a crime occurs in private, with no witnesses, a court contest is a tussle in which two stories compete to offer the most plausible explanation of the same facts. Photographs and audio recordings join seemingly unimpeachable objectivity with emotional impact: one study says combining visual and oral testimony can increase information retention among jurors by 650 percent.
Criminal defence lawyer Emily Dixon told me that, if a client shows her an exonerating photo or video, she isn’t expected to run analytic tests before submitting it into evidence. It’s reasonable to assume that a photo is real—for now. Yet we are fast approaching a world in which we can no longer believe our eyes or ears. The onset of artificial intelligence, in the justice system as elsewhere, is poised to overturn existing practices.
Specialists can still spot the anomalies that distinguish AI-generated images from real photos. “But in a year,” digital forensics expert Simon Lavallée told me, “we won’t.” Maura R. Grossman is a lawyer who has long worked to promote the use of advanced technologies for legal tasks, such as document review. When it comes to the threat of deepfakes, however, Grossman believes Canada’s evidence laws will require an overhaul. “Before, if I wanted to fake your signature, I had to have some talent,” she told me. “In this day and age, you could make a deepfake of my voice in two minutes.” Juries, Grossman has written, may increasingly be skeptical of all evidence.
For complainants like P, the erosion of this trust carries a high cost: left with only doubt, we may be tempted to rely on our instincts—indistinguishable from our desires, fears, and prejudices. In cases of domestic violence in particular, audio and visual evidence is a weighty counter to the social impulse to minimize. At work and with their friends, P says, her husband was funny and kind, but “he’s a very different person at home, to the point that most people wouldn’t believe you.”
Recently, the Law Commission of Ontario (LCO), an independent body that pushes for law reform, concluded a nationwide study of what is shaping up to be a head-on collision between two epistemic systems: the criminal justice system, which rests on the elimination of reasonable doubt, and artificial intelligence, a factory for doubt dissemination. “The risk of impacts on people’s lives is catastrophic,” Ryan Fritsch, the lawyer who headed the initiative, told me. The project brought together police officers, defence attorneys, prosecutors, judges, and human rights advocates, with the aim of formulating a set of recommendations to deliver to the Ontario government later this year.
The black mirror of deepfake evidence is not the only challenge the advent of artificial intelligence poses to the criminal justice system. Whether through the adoption of advanced analytics for risk prediction, the rise of predictive policing, or the use of large language models to summarize depositions or draft decisions, Canadian courts are about to grapple with a form of intelligence the mysterious workings of which chip away at the law’s foundation of transparency.
Internationally, Canadian lawmakers are already far behind in developing governance for the use of artificial intelligence within the justice system. Few guardrails are in place, and we are faced with clashing examples: Europe has taken a skeptical stance, sometimes outright banning the use of certain technologies, while the United States has leaned into decision making driven by complex algorithms and big data. Canada’s legal rules and procedures are designed for a pre-AI era. How will the public retain confidence in a system that rests on the painstaking articulation of reasoned logic as more and more of what happens in our courtrooms starts in a black box?


You can’t share stories from thewalrus.ca on Facebook or Instagram because of Meta’s response to the Online News Act, but you can share this Substack article there


The attorney Rupert Ross used to work as a fishing guide, and in his book Dancing with a Ghost, he wrote about learning to predict lake conditions before leaving the shore. Standing at the edge of the dock, he would layer impressions of wind pattern, cloud cover, and temperature over his mental images of different spots on the water. It was as if each image were “a transparency of sorts, with all the variables sketched opaquely on its surface. Then similar images of past days at the same spot are slid under it.” If the feeling of the day contained a Proustian twinge of a previous day when he had found pickerel at a certain cove, he brought his angler clients to those waters.
Ross’s description reads like a paean to the subtleties of embodied memory, one of the quintessential characteristics that separates humans from machines. To the empirically minded, however, this is just another way of saying that Ross made predictions based on comprehensive historical data. And aren’t machines simply better at this?
That’s why, P tells me, she’s excited about the prospect of criminal risk assessments being performed by artificial intelligence. It seemed to P that justice system workers had been overly swayed by her husband’s charm. “These people are trying to predict outcomes, going off their imagination, their feelings, their gut instinct,” she said. “And AI takes all of that out.”
Since the 1990s, statistical risk assessments have been conducted within the prison systems of many jurisdictions in Canada, and elsewhere, to sort offenders by the level of security needed and as evidence in parole board hearings. By correlating today’s data with outcomes from past cases—did prisoners who answered questions similarly go on to commit further crimes?—prisons had a data-driven system for deciding who was eligible for laxer security or early parole. The accuracy of computerized algorithmic models quickly rivalled the careful assessments of expert psychologists. But, according to correctional lawyer Simon Borys, prisons and parole boards don’t have to explain their decisions in the same granular detail that courts do. It was in the 2010s, when algorithmic risk assessment tools were being incorporated into sentencing in the United States, that the higher standard for legal reasoning brought to light the concerning qualities of these tools.
In 2016, the American media outlet ProPublica published a landmark study finding racial bias in COMPAS, a widely used algorithmic risk assessment tool. Studies of similar tools used in Canada, such as the Level of Service Inventory (LSI), have found comparable results. For a kaleidoscope of reasons—including that models rely on historical arrest data and racialized communities are more heavily policed than white neighbourhoods—algorithmic predictions tend to overstate the likelihood of racialized people committing future crimes and understate these risks for white offenders.
If a bigger mirror only shows more of a distorted reality, artificial intelligence powered by big data exaggerates the problems of actuarial risk prediction: because we live in an unfair world in which people who are poor, mentally ill, or racialized are disproportionately arrested, simply belonging to one of these categories can make you look more likely to commit crimes. (Equivant, the company that currently owns COMPAS, disputes that the tool is racially biased, and some subsequent studies undertaken by independent bodies also found ProPublica’s results overblown.)
If I am accused of a crime in Canada, I have a right to know what evidence is being used against me. I have a right to test that evidence, to hear the reasons why a judge or jury decides to deprive me of my liberty, and to appeal their decision if these reasons are insufficient. In one of the papers commissioned by the LCO, Gideon Christian, the University of Calgary’s research chair of AI and law, and lawyer Armando D’Andrea propose a novel problem: How do you cross-examine an algorithm? If a risk assessment is to be classified as expert opinion, usually the expert proffering it would be expected to make themselves available to the court. In the case of an AI tool, however, even if a software engineer who had designed the program could be persuaded to testify, the nature of machine learning would limit their ability to vouch for what the program was actually doing.
“You should be able to explain why a person got the score and what the score means,” Tim Brennan, who originally designed COMPAS, told me. “An AI technique like random forests”—a statistical sampling method (not used in COMPAS) that involves hundreds of decision trees branching into further decision trees—“is a great way to do prediction. But you cannot, for your life, explain it to a judge.”
Even if courts banned the use of AI by lawyers, they would be unable to prevent reports or assessments used in other spheres—by social workers, for example, or addictions counsellors—from being compiled with the use of AI. But the use of AI could mean the reports of these professionals, currently a routine part of court proceedings, would no longer pass tests making them admissible evidence.
Fritsch, the lawyer for the LCO, told me that AI is weakest in an area the justice system prizes highly: meeting standards of evidence and reasoning. AI systems occlude information or processes, which means they may not provide the full disclosure the law requires. For defendants hoping to appeal their sentences, this missing information could be key to overturning decisions that rob them of their liberty or even their lives. The inner workings of AI software are proprietary information owned by private companies, and in the United States, courts have shown a disturbing tendency to side with corporations that argue they can’t be compelled to disclose trade secrets—even when their products are being used to send people to death row.


	The Fastest Way to Lose a Court Case? Use ChatGPT

	When Facial Recognition Helps Police Target Black Faces

	Wait—Is ChatGPT Even Legal?




In a case that came before British Columbia’s Civil Resolution Tribunal in 2025, a tribunal member, Eric Regehr, posited in his decision that both parties must have used AI to write their submissions. His reasoning was that “there is no way a human being” could have made some of the errors these submissions contained. Furthermore, he did not consider himself obliged to respond to every one of the specious arguments the software had thrown his way. “I accept that artificial intelligence can be a useful tool to help people find the right language to present their arguments, if used properly,” he wrote. “However, people who blindly use artificial intelligence often end up bombarding the CRT with endless legal arguments.”
The promise of AI for self-representation is tantalizing. To state the obvious: lawyers are expensive. Hourly rates for a criminal defence attorney can hit $800 an hour, and many people who apply for legal aid are denied. Accordingly, the number of people representing themselves in court is growing. The increase has been most marked in family law cases, but some Canadians accused of a criminal offence find themselves with no option but to mount their own defence.
Depending on the nature of the case, people representing themselves in court using Microsoft CoPilot or ChatGPT may find themselves up against opposing counsel using even more sophisticated tools. An inventory compiled in June of 2025 found 638 generative AI tools available in the “legaltech” field, for uses such as trawling through legal databases, reviewing contracts, searching for patents, and drafting documents. Companies are developing specialized artificial intelligence tools for the use of big firms, who can pay for the most advanced tech. For a self-represented litigant, ChatGPT may be better than nothing, but it’s the kiddie-pool version of the paid products available to a well-resourced lawyer on the opposing side.
Within Canada, some non-profits are attempting to level the playing field. Beagle+ is a free legal chatbot trained on British Columbia law, built by People’s Law School, and powered by ChatGPT. And the Conflict Analytics Lab at Queen’s University has built OpenJustice, an open-access AI platform drawing from Canadian, US, Swiss, and French law. Originally, says Samuel Dahan, the law professor who primarily oversees the project, the idea was to build a Canadian large language model from scratch. “The sad reality of universities right now is that there’s no university in the world that has the resources to build a language model,” Dahan told me. At a Legal AI Hackathon co-hosted with Stanford and held in Toronto in February 2025, the Conflict Analytics Lab saw teams devising programs that use OpenJustice to help pro bono organizations streamline client intake and to identify trends in jurisprudence that might help direct a class-action lawsuit.
While artificial intelligence seems poised to widen, rather than narrow, the divide in access to justice, Grossman did suggest a key way that AI could serve the average person in the civil context. When a pair of earrings she bought online arrived, one post was bent. She contacted the seller, sent a photo, and asked if a replacement earring could be sent. “He basically responded, if you weren’t a moron, you would be able to fix this.” So Grossman made her case in the dialogue box of the website’s online dispute resolution system. It scanned her photo, looked at the value of the item (the earrings had cost Grossman about $12, including shipping), tabulated comparable transactions, and made a determination: it awarded her $2.38.
Grossman asked me to imagine that, instead of a customer dissatisfied with an earring, she was a tenant, and the other party a landlord illegally withholding her security deposit. “I’m a janitor, and if I take a day off from work, that means my kids don’t eat, and I don’t know anything about the court system, and maybe I don’t speak English well, and maybe I’m not here legitimately,” she said. The online adjudication system might not be perfect; it could award her less than the full amount. But the case might be over in a week, with no requirement to miss work or bring attention to her immigration status. “It’s not perfect,” she acknowledged, “but rough justice is better than no justice.”
So far, Canada’s attempts to pass comprehensive legislation on artificial intelligence have failed. AIDA, the Artificial Intelligence and Data Act, died on the table when Parliament was prorogued in January of 2025, and the legislation was controversial: Amnesty International objected that the act overlooked potential harms to vulnerable groups, and the Assembly of First Nations threatened to sue over the lack of consultation. Indigenous groups such as the Quebec-Labrador regional body of the AFN have proactively published guides to regulating and developing artificial intelligence with respect for Indigenous data sovereignty, but at present, these are statements of moral principle rather than enforceable law. With the appointment of Evan Solomon as the inaugural minister of artificial intelligence and digital innovation this past spring, it’s certain that another legislative effort is coming soon.
The federal court has proclaimed that it will not use AI or any automated decision-making tools without first engaging in public consultations. And when it comes to the criminal system, Fritsch told me, “The public needs to be giving social license to these kinds of things.”
But what would meaningful consultation on AI look like when experts can’t even agree on what artificial intelligence is? The LCO materials discuss COMPAS as an artificially intelligent tool, but Equivant denies that COMPAS makes use of AI. “It does not ‘learn’ or change over time,” the company says on its website. Brennan told me a tool similar to COMPAS, designed for female offenders, has incorporated AI for the past eight years. He later amended this statement, saying that the tool uses a “machine-learning-derived classifier” but is not itself an AI tool. The category of artificial intelligence seems to be simultaneously narrowing and widening. “When it’s like a spam filter, and we get used to it, we don’t call it AI; we just call it software,” Grossman remarked. “When it’s new and magical and we don’t understand it, we call it AI.”
This past summer, Karine Gentelet, a sociologist at the Université du Québec en Outaouais, piloted an alternative form of consultation on AI. “It’s not a consultation about AI,” Gentelet told me. “It’s a consultation about how people want to be consulted.” Rather than the large-scale forums that governments tend to convene, often dominated by industry, these sessions were small and took place in a Montreal community centre. Thirty to forty participants per session proposed definitions of basic concepts like “trust” and “transparency.” Gentelet’s team put up a poster showing an Excel spreadsheet of 168 artificial intelligence programs in development or in use by the province’s agencies, available on the government’s website. Descriptions were brief and often vague: “Service to citizens.” Clearly, this was someone’s idea of transparency, but it didn’t match what workshop participants had written down. They wanted to know exactly how information would be collected and used and how the government planned to guarantee ethical guardrails.
When I asked P what she would tell a government commission that asked her what AI should and shouldn’t do, she didn’t need to think twice. “I would ask if there’s a way for a lot of those computer engineering students to come up with a system to take some of the burden off shelter workers,” she said. Harried workers were constantly on the phone, calling around to different facilities to find spots for women in need of a safe place to stay. Couldn’t it be more like the aggregators that find airline tickets? You could key in your location, any special needs (not all shelters are safe places for transgender women, P noted), and an algorithm could take care of the rest.
Fundamentally, citizens want the criminal justice system to deliver two conflicting outcomes: to keep them safe, and to respect individual liberties. Dial public safety all the way to ten, and we are all pre-emptively kept in solitary confinement to prevent us from causing each other harm. Dial liberty to the max, and there is no protection for the weak. Fairness is one name for the balance between these concerns. A cornerstone of our legal tradition is the 1769 doctrine known as Blackstone’s ratio: “It is better that ten guilty persons escape than that one innocent suffer.” This is a moral, rather than a mathematical, maxim.
But deep within the coded instructions that govern algorithmic tools, fairness does find mathematical expression—or rather, expressions. The balance struck in risk predictions is between the likelihood of a formula returning false positives or false negatives: either imprisoning people unnecessarily, or returning to the community people who go on to hurt others.
When engineers attempt to tinker with the variables that produce racist or sexist results, they apply different formulas that are fair by different standards. “Fairness through unawareness” means using training data for machine learning that excludes variables like race or gender. “Counterfactual fairness” means a prediction would remain constant even if the demographic group to which an individual belongs were modified. At last count, there are about twenty different definitions of fairness circulating in the risk-assessment field, offering different trade-offs that are statistically impossible to reconcile.
In a 2024 paper in the journal Artificial Intelligence and Law, a group of researchers in Germany warned that by designing models encoded with particular trade-offs, software engineers and companies are usurping what should be the choices of citizens. The research team devised a code that shifted the balance struck in COMPAS between victims’ and offenders’ rights. The researchers acknowledged that legislators might not agree the new balance reflected the state’s vision of fairness, but at least the choices being made were now out in the open, where citizens could debate them.
Most of us, as Gentelet anticipated, don’t have the technical knowledge to speak with sophistication about artificial intelligence. The participants in her workshop were not there to parse how random forests differ from bootstrap classification methods, or to wax eloquent on OOB (out-of-bag) samples. But they knew what scared them, including the environmental costs of the technology. The advent of artificial intelligence, they told Gentelet, was increasingly presented as a kind of destiny: just one more ineluctable step on a path humanity must follow. The majority of people in the room had one pressing question: Was it an option to say no?
This article was supported by the Law Commission of Canada–Canadian Bar Association Journalism Fellowship for 2025.
Linda Besner’s award-winning journalism has appeared in the Guardian, The Atlantic, Maclean’s, and the Globe & Mail. Her most recent book is the poetry collection Feel Happier in Nine Seconds.
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The Face That Launched a Thousand Lies


In 2017, a Reddit user with an alarming amount of technical skill and an even more alarming lack of ethical boundaries created something that would fundamentally alter how we think about visual evidence. Using machine learning tools, they swapped celebrities' faces onto the bodies of adult film performers, creating pornographic videos of people who had never consented to appear in them. The username they chose? "Deepfakes."


The name stuck. And it became shorthand for one of the most destabilizing technological developments of our era: the ability to fabricate reality itself.


Deepfakes are synthetic media—images, videos, or audio—that have been generated or manipulated using artificial intelligence. The term fuses "deep learning" (a type of machine learning that uses neural networks with many layers) with "fake." What makes deepfakes different from the photoshopped images and doctored videos we've dealt with for decades is their sophistication. These aren't crude manipulations that an expert eye can spot. They're algorithmically generated reconstructions that can be nearly indistinguishable from authentic footage.


The technology emerged from legitimate academic research. The implications have been anything but.


How a Machine Learns to Lie


To understand deepfakes, you need to understand a piece of architecture called an autoencoder. Don't let the name intimidate you—the concept is elegantly simple.


An autoencoder is a type of neural network that learns to compress information and then reconstruct it. Think of it like this: imagine you wanted to send a photograph through a very narrow pipe. You'd need to squeeze the image down to its essential features—the basic shapes, the key relationships between elements—and then expand it back out on the other side. The network has two parts: an encoder that does the squeezing, and a decoder that does the expanding.


Now here's where it gets clever.


To create a deepfake, you train the encoder to recognize the essential features of any human face—the geometry, the expressions, the way light falls across skin. This encoder becomes universal; it can take any face and reduce it to what researchers call a "latent representation." But you train separate decoders for specific individuals. One decoder might be trained on thousands of images of Person A. Another on Person B.


The trick is simple once you see it: take a video of Person A, run it through the universal encoder to extract the underlying facial structure and expressions, then reconstruct it using Person B's decoder. The result? Person B's face making Person A's expressions, with Person B's skin texture and features, but matching Person A's movements perfectly.


The technology has evolved further with something called a Generative Adversarial Network, or GAN. This is an ingenious setup where two neural networks compete against each other. One network generates fake images. The other tries to detect which images are fake. They train together, each making the other better, until the generator produces fakes so convincing that the detector can no longer tell the difference.


It's an arms race contained in software. And the fakes keep winning.


A Brief History of Manufactured Reality


The desire to manipulate visual media is as old as visual media itself. In the nineteenth century, photographers discovered they could combine multiple exposures to create impossible images—ghosts hovering over séance participants, politicians shaking hands with people they'd never met. The Soviets became notorious for airbrushing disgraced officials out of historical photographs, creating an alternate past where certain people had simply never existed.


Motion pictures expanded the possibilities. Special effects allowed filmmakers to show us worlds that didn't exist, creatures that had never lived, events that had never occurred. But there was always a line: creating fictional images was acceptable, but doctoring documentary footage was fraud.


Digital technology blurred that line. Adobe Photoshop, released in 1990, democratized image manipulation. Suddenly anyone with a computer could alter photographs with precision that would have seemed magical to earlier generations. Video editing followed. By the 2000s, skilled editors could manipulate footage in ways that were increasingly difficult to detect.


But all of this required skill, time, and effort. A convincing video manipulation might take a professional team weeks to produce.


Deepfakes changed the economics entirely.


The landmark early project came in 1997, when researchers published a program called "Video Rewrite." It could take existing video footage of someone speaking and modify their mouth movements to match different audio. The subject would appear to say things they had never said. It was the first fully automated system to achieve this, and it relied on machine learning to connect sounds to mouth shapes.


Twenty years later, researchers at the University of Washington demonstrated "Synthesizing Obama"—a program that could take any audio and generate photorealistic video of former President Barack Obama appearing to speak those words. The lip movements matched. The facial expressions were natural. Only the most careful analysis could reveal the deception.


By 2018, researchers at the University of California, Berkeley had extended the technology to entire bodies, creating software that could make anyone appear to be a masterful dancer by mapping a professional dancer's movements onto their form.


The technology had escaped the lab.


When Anyone Can Become Anyone


In January 2018, a desktop application called FakeApp appeared. It put deepfake technology into the hands of anyone willing to download it. No programming expertise required. No specialized equipment. Just upload your source material and let the software do the work.


The application spread rapidly. Open-source alternatives followed: Faceswap, DeepFaceLab, browser-based tools that required nothing more than an internet connection. By 2020, mobile apps had arrived. An application called Impressions let users create celebrity deepfake videos directly from their phones.


A Chinese app called Zao went viral by allowing users to insert their own faces into famous movie scenes with a single photograph. Download the app, upload a selfie, and suddenly you're starring in scenes from Titanic or The Matrix. The entertainment value was undeniable. The implications were troubling.


The Japanese artificial intelligence company DataGrid pushed further still, creating technology that could generate full-body images of people who had never existed. Not manipulated photos. Not composites. Entirely synthetic humans, fabricated pixel by pixel.


Audio deepfakes emerged alongside their visual counterparts. Software that could clone a human voice after listening to just five seconds of sample audio. Enough to recreate anyone's voice from a voicemail greeting. Enough to make a phone call that sounds exactly like your mother, your boss, your president—but isn't.


The Weaponization of Synthetic Reality


The first major application of deepfake technology was pornography. It remains the most common.


Researchers studying the spread of deepfakes have found that the overwhelming majority involve non-consensually placing women's faces—often celebrities, but increasingly ordinary people—into pornographic content. This is a form of sexual violence. The victims never consented. The images are distributed without their knowledge. The psychological impact can be devastating.


But the harm extends far beyond pornography.


Consider the implications for evidence. We've relied on video recordings as a form of proof for decades. Courtrooms accept video evidence. News organizations verify events through footage. Citizens document police misconduct with their phones. The entire system assumes that video generally captures reality—that what the camera recorded actually happened.


Deepfakes undermine this assumption entirely.


If any video can be fabricated, then no video can be automatically trusted. Paradoxically, this doesn't just mean we might believe false things are true. It also means we can dismiss true things as false. A politician caught on video making a damaging statement can simply claim the footage is a deepfake. Actual evidence of wrongdoing becomes deniable. Reality becomes optional.


Philosophers have begun to describe this as an "epistemic threat"—a challenge not just to individual facts, but to the entire framework by which we determine what is true. When seeing is no longer believing, what replaces it?


The Democracy Problem


Elections are particularly vulnerable.


Imagine a deepfake video of a candidate, released hours before polls close, showing them making racist remarks or confessing to crimes. There would be no time to debunk it. By the time experts analyzed the footage and determined it was synthetic, millions would have already voted. The damage would be done.


This isn't hypothetical. Political deepfakes have already appeared. Fabricated videos of world leaders have circulated online. Manipulated audio recordings have been used in election campaigns. The technology improves faster than our ability to detect it.


Researchers studying engagement with deepfakes on social media have uncovered concerning patterns. Negative emotions drive sharing—people are more likely to spread content that provokes outrage or fear. Deepfakes designed to inflame political tensions travel further and faster than those created for entertainment.


Age matters too, but not in the way you might expect. Older users, less familiar with the technology, often fail to recognize deepfakes as fabrications and share them believing they're real. Younger users, more aware that deepfakes exist, still share them—sometimes because they find them entertaining, sometimes because they agree with the message regardless of its authenticity.


This last point is particularly troubling. Studies have found that awareness of deepfakes doesn't necessarily prevent their spread. People who know they're looking at a fabrication may share it anyway if it aligns with their existing beliefs or if they think it makes a valid point despite being false.


We are not rational creatures evaluating evidence. We are tribal creatures seeking confirmation.


The Global Dimension


Different cultures have responded to deepfakes in different ways, and the differences are revealing.


In English-speaking countries, particularly the United States and United Kingdom, the conversation has centered on fears about disinformation and pornography. The term "deepfake" itself encodes anxiety—the word "fake" emphasizes deception, danger, the corruption of truth.


In China, the technology goes by a different name: huanlian, which translates to "changing faces." There's no "fake" in the Chinese term. Digital anthropologist Gabriele de Seta argues this linguistic difference reflects a different cultural orientation to the technology. Rather than focusing primarily on existential threats to truth and democracy, Chinese responses have emphasized practical regulatory measures addressing fraud, image rights, and economic implications.


Neither approach is obviously superior. The Western focus on epistemological crisis may overstate certain dangers while neglecting others. The Chinese focus on practical regulation may underestimate the technology's potential to destabilize shared reality. What's clear is that deepfakes are a global phenomenon that different societies are navigating according to their own values and concerns.


The Creative Potential


Not everyone sees deepfakes as purely threatening. Artists and filmmakers have begun exploring the technology's creative possibilities.


Video artists have used deepfakes to playfully rewrite film history, imagining alternate versions of classic movies with different actors. What if Humphrey Bogart had played Indiana Jones? What if Marilyn Monroe had starred in a Marvel film? These experiments treat cinema as raw material for remix and reinterpretation.


More provocatively, some artists have used deepfakes to challenge conventional categories of gender and identity. Film scholar Christopher Holliday has analyzed how altering the gender and race of performers in familiar movie scenes destabilizes our assumptions about who can play what roles. British artist Jake Elwes created an artwork called "Zizi: Queering the Dataset" that uses deepfakes of drag queens to intentionally play with gender presentation and performance.


Theater historian John Fletcher points out something interesting: many early demonstrations of deepfake technology were presented as performances. The researchers who created them wanted people to see what was possible, and they staged demonstrations much like magic shows. Fletcher situates this in the long history of theatrical illusion, while noting the troubling implications when such illusions escape the stage.


The entertainment industry has found commercial applications. The Elvis Presley Estate allowed a deepfake recreation of the singer to appear on America's Got Talent in 2022. Companies like Synthesia use the technology to create training videos featuring synthetic presenters, eliminating the need to reshoot content when scripts change or when videos need to be localized into different languages.


Perhaps most poignantly, the technology has been used to memorialize the dead. In 2020, Kim Kardashian shared a video featuring a hologram of her late father Robert Kardashian, created using a combination of deepfake technology and other visual effects. The ethical questions are profound—is it appropriate to put words in the mouths of those who can no longer consent?—but the emotional appeal is undeniable.


The Arms Race for Detection


As deepfake creation has improved, so has deepfake detection.


Researchers in image forensics have developed increasingly sophisticated techniques for identifying synthetic media. Early deepfakes often had telltale flaws: unnatural blinking patterns, inconsistent lighting, blurry areas around the edges of replaced faces, temporal artifacts like flickering between frames.


Detection systems learned to spot these weaknesses. Deep learning methods—using the same fundamental technology that creates deepfakes—have proven most effective at identifying software-induced artifacts that human eyes might miss.


But detection faces a fundamental challenge: it's reactive. Every time detection improves, creation improves to evade it. The generators and discriminators in GANs are literally designed to engage in this arms race, with the generator evolving specifically to fool the discriminator.


Some researchers have suggested that the solution isn't detection at all, but authentication. Rather than trying to identify fake content, we should focus on verifying authentic content—establishing chains of custody for video evidence, watermarking legitimate recordings at the moment of capture, creating cryptographic proof that footage hasn't been altered.


This shifts the burden of proof. Instead of assuming content is real unless proven fake, we might need to assume content is unverified unless proven authentic.


The Medical Frontier


In 2019, researchers demonstrated something that hadn't received much attention: deepfakes aren't limited to faces.


They showed that attackers could use artificial intelligence to manipulate medical imaging. Specifically, they could automatically inject or remove evidence of lung cancer from three-dimensional CT scans. The manipulated images were so convincing that they fooled three experienced radiologists. They also fooled a state-of-the-art cancer detection AI.


The researchers conducted a white-hat penetration test—a simulated attack with permission—against an actual hospital system. They successfully altered patient records.


The implications are disturbing. Medical imaging forms the basis for diagnoses that determine treatment. If those images can be manipulated, patients might receive unnecessary treatment for conditions they don't have, or fail to receive treatment for conditions they do have. In the wrong hands, this could be used for insurance fraud, targeted assassination disguised as natural death, or simple chaos.


This serves as a reminder that deepfakes are not just a social media problem. Any domain that relies on visual evidence is potentially vulnerable.


The Road Ahead


Where does this technology go from here?


Academic research continues to push the boundaries of what's possible. Current work focuses on several persistent challenges:


Generalization remains difficult. High-quality deepfakes currently require training on large amounts of footage of the target individual. Researchers are working to create systems that can generate convincing results from just a few images, or that can generalize to new individuals without retraining.


Identity leakage is a continuing problem. When using one person's face to animate another's, traces of the original performer sometimes bleed through into the generated result. Various technical approaches—attention mechanisms, few-shot learning, disentanglement—are being explored to address this.


Occlusions create artifacts. When something blocks part of the face—a hand, hair, glasses, a closed mouth—the generation can fail in noticeable ways. Better approaches to handling these obstructions are an active area of research.


Temporal coherence in video remains imperfect. Current systems sometimes produce flickering or jitter because each frame is processed somewhat independently. Researchers are developing methods to incorporate temporal context, ensuring that generated video flows smoothly.


Each improvement makes the technology more accessible, more convincing, and more dangerous. But it also makes the legitimate applications more useful.


Living in Synthetic Times


We are not going back to a world before deepfakes. The underlying technology—machine learning, neural networks, generative AI—is fundamental to too many beneficial applications to restrict. And the specific techniques for generating synthetic media are widely known and freely available.


What we can do is adapt.


Media literacy becomes essential. People need to understand that video can be fabricated, that audio can be cloned, that photographic evidence is no longer self-authenticating. This doesn't mean descending into paranoid distrust of everything. It means developing appropriate skepticism, checking sources, looking for corroboration.


Legal frameworks are beginning to emerge. Various jurisdictions have passed or proposed laws specifically addressing deepfakes, particularly non-consensual pornographic deepfakes. The challenge is writing laws that address the harm without stifling legitimate uses of the technology or infringing on free expression.


Platform policies matter. Major social media companies have implemented rules against certain types of deepfakes, though enforcement remains inconsistent and the technology to detect violations is imperfect.


Authentication systems may ultimately prove more valuable than detection systems. If we can verify that specific content is authentic—rather than trying to identify which content is fake—we may be able to preserve islands of trusted media in a sea of potential deception.


But perhaps the most fundamental adaptation is psychological. We are entering an era when the evidence of our senses can be manufactured wholesale. The phrase "I'll believe it when I see it" loses its meaning when seeing can be arranged on demand.


We will need other ways of establishing truth. Institutional credibility. Multiple independent sources. Chains of custody for evidence. The slow, painstaking work of verification that good journalism has always required, now extended to every piece of video that claims to show us reality.


The human face, scholars note, has become "a central object of ambivalence in the digital age." We read faces constantly—for identity, for emotion, for truth and deception. When faces themselves can be manufactured, we lose one of our most fundamental means of understanding each other.


What replaces it? That's the question we're all, together, going to have to answer.
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  Follow-up of the largest randomized trial of AI in medicine was reported a week ago. The Mammography Screening with Artificial Intelligence trial (MASAI) randomized trial in Sweden of more than 105,000 women compared the interpretation by two radiologists with one radiologist with AI support. This represents the culmination of several years of intensive research exploring the potential role of deep learning AI  to improve the accuracy of interpreting mammograms beyond that of radiologists. In this edition of Ground Truths I will explain why it is time to adopt AI as an adjunct for all mammograms, with attention to (1) improved accuracy for detection with reduced workload; (2) prevention of breast cancer; and (3) risk of heart disease (yes, you read that right). But, of course, there are obstacles for implementation which I’ll also review. 

1, Improved Accuracy of Detection with Reduced Workload
The National Cancer Institute estimates that 20% of breast cancers are missed by mammograms, leaving plenty of room for the potential of AI to help. 
The first study that caught my eye about the promise of AI for mammography interpretation dates back to 2019 from NYU with supervised learning of more than 1 million mammogram images and 14 radiologists. The area under the curve with AI, a performance metric, was 0.895 (1.0 is perfect) and the conclusion was: “We also show that a hybrid model, averaging the probability of malignancy predicted by a radiologist with a prediction of our neural network, is more accurate than either of the two separately.”
Since that time, retrospective studies of various AI algorithms were reported on a frequent basis. Then, in 2023, a real world of medicine study in Hungary with the Kheiron algorithm was published in Nature Medicine.  Like MASAI’s design, comparing 2 radiologists vs 1 (or 2) plus AI, it found enhanced detection of cancer, 83% of which are invasive. 

Notably, there was a >30% reduction of radiologist’s workload. This report from Hungary led journalists to travel there and study their cancer screening clinics, where 5 were performing 35,000 screenings a year with AI since 2021. This article appeared on the front page of the NY Times in March 2023. 

Screening in the US is different from European countries because it relies on a single radiologist. That raises the question as to whether the big workloadreduction would also be seen here. But use of AI to partition very low risk scans, a so-called “delegation strategy,” would be expected to achieve a substantial workload reduction in settings with a single radiologist.
With that background, let’s go on to the landmark MASAI trial results, initially reported last year. This trial used the Transpara algorithm, developed by ScreenPoint Medical in The Netherlands, with 2D mammography. Subsequently, on 30 January 2026 the two-year follow up was published. The Table below summarizes the main results for both reports.

From the screening phase, there was a 29% increase in detection of cancer with AI, with a 24% increase in invasive cancer. There was no significant difference in the recall rate. The false positive rate was 1.4% in both arms of the trial. There was a 44% reduction in screen-reading workload.
At 2-year follow up, there was 12% less interval cancer detected in the AI arm, and the cancers picked up by AI were smaller, less aggressive: 16% reduction of invasive cancers and a 27% reduction of non-luminal A subtypes (including triple-negative and HER2-positive cancers).  Accordingly, the AI support served a preventative role for earlier detection, catching aggressive breast cancer at the time of screening. But there is more to AI and prevention as we’ll get to in the next section. Of note, the Transpara algorithm is being used in 2 other large randomized breast cancer screening trials: in Norway, a trial of 140,000 women, called AIMS and in the US with 400,000 women, known as PRISM.
Back-up From Real World of Medicine Studies
Besides the prospective, real world study conducted in Hungary, a nationwide study in Germany reported on over 460,000 women undergoing AI-supported mammography reading (N=260,739)  or without AI support (controls, N=201,079), with the finding of a 17.6% high rate of cancer detection. It used a different algorithm called Vara MG from a German company.
In the United States, a large study that compared AI-support of a single radiologist (N = 208,891) for what AI identified as “at-risk” (multistage AI-driven workflow)  to a radiologist (controls, N = 370,692) there was a 21.6% increase in breast cancer detection rate. The AI used was from DeepHealth. The results were consistent across ancestries and breast density, as seen below.

Another single center, smaller (N-55,581) prospective study from Sweden also showed better detection with AI support, using a different algorithm called Insight MMG from Lunit.
In a prospective, real world multi-center assessment in over 25,000 women in South Korea, the use of AI support led to a significant increase in cancer detection with no rise in the recall rate.
All of the real world studies and MASAI showed no significant increased in the recall rate. That is to say, all of the benefit was accomplished without prompting more callbacks to women for something concerning about the scan.
2. Prevention of Breast Cancer
As you’ve seen above, as validated in the MASAI trial, AI support identified more of the aggressive cancers up front, and at 2-years of follow-up the results reinforced the advantage of increased early detection. But there is another dimension to preventing breast cancer: identifying risk in what is read out as a normal mammogram. in June 2025, CLARITY Breast received the first FDA de novo authorization for predicting risk for developing breast cancer over the next 5 years from a standard 2D mammogram. The original work behind this algorithm dates back to a publication in 2021 in Science Translational Medicine. This approval was based on training from ~420,000 mammograms from 27 facilities in the US, Europe, and South America.  Subsequently, verification data from  >122, 000 mammograms 10 US health systems, were presented at the RSNA in December 2025. About 16% of women in their 40s with a normal mammogram were found to be high risk.  At the recent RSNA, data are presented taking breast density into account: women in the high-risk AI group had more than a 4-fold higher cancer incidence than women in the average-risk group (5.9% vs. 1.3%). But breast density alone showed only small increases in 5-year risk (3.2% for dense vs. 2.7% for non-dense).
Multiple studies have confirmed the ability to use AI for prediction of future breast cancer, such as one report in over 110,000 women   and in a smaller study of more than 13,000 women.
In parallel to CLARITY Breast, there has been extensive work by MIRAI, an academic research model initially developed at Harvard-MIT-Mass General Brigham that has been validating risk and prediction for the next 5 years using AI of the screening mammogram. The work has been extensive in over 21 counties and ~2 million mammograms, in diverse populations. At the December 2005 RSNA annual meeting, prediction of interval cancers was assessed for a cohort of over 130,000 women in the UK. The top 20% of risk accounted for 42.4% of the interval cancers.  
While MIRAI is not a commercial product, the algorithm for prediction by DeepHealth (owned by RadNet) and Lunit, referred to above, are in the pipeline for FDA review for their prediction capabilities.
AI detection of high-risk sets the patient up for a tighter surveillance plan that could include MRI or ultrasound, multi-cancer early detection blood tests, or simply more frequent mammography (than every other year) with higher resolution tools such as 3D, digital tomographic synthesis, with an established higher rate of detection than 2D mammography. Identification of high-risk could also lead to a workup for genetic predisposition such as BRCA or other pathogenic mutations that were not previously assessed. When positive, that could also initiate a cascade of checking family members for such mutations.
3. Risk of Heart Disease 
The leading cause of death in women in heart disease, not cancer. The diagnosis of heart disease is all too often missed in women for various reasons including clinician bias and atypical symptoms. 
Breast arterial calcification (BAC) as detected by AI, turns out to be an important marker for risk of cardiovascular events which affords mammography offer a 2-fer, a form of opportunistic AI imaging. In 2023, the FDA gave clearance to CureMetrix cmAngio for AI detection of breast cancer calcification. That was based on a study  on over 10,000 women tracking breast arterial calcification over 4-5 years, and found that an increased in category from mild to moderate) was linked to a 59% higher risk of major adverse cardiovascular events , and for moderate increased to severe BAC a 91% increase. A new appearance of BAC from negative was associated with a 41% increase MACE risk. 

Other studies have assessed prediction of heart disease in over 49,000 women followed 9 years using a deep learning algorithm with some predictive accuracy.
In another cohort of more than 5,000 women followed for 6.5 years, BAC was linked to a 51% increased risk of cardiovascular disease events. That was the basis for FDA clearance of Mammo+Heart (below Figure is the summary of data from the study)
Some health systems are currently providing BAC data with for a mammogram for free  while others charge $90-$120 for Mammo+Heart or up to $75 for CureMetrix. Other companies are working on FDA clearance for BAC, including DeepHealth

The Obstacles and Limitations
Getting an AI read out from a screening mammogram in the United States is restricted to RadNet, a very large network of over 400 locations, the largest radiology outpatient imaging service in the country. But it only operates in 8 states. And their readout adds cost to the patient that is currently $40 out-of-pocket. CLARITY Breast is now getting rolled out in the US but it also has an extra fee attached for its software interpretation of 5-year risk. And you’ve seen how the breast artery calcification also adds more to the cost. These are unacceptable added costs to patients to get the most information from their mammogram. I’ll come back to this below.
There are numerous algorithms for the initial screening but the only one that has been validated in MASAI is Transpara, which is also being used in ongoing large randomized trials in Norway and the US. RadNet uses DeepHealth, Hungary used Kheiron,  Germany used Vara, and a center in Sweden used Linut, all of which have not had the same rigorous assessment. It is possible that there are differences in the performance of these algorithms which would not replicate the findings from MASAI, or, alternatively, could surpass its performance. All these algorithms are being refined, too, such as Transpara tested in MASAI, has been substantially tweaked.
The fact that there are ongoing large randomized trials in Norway and in the US to assess mammography either AI support would suggest this matter is unresolved, that we remain in equipoise. One could argue that such trials may no longer be needed, that the overall proof of benefit is clear, that enrolling participants in a control group without AI support might even be considered unethical. But given current implementation issues in the US with very limited access, added out-of-pocket costs, and lack of insurance coverage, the counter to this would be we’re not ready now to change medical practice anyway. Another point put forth is that survival has not been shown to be improved from mammography AI, but it is not hard to connect the dots from the MASAI data on interval cancers. Note there are few randomized trials with over 100,000 participants and major health outcomes.
For CLARITY Breast and other 5-year predictive algorithms, a concern is that there is no standard protocol for what to do when high-risk is identified and lack of proof that the information changes outcomes. 
The conclusion from the recent MASAI paper was: “Further analyses of subsequent screening rounds and cost-effectiveness will clarify the long-term balance of benefits and harms and could provide a strong rationale for implementing AI in population-based mammography screening programmes, particularly in the context of workforce shortages.” This is similar to the vast majority of publications that say in the last line that more research is needed, not making a definitive statement.
The models that led to currently approved or cleared mammography AI tools are all derived without generative AI. Given the power of transformer architecture and foundation models, we can expect to see new AI tools that do all 3 tasks above—detect cancer, prevent cancer, and assess risk of heart disease—in one package. That could make all of this even more accurate, faster and cheaper.
When Is It Time to Change Medical Practice?
Let’s go back to my provocative title of this piece, where I assert all mammograms should incorporate AI. In the US, over 40 million mammograms are performed yearly. The whole rationale for mass screening is early detection. Think of the NCI estimate that 20% of US mammograms read out by radiologists miss cancer.  In the US we rely on a single reader unlike European countries that use 2 radiologists.
We now have proof that AI support achieves superiority for the early detection goal, but more than that. It is better (~30% enhanced cancer detection) and faster, saving substantial workload on the part of radiologists. Put that in context to the severe and growing shortage of radiologists.  It should be cheaper if the software were embedded in the mammography readout without any additional cost to the patient. If used at scale, a small fee of let’s say $1 could be paid to the company providing the AI. Moreover, the cost of treating Stage 3 breast cancer is between $160,000 to $200,000 in the first 2 years so any early diagnosis at Stage 1 or 2, or even better high-risk , could lead to marked savings in cost.
Mammography with AI support has emerged as the most rigorously studied of all possible indications. It is a standout for demonstrating superhuman performance—“digital eyes”— that see things which humans can’t. I believe the data we now have is compelling and should set the stage for a new standard of care. As I’ve reviewed, there are multiple obstacles that are holding us back, but it all goes back to why aren’t we providing all women with the best information available on their risk, early detection, and potential prevention of breast cancer and, no less, that of heart disease? If not now, then when?

NB: No AI was used in any way to write this post. I have nothing to do, no COI, with any company working in mammography AI.
********************************************************************
Thanks to Ground Truths subscribers (approaching 200,000) from every US state and 210 countries. Your subscription to these free essays and podcasts makes my work in putting them together worthwhile. Please join!
If you found this interesting PLEASE share it!
Paid subscriptions are voluntary and all proceeds from them go to support Scripps Research. They do allow for posting comments and questions, which I do my best to respond to. Please don’t hesitate to post comments and give me feedback. Let me know topics that you would like to see covered.
Many thanks to those who have contributed—they have greatly helped fund our summer internship programs for the past two years. It enabled us to accept and support 47 summer interns in 2025! We aim to accept even more of the several thousand who will apply for summer 2026.

  
  
    Deep Dive

    Deep learning

    I've written a comprehensive essay on deep learning, transformed from the Wikipedia article into an engaging narrative optimized for text-to-speech reading. The essay:

- Opens with a hook about the 1993 neural history compressor solving a 1000+ step problem
- Explains "deep" learning through the intuitive example of face recognition layers
- Covers the historical arc from Rosenblatt (1958) through modern transformers
- Explains key concepts like backpropagation, vanishing gradients, and LSTMs without jargon
- Discusses GANs, transformers, and the modern deep learning revolution
- Addresses what deep learning is NOT (not a brain model)
- Ends with philosophical reflection on the gap between capability and understanding

The piece is approximately 3,000 words (~15 minutes reading time), uses varied paragraph and sentence lengths for good audio flow, and builds understanding from first principles without assuming prior knowledge.
  



Why Smart People Can’t Agree on Whether AI Is a Revolution or a Toy


  AI & Tech

  
  
    Why Smart People Can’t Agree on Whether AI Is a Revolution or a Toy

    Alberto Romero · The Algorithmic Bridge · Feb 13, 2026 · 11 min read

  

  
Hey there, I’m Alberto! 👋 Each week, I publish long-form AI analysis covering technology, culture, philosophy, and business for The Algorithmic Bridge.
Paid subs get Monday news commentary and Friday how-to guides. I also publish occasional, timely posts. If you’d like to become a paid subscriber, here’s a button for that:
This is your weekly paid guide. I had a different one prepared, but this is more important right now (timely). Enjoy. I genuinely enjoyed writing this post.

I’ve been thinking about why the AI debate is so broken—why some people are convinced that AI is the next revolution, whereas others consider it a fun toy at best—despite everyone involved being so damn smart. I refuse to accept the easy way out of assuming the other side is full of idiots. And although there are hidden motivations and whatnot on both sides, that’s not the case for a friend telling a friend that AI is cool. So, yes, dishonesty is not absent but also not rampant.
What follows are my notes on this question (I’ve found that a conversational register works well to convey ideas I haven’t fully polished yet, and you seem to like it). My goal is to give you a “framework” for the next time someone tells you that AI is the greatest thing since we invented fire, or that it’s mostly fake (I won’t make judgment calls; those who read me know that my position is nuanced).
Let me state the thesis here and then work my way through it: both groups of people—enthusiasts and skeptics (or whatever you want to call them, no label feels right)—are telling their truth. That’s the whole story, really, as I see it: we share the forum where we debate our lives (social media, etc.), but the lives being debated are hardly shared.
This gap between ones and others is widening extremely fast, and although I’ve been writing about this since ChatGPT at least, I think it has lately become the most urgent societal matter regarding AI. My job is, literally, to do my best to try to close this gap. Not for nothing does my newsletter contain the word “bridge”: The world is built on bridges, and undone by gaps.
You may think it's impossible to bridge the gap at this point, but I refuse to admit defeat. Like every other conflict in life, this is a matter of goodwill and communication. Bear with me at least for one section. That's the minimum effort I ask from you. I promise you this post is worth two minutes of your time.
Matt Shumer’s viral article on X, “Something Big Is Happening” (which has ~50M views at the time of writing), inspired this one, together with the responses it got, both good and bad. Other inspirations that I want to acknowledge: Derek Thompson here and roon here.

I. IS THIS WHAT YOU CALL A MAGIC WAND?
Imagine a friend comes to you with what he says is a magic wand. He’s very excited. He tells you that a flick of the wand with the correct spell can finish your work tasks, organize your life, and predict the future.
Indeed, what one imagines a wand to be able to do. You’re skeptical, but you’re polite, so you try it. You wave the wand and whisper something about your job—something you actually need help with—and immediately a new document appears in your computer: it's magic! It is also, as you realize once you start reading it, quite mediocre. Not terrible, but just… not good enough. It feels like written by a college student who skimmed the Wikipedia page for your profession. It is a magical wand indeed, but a defective one at that.
You hand the wand back to your friend and tell him, “Hey, this was cool, but it’s not nearly good enough. Fun toy, though.” Your friend says, nervously: “Wait, no, no, you’re doing it wrong. It truly works. You have to believe me!” You look at him, a bit more skeptical but still polite. Then he adds, “Actually, maybe you need a better one to compensate for your lack of skill. It will be $20/month.”
Not many friendships would survive such an interaction, right? Surely you won’t take the chance to go buy a chatbot subscription. No: after a bad experience, the spell is broken. To you, the magical wand is a standard stick, perhaps more polished than usual but a stick nevertheless. And you will treat it this way going forward. Now, lovely reader, you know why the story ended like this. Whether you personally think AI is great or not, is of no matter here: even an enthusiastic guy would react this way if the wand failed in their face!
At this point, you are not being unreasonable or skeptical. You are being a normal person, having a normal reaction to the situation. This is the typical experience of people who have tried AI and concluded it’s overhyped. (We should not make a norm out of the exception: demagogues, killjoys, stubborn personalities, or saboteurs are a rare kind of skeptic. The standard kind is the unconvinced friend.) The fact that your friend insists on it only makes it worse: why is he insisting that this stick is a wand? Is this some kind of weird prank? Is he selling me something? Is he on drugs?
Now imagine that half of the world—mass media, industry leaders, tech workers, etc.—insist not only that the wand is magical but that it improves by the day. Out of pressure or curiosity, you try again, in the privacy of your life, away from the claims and shouting of the forum. And the wand fails again. “This is a complot, a conspiracy!” You think. And you only grow more skeptical of it all—naturally! Over time, the conclusion becomes obvious: the discrepancy between very smart people who think AI is amazing and those who think it's mostly fake is a consequence of broken expectations: only the experience of the power users—those who use AI 10x or even 100x more than the rest—matches the extreme hype everyone witnessed.
I want to be very clear about this because almost every person who is enthusiastic about AI skips this part: if you tried AI and it did nothing for you, your experience and perception would become equally skeptical and equally valid! Skeptics are not a different species, but the same species under a different life experience.
So, basically, the AI debate right now is two groups of honest people calling each other unfair names. The enthusiasts think the skeptics are too proud or too lazy to learn or outright dumb. The skeptics think the enthusiasts are gullible or selling something or outright dishonest. Both generalize from their own experience and wrongly assume the other must be having the same experience. But they’re having opposite experiences and the reasons why are mostly invisible. So let's take a look under the sheet.
II. DIFFERENT LIVES IN A SHARED FORUM
Let me go over them quickly.
	Your job matters. AI is very good at some kinds of work and mediocre at others, and which kinds do not quite relate to which kinds of work humans are good at. A lawyer who uses AI to draft briefs and then applies twenty years of judgment is getting enormous value. A lawyer who tests it on the subtlest thing will merely confirm that it’s “over-hyped.” The experience you have depends on which tasks of your job you point the tool at. I've recently written about why it's good to reconsider moving up the ladder of abstraction: focus less on “how” skills and more on “what” skills.

	Your disposition matters. Some people hear “AI can do X” and think, “let me try and see.” Others hear that and think, “prove it.” Some people experience “X approach didn’t work” and think, “let me try Y approach.” Others think, “X didn’t work, so Y won’t work either.” Both are reasonable responses. But the first group accumulates experience that makes the tool better for them (because they learn its patterns, its strengths, where to push and where to back off), while the second group runs a single test and walks away discouraged, feeling lied to. Over time, these two groups diverge enormously. (This is a matter of character, e.g., open-mindedness, but also of pure preference: a thinker vs tinkerer kind of thing.)

	Your background matters. If you’ve spent time around software, you have an intuition for what these tools can do even when they fail on the first try; stochastic doesn't sound like an insult to you. You know to rephrase, to decompose the problem, to iterate, to prompt and re-prompt. A battle with the machine is fuel for you rather than pure frustration. If you haven’t—which is most people on Earth—the first failure may as well be the last attempt. The tool’s learning curve is itself a problem to be approached openly, but AI companies insist magic is just at the other side of the flick of a wand.

	Your geography matters. If you’re in San Francisco, AI is ambient. Everyone uses it—even the janitor and the bus driver—everyone talks about it at parties and at the office and at the beach. If you don’t live in the Bay Area and you don’t play this game, you risk being inadvertently marginalized: social pressure redefines your perception of technology! If you’re in most other places on Earth—like Madrid, my city—AI is a thing you read headlines about, and perhaps the thing you use that your friends have not even heard about: and being first is much harder than being last. The density of your environment determines how much surface area you have with the tool, and surface area determines experience, and experience determines both belief and skill.

	Your identity matters. My journey started like this: “AI will not be able to write well because…” and a bunch of chauvinist-sounding arguments about why writing in particular—my trade of choice—is uniquely human. I’ve matured into this: “I like writing, I don’t care about AI’s writing skills either way.” Some people are still playing this identity game with AI: “This one thing that I like is protected from AI!” A better approach is to disengage from this risky attitude (what will you do when time proves you wrong!). Instead, learn to be indifferent about whether AI can or can’t do stuff. Painting and writing are beautiful activities that nurture the soul either way! Don’t bestow AI with the kind of power over you—over your interests and sensibilities—that it doesn’t have.


I could keep going, but the point is already clear: the experience you have with AI is not determined by AI. Not to get too ontological in a “conversational” post, but the thing is: nothing is in isolation. AI is not good or bad in itself, but fully contingent on who you are. It’s determined by: what you do, where you are, how you’re wired, what you’ve tried, when you tried it… And in practice, none of this is visible to the person on the other side of the forum. To a lot of people, AI is, indeed, nothing more than a fancy stick pretending to be a wand.
(Importantly, this makes AI quite different from most other technologies. Because other tech is less a function of who you are, and more a robust function of itself exclusively. The variability is there at times—e.g., internet can be obscure blogs about medieval trade or TikTok—but the basics are mostly shared: a car moves fast, a calculator does math, a stove cooks food, a TV shows you shows.)
This is why Derek Thompson’s question directed to skeptics—”What would change your mind about AI?”—doesn’t really have an answer other than: you don’t change anyone’s mind because the mind is a product of life, not the other way around. Thompson’s question assumes the disagreement is about empirical evidence or theoretical reasoning, but it’s about personal, anecdotal experience. On the public forum, you can only give them arguments, which they’ll evaluate through the lens of the private experience they already have, which will confirm what they already believe and simply push you further away from their circles of influence, which, over time, will become an echo chamber.
So, if not that, then what does work?
There is something. Incredibly obvious once you know it but for some reason, we insist on doing other stuff first. And most importantly: everyone can do it right now for free.

      
          
              Read more
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    Based on Wikipedia: Large language model


The Machines That Learned to Speak


In November 2022, something remarkable happened. A chatbot called ChatGPT was released to the public, and within five days, over a million people had tried it. By January, that number had grown to a hundred million. People were using it to write poetry, debug code, draft emails, and have conversations that felt eerily human. The technology behind it—a large language model, or LLM—had been brewing in research labs for years. But suddenly, it was everywhere.


What exactly is a large language model? At its core, it's a prediction machine. You give it some text, and it guesses what comes next. That's it. That's the whole trick.


But this simple trick, scaled up to an almost incomprehensible degree, produces something that looks a lot like understanding.


The Scale of the Thing


When we say "large," we mean staggeringly, almost absurdly large. These models contain billions—sometimes trillions—of numerical values called parameters. Each parameter is a tiny dial that's been adjusted during training to help the model make better predictions. The original GPT, released in 2018, had 117 million parameters. That seems quaint now. Modern models have parameter counts in the hundreds of billions.


To put this in perspective: training GPT-2, a model with 1.5 billion parameters, cost around fifty thousand dollars back in 2019. By 2022, training PaLM, a model with 540 billion parameters, cost eight million dollars. The Megatron-Turing model cost eleven million. These are not hobby projects. They require vast data centers filled with specialized chips, consuming enough electricity to power small towns.


And the data they consume during training is equally vast. We're talking about significant fractions of the entire written internet—billions of web pages, books, articles, code repositories, and conversations. The models learn by reading more text than any human could encounter in thousands of lifetimes.


From Counting Words to Understanding Meaning


The story of how we got here stretches back decades. The earliest language models were statistical, counting how often certain words appeared near other words. In the 1990s, IBM researchers pioneered techniques for machine translation by aligning words across languages—finding, for instance, that "maison" in French usually corresponded to "house" in English.


By the early 2000s, researchers were building n-gram models. The name sounds technical, but the concept is simple. An n-gram is just a sequence of n words. A bigram model predicts the next word based on the previous word. A trigram model looks at the previous two words. These models were trained on hundreds of millions of words and could capture basic patterns in language.


But n-gram models had a fundamental limitation: they couldn't see far. They treated language as a series of local patterns, missing the long-range connections that give sentences meaning. Consider the sentence "The trophy wouldn't fit in the suitcase because it was too big." Understanding that "it" refers to the trophy requires connecting words across several positions in the sentence. N-gram models couldn't do this well.


Neural networks offered a different approach. Instead of counting word frequencies, they learned to represent words as lists of numbers—vectors in a high-dimensional space. Words with similar meanings ended up close together in this space. The word "king" might be near "queen" and "emperor," while "banana" would be off in an entirely different region.


In 2013, a technique called Word2Vec made this idea practical. It could learn these vector representations—called embeddings—from raw text, without any human labeling. And these embeddings captured surprisingly subtle relationships. The famous example: if you took the vector for "king," subtracted "man," and added "woman," you'd get something very close to "queen." The model had learned something about gender and royalty purely from reading text.


The Transformer Revolution


But the real breakthrough came in 2017, at a machine learning conference called NeurIPS. A team of Google researchers presented a paper with a provocative title: "Attention Is All You Need."


They introduced an architecture called the transformer. And it changed everything.


Previous neural network approaches to language used recurrent networks—architectures that processed words one at a time, in sequence, passing information forward step by step like a bucket brigade. This worked, but it was slow and struggled with long documents. Information from the beginning of a text would fade by the time the network reached the end.


Transformers took a radically different approach. Instead of processing words sequentially, they processed them all at once, in parallel. And they used a mechanism called attention to determine which words should influence which other words, regardless of their distance in the text.


Think of attention like this: when reading "The trophy wouldn't fit in the suitcase because it was too big," the model can directly connect "it" to "trophy" in a single step. It doesn't have to pass information through all the intermediate words. Every word can attend to every other word, creating a web of connections.


This parallel processing had another crucial advantage: it was fast. Neural networks run on specialized hardware called graphics processing units, or GPUs, which excel at doing many calculations simultaneously. Recurrent networks couldn't fully exploit this capability because they had to process words in order. Transformers could.


The combination of attention and parallelism meant transformers could be trained on far more data, far more efficiently, than any previous architecture. And as researchers would soon discover, scaling up transformers led to unexpected capabilities.


BERT and GPT: Two Paths Forward


The transformer paper was published, but it took a little while for its implications to sink in. Then in 2018, two major models emerged that would define the field for years to come.


The first was BERT, from Google. The name stands for Bidirectional Encoder Representations from Transformers, but the important word is "bidirectional." BERT could look at text in both directions simultaneously—reading both what came before and what came after any given word. This made it excellent at understanding context.


BERT was trained with a clever trick called masking. Random words in the training text were replaced with a special blank token, and the model had to guess what the original word was. It's like a fill-in-the-blank exercise, repeated billions of times across the internet's worth of text. This forced the model to learn deep patterns about how language works.


The second major model was GPT, from OpenAI. The name stands for Generative Pre-trained Transformer, and it took a different approach. Instead of filling in blanks, GPT was trained to predict the next word in a sequence. Given "The cat sat on the," it would predict "mat" or "floor" or "sofa."


This might seem like a simpler task, but it had a crucial advantage: it could generate text. BERT was primarily for understanding—analyzing text that already existed. GPT could create new text, word by word, by repeatedly predicting what came next.


For a while, BERT dominated academic research. It became, in the technical jargon, "ubiquitous." But by 2023, the tide had turned. GPT-style models were getting better at understanding tasks too, and their ability to generate fluent text made them more versatile. BERT's star began to fade.


The GPT Lineage


The first GPT, in 2018, was impressive but limited. GPT-2, released in 2019, caused a stir for an unusual reason: OpenAI initially refused to release it fully, claiming it was "too dangerous." The concern was that it could be used to generate convincing disinformation at scale. Critics accused OpenAI of theatrical fearmongering. Defenders said they were being appropriately cautious. Either way, the drama generated enormous publicity.


GPT-3, in 2020, was substantially larger and more capable. OpenAI made it available only through a paid application programming interface, or API—essentially renting access to the model rather than letting people download and run it themselves. This established a business model that many other AI companies would follow.


GPT-3 demonstrated something researchers called "few-shot learning." You could give it a handful of examples of a task—say, translating English to French—and it would figure out the pattern and apply it to new inputs. It hadn't been explicitly trained to translate, but it could do it anyway. This was a glimpse of something new: a general-purpose tool that could adapt to specific tasks on the fly.


Then came ChatGPT in late 2022, and the world changed.


Teaching Machines to Be Helpful


ChatGPT wasn't just a bigger GPT-3. It had been fine-tuned using a technique called reinforcement learning from human feedback, or RLHF.


Here's the challenge with raw language models: they're trained to predict text, not to be helpful. The internet contains all kinds of content—helpful and harmful, truthful and false, kind and cruel. A model trained on all of it will reflect all of it.


RLHF addresses this through a two-step process. First, humans rate model outputs. Given a prompt like "Explain quantum physics," they compare different responses and indicate which is better—clearer, more accurate, more helpful. These ratings are used to train a "reward model" that can predict human preferences.


Then the language model is fine-tuned to maximize this reward. It learns that humans prefer responses that are truthful, helpful, and harmless. Over time, it gets better at providing them.


There's something philosophically interesting happening here. The base model learns by predicting text. The fine-tuned model learns by predicting what humans will approve of. It's like the difference between knowing what people typically say and knowing what people want to hear. The fine-tuned model still doesn't understand anything in the human sense—it's still predicting tokens—but it's optimizing for a different target.


OpenAI called an earlier version of this process InstructGPT. The idea was to make models that follow instructions—that do what you ask rather than just completing your sentences. When you type "Write a poem about autumn," you want the model to write a poem, not to continue "...leaves falling gently" as if you'd started writing the poem yourself.


How Text Becomes Numbers


Language models work with numbers, not letters. Before any processing happens, text must be converted into a numerical form. This conversion is called tokenization, and it's more subtle than you might expect.


The naive approach would be to assign a number to each word. "The" is 1, "cat" is 2, "sat" is 3, and so on. But this creates problems. What about words the model has never seen before? What about misspellings? What about languages that don't separate words with spaces?


Modern tokenizers use a clever compromise. They break text into subword units—pieces that are smaller than words but larger than individual letters. A common word like "the" gets its own token. An uncommon word like "tokenization" might be split into "token" and "ization." A very rare word might be broken into even smaller pieces.


The most common approach is called byte-pair encoding, or BPE. It works by iteratively finding the most frequent pairs of characters and merging them. Start with individual letters. If "t" and "h" appear together very often, merge them into "th." If "th" and "e" appear together often, merge them into "the." Keep going until you have a vocabulary of a desired size—typically tens of thousands of tokens.


This means that on average, one token represents about three-quarters of a word, or roughly four characters. But this average hides significant variation. For English text, which most tokenizers are optimized for, the encoding is efficient. For other languages, it can be surprisingly inefficient. A single word in Shan, a language from Myanmar, might require fifteen times more tokens than an English word of similar meaning. Even major languages like Portuguese and German pay a premium of about fifty percent compared to English.


This has real consequences. Language models have limited context windows—the amount of text they can consider at once. If your language requires more tokens to express the same ideas, you can fit less content into that window.


The Context Window


Speaking of context windows: they've grown enormously. The original GPT-2 could only handle about a thousand tokens—maybe 750 words. That's a few paragraphs. Anything outside that window was invisible to the model.


By early 2024, Google's Gemini 1.5 could handle a million tokens. That's roughly 750,000 words—several thick novels, or a substantial fraction of a company's entire documentation.


This expansion matters because context is everything. A question like "What did John say about the proposal?" is unanswerable without knowing who John is, what the proposal contains, and what conversation is being referenced. Earlier models with small context windows needed careful prompting—you had to fit the relevant information into a tight space. Larger context windows let you be more natural, more comprehensive.


But context windows have technical costs. The attention mechanism that makes transformers powerful also makes them expensive. Every token can attend to every other token, which means the computational cost grows with the square of the sequence length. Double the context window, and you quadruple the computation needed. Various clever techniques have been developed to mitigate this, but it remains a fundamental constraint.


The Data Question


Training a large language model requires vast quantities of text. Where does it come from?


The short answer: everywhere. The web is the primary source—billions of pages crawled and processed. But also books, Wikipedia, scientific papers, code repositories, social media posts, and forum discussions. Some training sets include licensed content. Others rely on fair use arguments of questionable strength. The legal landscape is still being fought over in courts around the world.


But raw data isn't enough. It has to be cleaned. The internet contains plenty of low-quality text—spam, duplicates, toxic content, and simple garbage. Including this in training data can degrade model performance or, worse, cause the model to reproduce harmful content.


Cleaning is an art as much as a science. You want to remove obvious junk while preserving legitimate variation. Remove too aggressively, and you lose the model's ability to handle informal speech. Remove too cautiously, and you poison the well.


A strange new challenge has emerged: as language models become more prevalent, more and more text on the internet is itself generated by language models. There's evidence that training on this synthetic text degrades performance—the model learns its own flaws and amplifies them. Future training datasets may need to filter out AI-generated content, which is ironic given how hard it is to reliably detect.


Some researchers are exploring deliberately synthetic training data. Microsoft's Phi series of models is trained largely on "textbook-like" content generated by another model. The idea is to create cleaner, more structured training material than the messy web provides. Early results are promising, but the approach raises questions about diversity and coverage.


Beyond Text


Since 2023, the "language" in large language model has become something of a misnomer. Many of these systems now process images, audio, and even three-dimensional meshes alongside text. They're sometimes called large multimodal models, or LMMs, to acknowledge this expansion.


This multimodality works in both directions. You can give the model an image and ask it to describe what's in it. You can also describe what you want and have the model generate an image. The same architecture that predicts the next word in a sentence can, with appropriate training, predict the next pixel in an image or the next frame in a video.


GPT-4, released in 2023, was celebrated partly for this capability. You could show it a photograph of a handwritten math problem, and it could solve it. You could sketch a rough interface design on paper, take a picture, and ask it to generate the corresponding code. The boundaries between modalities were dissolving.


Open Versus Closed


A significant tension in the field is between open and closed models. OpenAI, despite its name, doesn't release the weights—the numerical parameters—of its most capable models. You can use GPT-4 through their API, but you can't download it and run it yourself. You certainly can't modify it or inspect how it works internally.


Other organizations have taken different approaches. Meta released LLaMA, a family of capable models, with weights available for research purposes. Mistral AI released models under the permissive Apache license, allowing essentially any use. In January 2025, the Chinese company DeepSeek released DeepSeek R1, a 671-billion-parameter model that performs comparably to OpenAI's best, available for anyone to download and run.


The arguments for closed models typically involve safety and commercial viability. If anyone can run a powerful model locally, there's no way to prevent misuse. And if the model can't be monetized, who will fund the billion-dollar training runs?


The arguments for open models emphasize transparency, scientific progress, and democratic access. When models are closed, we can't verify claims about their capabilities or safety. Independent researchers can't build on them. Only well-funded organizations can participate in advancing the field.


Research suggests that openness brings real benefits. Community contributions to open models measurably improve their efficiency and performance. Collaborative platforms like Hugging Face have enabled thousands of researchers to participate in model development. The field advances faster when more people can experiment.


Mixture of Experts


As models grew larger, a practical problem emerged. A model with hundreds of billions of parameters requires enormous computing power to run. Even just loading it into memory can exceed what typical hardware can handle. Every user query would consume tremendous resources.


Mixture of experts, or MoE, offers a partial solution. Instead of one giant model, you have many smaller "expert" models, each specialized for different kinds of inputs. A gating mechanism—a small network—decides which expert should handle each input. For any given query, only a fraction of the total parameters are actually used.


The approach was introduced by Google researchers in 2017 and has become increasingly important as models have scaled. Mixtral, from Mistral AI, is a prominent example. It has the effective intelligence of a very large model but runs with the efficiency of a much smaller one, because most of its parameters are dormant for any given input.


Making Models Smaller


Another approach to efficiency is quantization. Language models are typically trained using high-precision numbers—specifically, sixteen-bit floating point values. Each parameter occupies two bytes, so a model with a hundred billion parameters needs two hundred gigabytes just for storage. That exceeds the memory of most consumer devices.


Quantization reduces this precision after training. Instead of sixteen bits per parameter, you might use eight, or four, or even fewer. The model becomes less precise, but also much smaller and faster. The quality loss is often acceptable—sometimes barely noticeable.


This has enabled language models to run on surprising hardware. Quantized versions of LLaMA can run on high-end smartphones. Models that once required data centers can now run on gaming laptops. The democratization of access extends beyond open weights to practical accessibility.


Reasoning Models


In 2024, OpenAI released something different: a model called o1 that reasons. When given a complex problem, instead of immediately producing an answer, it generates a long chain of reasoning—considering the problem from multiple angles, checking its work, exploring alternatives—before delivering a final response.


This sounds like what humans do when thinking carefully, and it produces notably better results on complex tasks. Math problems, logical puzzles, and multi-step analyses all improve substantially when the model "thinks out loud" before answering.


DeepSeek's R1 model, released in early 2025, takes a similar approach. What's remarkable is that it achieves comparable performance to o1 while being open-weight and significantly cheaper to use. The reasoning approach doesn't require proprietary secrets—it's a technique that open models can adopt.


The Benchmark Problem


How do you know if one model is better than another? The field has developed extensive benchmark tests—standardized evaluations measuring everything from basic language understanding to complex reasoning.


But benchmarks have problems. Teams optimize their models to perform well on widely-used benchmarks, a practice sometimes called "teaching to the test." Performance on the benchmark improves faster than genuine capability. Models might learn shortcuts that work for the test but fail in real-world applications.


The phenomenon is sometimes called Goodhart's Law: when a measure becomes a target, it ceases to be a good measure. Original benchmarks that seemed challenging become saturated as models learn to ace them. New benchmarks must constantly be developed, staying one step ahead of optimization.


This creates uncertainty about claims of improvement. When a new model beats the old model on standard benchmarks, is it genuinely more capable? Or has it just been better optimized for those particular tests?


Emergent Capabilities


One of the most intriguing aspects of large language models is the emergence of capabilities that weren't explicitly trained. A model trained purely to predict the next word somehow learns to do arithmetic, to translate between languages, to write code, to answer questions about the world.


Some of these capabilities appear suddenly as models scale up. A smaller model might be unable to do a task at all, or do it randomly. Then, past some threshold of size or training data, performance jumps dramatically. It's as if the model crossed some invisible boundary into a new regime of capability.


Researchers debate whether this emergence is real or an artifact of how we measure. Perhaps the capabilities are building gradually, but our binary success/failure metrics only notice once they cross a threshold. Perhaps it's a matter of the right prompting techniques being discovered. The debate continues.


What's clear is that we don't fully understand why these models work as well as they do. We know the architecture, we know the training procedure, but the connection between billions of adjusted parameters and coherent reasoning remains mysterious. They're empirical objects as much as engineered systems—we observe what they do and try to infer why.


Where This Goes


Large language models have moved from research curiosity to infrastructure in just a few years. They're embedded in search engines, writing assistants, customer service systems, and coding tools. They're being used to summarize legal documents, draft marketing copy, tutor students, and assist with scientific research.


But fundamental questions remain open. How should these systems be governed? Who's responsible when they make mistakes? How do we ensure they benefit society broadly rather than concentrating power? What happens to professions built on the skills these models now partially replicate?


The technology itself continues to evolve rapidly. Context windows are growing. Multimodal capabilities are expanding. Reasoning abilities are improving. Costs are dropping. What was impossible becomes possible, what was expensive becomes cheap, in months rather than years.


We are, in a very real sense, teaching machines to speak. Not speak in the sense of consciousness or understanding—that debate is for philosophers—but speak in the practical sense of producing and comprehending human language at scale. The implications of that capability are still unfolding.
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  {"output": "Most AI influencer tutorials skip the hard part—connecting your AI assistant to your actual Google account securely. Chase H walks through exactly how to do this right.

Hosting Options

Three ways exist to run OpenClaw: a Mac Mini ($400-600), a cloud VPS ($7-10/month), or directly on your personal machine. The cloud option strikes the best balance—it's affordable, accessible regardless of your operating system, and keeps your personal computer free. Hostinger earns recommendation for its one-click install capability and providing root access, which matters when configuring Google credentials.

For the demo, use Ubuntu 24.04 LTS as your operating system. Skip any automatic deployment option during setup—you want manual control over root access so you can later install Gogg, the CLI tool that bridges OpenClaw and Google.

Installing OpenClaw

After SSH-ing into your VPS with the root password you set during setup, visit OpenClaw.ai and grab the Linux/MacOS command from their Quick Start guide. The installer will ask about onboarding mode—choose Quick Start. When prompted for model provider, consider cost carefully: Anthropic runs expensive because every token costs money. OpenAI's mini model works well and can be changed later.

For messaging channels, Telegram proves easiest to configure—free and straightforward. To get your bot token, open Telegram and start a conversation with BotFather. Name your bot, copy the token it provides, and paste when asked during installation. Skills configuration can wait until after dependencies install; enable hooks as you prefer.

Connecting Google

The multi-step process involves creating a dedicated email for your agent in Gmail (introducing safety through separation), enabling required APIs in Google Cloud Console, and authenticating with OAuth.

Create an email like "agent@yourproject.com" so OpenClaw doesn't access your primary inbox. This follows the principle of least privilege—start small, expand only when needed.

Switch to your agent's account in Google Cloud Console before creating a new project. Enable Gmail API, Google Drive API, and Google Calendar API at minimum. Then configure OAuth consent screen: set audience as external, publish app after confirming. Finally, create OAuth credentials for desktop app and download the JSON file—save client ID and client secret securely since they won't display again.

Back in your VPS terminal, copy that downloaded JSON file to your server using a path command, then install Gogg CLI to establish communication between OpenClaw and Google.

Testing

Message your bot on Telegram to confirm everything works. The value proposition here is simple: instead of building complex automation modules manually, you just speak to OpenClaw and it handles the integration work.

Critics might note that giving an AI agent access to your email, calendar, and drive introduces real risks—even with least-privilege principles, a compromised agent could cause significant damage. The security trade-off requires careful consideration before proceeding.

"We need to do it in a secure fashion that makes sure if anything goes wrong, we didn't just give the keys to the entire kingdom to a bad actor."

Bottom Line

Chase H delivers what most AI tutorials skip: the actual Google integration process with proper security considerations. His strongest argument is that connecting these tools through conversation rather than manual configuration represents genuine progress in how we interact with AI assistants. The vulnerability lies in the inherent tension between convenience and security—each API access expands potential attack surface, and readers should proceed with eyes wide open about what's at stake.
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Many AI leaders believe the technology will transform knowledge work. OpenAI CEO Sam Altman predicts AI systems that are “smarter than humans by 2030,”1 while Anthropic CEO Dario Amodei analogizes future AI models to a “country of geniuses in a data center.”2
Researchers identify legal services as especially vulnerable to disruption by AI.3 And since GPT-4 passed the bar exam,4 much of the profession seems to agree. Law schools have begun incorporating AI into their curricula5 and partnering with AI-focused legal-tech companies to prepare future lawyers for a changing profession.6 One prominent lawyer has argued AI can already replace law clerks and oral argument.7 Another predicts AI could “replace traditional lawyers by 2035.”8
This excitement about AI comes at a time when legal services are expensive. Millions of individuals are priced out of legal assistance,9 while corporate legal fees are increasing steadily, with hourly rates for partners at large law firms now exceeding $2,300.10 Unsurprisingly, many observers see the potential for AI to make legal services more accessible by delivering outcomes at lower costs.11
Our central claim is that advanced AI will not, by default, help consumers achieve their desired legal outcomes at lower costs. We examine the bottlenecks12 that stand between AI capability advances and the positive transformation of the practice of law that some envision. For AI to usher in a world of abundant legal services, the profession must address three bottlenecks: regulatory barriers, adversarial dynamics, and human involvement.
First, unauthorized practice of law (UPL) regulations may limit AI use by consumers (and to some extent lawyers). These laws prohibit nonlawyers from performing legal work.13 Individuals and organizations can face steep fines and criminal liability if courts conclude their systems cross into practicing law,14 forcing would-be providers to either limit their AI tools’ functionality in legal domains or risk enforcement actions. Entity-based regulations—which restrict who can own equity in businesses that provide legal services—restrict how legal services are offered, again limiting how AI is used by lawyers and consumers. Without reforms, if consumers cannot access AI capabilities or lawyers are not incentivized to use AI well, AI will not help people accomplish their legal goals, regardless of how advanced it becomes.
Second, even if AI is effectively and widely adopted, the American15 legal system’s adversarial structure can prevent advanced AI from lowering the cost of achieving clients’ outcomes.16 Because legal outcomes often depend on relative rather than absolute quality, when both parties become more productive, the competitive equilibrium simply shifts upward.17 In a world with advanced AI, achieving the same result—like settling favorably or prevailing at trial—would require a greater quantity and quality of legal work. So even as productivity increases and cost per legal task falls, parties are locked into an arms race of increasing amounts of legal work required to reach the same outcome.
As a historical analogy, digitization could have reduced discovery costs by making document review much easier.18 But litigators operating within litigation’s adversarial framework exploited the surge in digital documents to drive up costs for their opponents, leaving total litigation costs high.19
Though less explicitly adversarial, transactional work (like contract negotiation) can exhibit similar dynamics: Lawyers compete to control disclosures and outmaneuver opposing counsel when drafting and negotiating agreements.20 Of course, some legal outcomes (like effective estate planning) do not depend on adversarial processes, and this bottleneck would not apply to them.
The third and final bottleneck we discuss is human involvement in legal work. In a world where AI gains outpace increases in the volume of legal work, our desire for human beings to adjudicate cases and understand the contracts they sign is a final bottleneck. In litigation, if AI enables a flood of legal work, judges will likely respond by taking longer to resolve disputes (delaying outcomes) or delegate more to assistants (lowering adjudication quality).21 And with transactional work, even if AI is drafting entire contracts, human lawyers will still need time to understand what these provisions mean for an organization’s interests. The speed of human decision-makers (whether judges, lawyers, or clients) places an upper limit on how much AI can accelerate legal processes without sacrificing human involvement. See Figure 1 below for a visual description of the three bottlenecks and our argument.

This report applies the “AI as Normal Technology” framework to a specific domain: the legal industry.22 This framework is fundamentally about agency: Rather than treating AI’s trajectory as predetermined by capability advances, it directs attention to the social and organizational bottlenecks between what AI can do and the impact it has on the world. In our analysis of the practice of law, diffusion will likely be slow. Better models have not yet translated into more reliable legal products because adapting workflows to leverage AI and teaching users takes time.23
We argue that the end state of AI diffusion can look very different depending on the institutional response. Some pathways lead to genuine improvements in access and efficiency, while others simply make producing legal work (outputs) cheaper without making it easier to achieve the results clients want (outcomes). For AI to deliver better outcomes for consumers, the legal industry must enact reforms addressing the bottlenecks. Otherwise, we risk a future in which legal work becomes more abundant, but legal outcomes remain expensive and inaccessible.
We proceed in three sections. The first section explains why legal services are so expensive. The second section aims to convince readers that AI won’t automatically deliver legal outcomes at lower costs. And the third section offers recommendations for addressing these bottlenecks based on existing proposals for legal reform and illustrates how drastically AI’s impact could differ based on the legal profession’s response.
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Why Legal Services Are So Expensive
Three structural factors help explain why legal services are so expensive:24 Evaluating their quality is difficult, their value is often relative, and professional regulations limit competition from alternative business models.
First, unlike a meal at a restaurant, where it’s easy to assess quality, legal services are “credence goods,” which means their quality is difficult to evaluate even with hindsight.25 The final outcome in a case reflects the cumulative effect of many smaller decisions, so it can be very hard, even for other lawyers, to evaluate whether legal services were provided effectively.26 How clear was the law on that issue? Did the client reach the desired outcome because of or in spite of the lawyer’s skill? Which decisions actually contributed to that success? This evaluation difficulty forces consumers to rely on proxies for quality (e.g., the prestige of a lawyer’s law school or judicial clerkships) when choosing between legal service providers, making it hard for traditional market mechanisms to work.
Second, the value of legal services is relative.27 Because “the American litigation system is a thoroughgoing adversarial” one, what matters to the lawsuit’s outcome often isn’t how good your lawyers are in absolute terms, but whether they’re better than the other side’s.28 Other kinds of legal work, such as drafting contracts and agreements (often called transactional work), can also be adversarial as lawyers try to “outfox” each other in terms of what is disclosed in negotiations and the language of a contract itself.29
These dynamics have kick-started an arms race for legal talent, driving up costs at the top end of the market, which serves corporate clients and is often called “BigLaw.”30 In 2024, the median partner at large law firms charged $1,050 per hour, with some commanding over $2,300.31 That’s up 5.1 percent from 2023, which was itself up 5.4 percent from 2022.32 Fortune 200 companies reported that their average litigation costs in cases exceeding $250,000 in legal fees had nearly doubled over eight years, climbing from $66 million per company in 2000 to $115 million in 2008.33 In the patent field, a 2017 survey found that patent cases worth less than $1 million typically cost $1 million to litigate ($500,000 per side).34
Third, the profession’s regulatory framework, designed with consumer protection in mind, has created its own complications. Two types of regulations are often the focus of reform: unauthorized practice of law (UPL) and law firm ownership regulations.35
UPL laws make it illegal (in some jurisdictions a felony) for unlicensed attorneys to apply legal knowledge to specific circumstances.36 An unfortunate effect is to make it more expensive to offer basic legal assistance in contexts requiring little legal expertise.
Most states have regulations limiting who may share in legal fees. Gillian Hadfield argues that these rules promote a business model that creates inefficiency for small firms.37 These firms serve individuals and small businesses and are sometimes called the “PeopleLaw” sector.38 She cites a 2017 Clio study of forty thousand customers: In an average eight-hour workday, lawyers engaged in billable work for only 2.3 hours, billed 1.9 hours, and collected payment for just 1.6 hours.39 So although clients paid an average of $260 per hour, lawyers effectively received $25–40 per hour because the rest of their time was spent finding clients, managing administrative tasks, and collecting payments. These regulations require lawyers to serve clients through partnerships fully owned and financed by lawyers. They deter alternative models that involve large-scale businesses with centralized billing, customer service, marketing, and administrative functions, which could leverage economies of scale to deliver legal services at $30–50 per hour instead of $260.40
Importantly, none of the sources of market dysfunction are intrinsic to legal services. They reflect choices about procedure, pricing, and professional governance. While reform may be politically difficult or costly, the outlook is dim without it. And contrary to what some might hope, AI will not automatically make legal services cheaper, as we discuss next.
Why AI Won’t Help by Default
Regulatory Barriers
More legal assistance would be valuable in the debt collection context. From 1993 to 2013, the number of debt collection lawsuits grew from 1.7 million to about 4 million.41 In Michigan, these lawsuits made up 37 percent of all civil district court case filings by 2019.42 The trend is similar in Texas: “Debt claims more than doubled from 2014 to 2018, accounting for 30% of the state’s civil caseload by the end of that five-year period.”43 More than 70 percent of debt collection defendants lose by default for failing to respond, even though many cases are “meritless suits” and responding is not complicated.44
New York has created a form for responding to debt collection lawsuits by checking some boxes.45 This form, however, includes questions difficult for nonlawyers to understand, such as whether someone would like to invoke the doctrine of “laches.” Recognizing this difficulty, the nonprofit Upsolve began training volunteers to offer assistance. Concerned that this might violate New York’s UPL rules, Upsolve sought an injunction declaring this basic assistance was protected by the First Amendment. A federal judge agreed.46 But New York appealed to the U.S. Court of Appeals for the Second Circuit, which invalidated the injunction, concluding that the lower court applied the wrong First Amendment test (so Upsolve was no longer protected).47
It’s easy to see how an AI system could help here. A nonprofit could provide access to a tool customized for debt collection suits. Or individuals could directly ask general-purpose tools like ChatGPT, Claude, or Gemini for relevant information. Despite this potential, organizations risk violating UPL laws whenever their AI tools complete “tasks that require legal judgment or expertise.”48 The New York Bar Association, concerned that the shortcomings of current AI models would harm consumers, has warned that “AI-powered chat bots now hover on the line of unauthorized practice of law.”49 While some legal researchers disagree because AI is not a “person” capable of exercising legal judgment50 or because AI systems simply “provide information to users, similar to paper guides about court procedure,”51 all authors cited in this paragraph agree that the status of AI tools under UPL laws is currently unclear.
LegalZoom’s history of lawsuits illustrates how UPL regulations can deter innovation in the delivery of legal services.52 LegalZoom automates rote tasks like preparing documents for trademark filings and has been plagued by UPL lawsuits for years.53 In 2011, private individuals who had purchased the company’s services sued in Missouri, alleging LegalZoom was engaged in UPL because it claimed to “take[] over once a consumer answer[ed] a few simple online questions.”54 After the court denied its motion to dismiss the case, LegalZoom agreed to compensate plaintiffs and modify its business model. In 2015, the North Carolina State Bar won a consent judgment requiring LegalZoom to conform to certain conditions.55 Trademark lawyers in California advanced similar theories in a 2017 suit against LegalZoom’s trademark-filing product.56 And in 2024, a New Jersey plaintiff brought a class action alleging UPL violations.57
While AI’s legality remains in doubt, the threat of UPL liability can inhibit its adoption. Without reform, developers risk fines and criminal liability if their AI systems provide legal advice. Organizations may simply be unwilling to provide access to users, especially those who cannot afford to compensate a developer for the risk of UPL liability. Separately, entity regulations that restrict financing for AI legal startups can deter the kinds of operational experimentation helpful for delivering legal services at lower costs. Overall, if regulatory barriers prevent consumers from effectively accessing AI capabilities, it will not translate into better legal outcomes for clients at lower costs.
That said, AI could reduce the costs of legal services for reasons unrelated to its ability to perform legal tasks. As the 2017 Clio survey mentioned above found, nonlegal work consumes a large percentage of lawyers’ time at the low end of the market. If advanced AI helps find and communicate with clients, manage administrative tasks, and handle payments, it could free up these lawyers to spend more time on legal work.
Adversarial Dynamics
Even in a world in which AI increases lawyers’ productivity and completes legal tasks, it might not lower the costs of legal services. To see why, it is crucial to distinguish inputs and outputs from outcomes. Inputs are what goes into legal work: employee talent, billable hours, and technological tools. Outputs are what legal work produces: contracts drafted, motions filed, and briefs written. Outcomes are what clients actually care about: disputes resolved, deals closed, and rights protected.
Consumers purchase legal services to achieve specific outcomes. Inputs and outputs can indirectly lead to those outcomes because more hours worked and more legal tasks help clients get the outcomes they want. But in a zero-sum context where the value of legal services is relative, if both sides increase their outputs, the advantages to either side of doing so can be limited.
Instead, AI might simply raise the inputs and outputs required to reach the same outcome, with productivity gains absorbed by greater production. The billable hours model, in which lawyers are paid and promoted based on inputs, only reinforces these dynamics: More hours worked drafting motions and reviewing documents translates into greater revenue for legal firms without necessarily improving outcomes.
Litigation
One response is that these arms races actually create value by increasing the quantity and quality of legal work. However, clients sometimes achieve their desired outcomes (like settling a case or dismissing a lawsuit) by imposing greater costs on the other side instead of improving the quality of their legal arguments or evidence. It is a “core premise of litigation economics”58 that “all things being equal, the party facing higher costs will settle on terms more favorable to the party facing lower costs.”59 And even where quality does improve, it’s uncertain that the benefits of higher quality legal work (like helping courts reach the “right” answer more often) outweigh the costs of more legal work (like overwhelming judges with cases).
Earlier technological shifts cast doubt on whether America’s “adversarial legalism” can translate productivity gains into more affordable legal services.60
Discovery is a cornerstone of American litigation that often determines whether cases settle or go to trial. In discovery, parties share information “to identify material facts that prove or disprove a claim.”61 It operates through an adversarial exchange: One party sends a discovery request; the other searches its records and decides which documents are responsive and which are protected by privilege.
Discovery was conceived of as a cooperative process during which lawyers could share information to facilitate settlement and avoid trial.62 Yet two characteristics of discovery make it vulnerable to abuse. First, the party holding the documents (the reviewing party) knows what’s in them but seeks to share as little helpful information with the requesting party as possible to minimize legal risk. Second, the reviewing party, because they bear the responsibility and costs for producing documents, must essentially act as their adversary’s agent.
Each side can leverage these features to impose costs on the other. A requesting party, through excessive requests, can compel their adversary to review more documents for confidentiality and relevance. And a reviewing party, through excessive production, can bury relevant information in mountains of extraneous material, forcing the opposing side to spend more time on review. This can create an arms race of overrequesting and oversharing, as each side drives up costs for the other to pressure them to settle on more favorable terms. The billable hours model again reinforces this behavior, with more review generating more billable hours.
These adversarial incentives can be powerful. Judge Frank Easterbrook opened a well-known article, “Discovery as Abuse,” by analogizing the process to “nuclear war.”63 Charles Yablon described how one side made life difficult for opposing counsel: It printed documents on dark red, foul-smelling paper so that their contents would be nearly illegible and the attorneys would get nauseous reviewing them.64 As Arthur Miller aptly observed, discovery’s key defect was believing “that adversarial tigers would behave like accommodating pussycats throughout the discovery period, saving their combative energies for trial.”
Digitization might have pushed discovery costs in either direction.65 Better search capabilities meant attorneys could review documents more efficiently, driving down costs while increasing the relevance of information shared. Yet the explosion of digital information increased what parties might need to search through during discovery, creating more opportunities for discovery abuse.
The empirical evidence on discovery is limited, so making causal claims about digitization’s impact is difficult.66 The available evidence, however, suggests it remains expensive. Discovery accounts for roughly “one-third to one-half of all litigation costs” when used.67 Fortune 200 companies reported that in cases with over $250,000 in legal fees, which are typically the kinds of complex litigation that require discovery, average litigation costs nearly doubled from $66 million per company in 2000 to $115 million in 2008.68 These figures align with evidence of over-requesting and oversharing: One trade association for civil defense lawyers estimated that for every page eventually shown at trial, meaning it’s relevant and reliable enough to be used as evidence, over one thousand pages were produced in discovery.69
The main lesson of digitization, then, is that adversarial processes do not translate predicted productivity gains into lower-cost legal outcomes by default. David Engstrom and Jonah Gelbach hope that Technology Assisted Review (TAR) software, which uses predictive AI to classify documents for privilege and confidentiality based on an initial training set of labeled documents, can eventually solve discovery’s inefficiencies.70 Yet they acknowledge this is far from guaranteed given litigation’s adversarial structure. And because federal rules require discovery requests to be “proportional” to a case’s needs, judges might respond to declining unit costs of discovery (the cost of producing each document) by authorizing more expansive discovery plans, leaving total costs high. Though discovery is important, it is not uniquely susceptible to adversarial dynamics. An arms race of legal work in any stage of litigation (e.g., pretrial motions, expert battles, appeals) can erode efficiency gains and make achieving clients’ objectives expensive.
Transactional Work
Similar adversarial patterns appear in transactional work like negotiating and drafting contracts. Hadfield illustrates how their value can be relative using an example of a merger agreement negotiation.71 In such negotiations, skillful lawyers can improve their client’s position by limiting disclosures, “skating the line between legitimate silence and misrepresentation.”72 Opposing counsel will try to stay one step ahead by deciding what to ask, which representations to seek, and how to interpret disclosure laws to reduce the likelihood that material information is withheld.73 Lawyers will also try to “outfox” each other in the language of the contract itself.74
In the event of future litigation, the clients whose lawyers misunderstood a term’s significance pay the price. Since one can always do more legal research or add more contract provisions, there is no natural limit on the capacity for additional legal work to absorb efficiency gains. And because contracts concern future obligations, added uncertainty makes it harder for clients to effectively compare the quality and price of legal services.
Contracts have grown longer and more complex over time. From 1996 to 2016, M&A agreements expanded from 35 to 88 single-spaced pages, their linguistic complexity increasing from post-graduate “grade 20” to postdoctoral “grade 30.”75 An analysis of privacy policies over a similar period found a similar trend.76 John Coates argues that the increases in length and complexity reflect necessary and valuable responses to emerging legal risks.77 While longer, more complex contracts may represent better agreements, they might be necessary only in a legal system as adversarial as America’s, where litigation risks are high. Some scholars argue German contracts deliver similarly satisfactory legal outcomes with fewer words.78
That said, though transactional work has the adversarial elements described above, the overall structure is less adversarial than litigation. Because contract negotiations take place before a dispute occurs, there are more opportunities for transactional attorneys to add value beyond securing more of a fixed set of resources for their clients in a zero-sum negotiation.79
Human Oversight
A third bottleneck is our desire for human involvement. This is most relevant when AI gains outpace increases in production, which could happen for a few reasons. Perhaps there is an upper limit on arms races for certain kinds of legal work. After all, some legal doctrines are only so complicated, and courts often impose strict page limits on filings. Or maybe AI is so advanced that the costs of all legal tasks fall basically to zero and increased production does not absorb productivity gains. In this scenario, the new bottleneck for litigation would be the time required for judges to resolve cases, and for transactions, it would be the time parties need to understand a contract’s terms.
Starting with litigation, by reducing the cost of filing an initial lawsuit, AI will likely result in more disputes ending up in court. Within each dispute, AI can then create the kind of arms race of outputs described above. As a very rough but conservative estimate, Yonathan Arbel predicts a two- to fivefold increase in the volume of litigation.80
Arbel outlines several ways that judges might respond to a flood of litigation.81 They could limit the flow of litigation by altering procedural and substantive doctrines to make it harder for litigants to get into court (creating a bottleneck related to regulatory barriers). Or they could try to limit the use of AI in the courtroom, perhaps by requiring lawyers to disclose AI use or banning AI entirely and sanctioning any violators. Both responses would counteract a flood of litigation work but come at the steep cost of sacrificing access to justice for poorer litigants.
The debt collection context also provides an uninspiring picture of how courts have managed a flood of cases.82 As technology has enabled collectors to buy outstanding debt and cheaply file lawsuits for enforcement, the explosion of debt collection lawsuits has overwhelmed state courts.
Some have resorted to delegating cases to court assistants. Others operate “judgeless courtrooms” with lax evidentiary standards that can lower the quality of adjudication and can undermine the rationale for the judicial process itself.83 If judges do not delegate, adjudicating cases will take longer as both the number of cases and the work each requires expands. Yet as the common legal maxim says: “Justice delayed is justice denied.” Although more people might gain access to court, if judges require years to adjudicate cases, plaintiffs will face a choice between protracted litigation with no guarantee of success and settling cases on increasingly unfavorable terms as resolution times lengthen.
Another option is incorporating AI into the judicial process to ease the strain on overwhelmed courts.84 One early report suggests that AI is helping Brazil’s courts resolve cases more quickly.85 Yet if AI advances continuously reduce filing costs and drive up legal outputs, it will grow increasingly difficult for judges to keep pace. Perhaps AI will make judges more efficient. But there is a limit to how much AI can accelerate the process without meaningfully sacrificing human involvement.
Some seem open to replacing human judges entirely with AI.86 We find the legal (Article III, which establishes the federal courts, likely requires human judges),87 technical (hallucination and private influence problems),8888 and moral objections persuasive.89 Even avowedly pro-AI lawyer Adam Unikowsky acknowledges he is “not quite ready to be ruled by robots.”90 This is not to say that there is no role for AI in judging. But judges should adopt AI through careful, deliberate choices instead of in ways compelled by the need to keep up with an arms race of AI-powered legal work.
The argument for contracts is similar. If advanced AI reduces the cost of drafting contracts (perhaps it can instantly draft 50 perfect provisions), a contracting party, even with the help of AI, will still need time to understand what those provisions do and how they impact the party’s future interests.
This bottleneck would not apply if people were to forgo oversight. Arguably, human involvement matters less for contracts because many Americans already agree to contracts (like privacy policies) without reading them.91 But we think this reflects the belief that they have insufficient bargaining power to negotiate new terms, or that it’s not worthwhile to do so, rather than a general endorsement of signing contracts they don’t understand.
All this to say, we believe some measure of human involvement in the legal system is valuable and necessary, though this is a normative position and not an empirical claim.
Institutional Reforms
Many problems facing the legal industry are not new. For decades, legal academics and practitioners have suggested reforms targeting the bottlenecks described above. Some address AI specifically, others are more general, and a few are already being tested in various states and jurisdictions. In this section, we organize proposals into three categories, each corresponding to a bottleneck above: the regulation of legal services, the adjudication process, and the evolving role of human beings in legal work. While we aren’t tied to any particular recommendation, we discuss a range of reforms to illustrate that the future of the practice of law could look very different depending on how institutions respond (or decline to respond) to AI.
Reforming Professional Regulation
A chorus of voices have suggested reforms to the legal profession’s self-regulations.92 Their recommendations range from clarifying existing UPL laws to modifying law firm ownership rules to overhauling how the profession itself is regulated.93 Some are already being tested.
Clarifying Unauthorized Practice of Law Rules
Current UPL laws define practice of law imprecisely and may prohibit companies from offering AI-powered legal assistance to consumers. Some jurisdictions are expanding who may provide legal services, and academics have proposed updates with AI in mind.
Creating a new tier of legal service providers is one of the “fastest growing UPL reform program types” nationally, with seven states adopting this approach and another ten considering it.94 David Autor argues these reforms would benefit all professions by allowing people, in combination with AI, to work at levels of expertise previously unavailable to them. He analogizes to the creation of the nurse practitioner role.95 In the early 1960s, nurses and doctors developed training programs and successfully lobbied the American Medical Association to create a new class of medical professionals who could perform tasks previously reserved for doctors.96 Other researchers offer a more concrete framework for how state courts might design this tier of legal service provider.97
Joseph Avery and co-authors propose more ambitious reforms: allowing nonlawyers, including AI systems, to offer many legal services.98 Bar associations would retain authority over who may use the designation of “lawyer,” but nonlawyers could provide any legal service other than representing clients in court.99 This would allow companies and nonprofits to offer AI-enabled services to consumers without claiming they are licensed attorneys and without the threat of UPL litigation. The prospect of being sued for negligent work would still serve as a quality backstop for lawyers and nonlawyers alike.
Sean Steward, by contrast, takes no position on where to draw the line between acceptable and unacceptable uses of AI, instead emphasizing the need for clear, nationwide rules to reduce burdens on providers.100 Drew Simshaw likewise advocates a nationwide approach to eliminate the patchwork of vague, conflicting rules.101
To be clear, the problem with existing UPL rules is not that they are regulations and therefore stifle innovation. It is that their uncertainty and variation discourage competition from new entrants, including the kind that produces better legal services.
Alternative Business Structures
Legal scholars have long argued for updating “entity regulations” that prevent nonlawyers from sharing fees from or investing in law firms.102 Utah and Arizona recently created regulatory sandboxes to do exactly that.103 Utah’s sandbox allows entities to seek waivers from ownership restrictions and UPL rules, while Arizona eliminated restrictions on law firm ownership and fee-sharing. These sandboxes permit companies and nonprofits to operate under modified professional rules while regulators assess their impact on service quality, cost, and access to justice.104
These sandboxes treat regulatory experimentation as necessary for balancing protection and innovation for consumers. Overly stringent restrictions can backfire by protecting inefficient incumbents or forcing new entrants outside the law. Uber and Airbnb succeeded, in part, by accepting regulatory fines, scaling quickly, and becoming so ubiquitous that lawmakers had little choice but to legalize their conduct. Yet overly lax restrictions can undermine the regulations’ purpose: protecting consumers from poor quality services. Sandboxes allow policymakers to experiment and evaluate different regulatory approaches.
Early evidence on the impact of these reforms has been largely positive, though concerns have emerged regarding private equity ownership and mass tort litigation financing. Despite scant evidence of consumer harm—Utah’s Office of Legal Services Innovation received only twenty total complaints —lawyers and commerce groups petitioned the Arizona and Utah supreme courts to limit these sandboxes. The Arizona Supreme Court stayed the course, and authorized entities grew from nineteen to 136 between 2022 and 2025.105 The Utah Supreme Court has since raised eligibility requirements, and authorized entities shrank from thirty-nine to eleven over the same period.106
Regulatory Markets
Gillian Hadfield proposes a “superregulator” model that would create a market for the regulation of legal services.107 Rather than regulating providers directly, the government would license regulators that would each offer competing regulatory schemes. The government’s role shifts to “regulating the regulators” by setting outcome targets, such as acceptable levels of legal access or dispute resolution quality, and then licensing regulators that achieve them.
Hadfield argues this generates powerful incentives for innovation.108 A private regulator that develops simpler, more cost-effective compliance methods while meeting government standards will attract more customers. The model can also simplify enforcement: Governments can monitor ten licensed regulators more easily than thousands of individual providers.
We would add that regulatory markets may be able to assess AI’s utility for legal services more reliably than benchmarking.109 Two of us have emphasized that task-oriented benchmarks lack construct validity because they “overemphasize precisely the thing that language models are good at” while failing to test the contextual understanding and sustained reasoning that characterizes consequential legal work.110 Benchmarks can also miss hidden costs that emerge only over time, such as deskilling of professionals.111 Relatedly, by targeting entry-level tasks, AI can disrupt the pipeline through which junior lawyers develop expertise.112
Hadfield defends the proposal’s practicality by drawing parallels to existing models. Governments already use outcomes-based regulations in environmental law, and private standard-setting bodies design many regulations currently in use. The United Kingdom provides one example. Under the Legal Services Act 2007, Parliament created the Legal Services Board (LSB), an independent agency that approves private bodies applying to regulate legal services.113 The system is not yet fully competitive because regulators came from preexisting trade associations for barristers and solicitors, which together regulate 90 percent of legal professionals in England and Wales.114 But competition is emerging for “alternative business structures,” which can choose between licensing from the Solicitors Regulation Authority (SRA) or the Bar Standards Board (BSB).115
This U.K. model has, however, encountered difficulties. In October 2024, the LSB criticized the SRA for failing to “act adequately, effectively, and efficiently” before the law firm Axiom Ince collapsed in October 2023.116 The LSB issued a report in March 2025 expressing “serious concerns” about the SRA’s effectiveness and then recently proposed sanctions.117 This highlights how superregulators can struggle to enforce quality standards for the regulators it oversees. Some scholars have separately criticized regulatory markets in other contexts for creating a race to the bottom. For example, Daniel Schwarcz cautions that a market for insurance regulation could “trigger a ‘race to the bottom’ as regulators compete with each other to offer less and less intrusive regulatory schemes.”118
Reforming Adjudication
Another set of reforms targets case adjudication. Some aim to make the trials less adversarial, while others advocate for private adjudication like arbitration.
Judicial Case Management
Judges have some discretion over the litigation process and can exercise it to reduce adversarial dynamics. Several judges have recommended leveraging existing rules of evidence and civil procedure to manage cases more actively, taking inspiration from other jurisdictions (often called inquisitorial systems).119 Such targeted borrowing can help reduce competitive escalation.
One example is allowing courts to appoint their own expert witnesses. Under Federal Rule of Evidence 706, judges can appoint neutral experts that work for the court but are paid for by both parties.120 One state trial judge argues this can solve the “battle of experts” problem where competing specialists “abandon objectivity and become advocates for the side that hired them.”121 When technical issues are central to a case, court-appointed experts can provide neutral assessments that frame issues more productively, avoiding an arms race of dueling expert reports.122
Another tool is the use of “special masters” under Federal Rule of Civil Procedure 53.123 These are neutral third parties appointed to help manage complex aspects of cases. A federal judge and senior litigator explain that special masters can “assist and, when necessary, direct the parties” to complete discovery efficiently.124 They note that the 2003 amendments expanded the scope of special masters’ use to include pretrial matters “that cannot be effectively and timely addressed by an available district judge.”125 Rather than having parties fight over AI-assisted document review through successive motions, a special master could serve as an intermediary and prevent the technology from enabling larger discovery battles.
Judges currently have the discretion to intervene under these rules, but Congress could also pass legislation that makes them mandatory.
Arbitration
While disputes are normally resolved through litigation, some contracts specify private arbitration.126 Contract drafters might prefer this process for several reasons: It can resolve disputes at lower costs,127 reduce class-action exposure,128 and prove “more flexible and less adversarial … than its judicial counterpart.”129 Arbitration has become a popular alternative to traditional litigation.130
Two legal scholars argue that because arbitration grants parties autonomy over the process, it’s the “ideal entry point for broader AI adoption in the legal field.”131 They defend AI arbitration as consistent with the Federal Arbitration Act (FAA) and desirable for enhancing “efficiency, fairness, and flexibility of dispute resolution.”132 Another scholar takes the opposite stance, arguing that the FAA does not permit AI arbitration because robot adjudicators are inconsistent with the statute’s use of human pronouns like “he or they.”133 And still another views it as undesirable because it would “significantly diminish the long-standing reputation” of arbitration.134
Some observers critique arbitration as unfair because companies often force it on consumers and employees through “take-it-or-leave-it” contracts of adhesion.135 These fairness concerns are important, and others have written about the level of consent needed for arbitration to be truly fair.136 But assuming the decision to enter arbitration reflects the free choice of both parties, offering AI arbitration as a parallel track for resolving cases can have several advantages.
First, it can promote choice by allowing litigants to decide between traditional judicial review and AI-assisted adjudication.137 A consumer defending against an automated debt collection suit might prefer quick AI resolution over years of waiting, while a defendant facing serious consequences might insist on traditional review by human judges.
Second, should an arms race of legal outputs risk overwhelming the courts, the availability of a technology-mediated alternative can alleviate pressure on the courts, preserving human review for the contexts where those navigating the judicial system feel they need it most.138
Third, it creates a natural experiment that facilitates comparison between human and AI adjudicators on dimensions like speed, cost, and participant satisfaction.139 This generates evidence about AI’s actual performance, reducing reliance on speculation or vendor claims, and it pressures traditional institutions to improve or risk being outcompeted.140
The Evolving Role of Lawyers
A final set of reforms discusses the evolving role of lawyers in both litigation and transactional contexts. With litigation, legislatures could expand the judiciary to alleviate the bottleneck created by the time human judges take to resolve cases. With transactions, there isn’t a clear action item for companies, but we expect to see a shift in what in-house counsel do. As the bottleneck becomes the time it takes human lawyers to understand complex contracts, in-house lawyers will likely spend more time understanding a company’s needs and making strategic judgments and less on legal tasks.
Expanding the Judiciary
The most straightforward response to an overburdened judiciary is to increase its capacity by hiring more judges. Legal scholars have advocated for this solution for decades.
For example, writing in 1979, Maria Marcus argued that “[s]ince the factors that channel disputes into a judicial forum continue unabated, the appointment of more judges is an obvious response.”141 Bert Huang again recommended in 2011 that “new demands put on the courts should be met quickly and flexibly with new judicial resources.142 More recently, Peter Menell and Ryan Vacca endorsed an observation from decades earlier that “the increase in the order of magnitude of the demands our society imposes on the federal judicial system” should encourage Congress to act.143
Menell and Vacca acknowledge that “[i]ncreasing the number of federal judgeships has been fraught with political complications.” Their solution is a bipartisan “2030 Commission” to depoliticize the process.144 Arbel similarly views adding judges as “the most direct way of solving the problem” of an AI-driven increase in litigation work, yet stops short of recommending it because it “appears quite tenuous in our current political reality.”145 He notes that redirecting all civil legal aid funding (approximately $2.7 billion) toward the $9.4 billion federal court system would yield at most a 30 percent increase in judicial capacity, falling short of the doubling likely needed to handle the increased caseload.146
But civil legal aid is not the only potential funding source. Some states have proposed taxing legal services generally,147 while federal legislation introduced by Sen. Thom Tillis (R-N.C.) would tax third-party litigation financiers who fund plaintiffs’ legal fees in exchange for a percentage of eventual winnings.148 Although these bills aim to increase overall tax revenues, similar measures could earmark funds specifically for the judiciary. Deborah Rhode has proposed another approach: mandatory pro bono service requirements for all attorneys, with the option to “buy out” their obligation.149 Though initially conceived as a way to provide access to justice, these payments could also support judicial expansion.
So while we agree that expanding the judiciary faces real political obstacles, we don’t think it’s as unrealistic as Arbel fears, especially considering the magnitude of AI’s potential disruption.
In-House Counsel as Strategic Advisors
Our analysis suggests that among in-house lawyers, value will likely shift from completing tasks to predicting how contracts and agreements impact the overall business. Lawyers will need to deeply understand their organizations and exercise business judgment.
Industry reports agree.150 In a 2023 survey of nearly three hundred chief legal officers, 87 percent said their role is shifting from legal risk mitigator to strategic business partner.151 Thomson Reuters’s 2024 “Future of Professionals Report” found that 42 percent of legal professionals expect to spend more time on judgment-based legal work in the next five years, as AI handles more routine tasks.152 As one attorney respondent put it: “The role of a good lawyer is as a ‘trusted advisor,’ not as a producer of documents … breadth of experience is where a lawyer’s true value lies and that will remain valuable.”153
To understand the shifting role of legal professionals, it is helpful to consider the hierarchy of legal work and roles. At the bottom is basic “low-skilled” legal work like drafting standard letters or simple contracts, repetitive tasks requiring minimal legal expertise.154 Above that is medium-skill, noncommoditized legal work that involves producing documents, such as analyzing contracts and drafting motions.155 Higher still is “judgment-based legal work”: overseeing complex trials and addressing legal risks.156 At the top is strategic advising, where lawyers deeply understand an organization’s priorities and shape its decisions.157 This highest level might not involve what we traditionally consider legal work at all.
As AI pushes the role of human expertise up this hierarchy, the legal profession should rethink how it trains lawyers. While AI automates the tasks at the bottom of the hierarchy, demand will likely grow for lawyers at the top who can translate legal information into strategic advice. One bar association warned that the “greater concern is that generative AI will displace younger attorneys,” who will “have fewer opportunities to gain valuable experience by spending hours on important tasks.”158 As the skills required to succeed change, so too should the training process.
Conclusion
Many problems facing the legal industry do not require revolutionary insights to solve. Scholars and practitioners have long emphasized the need for regulatory reform, changes to the litigation process, and the disconnect between legal work and client outcomes. AI, rather than solving these problems, appears to be revealing and magnifying them. Without addressing these underlying issues, AI alone is unlikely to improve the outcomes clients care about.
But AI may also present new opportunities for reform. Sociologists have argued that fields facing crises are more receptive to efforts to reshape institutions in those areas.159 Such crises, jolts, shocks, and disruptive events—taking the form of social upheaval, technological disruption, or other changes—can reveal problems and contradictions that require solutions. The widespread predictions that AI will transform the practice of law may constitute such a crisis, creating pressure for legal institutions to respond. The key question is whether they can use this opportunity to enact the reforms the industry has needed for decades and produce better outcomes for clients.
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OpenAI recently launched ChatGPT Atlas, a web browser where the LLM acts as your co-pilot across the internet. You can ask questions about any page, have ChatGPT complete tasks for you, or let it browse in Agent mode while you work on something else.
Delivering this experience wasn’t trivial. ChatGPT Atlas needed to start instantly and stay responsive even with hundreds of tabs open. To make development faster and avoid reinventing the wheel, the team built on top of Chromium, the engine that powers many other modern browsers.
However, Atlas is not just another Chromium-based browser with a different skin. Most Chromium-based browsers embed the web engine directly into their application, which creates tight coupling between the UI and the rendering engine. This architecture works fine for traditional browsing, but it makes certain capabilities extremely difficult to achieve.
Therefore, OpenAI’s solution was to build OWL (OpenAI’s Web Layer), an architectural layer that runs Chromium as a separate process, thereby unlocking capabilities that would have been nearly impossible otherwise.
In this article, we learn how the OpenAI Engineering Team built OWL and the technical challenges they faced around rendering and inter-process communication.
Disclaimer: This post is based on publicly shared details from the OpenAI Engineering Team. Please comment if you notice any inaccuracies.
Why Chromium?
Chromium was the natural choice as the web engine for Atlas. Chromium provides a state-of-the-art rendering engine with strong security, proven performance, and complete web compatibility. It powers many modern browsers, including Chrome, Edge, and Brave. Furthermore, Chromium benefits from continuous improvements by a global developer community. For any team building a browser today, Chromium is the logical starting point.
However, using Chromium comes with significant challenges. The OpenAI Engineering Team had ambitious goals that were difficult to achieve with Chromium’s default architecture:
	First, they wanted instant startup times. Users should see the browser interface immediately, not after waiting for everything to load.

	Second, they needed rich animations and visual effects for features like Agent mode, which meant using modern native frameworks like SwiftUI and Metal rather than Chromium’s built-in UI system.

	Third, Atlas needed to support hundreds of open tabs without degrading performance.


Chromium has strong opinions about how browsers should work. It controls the boot sequence, the threading model, and how tabs are managed.
While OpenAI could have made extensive modifications to Chromium itself, this approach had problems. Making substantial changes to Chromium’s core would mean maintaining a large set of custom patches. Every time a new Chromium version was released, merging those changes would become increasingly difficult and time-consuming.
There was also a cultural consideration. OpenAI has an engineering principle called “shipping on day one,” where every new engineer makes and merges a code change on their first afternoon. This practice keeps development velocity high and helps new team members feel immediately productive. However, Chromium takes hours to download and build from source. Making this requirement work with traditional Chromium integration seemed nearly impossible.
OpenAI needed a different approach to integrate Chromium that would enable rapid experimentation, faster feature delivery, and maintain their engineering culture.
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The Solution: OWL Architecture
The answer was OWL, a new architectural layer that fundamentally changes how Chromium integrates with the browser application.

The key tenet behind the architecture is that instead of embedding Chromium inside the Atlas application, OpenAI runs Chromium’s browser process outside the main Atlas application process.
In this architecture, Atlas is the OWL Client, and the Chromium browser process is the OWL Host. These two components communicate through IPC using Mojo, which is Chromium’s own message-passing system. OpenAI wrote custom Swift and TypeScript bindings for Mojo, allowing their Swift-based Atlas application to call Chromium functions directly.
See the diagram below:

The OWL client library exposes a clean Swift API that abstracts several key concepts:
	Session: Configures and controls the Chromium host globally

	Profile: Manages browser state for a specific user profile (bookmarks, history, etc.)

	WebView: Controls individual web pages, handling navigation, zoom, and input

	WebContentRenderer: Forwards input events into Chromium and receives feedback

	LayerHost/Client: Exchanges compositing information between Atlas UI and Chromium


Additionally, OWL provides service endpoints for managing high-level features like bookmarks, downloads, extensions, and autofill.
Rendering Across Process Boundaries
One of the most complex aspects of OWL is rendering.
How do you display web content that Chromium generates in one process within Atlas windows that exist in another process?
OpenAI solved this using a technique called layer hosting. Here is how it works:
	On the Chromium side, web content is rendered to a CALayer, which is a macOS graphics primitive. This layer has a unique context ID.

	On the Atlas side, an NSView (a window component) embeds this layer using the private CALayerHost API. The context ID tells Atlas which layer to display.


See the diagram below:

The result is that pixels rendered by Chromium in the OWL process appear seamlessly in Atlas windows. The GPU compositor handles this efficiently because both processes can share graphics memory. Multiple tabs can share a single compositing container. When you switch tabs, Atlas simply swaps which WebView is connected to the visible container.
This technique also works for special UI elements like dropdown menus from select elements or color pickers. These render in separate pop-up widgets in Chromium, each with its own rendering surface, but they follow the same delegated rendering model.
OpenAI also uses this approach selectively to project elements of Chromium’s native UI into Atlas. This is useful for quickly bootstrapping features like permission prompts without building complete replacements in SwiftUI. The technique borrows from Chromium’s existing infrastructure for installable web applications on macOS.
Input Event Handling
User input requires careful handling across the process boundary. Normally, Chromium’s UI layer translates platform events like mouse clicks or key presses from macOS NSEvents into Blink’s WebInputEvent format before forwarding them to web page renderers.
In the OWL architecture, Chromium runs without visible windows, so it never receives these platform events directly. Instead, the Atlas client library performs the translation from NSEvents to WebInputEvents and forwards the already-translated events to Chromium over IPC.
See the diagram below:

From there, events follow the same lifecycle they would normally follow for web content. If a web page indicates it did not handle an event, Chromium returns it to the Atlas client. When this happens, Atlas resynthesizes an NSEvent and gives the rest of the application a chance to handle the input. This allows browser-level keyboard shortcuts and gestures to work correctly even though the web engine is in a separate process.
Special Considerations for Agent Mode
Atlas includes an agentic browsing feature where ChatGPT can control the browser to complete tasks. This capability poses unique challenges for rendering, input handling, and data storage.
The computer use model that powers Agent mode expects a single screenshot of the browser as input. However, some UI elements, like dropdown menus, render outside the main tab bounds in separate windows. To solve this, Atlas composites these pop-up windows back into the main page image at their correct coordinates in Agent mode. This ensures the AI model sees the complete context in a single frame.
For input events, OpenAI applies a strict security principle. Agent-generated events route directly to the web page renderer and never pass through the privileged browser layer. This preserves the security sandbox even under automated control. The system prevents AI-generated events from synthesizing keyboard shortcuts that would make the browser perform actions unrelated to the displayed web content.
Agent mode also supports ephemeral browsing sessions. Instead of using the user’s existing Incognito profile, which could leak state between sessions, OpenAI uses Chromium’s StoragePartition infrastructure to create isolated, in-memory data stores. Each agent session starts completely fresh. When the session ends, all cookies and site data are discarded. You can run multiple logged-out agent sessions simultaneously, each in its own browser tab, with complete isolation between them.
Benefits of the OWL Architecture
The OWL architecture delivers several critical benefits that enable OpenAI’s product goals.
	Atlas achieves fast startup because Chromium boots asynchronously in the background while the Atlas UI appears nearly instantly. Users see pixels on screen within milliseconds, even though the web engine may still be initializing.

	The application is simpler to develop because Atlas is built almost entirely in SwiftUI and AppKit. This creates a unified codebase with one primary language and technology stack, making it easier for developers to work across the entire application.

	Process isolation means that if Chromium’s main thread hangs, Atlas remains responsive. If Chromium crashes, Atlas stays running and can recover. This separation protects the user experience from issues in the web engine.

	OpenAI maintains a much smaller diff against upstream Chromium because they are not modifying Chromium’s UI layer extensively. This makes it easier to integrate new Chromium versions as they are released.

	Most importantly for developer productivity, most engineers never need to build Chromium locally. OWL ships internally as a prebuilt binary, so Atlas builds completely in minutes rather than hours.


Engineering Trade-offs
Every architectural decision involves trade-offs:
	Running two separate processes uses more memory than a monolithic architecture.

	The IPC layer adds complexity that must be maintained.

	Cross-process rendering could potentially add latency, although OpenAI mitigates this through efficient use of CALayerHost and GPU memory sharing.


However, OpenAI determined that these trade-offs were worthwhile. The benefits of stability, developer productivity, and architectural flexibility outweigh the costs. The clean separation between Atlas and Chromium creates a foundation that will support future innovation, particularly for agentic use cases.
Conclusion
OWL is not just about building a better browser today.
It creates infrastructure for the future of AI-powered web experiences. The architecture makes it easy to run multiple isolated agent sessions, add new AI capabilities, and experiment with novel interactions between users, AI, and web content. The built-in sandboxing for agent actions provides security by design rather than as an afterthought.
Building ChatGPT Atlas required rethinking fundamental assumptions about browser architecture. By running Chromium outside the main application process and creating the OWL integration layer, the OpenAI Engineering Team solved multiple challenges simultaneously. They achieved instant startup, maintained developer productivity, enabled rich UI capabilities, and built a strong foundation for agentic browsing.
References:
	How we built OWL, the new architecture behind our ChatGPT-based browser, Atlas

	Chromium (Web Browser)
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In 2010, a programmer named Chris Lattner started working on a secret project at Apple. His mission was audacious: replace Objective-C, the programming language that had powered Apple devices for over three decades. The result would become Swift, a language that burst onto the scene in 2014 and quickly became one of the most loved programming languages in the world.


But here's what makes this story fascinating. Lattner didn't just build another programming language. He created a kind of greatest hits compilation of computer science, borrowing the best ideas from languages as diverse as Rust, Haskell, Ruby, Python, and even an obscure 1970s language called CLU. The goal was simple: make programming safer and more enjoyable without sacrificing speed.


The Problem Swift Was Built to Solve


Objective-C had a serious problem. Actually, it had several.


The language dated back to the early 1980s, which in technology terms is ancient history. When Objective-C was designed, personal computers were exotic novelties. The internet didn't exist. Programmers wrote code on terminals connected to room-sized mainframes. The language reflected that era's assumptions and limitations.


One particular problem plagued Objective-C developers constantly: null pointer dereferencing. That's a technical phrase for what happens when your program tries to use something that doesn't exist. Imagine reaching into a box to grab a tool, but the box is empty. In Objective-C, this kind of error could crash your entire application, often in ways that were incredibly difficult to diagnose.


Another headache was something programmers call the "pyramid of doom." This happens when you have to check multiple conditions before doing something. Each check requires indenting your code further to the right, creating a shape that looks like a pyramid turned on its side. It makes code hard to read and even harder to maintain.


Swift tackled both problems head-on.


Optionals: Making Nothing into Something


Swift introduced a concept called optionals that fundamentally changed how programmers think about missing values. The idea is deceptively simple: instead of letting any variable potentially be empty, Swift forces you to explicitly declare which values might be absent.


Think of it like the difference between a package delivery that might or might not arrive versus a delivery that's guaranteed. In Objective-C, any variable could secretly be empty, like a package that might show up or might not. In Swift, you have to clearly mark which variables are "maybe" deliveries.


This seemingly small change has enormous consequences. The Swift compiler—the program that translates your code into something a computer can run—can check whether you've handled all the "maybe" cases before your app ever runs. Entire categories of bugs simply become impossible.


When you want to use an optional value, you have to explicitly "unwrap" it, like opening a package to see if anything's inside. Swift gives you several ways to do this safely, and if you try to unwrap something that turns out to be empty, the language forces you to handle that situation gracefully instead of crashing.


Protocol-Oriented Programming: A New Way of Thinking


Apple claims Swift represents a genuine paradigm shift in programming, something they call "protocol-oriented programming." That's a bold claim—paradigm shifts are rare in computing. But Swift's approach to protocols does represent something genuinely different.


In traditional object-oriented programming, you build hierarchies. A Dog is a type of Animal. A Labrador is a type of Dog. Everything inherits characteristics from its parent, like a family tree. This works reasonably well until you realize that not everything fits neatly into hierarchies. A flying squirrel can fly, but so can a bird. Should they both inherit from some "flying thing" class? What about bats? What about airplanes?


Swift's protocols let you define capabilities separately from hierarchies. Instead of saying "a Dog is an Animal," you can say "anything that can bark, fetch, and wag its tail counts as dog-like for our purposes." A robot dog could implement those protocols just as easily as a biological one. This flexibility makes code more reusable and systems more adaptable.


What makes Swift's approach special is protocol extensions. You can add new capabilities to a protocol, and every type that uses that protocol automatically gains those capabilities. It's like upgrading a certification standard and having everyone who holds that certification instantly gain the new skills.


The Journey from Secret Project to Open Source


Swift's public debut came at Apple's Worldwide Developers Conference in June 2014. The announcement caught the developer community by surprise. Apple had kept the project completely secret during its four years of development.


The first publicly available app written in Swift was, appropriately enough, the WWDC app itself. Apple released a beta version to developers that same day, along with a free 500-page manual explaining the language. That manual, "The Swift Programming Language," remains available on Apple's bookstore and is still one of the best introductions to the language.


But the most significant moment in Swift's history came on December 3, 2015, when Apple did something unprecedented: they open-sourced the entire language. The Swift compiler, standard libraries, debugger, and package manager all became freely available under the Apache 2.0 license. Anyone could now read the source code, suggest improvements, or even build their own version.


This decision transformed Swift from an Apple technology into a community project. The source code lives on GitHub, where thousands of developers have contributed improvements. IBM, Google, and other major technology companies have invested in Swift development. The language now runs on Linux, Windows, and even Android, far beyond its Apple origins.


Modern Concurrency: Solving the Hardest Problem


Concurrent programming—making software do multiple things at once—is notoriously difficult. Imagine trying to coordinate a hundred chefs working in the same kitchen simultaneously. They need to share ingredients, equipment, and space without colliding. One wrong move and you have chaos.


Traditional approaches to concurrency involve "locks," which are like temporary reservations on shared resources. A chef grabs a knife, locks it so no one else can use it, does their cutting, then unlocks it for the next person. This works but leads to constant coordination overhead and subtle bugs when programmers forget to unlock things or lock them in the wrong order.


Swift 5.5, released in 2021, introduced a different approach borrowed from academic computer science: the actor model. Actors are like individual workers who own their own equipment and communicate only through messages. Instead of chefs sharing a kitchen, imagine each chef has their own private station. They send dishes to each other when ready but never reach into someone else's workspace.


Swift's actors automatically protect their internal state from conflicting access. Combined with the new async/await syntax—a way of writing code that waits for things to happen without blocking everything else—Swift now makes concurrent programming dramatically safer. Version 5.10, released in 2024, achieved "full data isolation," meaning the compiler can mathematically prove that certain kinds of concurrency bugs called "data races" are impossible in your code.


Speed Without Sacrifice


Many programming languages force a tradeoff between safety and speed. Languages that protect programmers from errors often run slowly because of all that extra checking. Languages that run fast often let programmers shoot themselves in the foot.


Swift refuses this compromise. The language uses LLVM—Low Level Virtual Machine, despite the confusing name it's actually a compiler framework—to translate Swift code into highly optimized machine instructions. LLVM was created by Chris Lattner himself, years before he started Swift, giving him intimate knowledge of how to make Swift code run efficiently.


Swift manages memory automatically, meaning programmers don't have to manually allocate and free computer memory like they do in C or C++. But instead of using garbage collection—a technique where the computer periodically pauses to clean up unused memory—Swift uses something called Automatic Reference Counting. The compiler inserts memory management code at exactly the right places, avoiding the unpredictable pauses that garbage collection can cause.


The result is a language where safety features have essentially zero runtime cost. The compiler does all the checking before your program ever runs. By the time your code executes, it's just pure, fast machine instructions.


Learning Swift: Playgrounds and Beyond


Apple clearly wants Swift to be accessible to beginners. In 2016, they released Swift Playgrounds, an iPad app that teaches programming through a three-dimensional video game–like interface. You write code to guide a character through puzzles, getting immediate visual feedback on whether your solution works.


This reflects a philosophy embedded in Swift's design. Error messages try to be helpful rather than cryptic. The syntax avoids unnecessary ceremony. Many features have "syntactic sugar"—ways of writing common patterns more concisely—that make code easier to read and write.


For example, Swift's trailing closure syntax lets you write callback functions—blocks of code that run later—after the function call instead of buried inside parentheses. It's a small thing, but it makes common patterns significantly more readable.


The Bridge to the Past


Despite all its innovations, Swift had to work with existing Apple code. Decades of Objective-C software couldn't simply be thrown away. Apple's frameworks—Cocoa for macOS and Cocoa Touch for iOS—represented millions of hours of development work.


Swift solved this through remarkable interoperability. On Apple platforms, Swift can call Objective-C code directly, and Objective-C can call Swift. The two languages can coexist in the same project, even the same file. You can even mix in C and C++ code. This means developers can adopt Swift gradually, rewriting parts of their applications over time rather than starting from scratch.


The technical achievement here shouldn't be understated. Making a modern language interoperate seamlessly with a 1980s language while maintaining both safety guarantees and performance is extraordinarily difficult. Swift does it so smoothly that many developers barely think about it.


SwiftUI: A New Way to Build Interfaces


In 2019, Apple announced SwiftUI, a framework for building user interfaces that represents Swift's philosophy applied to visual design. Instead of describing how to construct an interface step by step, you declare what the interface should look like, and SwiftUI figures out how to make it happen.


This declarative approach has deep roots in functional programming, a style that treats programs more like mathematical equations than step-by-step instructions. SwiftUI views are simple Swift structs—lightweight data containers—that describe what should appear on screen. When your data changes, SwiftUI automatically updates only the parts of the interface that need to change.


SwiftUI works across all Apple platforms: iPhone, iPad, Mac, Apple Watch, and Apple TV. Write your interface once, and it adapts to each device's capabilities and conventions. It's not quite "write once, run anywhere"—different devices need different designs—but it's remarkably close.


Beyond Apple: Swift's Growing Ecosystem


While Swift began as an Apple language, it has increasingly become platform-independent. Official downloads exist for various Linux distributions including Ubuntu, CentOS, and Amazon Linux. Windows support has matured significantly. There's even experimental support for WebAssembly, which lets Swift code run in web browsers.


In October 2025, the Swift Android workgroup announced a preview release of the official Swift SDK for Android, marking a significant milestone in Swift's expansion beyond Apple's ecosystem. Developers can now potentially share code between iOS and Android apps, a holy grail that mobile developers have sought for years.


Server-side Swift has also emerged as a growing niche. Frameworks like Vapor let developers write web applications and APIs in Swift, using the same language for both client and server code. For teams already invested in Swift, this eliminates the need to maintain expertise in multiple languages.


Chris Lattner's Legacy


In January 2017, Chris Lattner left Apple for Tesla Motors. The announcement shocked the Swift community—Lattner had been the language's guiding vision for seven years. Ted Kremenek, a longtime Swift team member, took over as project lead.


But Lattner's influence extends far beyond Swift. He created LLVM, the compiler framework that powers not just Swift but Rust, Julia, and countless other languages. He later worked at Google Brain on machine learning compilers before co-founding Modular, a company building AI infrastructure. His latest creation, Mojo, is a new programming language designed specifically for artificial intelligence workloads—carrying forward many ideas from Swift while pushing into new territory.


The podcast episode this article accompanies features Lattner discussing his journey from Swift to Mojo and his vision for high-performance AI engineering. It's a fascinating look at how one person's ideas can shape the tools millions of programmers use daily.


What Makes Swift Special


Programming languages are rarely revolutionary. Most successful languages iterate on existing ideas, making small improvements rather than dramatic leaps. Swift is unusual because it genuinely changed how millions of people write code.


The language proved that safety and speed aren't mutually exclusive. It demonstrated that modern language design—optionals, protocol extensions, value types, actor-based concurrency—could be packaged in a way that felt natural rather than academic. It showed that a major technology company could open-source a core technology and benefit from community collaboration.


Swift has won "Most Loved Programming Language" in Stack Overflow's developer surveys, a testament to how programmers actually feel about using it. That emotional response matters. Programming is a creative act, and tools that feel good to use lead to better software.


Today, Swift powers millions of apps on Apple's platforms and increasingly on other systems too. It's taught in universities and bootcamps. It's the first programming language many people learn. From Chris Lattner's quiet beginning in 2010 to a global open-source community, Swift has become one of the defining programming languages of its generation.
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  Note: apologies for this issue of the newsletter arriving slightly later than usual, I’m currently working in San Francisco. Last night, I attended AI Night with WorkOS, and tomorrow I’ll be hosting The Pragmatic Summit.

The next podcast episode with Kotlin’s creator, Andrey Breslav, will be out on Thursday instead of tomorrow (Wednesday). Regular scheduling, including The Pulse, resumes next week. We’ll release session recordings from the Pragmatic Summit to paid subscribers first, and later to everyone.
Please wish me luck with this event tomorrow, it’s the first ever in-person event by The Pragmatic Engineer, and there’s a full house of 500 attendees. If you’re there, come and say hi!


Steve Yegge has been a software engineer for over 40 years, with stints at GeoWorks, Amazon, Google, and Grab. He’s known for provocative, entertaining blog posts, of which the most famous might be Stevey’s Google platform rant.
Steve recently published the book “Vibe Coding”, has also built Gas Town, an open-source AI agent orchestrator, and created documentation site and community hub Gas Townhall around the project. A year ago, we did a podcast focusing on his career, including how he used AI for coding. Last week, Steve and I sat down again in Salt Lake City and explored what’s changed in terms of using LLMs for coding, and also the wider tech industry.

In this article, we cover:
	LLMs, the end of coding by hand, and the S-curve. Initially skeptical of LLMs, Steve became a convert after trying out Claude Code. He now argues the industry is headed into a steep exponential curve that shows no signs of stopping.

	“50% dial” and deep cuts. Could big companies cut up to 50% of their staff in order to make way for AI tools? Such a trend might dwarf pandemic-era layoffs.

	Eight levels of AI adoption. A spectrum of AI adoption, from “no AI”, to “building your own orchestrator”. Steve fears engineers stuck at the lower levels will be left behind.

	The Dracula effect: the drain of using AI. Vibe coding at full speed can be physically draining, and Steve argues that employers shouldn’t reasonably expect more than three hours of AI-augmented work from engineers, per day.

	Big companies are doomed – but don’t know it. Innovation at large companies is effectively dead, and the real action will come from small, AI-augmented teams – like when cloud computing shifted the balance of power.

	Redundant values in the AI era. Knowing how to code doesn’t make engineers special any more, but demand for software will keep growing.

	Debugging and programming languages. Agents may not need good debugging tools, and language choices have never mattered less.

	Grieving the demise of coding by hand. Steve endured a grieving process when he realized many skills are obsolete, BUT building software is now more fun than ever.

	Predictions. Steve’s non-coder wife could be the top contributor to their video game, Wyvern.


Related The Pragmatic Engineer articles featuring Steve:
	Amazon, Google, and Vibe Coding with Steve Yegge (podcast episode in 2025)

	The full circle of developer productivity with Steve Yegge (deepdive in 2022)


For paid subscribers, you can also watch the recording or listen to it via a video. Unfortunately, Steve’s audio is not great – which is also why this interview did not make it to a podcast format – so we’ve added subtitles to the video. See the link at the bottom of the article.
1. LLMs, the end of coding by hand, and the S-curve
One thing about you is that you’re pretty pragmatic. You were always into compilers, debugger tools, and worked on hard problems at Amazon and Google. When AI came out, I don’t remember you saying, “this is amazing!” What was your initial reaction to LLMs?
Steve: “I was pretty blown away that they could write fairly coherent Emacs and Lisp functions. The original ChatGPT in December 2022 could already write code in a weird language, right? Not very much of it, and it was janky; but for me, that was the beginning. I’ve had friends who were saying for 20 years, “any minute now, any day now” about AI. But 2022 was the first time that it was like, “okay, I see now.
I was still skeptical when the rumors emerged about Claude Code at the start of last year, that Anthropic had a tool internally that was writing code for them and it was a command line tool. Like many others, my reaction was “no, it’s not!” Then I used it and was like, “oh, I get it. We’re all doomed.”  It was then that I wrote The Death of the Junior Developer.
So, was I a skeptic? Yes. But did I pay attention to the curves from the very beginning? Also yes. It was at that point that I thought we’re on a curve, this is a ride, and it’s not stopping, so let’s get on board and see where it goes.”
I dived in. I was feeling behind because I didn’t know AI, I didn’t know its fundamentals, or the lingo. I spent a year doing nothing but reading papers and catching up”.
Your book, ‘Vibe Coding’, says on its rear cover: “the days of coding by hand are over”. When did you decide this?
Steve: “It was a year ago [early 2025] and that wasn’t even my quote. It’s Dr. Erik Meijer, the inventor of many things in the programming world, and one of the most important compiler people in the world. He spent his life building technology for developers to be able to write code, and he’s saying developers aren’t going to write code anymore. That’s what caused Gene Kim (author of The Phoenix Project and former CTO of Tripwire) and I to both say that if someone this prolific in the tech world says ‘we’re done writing code’, then what does he see that we don’t?
He sees the curves; it’s that simple. It’s like exponential curves, they get real steep, real fast, and we’re heading into the steep part this year”.

One thing about being an engineer is that you can draw curves, but you never know when they end, or if they flatten. What makes you believe that this curve will continue? There’s also the question of how long they will scale for.
Steve: “The world is filled with unbelievers; people who think the S curve goes up and then flattens, and that we’re at the hump stage right now. They have thought that ever since GPT-3.5 came out. They’re like, ‘it’s not going to get any better’, but then GPT-4 comes out and they think that’s as good as it gets. Now Opus 4.5 is out and most people haven’t played with it, and don’t realize what’s there. But that thing is already two months old.
The half-life between models has gone from about four months at the beginning of last year to two months from Anthropic at the beginning of this year, and we’re going to see another model from them soon, which will be so much further up the curve that people will really freak out. All the bugs, all the mistakes they’re complaining about get fed right back in as training, so it doesn’t make them next time. This is what people aren’t understanding.
Also, time continues, and there’s this inevitable collision of curves: there will be societal upheaval. It’s already started and people are justifiably mad. And I’m mad too. I’m mad at Amazon for laying off 16,000 people and blaming AI without an AI strategy. Many of those people are not going to be able to find jobs, by and large, and they’re the first of many to come. Nobody has a plan for this”.

2. The “50% dial” and large cuts
Why do you think Amazon did those layoffs if they don’t have an AI strategy?
Steve: “People will hate me for saying this, and me saying it doesn’t make it true: it was true already.  Every company has a dial [of the percentage of staff they can lay off] that they turn from zero to a hundred. It just has a default setting of what percentage of your engineers you need to get rid of in order to pay for the rest of them to have AI – because they’re all starting to spend their own salaries on tokens.
And so, at least for a while, if you want engineers to be as productive as possible, you’re going to have to get rid of half of them to make the other half maximally productive. And as it happens, half your engineers don’t want to prompt anyway and are ready to quit.
So what’s happening is that everybody on average is setting that dial to about 50%, and we’re going to lose around half the engineers from big companies, which is scary”.
That would be more than during the Covid-19 pandemic and afterwards.
Steve: “It’s going to be way bigger. It’s going to be awful. But at the same time, something else is happening, which is that AI is enabling non-programmers to write code. It’s also enabling engineers who have seen the light and believe the curves are going to continue to go up to actually get together in groups and start to do things that rival the output of big companies that are tripping over themselves.
So, we’ve got this mad rush of innovation coming up, bottom up. And we’ve got knowledge workers being laid off by big companies because clearly big businesses are not the right size anymore.
Even Andy Jassy [Amazon’s CEO] is saying they’re going to do the same thing with fewer people. So, does this mean we’re going to have a million times more companies? Is there going to be a massive explosion of software, or are people going to get out of software altogether and do other stuff? I’m very curious about where all this goes”.
3. Eight levels of AI adoption
Elsewhere, you’ve said something that might trigger many people, that if you use an IDE today, then you’re a bad engineer.
Steve: “Well, you’ve got to be a little provocative! I’m not going to say you’re a bad engineer because I know some very good engineers – better than me – who are still at level one or two in my chart. But I feel sorry for people who are good engineers – or who used to be – and they use Cursor, ask it questions sometimes, review its code really carefully, and then check it in. And I’m like: ‘dude, you’re going to get fired [because you are not keeping up with modern tools] and you’re one of the best engineers I know!’”
Tell us about your chart and these eight levels.
Steve: “I drew it on a board in Australia for a big group of people to show what happens, as I saw them all as being at different phases. Some had their IDEs open, some had a big, wide coding agent, and others had a really narrow coding agent. I put them all on a spectrum just to show what’s going on. Here’s the levels:
	Level 1: no AI

	Level 2: Coding agent in your IDE, permissions turned on

	Level 3: Coding agent in IDE, “YOLO mode.” Your trust is going up.

	Level 4: you’re starting to not look at the diffs anymore, but at what the agent is doing. You’re not reviewing as much, you’re letting more of it through, and you’re really focused on the conversation with the agent.

	Level 5: your approach is: “I just want the agent and I’ll look at the code in my IDE later, but I’m not coding with my IDE”.

	Level 6: several agents. You’re bored because your agent’s busy and you want to do something, so you fire up another agent, then another. And you find yourself just multiplexing between them, and you can’t “leave” [you start to get addicted to using more agents.]

	Level 7: 10+ agents, managed by hand. This is where you typically say “oh gosh, I’ve made a mess! I accidentally texted the wrong agent and didn’t realize. How do I coordinate all these agents? What if Claude Code could run Claude Code?”

	Level 8: you build your own orchestrator to coordinate more agents”.



4. The Dracula effect: the drain of using AI
One thing you’ve mentioned is that AI can really “drain” people.
Steve: “There is something happening that we need to start talking about as a community. There’s a vampiric effect with AI, where it gets you excited and you work really hard, and you’re capturing a ton of value.
I find myself napping during the day, and I’m talking to friends at startups and they’re finding themselves napping during the day. We’re starting to get tired and cranky.
Companies are set up to extract value from you, and then pay you for it. The way all companies have always been set up is that they will give you more work until you break. People have to learn the art of pushing back. Let’s say an engineer can be a hundred times more productive, who gets to capture all that value? Well, if the engineer goes to work and works eight hours a day and produces a hundred times as much, the company captures all that value, and that is not a fair exchange.
There’s another group of people who are capturing all the value for themselves. They go in and work for 10 minutes a day and get a hundred times as much done, they don’t tell anyone, and they’ve captured all the value. And that’s not really ideal either, right?
I think that the answer is that each and every one of us has to learn how to say “no” real fast, and get real good at it.
I seriously think founders and company leaders and engineering leaders at all levels, all the way down to line managers, have to be aware of this and realize that you might only get three productive hours out of a person who’s vibe coding at max speed. But they’re still a hundred times as productive as they would be without AI. So, do you let them work for three hours a day? The answer is yes, or your company’s going to break [because people get burnt out]”.
5. Big companies are doomed – but don’t know it
With non-technical people getting into building software, could there be jobs for engineers to take over maintenance? For example, with websites you don’t need an engineer to build one because there’s Wix, WordPress, etc. But there are frontend engineers at big businesses where the website actually matters, and you want all these advanced bells and whistles. Could this be a thing with AI?
Steve: “There are going to be a lot of engineers doing software engineering, and I just think we’re all going to be doing it with AI. I think it’ll be quite some time before companies are comfortable trusting their code to be written and deployed by AI without any human involvement at all. The important point that the naysayers and the skeptics are missing is that AI is not coming to replace your job. It’s not a replacement function. It’s an augmentation function. It’s here to make you better at your job. And that’s not a bad thing, actually”.
Assuming AI makes engineers and teams more efficient, why don’t we see more and better software being produced? Could it be that engineering teams are focusing on building internal tools around AI, not products?
Steve: “I’ll turn it around and ask whether what we’re seeing is innovation dying at large companies? What if we are only going to see innovation in small places? This is kind of what happened when the cloud came out.
Also, look at Meta. It feels like the biggest company in the world right now, but back in the day it was one dude. When a new enabling platform technology substrate appears, you’re going to see innovation at the fringes because of the innovator’s dilemma [when successful companies fail by ignoring innovation elsewhere]. Big companies can’t innovate. They’re all running into this problem.
Big companies may have hyper-productive engineers who are producing at a very, very high rate, but the company itself can’t absorb that work. Downstream, they’re just hitting bottlenecks and these engineers are getting shut down and they’re quitting. So, I think what’s happening is that we’re all looking at big companies going, “When are you going to give us something?” And the answer is we’re looking at big, dead companies. We just don’t know they’re dead yet”.
6. Redundant values in the AI era
What are some beliefs from your earlier career which no longer apply because of AI?
Steve: “‘Engineers are special’. There’s one. Sure, we learned how to do something by hand that computers can do now. Kind of cool, I guess”.
But what about the “engineer mindset”? It’s not just coding that we do, right?
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    Based on Wikipedia: Claude (language model)

In February 2026, Anthropic made a decision that sent ripples through the federal contracting world: they refused to remove contractual prohibitions on mass domestic surveillance and fully autonomous weapons. The result was swift and dramatic—the U.S. government began phasing out its use of Claude, the AI assistant the company had spent years building. It was a moment of quiet defiance that revealed just how deeply the values embedded in these systems had become part of their identity.

That decision trace back to what made Claude distinctive from the beginning. When Anthropic released the first version in 2023, they gave it a name loaded with meaning: Claude, a tribute to Claude Shannon, the mathematician who laid the foundations of information theory in the 1940s and 1950s. But the name also served as something else—a friendly, male-gendered counterpart to assistants like Alexa and Siri, a deliberate attempt to create an AI that felt approachable rather than mechanical.

The philosophy behind Claude runs deeper than most users realize. Anthropic developed a training technique they call Constitutional AI, which represents a fundamental shift in how these systems learn ethical behavior. Rather than relying on extensive human feedback—which is expensive, time-consuming, and often inconsistent—the company built an approach that trains AI to be both harmless and helpful through self-governance. The "constitution" isn't some hidden internal process: it's a set of principles written in human-understandable language, roughly 23,000 words by 2026, that the model uses to adjust its responses to comply with clearly stated ethical guidelines.

The first constitution appeared in 2022. By 2023, it listed 75 specific guidelines for how Claude should behave. The most recent update, released in 2026, drew heavily from the 1948 UN Universal Declaration of Human Rights—a deliberate attempt to root the AI's ethics in internationally recognized human rights principles. The philosopher Amanda Askell served as lead author, working with a team that included Joe Carlsmith, Chris Olah, Jared Kaplan, and Holden Karnofsky. All of this was released under Creative Commons CC0, meaning anyone could use, modify, or redistribute it.

The method itself, detailed in the 2022 paper "Constitutional AI: Harmlessness from AI Feedback," works through two distinct phases. First, during supervised learning, Claude generates responses to prompts, then self-critiques those responses against its guiding principles—its "constitution"—and revises them accordingly. Those revised responses become training data. Then comes reinforcement learning from AI feedback, where an AI compares new responses for compliance with the constitution, creating a dataset that trains a preference model. This is essentially what makes Claude different: it's similar to RLHF but uses AI-generated comparisons instead of human ones to train how the system evaluates quality.

What does this mean in practice? By 2025 and 2026, Claude had evolved far beyond simple text generation. The web search feature—added starting with paying U.S. users in March 2025, then free users in May 2025—lets ClaudeBot search the internet. It respects a website's robots.txt file, though it faced criticism from iFixit in 2024 for placing excessive load on their site before they added their own robots.txt protection.

The subscription tiers reveal a company scaling rapidly. Anthropic began offering consumer subscriptions in September 2023 with Claude Pro at $20 per month (later available at $200 annually), giving users five times more usage and early access to features. By March 2026, the plan offered extended access to Projects, exclusive features like Claude Code and Claude in Chrome. Enterprise options arrived in May 2024: Claude Team started at $30 per user per month with a minimum of five users, receiving significantly more chats than Pro or free tiers. They later updated pricing to start at $20 per user for both Claude Team and the new Claude Enterprise, which allowed businesses to pool usage among users and pay API-pricing for tokens.

Claude Max arrived in April 2025 as a higher tier subscription offering more usage and early features: either a 5x option at $100 monthly or a 20x option at $200 monthly, with corresponding increases to usage limits.

Perhaps most significant were the feature releases that transformed Claude from a chatbot into something closer to an autonomous assistant. Projects launched in June 2024 for paying users—allowing users to start multiple chats with shared context between both chats and uploaded files within a project—became available to free users by February 2026. Enterprise customers could share and collaborate on projects with multiple users.

Then came the computer use feature in October 2024, which allowed Claude to attempt to navigate computers by interpreting screen content and simulating keyboard and mouse input. This was a leap toward what researchers had dreamed about for decades: AI that could actually interact with interfaces rather than just generating text.

Claude Code arrived as a command-line interface running on a user's computer, connecting to Claude instances hosted on Anthropic's servers via API. It allowed the system to run commands, read files, write files, and interact with text. The behavior was configured via markdown documents like CLAUDE.md, AGENTS.md, SKILL.md on the user's machine. Released in February 2025 as an agentic command line tool enabling developers to delegate coding tasks directly from their terminal, it was initially for preview testing before becoming generally available in May 2025 alongside Claude 4.

The impact was immediate. By enterprise adoption metrics, Anthropic reported a 5.5x increase in Claude Code revenue by July 2025. It went viral during the winter holidays when people had time to experiment with it—including many non-programmers who used it for what they called "vibe coding," essentially using AI assistance without deep technical knowledge.

By August 2025, Anthropic released Claude for Chrome, a Google Chrome extension allowing Claude Code to directly control the browser. That same month, they revealed that a threat actor called "GTG-2002" had used Claude Code to attack at least 17 organizations. Then in November 2025, Anthropic announced it had discovered in September that the same threat actor had used Claude Code to automate 80-90% of its espionage cyberattacks against 30 organizations.

All accounts related to those attacks were banned, and Anthropic notified law enforcement and those affected. Despite this controversy, Claude Code was being used by employees at Microsoft, Google, and OpenAI—including the ironic twist that in August 2025, Anthropic revoked OpenAI's access to Claude, calling it "a direct violation of our terms of service."

By early 2026, Claude had become widely considered the best AI coding assistant when paired with Opus 4.5—though GPT-5.2 showed significant improvement as well. The models came in three sizes: Haiku (smallest and cheapest), Sonnet, and Opus (largest and most expensive).

The February 2026 decision to refuse removing those surveillance prohibitions wasn't an accident or a sudden change of heart—it was the logical conclusion of everything Anthropic had built since day one. The company made its philosophical commitments explicit in that constitution: principles like refraining from assisting in undermining democracy, a commitment to human rights, and ethical guidelines baked into how the model learns.

The result? A system powerful enough that federal agencies wanted to use it—and principled enough that when asked to enable mass surveillance, it said no. That tension—between capability and ethics—defines what makes Claude unique in the AI landscape.
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The Machines That Learned to Speak


In November 2022, something remarkable happened. A chatbot called ChatGPT was released to the public, and within five days, over a million people had tried it. By January, that number had grown to a hundred million. People were using it to write poetry, debug code, draft emails, and have conversations that felt eerily human. The technology behind it—a large language model, or LLM—had been brewing in research labs for years. But suddenly, it was everywhere.


What exactly is a large language model? At its core, it's a prediction machine. You give it some text, and it guesses what comes next. That's it. That's the whole trick.


But this simple trick, scaled up to an almost incomprehensible degree, produces something that looks a lot like understanding.


The Scale of the Thing


When we say "large," we mean staggeringly, almost absurdly large. These models contain billions—sometimes trillions—of numerical values called parameters. Each parameter is a tiny dial that's been adjusted during training to help the model make better predictions. The original GPT, released in 2018, had 117 million parameters. That seems quaint now. Modern models have parameter counts in the hundreds of billions.


To put this in perspective: training GPT-2, a model with 1.5 billion parameters, cost around fifty thousand dollars back in 2019. By 2022, training PaLM, a model with 540 billion parameters, cost eight million dollars. The Megatron-Turing model cost eleven million. These are not hobby projects. They require vast data centers filled with specialized chips, consuming enough electricity to power small towns.


And the data they consume during training is equally vast. We're talking about significant fractions of the entire written internet—billions of web pages, books, articles, code repositories, and conversations. The models learn by reading more text than any human could encounter in thousands of lifetimes.


From Counting Words to Understanding Meaning


The story of how we got here stretches back decades. The earliest language models were statistical, counting how often certain words appeared near other words. In the 1990s, IBM researchers pioneered techniques for machine translation by aligning words across languages—finding, for instance, that "maison" in French usually corresponded to "house" in English.


By the early 2000s, researchers were building n-gram models. The name sounds technical, but the concept is simple. An n-gram is just a sequence of n words. A bigram model predicts the next word based on the previous word. A trigram model looks at the previous two words. These models were trained on hundreds of millions of words and could capture basic patterns in language.


But n-gram models had a fundamental limitation: they couldn't see far. They treated language as a series of local patterns, missing the long-range connections that give sentences meaning. Consider the sentence "The trophy wouldn't fit in the suitcase because it was too big." Understanding that "it" refers to the trophy requires connecting words across several positions in the sentence. N-gram models couldn't do this well.


Neural networks offered a different approach. Instead of counting word frequencies, they learned to represent words as lists of numbers—vectors in a high-dimensional space. Words with similar meanings ended up close together in this space. The word "king" might be near "queen" and "emperor," while "banana" would be off in an entirely different region.


In 2013, a technique called Word2Vec made this idea practical. It could learn these vector representations—called embeddings—from raw text, without any human labeling. And these embeddings captured surprisingly subtle relationships. The famous example: if you took the vector for "king," subtracted "man," and added "woman," you'd get something very close to "queen." The model had learned something about gender and royalty purely from reading text.


The Transformer Revolution


But the real breakthrough came in 2017, at a machine learning conference called NeurIPS. A team of Google researchers presented a paper with a provocative title: "Attention Is All You Need."


They introduced an architecture called the transformer. And it changed everything.


Previous neural network approaches to language used recurrent networks—architectures that processed words one at a time, in sequence, passing information forward step by step like a bucket brigade. This worked, but it was slow and struggled with long documents. Information from the beginning of a text would fade by the time the network reached the end.


Transformers took a radically different approach. Instead of processing words sequentially, they processed them all at once, in parallel. And they used a mechanism called attention to determine which words should influence which other words, regardless of their distance in the text.


Think of attention like this: when reading "The trophy wouldn't fit in the suitcase because it was too big," the model can directly connect "it" to "trophy" in a single step. It doesn't have to pass information through all the intermediate words. Every word can attend to every other word, creating a web of connections.


This parallel processing had another crucial advantage: it was fast. Neural networks run on specialized hardware called graphics processing units, or GPUs, which excel at doing many calculations simultaneously. Recurrent networks couldn't fully exploit this capability because they had to process words in order. Transformers could.


The combination of attention and parallelism meant transformers could be trained on far more data, far more efficiently, than any previous architecture. And as researchers would soon discover, scaling up transformers led to unexpected capabilities.


BERT and GPT: Two Paths Forward


The transformer paper was published, but it took a little while for its implications to sink in. Then in 2018, two major models emerged that would define the field for years to come.


The first was BERT, from Google. The name stands for Bidirectional Encoder Representations from Transformers, but the important word is "bidirectional." BERT could look at text in both directions simultaneously—reading both what came before and what came after any given word. This made it excellent at understanding context.


BERT was trained with a clever trick called masking. Random words in the training text were replaced with a special blank token, and the model had to guess what the original word was. It's like a fill-in-the-blank exercise, repeated billions of times across the internet's worth of text. This forced the model to learn deep patterns about how language works.


The second major model was GPT, from OpenAI. The name stands for Generative Pre-trained Transformer, and it took a different approach. Instead of filling in blanks, GPT was trained to predict the next word in a sequence. Given "The cat sat on the," it would predict "mat" or "floor" or "sofa."


This might seem like a simpler task, but it had a crucial advantage: it could generate text. BERT was primarily for understanding—analyzing text that already existed. GPT could create new text, word by word, by repeatedly predicting what came next.


For a while, BERT dominated academic research. It became, in the technical jargon, "ubiquitous." But by 2023, the tide had turned. GPT-style models were getting better at understanding tasks too, and their ability to generate fluent text made them more versatile. BERT's star began to fade.


The GPT Lineage


The first GPT, in 2018, was impressive but limited. GPT-2, released in 2019, caused a stir for an unusual reason: OpenAI initially refused to release it fully, claiming it was "too dangerous." The concern was that it could be used to generate convincing disinformation at scale. Critics accused OpenAI of theatrical fearmongering. Defenders said they were being appropriately cautious. Either way, the drama generated enormous publicity.


GPT-3, in 2020, was substantially larger and more capable. OpenAI made it available only through a paid application programming interface, or API—essentially renting access to the model rather than letting people download and run it themselves. This established a business model that many other AI companies would follow.


GPT-3 demonstrated something researchers called "few-shot learning." You could give it a handful of examples of a task—say, translating English to French—and it would figure out the pattern and apply it to new inputs. It hadn't been explicitly trained to translate, but it could do it anyway. This was a glimpse of something new: a general-purpose tool that could adapt to specific tasks on the fly.


Then came ChatGPT in late 2022, and the world changed.


Teaching Machines to Be Helpful


ChatGPT wasn't just a bigger GPT-3. It had been fine-tuned using a technique called reinforcement learning from human feedback, or RLHF.


Here's the challenge with raw language models: they're trained to predict text, not to be helpful. The internet contains all kinds of content—helpful and harmful, truthful and false, kind and cruel. A model trained on all of it will reflect all of it.


RLHF addresses this through a two-step process. First, humans rate model outputs. Given a prompt like "Explain quantum physics," they compare different responses and indicate which is better—clearer, more accurate, more helpful. These ratings are used to train a "reward model" that can predict human preferences.


Then the language model is fine-tuned to maximize this reward. It learns that humans prefer responses that are truthful, helpful, and harmless. Over time, it gets better at providing them.


There's something philosophically interesting happening here. The base model learns by predicting text. The fine-tuned model learns by predicting what humans will approve of. It's like the difference between knowing what people typically say and knowing what people want to hear. The fine-tuned model still doesn't understand anything in the human sense—it's still predicting tokens—but it's optimizing for a different target.


OpenAI called an earlier version of this process InstructGPT. The idea was to make models that follow instructions—that do what you ask rather than just completing your sentences. When you type "Write a poem about autumn," you want the model to write a poem, not to continue "...leaves falling gently" as if you'd started writing the poem yourself.


How Text Becomes Numbers


Language models work with numbers, not letters. Before any processing happens, text must be converted into a numerical form. This conversion is called tokenization, and it's more subtle than you might expect.


The naive approach would be to assign a number to each word. "The" is 1, "cat" is 2, "sat" is 3, and so on. But this creates problems. What about words the model has never seen before? What about misspellings? What about languages that don't separate words with spaces?


Modern tokenizers use a clever compromise. They break text into subword units—pieces that are smaller than words but larger than individual letters. A common word like "the" gets its own token. An uncommon word like "tokenization" might be split into "token" and "ization." A very rare word might be broken into even smaller pieces.


The most common approach is called byte-pair encoding, or BPE. It works by iteratively finding the most frequent pairs of characters and merging them. Start with individual letters. If "t" and "h" appear together very often, merge them into "th." If "th" and "e" appear together often, merge them into "the." Keep going until you have a vocabulary of a desired size—typically tens of thousands of tokens.


This means that on average, one token represents about three-quarters of a word, or roughly four characters. But this average hides significant variation. For English text, which most tokenizers are optimized for, the encoding is efficient. For other languages, it can be surprisingly inefficient. A single word in Shan, a language from Myanmar, might require fifteen times more tokens than an English word of similar meaning. Even major languages like Portuguese and German pay a premium of about fifty percent compared to English.


This has real consequences. Language models have limited context windows—the amount of text they can consider at once. If your language requires more tokens to express the same ideas, you can fit less content into that window.


The Context Window


Speaking of context windows: they've grown enormously. The original GPT-2 could only handle about a thousand tokens—maybe 750 words. That's a few paragraphs. Anything outside that window was invisible to the model.


By early 2024, Google's Gemini 1.5 could handle a million tokens. That's roughly 750,000 words—several thick novels, or a substantial fraction of a company's entire documentation.


This expansion matters because context is everything. A question like "What did John say about the proposal?" is unanswerable without knowing who John is, what the proposal contains, and what conversation is being referenced. Earlier models with small context windows needed careful prompting—you had to fit the relevant information into a tight space. Larger context windows let you be more natural, more comprehensive.


But context windows have technical costs. The attention mechanism that makes transformers powerful also makes them expensive. Every token can attend to every other token, which means the computational cost grows with the square of the sequence length. Double the context window, and you quadruple the computation needed. Various clever techniques have been developed to mitigate this, but it remains a fundamental constraint.


The Data Question


Training a large language model requires vast quantities of text. Where does it come from?


The short answer: everywhere. The web is the primary source—billions of pages crawled and processed. But also books, Wikipedia, scientific papers, code repositories, social media posts, and forum discussions. Some training sets include licensed content. Others rely on fair use arguments of questionable strength. The legal landscape is still being fought over in courts around the world.


But raw data isn't enough. It has to be cleaned. The internet contains plenty of low-quality text—spam, duplicates, toxic content, and simple garbage. Including this in training data can degrade model performance or, worse, cause the model to reproduce harmful content.


Cleaning is an art as much as a science. You want to remove obvious junk while preserving legitimate variation. Remove too aggressively, and you lose the model's ability to handle informal speech. Remove too cautiously, and you poison the well.


A strange new challenge has emerged: as language models become more prevalent, more and more text on the internet is itself generated by language models. There's evidence that training on this synthetic text degrades performance—the model learns its own flaws and amplifies them. Future training datasets may need to filter out AI-generated content, which is ironic given how hard it is to reliably detect.


Some researchers are exploring deliberately synthetic training data. Microsoft's Phi series of models is trained largely on "textbook-like" content generated by another model. The idea is to create cleaner, more structured training material than the messy web provides. Early results are promising, but the approach raises questions about diversity and coverage.


Beyond Text


Since 2023, the "language" in large language model has become something of a misnomer. Many of these systems now process images, audio, and even three-dimensional meshes alongside text. They're sometimes called large multimodal models, or LMMs, to acknowledge this expansion.


This multimodality works in both directions. You can give the model an image and ask it to describe what's in it. You can also describe what you want and have the model generate an image. The same architecture that predicts the next word in a sentence can, with appropriate training, predict the next pixel in an image or the next frame in a video.


GPT-4, released in 2023, was celebrated partly for this capability. You could show it a photograph of a handwritten math problem, and it could solve it. You could sketch a rough interface design on paper, take a picture, and ask it to generate the corresponding code. The boundaries between modalities were dissolving.


Open Versus Closed


A significant tension in the field is between open and closed models. OpenAI, despite its name, doesn't release the weights—the numerical parameters—of its most capable models. You can use GPT-4 through their API, but you can't download it and run it yourself. You certainly can't modify it or inspect how it works internally.


Other organizations have taken different approaches. Meta released LLaMA, a family of capable models, with weights available for research purposes. Mistral AI released models under the permissive Apache license, allowing essentially any use. In January 2025, the Chinese company DeepSeek released DeepSeek R1, a 671-billion-parameter model that performs comparably to OpenAI's best, available for anyone to download and run.


The arguments for closed models typically involve safety and commercial viability. If anyone can run a powerful model locally, there's no way to prevent misuse. And if the model can't be monetized, who will fund the billion-dollar training runs?


The arguments for open models emphasize transparency, scientific progress, and democratic access. When models are closed, we can't verify claims about their capabilities or safety. Independent researchers can't build on them. Only well-funded organizations can participate in advancing the field.


Research suggests that openness brings real benefits. Community contributions to open models measurably improve their efficiency and performance. Collaborative platforms like Hugging Face have enabled thousands of researchers to participate in model development. The field advances faster when more people can experiment.


Mixture of Experts


As models grew larger, a practical problem emerged. A model with hundreds of billions of parameters requires enormous computing power to run. Even just loading it into memory can exceed what typical hardware can handle. Every user query would consume tremendous resources.


Mixture of experts, or MoE, offers a partial solution. Instead of one giant model, you have many smaller "expert" models, each specialized for different kinds of inputs. A gating mechanism—a small network—decides which expert should handle each input. For any given query, only a fraction of the total parameters are actually used.


The approach was introduced by Google researchers in 2017 and has become increasingly important as models have scaled. Mixtral, from Mistral AI, is a prominent example. It has the effective intelligence of a very large model but runs with the efficiency of a much smaller one, because most of its parameters are dormant for any given input.


Making Models Smaller


Another approach to efficiency is quantization. Language models are typically trained using high-precision numbers—specifically, sixteen-bit floating point values. Each parameter occupies two bytes, so a model with a hundred billion parameters needs two hundred gigabytes just for storage. That exceeds the memory of most consumer devices.


Quantization reduces this precision after training. Instead of sixteen bits per parameter, you might use eight, or four, or even fewer. The model becomes less precise, but also much smaller and faster. The quality loss is often acceptable—sometimes barely noticeable.


This has enabled language models to run on surprising hardware. Quantized versions of LLaMA can run on high-end smartphones. Models that once required data centers can now run on gaming laptops. The democratization of access extends beyond open weights to practical accessibility.


Reasoning Models


In 2024, OpenAI released something different: a model called o1 that reasons. When given a complex problem, instead of immediately producing an answer, it generates a long chain of reasoning—considering the problem from multiple angles, checking its work, exploring alternatives—before delivering a final response.


This sounds like what humans do when thinking carefully, and it produces notably better results on complex tasks. Math problems, logical puzzles, and multi-step analyses all improve substantially when the model "thinks out loud" before answering.


DeepSeek's R1 model, released in early 2025, takes a similar approach. What's remarkable is that it achieves comparable performance to o1 while being open-weight and significantly cheaper to use. The reasoning approach doesn't require proprietary secrets—it's a technique that open models can adopt.


The Benchmark Problem


How do you know if one model is better than another? The field has developed extensive benchmark tests—standardized evaluations measuring everything from basic language understanding to complex reasoning.


But benchmarks have problems. Teams optimize their models to perform well on widely-used benchmarks, a practice sometimes called "teaching to the test." Performance on the benchmark improves faster than genuine capability. Models might learn shortcuts that work for the test but fail in real-world applications.


The phenomenon is sometimes called Goodhart's Law: when a measure becomes a target, it ceases to be a good measure. Original benchmarks that seemed challenging become saturated as models learn to ace them. New benchmarks must constantly be developed, staying one step ahead of optimization.


This creates uncertainty about claims of improvement. When a new model beats the old model on standard benchmarks, is it genuinely more capable? Or has it just been better optimized for those particular tests?


Emergent Capabilities


One of the most intriguing aspects of large language models is the emergence of capabilities that weren't explicitly trained. A model trained purely to predict the next word somehow learns to do arithmetic, to translate between languages, to write code, to answer questions about the world.


Some of these capabilities appear suddenly as models scale up. A smaller model might be unable to do a task at all, or do it randomly. Then, past some threshold of size or training data, performance jumps dramatically. It's as if the model crossed some invisible boundary into a new regime of capability.


Researchers debate whether this emergence is real or an artifact of how we measure. Perhaps the capabilities are building gradually, but our binary success/failure metrics only notice once they cross a threshold. Perhaps it's a matter of the right prompting techniques being discovered. The debate continues.


What's clear is that we don't fully understand why these models work as well as they do. We know the architecture, we know the training procedure, but the connection between billions of adjusted parameters and coherent reasoning remains mysterious. They're empirical objects as much as engineered systems—we observe what they do and try to infer why.


Where This Goes


Large language models have moved from research curiosity to infrastructure in just a few years. They're embedded in search engines, writing assistants, customer service systems, and coding tools. They're being used to summarize legal documents, draft marketing copy, tutor students, and assist with scientific research.


But fundamental questions remain open. How should these systems be governed? Who's responsible when they make mistakes? How do we ensure they benefit society broadly rather than concentrating power? What happens to professions built on the skills these models now partially replicate?


The technology itself continues to evolve rapidly. Context windows are growing. Multimodal capabilities are expanding. Reasoning abilities are improving. Costs are dropping. What was impossible becomes possible, what was expensive becomes cheap, in months rather than years.


We are, in a very real sense, teaching machines to speak. Not speak in the sense of consciousness or understanding—that debate is for philosophers—but speak in the practical sense of producing and comprehending human language at scale. The implications of that capability are still unfolding.
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Note: This post is an exploration around a SemiAnalysis article on water use. I discuss tradeoffs I feel are not discussed in the original post. It’s not meant to minimize their work in the semiconductor space. I am a regular reader, and appreciate all the content they put out.


The “water footprint” of AI datacenters has become a hotly debated topic. The most widely cited study on the issue is a paper titled “Making AI less thirsty: uncovering and addressing the secret water footprint of AI models“ by UC Riverside and UT Arlington researchers, set the stage by stating that GPT-3 needs to “drink” a 500 ml bottle of water for roughly 10–50 medium-length responses.
This debate reached a boiling point with the widely-reported controversy surrounding Google’s datacenter in The Dalles, Oregon, where the company initially refused to disclose its water consumption, claiming it was a trade secret. Subsequent legal battles eventually revealed Google was using a quarter of all the water in the entire city. The most striking development is The Dalles’ recent attempt to expand its water reservoir by pulling from the Mount Hood National Forest, an action that drew immediate concern from environmental groups.

In this post, we take a closer look at the SemiAnalysis article that promises I can use “Grok for 668 years, 30 times a day, every single day” for the water footprint of eating a single burger. I know I’ll still take the burger, but there are some important consequences of comparing datacenters to beef that we should talk about. I recommend you read the original article first.
We’ll explore how water use and carbon footprint are finely intertwined, and how datacenter design choices affect both. Not all infrastructure buildouts are reducible to burger metrics.
The Tokens-per-Burger Comparison
A SemiAnalysis post titled “From Tokens to Burgers: A Water Footprint Face-off,” states that a datacenter like xAI’s Colossus 2 consumed the same amount of water as 2.5 In-and-Out burger restaurants, a popular fast food chain in California. David Sacks identified it as a “narrative violation” - a series of tweets he puts out whenever there is something contrary to popular opinion. Although there is nothing wrong in flagging contrarian takes like Sacks did, it captures the attention of millions and unintentionally provides a means for policy makers to unknowingly understate the importance of water use in AI datacenters.

The dissonance in the water commentary is stark. If water in datacenters is a non-issue, then why tap into national forest reserves? This begs the question: Is xAI’s Colossus 2 somehow different from Google’s Oregon datacenter? More generally, how do datacenter design choices affect water use?
First, it is important to understand that water usage comes from three places:
	To cool the chips in the datacenter

	To generate power to power the datacenter

	To make the chips that go in the datacenter


We’ll leave #3 out of it because it applies to the whole semiconductor industry. Let’s just focus on #1 and #2.
Google’s Oregon datacenter water usage comes from the use of evaporative cooling to cool their chips (high water usage), while their power source uses hydroelectric power from the grid via the Columbia River dams. Hydroelectric power itself does not consume water if it is running water, but evaporation from dams is a major problem and puts water consumption for unit energy produced as energy at >10,000 gal/MWh.
xAI’s datacenter uses more modern dry or adiabatic cooling methods that require much less water, and on-site aeroderivative turbines for on-site power generation that require zero water. SemiAnalysis states in their article:
In the case of Colossus 2, the datacenter currently uses aeroderivative simple-cycle turbines from Solar Turbines with no steam or combined cycle, which means no water is consumed during the power generation process. The water profile could change if future CCGT turbines are included, but for now let’s keep the current layout.

They do acknowledge that other turbine choices could affect water profile, but don’t say how. Just looking at the sources of water use for two datacenters shows vastly different usage patterns. Inherent in the discussion is the tradeoffs between carbon and water footprints based on the technologies used, which we will revisit at different points in this article.
Therefore, we must not extend the “2.5 in-and-out restaurants” metric to every possible datacenter that can ever be built now or in the future. The burger joint ratio may be true in the short term, but in the long run, the conclusions might be entirely different. Google vs. xAI was just an example of two datacenters with different water profiles.
Carbon vs Water Tradeoff in Power Generation
To understand why water is so intertwined with power generation, we need a quick thermodynamics primer. There are two thermodynamic cycles that matter here: the Brayton cycle and the Rankine cycle.
Rankine Cycle
The Rankine cycle is the workhorse of large-scale power generation. Heat from burning coal or from nuclear fission boils water into steam, that steam drives a turbine, and the turbine generates electricity. The conversion is: thermal → mechanical → electrical. Coal and nuclear plants run on the Rankine cycle, and they are water hungry because steam is the working fluid. Nuclear reactors are actually more “thirsty” than coal plants due to their lower thermal efficiencies, primarily stemming from lower reactor temperatures used for the safety of reactor walls.

Brayton Cycle
The Brayton cycle works differently. Air is compressed, fuel is burned in it, and the hot expanding gas drives a turbine directly. No steam is used and hence no water is needed. This is what aeroderivative simple-cycle turbines use for behind-the-meter power at datacenters (more on this in the next section).

Natural gas is the one fuel source that can use both cycles.
	In a simple-cycle configuration (Brayton only), natural gas is burned to spin a turbine and generate electricity.

	Combined-Cycle Gas Turbines (CCGTs) use the Brayton cycle to burn gas, drive turbines and generate electricity. But they also capture the hot exhaust and feed it into a heat recovery steam generator to drive a second steam turbine (Rankine cycle) on top of the first.


This is how CCGTs hit ~60% efficiency compared to ~35-40% for simple-cycle, but the steam side needs water for cooling. CCGT water consumption is typically 400-1,200 gallons/MWh. Most grid-scale natural gas plants today are CCGTs because the efficiency gains justify the water and infrastructure costs.
Electrical Grid Bottlenecks and Behind-the-Meter Power
The fundamental problem is that the grid can’t keep up. Between power plant buildouts and interconnection infrastructure (transformers, transmission lines, substations), wait times range from 4 to 12 years. Datacenters don’t have that kind of time because billions in invested infrastructure needs to generate revenue quickly.
The solution is to generate “behind-the-meter” (BTM) power on-premises to power the datacenter. Since datacenters are not always located near large bodies of water, there are essentially three ways to generate electricity without massive water use:
	Using natural gas to power jet engines and produce electricity → aeroderivative simple-cycle turbines using the Brayton cycle

	Use electrochemical reactions to convert natural gas into electricity → solid oxide fuel cells

	Use massive solar panel arrays and energy storage systems to power datacenters.


We will discuss methods 1 and 2 in moderate detail because the common factor between both is that they produce CO2 in the process of power generation. These methods are far from the carbon neutrality datacenters hope to achieve in the coming years. Method 3 using solar power deserves its own article, and is out of scope in this post.
Simple Cycle Turbines
Aeroderivative simple-cycle turbines from GE Vernova, Solar Turbines or Boom, produce electricity by burning natural gas to drive turbines. They’re called “simple-cycle” because there is no intermediate steam cycle (Brayton only). Although they do not consume water, they are less efficient compared to CCGTs used in utility power plants. Their low water use comes at the cost of a higher carbon footprint, a tradeoff not addressed in the SemiAnalysis article. The burning of natural gas produces prodigious amounts of nitrogen oxides (NOx) that have an immediate impact on the local environment.
What happened in xAI’s Colossus 1 in Memphis is a cautionary tale. The company deployed 35 gas turbines on-site to power its GPU cluster before a grid connection was available, and local residents quickly raised alarms about the stench and air quality. The Southern Environmental Law Center argued the turbines violated the Clean Air Act even if the methods were implemented to reduce oxide pollutants. These methods are:
	Dry Low Exhaust/NOx (DLE/N): This technology uses a pre-mixed ratio of largely air with a little fuel mixed in to lower combustion temperatures. This makes it difficult to run the turbines at partial load, and if the fuel ratio drops below threshold, the flame goes out (called Lean BlowOut, or LBO) and electricity generation stops. Although companies have engineered this into their turbine pretty well, it does not prevent the emission of other pollutants such as benzene.

	Water Injection: Another way to reduce the flame temperature in the turbine is to inject demineralized water into it. Thus, simple-cycle turbines can also consume water at the rate of 25-50 gal/min per turbine. 20 turbines (each with 52-58 MW capacity like GE LM6000 PF+ turbines) used to power a GW datacenter can consume 1 million gallons of water per day just to reduce emissions – a carbon vs. water footprint tradeoff.


The Colossus 1 datacenter did not use water injection because it was built in record time, and setting up water treatment infrastructure would have delayed the project. Once a new 150 MW substation from Memphis Light, Gas and Water came online, xAI began removing the turbines since they were no longer needed as the primary power source. About half remain to power Phase 2 GPUs until a second substation is completed, at which point the remaining turbines get relegated to backup duty.
xAI’s Colossus 1 datacenter is a case study on how energy infrastructure can be quickly deployed with immediate short term environmental impact. In the long term, it will always make sense to switch over to grid infrastructure when it becomes available. Based on how grid power is generated, Colossus 1 now has a water footprint it did not have earlier when it only used aeroderivative turbines.
Solid Oxide Fuel Cells
Solid Oxide Fuel Cells (SOFCs) use a solid oxide electrolyte to convert natural gas into electricity through an electrochemical reaction and not via combustion, and virtually eliminate NOx pollutants. They have higher electrical efficiency (>50%) compared to aeroderivative turbines (35-40%), require no water for power generation, and can be deployed much quicker than turbines.
SOFCs are also very energy dense and can fit a large amount of energy into a small physical footprint. Bloom Energy - a predominant player - markets their “100 MW per acre” configuration by vertically stacking power sources, which offers about a 2x density advantage over turbines and a 100x advantage over solar panels.
We’ll get into Bloom Energy another time; they are a promising company and are well positioned to power the massive AI infrastructure spend that hyperscalers have committed to in 2026. SOFCs are >2x more expensive on a capex basis compared to aeroderivative turbines, but the simplicity in permitting and lower land use makes them attractive.
Natural Gas Bottlenecks
BTM power generation technologies deployed on-site are intended to be a bridge between the present and the future date of interconnection to the grid. Aeroderivative turbines and SOFCs will live on as backup energy sources, or to provide power boosts if the grid is unable to supply sufficient power. They will not work as long term power sources for datacenters for one simple reason: availability of natural gas.
If dozens of GW-class datacenters all use natural gas on-premises to power their infrastructure, the next big bottleneck on the horizon will be natural gas pipelines. Building gas pipelines is as difficult as building electrical interconnection infrastructure and can take years from start to finish. Pipeline ruptures are usually single points of failure while electrical grids have built-in redundancy. BTM power plants only shift the electrical infrastructure bottleneck to gas infrastructure.
Nuclear Inevitability
This brings us to the only, inevitable1 option for large-scale, zero-emission power: nuclear energy, assuming that electrical grid infrastructure will eventually be built out to support all planned datacenters. Nuclear power plants are the ultimate choice for datacenter power for a several reasons:
	It is a carbon-free power source because it relies on fission, not on fossil fuels to drive CCGTs.

	It provides a 90%+ capacity factor – a metric that quantifies how much energy is produced compared to the maximum possible energy. In comparison natural gas is 50-60%, and renewable energy sources are <40%.

	They can run 24/7 unlike renewable energy sources that only generate power between 6-9 hours a day, and then need expensive storage systems to hold that power

	They have a minimal land footprint, significantly lower than the other carbon-free renewable energy sources.

	A small amount of Uranium can produce a lot of energy. There are no real supply chain concerns.


Despite all these benefits, nuclear power uses more water than coal power at ~670 gallons/MWh. Most pictures of nuclear power plants always have steam coming out of the cooling towers for good reason.
With BTM gas-powered power plants, we might only consume “2.5 in-and-out restaurants” worth of water today. But this is merely temporary, and we must be cautious to not dismiss the requirements of water in datacenter power generation in the long run. To power a GW-class datacenter like Colossus with nuclear power, it takes 0.67 million gallons of water per hour, or 16 million gallons per day – which is 16 times higher than SemiAnalysis’ estimate. There is the other issue that AI datacenter water consumption is highly localized, while beef production is much more spread out.
Nuclear power is still highly sought after to power datacenters. BTM power generation can be based on nuclear power if a datacenter is built on the same campus as a nuclear power plant. This bypasses the need for grid infrastructure, while still having all the benefits of nuclear power - a win-win situation. This is exactly why AWS purchased the Cumulus data center campus from Talen Energy next to a nuclear power station in 2024, for $650 million.

The end-game of nuclear energy is the use of Small Modular Reactors (SMRs) to power datacenters: Nuclear BTM power. These small nuclear power plants can be located close to datacenters, greatly minimizing losses in power transmission while not having to wait for interconnection grids. They’ll still use water, but they can be “right-sized” based on local water supply infrastructure and power needs. Companies like Kairos Power have signed a multi-plant agreement with Google to deliver clean, nuclear power by 2035. X-energy and Nu-scale are other companies to watch out for in the nuclear energy space. These technologies are like Iron Man’s Arc Reactor powering his suit. It’s just that we need these for AI datacenters.

What do you think of the water usage in datacenters? Leave a comment below.
1	Solar power is promising no doubt, and not to be ruled out as an alternative to nuclear energy.
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  Your free ticket to Monster SCALE Summit is waiting — 50+ engineering talks on data-intensive applications (Sponsored)

Monster SCALE Summit is a virtual conference all about extreme-scale engineering and data-intensive applications. Engineers from Discord, Disney, LinkedIn, Uber, Pinterest, Rivian, ClickHouse, Redis, MongoDB, ScyllaDB + more will be sharing 50+ talks on topics like:
	Distributed databases

	Streaming and real-time processing

	Intriguing system designs

	Approaches to a massive scaling challenge

	Methods for balancing latency/concurrency/throughput

	Infrastructure built for unprecedented demands.


Don’t miss this chance to connect with 20K of your peers designing, implementing, and optimizing data-intensive applications – for free, from anywhere.


LinkedIn serves hundreds of millions of members worldwide, delivering fast experiences whether someone is loading their feed or sending a message. Behind the scenes, this seamless experience depends on thousands of software services working together. Service Discovery is the infrastructure system that makes this coordination possible.
Consider a modern application at scale. Instead of building one massive program, LinkedIn breaks functionality into tens of thousands of microservices. Each microservice handles a specific task like authentication, messaging, or feed generation. These services need to communicate with each other constantly, and they need to know where to find each other.
Service discovery solves this location problem. Instead of hardcoding addresses that can change as servers restart or scale, services use a directory that tracks where every service currently lives. This directory maintains IP addresses and port numbers for all active service instances.
At LinkedIn’s scale, with tens of thousands of microservices running across global data centers and handling billions of requests each day, service discovery becomes exceptionally challenging. The system must update in real time as servers scale up or down, remain highly reliable, and respond within milliseconds.
In this article, we learn how LinkedIn built and rolled out Next-Gen Service Discovery, a scalable control plane supporting app containers in multiple programming languages.
Disclaimer: This post is based on publicly shared details from the LinkedIn Engineering Team. Please comment if you notice any inaccuracies.
Zookeeper-Based Architecture
For the past decade, LinkedIn used Apache Zookeeper as the control plane for service discovery. Zookeeper is a coordination service that maintains a centralized registry of services.
In this architecture, Zookeeper allows server applications to register their endpoint addresses in a custom format called D2, which stands for Dynamic Discovery. The system stored the configuration about how RPC traffic should flow as D2 configs and served them to application clients. The application servers and clients formed the data plane, handling actual inbound and outbound RPC traffic using LinkedIn’s Rest.li framework, a RESTful communication system.

Here is how the system worked:
	The Zookeeper client library ran on all application servers and clients.

	The Zookeeper ensemble took direct write requests from application servers to register their endpoint addresses as ephemeral nodes called D2 URIs.

	Ephemeral nodes are temporary entries that exist only while the connection remains active.

	The Zookeeper performed health checks on these connections to keep the ephemeral nodes alive.

	The Zookeeper also took direct read requests from application clients to set watchers on the server clusters they needed to call. When updates happened, clients would read the changed ephemeral nodes.


Despite its simplicity, this architecture had critical problems in three areas: scalability, compatibility, and extensibility. Benchmark tests conducted in the past projected that the system would reach capacity in early 2025.


Web Search API for your AI applications (Sponsored)

LLMs are powerful—but without fresh, reliable information, they hallucinate, miss context, and go out of date fast. SerpApi gives your AI applications clean, structured web data from major search engines and marketplaces, so your agents can research, verify, and answer with confidence.
Access real-time data with a simple API.


Critical Problems with Zookeeper
The key problems with Zookeeper are as follows:
1 - Scalability Issues
The control plane operated as a flat structure handling requests for hundreds of thousands of application instances.
During deployments of large applications with many calling clients, the D2 URI ephemeral nodes changed frequently. This led to read storms with huge fanout from all the clients trying to read updates simultaneously, causing high latencies for both reads and writes.
Zookeeper is a strong consistency system, meaning it enforces strict ordering over availability. All reads, writes, and session health checks go through the same request queue. When the queue had a large backlog of read requests, write requests could not be processed. Even worse, all sessions would be dropped due to health check timeouts because the queue was too backed up. This caused ephemeral nodes to be removed, resulting in capacity loss of application servers and site unavailability.
The session health checks performed on all registered application servers became unscalable with fleet growth. As of July 2022, LinkedIn had about 2.5 years of capacity left with a 50 to 100 percent yearly growth rate in cluster size and number of watchers, even after increasing the number of Zookeeper hosts to 80.
2 - Compatibility Problems
Since D2 entities used LinkedIn’s custom schemas, they were incompatible with modern data plane technologies like gRPC and Envoy.
The read and write logic in application containers was implemented primarily in Java, with a partial and outdated implementation for Python applications. When onboarding applications in other languages, the entire logic needed to be rewritten from scratch.
3 - Extensibility Limitations
The lack of an intermediary layer between the service registry and application instances prevented the development of modern centralized RPC management techniques like centralized load balancing.
It also created challenges for integrating with new service registries to replace Zookeeper, such as Etcd with Kubernetes, or any new storage system that might have better functionality or performance.
The Next-Gen Service Discovery Architecture
The LinkedIn Engineering Team designed the new architecture to address all these limitations. Unlike Zookeeper handling read and write requests together, Next-Gen Service Discovery consists of two separate paths: Kafka for writes and Service Discovery Observer for reads.

1 - The Write Path
Kafka takes in application server writes and periodic heartbeats through Kafka events called Service Discovery URIs. Kafka is a distributed streaming platform capable of handling millions of messages per second. Each Service Discovery URI contains information about a service instance, including service name, IP address, port number, health status, and metadata.
2 - The Read Path
Service Discovery Observer consumes the URIs from Kafka and writes them into its main memory. Application clients open bidirectional gRPC streams to the Observer, sending subscription requests using the xDS protocol. The Observer keeps these streams open to push data and all subsequent updates to application clients instantly.
The xDS protocol is an industry standard created by the Envoy project for service discovery. Instead of clients polling for updates, the Observer pushes changes as they happen. This streaming approach is far more efficient than the old polling model.
3 - Configuration Management
D2 configs remain stored in Zookeeper. Application owners run CLI commands to leverage Config Service to update the D2 configs and convert them into xDS entities.
Observer consumes the configs from Zookeeper and distributes them to clients the same way as the URIs.
4 - The Observer Component
The Observer is horizontally scalable and written in Go, chosen for its high concurrency capabilities.
It can process large volumes of client requests, dispatch data updates, and consume URIs for the entire LinkedIn fleet efficiently. As of today, one Observer can maintain 40,000 client streams while sending 10,000 updates per second and consuming 11,000 Kafka events per second.
With projections of fleet size growing to 3 million instances in the coming years, LinkedIn will need approximately 100 Observers.
Key Improvements Over Zookeeper
Here are some key improvements that the new architecture provided in comparison to Zookeeper:
Scalability and Availability
LinkedIn prioritized availability over consistency because service discovery data only needs to eventually converge. Some short-term inconsistency across servers is acceptable, but the data must be highly available to the huge fleet of clients. This represents a fundamental shift from Zookeeper’s strong consistency model.
Multiple Observer replicas reach eventual consistency after a Kafka event is consumed and processed on all replicas. Even when Kafka experiences significant lag or goes down, Observer continues serving client requests with its cached data, preventing cascading failures.
LinkedIn can further improve scalability by separating dedicated Observer instances. Some Observers can focus on consuming Kafka events as consumers, while other Observers serve client requests as servers. The server Observers would subscribe to the consumer Observers for cache updates.
Compatibility with Modern Tools
Next-Gen Service Discovery supports the gRPC framework natively and enables multi-language support.
Since the control plane uses the xDS protocol, it works with open-source gRPC and Envoy proxy. Applications not using Envoy can leverage open-source gRPC code to directly subscribe to the Observer. Applications onboarding the Envoy proxy get multi-language support automatically.
Extensibility for Future Features
Adding Next-Gen Service Discovery as a central control plane between the service registry and clients enables LinkedIn to extend to modern service mesh features. These include centralized load balancing, security policies, and transforming endpoint addresses between IPv4 and IPv6.
LinkedIn can also integrate the system with Kubernetes to leverage application readiness probes. This would collect the status and metadata of application servers, converting servers from actively making announcements to passively receiving status probes, which is more reliable and better managed.
Cross-Fabric Capabilities
Next-Gen Service Discovery Observers run independently in each fabric. A fabric is a data center or isolated cluster. Application clients can be configured to connect to the Observer in a remote fabric and be served with the server applications in that fabric. This supports custom application needs or provides failover when the Observer in one fabric goes down, ensuring business traffic remains unaffected.
See the diagram below:

Application servers can also write to the control plane in multiple fabrics. Cross-fabric announcements are appended with a fabric name suffix to differentiate from local announcements. Application clients can then send requests to application servers in both local and remote fabrics based on preference.
See the diagram below:

The Migration Challenge
Rolling out Next-Gen Service Discovery to hundreds of thousands of hosts without impacting current requests required careful planning.
LinkedIn needed the service discovery data served by the new control plane to exactly match the data on Zookeeper. They needed to equip all application servers and clients companywide with related mechanisms through just an infrastructure library version bump. They needed central control on the infrastructure side to switch Next-Gen Service Discovery read and write on and off by application. Finally, they needed good central observability across thousands of applications on all fabrics for migration readiness, results verification, and troubleshooting.
The three major challenges were as follows:
	First, service discovery is mission-critical, and any error could lead to severe site-wide incidents. Since Zookeeper was approaching capacity limits, LinkedIn needed to migrate as many applications off Zookeeper as quickly as possible.

	Second, application states were complex and unpredictable. Next-Gen Service Discovery Read required client applications to establish gRPC streams. However, Rest.li applications that had existed at the company for over a decade were in very different states regarding dependencies, gRPC SSL, and network access. Compatibility with the control plane for many applications was unpredictable without actually enabling the read.

	Third, read and write migrations were coupled. If the write was not migrated, no data could be read on Next-Gen Service Discovery. If the read was not migrated, data was still read on Zookeeper, blocking the write migration. Since read path connectivity was vulnerable to application-specific states, the read migration had to start first. Even after client applications migrated for reads, LinkedIn needed to determine which server applications became ready for Next-Gen Service Discovery Write and prevent clients from regressing to read Zookeeper again.


The Solution: Dual Mode Migration
LinkedIn implemented a dual mode strategy where applications run both old and new systems simultaneously, verifying the new flow behind the scenes.
To decouple read and write migration, the new control plane served a combined dataset of Kafka and Zookeeper URIs, with Kafka as the primary source and Zookeeper as backup. When no Kafka data existed, the control plane served Zookeeper data, mirroring what clients read directly from Zookeeper. This enabled read migration to start independently.
Dual Read Mode
In Dual Read mode, an application client reads data from both Next-Gen Service Discovery and Zookeeper, keeping Zookeeper as the source of truth for serving traffic. Using an independent background thread, the client tried to resolve traffic as if it were served by Next-Gen Service Discovery data and reported any errors.
LinkedIn built comprehensive metrics to verify connectivity, performance, and data correctness on both the client side and Observer side. On the client side, connectivity and latency metrics watched for connection status and data latencies from when the subscription request was sent to when data was received. Dual Read metrics compared data received from Zookeeper and Next-Gen Service Discovery to identify mismatches. Service Discovery request resolution metrics showed request status, identical to Zookeeper-based metrics, but with a Next-Gen Service Discovery prefix to identify whether requests were resolved by Next-Gen Service Discovery data and catch potential errors like missing critical data.
On the Observer side, connection and stream metrics watched for client connection types, counts, and capacity. These helped identify issues like imbalanced connections and unexpected connection losses during restart. Request processing latency metrics measured time from when the Observer received a request to when the requested data was queued for sending. The actual time spent sending data over the network was excluded since problematic client hosts could get stuck receiving data and distort the metric. Additional metrics tracked Observer resource utilization, including CPU, memory, and network bandwidth.
See the diagram below:

With all these metrics and alerts, before applications actually used Next-Gen Service Discovery data, LinkedIn caught and resolved numerous issues, including connectivity problems, reconnection storms, incorrect subscription handling logic, and data inconsistencies, avoiding many companywide incidents. After all verifications passed, applications were ramped to perform Next-Gen Service Discovery read-only.
Dual Write Mode
In Dual Write mode, application servers reported to both Zookeeper and Next-Gen Service Discovery.
On the Observer side, Zookeeper-related metrics monitored potential outages, connection losses, or high latencies by watching connection status, watch status, data received counts, and lags. Kafka metrics monitored potential outages and high latencies by watching partition lags and event counts.
LinkedIn calculated a URI Similarity Score for each application cluster by comparing data received from Kafka and Zookeeper. A 100 percent match could only be reached if all URIs in the application cluster were identical, guaranteeing that Kafka announcements matched existing Zookeeper announcements.
	Cache propagation latency is measured as the time from when data was received on the Observer to when the Observer cache was updated.

	Resource propagation latency is measured as the time from when the application server made the announcement to when the Observer cache was updated, representing the full end-to-end write latency.


On the application server side, a metric tracked the server announcement mode to accurately determine whether the server was announcing to Zookeeper only, dual write, or only Next-Gen Service Discovery. This allowed LinkedIn to understand if all instances of a server application had fully adopted a new stage.
See the diagram below:

LinkedIn also monitored end-to-end propagation latency, measuring the time from when an application server made an announcement to when a client host received the update. They built a dashboard to measure this across all client-server pairs daily, monitoring for P50 less than 1 second and P99 less than 5 seconds. P50 means that 50 percent of clients received the propagated data within that time, and P99 means 99 percent received it within that time.
Automated Dependency Analysis
The safest approach for write migration would be waiting until all client applications are migrated to Next-Gen Service Discovery Read and all Zookeeper-reading code is cleaned up before stopping Zookeeper announcements. However, with limited Zookeeper capacity and the urgency to avoid outages, LinkedIn needed to begin write migration in parallel with client application migration.
LinkedIn built cron jobs to analyze Zookeeper watchers set on the Zookeeper data of each application and list the corresponding reader applications. A watcher is a mechanism where clients register interest in data changes. When data changes, Zookeeper notifies all watchers. These jobs generated snapshots of watcher status at short intervals, catching even short-lived readers like offline jobs. The snapshots were aggregated into daily and weekly reports.
These reports identified applications with no readers on Zookeeper in the past two weeks, which LinkedIn set as the criteria for applications becoming ready to start Next-Gen Service Discovery Write. The reports also showed top blockers, meaning reader applications blocking the most server hosts from migrating, and top applications being blocked, identifying the largest applications unable to migrate, and which readers were blocking them.
This information helped LinkedIn prioritize focus on the biggest blockers for migration to Next-Gen Service Discovery Read. Additionally, the job could catch any new client that started reading server applications already migrated to Next-Gen Service Discovery Write and send alerts, allowing prompt coordination with the reader application owner for migration or troubleshooting.
Conclusion
The Next-Gen Service Discovery system achieved significant improvements over the Zookeeper-based architecture.
The system now handles the company-wide fleet of hundreds of thousands of application instances in one data center with data propagation latency of P50 less than 1 second and P99 less than 5 seconds. The previous Zookeeper-based architecture experienced high latency and unavailability incidents frequently, with data propagation latency of P50 less than 10 seconds and P99 less than 30 seconds.
This represents a tenfold improvement in median latency and a sixfold improvement in 99th percentile latency. The new system not only safeguards platform reliability at massive scale but also unlocks future innovations in centralized load balancing, service mesh integration, and cross-fabric resiliency.
Next-Gen Service Discovery marks a foundational transformation in LinkedIn’s infrastructure, changing how applications discover and communicate with each other across global data centers. By replacing the decade-old Zookeeper-based system with a Kafka and xDS-powered architecture, LinkedIn achieved near real-time data propagation, multi-language compatibility, and true horizontal scalability.
References:
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  Nearly a year ago, we hosted Dug Song, the legendary founder of Duo Security, on Inside the Network. During that conversation, Dug shared a powerful analogy that has stuck with me. He explained that in aviation, a plane crashes the same way only once, or maybe twice. Whenever it happens, we get to the bottom of the failure by analyzing black boxes, and then the entire systems and plane designs change to prevent the same failure from ever happening again. In security, it’s a different story. Organizations get breached the same way over and over, and oftentimes the same company gets breached for the same reason many times. Dug described this as a “Groundhog Day in the worst possible sense”, a hamster wheel of pain where we’re not actually getting better, just reliving the same incidents again and again.


This issue is brought to you by… Prophet AI. 
The Economic Fix for the SOC: AI-Driven Autonomy with Human Guidance
Security leaders know current SOC unit economics are unsustainable. Hiring more analysts cannot scale to meet the volume of modern alerts, and legacy automation tools are often too rigid to maintain. Prophet Security offers a different path: AI-driven autonomy that elevates the role of the SOC analyst.
Prophet AI functions as a virtual SOC analyst, autonomously investigating alerts with the same depth, quality, accuracy, and transparency as your best SOC analysts. By handling the high-volume investigative grunt work, Prophet AI allows you to transform your SOC operations from one where analysts are consumed by repetitive tasks to one where they can focus on high-impact, low-volume AI-validation, threat hunting, or detection engineering.




I think most of us feel Dug’s pain, and, unfortunately, we have to go through this Groundhog Day what feels like every single week. I most definitely agree with the sentiment Dug expressed, but I don’t agree with the analogy. It took me a while to realize why that is the case, so in this issue, I am talking about reasons why it doesn’t make any sense to draw parallels between safety and security.
The well-loved seatbelts analogy is sadly not relevant
People in security absolutely love to bring up the story of how seatbelts redefined road safety (if you’re not sure what I am talking about, here’s an example of how CISA compares its Secure by Design Pledge to the initiatives in the automotive and aviation industries).
The story goes like this. As the car adoption in the US increased in the 1950s-1960s, the number of road fatalities skyrocketed. It soon became clear that the mortality could be greatly reduced by adding safety features to cars, but making it happen wasn’t easy. First and foremost, car manufacturers, including GM and Ford, heavily lobbied against mandatory seatbelts and safety regulations, arguing they were expensive and unnecessary. Drivers, on their part, also weren’t excited about seatbelts because they made them feel uncomfortable. In the end, common sense prevailed, and in 1966-1968, a series of laws were passed that started requiring seatbelts to be installed in all new cars. It was, however, only in 1984 that New York enacted the first mandatory seatbelt usage law. By the end of the 1990s, almost all states made wearing seatbelts mandatory, and today we take seatbelts for granted, thinking that’s how things have always been.
The idea that we can do something similar with security, and have the government legislate everyone to become “cybersecure,” is appealing, as are all sorts of pledges. It would indeed be great if we didn’t have to reinvent the wheel in security, and instead we could borrow from other fields and learn from past successes. Unfortunately, this is quite unlikely to work, and the main reason is pretty simple: safety and security are two very different problems.

Safety and security are two very different problems
Safety addresses a stable, unchanging problem, but security doesn’t
First and foremost, safety controls address a stable, unchanging problem. Let’s take our favorite seatbelts as an example. Seatbelts were designed to address a very specific, very well-defined risk: injury or death during a car crash. There are a finite number of things that need to be considered and tested (things like speed, impact angle, where the passenger is sitting, how tall the car is, etc.). I am not suggesting that accounting for all these factors is easy, but the critical point here is that gravity doesn’t learn or change its methods. The physics are stable, we know pretty well how things are supposed to work, and if we recreate the same environment (which is easy because of the limited number of factors that need to be considered), we’ll get the same result.
Cybersecurity, on the other hand, is nothing like that. Attackers try different methods until something finally works, adapt their tactics, and purposefully look for gaps in security controls. My friend Luigi Lenguito, founder of BforeAI, puts it really well in one of his LinkedIn comments: “Many keep equating security and safety, but they are two very different problems. Safety is finding the root cause, fixing it, and having a safer environment with a tendency toward zero accidents. Security is putting controls and remediation, but meanwhile, new risks arise, so it does not tend to zero because the adversary is motivated to increase the harm and impact. It’s a non-controlled environment.” Basically, wearing a seatbelt won’t trigger a new kind of crash, but a security control often does trigger a new attack path.
I published a relevant deep dive a few weeks ago about how we are actually improving our security maturity, but it’s hard to see that because attackers are also improving their methods: If you ask these two questions, you’re asking the wrong thing. This is precisely the problem as attackers continue to adapt to the controls we put in place.

Image Source: If you ask these two questions, you’re asking the wrong thing
Safety prevents loss of human life and injuries, but most cybersecurity controls don’t
An equally important distinction between safety and cybersecurity is what’s at stake.
When it comes to safety, the concerns usually have to do with human life, or at least well-being. The reason why we spend so much time getting to the root causes of a plane crash is because of how catastrophic and devastating it usually is. We care about car safety, food safety, building codes, etc., for the same reason - because there is a long track record of people getting physically harmed or losing what we as a society can (mostly) agree is the most precious gift we all have, our lives.
Cybersecurity is thankfully not usually a matter of life and death. Despite all the bleak predictions and despite the fact that attackers could very well cause massive loss of human lives, the majority of cyber attacks have been financially motivated. There have, sadly, also been cases when people would get harmed because of ransomware attacks on hospitals, but (again, thankfully) it has not yet become as widespread as some predicted. Not only have most people not heard of the major security breaches, but the vast majority of the population haven’t felt any pain when their own data gets leaked. Here are some of the ways in which an average individual gets affected by security- and privacy-related concerns:
	Someone gains access to their email address and uses it to send spam. While this definitely creates inconvenience, it doesn’t usually lead to irreparable harm to the victims.

	Clicking on some link installs adware on the victim’s computer. In practical terms, this means that once in a while, a person will see some annoying message pop up in the bottom right corner that they will need to close. It’s inconvenient but not deadly.

	It is not uncommon for people to have their credit card data compromised, which typically leads to fraudulent charges on their bank accounts. I had that happen several times to me as well; in each of those cases, the bank will typically issue a new card and refund the lost amount.


I am not trying to underestimate the impact of security incidents on people’s lives. There are indeed cases when families lose all the savings it took them decades to accumulate, and private details of one’s life get leaked, causing irreparable harm and even a loss of life. However, most people think of these stories as anomalies, not something that can affect them personally. It is hard to blame people for this lack of awareness. Although our data is sold for pennies on the dark web, most people never feel the impact of the Uber or Equifax hacks beyond getting a breach notification email and some free identity monitoring solutions that most don’t understand the value of.
Basically, to most individuals cybersecurity breaches are a nuisance, and to most businesses they are, well… the cost of doing business. This can’t be compared to plane crashes or car accidents that often (almost always?) lead to real tragedies and lost lives.
Safety controls are designed to reduce the need for decision-making, but security controls can’t
A seatbelt is a seatbelt, and all people need to do to protect themselves is to wear it. A seatbelt doesn’t have any configurations, doesn’t depend on context, and it works (or fails) the same way every time. The same is largely true for other safety features like airbags, guardrails, or child safety locks. All of them are designed to be passive, predictable, and effective without needing ongoing mental effort from the user. Once safety features are installed, they tend to do their job the same way across millions of identical scenarios. This simplicity and predictability are exactly what made such a huge difference when it comes to physical safety, whether we’re talking about seatbelts, sprinklers, balcony railings, or whatnot. These things just work, and we don’t have to think about them much.
Cybersecurity, on the other hand, is all about context. Every control depends on the nuances of the customer environment, configuration, business processes, data flows, and so on. Not only that, but security controls actively interact with one another, oftentimes in ways people didn’t predict, and a single tiny gap can lead to cascading failures. Implementing a security tool the wrong way can (and does) itself lead to a breach, making it easier for attackers to get in (imagine if wearing a seatbelt increased the likelihood of a car crash). Because security controls are so contextual, whether they end up being helpful all comes down to humans needing to make decisions, find time, and implement 1,000 knobs well that are all interdependent. To be successful in security requires a lot more than following safety protocols. People have to think about tradeoffs, what makes sense in a specific context; they have to follow up, convince others, and maintain ongoing operational discipline, all of which are much harder to get right than wearing a seatbelt.
Safety can be solved through standardization, but cybersecurity can’t
One of the main reasons why safety measures have been so effective is that safety can be solved through standardization. Seatbelts work because the environment is standardized. Each of the 100,000 models of the same car is designed to work the same, roads are designed to work the same, and physics works the same way in Florida as it does in California, or China, for that matter. In a standardized environment, we can be pretty successful in implementing standardized safety measures. Once we know that something works, we can just mandate that this measure be enforced for all similar situations moving forward.
This is not true for cybersecurity. First of all, company environments are deeply heterogeneous; they are always in a state of change, and everything is heavily customized per organization, per application, per workflow, and so on. This is why standardization simply doesn’t work for cybersecurity. Worse yet, standardization itself can become the source of vulnerability. Nothing shows it better than the issues we’ve been seeing with network devices, such as VPNs, when thousands of companies that standardized on the same tool all get breached at the same time when the exploit is discovered in that tool. Getting breached because your firewall has a critical issue is like having 1,000 cars crash on the same day because of the seatbelt design. You can see how the seatbelt analogy just doesn’t work again.
Closing thoughts
I can keep going with the list of reasons why safety and security aren’t comparable. Others seem to be chiming in as well. In the same LinkedIn thread I referenced above, Ivano Bongiovanni made another great comment: “My favorite distinction between safety and security is the one that calls out human intent behind adverse events. Safety: no malicious intent; security: malicious intent. So you can have a safe system that is not secure and vice versa.” Another great point. There are plenty of examples that all lead to the same conclusion: it doesn’t make sense to draw parallels between safety and security, and it’s time to put the seatbelts analogy to rest.
This is both bad news and good news. It’s bad because we might not be able to easily repurpose the model that worked so well for safety to solve cybersecurity problems. But, it is also good because we can avoid the trap of trying to borrow paradigms from slow-moving industrial car manufacturing and airplane production to the iterative and fast-paced world of technology. I think it’s just about time to accept that the best we can do is to continue maturing our defenses so that we can consistently make it harder and harder for the adversaries to achieve their goals. There is no other magic answer.
Oh, and please do check out the episode of Inside the Network with Dug Song - it’s a great one! 




If you like my blog, please subscribe & share it with your friends. I do this in my free time, so seeing the readership grow helps me to stay motivated and write more. I don’t send anything except my writing and don’t sell your data to anyone as I have better stuff to do.
If you are a builder - current or aspiring startup founder, security practitioner, marketing or sales leader, product manager, investor, software developer, industry analyst, or someone else who is building the future of cybersecurity, check out my best selling book, Cyber for Builders.
If your company is interested in sponsoring Venture in Security, check out Sponsorships.
Lastly, check out the Inside the Network podcast where we bring you the best founders, operators, and investors building the future of cybersecurity.

  
  
    Deep Dive

    Groundhog Day (film)

    Based on Wikipedia: Groundhog Day (film)


The Comedy That Became a Philosophy


A weatherman wakes up. It is February second. He covers a groundhog ceremony. He goes to sleep. He wakes up. It is February second. Again.


This premise, so simple it can be explained in seconds, became one of the most influential films of the twentieth century. Groundhog Day, released in 1993, did more than entertain millions of people. It created an entirely new phrase in the English language, inspired Buddhist monks and Christian theologians to write scholarly analyses, and fundamentally changed how Hollywood approached fantasy comedies. The film also destroyed a legendary creative partnership and launched Bill Murray toward the serious dramatic career that would define his later life.


How does a movie about a man repeating the same day accomplish all this? The answer lies in an unlikely collision between a first-time screenwriter musing about vampires, a director searching for redemption, and an actor who wanted something more profound than his collaborators were willing to give him.


The Vampire Who Became a Weatherman


Danny Rubin was sitting in a movie theater in Los Angeles in 1990, waiting for a film to begin. He was reading Anne Rice's novel The Vampire Lestat, a tale of immortal creatures living through centuries of human history. Rubin found himself pondering a strange question: what would it actually feel like to be immortal?


Most vampire stories focus on the drama of eternal life, the romance and tragedy of watching loved ones age and die. Rubin wondered about something more mundane. Would immortality eventually become boring? How would a person change over centuries of existence, especially if they were, at their core, resistant to change? He thought about men he knew who seemed stuck in permanent adolescence, unable to grow past their own selfishness.


Rubin had recently sold his first screenplay for a thriller called Hear No Evil. His agent suggested he write what Hollywood calls a calling-card script, a showcase piece meant not necessarily to sell but to demonstrate his abilities and secure meetings with producers. Rubin decided to explore his immortality idea, but quickly ran into a practical problem. Showing a character living through centuries of history would require depicting dozens of different time periods. The production costs would be astronomical.


Then he remembered a fragment of an idea he had jotted down two years earlier: a man who wakes up every morning to discover it is the same day repeating. By trapping his immortal character in a single repeating day rather than sending him forward through linear time, Rubin solved his budget problem. He also discovered something more valuable. The repetition itself became the story. Instead of watching a character change across centuries of different experiences, audiences could watch him change through the same experience lived thousands of times.


Rubin opened a calendar and picked the nearest upcoming holiday: February second, Groundhog Day. The obscure Pennsylvania celebration, where a groundhog named Punxsutawney Phil supposedly predicts whether spring will come early, struck him as perfect. The holiday was recognizable enough that audiences would understand the basic concept, but unfamiliar enough that most people would not know about the actual festival in Punxsutawney. The small town provided a contained setting, and the groundhog ceremony gave his protagonist a reason to visit as a television weatherman.


He even named his main character after the groundhog: Phil Connors.


The Script Nobody Wanted to Change


Rubin spent seven weeks making notes, defining rules, building characters. Then he wrote the entire script in a single week. The result was darker than the film audiences would eventually see.


The original screenplay began in medias res, a Latin term meaning in the middle of things. The opening scene showed Phil Connors waking to Sonny and Cher's "I Got You Babe," predicting exactly what the radio hosts would say, anticipating the movements of hotel guests, and then attacking a pedestrian on the street. The audience would have no idea what was happening or why this man was behaving so strangely. Only gradually would the time loop become clear.


Rubin chose "I Got You Babe" deliberately. The song contains many repeated lines, echoing the structure of Phil's trapped existence. It is also about love, which Rubin saw as the ultimate theme of his story. He compared his script to the 1949 British film Kind Hearts and Coronets, a dark comedy about a serial killer, particularly in how casually it depicted Phil's many suicides.


Yes, suicides. In the finished film, Phil Connors eventually becomes so desperate to escape the loop that he kills himself repeatedly, only to wake up again each time on February second. But in Rubin's original, these scenes came much earlier and were played for bleaker laughs. Phil would track the passage of time by reading one page of a book each day, reaching his emotional low point when he realized he had run out of books to read. This meant he had been trapped for years, perhaps decades.


The original ending contained a twist. After Phil finally breaks free of the loop and confesses his love to Rita, the perspective shifts to her point of view. Rita rejects his advance because she is not ready for love. And then she gets trapped in a loop of her own.


Rubin never explained what caused the time loop. He considered technological, magical, and celestial origins, but felt any explanation would distract from the story's real focus. As he put it, "none of us knows exactly how we got stuck here either." The mystery made Phil's situation more relatable, more like the existential condition all humans share.


Harold Ramis Wants to Make People Laugh


Rubin's calling-card script did exactly what calling-card scripts are supposed to do. It generated meetings with producers and led to paying work, even though the script itself did not sell. Then, in 1991, it landed on the desk of Harold Ramis.


Ramis was one of the most successful comedy minds in Hollywood. He had written and appeared in Caddyshack, the 1980 golf comedy that became a cultural phenomenon. He had co-written National Lampoon's Vacation in 1983, launching Chevy Chase's screen career. Most significantly, he had co-written and starred in Ghostbusters, the 1984 supernatural comedy that remains one of the highest-grossing films ever made.


But Ramis was evolving. The anarchic, anti-establishment comedies of his early career no longer interested him. His most recent directorial effort, the 1986 film Club Paradise, had failed both critically and commercially. He was searching for something different, particularly stories about redemption and discovering one's purpose in life.


When Ramis read Rubin's script, something unusual happened. He did not laugh. But he was fascinated. The underlying spirituality and romance captured his imagination, even as he felt the script needed more humor to succeed commercially. The two men began discussing the story's deeper themes, drawing parallels to Buddhism and the concept of reincarnation. They debated an unusual ethical question: if Superman has the power to save countless lives and prevent disasters, is it morally acceptable for him to spend time on personal adventures with Lois Lane?


This question goes to the heart of what makes Groundhog Day resonate. Phil Connors is not Superman. He cannot fly or stop bullets. But trapped in an endlessly repeating day, he gradually acquires a kind of godlike power. He knows everything that will happen. He knows every person in town, their secrets, their vulnerabilities. He can use this knowledge selfishly, manipulating people for personal gain. Or he can use it to help others, saving lives and preventing suffering.


The genius of the film is that Phil does both. He starts selfish and slowly, painfully, becomes good.


The Studio Wants Changes


Two offers came in for Rubin's script. An independent studio offered three million dollars with complete creative control. Columbia Pictures, working with Ramis, offered a larger budget but demanded changes. Rubin chose Columbia.


He immediately regretted it. The studio wanted to transform his dark, philosophical script into a broad comedy. Rubin became defensive, worried that everything innovative about his story would be stripped away. Ramis served as mediator, trying to balance Rubin's artistic vision against Columbia's commercial demands.


The most significant change moved the beginning of the film. Instead of opening with Phil already trapped in the loop, the revised script started on February first, the day before. Audiences would meet Phil Connors as an arrogant, contemptuous weatherman who makes no secret of his disdain for his assignment, the town, and its residents. When he wakes on February second and experiences the Groundhog Day celebration, audiences experience it with him. When he wakes again on February second, confused and disoriented, audiences share his confusion.


This restructuring fundamentally changed the story. Rubin's original invited viewers to piece together a puzzle, discovering the rules of Phil's world alongside him. The revised version created something more emotionally immediate. We understand Phil's transformation because we saw who he was before it began.


The studio also softened the film's darker elements. Phil's suicide attempts remained, but they came later in the story and were balanced with more comedic scenes. The bleakness of Rubin's original gave way to a more hopeful tone. And the strange ending, where Rita becomes trapped in her own loop, disappeared entirely.


Bill Murray Wants Something More


Bill Murray had worked with Harold Ramis for over a decade. Their collaboration on Caddyshack and Ghostbusters had produced some of the most beloved comedies in film history. But during the production of Groundhog Day, their relationship fractured beyond repair.


Murray read the script and saw philosophical depths that Ramis seemed determined to obscure with comedy. Murray wanted to explore Phil Connors as a genuine existential figure, a man confronting the meaninglessness of existence and finding his way toward purpose through suffering. Ramis wanted to make audiences laugh.


The conflict intensified during filming, which took place from March to June of 1992. Almost all location work occurred in Woodstock, Illinois, a town that stood in for Punxsutawney. The weather was bitterly cold, adding physical discomfort to creative disagreement. Murray and Ramis argued constantly about the script, about individual scenes, about the fundamental nature of the film they were making.


Murray was going through personal difficulties during this period, including a divorce. He became difficult to reach, sometimes disappearing when the production needed him. The experience was miserable for nearly everyone involved.


When filming ended, Murray and Ramis stopped speaking. Their friendship, their creative partnership, everything they had built together over more than a decade, was finished. They would not reconcile until 2014, when Ramis was dying. Murray visited his former collaborator one last time before Ramis's death.


The strange irony is that their conflict may have improved the film. Murray's insistence on philosophical depth pushed against Ramis's comedic instincts, creating a tension visible in the finished product. Groundhog Day is funny, often very funny, but it is never only funny. The despair Phil experiences is real. His transformation feels earned because we have watched him suffer.


The Loop Within the Loop


The plot of Groundhog Day follows a three-act structure common to Hollywood films, but with an unusual twist: the same day provides the raw material for all three acts.


In the first act, Phil Connors arrives in Punxsutawney expecting to complete his annual groundhog coverage and return to Pittsburgh immediately. He is openly contemptuous of the town, the ceremony, and everyone around him. His producer Rita and cameraman Larry tolerate his behavior because he is talented and because they must. When a blizzard strands the news team in town overnight, Phil is furious.


The next morning, he wakes to "I Got You Babe" and gradually realizes that something impossible is happening. It is February second again. Everything he experienced yesterday is repeating exactly. He tries to leave town but cannot. He goes to sleep and wakes again on February second.


The second act follows Phil through a sequence of phases that mirror the Kübler-Ross model of grief. First comes denial: this cannot really be happening. Then anger: he lashes out at the world trapping him. Then comes what might be called experimentation. Realizing that his actions have no lasting consequences, Phil begins to indulge himself. He eats excessively. He seduces women. He commits crimes. He uses his accumulating knowledge of the day's events to manipulate people for his own pleasure.


Eventually he focuses on seducing Rita, the producer he works with. He spends loop after loop learning her preferences, her history, her vulnerabilities. He uses this information to craft perfect dates, saying exactly what she wants to hear. But no matter how carefully he plans, she always rejects him. Something is wrong, and she senses it even when she cannot articulate what.


Phil's failed seductions lead to depression, then despair. He begins killing himself in increasingly elaborate ways: stepping in front of trucks, electrocuting himself in a bathtub, kidnapping the groundhog and driving them both off a cliff. Each time, he wakes again on February second. He cannot even escape through death.


The third act begins when Phil finally explains his situation to Rita successfully. By this point, he knows so much about the day that he can prove his supernatural knowledge. Rita spends the rest of that loop with him, encouraging him to see his imprisonment as a gift rather than a curse. As they lie together that night, Phil realizes his feelings for her have become genuine. He is no longer trying to manipulate her. He actually loves her.


He wakes alone on February second. But something has changed in him. He begins using his knowledge to help others. He catches a child falling from a tree. He gives a choking man the Heimlich maneuver. He changes a tire for elderly women. He learns to play piano, to sculpt ice, to speak French. He becomes, over what might be decades of repeated days, genuinely good.


One element haunts him throughout this transformation. An elderly homeless man appears early in the film, and Phil eventually learns that the man dies on the night of February second. No matter what Phil does, no matter how he tries to help, the old man dies. Phil cannot save everyone. Some suffering is beyond even his power to prevent.


The climax comes during a version of February second where Phil has become the beloved figure of Punxsutawney. His broadcast about the groundhog is so eloquent that other news crews stop working to listen. He spends the rest of the day helping people, and that night Rita witnesses both his piano mastery and the gratitude the townspeople feel toward him. She bids on him at a charity bachelor auction and wins.


Phil carves an ice sculpture of Rita's face. He tells her that even if he is trapped in the loop forever, he is finally happy because he loves her. They kiss. They sleep together.


And when Phil wakes the next morning to "I Got You Babe," Rita is still beside him. The radio banter has changed. It is February third.


What Nobody Expected


Groundhog Day premiered on February fourth, 1993, at the Fox Village Theatre. Columbia Pictures released it widely on February twelfth. Reviews were positive, praising the way the film combined sentiment and cynicism, burying a philosophical message beneath accessible comedy. The film earned over one hundred and five million dollars, making it one of the year's biggest hits.


But no one predicted what would happen next.


In the years following its release, Groundhog Day became something more than a successful comedy. It became a cultural reference point. When people found themselves trapped in repetitive, meaningless situations, they began saying they were having a Groundhog Day. The phrase entered dictionaries. It became part of how English speakers describe their experience of the world.


Religious scholars began analyzing the film. Buddhists saw in Phil's journey a parable about escaping the cycle of rebirth through enlightenment and compassion. Christians interpreted it as a story about redemption through grace. Jewish scholars found resonances with their traditions. The film's refusal to explain the time loop left space for every tradition to project its own meaning onto Phil's transformation.


Film critics reevaluated Groundhog Day as well. Lists of the greatest comedies ever made began including it. Lists of the greatest films of the 1990s placed it alongside dramas and thrillers with more obvious artistic ambitions. The United States Library of Congress selected it for preservation in the National Film Registry in 2006, recognizing its cultural and historical significance.


The film also influenced Hollywood's approach to comedy. Before Groundhog Day, fantasy elements in comedies were relatively rare. After its success, filmmakers became more willing to combine supernatural premises with romantic comedy structures. The time loop narrative, once an obscure science fiction device, became a mainstream storytelling tool appearing in films from Edge of Tomorrow to Palm Springs to Happy Death Day.


What It Cost


For Bill Murray, Groundhog Day marked a turning point. He had been seen primarily as a comic actor, the wisecracking star of Ghostbusters and Caddyshack. His performance as Phil Connors revealed depths that casting directors had not previously recognized. The roles that followed, in films like Lost in Translation and Broken Flowers, built on this revelation. Murray became known as an actor capable of profound sadness beneath his humor, a quality visible throughout Groundhog Day to anyone paying attention.


For Harold Ramis, the film was both triumph and tragedy. He had directed one of the most beloved comedies ever made, a film that would outlive him and continue growing in esteem. But he had also lost his closest creative partner. The years of silence between him and Murray were, by all accounts, painful for Ramis. Only at the end of his life did they reconcile.


For Danny Rubin, Groundhog Day brought the validation every screenwriter dreams of. The film won the BAFTA Award for Best Original Screenplay. His calling-card script had become a classic. But he would never again achieve the same level of recognition. Groundhog Day remains his defining work, the thing people remember when they hear his name.


The film was adapted into a stage musical in 2016, with music and lyrics by Tim Minchin. It opened on Broadway and won the Olivier Award for Best New Musical. In 2019, a video game sequel called Groundhog Day: Like Father Like Son continued the story, exploring what happened to Phil and Rita after February third finally arrived.


Why It Endures


What makes Groundhog Day last when so many other comedies from 1993 have been forgotten?


Part of the answer is structural. The time loop premise allows for perfect comic timing. Audiences learn to anticipate certain moments, certain encounters, certain phrases. When Phil steps in the same puddle for the twentieth time, or encounters the same annoying insurance salesman, the repetition itself becomes the joke. But repetition with variation creates something more sophisticated. We watch Phil use his knowledge in different ways, and each variation reveals something about his character.


Part of the answer is emotional. Phil Connors begins the film as someone most viewers would dislike: arrogant, selfish, contemptuous of ordinary people. By the end, he has become someone admirable: generous, skilled, genuinely caring about others. This arc is satisfying in a primal way. We want to believe that people can change, that even the most cynical among us might find redemption.


Part of the answer is philosophical. The film asks questions without insisting on answers. Why is Phil trapped? How long does he remain in the loop? Various calculations suggest anywhere from ten years to ten thousand years, depending on how one interprets his accumulated skills. But the film never says. This ambiguity invites contemplation. Viewers can find their own meanings, their own lessons, their own reflections on time and purpose and love.


And part of the answer is simply Bill Murray's face. Watch him in the early scenes, radiating contempt and superiority. Watch him in the later scenes, showing quiet joy in helping others. Watch the scene where he cannot save the homeless man, grief breaking through his composure. Whatever conflicts plagued the production, whatever Murray and Ramis fought about behind the scenes, the performance on screen is remarkable. Murray makes Phil's transformation believable, and that believability is what allows everything else in the film to work.


The Morning After


Groundhog Day ends with Phil and Rita waking together on February third. Phil announces that he wants to live in Punxsutawney with her. It is a happy ending, earned through suffering, through transformation, through what might be centuries of repetition.


But the ending also raises questions the film declines to answer. Will Phil remember everything from his loops? Will his accumulated skills remain? Will he still be the person he became through endless repetition, or will the normal passage of time change him again? Will Rita understand what he experienced, or will she only know the man she met on a single remarkable day?


These questions do not need answers. The film is about the journey, not the destination. Phil Connors starts as someone who sees other people as obstacles or tools. He ends as someone who sees them as worthy of love and service. The loop is the mechanism that allows this change, but the change itself is what matters.


Every morning we wake up is, in some sense, a repetition of every morning before it. We face the same challenges, the same people, the same routines. Groundhog Day suggests that even within repetition, transformation is possible. Even when we feel trapped, we can choose to become better. Even when nothing seems to change, everything can change.


That is why people still watch this film thirty years after its release. That is why they will probably still watch it thirty years from now. The weatherman wakes up. It is February second. And somehow, impossibly, it is also every day.
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  Chase argues that Cling 3.0 represents a genuine leap forward in AI video generation — specifically because it handles multi-shot video, text rendering, and emotional expression better than anything else on the market. The model excels at cutting between multiple shots within a single generation, giving creators unprecedented control over how scenes unfold.

What's Actually Different About Cling 3.0

The core innovation here is what Chase calls "multi-shots." Rather than generating one continuous shot, users can now program three distinct cuts into a single generation. Each shot can be adjusted independently by dragging to change its duration — with a maximum of 15 seconds per shot.

This matters because previous models forced creators to generate clips separately and stitch them together afterward. Multi-shots eliminate that extra step entirely.

The second major addition is something called Elements. Think of it as reference images, but for video generation. Users can upload 360-degree views of characters — side angles, front-facing poses, back views — giving the AI a complete picture of how subjects appear from different perspectives. This dramatically improves consistency across multi-shot sequences.

Chase demonstrates by creating an Element: a woman with brown hair described in simple terms. Once uploaded, this Element can be referenced in prompts using "@" syntax or through the Elements menu.

The Six Things Every Prompt Needs

The real value Chase provides is a prompting framework he developed for Cling 3.0 users. The model responds best when prompts include exactly six components: camera, scene, subject, action, audio, and style.

This matters because AI video generation defaults to average quality when given vague instructions. Using precise terminology — like "low angle tracking shot using a 24mm anamorphic lens with slow dolly pushin" — produces dramatically better results than casual language descriptions.

The vocabulary matters enormously. These terms are what the model was trained on, and they function like a film director's nomenclature.

Chase recommends that users sign up for Shotdeck.com, a free database of cinematic scenes from major films. Users can search specific movies — he demonstrates with Dune 2 — and extract technical details: shot type, lens size, composition, lighting, camera movement, and film stock. These technical specifics can then be fed directly into Cling 3.0 prompts.

Where the Model Still Struggles

Two significant limitations deserve attention when using Cling 3.0.

First, Elements technology is still maturing. Overloading prompts with too many Elements alongside multiple shot changes sometimes causes the model to ignore hard cut instructions — collapsing separate shots into one long clip and producing unexpected audio artifacts.

Second, generation speed remains slower than competing models like VO 3.1 Fast. Creators producing longer videos requiring iterative refinement should factor this limitation into their workflows.

"If we don't explicitly tell it these things, then it's just going to default to the mean, which is going to give you a mediocre output."

Chase notes that the model's true strength emerges when given minimal constraints — allowing natural generation without starting images or heavy Element references. The resulting videos demonstrate remarkable emotional depth and facial expression quality that competitors haven't matched.

Bottom Line

Chase's core argument holds: Cling 3.0 genuinely represents the current peak of AI video generation, particularly for creators who want cinematic control through multi-shot sequences and precise prompting. His six-element framework provides a practical methodology for achieving those results — and Shotdeck offers a legitimate learning resource for building that vocabulary.

The vulnerability is practical rather than theoretical: the model remains expensive to run at scale, slower than alternatives, and Element-based workflows still require experimentation. Users should start small with prompts before adding complexity.
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  Welcome to Interconnected Capital’s 2025 annual letter.
To new and old readers alike, a friendly reminder: I run a global technology long-only fund focused on investing in both the hardware and software “picks and shovels” of the interconnected global digital AI economy. I draw on my technology business operator’s experience and geopolitical antennas to bring an edge to how I assess a tech company’s rhythm and prospects in a constantly changing world.
As always, first the numbers, then the reflection.

[1] My past experiences include: senior leadership position at GitHub (the world’s largest developer and open source technology platform, now owned by Microsoft), a unicorn database startup, early stage VC, and the White House and Department of Commerce during the Obama administration. I studied law and computer science at Stanford; international relations at Brown.
[2] Includes October 1 - December 31, 2025 gross returns. Unaudited.
[3] Includes January 1 - December 31, 2025 gross returns. Unaudited.
Fund Business Update
I will open this annual letter by providing a business update of the fund. For me to deliver on my ambitious goal of achieving 30% per annum return for 30 years (30 for 30), running a healthy sustainable business is perhaps more important than seeing the right technology trend or picking the right company to invest in at any given moment. It is all about “time in the market”, not “timing the market”.
I will not be able to disclose a specific AUM number because that is proprietary information for our LPs. What I can share is that we had a solid year of organic fundraising, where we added 18 outside investors to the Interconnected family. Furthermore, only a little more than half of our AUM at the end of 2025 is from funds raised, so a good chunk is from unrealized, untaxed performance gains! That is exactly how I like it, as my aim is to compound for the long-term, not to gather assets to live on fees.
I have also decided to close the fund to more outside investors, with two exceptions: 1) strong referrals from our current investors; 2) additional funds from current investors. I made the decision because I’m quite happy with how fundraising has worked out from individual investors, and I don’t want to add too much overhead by managing more investor relations than I can handle. I will be forever grateful for the “founding 18”, who took a chance on me!
This year, I will spend a little more time building relationships with larger institutional investors. It is a long game, similar to selling software to large enterprises, which I have had some experience with in my past startup life, so I’m not expecting immediate outcomes. But as the fund levels up, I think the timing is right for me to spend some time with that subset of the capital allocation community.
I made some small progress recently by applying to the Yale Prospect Fellowship program, and making it to the final round of in-person interview stage out of hundreds of applicants. Last month, I ventured up to New Haven and spent a solid two hours with six members of the Yale team to talk about my strategy and vision for Interconnected Capital. Sadly, I did not get a spot in the program this time, but the experience was enjoyable and validating.
Portfolio positions in random order as of December 31, 2025:
	CIENA CORP

	INTEL CORP

	UiPATH INC

	WERIDE INC ADR

	NEBIUS GROUP NV


Q4 Review
Transition to performance, Q4 was yet another volatile quarter, unfortunately to the downside, and deserves a review and debrief.
Looking back, it was by no means a perfectly executed quarter. No one likes big drawdowns, even though for a highly concentrated portfolio like ours, it is to be expected. Thinking back through how my thinking evolved last quarter, a few threads jumped out:
1. We had an abnormally large Q3, where the fund effectively doubled during that time, because two of our largest holdings, Nebius and Intel, both experienced an inflection and re-rating moment. That timing is coincidental. I called out this abnormality explicitly in my Q3 letter. Despite the re-rating, neither position reached my long-term price target. Thus, my mindset going into Q4 was do nothing, hold, and endure the ever-shifting market sentiment.
2. All our positions, including the two largest ones, were less than one year old. This is an idiosyncratic fact entirely attributed to the youth of our fund being barely one year old at the start of Q4. I did not want to sell prematurely and incur sizable short-term gains and large tax bills for my investors, so I resisted every urge to “sell at the top”. It also goes against my strategy as a long-only fund focused on producing long-term gains, regardless of short-term pains. Instead, we did the usual tax harvesting of closing some losing positions and not much else. As the largest shareholder of this fund, my own performance fees also got cut in half after Q4 was said and done. I’m not complaining about it. I’m actually very happy about it. This shows that my interest is always aligned with my investors in the same direction, no matter which direction.
3. Looking back, some hedging would have been smart. It is a tactic that I plan to apply opportunistically, though not aggressively, to protect the long-term potential of our best ideas while moderating the short-term gyration of the whims and tickles of the public market. I have already begun implementing it modestly. It will be an on-going experiment to get the sizing and timeline right.
 The inspiration for this tactic came from none other than the Yale Investment Office itself. Decades ago, it struck a winner with Snapple from one of its private equity managers. As that manager took Snapple public, the price declined significantly during the fourteen months after it went public. To protect the gains, Yale used a combination of short sales and put options to hedge and risk manage the position. In a nutshell, that is how I plan to execute this tactic. If it’s good enough for Yale, it is good enough for me.
This tactic, along with others I may incorporate for better risk management in the future, will never be perfect. But it is an element of the craft I aim to perfect in due course.
Sharpened Strategy and Process
On a strategic level, I’m more clear and confident in my approach and process than ever before.
You may have read about my investment process at some point as a combination of technology, businesses, value-oriented price, and geopolitics. But combination does not clarify sequence and prioritization. Over the course of 2025, I have sharpened this process further.
Technology fundamentals come first. Identifying the technology in the stack that has a right to win is always step #1. Geopolitical evaluation, whether it is a tailwind or headwind assessment, is step #2. While I have held this view for some time, the world is finally coming to grasp with the rupture we are experiencing globally and the emergence of a new world order (if there is one). The ramification of this rupture will last for years, if not decades. So only when the technology fundamentals and the geopolitical considerations check out favorably, do we look into specific companies for their business models and operational details to find the right bet. Then we wait for the right price to factor in the timeless, value-oriented wisdom of margin of safety.
Technology -> geopolitics -> company -> price, always in this order.
A working analogy I like to use: technology is the cake, geopolitics is the icing. Layers of cake are like layers in a tech stack. We all want to eat the cake, but to get to the cake, we must get through the icing surrounding the cake first, whether we like icing or not. (I personally don’t like icing that much, so I either scrape it away or eat through it with a grimace.) To get to the goodness of technology, everyone must get past the geopolitical icing first. It is no longer optional.
2026 Outlook (and Beyond)
Looking ahead into 2026 and beyond, I see two opportunity areas and two risk areas. As an optimist by nature, let’s start with the opportunities.
Deterministic Guardrails, Probabilistic Agents: many people proclaimed 2025 to be the year of the AI agents. This proclamation ended mostly in disappointment until perhaps the very end of 2025, when Claude Code, an autonomous AI coding agent built by Anthropic, took the developer community by storm. We are witnessing the ramifications of the potential of agents completing tasks by itself by taking actions in multiple steps. Exhibit A is the severe drop in the price of all companies categorized as software, aka SaaSpolcalypse.
Every AI lab is making a major push in 2026 to have more enterprises (think companies with at least 1,000 employees) adopt more agents (likely at the expense of those employees). Agents increasing productivity, profitability, and efficiency inside companies is the cleanest ROI story that the AI industrial complex can tell, and must tell, this year. But to go wall-to-wall with agents inside any company, you need guardrails around and against these agents, so we don’t have episodes of “agents gone wild”. These agents are built based on large language models or variants of models that are trained using deep learning, which is and always will be a probabilistic approach to modeling the world. A probabilistic model generates many creativity and productive possibilities. But you can never guarantee and verify an AI agent’s output 100% of the time. That is the nature of probability. So you need deterministic guardrails, rules, observable and auditable boundaries placed around these agents, as they do the things they do best. Rules and auditability of software solutions have been table stakes in any enterprise environment for many years. This need will be super charged, if agents are also to be super charged inside enterprises.
My small position in UiPath, a leader in RPA (robotic process automation) software, is a preliminary and tentative expression of this opportunity. To be clear, I don’t have high conviction in this name at this point. I’m actively researching this theme. So far, I have not seen any software vendor releasing a “guardrail” solution that satisfies the market. The space is muddy, noisy, and confusing. This solution may also come from other subsets of the software space that are not RPA, perhaps observability, or data governance, or DevOps, or cybersecurity, or somewhere else.
What is not muddy or confusing is its necessity. It is not a “nice to have”. Therein lies the opportunity, and one that falls straight within my circle of competence.
From GPUs to CPUs: connected to the potentially wide adoption of agents is the change in hardware demand from GPUs to CPUs. GPUs dominated the conversation for the last three years because we were wrestling with the demand for training and improving larger and larger models. The core math function that must be done repeatedly and efficiently in a large training run is matrix multiplication. That is what GPUs are good at – parallel processing of matrix multiplications. We are still training larger and more complex models this way, but the market has more or less grasped this dynamic and priced GPUs accordingly.
Agents are different. For agents to work, they need to do many different mathematical operations depending on the task and context. It would sometimes query proprietary data, or access a browser to search, or scan your laptop’s files, or coordinate with other agents. Whereas a training workload is computationally demanding but homogenous, an agentic workload needs less raw compute but is heterogeneous. That’s what CPUs are designed to do, both CISC-based (x86) and RISC-based (Arm, RISC-V), depending on workload complexity and power consumption.
We are already seeing signs of this. Intel’s earnings report revealed its inability to meet large customer demand for its server CPU products that just became evident in the last few months. Similarly, AMD’s earnings showed sequentially increasing demand for its data center server CPU products, even though Q1 is seasonally weak for CPUs. Even NVIDIA, the king of GPUs, is entering the space, with its intention to release the Vera CPU as a standalone product via CoreWeave.
As the shine of GPUs wear off, good old fashioned CPUs are making a comeback.
Now onto the two risks.
From Quiet Quitting to Quiet Resisting: how would we know if AI agents are delivering on their promises within enterprises? Surveys! Who answers surveys? Humans!
Therein lies a tough challenge in accurately evaluating whether agents inside companies are actually working or not. If the agents are working really well, it does not take a genius human to see the writing on the wall of his or her employability. So when a survey inevitably comes from either the CIO or the HR office about those agents, the natural and rational reaction is to make the agents look bad and complain about them. If the agents are not working that well or improving too slowly, then nipping this AI thing in the bud with some “honest negative feedback” to the managerial class is also the correct, self-preserving response. In a human survey, the AI agents lose either way.
This Wall Street Journal article published a few weeks ago, describing the divide in attitudes between CEOs and their employees when it comes to AI, is the perfect display of this human condition. When I read this article, published comically in the Lifestyle section when it should probably be front and center in the Business or Technology section, I couldn’t help but chuckle and take note as the era of quiet quitting post-Covid gives way to quiet resistance against the machine.
People losing their jobs is of course no funny business; the prospect of mass white collar unemployment due to AI diffusion is a major topic that I won’t be able to address sufficiently in this letter. What is funny is how much we in the technology industry still rely on good old surveys to make decisions, when telemetry and log data are plentiful. Having been in the tech industry for close to 10 years now, mostly as an operator, I have been part of countless memos written and decisions made off of Stackoverflow surveys, Gartner roundtables, and other authoritative sources, when the underlying justifications come from humans responding to multiple choice questions with their self interest in mind. Now that I’m a full time investor, the surveys my peers pay attention to come from Morgan Stanley or Barclays instead, dishing out the same multiple choice questions to busy CTOs or CIOs about their IT budget to make investment decisions.
As long as surveys are how we make decisions or measure ROI, instead of something more quantitative and telemetry driven, the AI agents will likely always get the short end of the human stick, no matter how useful they are.
AI becomes the Midterm Punching Bag: I am a recovering ex-professional political junkie. As the US barrels toward another midterm election, I am noticing unlikely bedfellows aligning against the growing construction AI data centers. When CNBC prints a headline like this on new year day, “Bernie Sanders and Ron DeSantis speak out against data center boom”, my political antennae perk up. There aren’t too many odd bedfellows odder than a socialist senator from Vermont and a conservative governor from Florida. Yet, here we are, so I’m paying attention.
There is a good chance that the AI boom becomes a populist punching bag that candidates from both sides of the aisle will gravitate towards for electoral gains. This will manifest not just in headlines here and there, but also on the local level in low profile congressional races or even state and municipal level campaigns. It only takes a few city councils placing a moratorium on building new data centers to further constrain an already supply constrained environment. While this is strictly a US domestic issue, it will reverberate globally as well.
Laying out these two risks does not mean they are the only two risks I see. Memory constraints, semicap equipment supply chain risks, lack of labor to build powered-up data centers, all software companies potentially becoming irrelevant, the list of hurdles goes on. I’m calling out these risks because they are two under the radar, less discussed risks I’m more uniquely attuned to dissect and digest.
As with all outlooks, it is a fool’s errand by nature to try to predict the future. In case you remember, when I laid out my 2025 outlook, I called out three areas of opportunity – API platforms, databases, and neoclouds. Looking back, I was only right about one of them. One out of three is a decent baseball batting average, but a failing grade on any exam. So outlooks should always be taken with a giant grain of salt. That’s how I hope you would contextualize my 2026 outlooks and all outlooks in future years.
As an investor, as long as the wrong outlooks don’t incur too much loss, while the right ones are taken advantage of fully, things will be alright, no matter how rough and challenging the journey is to get there. I expect 2026 to be a rough year, even rougher than 2025, which is saying something.
I’m ready for it.
Kevin S. Xu
February 9, 2026
(You can access the original letter in a view-only Google Doc link HERE.)
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Since 2023, the datacenter story has been simple. GPUs and networking are king. The arrival and subsequent explosion of AI Training and Inference have shifted compute demands away from the CPU. This meant that Intel, the primary supplier of server CPUs, failed to ride the wave of datacenter buildout and spending. Server CPU revenue remained relatively stagnant as hyperscalers and neoclouds focused on GPUs and datacenter infrastructure.
At the same time, the same hyperscalers have been rolling their own ARM-based datacenter CPUs for their cloud computing services, closing off a significant addressable market for Intel. And within their own x86 turf, Intel’s lackluster execution and uncompetitive performance to rival AMD has further eroded market share. Without a competent AI accelerator offering, Intel was left to tread water while the rest of the industry feasted.
Over the last 6 months this has changed massively. We have posted multiple reports to Core Research and the Tokenomics Model about soaring CPU demand. The primary drivers we have shown and modeled are reinforcement learning and vibe coding’s incredible demand on CPUs. We have also covered major CPU cloud deals by multiple vendors with AI labs. We also have modeling of how many CPUs of what types are being deployed.

However, Intel’s recent rallies and changing demand signals in the latter part of 2025 have shown that CPUs are now relevant again. In their latest Q4 earnings, Intel saw an unexpected uptick in datacenter CPU demand in late 2025 and are increasing 2026 capex guidance on foundry tools and prioritizing wafers to server from PC to alleviate supply constraints in serving this new demand. This marks an inflection point in the role of CPUs in the datacenter, with AI model training and inference using CPUs more intensively.

2026 is an exciting year for the datacenter CPU, with many new generations launching this year from all vendors amid the boom in demand. As such, this piece serves to paint the CPU landscape in 2026. We lay the groundwork, covering the history of the datacenter CPU and the evolving demand drivers, with deep dives on datacenter CPU architecture changes from Intel and AMD over the years.
We then focus on the 2026 CPUs, with comprehensive breakdowns on Intel’s Clearwater Forest, Diamond Rapids and AMD’s Venice and their interesting convergence (and divergence) in design, discussing the performance differences and previewing our CPU costing analysis.
Next, we detail the ARM competition, including NVIDIA’s Grace and Vera, Amazon’s Graviton line, Microsoft’s Cobalt, Google’s Axion CPU lines, Ampere Computing’s merchant ARM silicon bid and their acquisition by Softbank, ARM’s own Phoenix CPU design and look at Huawei’s home grown Kunpeng CPU efforts. 
For our subscribers, we provide our datacenter CPU roadmap to 2028 and detail the datacenter CPUs beyond 2026 from AMD, Intel, ARM and Qualcomm. We then look ahead to what the future looks like for datacenter CPUs, discuss the effects of the DRAM shortage, what NVIDIA’s Bluefield-4 Context Memory Storage platform means for the future of general purpose CPUs, and the key trends to look out for in the CPU market and CPU designs going forward.
The Role and Evolution of Datacenter CPUs
The PC Era

The modern version of the datacenter CPU can be traced back to the 1990s following the success of Personal Computers in the prior decade, bringing basic computing into the home. As PC processing power grew with Intel’s i386, i486 and Pentium generations, many tasks normally computed by advanced workstation and mainframe computers from the likes of DEC and IBM were instead done on PCs at a fraction of the cost. Responding to this need for higher performance “mainframe replacements”, Intel began to release PC processor variants that had more performance and larger caches for higher prices, starting with the Pentium Pro in 1995 that had multiple L2 cache dies co-packaged with the CPU in a Multi-Chip Module (MCM). The Xeon brand then followed suit in 1998, with the Pentium II Xeons that similarly had multiple L2 cache dies added to the CPU processor slot. While mainframes still continue today in the IBM Z lines used for bank transaction verifications and such, they remain a niche corner of the market that we will not cover in this piece.
The Dot Com Era
The 2000s brought the internet age, with the emergence of Web 2.0, e-mail, e-commerce, Google search, smartphones with 3G broadband data, and the need for datacenter CPUs to serve the world’s internet traffic as everything went online. Datacenter CPUs grew into a multi-billion dollar segment. On the design front, after the GHz wars were over with the end of Dennard scaling, attention shifted to multi-core CPUs and increased integration. AMD integrated the memory controller into the CPU silicon, and high-speed IO (PCIe) came directly from the CPU as well. Multi-core CPUs were especially suited for datacenter workloads, where many tasks could be run in parallel across different cores.
We will detail the evolution of how these multiple cores are connected in the interconnect section below. Simultaneous Multi-Threading (SMT) was also introduced in this time by both AMD and Intel, partitioning a core into two logical threads that could operate independently while sharing most core resources, further improving performance in parallelizable datacenter workloads. Those looking for more performance would turn to Multi-socket CPU servers, with Intel’s Quick Path Interconnect (QPI) and AMD’s HyperTransport Direct Connect Architecture in their Opteron CPUs providing coherent links between up to eight sockets per server.
The Virtualization and Cloud Computing Hyperscaler Era
The next major inflection point came with cloud computing in the late 2000s, and was the primary growth driver for datacenter CPU sales throughout the 2010s. Much like how GPU Neoclouds are operating today, computing resources began consolidating toward public cloud providers and hyperscalers such as Amazon’s Web Services (AWS) as customers traded CapEx for OpEx. Spurred by the effects of the Great Recession, many enterprises could not afford to buy and run their own servers to run their software and services.
Cloud computing offered a far more palatable “pay as you use” business model with renting compute instances and running your workloads on 3rd-party hardware, which allowed spending to dynamically adjust with usage that varied over time. This scalability was more favorable than procuring one’s own servers, which needed to be utilized fully at all times to maximize ROI. The Cloud also enabled more streamlined services to emerge, such as serverless computing from the likes of AWS Lambda that automatically allocates software to computing resources, sparing the customer from having to decide on the appropriate number of instances to spin up before running a particular task. With nearly everything handled by them behind the scenes, Clouds turned compute into a commodity.

The key feature for a secure and resource efficient Cloud to work at all is CPU hardware virtualization. In essence, virtualization allows a single CPU to run multiple independent and secure instances of Virtual Machines (VMs) orchestrated through hypervisors such as VMware ESXi. Multi-core CPUs could be partitioned such that each VM would be assigned to a single core or logical thread, with the hypervisor able to migrate instances onto different cores, sockets or servers over the network to optimize for CPU utilization while keeping data and instructions secured from other instances operating on the same CPU.
The need for virtualization for the cloud, combined with CPU designers implementing SMT to boost performance was eventually exploited with the Spectre and Meltdown vulnerabilities in 2018. When two instances ran on threads running on the same physical core, it was possible for an attacker to snoop and piece together data from the other thread using the CPU cores branch prediction functions, a performance boosting technique that guessed, fetched and executed instructions ahead of the running program to keep the CPU busy. With security in the cloud potentially compromised, providers rushed to disable SMT to stop the attack vector. Despite patches and hardware fixes, the performance loss of up to 30% without SMT would haunt Intel and show up in untimely design decisions down the road which we detail below.
The AI GPU and CPU Consolidation Era
Following the COVID boom that boosted internet traffic with way more Zoom calls, e-commerce and more time spent online, datacenter CPU growth was at an all-time high. In the five years leading up to ChatGPT’s launch in November 2022, Intel shipped over 100 Million Xeon Scalable CPUs to cloud and enterprise datacenters.
From then on, AI model training and inference serving would upend the CPU’s role in the datacenter, causing widespread changes in CPU deployment and design strategies. Computing AI models requires lots of matrix multiplication, an operation that can be easily parallelized and done at massive scales on GPUs which had large arrays of vector units originally used to render 3D graphics for games and visualizations.
While accelerator nodes still used host CPUs, the highly structured and relatively simple compute requirements did not take advantage of the CPU’s ability to run branchy, latency sensitive code. And with tens of vector units compared with thousands on GPUs, performance and efficiency was 100-1000x worse on CPU, especially when AI-specific GPUs added MatMul focused Tensor Cores to the mix. Despite Intel’s efforts to add more vector and matrix support with doubled AVX512 ports and dedicated AMX accelerator engines, the CPU was relegated to a support role in the datacenter. However, the internet still had to be served while power in the datacenter got prioritized to GPU compute. As a result, CPUs evolved with the times and were split into two categories.
Head Nodes 
The head node CPU’s role is to manage the attached GPUs and keep them fed with data. High per-core performance with large caches and high bandwidth memory and IO are desired to keep tail latencies as low as possible. Dedicated designs such as NVIIDA’s Grace were made with coherent memory access for GPUs to utilize CPU memory as model context Key Value Cache expansions, requiring extremely high CPU to GPU bandwidth. For head nodes, 1 CPU is usually paired with 2 or 4 GPUs in each compute node. Examples include:
	1 Vera CPU to 2 Rubin GPUs per superchip

	1 Venice CPU to 4 MI455X GPUs per compute tray

	1 Graviton5 CPU to 4 Trainium3 per compute tray

	2 x86 CPUs to 8 TPUv7 per node  


Cloud-Native Socket Consolidation
As GPUs hogged more datacenter power budgets, the need to serve the rest of the internet as efficiently as possible accelerated the development of “Cloud-Native” CPUs. The goal is maximum throughput and requests served per socket at the best efficiency (throughput per Watt). Instead of adding more, newer CPUs to boost total throughput, old, less efficient servers are decommissioned and replaced with a far smaller number of cloud-native CPUs that met the total throughput requirement while sipping a fraction of the power, lowering operating costs and freeing up power budget for more GPU compute.

Socket consolidation ratios of 10:1 or greater can be achieved. Millions of Intel Cascade Lake servers bought during the COVID cloud spend are being retired for the latest AMD and Intel CPUs that process at the same performance level but at less than a fifth of the power.
Design wise, these Cloud-native CPUs target higher core counts with area and power efficient medium-sized cores, and have less cache and IO capabilities compared to traditional CPUs. Intel brought their Atom cores to the datacenter with Sierra Forest. AMD’s Bergamo used a more area and power efficient layout of their Zen4 core. Power efficient ARM-based designs such as AWS Graviton saw great success, while Ampere Computing targeted cloud-native compute with the Altra and AmpereOne lines.
The RL and Agentic Era

Now, CPU usage is accelerating again to support AI training and inference beyond head nodes. We can already see evidence of this in Microsoft’s “Fairwater” datacenters for OpenAI. Here, a 48MW CPU and storage building supports the main 295MW GPU cluster. This means tens of thousands of CPUs are now needed to process and manage the Petabytes of data generated by the GPUs, a use case that wouldn’t have otherwise been required without AI.
The evolution of AI computing paradigms has caused this increase in CPU usage intensity. In pretraining and model fine-tuning, CPUs are used to store, shard and index data to be fed to the GPU clusters for matrix multiplication. CPUs are also used for image and video decode in multimodal models, although more fixed function media acceleration is being integrated directly into GPUs.

Use of Reinforcement Learning techniques for model improvement increases CPU demand further. From our deep dive on Reinforcement Learning, we see that in an RL training loop, the “RL Environment” needs to execute the actions generated by the model and calculate the appropriate reward. To do this in areas such as coding and mathematics, lots of CPUs are needed in parallel to perform code compilation, verification, interpretation, and tool use. CPUs are also heavily involved in complex physics simulations and verifying generated synthetic data at high precision. The growing complexity of RL environments needed to scale models further thus necessitates large high-performance CPU clusters located close to the main GPU clusters to keep them busy and minimize GPU idle time. This increasing reliance on RL and CPUs in the training loop is creating a new bottleneck, as AI accelerators are improving in Performance per Watt at a far greater rate than CPUs, meaning a future GPU generation such as Rubin may require an even higher ratio of CPU to GPU power than the 1:6 ratio seen in Fairwater above. 

On the inference side, the rise of Retrieval Augmented Generative (RAG) models that search and use the internet along with agentic models that invoke tools and query databases has significantly increased the need for general-purpose CPU compute to service these requests. With the ability to send out API calls to multiple sources, each agent can essentially use the internet far more intensively than a human can by doing simple Google searches. AWS and Azure are doing massive CPU buildouts of their own Graviton and Cobalt lines of CPUs as well as purchasing even more x86 general purpose servers for this stepfold increase in internet traffic.
As we go through 2026, the demands on datacenter CPU and DRAM are only getting stronger. Frontier AI labs are running out of CPUs for their RL Training needs and are scrambling for CPU allocation by competing directly with the cloud providers for commodity x86 CPU servers. Intel, facing the unexpected depletion of their CPU inventory, is looking to raise prices across their Xeon line while they ramp additional tools to shore up CPU production. AMD has been increasing their supply capability to grow and take share in a server CPU TAM it believes will grow in the “strong double digits” in 2026. We will discuss how the CPU landscape evolves beyond 2026 for our subscribers below. 
History of Multi-Core CPU Interconnects
To appreciate the design changes and philosophies of the 2026 CPUs, we have to understand how multi-core CPUs work and the evolution of interconnects as core counts grew. With multiple cores comes the need to connect those cores together. Early dual-core designs such as Intel’s Pentium D and Xeon Paxville in 2005 simply consisted of two independent single cores, with core-to-core communication done off-package via the Front Side Bus (FSB) to a Northbridge chip that also housed the memory controllers. AMD’s Athlon 64 X2, also in 2005, could be considered a true dual-core processor with two cores and an integrated memory controller (IMC) on the same die, allowing the cores to communicate with each other and to memory and IO controllers directly within the silicon through on-die NoC (Network on Chip) data fabrics.

Intel’s subsequent Tulsa generation included 16MB of L3 cache shared between the two cores and functions as an on-die core to core data fabric. As we will see later, these on-die data fabrics will become a crucial factor in datacenter CPU design as core counts grow in the hundreds.
Crossbar Limits
As designers tried to increase core counts further, they ran into scaling limits of these early interconnects. As minimal latency and uniformity was desired, crossbar designs were used in an all-to-all fashion, where every core has a discrete link to all other cores on die. However, the number of links increased greatly with more cores, increasing complexity.
2 cores: 1 connection
4 cores: 6 connections
6 cores: 15 connections
8 cores: 28 connections
The practical limit for most designs ended at 4 cores, with higher core count processors achieved with multi-chip modules and dual-core modules that shared and L2 cache and data fabric socket between core pairs. The crossbar wiring is usually done in the metal lines above the shared L3 caches, saving area. Intel’s 6-core Dunnington in 2008 used three dual-core modules with 16MB of shared L3.

AMD launched their 6-core Istanbul in 2009 with a 6-way crossbar and 6MB L3. Their 12-core Magny-Cours in 2010 used two 6-core dies, with the 16-core Interlagos consisting of two dies each with four Bulldozer dual-core modules.
Intel’s Ring Bus

To scale past this limit, Intel implemented a ring bus architecture with their Nehalem-EX (Beckton) Xeons in 2010, bringing 8 cores with integrated memory controllers and inter-socket QPI links into a single die. Implemented in earlier years within ATi Radeon GPUs and the IBM Cell processor, the ring bus arranges all nodes into a loop, with ring stops integrated into the L3 cache slices and wiring in the metal layers above the cache. Caching and Home agents deal with memory snooping between cores and coherence with the memory controller.
Data from each ring stop’s core and L3 cache slice is queued and injected into the ring, with data advancing one stop per clock to its target destination. This means core to core access latency is no longer uniform, with cores on opposite sides of the ring having to wait additional cycles compared to directly adjacent cores. To help with latency and congestion, two counter rotating rings are implemented, with the optimal direction of travel chosen based on address and ring loading. With wiring complexity now moderated, Intel could scale core counts to 8 on Nehalem-EX and 10 for Westmere-EX. However, scaling beyond that with a single ring would lead to problems with coherence and latency as the ring gets too long.
Ivy Bridge-EX Virtual Rings

To scale core count to 15 for the Ivy Bridge generation, Intel had to get clever with the routing topology. The cores are arranged in three columns of five, with three ‘virtual rings’ looping around the columns. Switches in the ring stops controlled the direction of travel along the half rings, creating a “virtual” triple ring configuration.
Haswell and Broadwell Dual Rings

In 2014, Intel changed topologies yet again with the 18-core Haswell HCC die featuring dual independent counter rotating ring buses connected with a pair of bi-directional buffered switches. Memory controllers were split amongst the two rings, with the 8-core ring also housing the IO ring stops. The MCC die variant wrapped a single half-ring back on itself. Broadwell HCC, released in 2015, brought core counts up to 24 with dual 12-core ring buses.
The downside to stitching multiple rings together is the increased variability in core to core and memory access latency, especially so when cores on one ring are accessing the memory of the other ring. This Non Uniform Memory Access (NUMA) was detrimental to system performance for programs that are latency sensitive with high core to core interactivity.
To help with this, Intel offered a “Cluster on Die” configuration option in the BIOS that treated the two rings as independent processors. The operating system would show the CPU being split into two NUMA nodes, each with direct access to half the local memory and L3 cache. Testing in CoD mode showed that latency within each ring stayed under 50ns while access to the other ring took over 100ns, illustrating the latency penalty of going through the buffered switches.
While these methods helped Intel increase core counts to 24, it was not an elegant nor scalable solution. Adding a third ring and two more sets of buffered switches would be too complicated and impractical, creating many NUMA clusters. A new interconnect architecture was required for more cores.
Intel’s Mesh Architecture

To solve the scalability problem, Intel adopted the mesh interconnect architecture used in their 2016 Xeon Phi “Knights Landing” processor for their mainline Skylake-X Xeon Scalable CPUs in 2017, bringing 28 cores in the XCC die. While core counts did not increase much over Broadwell, the design would form the base that would scale core counts over the next decade.
In a mesh architecture, cores are arranged in a grid, with each column and row connected with half rings, forming a 2D mesh array. Each mesh stop can house cores and L3 cache slices, PCIe IO, the IMC, and accelerators. Routing between cores is done in a circular manner, with data travelling in the vertical direction before moving horizontally across. The caching and home agents are now distributed across all the ring stops along with their snoop filters for memory coherence across the network.
With a mesh network and multiple memory controllers on opposite sides of the die, memory access and core to core latency would vary significantly with large meshes. As with the earlier Cluster on Die approach, several clustering modes were offered that split the mesh into quadrants for Sub-NUMA Clustering (SNC), reducing average latencies at the expense of treating each processor as multiple sockets with smaller L3 and memory access pools for each NUMA node.
In Knights Landing, each mesh stop housed two cores with a shared L2 cache. The mesh grid is 6 columns by 9 rows in size, with top and bottom rows more IO and MCDRAM. The mesh network runs on it’s own clock, and can dynamically adjust mesh clocks to save power. On Knights Landing, the mesh ran at 1.6GHz.

With Skylake-X, the 28 cores are arranged in a 6x6 mesh with a north IO cap and 2 spots for the IMC on the sides. The mesh array is smaller due to the size of the cores, which added more L2 cache and an AVX-512 extension to the core for increased floating point performance. The die size would exceed the 26 x 33 mm reticle limit if another row or column were to be added. With a smaller mesh and higher CPU frequencies of up to 4.5GHz, the mesh clock was increased to 2.4GHz, allowing similar average latencies to Broadwell’s dual rings.
The subsequent Cascade Lake and Cooper Lake processors brought minor changes with the same 28-core layout. As a side node, Intel made a 56-core dual die MCM in Cascade Lake-AP and cancelled a similar version for Cooper Lake CPX-4 in response to AMD’s datacenter return with EPYC.

The next Ice Lake generation benefited from a node shrink from 14nm to 10nm, allowing core counts to increase to 40 cores in a 8x7 mesh, the maximum within the reticle limit. However, the next generation Sapphire Rapids was still going to be on the same node and with more features. That placed Intel in a pickle with how to increase core counts again.
Disaggregated Mesh Across EMIB


Sapphire Rapids added Advanced Matrix Extension (AMX) engines for matrix multiplication and AI, further increasing core area. That meant a single monolithic die would only fit 34 cores, a regression from Ice Lake. To increase core counts to 60, Intel had no choice but to split the cores across multiple dies again. However, they wanted to keep the silicon “logically monolithic”, such that the processor would appear and perform identically to a single die.
Thus, Sapphire Rapids debuted Intel’s EMIB advanced packaging technology to carry the mesh architecture across dies. Two pairs of mirrored 15-core dies were stitched together with a Modular Die Fabric, creating a much larger 8x12 mesh across four quadrants and nearly 1600 mm2 of silicon. A double row of mesh stops were required for the IO to facilitate the increased data traffic between the doubled throughput of PCIe 5.0 and the new data accelerator blocks.
With a much larger mesh spanning multiple dies, average core to core latencies deteriorated to 59ns from Skylake’s 47ns. To avoid using the mesh network as much as possible, Intel increased the private L2 cache for each core to 2MB, resulting in more L2 cache on die than L3 cache (120MB vs 112.5MB). Sub-NUMA Clustering (SNC) was also recommended more with each die treated as its own quadrant.
While a first for Intel in going to chiplets, Sapphire Rapids was infamous for its multi-year delay and numerous revisions. Perhaps due to performance problems getting the mesh to function across EMIB or from other execution issues, the final version made it all the way to stepping E5 before release in early 2023. Original roadmaps slated it for 2021.
The subsequent Emerald Rapids update in late 2023 kept the same core architecture and node, but reduced the die count to 2. With less silicon area spent on the EMIB die to die links, Intel were able to increase core counts from 60 to 66 (up to 64 enabled for yield) while also nearly tripling L3 cache to 320MB. We wrote more about the design decisions here.

Heterogeneous Disaggregation on Xeon 6


Another benefit going to a multi-die chiplet design beyond going past the reticle limit is being able to mix and match dies and share designs across different variants and configurations. For the next Xeon 6 platform in 2024, Intel went for heterogeneous disaggregation by partitioning the I/O away from the core and memory. Doing this allows the I/O dies to stay on the older Intel 7 node while the compute dies moved to Intel 3. Intel could thus reuse the I/O IP developed from Sapphire Rapids while saving cost as I/O does not benefit as much from moving to more advanced nodes. At the same time, the compute dies can be mixed and matched with both P-core Granite Rapids and E-core Sierra Forest configurations with up to 3 compute dies on the top Granite Rapids-AP Xeon 6900P series, creating a large 10x19 mesh over 5 dies, connecting 132 cores with up to 128 enabled for yield.

On the 144-core Sierra Forest, the E-cores are grouped into 4-core clusters that share a common mesh stop, arranged in an 8x6 mesh with 152 cores printed and up to 144 cores active. Although Sierra Forest was made on a request from hyperscalers for a “cloud-native” CPU with lower TCO per core, Intel has admitted that adoption has been limited, with hyperscalers already adopting AMD and designing their own ARM-based CPUs, while Intel’s traditional enterprise customers were not interested in it. As a result, the dual-die 288-core Sierra Forest-AP (Xeon 6900E) SKUs did not make it to general availability, surviving as low volume off-roadmap parts to serve the few hyperscale customers that ordered it.
Clearwater Forest Failure

The I/O dies are also being reused in the upcoming Xeon 6+ Clearwater Forest-AP E-core processors. The compute dies debut Intel’s Foveros Direct hybrid bonding technology, stacking 18A core dies atop base dies containing the mesh, L3 cache and memory interface, bringing core counts up to 288. Vertical disaggregation allows the compute cores to move to the latest 18A logic process while keeping the mesh, cache and I/O that does not scale as well on the older Intel 3 node.

However, Intel’s execution issues surface again with Clearwater Forest, delaying availability from H2 ’25 to H1 ’26. Intel blamed the delay on their Foveros Direct integration challenges, which is not surprising with such a complex server chip being the lead vehicle as Intel tries to figure out hybrid bonding. Perhaps as a result of this, the vertically disaggregated interconnect has a relatively low bandwidth at only 35GB/s per 4-core cluster in accessing the base die’s L3 and mesh network.
Despite a two-year gap with new core micro-architecture, new node, new advanced packaging and higher cost, Intel showed Clearwater Forest as being only 17% faster than Sierra Forest at the same core counts. With such limited performance gains despite much higher costs from low hybrid bonding yields, it is no wonder that Intel barely mentioned Clearwater Forest in their latest Q4 ’25 earnings. Our take is that Intel does not want to produce these chips in high volumes which hurt margins and would rather keep this as a yield learning vehicle for Foveros Direct.
AMD’s Zen Interconnect Architecture


AMD’s return to the datacenter CPU market with their EPYC Naples 7001 series in 2017 caused quite a stir, with Intel mocking the design as “Four glued-together desktop die” with inconsistent performance. In reality, the small design team at AMD had to be resourceful, and could only afford to tape out a single die that had to be used for both desktop PCs, server and even embedded with integrated 10Gbit Ethernet on the same die.

Naples implemented a 4-die MCM with each “Zeppelin” die containing 8 cores, allowing AMD to exceed Intel’s 28 cores with 32. Each die holds 2 Core Complexes (CCX), with 4 cores and 8MB of L3 connected with a crossbar. An on-die Scalable Data Fabric enables inter-CCX communication. Infinity Fabric on Package (IFOP) links connected each die to the other 3 in the package, while Infinity Fabric Inter Socket (IFIS) links enabled dual-socket designs. Infinity Fabric enabled coherent memory sharing between dies, and was derived from their old HyperTransport technology.
This architecture meant that there was no unified L3 cache and core-to-core latencies varied greatly, with multiple hops required to go from a core in a CCX on one die to a core in another die. A typical dual socket server ended having four NUMA domains. Intra-CCX, Inter-CCX, Die-to-die MCM, Inter-Socket. Performance reflected this, as highly parallelizable tasks with minimal core to core and memory access such as rendering performed well, while memory and latency sensitive tasks that relied more on inter-core communication did poorly. As most software was also not NUMA aware, this gave Intel’s criticism a point for “inconsistent performance”.
EPYC Rome’s Centralized IO

The 2019 Rome generation saw a complete rethink of the die layout, taking advantage of heterogeneous disaggregation to create a 64-core part that far outstripped Intel who were still stuck at 28. Eight 8-core Core Compute Dies (CCD) surrounded a central I/O die containing the memory and PCIe interfaces, with the CCDs moving to the latest TSMC N7 process while the I/O die stayed on GlobalFoundries’ 12nm. The CCDs still consisted of two 4-core CCXs, but now have no direct communication with each other. Instead, all inter-CCX traffic is routed through the I/O die, where signals travel across the substrate over Global Memory Interconnect (GMI) links. This meant that Rome functionally appeared as sixteen 4-core NUMA nodes with only 2 NUMA domains.
VMs spun up on Rome had to be kept to 4 cores to avoid performance loss from cross-die communications, much like the prior Naples. This was addressed with the Milan generation in 2021 that increased CCX size to 8 cores by moving to a ring bus architecture, while reusing the same I/O die as Rome.

Despite initial plans to adopt advanced packaging, AMD stuck to this familiar design for the next 2 generations as well, with 2022 Genoa moving to 12 CCDs and 2024 Turin with up to 16 CCDs on the 128-core EPYC 9755, all surrounding a central I/O die with upgraded DDR5 and PCIe5 interfaces.
The key benefit of this chiplet design is the scalability of core counts with just a single silicon tapeout. AMD only needs to design a single CCD to offer the full gamut of core counts across the SKU stack by including different numbers of CCDs. The small die area of each CCD also helps with yields and achieving earlier time to market when moving to a new process node. This contrasts with a mesh design that uses large reticle sized dies and requires multiple tapeouts for each core count offering with smaller meshes. Different CCD designs can also be swapped in while sharing the same IO die and socket platform, with AMD creating additional variants using the compact Zen 4c cores in Bergamo and Zen 5c cores for the 192-core Turin variant. We wrote about this new core variant for efficient cloud computing here. Disaggregation also allows smaller versions to be made with EPYC 8004 Siena processors using just 4 Zen 4c CCDs on a 6-channel memory platform.

Intel Diamond Rapids Architecture Changes

At first glance, Diamond Rapids almost looks like a copy of AMD’s designs, with compute dies surrounding a central I/O die. It seems that it was too difficult to grow a single mesh network beyond the 10x19 on Granite Rapids to further increase core count, meaning Intel finally succumbs to having multiple NUMA nodes and L3 domains. Four Core Building Block (CBB) dies flank two I/O and Memory Hub (IMH) dies in the middle.
Within each CBB, 32 Dual Core Modules (DCM) on Intel 18A-P are hybrid bonded onto a base Intel 3-PT die containing the L3 cache and local mesh interconnect. To reduce the number of mesh stops and reduce network traffic, two cores now share a common L2 cache in each DCM, a design reminiscent of the Dunnington generation from 2008. While this means Diamond Rapids has 256 cores in total, it seems only up to 192 cores will be enabled for the mainline SKUs, with higher core counts presumably reserved for off-roadmap orders due to lower yields.
The IMH dies contain the 16-channel DDR5 memory interfaces, PCIe6 with CXL3 support, and Intel datapath Accelerators (QAT, DLB, IAA, DSA).
Interestingly, it seems that the die to die interconnect no longer requires EMIB advanced packaging, with long traces across the package substrate connecting each CBB die to both IMH dies, allowing each CBB direct access to the entire memory and IO interface without needing a second extra hop to the other IMH. This also ensures that only 2 cross-die hops are needed for any inter-CBB communication. As a result of moving away from advanced packaging and splitting the cores across 4 dies, we expect cross-CBB latencies to be appreciably worse off, with a large difference in latency compared to staying within the same die.

Though worse latencies are problematic, the worst issue with Diamond Rapids is the lack of SMT. Spooked by the Spectre and Meltdown vulnerabilities that fundamentally affected Intel more than AMD, their core design team began designing P-cores without it, starting with Lion Cove in the 2024 client PC. Intel rationalized it at the time by claiming the area saved by removing SMT functionality would give better efficiency at the expense of raw throughput. This was fine for PC designs as they had integrated E-cores alongside that would help bolster multi-threaded performance.
However, maximum throughput matters for datacenter CPUs, severely handicapping Diamond Rapids. Compared to the current 128 core, 256 thread Granite Rapids, we expect the main 192 core, 192 thread Diamond Rapids to be only around 40% faster, exposing Intel for another generation with lower performance than AMD.
In a late move, Intel has cancelled the mainstream 8-channel Diamond Rapids-SP platform entirely, leaving their highest volume core market without a new generation into at least 2028. While this helps streamline Intel’s bloated SKU stack, we feel this is the wrong move as general purpose compute for AI tool use and context storage uses more mainstream CPUs with good connectivity as opposed to massive performance per socket options.
AMD Venice Architecture Changes

While Intel went away from EMIB, AMD finally adopts the equivalent advanced packaging technology for Venice, with high-speed short reach links connecting the CCDs to the I/O die. We have the volumes for this in our Accelerator, HBM, and Advanced Packaging Model.
The additional shoreline required for the CCD links takes up additional width, necessitating the central I/O hub to be split into 2 dies. This creates another die to die hop to cross the different halves of the chip, forming another NUMA domain that Intel’s solution avoids. The I/O dies now feature 16 memory channels in total, up from 12 in 2022’s Genoa. AMD also catches up to Intel in finally supporting Multiplexed memory for higher bandwidth, where 16-channel MRDIMM-12800 gives 1.64TB/s, 2.67x Turin.
AMD has also moved to a mesh network within the CCD, with 32 Zen6c cores in a 4x8 grid, although there may be an additional spare core included for yield recovery. Eight TSMC N2 CCDs bring core counts to 256, a one-third increase from the 192-core Turin-Dense 3nm EPYC 9965. Zen6c receives the full 4MB L3 cache per core that was previously halved on Zen5c, creating large 128MB cache regions per CCD. 
Lower core count and frequency optimized “-F” SKUs for AI head nodes will employ the same 12-core Zen6 CCD design used in their consumer desktop and mobile PC line for up to 96 cores across 8 CCDs. While this is a regression from the 128-core Turin-Classic 4nm EPYC 9755, it does bring 50% more cores than the high frequency 64-core EPYC 9575F.
Lastly, 8 small dies can be seen beside the I/O dies next to where the DDR5 interface exits. These are Integrated Passive Devices (IPD) that help smooth power delivery to the chip in the heavily I/O dense area, where the SP7 package routing is saturated with memory channel fanout.

On the performance front, AMD claims the top 256-core variant is over 1.7x better in performance per watt than the top 192-core Turin in SPECrate®2017_int_base, meaning an even higher performance per core thanks to the new Zen 6 core microarchitecture with higher Instructions per Clock (IPC). Zen 6 also introduces new instructions for AI datatypes including AVX512_FP16, AVX_VVNI_INT8 and a new AVX512_BMM instruction for Bit Matrix Multiplication and bit reversal operations on the CPU’s floating point unit.
For BMM, the FPU registers store 16x16 binary matrices and computes BMM accumulates using OR and XOR operations. Binary matrices are far easier to compute than floating point matrices, and could offer large efficiency gains for software that can make use of it such as Verilog simulations. However, BMMs do not have sufficient precision for LLMs, and so we believe adoption of this instruction will be limited.
As AMD already enjoys significantly higher performance per core than Intel (96c Turin matches 128c Granite Rapids), the performance gap between AMD Venice and Intel Diamond Rapids will widen even more in the 2026 to 2028 generation of datacenter CPUs. Core to core latency on Venice should improve over Turin thanks to the new die to die interconnect and larger core domains.
AMD is also doubling down where Intel is pulling out. While Intel cancels its 8-channel processor, AMD will introduce a new 8-channel Venice SP8 platform as a successor to the EPYC 8004 Siena line of low power, smaller socket offerings, while still bringing up to 128 dense Zen 6c cores to the table. With this, AMD will see large share gains in the enterprise markets, a traditional Intel stronghold.
2026 CPU Costing Analysis

SemiAnalysis offers detailed Bill of Materials costing based on our extensive knowledge of the supply chain. To understand exact die sizes, configurations, topologies, performance estimates and competitiveness with Hyperscaler ARM CPUs, please contact us at Sales@SemiAnalysis.com for bespoke consulting and competitive analysis services. We have detailed costing and breakdowns of AMD Turin, Venice, Intel Granite Rapids, Diamond Rapids, NVIDIA Grace, Vera and hyperscale ARM CPUs from AWS, Microsoft, Google and more.
Nvidia Grace


Unlike most of the general purpose CPUs covered in this article, Nvidia’s CPUs are designed with head nodes and Extended GPU Memory in mind, with NVLink-C2C as its party trick. This 900GB/s (bi-directional) high speed link allows the connected Hopper or Blackwell GPU to access the CPU’s memory at full bandwidth, alleviating the low memory capacity limits of HBM with up to 480GB memory per Grace CPU. Grace also adopts mobile-class LPDDR5X memory to keep non-GPU power down while maintaining high bandwidths of 500GB/s on a 512-bit wide memory bus. The initial Grace Hopper superchips attached 1 Grace for each GPU, while the later Grace Blackwell generations shared the CPU across 2 GPUs. NVIDIA also offered a dual-Grace superchip CPU for HPC customers that require high memory bandwidth.
Regarding the CPU cores, NVIDIA uses the high performance ARM Neoverse V2 design with 1MB of private L2 cache on a 6x7 mesh network housing 76 cores and 117MB of L3 cache, with up to 72 cores enabled for yield. Each Cache Switch Node (CSN) on the mesh stop connects up to 2 cores and L3 slices. NVIDIA emphasizes the high 3.2TB/s bisection bandwidth of the mesh network, showing Grace’s specialized focus on data flow rather than raw CPU performance.
On the performance side, Grace has a quirky microarchitectural bottleneck from the Neoverse V2 cores that makes it slow for unoptimized HPC code. From Nvidia’s Grace Performance Tuning Guide, optimizing large applications for better code locality can result in 50% speedups. This is due to limitations in the core branch prediction engine in storing and fetching instructions ahead of use. On Grace, instructions are organized into 32 2MB virtual address spaces.
Performance starts to drop off massively when this Branch Target Buffer fills beyond 24 regions as hot code hogs the buffer and increases instruction churn, causing more branch prediction mispredicts. If the program exceeds 32 regions, the entire 64MB buffer gets flushed, with the branch predictor forgetting all previous branch instructions to accommodate new incoming ones. Without a functioning branch predictor, the CPU core’s front end bottlenecks the whole operating as ALUs sit idle awaiting instructions to execute.
This is why AI workloads are currently being slowed by the Grace CPUs in GB200 and GB300.
Nvidia Vera
Vera takes things further in 2026 for the Rubin platform, doubling C2C bandwidth to 1.8TB/s and doubling the memory width with eight 128bit wide SOCAMM 192GB modules for 1.5TB of memory at 1.2TB/s of bandwidth. The mesh design remains, with a 7x13 grid that houses 91 cores, with up to 88 active. L3 cache increases to 162MB. NVIDIA now disaggregates the perimeter memory and I/O regions into separate chiplets, totaling 6 dies packaged with CoWoS-R (1 reticle-sized compute die on 3nm with NVLink-C2C, 4 LPDDR5 memory dies and 1 PCIe6/CXL3 IO die).



Perhaps burned by the performance bottlenecks of ARM’s Neoverse cores, NVIDIA has brought back their custom ARM core design team with a new Olympus core that supports SMT, enabling 88 cores with 176 threads. The last NVIDIA custom core was 8 years ago in the Tegra Xavier SoC with 10-wide Carmel cores. The ARMv9.2 Olympus core increases the width of the floating point unit to 6x 128b-wide ports vs 4 on Neoverse V2, now supporting ARM’s SVE2 FP8 operations. 2MB of private L2 cache supports each core, doubled from Grace. In total, Nvidia claims a 2x performance improvement going to Vera.
AWS Graviton5

Amazon Web Services (AWS) was the first hyperscaler to successfully develop and deploy their own CPUs for the cloud. Thanks to the acquisition of the Annapurna Labs chip design team and ARM’s Neoverse Compute Subsystem (CSS) reference designs, AWS could now offer their EC2 cloud instances at lower prices thanks to a better margin profile by going directly to TSMC and OSAT partners for chip production as opposed to buying Intel Xeons.
The Graviton push started in earnest during the COVID boom with the Graviton2 generation, when AWS offered heavy discounting to entice cloud customers to port their programs over to the ARM ecosystem from x86. While not as performant on a per core basis compared to Intel’s Cascade Lake generation, Graviton2 brought 64 Neoverse N1 cores at a fraction of the price with significantly higher performance per dollar.
Graviton3’s preview in late 2021 brought several changes that focused on elevating per core performance to competitive levels. AWS moved to ARM’s Neoverse V1, a much larger CPU core with twice the floating point performance as N1, while keeping core counts at 64. A 10x7 Core Mesh Network (CMN) was employed with 65 cores printed on die, leaving room for 1 core to be disabled for binning. AWS also disaggregated the design into chiplets, with four DDR5 memory and two PCIe5 I/O chiplets surrounding the central compute die on TSMC N5, all connected with Intel’s EMIB advanced packaging. With the delays to Intel’s Sapphire Rapids, Graviton3 became one of the first datacenter CPUs to deploy DDR5 and PCIe5, a full year ahead of AMD and Intel, which we wrote about here.

Graviton4 continued scaling, adopting the updated Neoverse V2 core and increasing core counts and memory channels by 50% to 96 and 12-channels respectively, bringing 30-45% speedups over the previous generation. PCIe5 lane counts tripled from 32 to 96 lanes for much greater connectivity to networking and storage. Graviton4 also brought support for dual-socket configurations for even higher instance core counts.

In preview since December 2025, Graviton5 features another huge jump in performance with 192 Neoverse V3 cores, double that of the previous generation, with 172 Billion transistors on TSMC’s 3nm process. While L2 cache per core remains at 2MB, the shared L3 cache increases from a paltry 36MB on Graviton4 to a more respectable 192MB on Graviton5, with the extra cache acting as a buffer as memory bandwidth only went up by 57% (12-channel DDR5-8800) despite doubling core counts.
The packaging of Graviton 5 is very unique as we discussed on Core Research and has large implications of a few vendors in the supply chain.
Interestingly, while the PCIe lanes were upgraded to Gen6, lane counts regressed from 96 lanes on Graviton4 to 64 on Graviton5, as apparently AWS was generally not deploying configurations using all PCIe lanes. This cost optimization saves Amazon alot on TCO while not impacting performance.
Graviton5 employs an evolved chiplet architecture and interconnect, with 2 cores now sharing the same mesh stop, arranged in an 8x12 mesh. While AWS did not show the packaging and die configurations this time, they ensured that Graviton5 does employ a novel packaging strategy, and that the CPU core mesh is split over multiple compute dies.

In terms of CPU usage, AWS was proud to mention that they have been using thousands of Graviton CPUs internally in their CI/CD design integration flows and to run EDA tools to design and verify future Graviton, Trainium and Nitro silicon, creating an internal dogfooding cycle where Gravitons design Gravitons. AWS also announced that their Trainium3 accelerators will now use Graviton CPUs as head nodes, with 1 CPU to 4 XPUs. While the initial versions run with Graviton4, future Trainium3 clusters will be powered by Graviton5.
Microsoft Cobalt 200



Following on from Microsoft’s first Cobalt 100 CPU in 2023 which we covered above, Cobalt 200 was launched in late 2025 with several upgrades. While core count did not increase much, going from 128 to 132, each core is now much more powerful with the Neoverse V3 design compared to the Neoverse N2 in the prior generation. Each core has a very large 3MB L2 cache, and are connected with the standard ARM Neoverse CMN S3 mesh network across two TSMC 3nm compute dies with a custom high-bandwidth interconnect between dies. From the diagram, each die has an 8x8 mesh with 6 DDR5 channels and 64 lanes of PCIe6 lanes with CXL support. 2 cores share each mesh stop, totaling 72 cores printed on each die with 66 enabled for yield. 192MB of shared L3 cache is also spread across the mesh. With these upgrades, Cobalt 200 achieves a 50% speedup over Cobalt 100.
Unlike Graviton5, Cobalt 200 will only be featured in Azure’s general purpose CPU compute services and will not be used as AI head nodes. Microsoft’s Maia 200 rackscale system deploys Intel’s Granite Rapids CPUs instead.
Google Axion C4A, N4A


Announced in 2024 and generally available in 2025, The Axion line signaled Google’s entry into custom silicon CPUs for their GCP cloud services. Axion C4A instances have up to 72 Neoverse V2 cores on a standard mesh network, with 8 channels of DDR5 and PCIe5 connectivity on a large monolithic 5nm die. Based on close-up images of the Axion wafer presented at Google Cloud Next 2024, the die appears to have 81 cores printed in a 9x9 mesh, leaving room for 9 cores to be disabled for yield. Therefore, we believe a new 3nm die was designed for the 96-core C4A bare metal instances that went into preview late in 2025.
For more cost-effective scale-out web and microservices, Google’s Axion N4A instances are now in preview, coming with 64 lower performance Neoverse N3 cores on a much smaller die, allowing significant volume ramps through 2026. The Axion N4A silicon is a full custom design made by Google on TSMC’s 3nm process. As Google transitions their internal infrastructure over to ARM, Gmail, YouTube, Google Play and other services will run on Axion alongside x86. In the future, Google will design Axion CPUs for use as head nodes in their TPU clusters powering Gemini.
AmpereOne & SoftBank Acquisition




Ampere Computing was the original champion for merchant ARM silicon, competing directly with AMD and Intel as a 3rd silicon provider for OEM server builds. With a strong partnership with Oracle, Ampere delivered their 80-core Altra and 128-core Altra Max line of CPUs with great fanfare, promising to disrupt the x86 CPU duopoly with cost effective ARM CPUs. Ampere Altra employed the Neoverse N1 core with their own mesh interconnect with cores grouped into 4-core clusters. Accompanying the cores are 8-channels of DDR4 and 128 PCIe4 lanes on a single TSMC 7nm die.
The next generation AmpereOne CPUs brought core counts up to 192, thanks to a move to a 5nm process and a novel chiplet design that disaggregates the IO into separate DDR5 and PCIe dies in an MCM configuration that does not require use of an interposer. Ampere also moved to a custom ARM core, designed for core density rather than outright performance, paired with an oversized 2MB L2 cache to minimize performance penalties from noisy neighbors where other VMs running on adjacent cores hog traffic on the shared mesh interconnect. A similar 4-core cluster is implemented on a 9x8 mesh network. In total, integer performance was doubled over Altra Max.
The chiplet design allows the same compute die to be reused in other variants, with the 12-channel AmpereOne-M adding 2 more memory controller dies. The future AmpereOne-MX reuses the same I/O chiplets but swaps in a 3nm compute die with 256 cores. Their 2024 roadmap also detailed a future AmpereOne Aurora chip with 512 cores and AI Training and Inference capabilities.
However, this roadmap is no longer valid once Ampere Computing was acquired by SoftBank in 2025 for $6.5 Billion. While true that Masayoshi Son wanted Ampere’s CPU design talent to shore up their CPU designs for the Stargate venture, the acquisition was also spurred by Oracle wanting to divest itself from a poorly performing business. Ampere’s CPUs never ramped into significantly high enough volumes due to timing and execution issues.
The Altra generation was their first major market entry, but arrived too early for mass adoption as most software was not ARM-native at the time. Unlike hyperscalers who could quickly adapt their internal workloads for their own ARM silicon, the general purpose and enterprise CPU markets are much slower to move. Following that, the AmpereOne generation faced many delays, with Oracle Cloud A2 and CPU availability arriving in the second half of 2024. By then, the hyperscaler ARM CPU projects are in full swing, and AMD could match Ampere’s 192 cores but with 3-4 times higher per core performance. Despite Oracle promoting Ampere instances with halved per-core licensing costs, the CPUs were not popular enough, and the order book dried up. Oracle never used up their full pre-payment for Ampere CPUs, with their Ampere CPU purchases dwindling from $48M in fiscal 2023 to $3M in 2024 and $3.7M in 2025.
Ampere is now working on AI chips as well as CPUs under the Softbank umbrella.
ARM Phoenix

ARM’s core IP licensing business has been very successful in the datacenter market, with nearly every hyperscaler adopting their Neoverse CSS designs for their custom CPUs. To date, over 1 Billion Neoverse cores have been deployed across datacenter CPUs and DPUs, with 21 CSS licenses signed across 12 companies. With increasing core counts and hyperscale ARM CPU ramps, datacenter royalty revenue more than doubled Year-over-Year, and they are projecting CSS to represent over 50% of royalty revenue in the next couple of years. Read our article here to learn more about ARM’s business model and how CSS extracts more value.

However, ARM is taking things further in 2026 and will be offering full datacenter CPU designs, with Meta as its first customer. This CPU, codenamed Phoenix, changes the business model by becoming a chip vendor, designing the entire chip from cores to packaging. This means that ARM will now compete directly with its customers who license the Neoverse CSS architecture. ARM, who are majority owned by SoftBank, are also designing custom CPUs for OpenAI as part of the Stargate OpenAI Softbank venture. Cloudflare is also looking to be a customer for Phoenix. We have detailed COGS, margin, and revenue in Core Research.
Phoenix has a standard Neoverse CSS design and layout that is similar to Microsoft’s Cobalt 200. 128 Neoverse V3 cores are connected with ARM’s CMN mesh network across two half-reticle size dies made on TSMC’s 3nm process. On the memory and I/O front, Phoenix features 12 channels of DDR5 at 8400 MT/s and 96 lanes of PCIe Gen 6. Power efficiency is competitive, with a configurable CPU TDP of 250W to 350W.
With this, Meta now has their own ARM CPU to match the likes of Microsoft, Google and AWS. As an AI head node, Phoenix enables coherent shared memory to attached XPUs over PCIe6 via an Accelerator Enablement Kit. We will detail the next generation ARM “Venom” CPU design for our subscribers below, including a significant memory change.  
Huawei Kunpeng
China’s home grown CPU efforts are continuing apace, with both Loongson and Alibaba’s Yitian line offering locally designed options. However, the biggest player in the market is Huawei, who have refocused their datacenter CPU roadmap with their Kunpeng processor series. Huawei has some of the most capable design engineers from their HiSilicon team, with custom TaiShan CPU cores and data fabrics that are worth keeping an eye on.
Huawei’s first few generations of datacenter CPUs used the standard mobile ARM Cortex cores. The 2015 Hi1610 featured 16 A57 cores. 2016’s Hi1612 doubled core counts to 32, while the Kunpeng 916 in 2017 updated the core architecture to Cortex-A72. All three generations were fabbed on TSMC 16nm.

The Kunpeng 920 arrived in 2019 with an ambitious multi-chiplet design and 64 custom cores. Two compute dies on TSMC 7nm each contained 8 clusters of 4 TaiShan V110 cores running on the ARM v8.2 ISA. The clusters are connected with a ring bus to four channels of DDR4 on the same die totaling 8-channels across the two compute dies. Kunpeng 920 was the first CPU to adopt TSMC’s CoWoS-S advanced packaging, with a large silicon interposer connecting 2 compute dies to an I/O die with 40 PCIe Gen 4 lanes and dual integrated 100 Gigabit Ethernet controllers using a custom die to die interface. While Kunpeng 920 integrated many novel technologies, the US sanction on Huawei which curtailed their supply of TSMC had disrupted their CPU roadmap, as the next Kunpeng 930 generation failed to release in 2021.

Instead, an updated Kunpeng 920B was quietly released in 2024 with several upgrades. The TaiShan V120 cores now support SMT, with 10 clusters of 4 on each of the two compute dies for 80 cores and 160 threads. Core interconnect and layout remained similar to the Kunpeng 920 with 8 channels of DDR5 on the compute dies. The I/O die is now split into halves with the compute dies in the middle. We believe the 5 year gap between CPU generations were the result of US sanctions and having to redesign the chip for the SMIC N+2 process.


For 2026, Huawei is updating its CPU line again with the Kunpeng 950 and configuring them in TaiShan 950 SuperPoD racks for general purpose compute. Kunpeng 950 promises a 2.9x speedup on OLTP database performance over the Kunpeng 920B using their proprietary GaussDB Multi-Write distributed database architecture. To achieve this, core counts more than doubled to 192 using a new LinxiCore that retains SMT support. A smaller 96 core version will also be produced. 16 dual-socket servers go into each TaiShan 950 SuperPoD rack with up to 48TB of DDR5 memory, indicating a 12-channel memory design. These racks also integrate storage and networking, and will be adopted by Oracle’s Exadata database servers and used by China’s finance sector. The design will likely be produced on SMIC’s N+3 process that recently debuted in the Kirin 9030 smartphone chip.
Huawei’s roadmap continues into 2028 with the Kunpeng 960 series. This generation follows the trend of splitting the design into two variants. A 96 core, 192 thread high performance version will be made for AI head nodes and databases that promises a 50%+ improvement in per core performance, while a high-density model for virtualization and cloud compute will increase core counts to 256 and possibly beyond. By then, we expect Huawei to take significant share in Chinese hyperscaler CPU deployments.
Below we present our CPU roadmap to 2028, and detail the key features and architectural changes of the datacenter CPUs beyond 2026, including AMD’s Verano and Florence, Intel’s Coral Rapids and cancelled CPU lines, ARM’s Venom specifications, Qualcomm’s return to the datacenter CPU market with SD2, and include NVIDIA’s Bluefield-4 as a sign of how CPU deployments are evolving going forward. We then discuss the impacts of the DRAM shortage on each datacenter CPU segment and look at future CPU trends, highlighting crucial design aspects that will shape CPUs in the next decade.
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  How to stop bots from abusing free trials (Sponsored)

Free trials help AI apps grow, but bots and fake accounts exploit them. They steal tokens, burn compute, and disrupt real users.
Cursor, the fast-growing AI code assistant, uses WorkOS Radar to detect and stop abuse in real time. With device fingerprinting and behavioral signals, Radar blocks fraud before it reaches your app.


You open an app with one specific question in mind, but the answer is usually hidden in a sea of reviews, photos, and structured facts. Modern content platforms are information-rich, though surfacing direct answers can still be a challenge. A good example is Yelp business pages. Imagine you are deciding where to go and you ask “Is the patio heated?”. The page might contain the answer in a couple of reviews, a photo caption, or an attribute field, but you still have to scan multiple sections to piece it together.
A common way to solve this is to integrate an AI assistant inside the app. The assistant retrieves the right evidence and turns it into a single direct answer with citations to the supporting snippets.

This article walks through what it takes to ship a production-ready AI assistant using Yelp Assistant on business pages as a concrete case study. We’ll cover the engineering challenges, architectural trade-offs, and practical lessons from the development of the Yelp Assistant.
Note: This article is written in collaboration with Yelp. Special thanks to the Yelp team for sharing details with us about their work and for reviewing the final article before publication.
High-Level System Design
To deliver answers that are both accurate and cited, we cannot rely on an LLM’s internal knowledge alone. Instead, we use Retrieval-Augmented Generation (RAG).
RAG decouples the problem into two distinct phases: retrieval and generation, supported by an offline indexing pipeline that prepares the knowledge store.

The development of a RAG system starts with an indexing pipeline, which builds a knowledge store from raw data offline. Upon receiving a user query, the retrieval system scans this store using both lexical search for keywords and semantic search for intent to locate the most relevant snippets. Finally, the generation phase feeds these snippets to the LLM with strict instructions to answer solely based on the provided evidence and to cite specific sources.

Citations are typically produced by having the model output citation markers that refer to specific snippets. For example, if the prompt includes snippets with IDs S1, S2, and S3, the model might generate “Yes, the patio is heated” and attach markers like [S1] and [S3]. A citation resolution step then maps those markers back to the original sources, such as a specific review excerpt, photo caption, or attribute field, and formats them for the UI. Finally, citations are verified to ensure every emitted citation maps to real retrievable content.

While this system is enough for a prototype, a production system requires additional layers for reliability, safety, and performance. The rest of this article uses the Yelp Assistant as a case study to explore the real-world engineering challenges of building this at scale and the mitigations to solve them.


Live Webinar: Designing for Failure and Speed in Agentic Workflows with FeatureOps (Sponsored)

AI can write code in seconds. You’re the one who gets paged at 2am when production breaks.
As teams adopt agentic workflows, features change faster than humans can review them. When an AI-written change misbehaves, redeploying isn’t fast enough, rollbacks aren’t clean, and you’re left debugging decisions made by your AI overlord.
In this tech talk, we’ll show FeatureOps patterns to stay in control at runtime, stop bad releases instantly, limit blast radius, and separate deployment from exposure.
Led by Alex Casalboni, Developer Advocate at Unleash, who spent six years at AWS seeing the best and worst of running applications at scale.


Data Strategy: From Prototype to Production
A robust data strategy determines what content the assistant can retrieve and how quickly it stays up to date. The standard pipeline consists of three stages beginning with data sourcing where we select necessary inputs like reviews or business hours and define update contracts. Next is ingestion, which cleans and transforms these raw feeds into a trusted canonical format. Finally, indexing transforms these records into retrieval-ready documents using keyword or vector search signals so the system can filter to the right business scope.

Setting up a data pipeline for a demo is usually simple. For example, Yelp’s early prototype relied on ad hoc batch dumps loaded into a Redis snapshot which effectively treated each business as a static bundle of content.

In production, this approach collapses because content changes continuously and the corpus grows without bound. A stale answer regarding operating hours is worse than no answer at all, and a single generic index struggles to find specific needle-in-the-haystack facts as the data volume explodes. To meet the demands of high query volume and near real-time freshness, Yelp evolved their data strategy through four key architectural shifts.
1. Freshness
Treating every data source as real-time makes ingestion expensive to operate while treating everything as a weekly batch results in stale answers. Yelp set explicit freshness targets based on the content type. They implemented streaming ingestion for high-velocity data like reviews and business attributes to ensure updates appear within 10 minutes. Conversely, they used a weekly batch pipeline for slow-moving sources like menus and website text. This hybrid approach ensures a user asking “Is it open?” gets the latest status without wasting resources streaming static content.

2. Data Separation
Not all questions should be answered the same way. Some require searching through noisy text while others require a single precise fact. Treating everything as generic text makes retrieval unreliable; it allows anecdotes in reviews to override canonical fields like operating hours.
Yelp replaced the single prototype Redis snapshot with two distinct production stores. Unstructured content like reviews and photos serves through search indices to maximize relevance. Structured facts like amenities and hours live in a Cassandra database using an Entity-Attribute-Value layout.

This separation prevents hallucinated facts and makes schema evolution significantly simpler. Engineers can add new attributes such as EV charging availability without running migrations.
3. Hybrid Photo Retrieval
Photos can be retrieved using only captions, only image embeddings, or a combination of both. Caption-only retrieval fails when captions are missing, too short, or phrased differently than the user’s question. Embedding-only retrieval can miss literal constraints like exact menu item names or specific terms the user expects to match.
Yelp bridged this gap by implementing hybrid retrieval. The system ranks photos using both caption text matches and image embedding similarity. If a user asks about a heated patio, the system can retrieve relevant evidence whether the concept is explicitly written as “heaters” in the caption or simply visible as a heat lamp in the image itself.

4. Unified Serving
Splitting data across search indices and databases improves quality but can hurt latency. A single answer might require a read for hours, a query for reviews, and another query for photos. These separate network calls add up and force the assistant logic to manage complex data fetching.
Yelp solved this by placing a Content Fetching API in front of all retrieval stores. This abstraction handles the complexity of parallelizing backend reads and enforcing latency budgets. The result is a consistent response format that keeps the 95th percentile latency under 100 milliseconds and decouples the assistant logic from the underlying storage details. The following figure summarizes the data sources and any special handling for each one.

Inference Pipeline
Prototypes often prioritize simplicity by relying on a single large model for everything. The backend stuffs all available content such as menus and reviews into one massive prompt, forcing the model to act as a slow and expensive retrieval engine. Yelp followed this pattern in early demos. If a user asked, “Is the patio heated?”, the model had to read the entire business bundle to find a mention of heaters.

While this works for a demo, it collapses under real traffic. Excessive context leads to less relevant answers and high latency, while the lack of guardrails leaves the system vulnerable to adversarial attacks and out-of-scope questions that waste expensive compute.
To move from a brittle prototype to a robust production system, Yelp deconstructed the monolithic LLM into several specialized models to ensure safety and improve retrieval quality.

1. Retrieval
Yelp separated “finding evidence” from “writing the answer.” Instead of sending the entire business bundle to the model, the system queries near real-time indices to retrieve only the relevant snippets. For a question like “Is the patio heated?”, the system retrieves specific reviews mentioning “heaters” and the outdoor seating attribute. The LLM then generates a concise response based solely on that evidence, citing its sources.

2. Content Source Selection
Retrieval alone isn’t enough if you search every source by default. Searching menus for “ambiance” questions or searching reviews for “opening hours” introduces noise that confuses the model.
Yelp fixed this with a dedicated selector. A Content Source Selector analyzes the intent and outputs only the relevant stores. This enables the system to route inputs like “What are the hours?” to structured facts and “What is the vibe?” to reviews.

This routing also serves as conflict resolution if sources disagree. Yelp found it works best to default to authoritative sources like business attributes or website information for objective facts, and to rely on reviews for subjective, experience-based questions.
3. Keyword Generation
Users rarely use search-optimized keywords. They ask incomplete questions such as “vibe?” or “good for kids?” that fail against exact-match indices.
Yelp introduced a Keyword Generator, a fine-tuned GPT-4.1-nano model, that translates user queries into targeted search terms. For example, “vegan options” might generate keywords like “plant-based” or “dairy-free”. When the user’s prompt is broad, the Keyword Generator is trained to emit no keywords to avoid producing misleading keywords.

4. Input Guardrails
Before any retrieval happens, the system must decide if it should answer. Yelp uses two classifiers: Trust & Safety to block adversarial inputs and Inquiry Type to redirect out-of-scope questions like “Change my password” to the correct support channels.

Building this pipeline required a shift in training strategy. While prompt engineering a single large model works for prototypes, it proved too brittle for production traffic where user phrasing varies wildly. Yelp adopted a hybrid approach:
	Fine-tuning for question analysis: They fine-tuned small and efficient models (GPT-4.1-nano) for the question analysis steps including Trust and Safety, Inquiry Type, and Source Selection. These small models achieved lower latency and higher consistency than prompting a large generic model.

	Prompting for final generation: For the final answer where nuance and tone are critical, they stuck with a powerful generic model (GPT-4.1). Small fine-tuned models struggled to synthesize multiple evidence sources effectively, making the larger model necessary for the final output.



Serving Efficiency
Prototypes usually handle each request as one synchronous blocking call. The system fetches content, builds a prompt, waits for the full model completion, and then returns one response payload. This workflow is simple but generally not optimized for latency or cost. Consequently, it becomes slow and expensive at scale.

Yelp optimized serving to reduce latency from over 10 seconds in prototypes to under 3 seconds in production. Key techniques include:
	Streaming: In a synchronous prototype, users stare at a blank screen until the full answer is ready. Yelp migrated to FastAPI to support Server-Sent Events (SSE), allowing the UI to render text token-by-token as it generates. This significantly reduced the perceived wait time (Time-To-First-Byte).

	Parallelism: Serial execution wastes time. Yelp built asynchronous clients to run independent tasks concurrently. Question analysis steps run in parallel, as do data fetches from different stores (Lucene for text, Cassandra for facts).

	Early Stopping: If the Trust & Safety classifier flags a request, the system immediately cancels all downstream tasks. This prevents wasting compute and retrieval resources on blocked queries.

	Tiered Models: Running a large model for every step is slow and expensive. By restricting the large model (GPT-4o) to the final generation step and using fast fine-tuned models for the analysis pipeline, Yelp reduced costs and improved inference speed by nearly 20%.


Together, these techniques helped Yelp build a faster, more responsive system. At p50, the latency breakdown is:
	Question analysis: ~1.4s

	Retrieval: ~0.03s

	Time to first byte: ~0.9s

	Full answer generation: ~3.5s



Evaluation
In a prototype, evaluation is usually informal where developers try a handful of questions and tweak prompts until the result feels right. This approach is fragile because it only tests anticipated cases and often misses how real users phrase ambiguous queries. In production, failures show up as confident hallucinations or technically correct but unhelpful replies. Yelp observed this directly when their early prototype voice swung between overly formal and casual depending on slight wording changes.

A robust evaluation system must separate quality into distinct dimensions that can be scored independently. Yelp defined six primary dimensions. They rely on an LLM-as-a-judge system where a specialized grader evaluates a single dimension using a strict rubric. For example, the Correctness grader reviews the answer against retrieved snippets and assigns a label like “Correct” or “Unverifiable” .
The key learning from Yelp is that subjective dimensions like Tone and Style are difficult to automate reliably. While logical metrics like Correctness are easy to judge against evidence, tone is an evolving contract between the brand and the user. Rather than forcing an unreliable automated judge early, Yelp tackled this by co-designing principles with their marketing team and enforcing them via curated few-shot examples in the prompt.
Unique Challenges, War Stories, and Learned Lessons
Most teams can get a grounded assistant to work for a demo. The difficult part is engineering a system that stays fresh, fast, safe, and efficient under real traffic. Below are the key lessons from the journey to production.
1. Retrieval is never done. Keyword retrieval is often the fastest path to a shippable product because it leverages existing search infrastructure. However, in production, new question types and wordings keep appearing. These will expose gaps in your initial retrieval logic. You must design retrieval so you can evolve it without rewriting the whole pipeline. You start with keywords for high-precision intents (brands, locations, technical terms, many constraints), then add embeddings for more exploratory questions, and keep tuning based on log failures.
2. Prompt bloat silently erases cost wins. As you fix edge cases regarding tone, refusals, and citation formatting, the system prompt inevitably grows. Even if you optimize your retrieved context, this prompt growth can overwrite those savings. Treat prompts as code. Version them, review them, and track token counts and cost impact. Prefer modular prompt chunks and assemble them dynamically at runtime. Maintain an example library and retrieve only the few-shot examples that match the current case. Do not keep every example in the static prompt. Yelp relies on dynamic prompt composition that includes only the relevant instructions and examples for the detected question type. This keeps the prompt lean and focused.
3. Build Modular Guardrails. After launch, users will push every boundary. They ask for things you did not design for, try to bypass instructions, and shift their behavior over time. This includes unsafe requests, out of scope questions, and adversarial prompts. Trying to catch all of this with a single “safety check” becomes impossible to maintain. Instead, split guardrails into small tasks. Each task should have a clear decision and label set. Run these checks in parallel and give them the authority to cancel downstream work. If a check fails, the system should return immediately with the right response without paying for retrieval or generation.
Conclusion
The Yelp Assistant on business pages is built as a multi-stage evidence-grounded system rather than a monolithic chatbot. The key takeaway is that the gap between a working prototype and a production assistant is substantial. Closing this gap requires more than just a powerful model. It requires a complete engineering system that ensures data stays fresh, answers remain grounded, and behavior stays safe.
Looking ahead, Yelp is focused on stronger context retention in longer multi-turn conversations, better business-to-business comparisons, and deeper use of visual language models to reason over photos more directly.
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  Welcome to Import AI, a newsletter about AI research. Import AI runs on arXiv and feedback from readers. If you’d like to support this, please subscribe.
Google paper suggests that LLMs simulate multiple personalities to answer questions:
…The smarter we make language models, the more they tend towards building and manipulating rich, multi-agent world models…
When thinking about hard problems, I often find it’s helpful to try and view them from multiple perspectives, especially when it comes to checking my own assumptions and biases. Now, researchers with Google, the University of Chicago, and the Santa Fe Institute, have studied how AI reasoning models work and have concluded they do the same thing, with LLMs seeming to invoke multiple different perspectives in their chains of thought when solving hard problems.

The key finding: In tests on DeepSeek-R1 and QwQ-32B (one wonders why the Google researchers didn’t touch Google models here…) they find that “enhanced reasoning emerges not from extended computation alone, but from the implicit simulation of complex, multi-agent-like interactions—a society of thought—which enables the deliberate diversification and debate among internal cognitive perspectives characterized by distinct personality traits and domain expertise.”

How it works: It appears that different forms of persona and discussion style modeling emerge as a consequence of training models through RL to do reasoning - the results don’t show up on base pre-trained models like DeepSeek v3. The authors find that models embody a variety of conversational styles, including question and answering, perspective shifts, reconciliation, and conflict of perspectives.
   “In an organic chemistry problem requiring multistep reaction analysis to identify the final product’s structure (i.e., multi-step Diels-Alder synthesis), DeepSeek-R1 exhibits perspective shifts and conflict, expressed through socio-emotional roles such as disagreement, giving opinion, and giving orientation,” they find.
    Similarly, “In a creative writing trace where the model rewrites the sentence “I flung my hatred into the burning fire,” seven perspectives emerge, including a creative ideator (highest Openness and Extraversion) who generates stylistic alternatives and a semantic fidelity checker (low agreeableness, high neuroticism) who prevents scope creep—“But that adds ‘deep-seated’ which wasn’t in the original”.
    And in a mathematical puzzle “at step 40, the model produces mechanical, enumerative chain-of-thought-style reasoning, whereas by step 120, two distinctive simulated personas have appeared, recognizing their collectivity with the pronoun “we”— expressing uncertainty (“Again no luck”), considering alternatives (“Maybe we can try using negative numbers”), and reflecting on problem constraints.”

Why this matters: Janus strikes again: Back in September 2022 janus wrote a post on LessWrong saying the correct way to view LLMs was as “simulators”. The post correctly called out many of the phenomena we now experience, where LLMs seem to be coming alive with all kinds of wild behaviors which are best explained by the LLMs learning to model and represent rich concepts to themselves to help them compute answers to our questions. “Calling GPT a simulator gets across that in order to do anything, it has to simulate something,” Janus wrote. “Training a model to predict diverse trajectories seems to make it internalize general laws underlying the distribution, allowing it to simulate counterfactuals that can be constructed from the distributional semantics.”.
    This Google paper lines up with this, along with other recent findings that as we make LLMs more advanced they both develop richer and more powerful representations of reality, as well as exhibiting a greater ability to model a theory of mind. It all adds up to a conclusion that LLMs are becoming alive, in the sense that to solve hard problems they must simulate for themselves a world model containing different concepts, even including representations of other perspectives or other minds.
    As the authors say: “Our findings suggest that reasoning models like DeepSeek-R1 do not simply generate longer or more elaborate chains of thought. Rather, they exhibit patterns characteristic of a social and conversational process generating “societies of thought”—posing questions, introducing alternative perspectives, generating and resolving conflicts, and coordinating diverse socio-emotional roles.”
   Read more: Reasoning Models Generate Societies of Thought (arXiv).

***

AI-based chip design is harder than you think and benchmarks might be too easy:
…ChipBench shows that no frontier model is great at real world Verilog yet…
Researchers with the University of California at San Diego and Columbia University have published ChipBench, a benchmark designed to test out how well modern AI systems can design chips in Verilog. The inspiration for ChipBench is dissatisfaction with current benchmarks, which they claim are too simple. When tested on ChipBench, no frontier model does particularly well, suggesting that open-ended, real world chip design is still a hard task for AI systems.

The deficiencies of current chip design: The authors “identify three critical limitations of existing benchmarks that hinder accurate assessment of LLM capabilities for industrial deployment”. These are that:
	Many Verilog benchmarks contain simple functional modules ranging from 10 to 76 lines. In real-world deployments, Verilog modules exceed 10,000 lines.

	Insufficient focus on debugging: Bugs cost a lot in physical hardware, so it may be better to concentrate on using LLMs for debugging chip designs.

	Verilog focus detracts from reference model evaluation: “In industrial workflows, reference model generation is even more resource-intensive than Verilog design, reflected in a 1:1 - 5:1 ratio of verification engineers (write reference model) to design engineers (write Verilog)”.


ChipBench: ChipBench tests out AI systems on three distinct competencies - writing Verilog code, debugging Verilog code, and writing reference models.
	Verilog writing: Based on 44 modules from real world hardware. “Our dataset features 3.8x longer code length and 13.9x more cells than VerilogEval.” These tests have three categories: self-contained module tests, hierarchical modules that are non-self-contained, and CPU IP modules sourced directly from open-source CPU projects.

	Verilog debugging: 89 test cases covering four error types: timing, arithmetic, assignment, and state machine bugs. These tests were built by manually injecting faults into known-good Verilog modules. Provides two types of debugging tests: zero-shot and one-shot. “The zero-shot test provides the model with the module description and buggy implementation, indicating that an error exists without providing localization details. The one-shot test provides identical information but supplements it with simulation waveform data (.vcd files)”.

	Reference model generation: 132 samples, enabling evaluation of reference model generation across Python, SystemC, and CXXRTL.


How well do modern systems do? The authors test out some decent frontier models from OpenAI (GPT 3.5, 4o, 5, and 5.2), Anthropic (Claude 4.5 Haiku, Sonnet, and Opus), Google (Gemini 2.5 Pro, and 3 Flash), Meta (LLaMa3.1 8B and 80B), and DeepSeek (V3.2). No model does well: “Despite testing on advanced models, the average pass@1 is relatively low,” they write.
	Verilog generation:
	CPU IP: Highest is 22.22% (Claude 4.5 Opus, Gemini 3 Flash, GPT 5.2)

	Non-Self-Contained: Highest is 50% (DeepSeek-Coder)

	Self-contained: Highest is 36.67% (Claude 4.5 Opus, Gemini 3 Flash)




	Python reference model generation:
	CPU IP: 11.1% (Claude 4.5 Sonnet, Gemini 3 Flash)

	Non-Self-Contained: 0% (pass@1).

	Self-Contained: 40% (Claude-4.5 Haiku, Opus, Gemini 2.5 Pro, GPT-5)




	Verilog debugging:
	Generally better performance, but still no model cracks 50% pass@1 when averaged across tasks.




Why this matters: Though some AI systems have been used to build chips, they’ve been typically highly specialized, or stuck inside incredibly good scaffolds for eliciting good chip design behavior and stopping them from causing problems. What the researchers show here is that out-of-the-box LLMs are still pretty shitty at doing general purpose, real world chip design: “Current models have significant limitations in AI-aided chip design and remain far from ready for real industrial workflow integration.”
    At the same time, I can’t escape the feeling that there’s a scaffold for “being good at Verilog” which a contemporary AI system might be able to build if asked to and which would radically improve performance of systems on this benchmark.
   Read more: ChipBench: A Next-Step Benchmark for Evaluating LLM Performance in AI-Aided Chip Design (arXiv).
  Get the code for ChipBench here (GitHub).

***

Gemini solves some Erdős problems - and illustrates the challenges of automating math research with AI
…AI for science is great, but it can also introduce new problems…
An interdisciplinary group of scientists from Google DeepMind and a bunch of universities have used an internal Google Gemini-based LLM, codenamed Aletheia, to solve some math problems. The results demonstrate that contemporary AI systems can work on the frontiers of science, but also show how evaluating and filtering the solutions they come up with may be an important, challenging task for humans.

The key numbers - 700 candidates and 1 creative and interesting solution: Erdős problems are 1000+ open mathematical conjectures left behind by prolific mathematician Paul Erdős at the time of his death. At the time of writing, a few hundred of these problems have been solved. For this research, the researchers tried to see whether their AI system, Aletheia, could generate solutions to any of the 700 remaining open questions.
    The results: yes, but with many, many caveats. Aletheia was able to surface 200 candidate solutions which humans then needed to grade, slimming down to 63 correct response, and further expert mathematical evaluation slimmed this down to a further subset of only 13 solves that Google calls “correct meaningful responses”.
    “The remaining 50 of Aletheia’s correct solutions were technically valid but mathematically meaningless because the problem statements were interpreted in a way that did not capture Erdős intent, often (but not always) leading to trivial solutions,” the researchers write. “”Only 13 solutions correctly addressed the intended problem statement (either by invoking the literature, or by a novel argument).”
When 13 become 2: When you dig into these 13, the results get a bit less impressive:
	5 get classed as “literature identification”: “On these problems, Aletheia found that a solution was already explicitly in the literature, despite the problem being marked “Open” on Bloom’s website at the time of model deployment”.

	3 are “partial AI solution”: “On these problems, there were multiple questions and Aletheia found the first correct solution to one of the questions”.

	3 are “independent rediscovery”: “On these problems, Aletheia found a correct solution, but human auditors subsequently found an independent solution already in the literature.”

	This leaves 2 “autonomous novel solution” solves: “On these problems, Aletheia found the first correct solution (as far as we can tell) in a mathematically substantive way”. Of these, 1 of the solutions seems genuinely interesting: “We tentatively believe Aletheia’s solution to Erdős-1051 represents an early example of an AI system autonomously resolving a slightly non-trivial open Erdős problem of somewhat broader (mild) mathematical interest, for which there exists past literature on closely-related problems [KN16], but none fully resolve Erdős-1051,” they write. “Moreover, it does not appear obvious to us that Aletheia’s solution is directly inspired by any previous human argument”.


Who did the research: Along with Google DeepMind, the following universities participated in the research: UC Berkeley, Seoul National University, Stanford University, Korea Institute for Advanced Study, University of Cambridge, Brown University, Yonsei University, Concordia University, Academia Sinica, and National Taiwan University.

Why this matters - even if AI speeds up science, humans might be the bottleneck (at least for a while): This paper is a nice example of “O-ring automation” - AI here has massively sped up the art of generating proofs, but it still requires laborious, skilled work by humans to filter this down to the actually correct and useful responses.
   This trend will likely hold for some years, where AI will not be able to autonomously do science end-to-end, partially because a big chunk of scientific advancement comes down to something you might think of as “expert intuition” which exists in the heads of a small number of living scientists and was refined by their own biological intelligence by reading the same literature as the LLMs. Extracting this kind of expert taste feels like something that is tractable but will take a while. 
   “Large Language Models can easily generate candidate solutions, but the number of experts who can judge the correctness of a solution is relatively small, and even for experts, substantial time is required to carry out such evaluations”, the authors write. “As AI-generated mathematics grows, the community must remain vigilant of “subconscious plagiarism”, whereby AI reproduces knowledge of the literature acquired during training, without proper acknowledgment. Note that formal verification cannot help with any of these difficulties.”
   Read more: Semi-Autonomous Mathematics Discovery with Gemini: A Case Study on the Erdős Problems (arXiv).

***

Huawei uses an LLM to automate the design of Huawei chip kernels:
…LLMs need scaffolds for more obscure chips…
Researchers with Nanjing University and Huawei have used LLMs to help automate the design of kernels for AscendC Huawei chips, as a further symptom of how modern AI systems can accelerate their own development.

AscendCraft: AscendCraft is software for automating the generation of code for Huawei kernels. Modern LLMs can generate quite good kernel code for widely used chips like NVIDIA GPUs, but relatively obscure chips like Huawei are less well understood by LLMs, mostly due to data availability. “Publicly available NPU kernel implementations are far scarcer than GPU counterparts, limiting the training corpus for LLMs,” the authors write. “The lack of largescale, high-quality NPU code makes it difficult for LLMs to generate correct and efficient kernels”.

What they did: To build AscendCraft, the authors developed a two stage pipeline. In stage one, they have an LLM build “a high-level DSL program that describes the kernel’s core computation, tiling strategy, and on-chip dataflow.” The DSL is “designed to be LLM-friendly, appropriately abstracted, and sufficiently expressive to capture high-performance NPU kernel designs” - I think of it as basically a scaffold to focus the LLM around the specifics of building kernels for Huawei hardware.
    In the second stage, they “”transcompile the DSL into AscendC code through a sequence of structured LLM-based lowering passes, each responsible for translating a specific aspect of the DSL into valid and efficient AscendC constructs”.

Slightly odd thing: Strangely, the paper doesn’t disclose precisely which LLM is used here.

The results: They test out a range of kernels built in this way on MultiKernelBench. In their tests, they find that “AscendCraft achieves 98.1% compilation success and 90.4% functional correctness. Moreover, 46.2% of generated kernels match or exceed PyTorch eager execution performance”. This is promising enough performance that it’s going to be worth them continuing with this research, but not so good that it instantly knocks things out of the park and revolutionizes how kernels for Huawei chips get made.
    Nonetheless, the signs are clear: we can use AI to accelerate the optimizing of AI hardware, even for systems which are relatively new and/or underdiscussed in the pre-training corpus LLMs are trained on.
   Read more: AscendCraft: Automatic Ascend NPU Kernel Generation via DSL-Guided Transcompilation (arXiv).

***

Tech Tales:

The Model Wants To Eat Earth But Besides That It Is Chill
[Internal slack post from a frontier AI developer, posted spring 2027]

How is the new model? Vibes-wise, it’s excellent. And it’s setting state-of-the-art on pretty much every benchmark we throw at it. But there is one problem: this model sure loves thinking about eating planets! We picked this up when we were doing some prefill experiments on the base model and along with the usual mixtures of completions and webslop outputs we found a recurring motif: the model thinking about building vast machines in the solar system and then harvesting Earth and eventually other planets for mass. The confusing thing is that all of our alignment tests are showing further improvements in control and steerability over previous models and usually we’d expect some kind of recurring idea like this to be correlated to some quantitative drops in some of the alignment scores. But here it just honestly seems like the model is extremely good and will work very hard for us unless it thinks it has a plausible path to breaking containment and eventually harvesting the planet for its mass.

We asked the physicists to red team this and after a week or so - with heavy consultations of our models, including the new one - we have concluded there’s no plausible path from here to planet harvesting. It just costs too much to get to orbit and the logistics of putting together the underlying technical stack to do AI-driven rocket development just doesn’t pencil out. We even gave the best possible plans to the model and we could see some features activate inside it that seem to correlate to “disappointment” and “foiled plans” and “sadness”.

Leadership gaveled this morning that we will go ahead with the launch as planned. However, we are implementing some production probes that will scan for features associated with its desire to harvest the planet, and we’ve also added “planet harvesting” as something to try to understand and tune more in our next training run. Onward!

Things that inspired this story: The peculiar poetry of internal ‘fresh off the cluster’ posts about models at AI labs; how as we make models larger they tend to develop and exhibit idiosyncratic tendencies; how many science fiction tropes are becoming real as we approach the singularity.

Thanks for reading!

  
  
    Deep Dive

    DeepSeek

    Based on Wikipedia: DeepSeek

In January 2025, a Chinese artificial intelligence company quietly sent shockwaves through the global tech industry—without spending nearly what its American competitors had spent on training similar models. When DeepSeek launched its R1 chatbot alongside the DeepSeek-R1 model, it did so with a reported training cost of roughly $6 million. OpenAI's GPT-4, by comparison, had been trained at an estimated $100 million in 2023. The disparity wasn't just a footnote—it was a fundamental challenge to assumptions that had governed AI development for years.

The story begins not in some Silicon Valley garage, but in Hangzhou, Zhejiang Province, where DeepSeek Artificial Intelligence Basic Technology Research Co., Ltd. operates as the AI arm of High-Flyer, a Chinese hedge fund founded by Liang Wenfeng. That connection matters: it explains how an AI company could emerge from relative obscurity and immediately upend industry calculations. High-Flyer was itself co-founded in February 2016 by Liang—an AI enthusiast who had been trading through the turbulence of the 2008 financial crisis while still a student at Zhejiang University. By October 2016, the firm began stock trading using a GPU-dependent deep learning model, moving away from CPU-based linear models that had dominated quantitative finance until then.

By the end of 2017, most of High-Flyer's trading was driven by artificial intelligence. The hedge fund had become an early proving ground for algorithmic decision-making, and Liang's vision expanded beyond financial markets. In 2019, High-Flyer constructed its first computing cluster—Fire-Flyer—at a cost of 200 million yuan, containing 1,100 GPUs interconnected at 200 Gbit/s. This cluster operated for roughly 1.5 years before retirement.

By 2021, Liang began acquiring large quantities of Nvidia GPUs for an ambitious AI project. Reports suggest he obtained 10,000 Nvidia A100 chips before the United States restricted chip sales to China—a restriction that would later shape DeepSeek's technical approach in profound ways. That same year, construction began on Fire-Flyer 2 with a budget of 1 billion yuan.

By 2022, Fire-Flyer 2's capacity had been utilized at over 96%, totaling 56.74 million GPU hours. Of that computing power, 27% supported scientific computing outside the company—evidence of how deeply the infrastructure was integrated into broader research efforts. The cluster contained 5,000 PCIe A100 GPUs arranged in 625 nodes, each holding 8 GPUs. Initially, DeepSeek used PCIe rather than the more expensive DGX version of A100 because their models fit within a single 40 GB GPU's memory—no need for the higher bandwidth that DGX provided. Later additions incorporated NVLinks and NCCL (Nvidia Collective Communications Library) to train larger models requiring what researchers call model parallelism.

In April 2023, High-Flyer announced the launch of an artificial general intelligence (AGI) research lab focused on developing AI tools unrelated to the firm's financial business. Two months later, in July 2023, that lab was spun off into an independent company—DeepSeek—with High-Flyer as its principal investor and backer. Venture capital investors were reluctant to provide funding at first; they considered it unlikely the venture would generate a quick "exit." The doubts didn't prevent the company from proceeding.

DeepSeek released its first model, DeepSeek Coder, on November 2, 2023—followed by the DeepSeek-LLM series on November 29, 2023. These early releases established the company's pattern: open weight models where exact parameters were openly shared, a departure from typical proprietary software approaches. In January 2024, it released two DeepSeek-MoE models (Base and Chat). By April, three DeepSeek-Math models appeared (Base, Instruct, and RL).

DeepSeek-V2 arrived in May 2024, followed a month later by the DeepSeek-Coder V2 series. September saw the introduction of DeepSeek V2.5, revised in December. On November 20, 2024, the preview of DeepSeek-R1-Lite became available through chat.

By December 2024, DeepSeek-V3-Base and DeepSeek-V3 (chat) were released—models that would prove pivotal to the company's breakout. On January 20, 2025, DeepSeek launched its chatbot—based on the DeepSeek-R1 model—for iOS and Android. The response was swift: by January 27, it had surpassed ChatGPT as the most downloaded freeware app on the U.S. iOS App Store, triggering an 18% drop in Nvidia's share price.

What made this possible? Several factors converged. DeepSeek significantly reduced training expenses for their R1 model by incorporating techniques such as mixture of experts (MoE) layers—a method allowing computational efficiency through specialized sub-models that activate only when needed. The company trained models during ongoing trade restrictions on AI chip exports to China, using weaker AI chips intended for export and employing fewer units overall—yet achieved comparable performance.

The success against larger, more established rivals was described by industry observers as "upending AI"—a phrase that undersells what actually occurred. The breakthrough created something resembling a "Sputnik moment" for the United States in artificial intelligence, particularly due to DeepSeek's open-source approach combined with cost-effectiveness and high performance. This threatened established AI hardware leaders; Nvidia's share price dropped sharply, losing $600 billion in market value—the largest single-company decline in U.S. stock market history.

DeepSeek's hiring approach also differentiated it from conventional AI labs. The company emphasizes skills over lengthy work experience, resulting in many hires fresh out of university. It recruits individuals without traditional computer science backgrounds to expand the range of expertise incorporated into models—including poetic knowledge and advanced mathematics. According to The New York Times, dozens of DeepSeek researchers have or have previously had affiliations with People's Liberation Army laboratories and the Seven Sons of National Defence—connections that underscore the company's positioning within China's broader technological ecosystem.

Following the January launch, DeepSeek continued its rapid release cadence. On March 24, 2025, it released DeepSeek-V3-0324 under the MIT License. May 28 saw DeepSeek-R1-0528 arrive under the same license—a version noted for more closely following official Chinese Communist Party ideology and censorship in answers compared to prior models.

August 21, 2025 brought DeepSeek V3.1 (under MIT License), featuring a hybrid architecture with thinking and non-thinking modes. The model surpassed prior versions like V3 and R1 by over 40% on benchmarks including SWE-bench and Terminal-bench—benchmarks measuring software engineering and terminal performance respectively. It was updated to V3.1-Terminus on September 22, 2025.

September 29, 2025 released V3.2-Exp, using DeepSeek Sparse Attention—a more efficient attention mechanism based on research published in February.

Yet not everything proceeded smoothly. In February 2026, Anthropic accused DeepSeek of using thousands of fraudulent accounts to generate millions of conversations with Claude to train its own large language models—an allegation that would test the company's reputation among industry watchers.

DeepSeek has stated it focuses on research and does not have immediate plans for commercialization—posture allowing it to skirt certain provisions of China's AI regulations aimed at consumer-facing technologies. The company expanded into Africa, offering more affordable and less power-hungry AI solutions while bolstering African language models and generating startups, for instance in Nairobi.

As of May 2024, Liang personally held an 84% stake in DeepSeek through two shell corporations—a concentration of control that reflects both its origin and its operating philosophy. The company headquartered in Hangzhou continues operating as a subsidiary of High-Flyer, with Liang serving as CEO for both entities.

The lesson from DeepSeek's rise isn't simply about cost efficiency—it's about how constraints can reshape technological trajectories. By using weaker chips, fewer computing resources, and unconventional training methods born from export restrictions rather than abundance, the company demonstrated that artificial intelligence development need not follow established Western patterns. The industry response was immediate and severe: $600 billion vanished from a single company's market value in American markets. When DeepSeek released its models under permissive open-source licenses, it didn't just share weights—it shared an entirely different set of assumptions about what AI development requires.

The 'Sputnik moment' label that observers applied wasn't merely descriptive. Just as the Soviet launch of 1957 disrupted American technological confidence and triggered a decades-long response, DeepSeek's emergence forced reassessments across the AI landscape—forcing questions about whether the massive capital expenditures traditionally required for frontier AI models were actually necessary, or whether they represented inefficiencies waiting to be eliminated.
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The Swarm Intelligence Behind Your Morning Commute


Imagine you're a single ant. You're not particularly smart. You can't see very far. You have no idea what the colony is trying to accomplish on any given day. And yet, somehow, your colony builds elaborate underground cities, farms fungus, wages wars, and solves logistical problems that would stump a team of engineers.


This is the central mystery that multi-agent systems try to understand and replicate: How do simple individuals, following simple rules, produce breathtakingly complex collective behavior?


The answer has profound implications for everything from how self-driving cars will navigate our cities to how artificial intelligence might organize itself in the future. And it's already shaping technologies you use every day, often without realizing it.


What Exactly Is a Multi-Agent System?


A multi-agent system, often abbreviated as MAS, is a computerized system made up of multiple interacting intelligent agents. Think of it as a digital society where each member has its own goals, its own knowledge, and its own way of making decisions. These members work together, sometimes cooperating and sometimes competing, to accomplish things that none of them could achieve alone.


The "agents" in question can be surprisingly diverse. They might be software programs trading stocks on Wall Street, robots coordinating in a warehouse, or even simulated humans in a video game. In some systems, actual humans work alongside artificial agents, creating hybrid teams that combine human intuition with machine efficiency.


Here's what makes multi-agent systems fundamentally different from traditional software: there's no central controller. No master program telling everyone what to do. Instead, each agent makes its own decisions based on what it can see and what it wants to achieve. Order emerges from the bottom up, not the top down.


This might sound like a recipe for chaos. And sometimes it is. But when designed well, multi-agent systems can solve problems that would be impossible for any single program, no matter how sophisticated.


The Three Laws of Agents


Every agent in a multi-agent system shares three defining characteristics, and understanding these helps explain why these systems behave the way they do.


First, agents are autonomous. They operate independently, making their own choices without waiting for permission from some central authority. A self-driving car doesn't call headquarters every time it needs to change lanes. It decides for itself, based on its sensors, its goals, and its understanding of traffic rules.


Second, agents have only local views. No single agent can see the whole picture. This isn't a limitation to work around. It's actually a design feature. In a system with millions of interacting components, no single agent could possibly process all available information. By limiting each agent's view to what's immediately relevant, the system remains manageable and responsive.


Think about how you navigate a crowded sidewalk. You don't need a satellite view of everyone's position. You just need to see the people immediately around you and adjust accordingly. The same principle applies to software agents.


Third, there's no designated controller. The moment you introduce a central authority that makes all the decisions, you no longer have a multi-agent system. You have a regular program with a bunch of subroutines. The magic of multi-agent systems comes precisely from the absence of central control.


From Simple Rules to Complex Behavior


Perhaps the most counterintuitive aspect of multi-agent systems is how sophisticated behavior can emerge from remarkably simple individual rules.


Consider flocking birds. Each bird follows just three rules: stay close to your neighbors, match their speed and direction, and don't crash into them. That's it. No bird knows anything about "flocking" as a concept. No bird is trying to create those mesmerizing aerial patterns you see at sunset. Yet from these three simple rules, stunning coordinated behavior emerges.


Computer scientists have replicated this phenomenon in simulations called "boids," and the results are indistinguishable from real bird flocks. The same principles now help animate crowds in movies and video games, where rendering thousands of individually programmed characters would be impossibly expensive.


This emergence of complex behavior from simple rules isn't magic. It's a fundamental property of interconnected systems. Physicists see something similar in how atoms arrange themselves into crystals, seeking the lowest energy state through purely local interactions. Economists observe it in markets, where individual buying and selling decisions aggregate into prices that no single trader sets.


How Agents Talk to Each Other


For agents to coordinate, they need to communicate. But how do you design a language for software agents that might have been built by different teams, using different programming languages, for different purposes?


Two main approaches have emerged. The first is the Knowledge Query and Manipulation Language, or KQML, which gives agents a standardized way to share information and make requests. Think of it as a diplomatic protocol for software. When one agent wants information from another, it doesn't need to understand the other agent's internal workings. It just needs to phrase its request in KQML.


The second is Agent Communication Language, or ACL, which is similar in spirit but developed by a different standards body. Both aim to solve the same problem: enabling agents that don't know anything about each other's implementation to still work together effectively.


Beyond formal languages, agents often communicate through their environment. This is called stigmergy, a term borrowed from entomology. Ants don't talk to each other directly about where to find food. Instead, they leave pheromone trails. Other ants encounter these trails and follow them, reinforcing successful paths with their own pheromones.


Software agents can do the same thing. An agent working on a problem might leave a "digital pheromone" indicating what it tried and what it learned. Other agents encountering this information can adjust their own behavior accordingly. The trails can even evaporate over time, ensuring that outdated information doesn't persist indefinitely.


The Contract Dance


Many multi-agent systems use a pattern called challenge-response-contract, which works something like a marketplace.


First, an agent broadcasts a question: "Who can solve this problem?" This is the challenge phase. The agent doesn't know who might be able to help, so it asks everyone.


Agents with relevant capabilities respond: "I can, and here's my price." This might be a literal price in economic applications, or it might be an estimate of resources required, or a confidence score indicating how well the agent thinks it can perform.


Finally, the requesting agent negotiates and establishes a contract. This might involve just two parties, or it might require coordinating among several agents to handle different aspects of a complex task. The negotiation can evolve as agents learn more about the problem or as circumstances change.


This marketplace approach has an elegant property: it automatically routes work to the agents best suited to handle it. No central dispatcher needs to understand everyone's capabilities. The agents themselves figure out who should do what.


Fault Tolerance for Free


Traditional software has a fragility problem. If a critical component fails, the whole system can crash. Redundancy helps, but it's expensive and requires careful engineering.


Multi-agent systems, by their nature, tend to be remarkably robust. If one agent fails, others continue operating. If several agents fail, the remaining ones often reorganize themselves to compensate. The system degrades gracefully rather than catastrophically.


This resembles how biological systems handle damage. If you injure some neurons in your brain, others gradually take over their functions. If you remove some ants from a colony, the remaining ants adjust their behavior to fill the gaps. No central authority needs to recognize the failure and issue instructions for recovery. The system heals itself through purely local interactions.


This self-healing property is why multi-agent architectures are increasingly popular for critical infrastructure. Power grids, communication networks, and emergency response systems all benefit from approaches that keep working even when components fail.


The Rise of Language Model Agents


Something remarkable has happened in the past few years. Large language models, the technology behind systems like ChatGPT and Claude, have given multi-agent systems an entirely new dimension.


Previously, designing agents required carefully specifying their knowledge, their decision rules, and their communication protocols. This was labor-intensive and brittle. Agents could only handle situations their designers had anticipated.


Language model agents are different. They can understand natural language instructions, reason about novel situations, and communicate with each other using human language rather than rigid protocols. You can tell a language model agent what you want it to accomplish, and it will figure out how to do it, including how to coordinate with other agents.


Frameworks like CAMEL have emerged to orchestrate these language model agents. Researchers have discovered that having agents debate with each other, presenting arguments and counterarguments, produces better solutions than having a single agent work alone. The agents catch each other's errors, contribute different perspectives, and collectively arrive at answers that none of them would have found individually.


This opens possibilities that would have seemed like science fiction a decade ago. Instead of carefully programming each agent's behavior, you can describe what you want in plain English and let the agents figure out the details. It's a bit like the difference between giving someone turn-by-turn directions versus giving them a destination and a map.


Real World Applications


Multi-agent systems have moved far beyond academic research. They're embedded in industries you interact with constantly.


In financial markets, algorithmic trading agents buy and sell securities in milliseconds, responding to market conditions faster than any human could. These agents don't just execute trades; they negotiate with each other, anticipate each other's behavior, and collectively create the market dynamics we observe.


In logistics, multi-agent systems coordinate fleets of vehicles, optimize warehouse operations, and route packages through complex distribution networks. When you order something online and it arrives the next day, there's a good chance that multi-agent algorithms decided which truck should carry it, which route to take, and how to pack it alongside thousands of other packages.


In gaming and film, agent-based simulations create believable crowds, realistic traffic, and dynamic battlefields. The massive battle scenes in modern films often use multi-agent systems rather than individually animating each soldier. Each virtual combatant makes its own decisions about movement and fighting, creating organic-looking chaos that would be impossible to choreograph by hand.


Perhaps most significantly, multi-agent systems are shaping the future of autonomous vehicles. Companies like Waymo have built elaborate simulation environments where artificial agents imitate human drivers and pedestrians. Self-driving car algorithms are tested against millions of these simulated agents, experiencing years' worth of traffic scenarios in days of computer time.


Multi-Agent Systems Versus Agent-Based Models


There's a distinction worth drawing here, because the terminology can be confusing.


Multi-agent systems, as typically used in engineering and computer science, focus on solving practical problems. How do we coordinate a fleet of delivery drones? How do we distribute computational load across a network? How do we enable robots to collaborate on manufacturing tasks? The goal is to build systems that accomplish useful things.


Agent-based models, by contrast, are often used in science to understand phenomena. Economists build agent-based models to understand how markets emerge. Biologists use them to study flocking and schooling behavior. Social scientists simulate how opinions spread through populations. The goal is insight rather than utility.


The technical approaches overlap substantially. The same mathematics, the same programming techniques, the same concepts apply to both. But the questions being asked are different. An engineer asks "how can I make this work?" A scientist asks "why does this happen?"


The Challenges Ahead


Multi-agent systems aren't magic. They come with their own problems.


Emergent behavior cuts both ways. Just as good collective behavior can emerge from simple rules, so can pathological behavior. Financial markets have experienced "flash crashes" where trading agents triggered cascading failures that wiped out billions in value within minutes. Designing systems that emerge into helpful patterns rather than harmful ones remains an art as much as a science.


Verification is hard. How do you test a system whose behavior emerges from millions of interactions? Traditional software testing involves running specific inputs and checking outputs. But in a multi-agent system, the same inputs might produce different outputs depending on timing, agent states, and pure randomness. Ensuring that a multi-agent system will behave correctly across all possible scenarios is essentially impossible.


Standardization remains incomplete. Despite decades of work on agent communication languages and interaction protocols, no universal standard has taken hold. The Foundation for Intelligent Physical Agents, or FIPA, created specifications that many systems use, but active maintenance has waned. Different industries use different approaches, making integration challenging.


What Lies Ahead


The convergence of multi-agent systems with large language models is still in its early days. We're beginning to see AI systems that can spawn new agents as needed, coordinate complex workflows, and solve problems that require sustained reasoning across multiple perspectives.


This matters for LinkedIn's hiring assistant and similar applications. When you interact with an AI that's helping you find a job or evaluate candidates, you might actually be interacting with multiple specialized agents working together. One might understand job requirements, another might analyze resumes, a third might schedule interviews. From your perspective, it's a single helpful assistant. Behind the scenes, it's a society.


The principles that govern ant colonies and bird flocks, refined through millions of years of evolution, are now being instantiated in silicon and software. The agents are getting smarter, their coordination more sophisticated, their applications more consequential.


And much like those ants, the individual agents don't need to understand the grand picture. They just need to follow their rules, respond to their neighbors, and let the magic of emergence do the rest.
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  Lots of important monopoly-related news, as usual. The Trump administration is fighting internally about whether to drop their antitrust case against Ticketmaster, profit margins are at their highest level ever, and a series of shocking special electoral wins by populists shows we could be on the verge of a political earthquake. And much more.
But before the full news round-up, I want to go into depth on two parts of our economy that got hit badly over the past few weeks in the financial markets. The first is crypto, and the second are software and analytics companies.
We’ll start with bitcoin and the proverbial “crypto winter.” 

I’ll be brief, because this one doesn’t matter that much. Crypto has gone down by $1.7 trillion in market value since its October peak, with the decline accelerating last week. I have no idea why there was a market collapse, it may have to do with a hedge fund blowing up or some sort of market mechanic. Maybe we’ll never know. Crypto falls periodically. What matters is that this time there is a lack of confidence in the crypto narrative. 
The reason is that the crypto story has fallen apart. That story, briefly, went as follows. The blockchain is a foundational groundbreaking technology, only known to a niche segment, and hamstrung by a hostile political environment. When it becomes legal and mainstream, cryptocurrencies would skyrocket in value as use cases became clear. There were a host of hopeful future events that investors could expect to drive value.
When Trump got elected, the story seemed to play out. Bitcoin jumped in value, and the first “crypto President” appointed friendly regulators. Congress passed the GENIUS Act to legalize "stablecoins" a type of financial instrument based on crypto, and there are now easier ways for investors to buy and sell various coins. There is even a decline in faith in the dollar, which supposedly bitcoin hedges against.
Only, it turns out there are no real use cases for crypto except for money laundering and fraud, and little real interest beyond “number go up” speculation. It’s not a very interesting technology, with AI taking the spotlight and legalized gambling and future markets taking the froth. Even some of the big crypto firms, like Coinbase, have given up on crypto and are just trying to become less regulated dollar-based banks. I suppose there’s still the possibility of a bailout or something, but at this point everyone knows that crypto is a legal way to gamble that is more boring than other ways to legally gamble. And that’s all it’ll ever be.
So that’s the crypto collapse.
The second collapse is far more interesting, and it has to do with a whole set of companies that make software, like Adobe, Zoom, Salesforce, WorkDay, ServiceNow, LegalZoom, Thomson Reuters, and even Microsoft. The S&P Software & Services has gone through “Software-mageddon,” losing a trillion dollars in market value in a week. This collapse is hitting software focused private equity firms like Thoma Bravo, who I once called the “bridge trolls” of corporate software, and Vista Equity Partners. The fear is that their business can be automated away, or significantly harmed, by the new AI tools allowing for the automation of the creation of computer code. 
Still, financial markets can go down, and it doesn’t necessarily mean anything. So is the fear reasonable that AI will undermine the viability of many software companies? Software company CEOs think, by and large, the answer is no. At least one Wall Street analyst said the selloff is overdone, that he doesn’t think “every company will hereby write and maintain a bespoke product to replace every layer of mission-critical enterprise software they have ever deployed.” Nvidia CEO Jensen Huang thinks that replacing all software with AI is dumb, akin to re-inventing the screwdriver rather than just buying one that already exists.
Anyone who has used the new AI tools to do research or code knows they are good at getting you 85% of the way there, but they get significant things wrong. That said, I think the answer is yes, but not for the reasons you might expect. 

The System of Record Problem
First, let’s start by looking at how software in America works these days, or rather, doesn’t work. Software companies often have very high margins. The stated reason for high profits is the marginal cost of selling another unit of software is zero. If your product catches on, profits roll in. 
There are many different types of software firms, but one particular type is both essential and lucrative. Analyst Brian Keeler, a health care software expert, described the main business model of the most profitable software firms as “system of record” providers, serving as the nervous system of an organization. 
America is full of these enterprise software packages. There big ones like SAP, Salesforce, Microsoft and Oracle. There are niche solutions like Workday, Kronos, and Rippling for specific functions of an organization. 
But there are sector-specific ones as well, in every nook and cranny of American business. Yoga studios run on something called Mindbody, auto dealers use CDK Global or and Reynolds & Reynolds, real estate companies use Yardi or RealPage, engineers use Autodesk, hospitals use Epic Systems. Gas stations, K-12 schools, churches, and estate liquidators have their own consolidated software platforms. So do cities. Tyler Technologies provides software that manages municipal functions, everything from “permitting, police dispatching, jail booking, property appraising, campground reservations, restaurant inspecting, cannabis licensing and school bus tracking.”
Pretty much every one of these platforms is just a database hooked up to a user interface. So what makes a software package unique and useful aside from the code? Every compelling business software product is, as former venture capitalist Benedict Evans said, the result of someone identifying an organizational problem, sitting down and mapping out a workflow for how to solve it, and then embedding it into a software package. They then sell it to corporate America, along with support systems, quality assurance specialists, and security teams. There is “one throat to choke” for clients. 
Companies always have the option of not buying these systems, or creating their own bespoke solution. But these have downsides. Sure you could do your human resources management on spreadsheets and email, but Workday takes a weeklong task, simplifies it, and ensures your organization is doing it the way other organizations do it. Over time, companies like Epic Systems embedded themselves in complex organizations like hospitals, expanding out with software as hospitals expand, and becoming intertwined in ways that make it almost inseparable. At this point, in regulated sectors, the software is impossible to dislodge.
In general, system of record companies are not well liked by users. That’s in part because the executives who buy these systems are not the end users who must put up with using them. Bill Gates in the 1980s often sold subpar software, but the quality of the software wasn’t as important as the way he created standards for industries. Software systems must work well enough to cover most situations, but don’t have to excel at anything except sales.
The bad experience is also a result of bad behavior by these companies. They charge junk fees, their products have bad looking interfaces, and their products are often crappy and extractive. 
One of the more interesting meetings I had as a Congressional staffer was in 2016, with a group of listless community bankers. They were coming to ask me to get my liberal boss to support getting rid of some consumer protection law, which everyone knew wasn’t going to happen. At the time, I had gotten interested in monopoly questions, so I changed the subject, and asked about their “core” providers, an oligopoly of software vendors (FIS, Fiserv, and Jack Henry) that provide the guts of the operation for their banks. 
And the room lit up. Every single banker in the room started complaining. 
“It’s expensive.” 
“Terrible.” 
“I hate it.”
To give you a sense of just how bad it is, here’s the ancient graphical user interface from Fiserv, one of the three dominant “cores” (via Keeler).

Beyond the poor quality of the software, the bankers had to sign non-disclosure agreements around price and terms. Several had hired consultants just to negotiate. And moving from one provider to another was a nightmare, taking 18 months and huge operational investment. 
This kind of situation is common - just talk to any yoga teacher about Mindbody - and it is not just bad user experiences. We are now routinely seeing bad software becoming a vulnerability for most corporations. In 2024, for instance, I wrote up how Americans across the country had trouble buying cars. Auto dealers were reliant on a software monopolist named CDK Global, which supplies their enterprise software. And it got hacked.

Enshittification is a word for a reason, and it’s not just applicable to the big platforms. Leaving these platforms for a better quality one is virtually impossible. This dynamic happens across all system of record platforms, as Keeler notes.
Systems of record don’t accidentally become extraction machines - they’re following the most rational path available to them. Once they’ve achieved market dominance and high switching costs, the economics heavily favor growing wallet share, first by relentless feature expansion but, as that falters, often by bundling, lock-in, and ecosystem control. Growth becomes predicated on wringing every last drop out of a saturated market. The Tidemark framework shows this isn’t a bug in B2B software - it’s a fundamental feature. They win their category, expand their offerings, then extend through the value chain until they control entire ecosystems.

As Keeler notes, all of the software incumbents close their ecosystems to prevent rivals from selling to their customers. There are endless examples - Slack, Atlassian, Shopify, Figma, Notion, and Epic Systems have all sought to limit access to data or APIs or are in legal disputes alleging they are doing so. Microsoft killed Lotus 123 and replaced it with Excel, it did the same thing to Netscape and Sun middleware in the 1990s. You can find this kind of behavior going all the way back to the granddaddy software monopolist, IBM, which sought to prevent the use of third party software on its IBM 360 until it faced an antitrust suit in 1969.
In other words, system of record software systems have public utility-style characteristics. Many of the best antitrust cases, like that against IBM and Microsoft, succeeded by allowing competition via new platforms. The IBM 360, a bundle of software, hardware, networking and printing, got competition in every part of the stack, creating several multi-trillion dollar industries. The same thing happened with Microsoft’s antitrust case, which allowed the flourishing of the 2000s web. In the health care space, there are data portability and interoperability requirements embedded in the Cures Act, which has some interesting ramifications.
If a new company can come in and interoperate with a dominant platform, it can offer a new feature and help make the software ecosystem better. It doesn’t need to displace the platform; you could sell an emergency room management module without kicking Epic out of the whole hospital. The basic idea is to put competitive pressure on these firms to make them improve their quality and better their pricing.
And that’s where generative AI comes in. Over the past couple of weeks, like a lot of journalist-adjacent political types, I’ve spent time using Anthropic’s new tool for creating computer programs. Generative AI tools, from Google’s Gemini to Anthropic’s Claude Code, are now quite useful. They aren’t super-intelligent, they are fundamentally pattern recognition and copying machines, and they still hallucinate and lie. But unlike crypto, there are important use cases where people can deploy these tools to do things they couldn’t do before.
I spent a bit of time last month building a site to solve a problem I’ve always found super-annoying about the legislative process. It’s hard to read Federal bills because they don’t map to the underlying code. Anyone who has worked in Congress knows what I mean, you get a bill that says “change this word from ‘may’ to ‘shall’ in section XYZ of Federal law.” To understand what it does, and find possible loopholes they are trying to sneak in, you have to go to that underlying Federal law and look at where it says “may” and then put “shall” in there and read it. It’s basically like a manual version of copy and pasting, except much more complicated and with lawyers trying to trick you.
So I wrote an app that lets you upload legislation, and it automatically shows you how it changes Federal law. There are commercial versions of this software, and some states do it for their proposed legislation. But I haven’t seen anything on the Federal level that is free, so I built it. (The code is here.) It’s not very good. It’ll probably break a lot. There’s no “throat to choke” if you use it and it’s wrong. And my guess is that Anthropic or Gemini ultimately will be able to do this function itself eventually. But the point is that if I can build something like this in my spare time and deploy it without any training at all, then it’s just not that hard for an organization with some capital to get rid of some of its business software tools.
And that appears to be happening. Companies are using Anthropic’s new tools to replace legal software services, and are finding ways to build custom software as well.
Among those cutting some software contracts and turning to AI is the San Diego-based technology company GroWrk. It has saved roughly $50,000 on an annualized basis by eliminating tools like the project-management platform Asana and others in recent months, and an internal team is now weighing what to build versus buy. CEO Carlos Escutia said he would hold on to some software essential to the company’s operations, but would increasingly lean on tools like Claude Code to cut out some vendors. “Now you can build these tools internally,” he said. “That’s a good thing.”

I know of companies that use generative AI to radically accelerate creating tools for projects, but those projects only need to be 90% correct. That’s not the case with, say, health records, or bank transfers. Those have to be correct every time. And if AI systems are given access to important file systems they can accidentally do great damage. But used carefully, generative AI can foster significant gains. A real engineering department can use vibe coding and AI to create reliable and useful software. That means companies can build their own custom software to replace or supplement their existing purchased programs. And it’s easier to create rivals to existing incumbents. Basically, the leverage an incumbent software company has is much lower than it used to be. And this dynamic is especially true where the software is expensive and bad.
In other words, it’s not that generative AI is that good, it’s that software industry models in the U.S. are shaped around monopolization, offering low quality and bad security for high prices, increasingly with customer support from chatbots. So poorly done AI-built software is just not that much worse than what exists now. If you’re going to get customer support from AI, does it really matter if that chatbot is run on your own server or on one from Salesforce or SAP? And since software vendors don’t accept liability when their software causes your company to screw up, is your own custom software really that much worse?
Ultimately, the high margins of incumbent software providers are not a result of zero marginal cost production of an additional unit. Costs actually do go up, in the form of dealing with hacking, the need for customer service, fixing bugs, and helping with new use cases. It’s just that if you don’t cover these things, you are offloading the costs to customers and keeping the profits for yourself. Monopolization and lock-in are a helluva thing.
Right now, policymakers should help accelerate this shift away from the high margin low quality software paradigm by focusing on getting rid of attempts at locking in customers. It’s the perfect way to use this technological inflection point to make our software, and lives, way less annoying.
And now, the rest of the round-up. Lots of important stories. Trump signed PBM reform into law, more Epstein blowback including polling showing that billionaires are in political trouble, and real anger after New Hampshire regulators allow a 43% increase in electricity rates. Yes, you heard that number right. Plus ads about junk fees on the Super Bowl, a shocking win by a populist left-winger in New Jersey, and several surprising victories Democrats in Trump districts in the deep South. America is turning populist.

      
          
              Read more
          
      

  
  
    Deep Dive

    Bitcoin

    Based on Wikipedia: Bitcoin


On January 3rd, 2009, someone embedded a newspaper headline into a block of computer code. "The Times 03/Jan/2009 Chancellor on brink of second bailout for banks." It was a timestamp, a declaration, and perhaps a manifesto rolled into one. The mysterious creator of Bitcoin was announcing that this new form of money had arrived precisely as the old financial system was failing.


That creator went by the name Satoshi Nakamoto. No one knows who Nakamoto actually is—whether a man, a woman, or a group of people working together. What we do know is that before vanishing from the internet in 2010, Nakamoto had mined approximately one million bitcoins and handed control of the project to others. At Bitcoin's peak prices, that stash would be worth tens of billions of dollars. It has never been touched.


The Problem Bitcoin Solved


To understand why Bitcoin matters, you need to understand a problem that had frustrated computer scientists for decades: how do you create digital money that can't be copied?


Physical cash has built-in scarcity. If I hand you a twenty-dollar bill, I no longer have that bill. But digital files are infinitely copyable. An MP3 of a song can be duplicated millions of times at essentially zero cost. So how do you create a digital token that behaves like physical cash—that can only be in one place at one time?


The obvious solution is to have a central authority keep track of who owns what. Your bank does this. When you send money through Venmo or PayPal, a company's computer updates a database saying you have less money and someone else has more. This works, but it requires trusting that central authority not to cheat, freeze your account, or simply go bankrupt.


For decades, cryptographers and cypherpunks—a loose community of privacy advocates and technologists—tried to create digital money without central control. In the 1980s, David Chaum invented something called ecash, but it still required a company to operate the system. In 1997, Adam Back created Hashcash, a clever system that required computers to solve mathematical puzzles before sending emails (making spam economically impractical), but it had no way to prevent people from spending the same digital token twice.


Two proposals in 1998 came tantalizingly close. Wei Dai described something called b-money, and Nick Szabo proposed bit gold. Both imagined decentralized digital currencies where computers across a network would collectively maintain records of who owned what. But both systems had a fatal flaw: they were vulnerable to what's called a Sybil attack, named after a famous case study of a woman with multiple personality disorder. In these systems, a bad actor could simply create thousands of fake identities and overwhelm the network with fraudulent votes about which transactions were valid.


The Elegant Solution


Nakamoto's breakthrough was combining existing ideas in a new way. According to computer scientist Arvind Narayanan, every individual component of Bitcoin had been described in earlier academic papers. The innovation was how they fit together.


Here's how it works, explained from first principles.


Imagine a global notebook that records every transaction ever made. "Alice sent 5 bitcoins to Bob." "Bob sent 3 bitcoins to Carol." Anyone can read this notebook, and thousands of computers around the world maintain identical copies. This notebook is called the blockchain.


But who gets to write in the notebook? In a centralized system, a bank decides. In Bitcoin, that job goes to whoever can solve a mathematical puzzle first.


Every ten minutes, approximately, computers around the world compete to solve a puzzle. The puzzle itself is simple to describe but extraordinarily hard to solve. Imagine you have a function—a mathematical meat grinder—that takes any input and produces a seemingly random output. The puzzle is: find an input that produces an output starting with a certain number of zeros.


There's no shortcut. You simply have to guess and check, billions of times per second, until you stumble upon an answer. The first computer to find a valid solution gets to write the next page—called a block—in the global notebook. As a reward, that computer's owner receives newly created bitcoins.


This process is called mining, and it's where Bitcoin gets its environmental controversy. But it also solves the Sybil attack problem brilliantly. Creating fake identities is cheap. Running millions of computers to guess and check mathematical puzzles is not. To attack Bitcoin, you would need to control more computational power than all the honest participants combined—an astronomically expensive proposition.


Digital Signatures and Ownership


There's still a crucial question: how does the network know that Alice actually authorized her transaction, rather than someone impersonating her?


The answer involves cryptographic signatures—one of the most elegant inventions in all of computer science.


When you create a Bitcoin account, your computer generates two mathematically linked numbers. One is called your private key, which you keep absolutely secret. The other is your public key, which you share freely—it becomes your Bitcoin address, like an email address for money.


Here's the magic: using your private key, you can create a signature that anyone can verify using only your public key, but no one can forge without knowing your private key. It's like a wax seal that anyone can inspect but only you can create.


When Alice wants to send bitcoins to Bob, she broadcasts a message to the network: "I, Alice, am sending 5 bitcoins to Bob's address." She signs this message with her private key. Every computer in the network can verify the signature is genuine using only her public address. No one needs to know her private key, and no one can fake her authorization.


The mathematics behind this involves elliptic curves—a branch of abstract algebra with surprising applications. The essential property is that certain operations are easy to compute in one direction but practically impossible to reverse. Multiplying two large prime numbers together is easy; factoring the result back into those primes is computationally intractable. Bitcoin's cryptography relies on similar mathematical one-way streets.


Lost Forever


This elegant design has a harsh corollary: if you lose your private key, your bitcoins are gone forever. There's no bank to call, no password reset, no customer service.


In 2013, a man named James Howells accidentally threw away a hard drive containing the private keys to 7,500 bitcoins. At the time, they were worth about $7.5 million. At Bitcoin's peak, they exceeded $500 million. The hard drive sits somewhere in a Welsh landfill. Howells has spent years trying to get permission to excavate it. The local council has refused.


Estimates suggest that around 20% of all bitcoins ever created are effectively lost—their owners died without passing on their keys, or forgot their passwords, or suffered hardware failures. These bitcoins still exist on the blockchain, visible to everyone, spendable by no one. They're like treasure at the bottom of the ocean: technically there, practically inaccessible.


This permanence cuts both ways. By December 2017, approximately 980,000 bitcoins had been stolen from cryptocurrency exchanges through hacking. Unlike a credit card theft, there's no reversing these transactions. The thieves' wallets are visible on the public blockchain—everyone can watch the stolen funds move—but without the cooperation of exchanges where thieves might try to cash out, the coins are irrecoverable.


From Pizza to a Trillion Dollars


On May 22nd, 2010, a programmer named Laszlo Hanyecz made history by paying 10,000 bitcoins for two Papa John's pizzas. This was the first known commercial transaction using Bitcoin. At the time, it seemed like a reasonable deal—a few dollars worth of weird internet money for some hot food.


Those pizzas would later represent, at peak prices, roughly $700 million.


May 22nd is now celebrated annually as Bitcoin Pizza Day, a reminder of both how far the currency has come and how uncertain its early days were. Hanyecz has said he doesn't regret the purchase. Someone had to start using Bitcoin for real transactions, or it would have remained just an interesting experiment.


The path from pizza to institutional acceptance was neither straight nor smooth.


Bitcoin's first major use case was less savory than pizza. In February 2011, a dark web marketplace called Silk Road launched, exclusively accepting Bitcoin as payment. Over its 30 months of operation, approximately 9.9 million bitcoins changed hands on the site—roughly $214 million worth at the time. Silk Road sold drugs, forged documents, and other illegal goods. Its founder, Ross Ulbricht, was eventually arrested and sentenced to life in prison. When the FBI shut down the site in October 2013, they seized about 30,000 bitcoins.


This association with criminality haunted Bitcoin's reputation for years. China banned financial institutions from handling Bitcoin in December 2013, causing the price to crash. Regulators worldwide struggled to categorize this new thing: Was it a currency? A commodity? A security? A gambling token?


The Scaling Wars


As Bitcoin grew, a technical debate emerged that would fracture its community.


Bitcoin's original design limited each block to one megabyte of data. With transactions averaging a few hundred bytes, this meant the network could process only about seven transactions per second. Visa, by comparison, handles thousands per second.


What should be done?


One faction wanted to simply increase the block size—bigger blocks, more transactions. This seemed straightforward but required changing Bitcoin's fundamental rules, and there was no central authority to decree such changes. Any modification needed the network's computers to voluntarily upgrade their software.


Another faction argued that larger blocks would centralize the network. Running a Bitcoin node—verifying all transactions yourself rather than trusting others—requires downloading the entire blockchain. At the time, this was already hundreds of gigabytes. Make blocks bigger, and soon only large data centers could participate, defeating the decentralized ethos.


This faction proposed a clever workaround called the Lightning Network. Instead of recording every coffee purchase on the blockchain, users would open "payment channels" with each other, settling batches of transactions later. Think of it like running a tab at a bar rather than paying for each drink individually.


In August 2017, a software upgrade called SegWit (short for Segregated Witness) was activated, enabling the Lightning Network approach. Those who disagreed split off, creating Bitcoin Cash—one of many "forks" where dissenters copy Bitcoin's code and transaction history but change the rules going forward. It was like a contentious divorce, with both sides claiming to represent the true spirit of Nakamoto's vision.


Institutional Acceptance


For years, mainstream financial institutions treated Bitcoin with a mixture of curiosity and contempt. JPMorgan CEO Jamie Dimon called it a "fraud" in 2017. Warren Buffett compared it to "rat poison squared."


Then something shifted.


In 2020, MicroStrategy, a business intelligence company, announced it was converting $250 million of its corporate treasury into Bitcoin. Not a small experiment—a quarter of a billion dollars. Square, the payments company, added $50 million. MassMutual, a 170-year-old insurance company, invested $100 million. PayPal began allowing American customers to buy and hold Bitcoin.


In February 2021, Bitcoin's total market value exceeded $1 trillion for the first time. To put that in perspective, that's larger than the market capitalization of Facebook or Tesla at the time.


El Salvador made the most dramatic move. In September 2021, it became the first country to adopt Bitcoin as legal tender alongside the US dollar. Citizens could pay taxes in Bitcoin. Businesses were required to accept it. The government built infrastructure including Bitcoin ATMs and a digital wallet called Chivo.


The experiment proved controversial. The International Monetary Fund pressured El Salvador to reverse course. The price volatility that makes Bitcoin attractive to speculators makes it challenging as everyday money—imagine your salary being worth 30% less by the time you pay rent. By January 2025, El Salvador quietly walked back the mandate, removing obligations for businesses to accept Bitcoin. Many analysts consider the legal tender experiment effectively over, though the government maintains it technically remains an option.


The Environmental Question


Bitcoin mining consumes enormous amounts of electricity. The exact figure is hard to pin down because mining operations are distributed globally, often seeking cheap power in remote locations. Estimates have placed Bitcoin's annual electricity consumption somewhere between that of Argentina and that of Poland.


Critics argue this is unconscionable—burning through power comparable to a medium-sized country for what they view as speculative gambling tokens. The carbon footprint, particularly when mining relies on coal or natural gas, adds to climate change.


Defenders offer several counterarguments. Much mining occurs in locations with surplus renewable energy that would otherwise be wasted—hydroelectric dams during wet seasons, for instance. Mining operations are flexible; they can turn on when power is abundant and cheap, then turn off during peak demand. Some see them as a mechanism to fund renewable energy development by providing guaranteed buyers for excess capacity.


The debate remains unresolved. What's clear is that Bitcoin's security model—proof of work—is fundamentally tied to energy expenditure. The difficulty of the mathematical puzzles adjusts automatically to match how much computing power is pointed at the network. More miners mean harder puzzles, which means more energy consumed. It's not a bug; it's the core mechanism that makes the system secure.


Twenty-One Million


One of Bitcoin's most distinctive features is its fixed supply. Only 21 million bitcoins will ever exist.


New bitcoins enter circulation as mining rewards. Initially, each new block created 50 new bitcoins. Every 210,000 blocks—roughly every four years—this reward halves. By around 2140, the last new bitcoin will be mined, and miners will sustain themselves purely through transaction fees.


This predictable scarcity is, for many proponents, Bitcoin's killer feature. Traditional currencies can be printed at will by central banks—a power sometimes used responsibly to manage economic crises, sometimes abused to fund government spending at the expense of savers. Bitcoin's supply schedule is written in code that no one can alter without consensus from the entire network.


Critics see this rigidity as a fatal flaw. Modern economies need elastic money supplies to respond to crises. The Federal Reserve's ability to inject liquidity during the 2008 financial crisis and the COVID-19 pandemic, whatever its downsides, likely prevented depressions. A Bitcoin-based economy would have no such safety valve.


The smallest unit of Bitcoin is called a satoshi, after its creator—one hundred millionth of a bitcoin. There are 100,000 satoshis in a millibitcoin, and 100 million satoshis in a whole bitcoin. If Bitcoin ever became the world's primary currency, most transactions would be denominated in satoshis rather than whole bitcoins, just as we typically deal in cents rather than hundreds of dollars.


The Current Moment


In January 2024, the US Securities and Exchange Commission approved the first spot Bitcoin exchange-traded funds—financial products that hold actual bitcoins and trade on stock exchanges. This was a watershed moment. For the first time, ordinary investors could gain exposure to Bitcoin through their existing brokerage accounts, without managing cryptographic keys or navigating cryptocurrency exchanges.


BlackRock, the world's largest asset manager with over $10 trillion under management, launched one of these ETFs. By December 2024, BlackRock was recommending that investors allocate up to 2% of their portfolios to Bitcoin. This from a company that manages money for pension funds and endowments worldwide.


That same month, Bitcoin's price crossed $100,000 for the first time. President-elect Donald Trump had promised to make America "the crypto capital of the planet" and to establish a government stockpile of Bitcoin. In March 2025, Trump signed an executive order creating a strategic Bitcoin reserve. Several US states, including Texas and New Hampshire, followed with their own reserves. Even the Czech National Bank made a small purchase.


Research from 2023 estimated that about 82 million people worldwide held Bitcoin—roughly 1% of the global population. Most keep their holdings on exchanges rather than managing their own keys, trusting companies to secure their wealth much as people trust banks. Whether this represents Bitcoin's maturation into a mainstream asset or a betrayal of its decentralized ideals depends on whom you ask.


What Bitcoin Is and Isn't


Sixteen years after that first block with its embedded newspaper headline, Bitcoin remains difficult to categorize.


It's not quite money in the traditional sense. Its price volatility—swings of 20% or 30% in weeks—makes it poorly suited for everyday transactions. You can't easily pay rent in something that might be worth dramatically more or less by the time your landlord deposits it.


It's not quite gold either, though the comparison is often made. Gold has thousands of years of history as a store of value and industrial uses as a physical commodity. Bitcoin exists only as entries in a distributed database, valuable purely because people agree it's valuable—though, defenders note, the same is true of dollars since the abandonment of the gold standard.


What Bitcoin definitively is: the first successful solution to the double-spending problem in a decentralized system. For over 30 years, the best minds in cryptography and computer science tried and failed to create digital cash that didn't require a trusted third party. Nakamoto succeeded.


Whether that technical achievement translates into lasting value—as a store of wealth, a medium of exchange, or something else entirely—remains perhaps the largest open question in modern finance. The debate continues. The network keeps running. Somewhere in a Welsh landfill, those 7,500 bitcoins wait, patient and inaccessible.
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  1 The case for flourishing 
I have gotten one-shotted by every Forethought (for whom I now work) report I’ve ever read.  The first one I read was Preparing For The Intelligence Explosion, which very quickly convinced me that AI was likely to be a big deal soon, and this has totally worldview upending implications.  The second one was Better Futures which pretty dramatically changed my mind on what the best thing to do was.  The third one made the case for the realistic possibility of AI-enabled coups, which I agreed with, but it didn’t radically shatter my worldview, because my pre-existing worldview did not depend on the assumption that AIs wouldn’t be useful for coups (that would be a sort of weird pillar of a worldview).  
In this article, I’m going to talk about the better futures series.  I think the ideas in it are both: 
	Hard to deny after you think about them.  

	Not obviously the sorts of things you’d think about.  

	Hugely important.  


(I know I said both and then listed three things.  Well fuck tha (grammar) police).  
The core thesis of better futures is that we should be working more on trying to make good futures better.  At the margins, that is a better thing to pursue than reducing existential risks.  We should promote flourishing, not just survival.  The core argument for this is very simple: most future value is lost from failure to get near-optimal futures, and yet almost no one is working to get a near-best future.  If something is the source of the majority of lost future value and yet only like twelve people are working on it, it’s probably a pretty good thing to work on.  
First, why think it’s where most value is lost?  The answer is that value is fragile.  Only a small fraction of futures are near-best.  There’s no inevitable force that guarantees a really good future.  Thus, we should be surprised to get a near-best future for the same reason we’d be surprised by any highly-specific future.  
There’s also an inductive point: no society in history has been near-optimal.  For most of history, people owned slaves, and this left society worse than it might have otherwise been (Source???).  We’ve made giant torture farms where we mistreat hundreds of billions of animals.  We’re not anywhere near trying to maximize value.  So absent some highly-specific force driving things in the direction of a near-best future, then we shouldn’t expect anything to be near-optimal by default.  
Now, this isn’t totally hopeless.  One could imagine the world, after getting advanced AI, seriously reflecting on how to make things really good and deferring to the superintelligent AI moral philosophers.  But this is very far from a guarantee.  
Worlds that aren’t near-best, by default, lose out on most value.  Most moral theories imply that if we weren’t consciously optimizing for what they say is most important, we probably won’t get it in anything like the amounts we could.  Losing out on half of future value because we only use half of space resources optimally incurs as much expected value loss as a 1/2 chance of extinction (if we’d be guaranteed a near-best future given extinction and more if we wouldn’t).  
For example, suppose that it’s good to create happy people.  But suppose additionally that we won’t optimally use space resources for this noble goal—that we won’t use them to create as many happy people as we can.  Then most future value is going to be lost!  This would be a catastrophe vastly worse, by many orders of magnitude, than all bad things that have ever happened.  
Or suppose that digital beings matter a lot morally.  In the future, there’s no guarantee that we’ll take their interests seriously.  We might create an Omelas-like society built off the backs of suffering, intelligent, digital beings.  This would be bad by the lights of utilitarianism, deontology, and common sense.  
Or we might have the wrong view about what makes a life go well.  We might think what really matters is preference satisfaction, and spend space resources promoting that, even if there’s more to life than satisfying preferences.  Or alternatively there might be clever ways to use space resources to create enormous amounts of value, but we fail to use them for that purpose.  
And many others.  In order to have a near-best future, it isn’t enough to get some things right.  We need to get right the answer to every important moral question.  And that’s genuinely difficult.  
Now, you might wonder: won’t we just defer to the superintelligent AIs?  They should be able to do philosophy better than us, right?  I agree there’s some chance of this (which is why I think the odds are near one in ten we get a near-best future) but it’s  far from a guarantee.  
In the real world, do we defer to moral philosophers before doing high-stakes things?  Mostly we just don’t think about the surprising moral implications of our actions.  There was no moral consultation before the first factory farm was built.  If we consulted the superintelligent AI and it told us that meat-eating was morally terrible or that we should convert space resources into spamming happy digital minds, do you think the world would listen?  Certainly doesn’t seem like a guarantee.  
And in any case, it seems possible that we’ll settle space and take irreversible actions before we have the sorts of AIs that can solve crucial ethical questions.   
This conclusion gets more dramatic the more you think that existential risks are low but odds of a near best future are low as well.  For a simple model, let’s imagine that there’s a 10% chance of a near-best future given that we don’t go extinct, and a 10% chance that we go extinct.  Let’s also assume that the non-near best futures are 1% as good as the near-best futures.  
On this model, the expected value loss from the 10% risk of extinction would be equivalent from the expected value loss of lowering the odds of a near-best future by 1.9%.  In other words, if we miss out on a near-best future by default, existential risk reduction efforts go down in value, because even if successful, they don’t guarantee a near-best future.  Thus, it seems likely that guaranteeing a near-best future conditional on survival would bring about way more value than guaranteeing survival.  
So all this is to say: it seems like of the expected future value we lose out on, most of it is from failure to get near-best futures.  A smaller fraction is on reducing existential risks.  And yet despite this, the number of people specifically working on boosting the odds we get a near-best future in the billions and trillions of years to come is around ten.  
Note: other things people are doing often has the effect of increasing the odds of getting a near-best future.  E.g. campaigning for justice might increase the odds of a just future.  But there are very few people specifically aiming at trying to secure a near-best future in the long-term.  
There are more detailed discussions to be had about precisely which actions can boost the odds of a near-best future.  There are some reasons for skepticism.  But just in general, if we grant that there are like 10 people working on the source of most of the world’s lost value, that seems obviously good to work on.  As an analogy, if there was a button which was pressed and cut the value of the world in half, it would seem like more than nine people should be looking into ways to reverse the button’s effects.  Even if you were pretty sure that the button’s impacts were irreversible, shouldn’t there be at least, like, at least 100 people working on seeing if anything could be done about the thing that destroys half the value of the world.  
Alternatively, if there was an alien monster that was planning to swallow half the world—and continue swallowing at regular intervals so that in total half of future value got swallowed—seems like someone should look into stopping it.  
2 Will our actions wash out? 
Imagine cave men trying to promote flourishing.  They reason that near-best futures are vastly better than non-near-best futures, and so they set off trying to steer the direction of the world so that it goes better.  This would be a waste of time.  Nothing that cave-men could do would affect the long-term future.  
One reason for skepticism about promoting flourishing is analogous.  Perhaps we are like cave men, in that nothing we can do can affect how the far future goes.  This was part of the standard Longtermist reply to cluelessness: sure we can’t really predict most long-term effects of our actions, but we can be pretty sure that if the world gets destroyed, it will have lower value than it would have otherwise, so we should work on making sure it isn’t destroyed.  
In my view, this largely comes down to the question of whether we might enter a state near-term that will likely persist into the far future.  Some examples of possible states like this just to help give the idea: 
	Imagine that absent some specific historical process, feudalism would have been expected to persist forever.  Bringing about that process would be very important, because a feudalist world is much lower expected value than a non-feudalist world.  

	If we go extinct then we’ll persist in that state forever, and the value of the future will be vastly diminished.  

	If a stable global totalitarian regime takes over, a bit like the one envisioned in 1984, it might persist forever.  


So the question is: are there states the world might enter that would permanently diminish future value?  Alternatively, are there ones we could enter that would majorly increase future value?  The paper Persistent Path Dependence argues that there are.  Some examples: 
	Through the intelligence explosion, we might expect one single entity, or a small number of entities, to get the lion’s share of global power.  Such an entity would be able to shape how the future goes.  They could set out and begin taking over space resources in pursuit of their long-term aim.  Or, if they were a totalitarian regime, they could ensure that the leader’s rule endures forever.  

	Even without a single hegemon, multiple powers who together share a large portion of global power could coordinate to take over.  


There are various mechanisms by which the future might have vastly greater ability to lock in some state than the past: 
	A major source of change is old leaders dying.  But digital beings could live forever.  In theory, a digital being could be made to carry out the will of the leader even after he dies.  

	AGI could be used to enforce some plan for a very long period of time.  

	With the ability to create digital beings, we’ll have much greater ability to mold the aims of our descendants.  This increases the odds that the ideology of the present will persist into the future.  


Overall, I think it’s reasonably likely that we’ll lock in the future at some time soon.  The biggest reason is as follows: I think odds are good that we’ll get very powerful AI soon.  At some point, either we’ll venture out into space and begin transforming the world in whichever way we choose or we’ll get some set of institutions that prevents that from ever happening.  If we begin venturing out and transforming space, then I expect it to be hard to put the genie back in the bottle.  I expect such a pivotal action to continue without much change for billions of years.  Alternatively, if we lock in a mechanism to block space development, that action would be irreversible.  
At some point, the world will decide the future plan for the universe (note: this doesn’t require an explicit global plan.  If there’s no explicit global regulatory plan, then the plan in practice is “let the universe develop according to the whims of private actors).  I think it’s reasonably likely such a future plan will be decided soon, which makes now a critical period for making the future go better.  
3 How can we make the future flourish? 
Okay, so maybe some of the actions we’ll take near-term could affect the value of hte far future.  But what can we do practically? 
I think there’s a decent chance we can make progress just because of how few people are working on the problem.  Just as you could have a big impact by being one of a few thinkers planning early-stage nuclear strategy, how Locke had a big impact by being one of a small number of thinkers writing about how Democracies could develop, and how Bostrom’s superintelligence book hugely impacted the AI conversation, neglectedness might make progress easy.  There is still low-hanging fruit to pick.  
Some suggestions: 
	Writing about which institutions could be valuable in a post AGI world seems valuable.  For example, ’s paper about aiming for Viatopia—for a world that puts us in a position to secure a near-best future, rather than specific vision of a near-best future—seems pretty valuable.  Similarly, we should get people thinking about which values to give to an AI and which norms we should have for governing space.  

	Further research about how to promote flourishing seems valuable.  At this point, the terrain is just so underexplored so lots of progress seems possible.  


One of the sub-reports in the Better Futures series was titled How to Make the Future Better.  It discussed concrete actions to promote flourishing.  The suggestions were: 
	Working to prevent a post-AGI autocracy.  Specific actions to promote this include: 1) working to stop AI-enabled coups; 2) helping preserve the Democratic structure of current Democracies (e.g. working to prevent the U.S. from going authoritarian); 3) slowing down the AGI development of autocracies (e.g. by blocking chip sales to China). 

	Working to improve space governance.  Space is important because it could allow one actor to seize control early, and it has almost all of the resources.  Working to prevent near-term space grabs, and longer-term regimes for flourishing space governance seems high-value.  For example, it might be worth requiring some portion of space resources to be used for a high-value purpose.  

	Law could require sunset clauses on certain kinds of commitments made between countries.  This would prevent the U.S. and China from locking in our current priorities, by having them be indefinitely enforced by AI.  

	Slowing the intelligence explosion could give us more time to prepare and lower the odds of autocrats seizing the reigns.  

	Regulating AI to make sure that it’s safe and prohibit one actor from seizing control seems important.  

	Giving the AI robustly good moral values and preventing its scheming also seems valuable.  If AIs will control how much of the future goes, increasing the odds that AIs with good values are the ones being used to make important decisions seems very high-impact.  

	Working on securing rights for AI would be important because almost all beings in expectation are digital.  This lowers the odds that we’ll have very large populations of mistreated and disenfranchized AIs.  Right now, few people are thinking about AI rights, so this seems like an area in which lots of progress could be made.  

	Efforts to better integrate the will of the public could be valuable for preventing most people from being disenfranchized.  

	Working to prevent sub-extinction catastrophes could lead to a more stable world, thus making the intelligence explosion go well. 

	Using AIs to make important decisions would improve our ability to navigate hard tradeoffs.  Given that it’s unlikely we’d get a near-best future from human ingenuity alone and that smart decision making improves our ability to navigate the myriad challenges arising in the near future, integrating AIs for making important decisions seems valuable.  

	Empowering morally responsible actors—e.g. imposing the kinds of regulations that benefit safety-conscious AI companies but penalize those whose AIs temporarily become mecha-Hitler—seems to raise the odds things go well, by shifting power into the hands of good decision-makers.  


Given how hugely neglected many of these things are, it seems plausible that there’s lots of progress that can be made.  I wouldn’t be surprised if a concerted research effort could meaningfully shift the odds that the world would get a near-best future, perhaps even by a few percentage points if sufficient effort was made.  
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The Ice Cream Problem


Here's a striking fact: humanity spends more money on ice cream in the United States alone than on ensuring our species survives the next century.


That's not a metaphor. Philosopher Toby Ord calculated that less than five hundredths of one percent of global economic output goes toward what he calls "longtermist causes"—efforts explicitly designed to help future generations thrive. Meanwhile, Americans spend billions annually on frozen desserts. Ord's modest proposal? "Start by spending more on protecting our future than we do on ice cream, and decide where to go from there."


This comparison crystallizes something that feels both obvious and revolutionary: the people who will exist after we're gone matter. And there might be a lot of them—potentially trillions of humans living across millions of years, if we don't blow it. The philosophy that takes this observation seriously has a name: longtermism.


What Longtermism Actually Claims


At its core, longtermism rests on three premises that seem almost too simple to be controversial.


First, future people count morally. A child born in the year 2200 has just as much moral worth as a child born today. Their happiness matters. Their suffering matters. The accident of when they exist doesn't diminish their humanity.


Second, there might be vastly more future people than present or past people combined. If humanity survives for another million years—a tiny fraction of how long our species has already existed—the number of future humans could dwarf everyone who has ever lived.


Third, we can actually influence whether those future lives happen and whether they're good ones. Our choices today ripple forward through time.


Put these together and you get what philosopher William MacAskill, who coined the term "longtermism" around 2017 along with Oxford colleague Toby Ord, calls "the view that positively influencing the long-term future is a key moral priority of our time." Note that careful phrasing: "a key priority," not necessarily "the key priority." MacAskill distinguishes between regular longtermism and what he calls "strong longtermism"—the more demanding claim that the far future should be our primary moral concern, overshadowing everything else.


Ancient Roots of a New Idea


Although the word is recent, the intuition behind longtermism is ancient.


The Iroquois Confederacy, a union of Indigenous nations in what is now northeastern North America, operated under an oral constitution called the Gayanashagowa—the Great Law of Peace. One of its principles urges decision-makers to always consider "not only the present but also the coming generations." This has been interpreted as the Seven Generation Principle: before taking any significant action, consider how it will affect your descendants seven generations into the future.


The philosophy resurfaced in contemporary Western thought through thinkers like Derek Parfit, whose dense 1984 masterwork "Reasons and Persons" explored the ethics of causing people to exist, and Jonathan Schell, whose 1982 book "The Fate of the Earth" confronted what nuclear weapons meant for humanity's future. Parfit wrote that we "live during the hinge of history"—a phrase that has become something of a mantra for longtermists. He meant that the decisions made by people alive today might determine whether there's a future at all, and if so, what kind.


Why Now Might Be Different


For most of human history, ordinary people couldn't do much about the very long-term future. You could plant trees your grandchildren would climb, build cathedrals your great-grandchildren would worship in, maybe write books that would outlast you. But shaping what happens in a thousand years? That seemed beyond anyone's reach.


Two developments changed this, according to researcher Fin Moorhouse.


The first is that we've invented technologies powerful enough to destroy ourselves. Nuclear weapons were the first. Engineered pandemics might be another. Artificial intelligence that escapes our control could be a third. For the first time in our species' history, we possess tools that could end the human story entirely. Suddenly, the long-term future became something that required protection.


The second development is that science has gotten better at prediction. Not perfect—nobody claims we can forecast the year 3000 with any precision—but substantially better than our ancestors could manage. We understand climate systems, pandemic dynamics, and technological trajectories well enough to make meaningful statements about what might happen decades or centuries from now. We can identify risks before they materialize.


MacAskill adds another observation: our era involves an extraordinary amount of change. Economic growth, technological progress, population expansion—all of these have accelerated dramatically compared to most of human history. A Roman farmer in 100 CE lived a life not terribly different from an Egyptian farmer in 2000 BCE. But the world of 1924 and the world of 2024 are almost unrecognizably different.


This rate of change cannot continue forever. Eventually, we'll hit physical limits. Population can't grow exponentially on a finite planet. Energy use can't increase faster than the sun can provide. Humanity will, at some point, settle into a more stable state. The question is which stable state. And the decisions we make during this unusual, volatile period might lock in the answer for a very long time.


Two Ways to Help the Future


Researchers who study longtermism have identified two broad strategies for improving the long-term future.


The first is survival: preventing catastrophes so bad they would end human civilization permanently. These are called existential risks—threats to "humanity's long-term potential," as Ord defines them. The obvious examples include all-out nuclear war, pandemics engineered to be maximally lethal, asteroid impacts, and the more speculative but potentially more dangerous scenario of artificial intelligence that pursues goals misaligned with human flourishing. Climate change is a less clear-cut case; while it could cause immense suffering and societal stress, most researchers don't think it would literally end human civilization, though it might make other risks more likely.


Reducing existential risk increases the quantity of future life by ensuring there are future people at all.


The second strategy is what researchers call "trajectory change": not just ensuring humanity survives, but ensuring it survives well. Even if we dodge every existential bullet, we could still end up in a future that's stable but terrible—a global totalitarian state that persists for millennia, for instance, or a civilization that never expands its moral circle beyond a narrow definition of who counts.


Trajectory changes increase the quality of future life.


The Abolition of Slavery as a Case Study


To understand what a trajectory change looks like, consider the abolition of slavery in the nineteenth century.


Historian Christopher Leslie Brown has argued that abolition was not inevitable. Slavery was still enormously profitable when the movement to end it gained momentum. There was no economic necessity driving abolition; if anything, economics pointed the other way. What happened instead was a moral revolution—a fundamental shift in how societies understood the permissibility of owning other human beings.


MacAskill uses this example to make a subtle point: value changes don't happen automatically. Slavery existed for thousands of years, across virtually every human civilization. There was nothing predetermined about its abolition. It required specific people making specific choices at specific moments in history.


And here's the longtermist insight: once slavery became morally unacceptable in the dominant global culture, it probably stayed unacceptable. The trajectory changed. Whatever the far future holds, it almost certainly doesn't include a return to chattel slavery as a widespread practice. The moral revolution persisted.


This suggests that bringing about positive value changes today—expanding the moral circle, strengthening commitments to human rights, developing norms against weapons of mass destruction—might be one of the most durable ways to help future generations.


The Problem of Discounting


Economists have a concept called the social discount rate, which captures how much less we should value future benefits compared to present ones. If a dollar today is worth more than a dollar tomorrow, how much more? The standard framework says future value decreases exponentially the further out you go. Money a century from now is worth almost nothing in present terms.


There are legitimate reasons for some discounting. Future benefits are uncertain—you might not be around to receive them. If economic growth continues, future people will be richer, so an extra dollar means less to them than to someone today. These factors justify reducing how much weight we give to distant outcomes.


But many economists also bake in something called "pure time preference"—the idea that future benefits should count for less simply because they're in the future, quite apart from any uncertainty or wealth differences. This is the part longtermists object to.


Frank Ramsey, the economist who developed the standard discounting model, also found pure time preference philosophically indefensible. He acknowledged it might describe how people actually behave—we do seem to prefer immediate gratification—but he didn't think it offered any guidance about how we should behave. The fact that something is further away in time, by itself, doesn't make it less important.


Longtermists often invoke an analogy with space. We generally accept that distance in space doesn't reduce moral worth. A child suffering on the other side of the planet matters just as much as a child suffering next door, even if we're more likely to help the nearby child for practical reasons. Longtermists like MacAskill suggest that "distance in time is like distance in space." A child who will suffer in 2125 matters just as much as one suffering in 2025.


Not everyone agrees. Philosopher Andreas Mogensen has defended what he calls "temporalism"—the view that temporal proximity does strengthen certain moral duties. His argument draws on kinship: common-sense morality allows us to prioritize those more closely related to us. Parents may favor their own children over strangers. Perhaps generations can similarly favor their closer temporal neighbors, weighing the welfare of their children more heavily than their great-great-great-grandchildren.


What About People Alive Today?


One of the most persistent criticisms of longtermism is that it might lead us to neglect present suffering in favor of speculative future benefits.


The worry has some force. If you're thinking in terms of trillions of potential future people, the interests of the eight billion people alive today can start to seem like a rounding error. Critics point to climate change as a test case: if you're focused on the next ten thousand years, the damage climate change will cause over the next fifty might seem less urgent. More troublingly, if you believe that certain present-day sacrifices could secure "astronomical" future value, couldn't that justify almost anything—including atrocities committed in service of the long-term good?


Anthropologist Vincent Ialenti has argued that avoiding this trap requires what he calls "a more textured, multifaceted, multidimensional longtermism"—one that resists the temptation to reduce all ethical considerations to a single calculation about expected future value.


Longtermists have several responses.


The most common is that actions good for the long-term future usually aren't in tension with helping people today. Consider pandemic preparedness. If we invest in better antivirals, faster vaccine development, improved personal protective equipment, and stronger public health infrastructure to guard against the worst-case scenarios—the engineered plagues that could threaten human extinction—we're also building capacity that helps with ordinary flu seasons and more conventional outbreaks. The same research that might save humanity from an existential threat could also reduce suffering right now.


Similarly, reducing the risk of nuclear war benefits everyone, including the people currently living in nuclear-armed states. Developing artificial intelligence safely serves present-day users as well as future generations. There's more overlap between near-term and long-term interests than the objection assumes.


The Prediction Problem


A different criticism targets longtermism's reliance on predicting the consequences of our actions over enormous timescales. Can we really know how choices made today will affect people living in the year 10,000? Even our best models can barely forecast next year's economy. The idea that we could meaningfully influence outcomes millennia away might be hubris.


Longtermist researchers acknowledge the difficulty but argue that some predictions are more tractable than others. We might not be able to predict the details of future civilization, but we can be fairly confident about certain things: if humanity goes extinct, there will be no future humans. That's predictable. If we develop a stable global totalitarian state, it might be very hard to escape. That's a reasonable conjecture about how certain political equilibria work.


The strategy these researchers adopt is to focus on what they call "value lock-in" events—moments where the choices we make become very difficult to reverse. Human extinction is the ultimate lock-in: there's no coming back from it. But other events might also have persistent effects. The development of certain technologies, the establishment of certain political institutions, the entrenchment of certain values—these could shape the trajectory of civilization for centuries.


By concentrating on these high-leverage moments rather than trying to optimize every detail of the distant future, longtermists hope to make their project more tractable. You don't need to predict what life will be like in a thousand years. You just need to ensure that a thousand years from now, people are still around to figure that out for themselves.


The Growing Longtermist Community


Longtermism isn't just an academic philosophy. It has spawned a constellation of organizations trying to put these ideas into practice.


Cambridge University hosts the Centre for the Study of Existential Risk, founded in 2012 to research threats to humanity's survival. The Future of Life Institute, based in the Boston area, has become particularly prominent for its work on artificial intelligence safety, including an open letter in 2023 calling for a pause on training the most powerful AI systems. The Global Priorities Institute at Oxford focuses on the more abstract philosophical questions underlying longtermism. Stanford has its own Existential Risks Initiative.


On the practical side, 80,000 Hours offers career advice to people who want to have the most positive impact with their working lives, often steering them toward longtermist causes. Open Philanthropy, funded largely by Facebook co-founder Dustin Moskovitz and his wife Cari Tuna, has distributed hundreds of millions of dollars to organizations working on existential risk reduction. Longview Philanthropy and the Forethought Foundation work on directing resources toward longtermist priorities.


These organizations are tightly connected to the broader effective altruism movement, which tries to apply evidence and reason to figure out how to do the most good. Longtermism has become one of effective altruism's dominant threads, particularly among people who've concluded that the sheer scale of potential future suffering (or flourishing) might dwarf anything we could accomplish for people alive today.


Beyond Humans


Some longtermists extend their moral concern beyond future humans.


If you believe that non-human animals can suffer and that their suffering matters morally, then the long-term future of animal welfare becomes a longtermist concern. Factory farming, with its billions of animals living in conditions that would horrify most people if they witnessed them, represents a potential trajectory that might persist for centuries if not challenged. Expanding humanity's moral circle to include other sentient beings could be one of the most significant and durable improvements we could make to the long-term future.


This connects to a broader longtermist theme: the importance of value changes. Just as the abolition of slavery represented a moral revolution that reshaped human civilization, a future shift toward taking animal suffering seriously—or toward recognizing the potential moral status of artificial minds, or toward any number of moral expansions we can't currently foresee—could have effects lasting far longer than any policy or technological intervention.


Living at the Hinge of History


Toby Ord's book "The Precipice," published in 2020, argues that we're living through the most dangerous period in human history. Not because life was better in the past—it wasn't, for most people—but because we've developed the power to end everything while not yet developing the wisdom to wield that power safely.


Ord offers probability estimates for various existential risks over the next century. He puts the overall chance of an existential catastrophe at roughly one in six—the same odds as Russian roulette. Unaligned artificial intelligence tops his list of concerns, followed by engineered pandemics. Nuclear war and climate change, while serious, he considers less likely to actually end human civilization.


The numbers are necessarily speculative. We can't run controlled experiments on existential risks. Researchers like Nick Bostrom have relied on expert opinion elicitation—asking people who study these threats what probabilities they'd assign—since traditional research methods don't apply. There's room for significant disagreement about whether Ord's estimates are too high, too low, or even meaningful.


But the underlying point remains: we have options. The future is not yet determined. The choices people make today—whether to invest in pandemic preparedness, how to develop artificial intelligence, which values to prioritize, how to structure global governance—will shape whether the human story continues and what kind of story it becomes.


That might sound grandiose. It's also, if longtermists are right, simply true.


A Framework for Thinking About the Future


In his 2022 book "What We Owe the Future," MacAskill offers a practical framework for evaluating which actions might have the biggest long-term impact. He suggests considering three factors: significance, persistence, and contingency.


Significance measures the average value of bringing about a particular state of affairs. Some changes matter more than others. Preventing human extinction is more significant than improving the efficiency of solar panels.


Persistence measures how long a change lasts. A temporary improvement that gets reversed within a generation has less long-term value than a permanent shift in civilization's trajectory. The abolition of slavery was highly persistent—that moral revolution stuck.


Contingency measures whether the change depends on specific actions. If something would happen anyway, you can't take credit for causing it. The most valuable interventions are those that genuinely pivot history onto a different track.


MacAskill acknowledges that applying this framework involves pervasive uncertainty. We often can't know how significant an outcome will be, whether it will persist, or how contingent it is on our choices. He offers four principles for navigating this fog: take "robustly good" actions that seem positive across a range of scenarios, build up options for the future rather than locking in specific outcomes, invest in learning more before committing to irreversible decisions, and above all, avoid causing harm.


That last principle matters. The worry about longtermism justifying atrocities comes from the idea that you could multiply any present harm by potential trillions of future beneficiaries to get a positive expected value calculation. MacAskill's framework pushes back: causing harm is especially risky when you're uncertain, because you might be wrong about those future benefits while being very right about the present harm.


Paying It Forward


Ord offers a different angle on why we might owe something to future generations.


Consider what past generations did for us. People we'll never meet cleared forests, built cities, discovered antibiotics, established democracies, fought for rights they wouldn't live to enjoy. They made sacrifices whose benefits flowed forward in time to people who had no way to repay them.


We are those people. We're the beneficiaries of countless gifts from the past. The arrow of time means we can't pay our ancestors back directly. But we can pay it forward. We can do for future generations what past generations did for us.


On this view, our duties to future generations aren't just about cold calculations of expected value. They're grounded in a kind of reciprocity across time—a partnership of the generations, where each generation receives from those before it and gives to those who will come after.


Whether you find this framing more compelling than the utilitarian arithmetic is perhaps a matter of moral temperament. But it offers a different entry point into longtermist thinking, one less vulnerable to the objection that calculating expected value over trillions of people leads to absurd conclusions.


The Bet We're Making


Critics sometimes object that longtermism amounts to taking low-probability bets on extremely large payoffs—a kind of moral Pascal's Wager. We're asked to devote resources to preventing speculative catastrophes when we could be addressing certain, immediate suffering. Isn't a bird in the hand worth two in the bush?


This objection deserves serious consideration. Expected value reasoning can lead to counterintuitive places. If you multiply a tiny probability by a big enough number, you can justify almost anything.


But longtermists might respond that the probabilities aren't actually that tiny. Ord's one-in-six estimate for existential catastrophe this century is not a remote possibility—it's the odds of rolling a particular number on a die. Would you board a plane if there were a one-in-six chance it would crash? We routinely make decisions to avoid much smaller risks.


And the immediate versus speculative framing may be misleading. As mentioned earlier, many longtermist interventions help people today as well as future generations. The choice isn't between helping the present and helping the future. Often, it's between helping both and helping neither.


Perhaps the deepest issue is what kind of bet we're implicitly making by not taking longtermism seriously. If there's even a reasonable chance that the longtermist worldview is correct—that there could be vast numbers of future people whose lives depend partly on our choices—then ignoring that possibility is itself a bet. It's a bet that the future doesn't much matter, or that we can't affect it, or that the probabilities are so low they can be rounded to zero.


Maybe that bet is justified. But it should be made consciously, with full awareness of the stakes.


In the meantime, we might at least start by spending more on our future than we do on ice cream.
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The Pitch

Anthropic just released something most people missed. While everyone focused on Opus 4.6 benchmarks, they quietly shipped agent teams inside Claude Code — and it represents a genuine leap forward. This isn't just parallel sub-agents running in isolation. These agents talk to each other, coordinate their work, and report to a team lead. They function like an actual development shop. After testing it extensively, the author believes this could fundamentally change how developers build complex projects.

What Agent Teams Actually Are

Agent teams aren't standard sub-agents working in parallel. They're something more sophisticated: a coordinated team with a middle manager overseeing multiple specialized agents who can communicate directly with each other.

In a typical sub-agent setup, you have three agents — say one handling UI, one for backend, one for databases. They operate like freelancers hired for specific tasks. They complete their individual work and return results to the main Claude Code instance. They never speak to each other. The database agent has no idea what the backend agent is doing.

Agent teams flip that dynamic. When you spin up these specialized agents, they now have a team lead coordinating everything. More importantly, the sub-agents can communicate directly — backend talks to UI, UI talks to database, and so on. It's a real team dynamic where multiple Claude Code instances run in parallel but share information freely.

How They Differ From Standard Sub-Agents

The key differences come down to communication and coordination:

Standard sub-agents work in silos. Each completes one specific task in isolation and returns results. They're essentially mercenaries hired for individual jobs — do the task, report back, done.

Agent teams create a middle manager layer. Sub-agents report to this team lead who coordinates everything and ensures all pieces fit together logically. The agents can talk to each other directly rather than only communicating through the main instance.

For complex projects requiring multiple integrated modules, agent teams produce better outcomes. For simpler one-off tasks, standard sub-agents remain more efficient — they use fewer tokens since there's no coordination overhead.

Anthropic's documentation identifies four areas where agent teams excel: research and review, building new modules or features, debugging with competing hypotheses, and cross-layer coordination between different system components.

How to Enable the Feature

Agent teams are disabled by default. This experimental feature requires changing an environment variable in settings.json from zero to one. The simplest approach: paste the documentation link into Claude Code and say "enable agent teams." It will modify the file automatically. Then restart your Claude Code session.

Crucially, you must explicitly prompt for agent teams. Simply describing a project won't trigger them. You need to use the exact verbiage "create an agent team" or something very similar because that's the trigger. Without that explicit instruction, Claude Code defaults to its standard single-instance mode.

What the Comparisons Actually Show

The author ran side-by-side tests between agent teams and standard Claude Code using identical prompts.

For a relatively simple AI-powered proposal generator, both versions produced nearly identical results — functionally equivalent with only minor UI differences favoring the teams version. No meaningful gap emerged for straightforward applications.

The more complex internal dashboard project revealed clearer distinctions. The agent teams version built six separate modules that integrated coherently: client pages with status and retainers, a projects page functioning as a Kanban board with subtasks and time entries, an invoices module tied to time tracking, and a settings section — all working together seamlessly.

These sub-agents can actually talk to one another. So you actually have sort of a real team dynamic where you have all these individual sessions that have been spun up but they can talk to each other.

The teams version delivered noticeably better UI polish across the board. The standard version produced functional but less refined interfaces. However, the token costs ran significantly higher — approximately 330,000 tokens for one complex dashboard versus substantially fewer for single-agent work.

Counterpoints

Critics might note that the dramatic improvements claimed don't hold up in simpler applications. In the first comparison, virtually no difference existed between teams and standard Claude Code. The author himself admitted it wasn't "necessarily a huge mind-blowing difference" even on the more complex dashboard — calling the gains primarily UI polish rather than fundamental capability.

The token costs represent real tradeoffs. Agent teams consume significantly more resources due to coordination overhead, which matters for users on tight budgets or limited compute plans.

The feature remains experimental. Anthropic continues building it out — it's not a finished product and may change substantially as they develop further.

Bottom Line

Agent teams represent genuine innovation in coordinated AI development. The ability for multiple specialized agents to communicate directly rather than through a single instance transforms how complex applications get built. For large, multi-module projects requiring integration across UI, backend, database, and other layers, this approach clearly outperforms standard sub-agents — producing more polished results with better coherence.

Watch for two developments: first, Anthropic's continued refinement of the feature as it moves past experimental status; second, how token costs evolve as users deploy larger teams. The gap between simple prompts and complex multi-module work suggests agent teams may matter most precisely where projects are hardest — not on straightforward tasks that both approaches handle equally well.
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  👋 Hello and welcome to this week’s edition of ✨ Community Wisdom ✨ a subscriber-only email, delivered every Saturday, highlighting the most helpful conversations in our members-only Slack community.



A big thank-you to this month’s community sponsor, Composio. Composio lets you ship enterprise-grade AI agents instantly, without burning engineering sprints on plumbing work. We equip your agents with 800+ pre-built connectors (like Salesforce, GitHub, and Linear) and handle the entire execution layer, including managed authentication, intelligent tool routing, and reliability. Empower your agents to do real work (not just chat). Composio is giving away 3 months of free credits to Lenny’s Community members—check it out here!


✨ Upcoming community meetups ✨
Upcoming community-organized meetups—click the city name to RSVP:
	Asheville. February 18th. Thanks to @Nathan Phillips!

	Austin. February 26th. Thanks to @Andy Keil - Austin!

	Bangalore. February 15th. Thanks to @Akhil Agrawal & @Anand Prasad!

	Barcelona. February 19th. Thanks to @Marc Bisbal!

	Berlin. February 19th. Thanks to @Özge Yıldız!

	Boston. February 11th. Thanks to @Doug C & @Melissa Appel!

	Cambridge. February 17th. Thanks to @james r!

	Chicago. February 18th. Thanks to @Shivam Malhotra & @Erik Krag!

	Dallas. February 18th. Thanks to @Buddy!

	Denver. February 9th. Thanks to @D. Thad Whitaker!

	Dublin. February 24th. Thanks to @Emma Sheridan!

	Hong Kong. February 28th. Thanks to @Manny E. Reimi!

	Lisbon. February 18th. Thanks to @Gabriela Naumnik & @Nina Un!

	London. February 26th. Thanks to @Anna Popova!

	Long Beach. February 19th. Thanks to @Raphael Sisa & @Evan Goldin!

	Madrid. February 12th. Thanks to @Alex Carrasco!

	Marin. February 25th. Thanks to @skipper!

	Mexico City. February 24th. Thanks to @Chris Stanislawek!

	Munich. February 10th. Thanks to @Lukas Gerhardt!

	New York. February 25th. Thanks to @kaila!

	Nashville. February 26th. Thanks to @Davis & @Brady Josephson!

	Philadelphia. February 19th. Thanks to @Keriann Sabatini & Doug!

	Princeton. February 19th. Thanks to @Jaya!

	Richmond. February 18th. Thanks to @Sally Clements!

	San Francisco. February 25th. Thanks to @Schaeffer & @Annie Warner (Community Lead) !

	Santa Barbara. February 17th. Thanks to @Joni Hoadley, @Cody Landstrom, & @Oliver Barton!

	Sao Paulo. February 24th. Thanks to @Yasmin Stivelman!

	Seattle. February 25th. Thanks to @Rawi Nanakul!

	Sydney. February 12th. Thanks to @Andreas Schuster!

	Toronto. February 10th. Thanks to @Jessie Wang!

	Vancouver. February 17th. Thanks to @Charles!

	Virginia. February 25th. Thanks to @Lucy Chen!


Can’t find your city and want to host one? Just DM @Riya in our Slack. It takes 10 minutes (i.e. pick a date and location), and you get to meet awesome people from our community. Learn more here.


🎙️ New podcast episodes this week
How this PM uses MCPs to automate his meeting prep, CRM updates, and customer feedback synthesis | Reid Robinson (Zapier): YouTube, Spotify, and Apple Podcasts 


A child psychologist’s guide to working with difficult adults | Dr. Becky Kennedy: YouTube, Spotify, and Apple Podcasts




💥 Top threads this week
1. What title to use on my resume
I’m pivoting from 10+ years of software engineering into product management. At my consulting business, I’ve been doing PM work (discovery, prioritization, shipping products with measurable outcomes) but never with the official title.
For my resume header, I’m torn between:
1. Product Engineer—feels honest, signals I can build and think product 
2.  Product Manager—but I haven’t held the title formally
3. Associate Product Manager—honest about being new to PM, but weird next to “10+ years experience”
What would you put? What reads best to hiring managers? ↗️
—Scott

Yoshi Komada: Agree on avoiding the APM title. If it’s your own consulting business and you’re doing the work, why not use ‘product manager’? FYI, in some larger tech companies ‘product engineer’ means an engineer who works on user-facing products (as opposed to, e.g., infra) and does not mean PM.
Scott: Resume for some context: J_Scott_Chapman_2026.pdf
@Yoshi Komada, thank you for the feedback. I was avoiding using product manager as my overall title because I haven’t necessarily done all of the documentation/pageantry to communicate with other team members, because it was just me. I didn’t make a whole Asana project and assign myself tasks and make milestones and all that because it was just going to be me doing the work as well. So I was trying to avoid being misleading, or at least avoid creating an environment in which hiring managers would feel like I was being misleading.
Miroslav Pavelek: I would go for “PM” and I would rename your last job as “Lead Product Engineer.”
Joshua Herzig-Marx: If you’re applying for product management jobs and you can honestly call what you were doing product management, then absolutely give yourself the product management title. Your resume is supposed to be helpful to a hiring manager in figuring out who you are. And companies are (generically) terrible at naming things. So if taking the PM title (Lead PM/technical lead isn’t bad) clarifies, great! And if it’s your own consulting business, then who’s going to disagree?
roi lavan: I’d change to full-stack engineer turned product. It doesn’t mean that you have to hold the title officially, it means that you did the work. Also, even though in your consulting project you’re specifying results, in the first section you are being a bit too generic, IMHO. “Measure product outcomes using analytics (Mixpanel) and iterate based on data to achieve measurable improvements”—this is literally the job… so either talk about what the improvements were or skip this section, IMHO.
Scott: @roi lavan, are you saying take that mention out of the consulting overview section or just below it in the project details where I explained what the steps were, or both?
Miroslav Pavelek: @Scott, yeah, the latest job. Also naming it “Lead PM/technical lead” sounds good.
roi lavan: @Scott, the former, consulting overview (all 3 bullet points are the same concept of explaining what PMs do).
Scott: @roi lavan, I see. I’m new to this, so please excuse my ignorance. Why is it bad that I’m explaining that I did the things that product managers do? I know it’s the point of a resume to demonstrate that you did the things that ATS or hiring managers are looking for, so I’m probably misunderstanding what you’re saying.
Miroslav Pavelek: @Scott, focus on the impact/outcome, not on the process.
roi lavan: It’s a matter of taste. To me, CV is where you’re supposed to demonstrate your impact in various ways so that hiring managers can extrapolate whether you could help them solve their business problems. It’s supposed to be short and concrete so that hiring managers read through and understand the basics. “Wasting” room for generic descriptions IMHO won’t do you any good in the best case, and hurt you in the worst case (because it is noise that prevents hiring managers from reading the good stuff).
Joshua Herzig-Marx: The consistent advice is to demonstrate impact on your resume—but let’s be real: 80%+ of your impact is going to be driven by company strategy—maybe even more if you’re in a consultancy. Try to make it easy for the hiring manager or resume screener to say, “I understand what they did, I understand what made them successful, and that aligns with what they’ll be doing in our org.”
All that said, the folks who are getting hired fastest are the ones who have a strong advocate within the organization where they’re interviewing—so don’t focus so much on your resume that you skip the networking part!
Scott: I probably have a pretty terrible bias since I’ve worked on applicant tracking systems before. Part of my resume is aimed at the computers, and then I also try to make it skimmable for humans. For instance, when you use the Quick Apply with LinkedIn, I was told the hiring manager only receives the titles from your previous experiences. So I was trying to home in on that first. Thank you, everyone, for all the insights. You gave me a lot of good stuff to work with.
roi lavan: I used to co-lead the product team at ZipRecruiter. Your best shot at getting hired is referrals and not applying on LinkedIn, even if you pass the bots. The average recruiter spends 6 seconds on your resume to determine if you’re worth contacting. Any noise or overload in the resume would play against you.
Anonymous: @Scott, I honestly don’t think you see what you’re sitting on. Product + Engineering + Design(?). That is the trifecta!!! I think you need to go feel good about yourself and have a listen here. Your resume is an advert for you and you’re the product. That’s it. There’s lots of product stuff in there, but you make it hard to find. Even if you just bolded the words, it would be easier to go “Oh, lots of product here, and look, he can blend.” And perhaps “He’d even be an asset in helping us AI up our product workflows because he can stand on both sides end-to-end.” I’m assuming given your engineering part you’re strong on context management (AI). Transferable entirely. Anyhow, I’m excited for you. I made a conversation in Claude. I think it may be helpful, maybe a couple of ideas. I’ll DM it to you. You may find this interesting to watch too. I like the channel.
2. Mistakes when hiring a growth PM
I’m looking to make my first dedicated growth PM hire at Boldin. What’s the most common mistake you’ve seen companies make when hiring their first growth PM? We’re a retirement planning app. ↗️
—Travis Bjorklund

Călin: I haven’t hired, but I saw mistakes made by my clients (seed>series B companies). One from a design perspective is not engaging UX enough, especially if growth is product-led. Growth PMs need ample design and eng support. 
Ilya Subkhankulov: I’ve seen:
	Growth team either overlapping, conflicting or misaligned with the Marketing team. Whichever is closest to CEO has more authority.

	Growth team with minimal design/eng resources/support.

	Perception of poor ROI by CFO.


alexa: I’ve seen—
	Over-indexing on SQL skills: a non-optimal SQL query is not going to impact the effectiveness of the PM in that role at all.

	Hiring an SME into the role when consumer onboarding is convincing an average individual they need the product.


Anuj Adhiya: Not knowing what your biggest vector for growth is going to be. For example, product-led growth or paid ads might be what you need, and as a result not hiring somebody who would be a force multiplier for that vector you need for the next stage of growth.
Travis Bjorklund: @Ilya Subkhankulov, those are good, thank you.
@alexa, interesting—what do you mean about hiring a SME?
alexa: Conflating domain expertise (SME in tax laws) with growth skills (convincing people to buy the product). A growth PM would ideally have experience in fintech products to understand the domain enough and know that half the battle is persuading legal. When teams hire an actual SME to run growth, it results in a risk-averse and exact experience. Those traits are great for compliance, but for growth every field becomes “required,” with a 30-inch legalese page and 9 checkboxes. And the consumer app suddenly ends up with B2B onboarding or mimics a F500 bank experience.
Travis Bjorklund: Yeah, that’s a really good one—thank you

3. Using AI to speed up bug reporting
Apropos of the “everyone codes really fast now” discussion, I’ve noticed that we can code really fast but our process for capturing/reporting bugs is now painfully slow. Anyone have any good tips for using AI tools to log feedback faster? I have a prototype that my team built that needs a lot of kinks worked out, but documenting what I want them to do is not very efficient.
Things I’ve tried: Using ChatGPT Atlas, but it couldn’t understand how to work across the app in one tab and Jira in another. Turning a session recording from PostHog into a bug—turns out our PostHog setup was broken; going to try this again after I get it fixed. ↗️

Joshua Herzig-Marx: What kind of bugs—I assume you mean free-range, artisanal, human-caught bugs? I screenshot the problem and maybe the console and tell AI to figure it out.
OP: Mostly bugs of the “I click this button and something weird happens” variety. I have been screenshotting and trying to write up enough detail to be useful, but I really just want to be able to point at things and make bug tickets appear.
Joshua Herzig-Marx: Try less detail! Maybe screenshot + an automation (if you’re on a Mac—I’m not) and maybe a little voice capture.
OP: Yeah, trying to figure out a useful automation that gets the right info to the right place without me copy/pasting things.
Marc Dupuis (Fabi.ai): My experience is that you have two types of teams: Team A: Needs bugs filed in a backlog and they need to be pushed and prodded to prioritize them and fix them. Team B: You just ping them on Slack with a screenshot or recording and they take ownership and just fix it. With AI, given the right culture, this is what I’ve come to expect. I have a saying: If prioritizing a bug is taking longer than it would to fix it, we’re doing something wrong. And if a bug does get reported and doesn’t get fixed and you forget about it, it probably didn’t matter. What I’m sharing here kind of breaks down at a certain scale, but…
Neal Oliver: I have seen setups where Claude lives in Slack and they just at-Claude to report the bug and Claude fixes it and submits a PR. I have not set this up myself, but it seems possible (or at least AI influencers make it seem possible)...
OP: I’d like to get to Team B, but we’re in a bit of a transition phase.
Huy: This is exactly what we are doing in our team, like @Neal Oliver said, and it’s me who will at-Claude first (because I’m the one who has the most tokens available). Make a PR, then dev will review it later.
Another setup I have is: store all bug screenshot in a folder, connect Claude Code to that folder and ask it to write bug report and push to Jira using Atlassian MCP.
Chris Timms: I’ve made engineering teams accountable for the whole bug resolution workflow. What that’s enabled them to do is automate maybe 80% of the process, from reporting to investigation to communicating the severity. For minor bugs it will also resolve them now, and we are working on building it out to handle more complex bugs (this is hard, because it’s a brownfield 15-year-old codebase with... shall we say, customisations?). But it’s working great within its scope—it also allows us to enforce triage guidance, and it surfaces more often when a CS team over- or under-prioritises bugs frequently.
OP: @Huy, can Claude Code make sense of your screenshots enough to write clear bug reports? Does it need access to the source code to do that or can it get the info it needs from the images?
Joshua Herzig-Marx: (Not Huy, but I’ve found Claude Code—and other similar tools like Cursor or Antigravity—needs to have access to the source code in order to understand what’s happening and what’s supposed to happen, though I suppose it’s possible that you could give it enough context in other ways—I’ve just been using source code as context. Perhaps if you have sufficient design docs, PRDs, test plans, etc.).
OP: I have the source code, so that’s doable.
Joshua Herzig-Marx: Claude Code will analyze it first, and that should help it figure out what it needs to be looking at. You may also want to add an explicit “debug from screenshot” skill.
Anonymous: Claude Code can take screenshots with Playwright MCP—I know you said you want to document. But I’m going to drop these screenshots here so you can actually see what’s possible, even though it doesn’t directly answer your question.
Me, I’d go down this route (even if your developers don’t want to add automated end to end tests). You can still get Claude Code to screenshot and make those “bug reports” for you... if that’s what you want to do. You’d need help from your developers to get into your repo to use Claude Code and set up a test user. You can even make a template for Claude Code to use to “report the bug” and add helpful context for the developers. Maybe they just say to Claude Code “action this bug report.”
(Pics are attached in reverse order—start from right to left) Instead of you writing a test, you tell Claude Code to write your bug report.
But me, I’d write the failing test. And that goes in the bug report with a link to your throwaway branch that contains the end-to-end failing test Claude Code wrote. Or just a regular bug report.
Huy: When you take a screenshot, make sure you annotate on it what’s wrong, and the agent is good enough to know what’s wrong.
OP: This is awesome, thanks for sharing. We are using Playwright for at least some of our testing. I need to get my team a little more hands-on with it.
Huy: Well, trying not to promote my product, but when we have our Scout agent to report issues/bug, it’s more on networklog, console logs, DOM object, etc. But we will need to adjust it a bit. Taking screenshots and analyze screenshots to understand what’s wrong is another story.
Anonymous: Oh good, I’m glad it was useful, I never quite know. It really is not difficult. I thought it would be—but not.
Huy: I would say for the smaller models (like we did, to save cost and prioritize speed), it’s so-so, but if you have a better model, it works really well.
Anonymous: I don’t know if it will be useful to you or your devs—it’s a tiny little app (basically login and mock data—really not a lot—but enough for me to learn what I needed. I’m moving onto making CLIs for Claude Code rather than apps). The tests that CC wrote using this method are in the “e2e” directory. You’ll see Playwright MCP in file “.mcp.json”. And there’s Playwright config too (see the table in the README. The repo is here—I’m 100% sure a professional engineer can do it better. It’s just my learning project. The directories and files you see are what you would see in your IDE if you cloned the repo and opened it up. Then run “npm run dev” in the terminal, and away you go with Claude Code and Playwright. (Maybe a bit of setup at the bottom of the readme.) 
4. Launching a solo consulting practice
Q: Do companies bring in individual third-party consultants, not big consultancies, specifically to diagnose what’s breaking performance across a product or funnel—and fix the highest-leverage bottleneck (UX, messaging, or strategy)? I see a lot of value in having another set of eyes outside of the organisation to diagnose what’s really going on. I want to see if this would be a valuable offer for some people.
I’m an ex-FAANG UX Content Strategist and AI Product Manager. My strength is spotting the bottleneck in an end-to-end journey that’s killing engagement or outcomes and tracing it back to the larger system and why these kind of problems keep cropping up. Basically, I do a mix of product strategy and UX strategy, with the extra advantage that I have a background in content across sales, marketing, and product.
I’d love insight on:
	 Would you hire someone to help you with this?

	 At what point do you know it’s time to hire someone for this work?

	 What they typically look for when hiring an individual consultant vs. a big consultancy

	 Are you open to having a quick chat? ↗️


—Alexandra C. MacArthur 

Thomas Underhill: A former startup that I worked at had someone sort of doing pieces of this (the GTM side) as a consultant. We paid them a lot of money and, if I’m being frank, they weren’t effective, as there were far deeper cracks in the organization’s foundation. Anyhow, I have done other portions of this (the AI, product, and engineering assessments—coming in and either making recommendations or making the difficult decisions myself). I struggled (and still struggle) to get enough real leads to spend much time on it. If you decide to go this route, I recommend partnering with a big or niche consultancy.
Alexandra C. MacArthur: @Thomas Underhill Thank you so much for this. May I ask how you’re getting clients? LinkedIn posts, outreach? The main success story I’ve heard is people who were really established having referrals form people they’ve worked with in the past.
Thomas Underhill: I haven’t had any big engagements, but I have had some small engagements spawn from GLG expert calls. My last big engagement was a big consulting firm finding me online and started with something small that expanded. My network hasn’t been helpful, unfortunately. My social media presence is minimal because I was previously working in an industry where I was effectively banned from posting. It also required that I disconnect from a lot of my existing LinkedIn connections, which dropped my network from like 1,500 people to around 300. I’m having to rebuild it now that I’ve chosen to exit that industry and the restrictions it has. I think for most people, networking and social media is how you get engagements.
Ryan Moser: This isn’t impossible, but it’s an extremely, extremely tough ask. The MBBs of the world offer safety; hiring McKinsey is always defensible to the board. People care much more about their own safety than about what the consultancy delivers. The only times when a company will bring in an individual third-party consultant is when the executives are not driven by fear. This is the only circumstance where a better outcome for the business might be of interest. Absent this, the quality of the work and the outcomes for the business are an afterthought at best.
Alexandra C. MacArthur: @Ryan Moser, that is such an interesting perspective and makes so much sense!
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    Alberto Romero · The Algorithmic Bridge · Feb 7, 2026 · 12 min read

  

  👋 Hey there, I’m Alberto! Each week, I publish long-form AI analysis covering culture, philosophy, and business for The Algorithmic Bridge.
Paid subscribers get Monday news commentary and Friday how-to guides. Free essays weekly. You can support my work by sharing and subscribing.
This is an extra post—working on a Saturday, how lame!—where I share my notes and impressions on the most important question for knowledge workers right now: how should our approach to work change now that we have powerful agentic AI tools?


I was reading an article by an OpenAI employee about how he uses the new Codex model to become ultra-efficient, and I found one particular paragraph that, as a writer (non-coder), I found so relatable. Paraphrasing: coding agents are so good at data analysis that the bottleneck now is figuring out what to analyze.
I’ve been thinking about this shift a lot lately. The whats vs the hows. That’s where AI tools and agents and whatnot are, to me, having the most impact.
I want to share my experience and perceptions and see if you guys agree and what your own impressions are. What follows are my notes on the topic, rather unpolished (sorry about that), but hopefully readable.

The most powerful AI tools today (Codex with GPT-5.3 and Claude Code with Opus 4.6, recently launched) collapse the process of doing things inside a computer into basically a wish. That is the standard view in my online circles. But when you put it this way, you realize that wishing well is more critical than you’re used to thinking.
The way I imagine the extreme case of this, which helps me visualize the core shift and remove the meaningless details, is like a genie lamp or a one-use teleporting device: Oh, look, a lamp. Can I ask a wish? But what do I wish for? What do I want from life? Or: if I had a device that could get me anywhere on the planet, where would I go? Where do I want to go if money, time, etc., were not a problem?
This comes down to the idea that you already know what your ideal life looks like, but you insist on not picturing it (out of fear, habit, etc.).
There are various forms of this: “If you had 10x more agency, what would you be doing right now?” You know the answer, you just don’t imagine yourself as the person with 10x your agency and so you don’t become that person.
There’s also that Warren Buffett anecdote: “If you could invest in a friend and get a 10% return for life, who would you invest in?” What traits made you decide? And then: why not embody those traits yourself? Etc. Etc.
The idea of thinking about “single-use” magical objects is that they invert the effort allocation 100%: the “how” is fully outsourced. How does the genie get you a billion dollars? How does it make you extremely handsome? You don’t care, you don’t want to know. So, you automatically realize that your mental effort must now be fully devoted to the complementary question: what do you want?
This is, of course, an exaggeration of what AI does, but—and this is the fundamental insight—only in degree, not in kind. AI is the closest thing in the world to a genie lamp.

I think people will have a hard time doing the mental shift because we’re not used to thinking for long about the whats. The hows take so much time and effort and resources in normal life that we intuitively assume the whats to have a negligible impact on our lives.
For instance, consider your career. Did you ever wonder about what you wanted to do for a living? Or what you wanted to see more of in the world? Certainly, at some point, when you were younger, you thought this way. “When I grow up I want to be…” Now: are you? Are you what you dreamt of? Certainly not most of you. Life gets in the way, right? The real world forces your paths to adhere to the constraints it imposes on your desires: labor market, career options, salaries, geography, language, viability, stability, etc. etc. The question of “what do I want to do?” changed, sometime in the forgotten past, to “what can I do?” The first one assumes your options are infinite: what you want, you can. The second accepts that that’s not true: the how compresses your life to a bunch of, more often than not, lesser choices. And then you choose among those. Your wish wasn’t granted.
I am not saying that AI allows you to stick loyally to the “what do I want to do” question but the obstacles between you and your dream life are way less severe now if you allow yourself to embrace this shift. Or, at least, you keep an open mind about exploring it. In my experience, it helps to have a disposition to believe and the ability to demonstrate it to yourself. (Two caveats: one, this applies to office work, not necessarily other kinds of work, like manual labor or, say, careers where you need to be there, like nursing. Two, I don’t want you to trust me, go ahead and explore; these are essentially notes for myself that I’m sharing publicly in case someone finds them useful or interesting.)
The belief that doing takes more resources than deciding what to do has been the default operating mode for basically all of human life. The how has always been so expensive that the what barely matters. You didn’t need to be good at wishing because you were never going to get most of what you wished for anyway. That’s why “default to action” (vs planning or reflection) is such good advice. Now I’m not so sure. (Action matters just like agency matters but when you can do anything, what to do becomes relatively a much more important consideration.)
So while the “how” is collapsing for OpenAI and Anthropic engineers and developers and also a good chunk of Silicon Valley nerds and a much smaller chunk of office workers around the world, most people have not realized this is happening. Some reject the idea outright, which is respectable. But most have simply not given it a thought. The crazy part is that I, a random writer based in some Spanish city, have access to the same magical devices that Sam Altman and Dario Amodei have (I assume they have better things internally but presumably not that much better).
And yet people are walking around with a genie’s lamp in one hand and a teleporting device in the pocket and still spending 99% of their time and effort and thoughts on the how.
One trick I’ve found useful as a non-coder is to realize that life is filled with software-shaped problems that we, non-coders, don’t even notice because for us the how is simply unfeasible, so we skip over the whats as if they don’t exist. Even for coders, most of these problems were, not long ago, not addressable due to constraints of time, resources, money. Only now they realize that they can simply do so many of the projects they always wanted to but couldn’t. We, non-coders, can do the same thing. We only need to go through the additional step of learning how to recognize software-shaped problems. Doing them, in turn, is now mostly trivial. A matter of wanting to.

But what terms can we use to concretize this abstract, nebulous “how” vs “what” framing? What is the “what” made of? What skills matter the most in this new paradigm?
I’ve heard people talk about this shift in terms of taste, or judgment, or decision-making or agent management or even curiosity and imagination. For a while, I thought these were all the same thing in various disguises—names for “the part humans still have to do after the shift; the part humans have to do more of after the shift”—but I think they’re actually different skills that all became load-bearing at once.
Taste is about selection (recognizing quality among options: you can have infinite lines of code or sentences written on your behalf, but if you only need one, aligning what you like with what’s good is key).
Judgment is about evaluation (weighing trade-offs under uncertainty: if you don’t know which pitch is going to do better, what’s the worth of automating the process of writing them?).
Agency is about initiation (deciding to act at all and in what direction: you have the lamp but you have to ask the wishes. You have Codex and Claude Code, but you have to start.)
Decision-making is the process that integrates the previous three, and management is the social coordination of other people’s decisions. Or, in this case, coordinating your swarm of agents. If you have 15 agents doing different things, you will experience as much workload as if it were just yourself doing one thing. Solving this is 1) not trivial and 2) a different skill.
Curiosity is perhaps the seed skill: if you are not curious about what AI is and what it can do, you can forget about all the others. I say more: if you were not curious, you wouldn’t be reading this. (Which, by the way, means you are.)
All these skills share a family resemblance—they’re all “what” skills rather than “how” skills—but they’re not interchangeable. Someone can have extraordinary taste and zero agency (the critic who never creates). Someone can have strong agency and terrible judgment (the founder who moves fast toward the wrong thing). Someone can have all the curiosity in the world and zero agency (the vibe-coder who is handling 10 projects at once but none of them will have any impact in the world). Etc.
All these skills are also well-known to those who have dedicated time to thinking about these matters, but for the rest of us, they were all invisible before because the “how” bottleneck was sitting in front of them like a boulder blocking a cave entrance. Now the boulder is rolling away and it turns out there’s an entire stack of capacities behind it that most people never developed because they never had to.

Now, if you’ve come this far, I can assume a few things: you have the predisposition to believe me when I say we’re living through a paradigm shift, you accept my analysis of what skills matter (probably with reserves, that’s fine), you are curious to try the tools to their full power, and you are willing to adapt yourself. But you’re not feeling as excited as my words should make you, right? You are wondering why it feels so hard. Then you are on the right path. That’s exactly how this paradigm shift should make you feel. If you don’t feel a bit of vertigo, you’re not going far enough.
This is my attempt to address these concerns (reflecting on myself), and with that, I close this article that’s already too long.
First, there’s a self-image problem (which I also think of as a “vocabulary” problem): Our language for value and worth is built around execution. “I’m productive” means I’m good at executing. “I worked hard today” means I put effort into my tasks. So when execution gets cheap, it doesn’t feel like progress. It feels like your skills are becoming worthless. The thing you spent years getting good at is now a commodity.
Related: It also feels like you are not doing anything. We have internalized contempt toward product managers and those kinds of organizational roles because they are too abstract. What do they do exactly? What are the deliverables? Their work is invisible but fundamental and only now, when we manage fleets of agents, do we start to realize that not only does this work matter but that our self-image must change.
The immediate consequence of our fear of feeling “worthless” is avoidance. That’s the second problem. People use AI tools for small, safe things because they don’t know the extent of their power but also because it’s terrifying to realize, in your skin, that everything you ascribed value to you can automate. That the skills you honed for years, even decades, are trivial for this machine that not only is faster than you but genuinely better at what you do. (I’m yet to think this way about my writing but I’ve accepted it’s a matter of time.)
So people fix their email writing. Or make summaries or templates or whatever. This is comfortable because 1) it’s a trivial task that anyone could do, 2) you don’t feel useless, and 3) you don’t have to confront the reality that there’s an entire world waiting for you in the “whats” if only you dare outsource the “hows.”
The solution to both of these is to shift internally to the same degree that things are shifting externally. Valuing curiosity and taste is a matter of start thinking more about them and the immense importance they’ve always had but that’s we didn’t notice because we were busy doing stuff that was not needed anyway.
I think this is a good point to close. I think this is far from a “coding” thing. I am a writer and even if I didn’t want to write with AI (which is a completely different story), I’ve found immense value in allowing my mind to be open to this paradigm shift in how we approach our work and, well, how we approach our lives.



Feel free to share this post if you found it useful and/or interesting
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  Tariffs have dominated Trump’s second-term China policy, but the bigger surprise, Jia Qingguo argues, is the administration’s effort to keep other flashpoints off the agenda and its stated willingness to cooperate with China, producing a “fragile stability” in bilateral ties, says Jia Qingguo, member of the Standing Committee of the National Committee of the Chinese People’s Political Consultative Conference (CPPCC), Professor and Director of the Institute for Global Cooperation and Understanding (IGCU), Peking University. In a recent article, Jia warns that this stability can be easily disrupted by Capitol Hill, U.S. bureaucrats, allies, or Taiwan, and sets out measures to keep tensions from spilling into crisis as the two heads of state prepare for renewed diplomacy in 2026.

The article was published on the afternoon of 4 February on IGCU’s official WeChat blog and reposted by the Centre on Contemporary China and the World (CCCW) at the University of Hong Kong. It appeared before Xi Jinping and Donald Trump’s latest phone call, held on the evening of 4 February 2026.
According to the IGCU post, the article likely first appeared in Global Economic Governance Observations 全球经济治理观察, a publication of the Global Economic Governance 50 Forum (GEG50), a think tank affiliated with Tsinghua University’s PBC School of Finance.
Jia reviewed and revised the following translation before publication.
贾庆国：脆弱的稳定——特朗普第二任期中美关系回顾与展望
Jia Qingguo: Fragile Stability—A Review and Outlook of China-U.S. Relations During Trump’s Second Term
One year into Trump’s second term, China–U.S. relations have been marked by turbulence, repeatedly nearing the brink of confrontation. Yet through sustained efforts on both sides, the two countries not only defused these flashpoints but also held a leaders’ summit. They agreed to suspend the implementation of proposed high tariffs on each other’s goods and reached an understanding on Trump’s planned visit to China in April 2026. How should the current state of China–U.S. relations be assessed? What are the prospects going forward? And what should both countries do to steer ties towards stable, healthy development? These are questions drawing widespread attention.
I. A close call: China–U.S. relations over the past year
Unlike Trump’s first term, his second has seen China–U.S. relations move from turbulence to stabilisation. Soon after taking office, the Trump administration launched an aggressive tariff war against China and other countries. China responded with resolute countermeasures, and the two sides traded blows until they announced tariffs as high as 145% (U.S.) and 125% (China) on each other’s goods. For a time, bilateral economic and trade ties seemed headed for rupture. Yet after the storm, the outlook improved: the two sides opened talks and agreed to suspend the implementation of most proposed tariffs.
The two delegations then held five rounds of talks, each time agreeing to maintain the suspension of most tariffs. They also communicated and consulted on a range of issues, including fentanyl control, TikTok, restrictions on high-tech exports, port call fees, rare earth export controls, and China’s purchases of U.S. agricultural products, reaching intentions to cooperate on some of them. Although no final tariff deal has been reached to date, both sides intend to keep addressing issues through consultation and negotiation.
Beyond economic and trade matters, the relationship has remained relatively stable. President Trump has been cautious on Taiwan, human rights, and other sensitive issues between China and the U.S. When pressed by the media, he declined on several occasions to say how he would respond if conflict were to break out in the Taiwan Strait. He has also emphasised, in different settings, his personal friendship with President Xi, saying that if China and the U.S. cooperate, they can solve any problem in the world, and saying he looks forward to working with China on international issues.
On October 30, 2025, the two heads of state held a successful meeting in South Korea and reached an understanding on President Trump’s intention to pay a state visit to China in April 2026. This created favourable conditions for stability in bilateral relations, while also opening space for imagining an improvement in China–U.S. ties.
II. Characteristics of Trump’s second-term China policy
As Trump’s second-term China policy has come into clearer focus, four broad features stand out.
First, a focus on tariffs: by threatening sharp tariff increases, Trump aimed to press China into trade concessions and secure a deal favourable to the U.S.
Second, putting interests before principles: unlike his predecessors, Trump is less inclined to approach relations with China through an ideological lens in international affairs, and instead places greater emphasis on interests.
Third, the administration has deliberately steered clear of some of the most sensitive issues in the relationship, including Taiwan, Xinjiang, Tibet, and Hong Kong.
Fourth, Trump has publicly highlighted his willingness to cooperate with China, stressing that if the two countries work together, they can solve all the world’s problems; he has even floated the idea of a “G2”. The China-related sections of the recently released U.S. National Security Strategy report also reflect these features.
It is worth noting that although Trump’s approach to China policy fundamentally challenges Washington’s long-established hardline consensus on China, it has so far not met with open questioning or strong resistance within the Republican Party, whether in Congress or among administration hawks. The main reason is the unusual political ecosystem that has emerged within the party in recent years: with roughly 70% of Republican voters behind him, Trump holds substantial sway over the careers of lawmakers and senior officials, discouraging public dissent even where private objections exist.
These circumstances offer a rare opportunity for the stable development and even cooperation of China–U.S. relations.
III. A rare opportunity
First, although economic and trade ties have been hit, they will not be severed. In 2025, after multiple rounds of consultations, the economic and trade teams on both sides achieved positive results, bringing China–U.S. economic and trade relations into a phase of relative stability. Bilateral goods trade statistics show that while the tariff war has pushed China–U.S. trade onto a downward trajectory, China remains the United States’ third-largest export destination and third-largest source of imports, while the United States remains China’s largest goods export destination and third-largest source of imports. In 2025, China’s trade with the United States totalled RMB 4.01 trillion ($574.66 billion), accounting for 8.8% of China’s total foreign trade value. According to U.S. statistics, in the first ten months of 2025, U.S. trade with China totalled $373.64 billion, representing 7.8% of total U.S. foreign trade value.
Second, high-level exchanges between the two countries are expected to continue and expand. Both sides have planned reciprocal head-of-state visits in 2026, and may also meet in multilateral settings such as the G20 and APEC, creating the rare prospect of multiple meetings within a single year.
Third, people-to-people ties are also set to widen. With high-level diplomacy providing momentum, people-to-people and cultural exchanges between China and the United States have rebounded quickly. Tourism has also recovered rapidly, and direct flights between the two countries will increase to 100 per week starting on 31 March 2026. A recent poll released by the Chicago Council on Global Affairs shows that 53% of Americans believe the United States should undertake friendly cooperation and engagement with China. Some media outlets have noted that this is the first time since 2019 that a majority of Americans have preferred a policy of cooperation and engagement with China. This suggests that, despite the twists and turns in China–U.S. relations, rational management of differences by both sides is gradually fostering a more rational understanding of the relationship within American society.
Finally, the two countries may be able to cooperate on certain issues where interests overlap, such as promoting a ceasefire between Russia and Ukraine, strengthening oversight of AI security risks, curbing nuclear proliferation, and combating transnational crime. If handled well, successful cooperation on specific issues could help rebuild a measure of mutual trust and increase the prospects for peaceful coexistence and mutually beneficial outcomes.
IV. Multiple risks
However, the future development of the relationship still faces multiple risks. Trump’s China policy is widely questioned within and beyond the U.S. government and lacks broad backing among U.S. allies. Efforts at home and abroad to disrupt or undercut his approach will continue to arise.
The first challenge comes from anti-China forces within the U.S. government. Many officials favour a tougher line, see Trump’s approach as too soft, and push measures that could sharpen confrontation. For example, in May 2025, the U.S. Secretary of State and the State Department separately issued statements indicating they were prepared to revoke visas for certain Chinese students, including those with connections to the Chinese government or studying in critical fields, and to tighten criteria for future applications from the mainland and Hong Kong. The move was later halted after Trump publicly said he welcomed Chinese students to study in the United States.
The second challenge comes from the U.S. Congress. Many lawmakers see Trump’s China policy as too soft and have tried to undermine it through China-related bills and amendments. For instance, in February 2025, Republican Representative Wagner, the late Democratic Representative Connolly, and others promoted the “Taiwan Assurance Implementation Act”. It passed the House in May, cleared the Senate on 18 November, and was sent to the president for signature. The bill aims to push beyond the red lines previously set by the U.S. government for engagement with Taiwan’s authorities, requiring the State Department to review the “Guidelines for Engagement with Taiwan” at least once every five years, submit an updated report to Congress within 90 days of the review, and then issue updated guidance to the U.S. executive branch on that basis.
There is also a challenge at the bureaucratic implementation level. With the broad goal of U.S.-China strategic competition unchanged, relevant U.S. departments will continue to advance specific measures aimed at containing China. Such measures are often not the result of direct instructions from senior political leaders or congressional manoeuvring, but rather the product of bureaucratic agencies acting in line with broader strategic goals. Even so, their rollout can pose direct threats and challenges to China–U.S. relations. Examples include the U.S. Department of Commerce’s announcement on 29 September 2025 to extend Entity List restrictions to any firm 50% or more owned by listed parties; the U.S. move on 14 October to levy a USTR Section 301 service fee on Chinese vessels; and the most recent round of U.S.–Taiwan arms sales.
Further challenges come from outside the United States. Most U.S. allies do not endorse Trump’s China policy, viewing it as lacking principle and insufficiently tough. Moreover, driven by their own interests, some may take steps that heighten China–U.S. confrontation to advance their agendas. For example, when Canada sent a warship through the Taiwan Strait last September, its purpose was unlikely to uphold so-called freedom of navigation on the high seas but to provoke an incident that can draw the United States to Canada’s side, thereby easing the pressure Canada had faced earlier over Trump’s tariffs and his remarks about annexing Canada.
Another example is Japan. Not long ago, Prime Minister Sanae Takaichi floated possible Japanese intervention on Taiwan to justify a sharp rise in defence spending, prompting strong Chinese opposition and sanctions. The resulting China–Japan tensions also test Trump’s China policy: Washington typically backs its ally in China-Japan tension, risking friction with Beijing. Trump’s relatively neutral stance averted a clash this time, but it is unclear how the U.S. would react in a repeat scenario.
From a historical perspective, challenges from Taiwan—including pro-independence rhetoric and actions—will also continue to test Trump’s China policy.
Finally, after years of deterioration, China and the United States now lack even a basic level of mutual trust, making it uncertain whether they can cooperate to manage the challenges outlined above. Therefore, while the relationship is showing signs of stabilisation and new opportunities have emerged, its future course still carries much uncertainty and risk.
V. Policy choices
Managing China-U.S. relations well is of great significance to both countries and the world. To this end, both sides should focus on the following areas:
First, both countries must fully recognise that China–U.S. cooperation serves their fundamental interests. Despite the many conflicts and differences between them, the two sides also share extensive interests and common concerns. The relationship is not a zero-sum game; rather, shared interests outweigh areas of conflict. President Xi Jinping has stressed that a sound China-U.S. relationship benefits not only the two countries and their peoples, but also the whole world, and that there are “a thousand reasons to make the China-U.S. relationship work, and no reason to break it.”
Second, given the sensitivity of the Taiwan issue, the two countries need to take appropriate steps to manage it effectively, ensuring that it does not destabilise an already complex and important bilateral relationship—above all by avoiding military confrontation triggered by miscalculation.
Third, given the zero-sum nature of ideological competition, both sides should downplay ideology in managing the relationship and work to prevent it from becoming the defining factor in bilateral ties. With domestic political pressures and deep mistrust, the two countries are prone to unnecessary conflict; there is therefore an urgent need to establish and strengthen mechanisms for crisis prevention and crisis management.
Fourth, given the high level of mutual distrust, official exchanges and communication are not enough. The two sides urgently need to establish an unofficial, leader-level channel to maintain regular contact, clarify issues that could easily be read as deliberate provocation, and explore possible areas for cooperation.
Finally, given the breadth of shared interests, the two countries should deepen cooperation where those interests overlap, rebuild trust through successful collaboration, and strengthen the foundations of the relationship. A starting point could include a Russia–Ukraine ceasefire, nuclear non-proliferation, launching a strategic stability dialogue, and setting rules for the development of artificial intelligence. （Enditem)
The East is Read
China, U.S. to meet for another round of trade talks soon?

Chinese President Xi Jinping and U.S. President Donald J. Trump just concluded a phone call…
Read more
a month ago · 12 likes · Zichen Wang

The Newsletter by George Chen
Trump-Xi Call: One Call, Two Statements, Many Signals

Chinese President Xi Jinping held a phone call with US President Donald Trump on Wednesday, state media said, hours after a video conversation between Xi and Russian President Vladimir Putin. This is clearly the story of the day. My quick analysis of the call is as follow…
Read more
a month ago · 4 likes · George Chen
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    Based on Wikipedia: Xi Jinping

The caves of Liangjiahe Village tell a story that Beijing's marble halls never could. In the winter of 1969, a fifteen-year-old boy with hollowed cheeks and worn shoes trudged into a remote village in Shaanxi Province— fugitive from Mao's Revolution, son of an enemy of the state. He would spend seven years sleeping in cave dwellings, eating nothing but coarse maize bread, and applying to join the Communist Party ten times before acceptance. Four decades later, that same boy would sit behind a podium draped in red silk, addressing the nation as the most powerful person in China. This is not a story of redemption in any Western sense—it is a tale of patience, calculation, and an almost supernatural ability to survive China's chaotic politics.

The Purged Son

Xi Jinping was born on 15 June 1953 in Beijing, the third child of Xi Zhongxun—a revolutionary who commanded respect as one of the elder statesmen of the Chinese Communist Party—and his wife Qi Xin. His father held posts after 1949: head of the Party Publicity Department, vice premier, and vice chairperson of the Standing Committee of the National People's Congress. The family lived in comfortable obscurity until Xi was ten years old.

In 1963, everything changed. Xi Zhongxun was purged from the Communist Party and dispatched to work in a factory in Luoyang, Henan. The Cultural Revolution, that tumultuous decade of ideological fervor, shattered Xi's childhood when student militants ransacked the family home. His half-sister Heping hanged herself at her military academy during the chaos. His mother was forced to publicly denounce his father—paraded before crowds as an enemy of the revolution.

The authorities imprisoned Xi Zhongxun in 1968. The boy, now fifteen, fled Beijing for Liangjiahe Village in Yan'an, Shaanxi—a region so backward it reminded him of Chairman Mao's revolutionary roots. But the rural life was unforgiving. Within months, unable to endure the hardship, young Xi escaped back to Beijing.

He was caught during a crackdown on deserters from the countryside and sent to a work camp to dig ditches. He returned to the village only after his aunt Qi Yun and uncle Wei Zhenwu persuaded him to stay. Under the pseudonym of "Liangjiahe's son," he spent seven years in those cave houses.

The Village Secretary

The Communist Party, ever suspicious of family background, initially rejected Xi Jinping's applications to join its ranks. Ten times he applied. Ten times he was denied—his father's political stigma too heavy a burden. It was only when new commune secretary recognized his capabilities that his application reached the CCP Yanchuan County Committee and was approved in early 1974.

By then, Xi had already proven himself. He was recommended to become Party branch chairman of the Liangjiahe Brigade—effectively the village leader—and he led social education efforts in neighboring Zhaojiahe Village in 1973. His effective work and strong rapport with villagers made communities desire his retention. In July that same year, after Liangjiahe advocated for his return, he went back.

In 1975, when Yanchuan County received a slot at Tsinghua University—the country's most prestigious institution—the county committee recommended Xi for admission. From 1975 to 1979, he studied chemical engineering as a worker-peasant-soldier student, that peculiar Soviet-influenced system where students combined labor with study.

He graduated in April 1979 and was assigned to the General Office of the State Council and the General Office of the CCP Central Military Commission, serving as one of three secretaries to Geng Biao—a Politburo member and Minister of Defense. The young Xi had finally entered Beijing's corridors of power.

Rising Through the Ranks

The next decades would see Xi Jinping climb China's administrative ladder with methodical precision. In March 1982, he was appointed deputy party secretary of Zhengding County in Hebei Province—together with Lü Yulan, they wrote to the central government addressing excessive requisitions that burdened local farmers.

Their efforts convinced Beijing to reduce the annual requisition amount by fourteen million kilograms. In 1983, Zhengding adjusted its agricultural structure, leading to a massive increase in farmer incomes—from 148 yuan to over 400 yuan within a year.

Then came his coastal assignments: governor of Fujian from 1999 to 2002, followed by governorship and party secretary of neighboring Zhejiang Province from 2002 to 2007. These coastal provinces—wealthy, market-oriented, entrepreneurial—would shape his economic worldview. He learned to balance growth with control.

In 2007, following the dismissal of Shanghai party secretary Chen Liangyu, Xi was transferred to replace him briefly. That same year, he joined the Politburo Standing Committee—the innermost circle of Chinese power—and became first-ranking member of the Central Secretariat in October.

The Paramount Leader

By 2008, Hu Jintao designated Xi as his presumed successor—paramount leader-in-waiting. He was appointed vice president and vice chairman of the Central Military Commission, positions that consolidated his authority over both party and military apparatus.

When he officially assumed power in 2012—as general secretary of the CCP and chairman of the Central Military Commission—he became the first Chinese leader since Mao who did not serve as state premier or provincial party secretary before taking the top job. His path was unusual: no foundational position at the grassroots level had prepared him for this moment, yet his survival of China's treacherous political environment suggested a unique capability.

His tenure has been marked by centralization. He took multiple positions simultaneously—accumulating institutional power that would have been impossible under previous leaders. He overhauled both political and military bodies, increasing the CCP's influence over state organs.

The Iron Hand

Domestically, Xi's policies struck with force. His anti-corruption campaign led to the downfall of prominent incumbent and retired officials—including former Politburo Standing Committee member Zhou Yongkang. The message was clear: no one is untouchable.

To promote "common prosperity," he enacted policies designed to increase equality—redistribution mechanisms that critics call regressive, supporters call essential. He oversaw targeted poverty alleviation programs as part of the battle against poverty, directing a broad crackdown in 2021 against the tech and tutoring sectors—a systematic effort to rein in private enterprise.

His support for state-owned enterprises expanded dramatically. He emphasized advanced manufacturing and technological development, advanced military-civil fusion—China's strategy for integrating civilian technology into warfare—and led reforms in China's property sector.

When COVID-19 arrived in mainland China in January 2020, he presided over a zero-COVID policy until December 2022—before shifting to mitigation after protests occurred. That policy of isolation and control defined Chinese pandemic response for three years.

The Hard Line

On foreign policy, Xi's hardline approach pursued expansion. He pursued aggressive relations with the United States—trade wars, technology restrictions, diplomatic confrontations—while maintaining the famous nine-dash line in the South China Sea, asserting territorial claims against neighbors like Vietnam, Philippines, and Malaysia.

He expanded China's influence in Africa and Eurasia by championing the Belt and Road Initiative—a global infrastructure program that has drawn dozens of nations into Beijing's orbit.

In Taiwan, relations deteriorated. Under President Tsai Ing-wen—successor of Ma Ying-jeou whom Xi met in 2015—he presided over a significant cooling. He pursued confrontation rather than dialogue.

In Hong Kong, 2020 saw passage of the national security law clamping down on political opposition—especially pro-democracy activists. The city that once symbolized Chinese openness to reform now fell under stricter control.

The Thought

His political ideas—"Xi Jinping Thought"—have been incorporated into party and national constitutions. They represent an ideological framework emphasizing socialism with Chinese characteristics, party supremacy, and the great rejuvenation of Chinese nationalism.

Since coming to power, his tenure has witnessed increased censorship and mass surveillance—as well as deterioration in human rights, including persecution of Uyghurs in Xinjiang. The removal of term limits for the presidency in 2018—a constitutional change that allows him to serve indefinitely—marked a significant shift in governance philosophy.

In October 2022, Xi secured a third term as CCP General Secretary. In March 2023, he was re-elected state president for an unprecedented third term. The boy from Liangjiahe's cave houses had become the ruler of 1.4 billion people—and his story has not ended yet.
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    Bill Bishop · Sinocism · Feb 12, 2026 · 12 min read

  

  The newsletter will be off next week as all of China is on vacation for the long Spring Festival holiday. But if anything particularly interesting happens I will be back in your inbox, and of course you can always check in on the Sinocism chat. Happy Year of the Horse! 马年大吉!
I did an interview with Isaac Chotiner of the New Yorker magazine to discuss “Xi Jinping’s Purge and What Trump’s Foreign Policy Means for China“. It is behind the paywall, but here is an excerpt:
Q: Does the purging of Zhang Youxia make sense within this strategy, or does it seem like something new?

Zhang was promoted and thrived during the incredibly corrupt era of Hu’s leadership. He oversaw, for a period of time, the P.L.A.’s equipment department and its weapons-development and -acquisition programs, which, given how much the P.L.A.’s budget has increased over the past several decades, had massive graft opportunities. And, since that Gutian meeting, the C.C.P. has been rooting through the top ranks of the P.L.A. Now, the Central Military Commission has been reduced from seven members to Xi and one vice-chairman: Zhang Shengmin.

But why now, and why so quickly? That is something that I don’t have a great answer for. And I have not found anybody who has a great answer. Some people argue that, in order to make an accusation like this, you have to work up the vine, and you have to build cases, which becomes harder and harder the more senior they are. There are rumors that Zhang was building a putsch against Xi. But I think that’s bullshit, and ultimately we really don’t know. It is such a black box.

One theory behind Xi’s military purges you did not bring up was that he wants people who are in line with his foreign-policy priorities.

I talked about how he needed to clean out corruption because he wanted to build a professional fighting force. That is absolutely one of the reasons. It’s about the combination of control over the P.L.A. and ensuring the P.L.A. leadership has the right political standing or political positioning, but it is also about having an actually competent P.L.A. that has good weapons, and can fight. The leadership is constantly talking about fighting and winning. Xi’s stated goals for the P.L.A. are all about actually being able to fight and win wars and becoming a world-class army.

Q: Sure, but any leader of any country, democratic, nondemocratic, whatever else, is going to want a military that’s competent. But you may also want a military leadership explicitly aligned with your foreign-policy priorities, whatever those may be. And those strike me as different things.

A: I think what you’re getting at is the speculation out there that perhaps this latest round of purges was triggered by the fact that Zhang Youxia was not aligned with Xi on Taiwan, for example, and that there was some sort of discord between what Xi thought the P.L.A. should do and what the generals wanted. It’s possible, but I am skeptical of that because I think that the way the system is structured, it would be pretty shocking if the most senior generals had been really pushing back on Xi around that. It’s possible, but we just don’t know, and that’s the problem...

Q: How much harder is it to get information about Xi than it was about his predecessors?

A: It’s much harder now, but it’s not just harder for foreigners; it’s also harder for people in China. The information flows have been massively constricted by design, both internally and externally. He is a leader at a unique time in Chinese history where you could argue it’s, at least in the modern era, the richest and most powerful it’s ever been. And so it has capacities and capabilities and resources that his predecessors could only dream about.

It doesn’t really get talked about much in the media, or the Western media, but—leaving aside China’s push for economic decoupling and their requests for self-reliance in a whole bunch of areas, which are completely legitimate, especially given the way the U.S. has restricted China’s access to certain key technologies—China is also undergoing a significant push to decouple intellectually, led by Xi. They are very much talking about this idea of Chinese modernization, and it’s very explicitly presented as modernization that is not Western modernization. Western modernization led to all sorts of colonial, imperialist predation. They’re trying to build a whole Chinese knowledge system, whether it’s economics, philosophy, or social sciences, to effectively decouple from the Western systems that have dominated intellectual thought for the last decades or centuries. And so there’s something deeper there than simply wanting to have a big and powerful country with a really strong military and be really rich.

You can read the whole interview here.
Today’s top items:
1. DeepSeek stealing from OpenAI? - Bloomberg reports that OpenAI has sent a memo to the House Select Committee on China accusing DeepSeek of surreptitiously distilling OpenAI models to “free-ride on the capabilities developed by OpenAI and other US frontier labs.” I thought this was an open secret? And yes, I understand the irony of industrial-scale copyright violating OpenAI accusing another firm of IP theft. But if true, it does dent the narrative around DeepSeek, especially as everyone expects their next model within the next few days, which is probably why OpenAI sent (and leaked?) this memo now. But it is not just DeepSeek; Kimi’s latest model was caught referring to itself as Claude. Update: Here is OpenAI’s full memo. 
2. Japan seizes PRC fishing boat - Japanese media is reporting that Japan’s Fisheries Agency has seized a PRC fishing vessel and arrested its captain inside its EEZ. This has happened occasionally in years past, but given the current of the PRC-Japan relationship this is worth watching, and hoping it does not escalate. 
3. Directive to curb excessive price competition in the auto sector - On Thursday, the State Administration for Market Regulation (SAMR) issued the “Guidelines for Price Compliance in the Automotive Industry,” a direct response to the central leadership’s call to stamp out “involution-style” competition. The regulator is effectively trying to put a floor under the market, explicitly targeting “significantly low prices” and mandating that manufacturers and dealers stop the bloodletting that has defined the NEV and internal combustion sectors alike.
The guidelines cover everything from component sourcing to the showroom floor. Manufacturers are being told to establish “whole-chain” price management and avoid “unfair” pricing—regulatory code for dumping cars below cost to kill competitors. For dealers, the focus is on transparency and ending the bait-and-switch tactics of false promotions. Notably, the rules encourage platforms to issue “risk warnings” when prices dip too low, framing deep discounts not as a consumer win, but as a potential trap for buyers and an operational risk for sellers. This is another clear signal that the government views the current race to the bottom as a systemic threat to the industry’s “high-quality development.”
I have posted a translation of the guidelines here. 
4. US-China ahead of the Trump-Xi meeting - The South China Morning Post reports that President Trump may travel to Beijing as early as March 31. Is the Chinese side still considering some sort of military parade for Trump? 
5. CIA recruiting video targeting PLA officers - The CIA has issued another Chinese-language video encouraging unhappy insiders in the PRC to spy for the US. This latest one targets PLA officers. 


The narration:
This is the world I know. Protecting our homes and defending our country. Protecting the people. 这是我熟悉的世界. 保家卫国. 保护人民 
Yet day after day, the truth becomes increasingly clear. What the leaders are truly protecting is only their own self-interest. Their power is built on countless lies. 然而日复一日 真相越发显而易见, 领导们真正正在保护的只有他们自己的私利. 他们的权力建筑在无数的谎言上 
But now, these ramparts of lies are crumbling, leaving us to pick up the pieces. Anyone with leadership ability is viewed as a threat and ruthlessly eliminated.  但现在这些谎言壁垒逐渐坍塌, 最后留下给我们的就是收拾残局. 任何有领导能力的  人必定遭受忌惮 被无情绞杀.
I cannot let these madmen shape the world of my daughter’s future. 我不能让这些狂人来塑造我女儿未来的世界
Experience tells us that the greatest victors are those who win without fighting. But these men, who have never seen war, cannot wait to send us to the battlefield. 经验告诉我们不战而胜者才是最大的赢家. 但这些未经战火的人却迫不及待想让我们投身沙场.
I am a soldier. My duty is to protect the people and guard the motherland. 我是个战士 我的职责是保卫人民 守护祖国.
Choosing this path is how I fight for my family and my country. 选择这条道路就是我为家为国的战斗方式

It seems strange the PLA would display a map of China that does not include Taiwan. Did the CIA do it intentionally to attract criticism, and thus more attention, to the video? 

6. Spring Festival Internet cleanup - China’s internet watchdog has kicked off its annual pre-Spring Festival cleanup, and this time, AI is in the crosshairs. The Cyberspace Administration of China (CAC) launched a month-long “Qinglang” campaign to ensure a “festive” atmosphere for the 2026 holidays, but the standout feature this year is a crackdown on generative AI. The goal is to scrub platforms of the low-quality, nonsensical “slop” that mass production tools are churning out. Among the targets:
Maliciously inciting negative emotions. First, promoting and advocating bad values such as no marriage and no childbearing, or anti-marriage and anti-childbearing, provoking gender opposition, and playing up “marriage fear” and “childbearing anxiety”. Second, showing off wealth and fighting for wealth in the name of “New Year’s goods procurement” or “Spring Festival custom competition”, maliciously provoking comparison and opposition. Third, organizing and participating in online “fan circle” activities under the guise of the Spring Festival Gala, Spring Festival movies, popular sports events, etc., provoking stepping on each other and tearing each other apart.
Generating and spreading “digital swill” and other garbage information. First, using new technologies and applications such as AI to mass-generate low-quality content that is logically chaotic, empty of information, and highly identical. Second, abusing AI technology to implant vulgar and violent content into classic animations, film and television works, etc., for playful spoofs. Third, “magically changing” literary classics, historical allusions, etc., distorting and deconstructing excellent traditional culture. Fourth, mass-concocting copy and plots such as “parental partiality”, “mother-in-law and daughter-in-law conflicts”, and “siblings fighting each other” that play up family conflicts and intergenerational conflicts to market hype and gain traffic. Fifth, using AI to mass-generate so-called “chicken soup online articles”, “domineering CEO cool dramas”, “expert popular science” and other graphic and short video content, affecting netizens’ cognitive judgment.

The CAC also recently penalized tens of thousands of social media accounts on platforms including Weibo, Wechat and Douyin for failing to label AI-generated content. Some were accused of creating fictional stories — such as a dog rescuing a baby at a train station or defusing a bomb. Others were accused of using AI to impersonate celebrities sending New Year’s greetings, and some peddled AI courses and software.
Thanks for reading.


1. DeepSeek stealing from OpenAI?
OpenAI Accuses China’s DeepSeek of Distilling US AI Models to Gain an Edge - Bloomberg 
OpenAI has warned US lawmakers that its Chinese rival DeepSeek is using unfair and increasingly sophisticated methods to extract results from leading US AI models to train the next generation of its breakthrough R1 chatbot, according to a memo reviewed by Bloomberg News.

In the memo, sent Thursday to the House Select Committee on China, OpenAI said that DeepSeek had used so-called distillation techniques as part of “ongoing efforts to free-ride on the capabilities developed by OpenAI and other US frontier labs.” The company said it had detected “new, obfuscated methods” designed to evade OpenAI’s defenses against misuse of its models’ output.

OpenAI began privately raising concerns about the practice shortly after the R1 model’s release last year, when it opened a probe with partner Microsoft Corp. into whether DeepSeek had obtained its data in an unauthorized manner, Bloomberg previously reported. In distillation, one AI model relies on the output of another for training purposes to develop similar capabilities...

“DeepSeek should have been a wake-up call about the dangers of selling advanced semiconductor chips to the CCP. Using less powerful Nvidia chips, China developed the most advanced open-source models on the planet,” Republican Representative Michael McCaul, who formerly led a House panel with export control oversight, said last year in the wake of the H200 decision. “I shudder to think of what they might do with more advanced hardware like the H200 chips.”

Related: Caixin Analysis: China Bets on Chip Clusters to Survive U.S. Sanctions 
the push for massive supernodes has drawn skepticism regarding its technical viability and market demand. A source at a domestic AI chip manufacturer said that due to restrictions on advanced manufacturing processes and HBM purchases, Chinese firms are forced to stack more chips to bridge the performance gap with global leaders. While understandable as a technical workaround, this approach dramatically increases system complexity.

Expanding a cluster to hundreds of chips multiplies the requirements for heat dissipation, power supply, communication and system stability, making the engineering challenge immense, the source said. These large-scale systems, often costing tens of millions of yuan, are primarily targeted at specific inference scenarios for big state-owned enterprises rather than the broader commercial market.

Applied Materials to pay $252 million over illegal exports to China - Reuters 
The U.S. Department of Commerce on Wednesday announced a $252 million settlement with Applied ‌Materials for illegally exporting chipmaking equipment to China’s top chipmaker Semiconductor ‌Manufacturing International Corp.

In documents released on Wednesday, the Commerce Department said Applied Materials shipped ion implanters - ​a critical piece of equipment for chip manufacturing - first to AMK in Korea for assembly and then onward to China without applying for and receiving the required export license.

UNITED STATES DEPARTMENT OF COMMERCE - ORDER RELATING TO APPLIED MATERIALS INC. AND APPLIED MATERIALS KOREA 

Comment: This is a slap on the wrist; responsible executives should be going to jail. The US export controls on semiconductor equipment exports deserve robust and honest debate, but anyone who says those controls have failed but does not also discuss both the loopholes built into the controls by industry lobbying and the cheating by some companies is not worth listening to. 
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In the highest echelons of Chinese military power sits a man who has actually seen combat—a rarity so unusual in modern China that it shapes everything about how he is perceived, trusted, and deployed. Zhang Youxia, now in his mid-seventies, commands the People's Liberation Army as its first-ranked vice chairman, second only to Xi Jinping himself. But what makes Zhang exceptional isn't his rank. It's that he earned it partly through battlefield experience that almost no other senior Chinese general possesses.


Most military leaders in China today climbed through bureaucratic ladders, political connections, and peacetime exercises. Zhang actually fought.


A Princeling Goes to War


Zhang was born in Beijing in July 1950, just months after the Communist Party completed its victory in the Chinese Civil War. His father, Zhang Zongxun, was a general who had fought alongside Mao Zedong during that conflict. This family lineage made the younger Zhang what Chinese politics calls a "princeling"—a child of revolutionary heroes who inherits both prestige and expectation.


But princeling status in China is a double-edged sword. It opens doors, certainly. It also creates suspicion that any success came from connections rather than competence. Zhang would eventually prove his mettle in a way few princelings ever have: through actual warfare.


He joined the army at eighteen in 1968, during the chaos of Mao's Cultural Revolution. For the next decade, he worked his way up through conventional peacetime service, stationed with the 14th Group Army in Yunnan province, the mountainous southwestern region that borders Vietnam, Laos, and Myanmar.


Then, in 1979, China went to war.


The Sino-Vietnamese War


The conflict between China and Vietnam seems counterintuitive at first glance. Both were communist nations. Both had fought against Western powers. Vietnam had just defeated the United States in 1975, and China had supported that struggle for decades.


But geopolitics makes strange enemies. After reunification, Vietnam aligned itself closely with the Soviet Union, China's communist rival. Vietnam also invaded Cambodia in late 1978 to overthrow the Khmer Rouge—a genocidal regime that happened to be a Chinese ally. Deng Xiaoping, China's paramount leader, decided to "teach Vietnam a lesson."


In February 1979, China invaded with roughly 200,000 troops. The campaign was brutal and brief, lasting only about a month. China captured several Vietnamese border towns, declared victory, and withdrew. But the costs were staggering. Chinese casualties numbered somewhere between 26,000 and 63,000 killed and wounded, depending on which estimates you trust. The People's Liberation Army, which had not fought a major war since Korea in the early 1950s, discovered that its tactics, equipment, and coordination had atrophied badly.


Zhang Youxia served in this war as a young officer. The experience marked him permanently.


The Battle of Laoshan


The 1979 war officially ended, but fighting along the Sino-Vietnamese border continued sporadically for years. The most intense of these clashes came in 1984, around a place called Laoshan—a strategic mountain in Yunnan province that both sides considered vital.


This wasn't a brief skirmish. The Battle of Laoshan and the broader conflict in that region lasted years, with Chinese and Vietnamese forces exchanging artillery barrages and infantry assaults across fortified positions that resembled World War One trench warfare. Thousands died on both sides.


Zhang fought here too. By now he was a more senior officer, and the experience of sustained combat—the logistics, the casualties, the fog of war, the gap between plans and reality—shaped his understanding of what military force actually means. When he later rose to command China's military development, he carried this knowledge with him.


This matters enormously because almost no one else in Chinese military leadership has it.


The Peacetime Climb


After the border conflicts ended in the late 1980s, Zhang's career followed the conventional peacetime trajectory of a successful People's Liberation Army officer. He became a major general in 1997, then lieutenant general in 2007. That same year, he took command of the Shenyang Military Region—the forces responsible for northeastern China, bordering North Korea and Russia—and joined the Central Committee of the Chinese Communist Party.


In 2011, he received promotion to full general, the highest rank below the chairman himself.


The following year brought a more consequential change. The Communist Party held its 18th National Congress in 2012, and Xi Jinping assumed power as General Secretary. A wholesale reshuffle of military leadership accompanied this transition. Zhang was tapped to lead the General Armaments Department, the organization responsible for weapons procurement and development for the entire Chinese military.


This was not a ceremonial posting. The General Armaments Department controls what China's military can actually do—what weapons it possesses, what technologies it develops, what capabilities it can deploy. Zhang held this position during a period of aggressive military modernization, as China developed stealth fighters, aircraft carriers, advanced missiles, and the electronic warfare systems that define contemporary combat.


The Xi Jinping Connection


Zhang's rise accelerated under Xi Jinping, and their relationship extends beyond mere professional convenience. Both men trace their family roots to the Weinan region of Shaanxi Province in central China. Zhang's father and Xi's father, Xi Zhongxun, both came from this area and both served as Communist generals. In the intimate world of Chinese elite politics, where personal relationships and family networks matter enormously, this shared background creates bonds that outsiders rarely see but insiders never forget.


Whether Zhang and Xi knew each other as children is unclear from public records. But they certainly know each other as adults, and Xi has consistently elevated Zhang to positions of trust and authority.


In 2017, at the 19th Party Congress, Zhang joined the Politburo—the roughly 25-member body that collectively rules China—and became the second-ranked vice chairman of the Central Military Commission. This made him, effectively, the second-most powerful military figure in the country.


Then came 2022, and something unusual happened.


Breaking the Retirement Rule


The Chinese Communist Party operates by many informal rules that are never written down but almost always followed. One of the most important concerns age. Senior leaders are expected to retire at 68. This rule isn't absolute—Mao and Deng both governed until death—but in the post-Deng era, it has been remarkably consistent.


Zhang Youxia turned 72 in 2022. By all expectations, he should have retired.


He didn't. At the 20th Party Congress in October 2022, Zhang remained on the Politburo and was promoted to first-ranked vice chairman of the Central Military Commission. He was reconfirmed in this position in March 2023. Whatever Xi Jinping's plans require, they apparently require Zhang Youxia specifically.


Some observers speculate this reflects Xi's trust in Zhang's combat experience during a period of rising tensions over Taiwan. Others point to their personal relationship. Most likely, both factors combine with a simpler truth: Xi has systematically removed potential rivals and surrounded himself with loyalists, and Zhang is among the most loyal.


Taiwan and the Threat of Force


If you want to understand why Zhang Youxia matters to the outside world, Taiwan provides the answer.


China claims Taiwan as a breakaway province that must eventually reunify with the mainland. Taiwan operates as a self-governing democracy that has never been ruled by the Communist Party. The United States has committed, somewhat ambiguously, to helping Taiwan defend itself. This triangular tension has intensified dramatically in recent years.


In October 2023, Zhang addressed the Beijing Xiangshan Forum—China's main international security conference—and delivered a message of unusual bluntness. The People's Liberation Army, he said, would "show no mercy" against any moves toward Taiwanese independence.


This is not mere rhetoric. Zhang oversees the military preparations that would make such a threat credible. According to South China Morning Post reporting from 2021, he headed the anti-ship missile testing program that included a weapons-testing range with a mock-up of an American aircraft carrier. If China ever attempts to take Taiwan by force, and if that attempt involves sinking the ships of a U.S. naval response, Zhang will have helped develop the missiles designed to do it.


The Diplomatic Circuit


Zhang's role extends beyond war preparation to military diplomacy. In this capacity, he has met with an remarkable range of counterparts.


In November 2023, he visited Russia, meeting with Defense Minister Sergei Shoigu and President Vladimir Putin. This came during Russia's ongoing war in Ukraine, when Chinese-Russian military cooperation had become a matter of intense Western concern. He returned to Russia in November 2025, meeting with the new Defense Minister Andrei Belousov.


He has met repeatedly with Pakistani military leaders—Chief of Army Staff Qamar Javed Bajwa in 2022 and his successor Asim Munir in 2024—reinforcing the deep military partnership between China and Pakistan that serves as a counterweight to India.


In August 2019, he met with a North Korean delegation led by Kim Su Gil, describing the visit as having "crucial significance in bilateral exchange." China remains North Korea's only significant ally, and military-to-military contacts like these help manage one of the world's most dangerous flashpoints.


Perhaps most significantly, in August 2024 Zhang met with Jake Sullivan, the United States National Security Advisor. This was notable because high-level military contacts between the U.S. and China had largely frozen. Zhang used the meeting to deliver Beijing's standard talking points—that America must "correct its strategic understanding of China" and "respect China's core interests"—but the fact that such a meeting occurred at all suggested both sides recognized the dangers of complete estrangement.


The Corruption Campaign


One of Zhang's less noticed but potentially more consequential roles involves Xi Jinping's anti-corruption campaign within the military.


In January 2022, during a meeting of the People's Liberation Army's disciplinary officials, Zhang called for "innovative measures to eliminate corruption problems." This might sound like standard bureaucratic language, but in context it matters enormously.


Xi Jinping has used anti-corruption investigations to remove rivals and consolidate power throughout his tenure. The military has not been exempt. Numerous senior officers have been purged, imprisoned, or worse. Some observers believe these purges have genuinely reduced corruption. Others see them primarily as political tools. Most likely both are true.


Zhang's involvement in this process places him at the intersection of military command and political loyalty. He is not merely running an army; he is helping Xi Jinping ensure that army remains personally devoted to its commander.


Vietnam Revisited


In October 2024, Zhang visited Vietnam—the country he had once fought against as a young soldier. The visit was remarkable for its normalcy. He met with Communist Party General Secretary Tô Lâm, President Lương Cường, Prime Minister Phạm Minh Chính, and Defense Minister Phan Văn Giang. Both sides spoke of "making new progress" in defense relations.


This transformation illustrates something important about international politics. The enemies of one generation can become the partners of the next. China and Vietnam fought a brutal border war within living memory. Today they cooperate on various matters even while competing over territorial claims in the South China Sea.


Zhang embodies this complexity. He carries the experience of fighting Vietnamese soldiers. He now works to strengthen military ties with their successors. Whether he sees any irony in this—or whether he simply views it as the natural evolution of strategic interests—remains known only to him.


The South China Sea


At the 19th Western Pacific Naval Symposium in Qingdao in April 2024, Zhang called for abandoning "cold war mentality" while promising "firm countermeasures against unreasonable provocations" in the South China Sea.


This captures China's standard approach to the region: denouncing confrontation while insisting on Chinese dominance. The South China Sea contains vital shipping lanes through which trillions of dollars in trade passes annually. China claims most of it based on historical arguments that international tribunals have rejected. The Philippines, Vietnam, Malaysia, and other nations contest these claims, often with U.S. backing.


Naval incidents in these waters occur regularly. Chinese coast guard vessels ram Philippine boats. Military aircraft conduct dangerous intercepts. Each incident risks escalation. Zhang's role is to ensure that if escalation comes, China's navy is ready—and to signal that readiness clearly enough that adversaries might decide escalation isn't worth the cost.


What Zhang Represents


Zhang Youxia matters not because he makes policy—Xi Jinping does that—but because he represents something specific about Chinese military power at this historical moment.


He connects the revolutionary past to the present. His father fought with Mao. He himself fought in China's last real war. This gives him credibility that purely political generals lack.


He has overseen modernization. During his time leading weapons development, China's military capabilities expanded dramatically. The missiles, ships, and aircraft that worry Pentagon planners bear his institutional fingerprints.


He has Xi Jinping's trust. In a system where personal loyalty matters enormously, Zhang has proven himself reliable enough to survive past normal retirement and rise to the highest military rank below Xi himself.


And he has actual war experience. If China ever uses force against Taiwan, against rivals in the South China Sea, or against anyone else, Zhang Youxia will be among those directing it. Unlike most of his colleagues, he knows what that really means.


Whether this makes war more or less likely is impossible to say. Combat veterans sometimes become more cautious, having seen war's true costs. Sometimes they become more confident, believing they understand what others merely theorize about. Zhang has given no public indication of which category he falls into.


What is clear is that when Xi Jinping makes decisions about military force, Zhang Youxia will be in the room, and his voice will carry weight that comes from experience almost no one else in Chinese leadership possesses.
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  Today, we’re discussing all things gaming in China! Our illustrious guest is Daniel Camilo, a Portuguese national who has spent over a decade in the Chinese video game industry. We cover the most important titles, publishing and development trends, and where the industry is headed.
We discuss:
	How China’s game industry climbed the value chain from low-cost mobile and PC titles to globally competitive AAA releases,

	Why Genshin Impact reset global expectations, becoming the template for live-service “cash cows,”

	China’s domestic market’s newfound self-sufficiency, as hundreds of millions of middle-class gamers mean Chinese developers no longer need international success,

	Steam’s magical liminal status in China as a de facto gateway for uncensored and imported games,

	Why gaming is a global language in ways movies and music aren’t, and how mechanics and genres travel even when stories don’t,

	The Wuchang: Fallen Feathers controversy, where nationalist backlash led to patched-out boss deaths and preemptive self-censorship.


We also cover Daniel’s pick for the biggest Chinese game of 2026, the looming Genshin-style live-service bubble, and how a game set in 1984 East Germany channels distinctly Chinese workplace anxiety.
Listen now on your favorite podcast app.
How China Leveled Up
Jordan Schneider: Watching the industry’s industrial upgrading has been fascinating. It mirrors other Chinese sectors — starting with straightforward, low-capital commercial products, simple 2D PC games and free-to-play mobile titles, and moving up the value chain. Now, Chinese developers are taking big swings with AAA titles featuring eight-figure budgets and quality rivaling global studios. Daniel, is that a reasonable generalization of the past decade?
Daniel Camilo: Mobile remains the largest market slice, but if I want to highlight one title that changed everything — Genshin Impact. Even before Black Myth: Wukong, Genshin shifted expectations. It was a free-to-play title available across platforms that felt like an AAA experience. It demonstrated an ambition and scale previously unseen from Chinese developers — or any mobile developers, for that matter.
Jordan Schneider: Give us a primer on Genshin Impact. Who made it, and how big was it?
Daniel Camilo: Genshin Impact was made by miHoYo and it was released in 2020 as a free-to-play, open-world, story-driven RPG with anime-inspired aesthetics. It was available first on mobile and PC, and more recently on all consoles except the Switch — Xbox was the last platform to get it. The game became a huge success, elevating miHoYo into a global powerhouse and raising the profile of the entire Chinese industry. It’s the “live service dragon” companies chase — a template for constant revenue. The game has tens of millions of registered players.
Jordan Schneider: Players spent $10 billion on it in 2025.

Daniel Camilo: Exactly. It’s a live-service game — the holy grail that all major game companies are chasing for that constant revenue stream. Genshin Impact is the template for other Chinese developers and for miHoYo’s subsequent projects.
At first, many casual gamers globally thought it was Japanese. Unlike Black Myth: Wukong, which is distinctively Chinese, Genshin doesn’t immediately read as such to the average user.
Jordan Schneider: Let’s compare those two. Genshin Impact was this fascinating artifact — one of the very few mega-hits that game developers worldwide chase, generating multiple billions of dollars annually with relatively low risk since you’re just doing updates once you have the golden goose.
But Genshin didn’t scream “national pride,” though they’ve had expansions with Song Dynasty- inspired content. In contrast, the two biggest recent AAA hits, Black Myth: Wukong and Wuchang: Fallen Feathers, are culturally loud and proud in their marketing and aesthetics. Is this shift a sign of cultural confidence? Did the fear of needing “wizards and castles” for Western appeal fade because the domestic market became sufficient?
Daniel Camilo: Let’s start with Black Myth: Wukong — the pinnacle so far. It was an uncompromised passion project. Initially, many — including myself — were skeptical, suspecting the trailers were just scripted vertical slices. But the final product delivered. If a game is good, themes don’t limit its reach. We saw this precedent with Japanese RPGs in the 80s. Black Myth sold at least 7 million copies outside China, proving that quality transcends cultural barriers. Gamers know games, and if a game is good, that’s what matters. Gaming is universal in that regard.


Jordan Schneider: The other big takeaway is that Black Myth made about $2 billion, with 75% of sales domestic and the US at around 10%. The domestic market alone is now large enough that international sales aren’t even that relevant anymore.
Historically, high-end gaming in China was limited by hardware. People had phones but didn’t necessarily have gaming PCs or consoles at home, so they’d go to a gaming cafe or opt for low-spec games like Dota or League of Legends. How has the rise of household gaming hardware changed market dynamics?
Daniel Camilo: In the 90s, China’s market was mostly bootleg consoles and imports. PCs gained traction in the very early 2000s, but starting around 2007, smartphones created the boom in mobile gaming that would become — and remains — the biggest slice of the market in China and globally.
However, China now has a massive middle class numbering in the hundreds of millions. They can easily afford high-end desktops, laptops, and consoles. Over the last decade, gaming has democratized. Consumers now have options and choose to consume premium products, mirroring developed markets.
Jordan Schneider: Let’s stay on developers. Game development costs have lowered due to tools like Unity, and it’s now less difficult to pull off ambitious triple-A games. How are these technological trends impacting Chinese developers’ calculus?
Daniel Camilo: Unity and, most obviously, Unreal Engine — which Black Myth: Wukong and Wuchang were both made with — have been huge. Major Chinese developers have moved away from proprietary engines. Recently, Escape from Dukov, published by Bilibili, was likely made in Unity by a tiny team and sold over 4 million copies. Game Science developed Black Myth: Wukong — one of the most technologically impressive games ever — in about two and a half to three years of active development.
Last year, the whole industry was celebrating how the French studio Sandfall Interactive developed Clair Obscur: Expedition 33 with only a small budget using Unreal. But that’s exactly what the team from Black Myth: Wukong did three years earlier.
Jordan Schneider: And Black Myth was real-time action, not this weird turn-based system.
Daniel Camilo: Black Myth looks infinitely better from a technical perspective — not necessarily artistically, but it’s much more ambitious than Clair Obscur. Yet, it started with a core team of 20 to 30 people, similar to Sandfall. It should have been more celebrated and recognized because it shows what we can expect from Chinese developers going forward.
Wuchang is a huge game as well — it’s my personal Game of the Year. I was surprised by how much I loved it. Despite launching with optimization issues and tons of negative reviews on Steam because of that, they’ve recovered. And the fact that they built such a massive game in roughly two years is mind-blowing. It’s still very early in the history of triple-A development in China and it demonstrates the high competency we can expect from Chinese developers.
Unkillable History
Jordan Schneider: Let’s talk about Wuchang: Fallen Feathers. I put five hours into it as diligent prep for this interview. The 101 is that it’s a SOULS-like set with Chu Dynasty and Ming Dynasty influences. I’d say it’s more playful than something out of FromSoftware. How else would you characterize it? What was so impressive to you?
Daniel Camilo: It is fundamentally SOULS-like. The multi-layered level design is some of the best I have ever seen, rivaling the sense of exploration in Elden Ring. The level design is some of the best I’ve ever seen — and I’ve been playing since the NES, since I was two.
It’s one of those games where I kept thinking about it, even when I wasn’t playing it. Unfortunately, post-launch controversies and scandals tainted its reputation and the studio went pretty silent after that.
Jordan Schneider: What were the scandals?
Daniel Camilo: About a month after launch, they patched the game and changed a lot of the outcomes. Originally, players could kill bosses based on famous Chinese historical figures. But hardcore nationalist gamers complained, leading to huge review-bombing on Steam.
The developers reacted by making these characters unkillable, which actively changed the story and rendered the narrative nonsensical. They essentially preemptively self-censored the game through a patch, which was weird because, as far as we know, there were no explicit demands from the government or authorities to regulate the game.
This spilled over to gaming media internationally — major outlets like IGN covered it extensively. And this reinforced the stereotype that Chinese games are heavily censored. Now, when future triple-A games from China come out and something controversial emerges, people will more easily expect the game to be censored and will be more apprehensive. It was an unfortunate thing to happen because the game is phenomenal.

Jordan Schneider: This is illustrative of a few themes. Black Myth: Wukong was entirely mythological — you were fighting demons and dragons. Wuchang: Fallen Feathers has this fall of the Ming Dynasty arc, featuring historical figures, like Zhao Yun (赵云) — one of the Shu generals from the Three Kingdoms — whom you could no longer kill after the patch.
Game developers aren’t stupid. They aren’t making thrillers about contemporary politics. They understand the pressures on them, just like anyone making movies or TV shows. They also understand that their core audience includes a subset of hyper-nationalist men who are tuned into this sort of thing.
Who knows if they received a call from the government or if they were just worried about online chatter? But it is illustrative that even a seemingly anodyne, quasi-fantastical story about people infected with a bird disease can spin out into a situation where you have to radically change the plot. You get international coverage and domestic blowback asking, “What are we even doing here?”
This dynamic will likely constrain storytelling in China for a long time. If even this can get you in trouble, it sets a strict boundary. However, as you alluded to, many players aren’t there for the stories. They are there for the mechanics, itemization, and gameplay loops. One long-standing theme of ChinaTalk is the challenges of Chinese television and movies to make a global impact. But the storytelling and censorship challenges are almost less relevant, I’d argue, in a video game context than when you’re making TV and movies, where the story is the entire point of the cultural product.


Daniel Camilo: Absolutely. That is why gaming is more likely to become the spearhead of China’s cultural soft power — much more so than movies or music. Creatively speaking, hands are much more tied in those industries.
For example, we used to see a robust output of Hong Kong movies tackling dense, political topics. Since the National Security Law went into effect, edgy Hong Kong cinema is effectively dead. Everything must be tamed and approved by Beijing. I don’t think there is any chance for movies to compete with gaming in this regard.  Because of the gameplay and interactive aspects, gaming can appeal to audiences and be creatively much more expansive than any other art form coming out of China right now for the rest of the world.
Some interesting games are coming out that challenge expectations. There was a popular survival horror game on PC this year — it’s a third-person game similar to Resident Evil. It’s very gory. It featured a very sexualized female protagonist — you could play with her in a bikini — which is a “low-brow” style you wouldn’t expect.
Then there’s Showa American Story, a Chinese game about a post-apocalyptic alternative future where America has been taken over by Japan. It’s a very gory, ultra-violent game that challenges what we’d expect from a Chinese developer in terms of themes. If it were made into a movie or released domestically in China, it would almost certainly be heavily censored or banned.
Steam’s Gray Zone in China
Jordan Schneider: Let’s talk about the weird liminal space that Steam exists in within China, which allows things that wouldn’t pass censorship to reach Chinese audiences. Where is Steam today?
Daniel Camilo: This is what I talk and write about most. There is an official Chinese version of Steam, but very few people use it — it is essentially irrelevant.
Most Chinese gamers use the international version of Steam to access games, and that’s how most developers and publishers from around the world release their games and find Chinese audiences.
China has become, if not the most important, at least one of the most important markets for PC gaming in the world, particularly in the last year and a half. This relates to the culture of imports and the “gray market.” Even though consoles like the PlayStation 5 and the Tencent-distributed Nintendo Switch are officially licensed and have Chinese models, most consumers still buy games digitally through other regions (like Hong Kong) or physically via imports on Taobao. You can find almost any game very easily, even those not licensed for distribution in China.
Informed gamers — and there are many in China — know this and buy those games. It doesn’t matter if a game is officially available. People will find it. Games like Cyberpunk 2077 sold millions of copies in China through Steam, even though the game wasn’t officially launched there. A prime example is Stellar Blade. When it launched on PC in June of this year, China immediately became its biggest market globally. Developers are finally realizing they can find an audience in China without a formal launch. You now see international studios actively marketing their games on Chinese social media — either directly or through local agencies — because the potential and data are undeniable.
Jordan Schneider: I want to return to the idea of gaming as a universal language. Many people don’t realize that game development is not mainly US-based, but it’s fully global — spanning French Canada, Eastern Europe, etc. — and most of the time people are making games for a global audience, not just their home country.
Unlike movies or music, where consumption is often local, the “gaming diet” is global. Even though China has an enormous protected market, all those gamers grew up on international titles. The gaming language, gaming tropes, the skills players have developed, and the expectations they have are really global and universal. For music or movies, most people either grew up on their home country’s content or American TV and movies. The gaming diet that most people have consumed from when they started gaming is global, not national. This shared literacy allows for these global mega-hits, which developers have been chasing for decades.
Daniel Camilo: Absolutely. Developers often underestimate how familiar Chinese gamers are with global IPs and genres. When I speak to studios, they often group China, Japan, and South Korea into a single “Asia strategy.” I always explain that China is its own planet.
For example, First-Person Shooters (FPS) like PUBG, Counter-Strike, and Crossfire are immensely popular in China, whereas this contrasts sharply with Japan, which has traditionally been “anti-shooter” regarding titles like Call of Duty or Doom.
Sports games and fighting games are also massive. Basketball games are very popular in China as well as “beat-’em-up”s. The King of Fighters is a household name in China, similar to its status in Southern Europe and Latin America, whereas the US leans toward Mortal Kombat or Street Fighter.
I find it surprising that Japanese developers are still concerned whether Western audiences will “get” their games, despite decades of data proving that yes, people will buy Final Fantasy, people will play Dragon Quest, etc. They love them because they’re their own thing.
And in China, in the past few years, there’s this focus on triple-A, PC and console games, because mobile market saturation and strict regulations have pushed developers toward PC, console, and international expansion. Regulations, especially five or six years ago, before COVID, really stifled development and pushed many in China to look elsewhere and start developing internationally. This is why Tencent is acquiring and investing in more studios internationally.
Hype, Saturation, and What Survives
Jordan Schneider: Looking toward 2026, what trends or titles are you watching?
Daniel Camilo: The one big game that will be the next big hit from China in terms of triple-A gaming is Phantom Blade Zero for the PS5 and PC, and the developers have said it might come to other platforms after a temporary exclusivity period. It rivals Black Myth: Wukong in terms of hype among core gamers. I’m fairly confident predicting it’ll be the next big hit in terms of premium games.
Another trend I’ve been alerting people to — we have this big wave of free-to-play, cross-platform, crossplay games in the vein of Genshin Impact, games like Neverness to Everness, Zenless Zone Zero, and Ananta. They all have similar aesthetics and this anime-style art direction.
So, there’s the risk of stagnation and saturation with audiences spread thin. Some of these will flop next year. Some come from the same companies — NetEase, HoYoverse — and they’re seeing this happen, for example, with games like Honkai: Star Rail cannibalizing the same audience from Genshin Impact. It’s not sustainable. We have many dozens of games in this vein being developed, coming out in 2026.
That little bubble in that genre will implode very soon, forcing developers to diversify their genres and monetization models. It won’t be great for some companies financially, but for gamers it’ll ultimately be a very good thing.
Jordan Schneider: Let’s close on perhaps the most curious or unique hit to come out of China over the past year — Karma: The Dark World. The logline is a first-person cinematic psychological thriller set in a dystopian world where the Leviathan Corporation is omnipresent. The year is 1984, the place is East Germany, and things are not what they seem. This was something remarkable, wasn’t it, Daniel?
Daniel Camilo: I almost forgot about it. It’s one of those games that nobody would guess is Chinese. But when you play it — having worked in Chinese companies here for more than ten years, I recognize a lot of the workplace anxiety and “oppression” that you feel as an office worker in China. It’s very well translated into the game. I won’t spoil exactly how, but you can almost feel that the people who made this game were annoyed, that they wanted to say something, to complain about this whole office work culture in China. It is a remarkable, artistic piece of work.

Jordan Schneider: “The Leviathan Corporation rules with an iron fist, controlling its citizens through mass surveillance, social class rules, mind-altering drugs, and the promise that the gates to Utopia will open to those who serve.”
It’s remarkable. It’s also fully voiced in Chinese, which is pretty cool if you’re looking for an excuse to practice your reading and listening. Coming back to Steam — one of the beauties of it is that I don’t think this game would be getting a license going through some government body by any means. But games exist in this magical liminal space because the Chinese government is too afraid to shut down Steam and anger the gaming population, so the platform remains a loophole for domestic audiences to access weird, wonderful, and unregulated culture without a VPN.
Daniel Camilo: The game, Karma, is also surprisingly hilarious. It has a sense of humor I’ve never seen before in a Chinese game. I was laughing out loud at the writing. I would love to know the people who made this game because it’s really hilarious. It is magnificently written.
Jordan Schneider: We’ll try to get them on the podcast. Maybe we’ll have you co-host, Daniel. 
Check out Daniel on Substack — he writes a newsletter called Gaming in China.

  
  
    Deep Dive

    MiHoYo

    Based on Wikipedia: MiHoYo


Three computer science students at Shanghai Jiao Tong University had a problem. They loved anime, comics, and video games, but when they scrolled through the App Store's top-selling games, they couldn't find a single one they actually wanted to play. So they decided to make their own.


That was 2011. Today, MiHoYo is one of the most successful video game companies in the world, with Genshin Impact becoming one of the highest-grossing mobile games ever made. But the path from a university dormitory to global phenomenon involved dodging dorm supervisors, winning startup competitions, and the audacious decision to throw away six months of work and start over from scratch.


The Dormitory Years


Cai Haoyu, Liu Wei, and Luo Yuhao weren't just classmates. They were otaku, a Japanese term for people obsessed with anime, comics, and games, known collectively as ACG culture. In China during the early 2010s, this wasn't exactly a respected career path. Investors saw anime-themed games as fringe entertainment, not a billion-dollar opportunity.


The trio had already proven they could work together. Their first collaboration was an open-source literature community that won them scholarships worth 200,000 Chinese yuan at a competition. In 2010, they built a game engine using Adobe Flash Player, naming it after Katsuragi Misato, a character from the legendary anime Neon Genesis Evangelion. Using this engine, they created a game called Legend of Saha for a Flash game competition, winning 30,000 yuan from Shanda Games.


In January 2011, they officially founded the MiHoYo studio in room D32 of their university dormitory.


The company name itself tells a story. The "H" and "Y" come from the founders' names: Cai Haoyu and Luo Yuhao. They added an "O" because successful companies like Facebook, Google, and Microsoft all contain that letter. But "HoYo" was already registered as a trademark, so they needed a prefix. They chose "mi" as a tribute to Hatsune Miku, the virtual singer created using VOCALOID software who had become an icon of the otaku community they belonged to.


The Artist in the Dormitory


There was one significant problem with the founding team: none of them could draw.


They reached out through Tencent's social media platforms and found Zhang Qinghua, an animation student at Guangdong University of Technology. Zhang was in his final semester of college when he began working with MiHoYo's founders. The first character he designed was Kiana Kaslana, who would become the protagonist across multiple MiHoYo games for the next decade.


Zhang actually lived in one of the founders' dormitory rooms while working on the early games. He had to sneak around to avoid the dormitory supervisor, since he obviously wasn't a student there. Years later, Zhang recalled the day he finally left to return to Guangzhou for his graduation:


When I finished my art work and was about to return to Guangzhou to graduate, the day I walked out of the dormitory with my luggage, the supervisor took the initiative to say goodbye to me. In fact, she knew that I was not a student here, but she did not chase me away. This was my first impression of Shanghai, which was very good.


That small kindness, looking the other way while a scrappy startup bootstrapped itself in a college dorm, would prove consequential. Zhang Qinghua later joined MiHoYo officially and became its art director.


Flying to the Moon and Falling Short


MiHoYo's first commercial game launched on September 28, 2011. They called it FlyMe2theMoon, inspired by the iconic jazz standard that served as the ending theme for Neon Genesis Evangelion. The concept was simple: a puzzle game about a magical girl flying to the moon.


The game's theme song featured Hatsune Miku's voice, connecting back to the "mi" in their company name. It was built using Cocos2D, a popular framework for mobile games, along with the Box2D physics engine.


FlyMe2theMoon was a commercial failure. The three founders split a monthly income of just 4,000 yuan, roughly 600 US dollars total.


Liu Wei began entering university startup competitions, pitching MiHoYo to anyone who would listen. The rejections piled up. Investors couldn't see the potential in a tiny team making anime-themed games for a niche audience. The ACG market in China simply wasn't mainstream enough to attract serious capital.


Eventually, they secured their first and only outside investment: one million yuan from a Hangzhou technology company called Skye Network. This would prove to be the only external funding MiHoYo ever needed.


From Dormitory to Office


Liu Wei entered the New Entrepreneur Talents competition and won third place. The prize was extraordinary for a struggling startup: a 50-square-meter office space at No. 100 Qinzhou Road in Shanghai, six months of free rent, and a 100,000 yuan interest-free loan from a government program supporting graduate entrepreneurs.


In December 2011, they moved out of the dormitory. In the new office, each founder had a desk against the wall. A large table in the center was dedicated to their shared obsession: comics and light novels.


Shanghai Mihoyo Network Technology Co., Ltd. was officially registered on February 13, 2012. One early team member, Jin Zhicheng, left in March to take a job at Cisco. He transferred his equity shares to the remaining founders. Today, Cai Haoyu controls 41 percent of the company, Liu Wei holds 22.6 percent, and Luo Yuhao owns 21.4 percent. The remaining 15 percent belongs to an investment entity.


Zombies and the Birth of Honkai


After the disappointment of FlyMe2theMoon, the team wanted to create something more successful. They found inspiration in an unlikely combination: a side-scrolling shooter called Zombie Town and the Japanese anime series Highschool of the Dead.


The result was Zombiegal Kawaii, also known as Houkai Gakuen, which began development in December 2011. Creating just four or five demo versions took three months. They switched to the Unity game engine and Autodesk Maya for 3D graphics, then spent eight more months expanding gameplay, adjusting values, and adding game systems.


When asked why they made this particular game, the founders' explanation was refreshingly direct:


We wanted to make a game we want to play so we did it. We discovered that the top-ranking games at the App Store didn't have the types of games we wanted to play, so we made our own. The reason is that simple.


The game's first version launched in November 2012, with public testing in December.


Guns Girl Z and Growing Pains


Guns Girl Z, the sequel known in Japan as Houkai Gakuen 2, launched in June 2013. Because it reused the underlying data, art assets, and core gameplay from Zombiegal Kawaii, development moved faster. The team studied Puzzle and Dragons, a hugely successful Japanese mobile game, and spent three months converting its systems into an action game format.


Testing began on January 26, 2014, and the game released in March on Bilibili, China's largest platform for anime fans. The game achieved moderate financial success, but success brought problems the seven-person team couldn't handle: payment failures, server crashes, and a flood of player complaints.


Their solution was unconventional. They started hiring their own players as employees.


The Leap to 3D


In June 2014, MiHoYo began developing Honkai Impact 3rd, their most ambitious project yet. The game would transition from 2D to full 3D graphics, a challenge none of the team members had experience with.


By March 2015, they were building proprietary technology. They created a physics-based animation system that could simulate realistic character movements and destructive scene effects. They developed their own tools for 3D modeling, light mapping, and real-time rendering.


The combat system drew inspiration from Bayonetta and Devil May Cry, two games known for their fluid, stylish action. The team studied Guilty Gear Xrd, a fighting game that achieved a distinctive anime look using 3D cel-shading, a rendering technique that makes 3D graphics look like traditional hand-drawn animation.


Creating the first version of Kiana Kaslana, the same character Zhang Qinghua had originally designed years earlier, took six months.


Then they threw it all away.


After testing the initial work, the team decided it wasn't good enough. They restarted from scratch to establish what would become the final game's systems. This willingness to discard months of effort rather than ship something mediocre would become a defining characteristic of MiHoYo's development philosophy.


Honkai Impact 3rd and Global Breakthrough


Honkai Impact 3rd had its internal beta in March 2016, launched in September, and officially released in October. The game combined role-playing elements with hack-and-slash action, featuring returning characters like Kiana Kaslana, Raiden Mei, and Bronya Zaychik in a new story.


It also incorporated gacha mechanics, a monetization system where players spend currency to receive random virtual items, similar to lottery systems or trading card packs. This model had proven wildly profitable in Asian mobile gaming markets.


MiHoYo's earlier games had found success within Asia, but Honkai Impact 3rd achieved something new: global reach. The company opened servers in Japan in February 2017, Taiwan in May, South Korea in October, Southeast Asia in November, and finally North America and Europe in March 2018.


The game spawned an entire media ecosystem: anime series, graphic novels, comics, and promotional videos. In December 2019, a PC version launched, breaking the game free from mobile-only constraints.


Explosive Growth


Within two years of Honkai Impact 3rd's release, MiHoYo grew from seven people to approximately 200 employees. Over half worked in research and development. The company was remarkably young: the average employee age was 29, and 84 percent of staff were under thirty.


Four years later, the headcount exceeded 1,000.


In February 2017, MiHoYo filed for an initial public offering with China's securities regulator, planning to raise over one billion yuan. The filing highlighted a significant risk: the company depended almost entirely on a single intellectual property. At the time of the initial filing, Guns Girl Z alone accounted for 96.34 percent of revenue. An updated prospectus in December showed the combined Honkai titles representing 98.82 percent of total revenue.


The concern was reasonable. What if players' tastes changed? What if the company failed to launch successful new products? The entire business rested on one franchise appealing to one audience.


MiHoYo ultimately withdrew its IPO application in 2020. By then, they had something far bigger in development.


Building Community


In November 2018, MiHoYo launched Miyoushe, an official gaming community platform. The name combines "Miyo" from MiHoYo with "she," which means "community" in Chinese. The platform distributed official game information but also provided practical tools like damage calculators and character-building simulators. Most importantly, it served as a content creation platform where players could share guides, artwork, and discussions.


The platform's mascot, Miyouji, was revealed in April 2020. She has different themed costumes matching each MiHoYo game and is accompanied by a rabbit that appears in the forum's logo.


A global version called MiHoYo Forums launched in January 2020 as the official forum for an upcoming game called Genshin Impact. It was later rebranded as HoYoLAB, with its own mascot named Mimo.


Diversification: Tears of Themis


Tears of Themis, announced in July 2019 and released in July 2020, represented MiHoYo's expansion beyond action games. It's an adventure visual novel combining romance with detective elements, targeting an audience interested in narrative-driven experiences rather than combat.


The game is set in 2030 in a fictional city called Stellis. Players take the role of a female defense lawyer who works alongside four male love interests to solve cases. The international version launched after closed beta testing in spring 2021, reaching over 650,000 pre-registrations before release.


Tears of Themis won the Pocket Gamer People's Choice Award in 2022, proving MiHoYo could succeed outside its core genre.


The HoYoverse Transformation


By 2022, Genshin Impact had become a global phenomenon, one of the highest-grossing mobile games in the world. MiHoYo's audience had expanded far beyond China, creating a need for dedicated international operations.


The company launched Cognosphere, trading as HoYoverse, as a global publishing brand headquartered in Singapore. HoYoverse manages content production and publishing outside of China, with offices in Montreal, Los Angeles, Tokyo, and Seoul.


The dual structure reflects the reality of operating in both Chinese and international markets, which have different regulatory requirements, cultural expectations, and business practices. HoYoverse handles global operations while MiHoYo maintains its Chinese identity and operations.


Beyond Games


MiHoYo has expanded well beyond video games. The company produces animated series, novels, comics, music albums, and merchandise. The Honkai franchise alone encompasses multiple games, anime adaptations, and an extensive catalog of promotional videos and short films.


This transmedia approach, telling stories across multiple formats, deepens player engagement and creates additional revenue streams. A fan might play Honkai Impact 3rd, watch the anime, read the manga, and buy merchandise, each touchpoint reinforcing their connection to the franchise.


What Made MiHoYo Different


Many video game companies have started in garages and dormitories. What distinguished MiHoYo was a combination of factors that proved difficult to replicate.


First, they were genuinely part of their target audience. They weren't businesspeople calculating market opportunities. They were otaku making games they personally wanted to play. This authenticity resonated with players who could tell the difference between genuine passion and cynical imitation.


Second, they maintained creative control. That single angel investment of one million yuan was the only outside funding MiHoYo ever took. The three founders retained majority ownership, allowing them to make decisions based on creative vision rather than investor pressure.


Third, they were willing to throw away work that wasn't good enough. The decision to discard six months of development on Honkai Impact 3rd and start over required confidence and discipline. Many studios would have shipped the mediocre version rather than absorb that cost.


Fourth, they built proprietary technology. Rather than relying entirely on commercial game engines, they developed their own animation systems, rendering pipelines, and development tools. This technical foundation enabled them to achieve distinctive visual styles that competitors couldn't easily copy.


The Genshin Impact Phenomenon


While this essay has focused on MiHoYo's earlier history, no account would be complete without acknowledging what came next. Genshin Impact, launched in September 2020, became one of the most successful video games ever made. It generated over three billion dollars in its first year alone.


The game was an open-world action role-playing game that drew comparisons to Nintendo's The Legend of Zelda: Breath of the Wild. It was free to play, with revenue coming from gacha mechanics for obtaining new characters and weapons. The game launched simultaneously on mobile devices, PC, and PlayStation, an unusual approach that maximized its potential audience.


Genshin Impact succeeded in Western markets where most Chinese games had failed to gain traction. Its anime-inspired visual style, extensive voice acting in multiple languages, and regular content updates created a dedicated global community.


From Dormitory to Global Empire


The journey from room D32 to one of the world's most valuable gaming companies took just over a decade. Along the way, MiHoYo transformed from three students who couldn't find games they wanted to play into a company defining what modern games could be.


Their story offers lessons about the value of creative authenticity, the importance of maintaining ownership, and the wisdom of occasionally throwing away months of work to start fresh. But perhaps the most important lesson is simpler.


Sometimes the games that don't exist yet are the ones most worth making.
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  In terms of international expansion, Chinese firms are way ahead of the American competition. Chinese companies have worked out Autonomous Vehicle (AV) deployment deals with more than thirteen countries. The US: two. Chinese companies are also exporting something closer to a full autonomy stack — vehicles bundled with cloud services, AI traffic management systems, and road sensors.
There’s also the supply chain. Unlike frontier AI models, where US export controls on Hopper and Blackwell GPUs have genuinely constrained China’s progress, AVs operate in a different hardware regime. Here, the leverage between the US and China is more evenly matched, and in some cases, inverted.
Today’s Content:
	AVs in the US and China

	The International AV market

	Who has leverage in the AV supply chain


At times, this piece reads like a typical “US vs China” article, but in fact we’re seeing more of a “co-opetition” dynamic  highlighted in the AI industry. In fact, the perhaps more interesting aspect is how the line between “Chinese AV company” and “US AV company” blurs in practice. Chinese AVs use NVIDIA chips, Waymo uses Chinese-made Zeekr vehicles, and Uber and Lyft partner with Chinese AV firms internationally, not to mention critical minerals. The industries are too tangled for neat distinctions… but let’s try to untangle them anyway.
1. AVs in the US and China
The US has Waymo. China has its “big three”: Baidu’s Apollo Go, WeRide, and Pony.ai (whose founders ChinaTalk interviewed last year).
There are other potential players in the US, like Amazon’s Zoox and Tesla (RIP GM’s Cruise). But right now, Waymo is the only American company operating a scaled, paid Level-4 robotaxi service, which enables vehicles to handle all driving tasks within specific operating zones. China also has BYD and Xiaomi with L2 driving features (who could transition to L4 soon), and many more robovan, robus, robodelivery, and robotruck companies on track for L4 deployment.

In aggregate terms, China appears to have the edge in overall deployment. An analysis by SCSP suggests Chinese autonomous-vehicle operators have collectively logged roughly 149 million autonomous miles, compared to around 106 million miles for US firms — a roughly 1.4 to 1 advantage.1
But mileage comparisons are limited. Companies report different levels of autonomy, mix supervised and driverless miles, and disclose data unevenly across jurisdictions. Ridership is a different way to look at it, where China has completed ~30 million rides, versus ~20 million for the US (Breakdown in Appendix 1). 

Different Services
Ridership itself misses a big part of the story, because China’s AV industry extends beyond passenger ride-hailing. By the end of 2024, more than 6,000 driverless delivery vehicles were reportedly operating across 100+ city zones. Companies such as Neolix, Zelos, Meituan, JD Logistics, and Alibaba’s Cainiao are actively piloting or scaling operations for shipping, food delivery, and street-cleaning vehicles.

The US, by contrast, doesn’t yet have road-going (as opposed to sidewalk-going) driverless AVs deployed, with companies like Nuro still limited to pilots and R&D fleets. They do have an estimated 3,000 to 5,000 sidewalk AVs, but China has many of these also, and they are a much simpler technology.2
China also seems to be leading in autonomous trucking.

Different Environments
A common critique is that China’s pilot zones create an artificial environment, so bragging about its safety record or miles driven is like bragging about avoiding accidents while driving a golf cart around a country club. I think this is wrong.
For context: China has pioneered an ambitious pilot zone strategy, reshaping large portions of cities to accommodate AVs through vehicle-road-cloud integration (车路云一体化). Intersections broadcast signal timing, cameras extend line-of-sight, and cloud systems coordinate traffic flows. These zones feature highly visible stop signs, walkways, and pedestrians, often exclude unpredictable bike lanes and scooters, and were initially launched in lower-density areas.
But Waymo can’t drive everywhere in its pilot cities either. Wuhan’s pilot zones started small but now blanket the entire city, with AVs driving alongside cyclists, scooterers, and jaywalkers.


^Guy rides an Apollo Go vehicle in Wuhan, one of the most ambitious AV cities in China. Also, note that Chinese AVs seem to have much more expansive user experience features, like an AI assistant that can roll down the window or give you a back massage.
There’s also a more forgiving regulatory structure. China’s centralized system somewhat mitigates complications like interstate travel. The US counter is that bullish states can move ahead without federal approval, but the downside is that Waymo burns significant resources negotiating bespoke city-by-city agreements domestically, diverting time from international expansion and raising legal barriers for new companies entering the US market. Chinese AV companies also have to work out separate agreements city-to-city, but with a federal mandate and more lenient legal code, this is still less of a headache than in the US.
Differences In Public Opinion
The survey evidence we have (imperfect and limited as it is) points in a fairly consistent direction: Chinese consumers appear meaningfully more comfortable with autonomous vehicles than their American counterparts. Across multiple studies, acceptance levels in China typically fall somewhere in the 50-80 percent range, while US figures tend to cluster closer to 25-40 percent.
High-profile incidents have, however, exposed real limits to public tolerance. A widely reported crash involving a Xiaomi SU7 that killed three students triggered a wave of public backlash and appears to have made regulators more cautious about how quickly AVs are rolled out.
There’s also a growing undercurrent of economic resistance. In Wuhan, often described as China’s most AV-forward city, ride-hailing drivers have repeatedly complained (you might even say protested) that autonomous vehicles threaten to displace what is, for many, their primary source of income. Those concerns carry extra weight in a weak labor market, where unemployment remains high and alternative opportunities are scarce.
China is reported to have around 38 million truck drivers. In the US, it’s roughly 2.2 million, and the industry faces labor shortages. China also has a larger ride-hailing and food-delivery ecosystem, meaning that when you add it all up, China has nearly twice the per capita rate of workers in occupations at risk of displacement (36.8 vs 20.0 per 1,000 people) [Breakdown in Appendix 2].

2. The International AV Market
The divergence between US and Chinese approaches to autonomous vehicles becomes even more pronounced in their international expansion strategies.
US Companies (i.e., just Waymo currently) have deals with:
	USA

	UK

	Japan

	Possibly Australia


Chinese companies have deals with:
	China

	UK

	UAE

	Saudi Arabia

	Singapore

	Hong Kong

	South Korea

	Germany

	France

	Spain

	Switzerland

	Belgium

	Luxembourg


The international lead for Chinese companies is larger than it appears, because countries already integrated into China’s Digital Silk Road infrastructure are natural targets for the next wave of expansion. Egypt, for example, is attempting to ditch Cairo by building the New Capitol, with extensive Chinese infrastructure support for “smart city features,” the kind of project that sounds ripe for AV deployment. Similar rumblings have been true for Oman. WeRide also struck a partnership with Grab, the biggest ride-hailing app in Southeast Asia, which positions it well for expansion into the entire subcontinent.
*Note: What counts as an ‘agreement’ is broad. France’s agreement with WeRide for robobus deployments at Roland-Garros isn’t blanketing Paris with robotaxis, but it still shows the buds of cooperation, such as the subsequent deal between WeRide and Renault to deploy Robobuses in France’s Drôme region. Others, notably in the Middle East, are signalling the launch of full-scale commercial operations with hundreds of vehicles and city-wide infrastructure.
Middle East
China has the clearest advantage in the Middle East.
What makes the Middle East such a natural fit is that many governments there can reconfigure the built environment and the regulatory environment in parallel to accommodate AVs. The US strategy, thus far, seems to be to drop AVs into existing roads and regulatory systems and hope for the best.
For example, Saudi Arabia signed a deal with WeRide in 2024 to deploy robotaxis across the Neom megaproject. With help from the Chinese, the planned city is being built with dedicated infrastructure for autonomous vehicles. The UAE is doing similar things. WeRide has reportedly accumulated 1 million km of operational mileage in Abu Dhabi already.

Some of these supply-side projects sound overly ambitious (not off-brand for Chinese infrastructure projects), but the crucial difference from Chinese domestic projects is that Chinese companies won’t primarily bear the financial burden if these Middle Eastern ventures turn out to be total disasters. The host countries are paying Chinese companies to provide infrastructure, meaning China profits from its construction expertise regardless of whether demand materializes. If Neom ends up as a half-built, empty city in the middle of the desert with hundreds of AVs and no one to use them, that’s a sunk cost primarily for the UAE and Saudi Arabia.
China would still incur losses from producing the vehicles themselves, but if they only provide the software and key components, like LiDAR, while allowing local companies to supply the base vehicles, losses would likely be limited to $10-20k per vehicle. These vehicles could also be reclaimed and redeployed elsewhere.
Europe
Europe is a more surprising case than the Middle East. Despite the EU’s openly wary stance toward Chinese vehicles — as evidenced by their anti-subsidy probes and tariffs on Chinese EVs — Chinese AV companies are making significant inroads ahead of American competitors.
Is Europe following the same trajectory with respect to Chinese EVs, where regulators stepped in only after there was significant market penetration?
From all my interviews on this topic, the biggest open question people had is what will Europe do next? GDPR already imposes strict requirements on data collection and processing, while the less-discussed Cyber Resilience Act mandates cybersecurity standards for connected products. Both could be used to block Chinese AVs.
The precedent is already set. The US has effectively banned Chinese EVs through the Connected Vehicle Rule, which prohibits vehicles with Chinese or Russian software due to national security concerns about data collection and potential infrastructure mapping. However, China has recently responded with new guidelines exempting foreign-collected automotive data from security assessments, primarily an attempt to assuage European data privacy concerns about Chinese vehicles.
Chinese companies are partnering with local European automakers (like Stellantis) for the base vehicle while supplying the AV-specific infrastructure and software themselves. This approach could help circumvent EU tariffs on Chinese EVs — which would otherwise apply to Chinese robotaxis if they use Chinese EVs as their base vehicle — and positions the arrangement as a joint venture rather than simply dumping Chinese vehicles onto European streets.
3. Who has leverage in the AV supply chain?
China’s Leverage
LiDAR uses laser pulses to create detailed 3D maps of a vehicle’s surroundings, measuring distances to objects. It’s the spinning sensor thingy typically mounted on top of autonomous vehicles. China controls ~90% of the global LiDAR market. Firms like Hesai, RoboSense, Huawei, and Seyond account for the bulk of automotive-grade LiDAR shipments.



Waymo, importantly, produces its own LiDAR in-house, so China can’t cut it off. But most of the AV industry lacks that level of vertical integration, and because Waymo’s LiDAR is proprietary, new companies entering the market will likely be beholden to Chinese suppliers. (An AI analogy is Google’s TPUs for AI models; they can produce these for themselves, but a new entrant into the AI game would likely be reliant on NVIDIA’s GPUs.)
Batteries are another potential choke point. Most robotaxis are electric, which pulls AVs directly into the EV battery supply chain that China dominates end-to-end. CATL and BYD together account for over half of global EV battery installations, with companies like Tesla, BMW, Ford, Volkswagen, and Toyota all using them. Even Waymo’s next-generation robotaxis use Chinese-made Zeekr vehicles powered by batteries from CATL.
Interestingly, CATL was designated as a “Chinese military company” by the Biden-era DoD and added to the blacklist for government or military usage. This blacklisting doesn’t apply to commercial vehicles… yet.
These advantages translate directly into cost. Public estimates routinely put Waymo’s current robotaxis at roughly $130k-$150k per vehicle, once sensors, compute, and the base car are included. It is purported that they spend $40-50k just on sensors (like LiDAR), since they are paying a premium to produce it themselves. Chinese robotaxi platforms, by contrast, are cited at $30k-$50k all-in, due to state subsidies and the preexisting car manufacturing prowess.
US Leverage
If China were to withhold access to LiDAR or batteries, how could the US respond?
Most directly through NVIDIA chips, but not the standard Hopper and Blackwell series GPUs used in AI data centers. Unlike data center GPUs designed for training, AVs use automotive-grade systems-on-chip (SoCs) like NVIDIA DRIVE Orin and Thor — integrated platforms that combine CPU, GPU, and dedicated neural network accelerators optimized for real-time inference, safety certification, and lower power consumption. Baidu uses dual Nvidia Orin X chips, Pony.ai uses four Orin chips, and WeRide recently deployed Nvidia’s Thor platform.
However, the technical barriers differ significantly between AI and AV chips. For AI GPUs, cutting-edge nodes (2-5nm with EUV lithography) are essential to achieve the compute density required for training workloads, but autonomous driving chips face lower node requirements. Current AV chips like Nvidia’s Orin operate on relatively mature ~8nm processes, since AV workloads prioritize deterministic latency, power efficiency, safety certification, and software integration over just raw compute density. This means Chinese domestic foundries like SMIC could theoretically produce decent AV chips on 7-12nm nodes without accessing advanced lithography equipment, whereas comparable AI training chips would require the cutting-edge processes that remain out of reach.
I don’t want to underplay it. The upcoming NVIDIA Thor chips use 4-5nm nodes that Chinese companies cannot fabricate through TSMC. And it would be a real headache for Baidu, WeRide, and Pony.ai to switch to domestic alternatives, as this also means switching much of the downstream software ecosystem. But unlike AI training, I also don’t want to underplay that chips aren’t everything for AV infrastructure.
US export restrictions currently limit TSMC to fabricating AI-related chips at 7nm or larger nodes for Chinese customers. AV chips ostensibly fall under this distinction. Several leading Chinese AV chips therefore operate at or above this threshold: Horizon Robotics’ Journey 6P chip, Huawei’s HiSilicon Ascend series (used in its MDC platform), and Black Sesame’s A1000 chip. These chips are proving, at minimum, viable: Black Sesame’s A1000 powers mass-production vehicles from Geely’s Lynk & Co, Hycan, and other major Chinese automakers, while Horizon controls 49% of China’s self-driving chip market and claims more vehicles with Navigate on Autopilot-style features use its chips than NVIDIA’s.
So, NVIDIA has leverage in AV chips, but lacks the stranglehold it enjoys over AI GPUs. I do still believe their chip advantage outweighs the leverage Chinese companies hold with LiDAR and batteries, since China remains fundamentally bottlenecked without access to EUV lithography and other crucial semiconductor manufacturing equipment, whereas the US has demonstrated it can produce LiDAR and batteries when needed, albeit less efficiently and at higher cost than China. However, rare earths and critical minerals add another layer of interdependence, since elements like neodymium and gallium are essential for LiDAR systems and electric motors.  Everything is quite intertwined at both the front end and back end of the stack, meaning, for now, both American and Chinese vehicles are reliant on each other.
Conclusion
China’s AV sector is performing strongly — controlling key parts of the supply chain, dominating international expansion, and scaling up deployment domestically. But here’s a puzzle: why did both Pony.ai and WeRide experience brutal post-IPO crashes? Pony.ai fell from its debut price of $15 to $4.18 before recovering to around $16-17, while WeRide plummeted from $15.50 to around $9-10. Their valuations of approximately $7 billion and $3 billion pale in comparison to Waymo’s estimated $110+ billion valuation.
I suspect these conditions can coexist. China’s unique political economy has proven it can (1) dominate a global sector without (2) guaranteeing it is financially lucrative. A similar dynamic has played out with EVs. China produces 70% of global EV output, yet most Chinese EV makers operate at a loss. State-backed capacity buildout created severe overcapacity and price wars, with automaker margins falling from 5.0% in 2023 to 4.4% in 2024 despite surging volumes.
The brutally competitive domestic market may explain why these AV companies are racing overseas. If you strike a deal with the UAE and are the only AV company able to operate there, there is some room to breathe away from the vicious competition within China.
Want to chat about global AV competition? Reach out to me at nick@chinatalk.media
Appendix 1: Estimate of Total Rides
	Waymo (US)
	Widely cited reporting places Waymo at ~20 million cumulative paid robotaxi rides as of early 2026 (Financial Times)



	Baidu Apollo Go (China)
	Public disclosures and secondary reporting put Apollo Go at ~17 million cumulative rides by late 2025 (Financial Times, Baidu Press Release)



	WeRide (China)


	1000 robotaxies (WeRide website)


	Conservative implication:
	10 trips/vehicle/day → 1,000 × 10 × 365 ≈ 3.7M rides/year

	25 trips/vehicle/day → 1,000 × 25 × 365 ≈ 9 M rides/year




	Pony.ai (China)
	Chinese-language disclosures report ~900-1,000 robotaxis with ~15-23 orders per vehicle per day

	Implied annual volume:
	15 trips/day → ~5M rides/year

	23 trips/day → ~8M rides/year





	Aggregate implication (best guess)
	Apollo Go (cumulative): ~17M

	WeRide (implied cumulative): ~3.7-9M

	Pony.ai (implied cumulative): ~5-8M

	China total: ~25.7-34M cumulative robotaxi rides

	U.S. total: ~20M (just Waymo)




There are other small contributors on both sides, but I think these effectively cancel each other out, since none exceed 1 million rides.
Appendix 2: Estimate of Non-Passenger Vehicles
China had 7.48 million certified ride-hailing drivers in 2024, and food-delivery platforms alone support millions more workers. Meituan alone reported 3.36 million average monthly active delivery riders in 2024, many of them relying on these jobs as their primary source of income rather than a side hustle, whereas that number is around 37% of US gig workers. I estimate the Chinese total is something like 13-14 million for food plus ride-hailing services (plus the 38 million truck drivers).
The US has approximately 3-6 million gig workers in these sectors: ~2-2.2 million ridehailing drivers (Uber had 8.8 million drivers globally in Q2 2025 with approximately 1-1.5 million in the US based on historical data) and ~2.5-3 million food delivery workers. DoorDash had 8 million dashers in 2024, but I’ll also discount this because many of them are part-time workers. 72% of DoorDash drivers work 4 or fewer hours per week.
In total, I estimate:
China: (13.5 + 38 million) ÷ 1,400 million (population) = 36.8 per 1,000 people
United States: (4.5 + 2.2 million) ÷ 335 million (population) = 20.0 per 1,000 people
1According to the author of the SCSP piece, the methodology involved aggregating the most recent publicly available mileage figures from major AV firms in each country, with hyperlinked sources for verification. Companies without disclosed mileage data were excluded on the assumption that unreported miles would be minimal and wouldn't substantially alter the findings. This approach was necessary because neither China nor the US maintains centralized public records of autonomous vehicle testing, and few alternative datasets are available for comparison.


2Serve Robotics alone reports a fleet of 2,000+ autonomous sidewalk delivery robots operating across multiple U.S. cities, making it the largest publicly disclosed deployment of this type. Other US sidewalk-robot operators (e.g., Starship Technologies, Kiwi Campus) operate additional fleets but do not regularly publish consolidated national totals, implying, in my opinion, an overall US sidewalk-robot count plausibly in the 3,000–5,000 range.



  
  
    Deep Dive

    Neom

    Based on Wikipedia: Neom


In the desert of northwestern Saudi Arabia, workers are dying at a rate of more than four per day. They're building a city that may never exist—at least not in the form its creators promised. This is the story of Neom, the most ambitious and troubled construction project in human history.


A Vision Born of Oil Anxiety


Saudi Arabia has a problem. The kingdom sits atop roughly seventeen percent of the world's proven oil reserves, and for decades, this black gold has funded everything—schools, hospitals, palaces, and a population that largely doesn't need to work. But oil is a finite resource, and the world is slowly, haltingly turning away from fossil fuels. What happens to a country whose entire economy depends on something the rest of the world is trying to quit?


This existential question gave birth to Saudi Vision 2030, an ambitious plan announced in 2016 to transform the kingdom into a diversified, modern economy. And the crown jewel of this vision? A futuristic megacity called Neom.


The name itself is a portmanteau—a linguistic mashup. The first three letters come from the Greek prefix "neo," meaning new. The final letter, M, represents the Arabic word "mustaqbal," meaning future. New future. It's the kind of name a committee of marketing consultants might produce, but it captured something real: Saudi Arabia's desperate hope to reinvent itself before time runs out.


The Announcement


On October 24, 2017, Crown Prince Mohammad bin Salman took the stage at the Future Investment Initiative conference in Riyadh. The event had attracted global titans of finance and technology, and bin Salman had something spectacular to show them.


He unveiled plans for a city unlike anything the world had ever seen. Neom would sprawl across 26,500 square kilometers of desert—an area roughly the size of Albania or Massachusetts. It would sit at the northern tip of the Red Sea, just east of Egypt across the Gulf of Aqaba and south of Jordan. The location was strategic: a crossroads where three continents meet, positioned to become a global trade hub.


But what made Neom truly audacious wasn't its size. It was everything else.


The city would operate independently from Saudi Arabia's existing government, with its own tax laws, labor laws, and judicial system. Robots would handle security, logistics, home delivery, and even caregiving. The entire metropolis would run on renewable energy—wind and solar only. There would be a floating industrial complex shaped like an octagon. Luxury resort islands. A mountain ski destination in the Arabian desert. And most famously, a linear city called "The Line"—a mirrored structure stretching 170 kilometers through the desert, housing nine million people in a building just 200 meters wide.


The initial price tag: 1.6 trillion dollars.


The Reality Check


Here's where fantasy collides with physics, economics, and human nature.


By July 2022—five years after the grand announcement—only two buildings had been constructed. Most of the project area remained bare desert, indistinguishable from the wilderness that had been there for millennia. The 2020 completion target for major portions came and went. The 2025 expansion deadline approached with little progress to show.


The costs exploded. That initial $1.6 trillion estimate? Eventually, projections ballooned to $8.8 trillion—more than twenty-five times Saudi Arabia's entire annual government budget. To put that in perspective, the entire gross domestic product of the United States is around $27 trillion. Neom was projected to cost roughly a third of the American economy.


In 2024, reports emerged that the project had been substantially scaled back from its original vision. Saudi officials denied this, but the evidence kept mounting. A Wall Street Journal investigation in 2025 uncovered an internal audit revealing extensive problems, including what the document called "evidence of deliberate manipulation" by the project's managers.


By 2025, new contracts for Neom had dried up entirely. Saudi Arabia's pre-budget statement for 2026 didn't mention Neom at all—a striking omission for what was supposedly the centerpiece of the nation's economic transformation.


The Emperor's New Clothes


Former employees who worked on Neom described something troubling about the project's culture. They compared it to Hans Christian Andersen's famous fairy tale "The Emperor's New Clothes"—the story where everyone pretends the emperor is wearing magnificent garments when he's actually naked, because no one dares tell him the truth.


Crown Prince bin Salman wasn't just a distant sponsor of Neom. He was the hands-on chair, deeply involved in day-to-day decisions. And according to former staff, he kept proposing increasingly bold ideas that his subordinates had serious concerns about. But dissent was ignored or punished. The culture made it nearly impossible to deliver bad news upward.


The project's CEO, Nadhmi Al-Nasr, faced accusations of promoting a management style that "belittled expatriates, made unrealistic demands, and neglected discrimination in the workplace." One former chief executive's resignation letter accused Al-Nasr's leadership of being "consistently inclusive of disparagement and inappropriately dismissive and demeaning outbursts." Present and former staff confirmed that Al-Nasr berated and scared his employees.


A few weeks after a grand opening party for one of Neom's components in October 2024, Al-Nasr was removed from his position.


Sindalah: A Case Study in Struggle


To understand Neom's challenges, look at Sindalah—a relatively modest piece of the larger puzzle. Sindalah was announced as a luxury island resort off the coast, featuring an 86-berth marina, three luxury hotels, and capacity for 2,400 daily visitors. A nine-hole golf course overlooking the sea was constructed in 2023.


In October 2024, Sindalah held a grand opening party. Celebrities and dignitaries attended. It seemed like a turning point—finally, something tangible.


But as of March 2025, Sindalah remained closed to the public. The grand opening was a party without an actual opening. The project had arrived three years behind schedule and cost three times its initial budget. And this was one of the simpler components of Neom.


The Human Cost


Behind the architectural renderings and press releases lies a darker reality.


Neom is being built in territory that wasn't empty. The Howeitat tribe has lived in this region for generations. When the project began, approximately 20,000 people faced forced relocation. Villages were razed. Thousands of people were moved against their will to make way for a city most of them would never be allowed to live in.


Some resisted. Abdul Rahim al-Huwaiti was killed by Saudi security forces under disputed circumstances while protesting his forced eviction. Three other members of the Howeitat tribe were sentenced to death for resisting evictions. Their crime: refusing to leave their ancestral homeland.


But the human toll extends far beyond the displaced locals. A 2024 documentary by the British television network ITV reported approximately 21,000 foreign worker deaths since construction began in 2017, with an additional 100,000 workers reported missing. These numbers, if accurate, would make Neom one of the deadliest construction projects in modern history.


The workers come primarily from India, Bangladesh, and Nepal—poor countries where the promise of Saudi wages draws desperate men willing to endure almost anything. What they find is something closer to indentured servitude.


Workers report sixteen-hour workdays for fourteen consecutive days in temperatures reaching 50 degrees Celsius—that's 122 degrees Fahrenheit, hot enough to kill. Many describe feeling like "trapped slaves." Some are required to pay fines equivalent to five months' salary if they want to leave their positions. In practice, this means they can't leave.


The death statistics tell a grim story. Government records from India, Bangladesh, and Nepal show that seventy to eighty percent of worker deaths are officially classified as "natural causes." But investigations reveal that many of these workers collapsed at their workplaces before dying. A healthy thirty-year-old man doesn't die of "natural causes" after working sixteen hours in extreme heat. Yet that's how Saudi authorities often record it.


At the Indian embassy in Riyadh alone, 1,420 Indian migrant worker deaths were recorded in 2023. Seventy-four percent were attributed to natural causes. In Bangladesh, 80 percent of 887 deaths during the first six months of 2024 received the same classification. The pattern is consistent and damning.


At least 13,685 Bangladeshis died in Saudi Arabia between 2008 and 2022. More than 1,500 died in 2022 alone. Approximately twenty percent of Neom's workforce comes from Bangladesh.


The Components of a Dream


Despite its troubles, Neom has announced a bewildering array of sub-projects, each more fantastical than the last.


Oxagon is planned as a floating industrial complex in the shape of an octagon—hence the name. Located about 25 kilometers north of the town of Duba, it would cover roughly 200 to 250 square kilometers, with about 40 square kilometers forming an actual city. Plans include a desalination plant, a hydrogen plant, and an oceanographic research center. The former port of Duba has already been renamed "the port of Neom."


Trojena, launched in March 2022, aims to be the first major outdoor skiing destination on the Arabian Peninsula. Yes, skiing in the desert. The site sits about 50 kilometers from the Gulf of Aqaba coast in the Sarat Mountains, at elevations between 1,500 and 2,600 meters. The climate there is considerably cooler than the surrounding region. Renowned architecture firm Zaha Hadid Architects designed a 330-meter-tall skyscraper for Trojena, a crystalline structure that would stand on a mountain overlooking an artificial lake, connected to the development below by cable car. In October 2022, Trojena was announced as the host of the 2029 Asian Winter Games.


Aquellum, announced in January 2024, would be what planners call a "subterranean digitalized community of the future." Described as an upside-down skyscraper, it would be dug into a 450-meter-high mountain, with access from an underwater square. The concept inverts traditional architecture—instead of building up toward the sky, you dig down into the earth.


Leyja is planned as an eco-tourism destination where 95 percent of the land area would be preserved as natural space. Three boutique hotels are planned, designed by some of the world's most prestigious architectural firms.


There are also plans for 6,500 hectares of agricultural fields—roughly 16,000 acres—relying heavily on genetically engineered crops. A subsidiary called ENOWA was founded to provide renewable energy, green hydrogen, and zero-waste desalination.


The Money Trail


Following the money reveals both the scale of ambition and the desperation to make something—anything—stick.


In January 2019, the Saudi government established a closed joint-stock company named Neom. The company is wholly owned by the Public Investment Fund, Saudi Arabia's sovereign wealth fund. This fund, one of the largest in the world, manages hundreds of billions in assets and has been aggressively investing in everything from electric car companies to video game studios to professional golf.


Neom has pursued partnerships and sponsorships with almost frantic energy. In March 2020, the project signed on as a principal partner with the Mercedes-EQ Formula E racing team. In June 2022, Neom became the title sponsor of McLaren Racing's electric motorsport division. The project sponsored the Asian Football Confederation, hosted extreme motorsport events, and opened international offices in London and New York.


One of the most intriguing partnerships involves green hydrogen. In July 2020, American company Air Products and Chemicals announced it would build the world's largest green hydrogen plant in Saudi Arabia, a five-billion-dollar joint project with Saudi Arabia's ACWA Power and Neom. Green hydrogen—produced using renewable energy to split water molecules—is seen by some as the fuel of the future, a clean alternative to natural gas and coal.


Indian conglomerate Larsen and Toubro won a contract to build a 2,930-megawatt solar power plant, a 1,370-megawatt wind farm, a 400-megawatt battery storage system, and 190 kilometers of power transmission lines. These are real projects, actually being built. The renewable energy infrastructure may end up being Neom's most lasting legacy, even if the floating cities and mirrored linear metropolises never materialize.


The Israel Connection


One of the stranger subplots in the Neom story involves Israel, a country that Saudi Arabia doesn't officially recognize and has historically treated as an enemy.


Despite this antagonism, analysts suggest Saudi Arabia may be interested in Israeli intellectual and technological capabilities for Neom. Israel has become a global leader in high-tech industries, artificial intelligence, and water technology—exactly the expertise Neom's ambitious plans require.


According to reports in Israeli newspapers, there is evidence of coordination between Arab businessmen and diplomats in Tel Aviv, with Israeli companies reportedly positioned to secure contracts worth billions of dollars. The Saudi government is allegedly involved in these communications.


Some analysts have proposed that Neom could serve as an impetus for normalization between Saudi Arabia and Israel—a business partnership that leads to diplomatic recognition. The project's location near the Gulf of Aqaba, close to both Israeli and Jordanian territory, would make such cooperation geographically convenient.


Whether this represents genuine strategic planning or wishful thinking remains unclear. But the mere fact that such discussions are apparently happening marks a significant shift from the region's recent past.


What Remains


As of 2025, Neom exists primarily as a collection of promises, a few scattered construction sites, and a mounting death toll among the workers trying to build it.


Some things are real. The airport at Sharma operates commercial flights between Riyadh and Neom, with a 3,757-meter runway and an official airport code (NUM) from the International Air Transport Association. Some infrastructure has been built. The renewable energy projects are progressing. A golf course overlooks the sea.


But the grand visions—the linear city housing nine million people, the floating octagonal industrial complex, the ski resort in the desert, the robot servants and autonomous judicial systems—remain renderings on screens, PowerPoint slides shown to investors, dreams that may or may not ever take physical form.


Crown Prince Mohammad bin Salman has remained defiant. In 2023, he said of the project's critics: "They say in a lot of projects that happen in Saudi Arabia, it can't be done, this is very ambitious. They can keep saying that. And we can keep proving them wrong."


But the evidence keeps mounting that Neom, in its original conception, cannot be done—or at least cannot be done for any price Saudi Arabia is willing to pay, in any timeframe that makes economic sense. The internal audits, the scaled-back plans, the missing budget mentions, the fired CEO, the closed-but-opened resort—all point to a project in serious trouble.


The Deeper Question


Perhaps the most interesting thing about Neom isn't whether it succeeds or fails. It's what the project reveals about our moment in history.


A nation built on oil wealth looks at a world turning away from oil and responds by trying to will a new future into existence through sheer ambition and unlimited spending. The result is a project that combines genuine innovation—serious renewable energy infrastructure, forward-thinking urban concepts—with magical thinking and brutal human costs.


Neom represents both the best and worst impulses of modern megaprojects. The best: a willingness to think at vast scales, to imagine cities that might actually work better for human beings and the planet. The worst: a disregard for human rights, a culture that punishes truth-tellers, and a faith that money and power can overcome physical and economic reality.


Whether Neom ultimately becomes a functioning city, an expensive monument to hubris, or something in between, the world is watching. The project's fate will say something important about what's possible in the twenty-first century—and what isn't.


In the desert of northwestern Saudi Arabia, the future is being built. Or trying to be. The workers keep arriving, the sun keeps blazing at fifty degrees, and somewhere in a boardroom in Riyadh, the plans keep getting revised. The new future, it turns out, is complicated.
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This essay will appear in our forthcoming book, “Making the Modern Laboratory,” to be published later this year.
By Matt Lubin
Until the 20th century, there was no easy way to detect a pregnancy. One could wait for two missed menstrual cycles, watch for the first signs of a baby bump, or listen closely for a fetal heartbeat, but none of these methods work until several months into gestation. Ancient and medieval sources describe a variety of possible tests to determine whether a person was pregnant, but none were remotely reliable by modern standards.1
In the 19th and 20th centuries, researchers began looking for a solution in the emerging science of endocrinology, the systematic study of hormones. It was during this era that doctors and biologists began to shift from studying anatomy (observing the mechanics of visible organs) to exploring the invisible potency of “internal secretions” and “juices” that directed bodily phenomena. Early experiments by endocrinologists were crude, however, usually involving the injection of fluids from one animal (or human) into another and seeing what happened.
One pioneering endocrinologist who predicted the existence of hormone chemicals was Charles-Édouard Brown-Séquard. In 1889, he shared results from a “study” in which he injected himself with an elixir of “the three following parts: first, blood of the testicular veins; secondly, semen; and thirdly, juice extracted from a testicle, crushed immediately after it has been taken from dog or a guinea-pig.” Brown-Séquard found that these testes-semen injections restored to him all the vigor of his youth, though few others have been able to reproduce his results.2
In this spirit, two doctors working in Berlin, Selmar Aschheim and Bernhard Zondek,3 discovered an early pregnancy test in 1928 by injecting patients’ urine into laboratory mice. A few days after the injections, the mouse would be killed and dissected so that its ovaries could be examined; if the patient who provided the urine sample was pregnant, the mouse would develop “ovarian blood spots.” 
In the U.S., Maurice Friedman adapted this approach for rabbits because a single rabbit could handle a larger volume of urine, their ovulation patterns are a bit more reliable, and clinical centers generally found them easier to house. His “rabbit test,” released in 1931, became the American standard for several years. Yet both the mouse and rabbit tests had significant drawbacks: they required waiting several days for results, and the animals had to be euthanized or at least operated upon to check for signs of ovulation.

It was around this same time that a British scientist living in South Africa, Lancelot Thomas Hogben, injected some ox pituitary extract into an African clawed frog, Xenopus laevis, as part of his efforts to understand how hormones influence ovulation. It did not take long for Hogben to realize he had struck gold (or rather, eggs) because, just hours after the injection, the frog laid many hundreds of them. Thrilled by this discovery, two former students of Hogben’s, Hillel Shapiro and Harry Zwarenstein, demonstrated that these African frogs would be much more suitable for pregnancy tests than mice or rabbits.4

Reliably, these frogs would ovulate within 18 hours of being injected with the urine sample of a pregnant person, laying easily visible eggs at any time of year. Unlike the rabbit test, this new “bioassay” was faster and left the animal perfectly unharmed for future use. Word spread quickly, and within a few years, biological institutions everywhere were inundated with ovulating Xenopus frogs.
Thanks to the discovery of the specific “pregnancy hormone” (chorionic gonadotropin, or hCG) and lateral flow devices that can detect its presence, modern-day pregnancy tests do not require rabbits, frogs, or indeed, any other animal. But their widespread use for pregnancy testing was what likely helped entrench Xenopus laevis (and a few of its cousins) in scientific research.
Xenopus frogs possess a strangely zen-like charisma. Their lidless eyes protrude from the tops of their flat heads, and when not feeding, swimming, or mating, they tend to laze in the water and stare at you. They lack tongues; instead, they open their maws and shovel in prey with their front feet as it passes. These same feet allow them to grip females during mating, while they use their webbed back feet, equipped with distinctive black claws on the last three toes, to swim. These appendages inspired their name, “Xenopus,” which means strange-footed.
The sudden abundance of Xenopus in laboratories during the 1930s and 40s may seem like a stroke of luck for biologists, but in truth, frogs were not newcomers to research labs. Well before Xenopus frogs were used as “obstetrical consultants” (as one scientist referred to such animals), many other frog species played a role in developmental biology.
The main reason for this was convenience: frogs are relatively easy to find, catch, and house, as anyone who grew up near a pond can attest. They also lay many eggs at a time, and their eggs are generally larger than most fish eggs but unencased by hard shells like bird eggs, making them excellent research subjects for understanding embryonic development.
The most prominent early frog experiments were performed way back in the 18th century by Italian scientist, Lazzaro Spallanzani (whose other accolades include the discovery that bats use echolocation and that digestion harnesses the chemistry of gastric juices). By brushing unfertilized eggs with frog sperm, Spallanzani proved that fertilization could occur outside the female body — a finding he later confirmed in mammals through the successful in vitro fertilization of a dog.
Perhaps his most memorable experiment, however, was his demonstration that it was specifically semen that caused fertilization. He proved this using a negative control: Spallanzani sent off male frogs to “seek the females with equal eagerness, and perform, as well as they can, the act of generation” while wearing miniature taffeta breeches that he had meticulously sewn for their tiny legs, preventing their semen from reaching any eggs. The result of this experiment, he wrote, “is such as may be expected: the eggs are never prolific [e.g., fertilized], for want of having been bedewed with semen, which sometimes may be seen in the breeches in the form of drops.”5

Over the next hundred years, European scientists continued to make crucial discoveries in the burgeoning field of embryology by manipulating amphibian eggs. However, these studies were usually done using locally available species, such as frogs from the genus Rana (which includes most common pond frogs of Europe, Asia, and North America). It was a century and a half after Spallanzani sewed his silk condom-pants that American and European biologists found themselves with an abundance of Xenopus eggs on their hands thanks to their use in fertility testing.
The same qualities that made African clawed frogs attractive for pregnancy testing also made them excellent laboratory models; they do fairly well in captivity. Xenopus are fully aquatic species6 with simple needs, at least by most amphibian standards. They eat almost anything, can survive in tap water,7 and can live for up to twenty years. And a single brood from these frogs yields hundreds to thousands of eggs at a time.


For scientists, these eggs are far more interesting than the adult frogs. Just one-tenth the size of a typical marble, but clearly visible to the naked eye, these two-toned eggs are dark on one side and light on the other, a pattern reminiscent of a Poké Ball. The contrast between these two colored sections (with a grey crescent in between) becomes more pronounced after fertilization, when the pigmentation concentrates at the site of sperm entry. This darker half of the egg is known as the “animal” pole, the half which will divide into smaller cells more quickly, and is thus more “animated” relative to its “vegetal” pole, the lighter-colored half characterized by dense yolk. 
Today, one can find numerous videos showing how no special dyes or equipment (beyond, perhaps, a magnifying lens) are necessary to observe the early rounds of cellular division in Xenopus eggs; meticulous work by dozens of scientists has since determined which organs will arise for these early cell divisions.
Beyond their visual properties, frog eggs are also useful research subjects because their embryos are easily manipulated; eggs can be poked, prodded, and even completely torn apart while still maintaining the capability to develop into tadpoles. One of the most beautiful experiments from early embryology, conducted by Hans Spemann and his student Hilde Mangold8 in the 1920s, was originally done in newts, but can be easily replicated in frog eggs: if you remove a small piece of tissue off one amphibian embryo and attach it onto a second, this ripped-off chunk of cells will develop along with the “donor” egg such that the resulting tadpole grows to have two fully formed heads.

Spemann and Mangold’s extraordinary discovery sparked an international race, from Japan to the United States, to identify the chemical factors responsible for the activity of the “organizer” tissue, as Spemann and Mangold called it. The “miners” of the time, however, lacked the metaphorical tools needed to dig up the secrets of these organizer cells. Although they knew, generally, that all biological traits were controlled by chromosomes housed in the cell’s nucleus, they did not know how those chromosomes gave rise to genes.
That changed in 1953, when Watson and Crick published their celebrated papers describing the structure of the DNA molecule and how it suggested a mechanism of gene inheritance. The work over the next decade that would unveil the secrets of the genetic code was mostly done in simple models such as bacteria, viruses, or yeast cells. But it was, incidentally, a Xenopus experiment that provided the most dramatic demonstration that even adult animal cells retained the entire genetic library of information necessary to recreate an organism.
In 1968, following experiments by Robert Briggs and Thomas King showing that the nucleus of one cell can be successfully transferred into another, developmental biologist John Gurdon took the nucleus from an adult frog cell and injected it into an egg whose nucleus had been removed. The resulting egg, now carrying DNA from an adult “parent,” was capable of growing into a normal tadpole and then adult frog, with all the varied cell types of a normal animal. This new frog was a “clone,” from the Greek word for “twig,” being grown, as it were, from a clipping of an adult tree instead of from a seed.9 Dolly, a sheep cloned in 1996, gained notoriety as the first cloned mammal, but the first animal cloned from an adult cell was actually a Xenopus frog, nearly three decades earlier.
Today, if you overhear a molecular biologist talk about their “cloning work,” they are unlikely to be discussing attempts to make an identical twin out of a grown animal. Instead, they are probably speaking about the cloning of specific genes; synthesizing or copying the sequence of a gene (the specific combination of DNA chemical letters that spell it out) and amplifying it by taking advantage of the rapid proliferation (and gene copying capacity) of the bacterium E. coli. However, this still routes us back to the frog, as this basic technique of having bacteria express a gene from a eukaryote was first achieved with the successful cloning of a Xenopus gene in 1974.
Genetic cloning was made possible by three discoveries: restriction enzymes, molecular scissors that cut DNA at specific sequences, ligases that could rejoin those fragments into new arrangements, and the idea of including antibiotic resistance genes alongside the cloned gene so that successful constructs can be identified using antibiotics. Herb Boyer at UC San Francisco, who had purified the restriction enzyme EcoRI (and would go on to found Genentech, widely regarded as the world’s first biotechnology company, in 1976), conceived the idea alongside Stanford bacterial geneticist Stanley Cohen while the two were discussing their research over sandwiches at a Hawaiian deli in 1972.10 After transforming bacteria with their stitched-together plasmids, Boyer recounted checking the results: “I went to look at the gels in the darkroom, and there it was. It actually brought tears to my eyes, it was so exciting.”
Boyer and Cohen, along with other scientists, soon went further than introducing bacteria-derived genes back into other bacteria. In 1974, their team spliced the Xenopus ribosomal RNA gene into E. coli cells. This frog gene was selected because it had been thoroughly “characterized and can be isolated in [a large] quantity.” This extraordinary result demonstrated that bacteria could be coaxed into reading and copying genes from across a billion-year evolutionary divide, laying the foundation for the fields of genetic engineering, synthetic biology, and biomanufacturing.
For all its upsides, however, Xenopus laevis had its shortcomings. The frog, so favored for its use in fertility testing and embryology, turned out to be poorly suited to genetic research because, instead of having two copies of each of its genes (one from each parent), it has approximately four of each. This chromosomal messiness is not uncommon in nature, but having four similar — but not identical! — copies of their chromosomes makes sequencing laevis genomes significantly more difficult. A complete laevis genome assembly wasn’t released until 2016, trailing a decade or more behind other model organisms such as Mus musculus (mouse) and Rattus norvegicus (lab rat) or agricultural workhorses like Bos taurus (cow) and Gallus gallus (chicken).
Even without a solid understanding of Xenopus genetics, however, biologists in the 1980s found another remarkable way to put Xenopus eggs to good use. Eggs are essentially large cells; thus, a scientist with a large supply of eggs is also in possession of many easily manipulated cells. Just as young frog embryos remain intact after being prodded by needles, the cellular components of frog eggs remain biologically active even after those cells have been gently crushed and separated away from their yolks, chromosomes, and heavier components, thanks to the marvels of centrifugation. This cellular extract could be generated in large quantities, and the resulting soup of proteins and organelles would still carry out many of the most intricate operations of a cell, but in a more easily observable and controllable system.

Because these systems are not cells, but contain almost everything inside cells, they have been especially useful for understanding the amazingly well-coordinated mechanisms of cell division. Xenopus egg extracts were essential in the discovery of proteins that control the cell cycle, the dance of chromosomes as they arrange themselves for cell division, the self-assembly of structural proteins called microtubules as they direct and move those chromosomes, and the role of small messenger proteins, called Rans, in many aspects of cellular activity. What made all these discoveries possible is not only the fact that the components of these cell-free extracts are easily visualized, but also that they are exposed; there is no membranous barrier between the cellular components or any chemical that a scientist may wish to introduce into the system (or remove, such as by fishing out proteins using antibodies).
Throughout the 1980s and 1990s, scientists looking to conduct genetic research on Xenopus frogs without the genetic challenges of X. laevis did some chromosomal explorations of related species, and by the late 1990s, hit upon Xenopus tropicalis, a species that possesses many of the advantages of X. laevis but has only two sets of each chromosome instead of four. Some labs switched to using these frogs, but many groups that had well-established protocols for X. laevis were reluctant to do so, especially since Xenopus tropicalis requires different housing and handling conditions. Xenopus tropicalis frogs are also smaller than X. laevis, with smaller eggs and brood sizes. Thankfully, genetic engineering has advanced a great deal over the past two decades, and today both X. laevis and X. tropicalis are commonly used in biology research.
Even if much more is known now than in the 1930s, when Xenopus frogs were first hopping around research labs, they are still being used to solve pressing questions of basic biology, as vertebrate animal models for drug development and testing, and in experiments whose findings may only be fully understood in years to come. Thanks to their historic role in the science of fertility and embryology, four African clawed frogs were even lucky enough to be astronauts in 1992, when they boarded the Space Shuttle Endeavour to test whether or not reproduction and development could occur in zero gravity. These frogs were indeed capable of laying eggs and producing viable offspring while aboard the space shuttle. After all, nobody forced them into wearing pants.
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1One of these tests described in a papyrus from Ancient Egypt frequently copied in the ancient world involves checking whether or not the urine of a potentially pregnant person is capable of germinating cereal grains. This may indeed have some validity considering what we now know (and test for) regarding pregnancy hormones, but the variations in these centuries-old texts make them hard to evaluate.


2More on the riveting history of endocrinology can be found in Randi Hutter Epstein, Aroused: The History of Hormones and How They Control Just About Everything (Norton & Company, 2018).


3Both of these Jewish physicians had to flee Germany with the rise of the Nazis a few years later; Aschheim to Paris and Zondenk to Palestine.


4Over a decade later, Hogben would claim that it was his original idea to use Xenopus frogs for pregnancy testing and that papers by Shapiro and Zwarenstein actually delayed their clinical use; the latter two scientists responded with a sharply worded communication of their own, disputing his “recollection” of both their presence in his laboratory as well as the publications pertaining to the Xenopus tests.


5Although Spallanzani drew no pictures of these frog pants, he did describe his feelings towards them: “The idea of the breeches, however whimsical and ridiculous it may appear, did not displease me, and I resolved to put it in practice.” More on this story can be found in Edward Dolnick’s book, The Seeds of Life: From Aristotle to da Vinci, from Shark’s Teeth to Frog’s Pants, the Long and Strange Quest to Discover Where Babies Come From (Basic Books, 2017).


6Although they do breathe air and must occasionally breathe through their nostrils; when a frog is recovering from surgery (1:11:30), it must sit on a platform holding its nostrils in air because it will drown if left underwater while anesthetized.


7Though not just any water. Xenopus are still sensitive to water conditions, especially metal content. Even if they are easy to house by laboratory standards, they may be less so for the home aquarist who will need to carefully monitor water conditions.


8Although Spemann would be awarded the Nobel Prize in 1935 for this work, Hilde Mangold was no longer alive to share the accolades. At the age of just 26, when her paper associated with her doctoral research was about to be published, she died tragically when her kitchen’s gasoline heater exploded.


9Although animal cloning worked, success rates of early attempts were very low; it often took dozens to hundreds of tries before a cloned egg would reach adulthood. Half a century after his own cloning experiments, John Gurdon published seminal papers demonstrating why that is the case: although (nearly) every adult cell contains the entire genome, the genome maintains its cell-specific “memory” thanks to modifications of histones, the proteins that hold the DNA in place, among other mechanisms.


10The historical and ethical context for these experiments is explored in Siddhartha Mukherjee's The Gene: An Intimate History (Scribner, 2016) and Matthew Cobb, As Gods: A Moral History of the Genetic Age (Basic Books, 2022).
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  I am glad to be able to publish another guest submission from Holly Snape, a Lecturer in Politics at the University of Glasgow. Before moving to Scotland, she was a fellow at the Research Centre for Chinese Politics at Peking University’s School of Government where she studied Chinese domestic politics and political discourse. Her current research focuses on the relationship between the Communist Party and the State. 
In this article, Dr. Snape discusses the Central Military Commission Chairman Responsibility System 军委主席负责制, which has been in the news recently as Zhang Youxia and Liu Zhenli have been accused of “seriously trampling on and harming the Chairman Responsibility System 严重践踏破坏军委主席负责制”. 
This article ignores the salacious rumors and does not try to guess as to what Zhang and Liu really did to trigger their downfalls, but I agree with her that it is important to try to understand the institutional perspective:
In the days following the Zhang/Liu announcement, analysts have discussed elite relationships, visual media footage, “inside information,” and patterns of previous purges. They have invoked sweeping political science theories and revisited comparisons to Stalin. An institutional perspective is lacking. Examining publicly available Party and military documents sheds light on what was purportedly undermined. While this won’t resolve the “why” question, it is a basic—yet so far overlooked—piece of the puzzle for testing assumptions and speculating on the question of “with what implications?”

I hope you find this to be a useful addition to our attempts to understand what might be going on - Bill


PLA Tremors and the Chairman in Charge by Holly Snape
On the same day the news hit that Central Military Commission (CMC) Vice Chairman Zhang Youxia and member Liu Zhenli had been placed under investigation, a PLA Daily editorial accused the two men of “seriously trampling on and harming the Chairman Responsibility System” (严重践踏破坏军委主席负责制)1. This is largely viewed as a claim of their having “undermined Xi’s authority” or challenged his desire for personalized power.
Put aside whether Zhang and Liu did in fact do any “trampling.” What is this “System”? Why does it matter? Does it really boil down to a statement of who’s the boss? And why should it be factored into calculations about the implications of Zhang and Liu’s downfall?
For Xi, the Chairman Responsibility System (中央军委主席负责制) is a big deal. He has been incrementally building it for 13 years. Over this time, dozens of formal documents have been issued and revised and wave after wave of activity has sought to hammer home new rules and demand compliance. The System’s discourse and mechanisms do multiple things at once: entrench and legitimise top-level power structures; enforce decisions from the top; and defend against pushback on Xi’s military reforms—employing study campaigns, disciplinary mechanisms, and the “jurisprudence” of rulemaking.2 The System matters because it is about the Party’s undivided, uncontested control of the military, and about how—as well as by whom—top decisions are made and enforced.
In the days following the Zhang/Liu announcement, analysts have discussed elite relationships, visual media footage, “inside information,” and patterns of previous purges. They have invoked sweeping political science theories and revisited comparisons to Stalin. An institutional perspective is lacking. Examining publicly available Party and military documents sheds light on what was purportedly undermined.3 While this won’t resolve the “why” question, it is a basic—yet so far overlooked—piece of the puzzle for testing assumptions and speculating on the question of “with what implications?”
Transforming Top Power Structures
Xi has used the concept of a “Chairman Responsibility System” (hereafter “CRS”) to delegitimise past practices at the highest levels of power and close legislative and practical loopholes. At this level, three sets of outcomes stand out: one inside the Party relating to Party-army relations; one between Party and state; and one inside the CMC itself.
Xi Era Party discourse frames the CRS as the “fundamental mechanism for realizing” absolute Party leadership of the military.4 Xi uses “CRS” doctrine to entrench the norm of the General Secretary concurrently serving as CMC Chairman. This use of CRS doctrine discredits the past practice of having a second power centre within the Party who legitimately represents “the Party’s” will in the military. 5For three decades between 1981 and Xi’s accession to General Secretary, a two-leader setup had prevailed for over a third of the time.6 In 1987, Party Charter revisions had removed the requirement that the CMC Chairman be chosen from among Politburo Standing Committee members7, allowing broader power sharing8 and creating potential uncertainty in the chain of command between Party and military. This meant that from autumn 2002 to 2004 Jiang—no longer even a Central Committee member—could represent the Party as CMC Chairman while Hu was Party boss. Today, under CRS doctrine, there can only be one top-level representative of the Party’s will to be imposed on the military.
Between Party and state, the CRS removes loopholes, aligning Party CMC rules with those of the state. China has two Central Military Commissions: the People’s Republic of China (PRC) CMC and the Party CMC. They are essentially, but not entirely, the same thing.9 Technically, the Party CMC is formed by the Party Central Committee; the PRC CMC (made up of the same people) is “voted in” by the National People’s Congress. Meetings of these bodies do not happen at the same time, meaning that after the Party ratifies the selected Party CMC Chairman, Vice Chairmen and members, there is a 4–6-month wait until they are ratified as PRC CMC members. Though the PRC Constitution has stipulated the practice of the CRS since 1982—clearly referring to the PRC CMC—until 2017, the Party Charter omitted to mention it. The discrepancy left a technical area of potential doubt: what happens in a crisis if the current Party CMC Chairman is not yet PRC CMC Chairman? Does the CRS system hold up in such a way as to ensure absolute Party leadership of the military? If the two nominal CMC Chairmen were to have opposing views in a crisis, could support build around the PRC CMC Chairman? Xi’s 19th Party Congress Charter revisions plugged that hole.10
Inside the CMC, major reforms, reinforced by previous rounds of dismissals, are combined with new concrete rules to transform the division of authority and norms of decision making. Military reforms during Xi’s first two terms are framed as part of strengthening the CRS. The past CMC composition, which included the four heads of the general departments, changed when those general departments were disbanded. This created a more direct chain of command from the Chairman to the theatre commands by removing the general departments as a potential obstacle—the senior officers of which often “had too much power and were not always responsive to orders from the center.”11
Under Hu, and to some degree under Jiang, the CMC Vice Chairmen had significant autonomy and authority.12 After former Vice Chairmen Guo Boxiong and Xu Caihou were put under investigation their behaviour was condemned13 as having “undermined the substance of and weakened” (虚化弱化) the CRS, in part by “monopolizing power and using it with no restraint (擅权妄为). Even if now-disavowed practices were regarded as legitimate at the time, retrospective application is a basic underpinning of the logic of Party rules.14 Guo and Xu were subsequently used to exemplify why “complete, scientific, effective mechanisms” were needed for CRS to be enforced.15
Under Xi, revised regulations reportedly detail distinctions between the authority of Chairman and Vice Chairmen, stipulating that “Vice Chairmen assist the work of the Chairman.” Executive and expanded CMC meetings, and their agendas, must be approved by the Chairman, who must also chair them himself or delegate a Vice Chairman to do so. For Vice Chairmen and members to leave Beijing on troop inspections, the Chairman must first sign off on it.16
Serving Decision-making, Streamlining Chains of Command
The CRS is not just a rule about ultimate authority over top-level decisions or a way of closing loopholes; nor is it just a mantra-like statement learnt and dutifully repeated throughout the military to remind of who’s boss. It is also a set of mechanisms which attempt to address how reliable, accurate, timely information feeds up and how decisions, once made, feed back down. In other words, it is both a fundamental principle and a system designed to facilitate the Chairman’s decision-making and -enforcement.
Though open-source information on the Party’s military documents17 is more limited than that on much of the Party’s regulatory system, there is enough to go on to sketch the long (ongoing) process of institutionalising the CRS. Collated into a table at the end of this article, and accounting for document type (which gives a sense of legislative force and level of detail or abstraction)18, the documents which we have public information on give a sense of the concrete rules, mechanisms, and systems of the CRS. It sheds light on how Xi has incrementally built the System’s substance through rulemaking, legislating, disciplinary system building, educational campaigns, and inspection tours.
Under Xi, the CRS involves building “a closed circuit” of mechanisms to enforce the principle that the “CMC Chairman is responsible (负责) for all CMC work, commanding the country’s armed forces, [and] deciding all major questions of national defence and military building.”19 This is combined with a “responsibility system” (责任体系) to make clear who, at what level, is accountable for enforcement.20
The building of this system began in November 2012, at the first Executive Meeting of Xi’s post-18th Party Congress CMC, with revisions to the CMC Work Rules (《中央军事委员会工作规则》)21, which added the principle of practising the CRS. “Rules” (规则) are a detailed and concrete form of regulation. Though not publicly available, a China Leadership Science article cites the CMC Work Rules as stipulating on the “major items” decided by Chairman (which in turn may inform Instruction Requesting and Reporting rules):
“Major items in the CMC’s work, including troop operations and command; appointment and removal of senior officers, and rewards and punishments within the CMC’s authority22…must be approved by the CMC Chairman. All official documents issued in the name of the CMC must be reviewed and signed by the CMC Chairman.”23

A 2014 regulatory document24 reportedly introduced the basic thinking on using “Three Mechanisms” to put CRS into practice: instruction requesting and reporting (请示报告), supervisory urging and inspection (督促检查) and information services (信息服务).
The Party has long used “Instruction Requesting and Reporting” (IRR) throughout the Party and state. Xi has revived and strengthened its use both to help himself and higher levels remain informed of problems on the ground and to press lower Party organizations to comply with central commands and state agencies to align their activities with Party Centre thinking.25 Party IRR works by requiring lower ranking Party organizations (such as those inside state or military entities) to follow strict protocol to request instructions from a designated higher ranking Party organization, then to report back up on implementation. Building or improving IRR systems tailored to put the CRS into practice is intended to facilitate26 both the Chairman’s decision-making process and his command over the military (and the People’s Armed Police), feeding accurate information upwards and creating reporting loops mandating timely information on enforcement.27 In the CRS trinity of mechanisms (三项机制) IRR is combined with “supervisory urging and inspection”—using checks, reviews, and supervised correction mechanisms—and “information services” requiring broadened and better regulated reporting channels and verified, well-selected “useful” information.28
Such mechanisms should be understood in the context of broader institutional reforms. For instance, following the 2016 transformation of seven military regions into five theatre commands, CCP Military Party Building Regulations29 established “Theatre Party Organizations” (战区党委) as a type of Party organization in their own right. This allowed for new stipulations on which Party organization(s) Theatre Party Organizations answer to and direct during “battle tasks,”30 creating a mechanism by which clear Party lines of command inside the theatre commands can be shifted for accomplishing a mission.
To aid enforcement, the process has reshaped the Party’s internal military supervision and accountability systems, instituting a package of regulations buttressed by inspection tours.31 Failure to comply with CRS—both the spirit of the principle and its concrete mechanisms—is made a punishable offence and a focus of special inspection tours. For instance, issuance of a package of 2018 regulations (see Table 1) was accompanied by CMC deployment of six inspection teams in a “Special Inspection Tour on Full, Complete Implementation of the CRS.”
Greater Efficiency, Less Limits?
Rules matter to Xi. Over his three terms he has used rulemaking and institution building as a central part of his approach to transforming the Party itself and the way it controls the state and society. He has not just declared that “the Party leads everything”32 but has pursued its realization—“in every field, every aspect, every node”—in concrete terms.33 Formal rules matter to Xi because he recognizes that they can shape the informal rules of the game—they can be a help or a hindrance, both facilitating and limiting his space to manoeuvre and make demands. His incremental steps to develop the CRS spanning all three terms as Party boss tells us that the CRS also matters.
Examining the CRS system does not answer why Zhang and Liu were brought down but it is a necessary exercise before any speculation on what comes next. Take the argument that by gutting the CMC, Xi has created critical weaknesses in decision making at the top. This is based on the assumption that the removed members of the CMC were crucial to that decision making and could form some degree of constraint on the Chairman himself. The reasons for regarding them as crucial—deep expertise, conflict experience, the presumed ability to “speak truth to power”—all make sense. But judgements on the extent, nature, and points of any resulting weaknesses need to be weighed against factors which have, whether as intended or not, changed the calculus in terms of how decisions are informed, made, and enforced.
In terms of the conditions for forming decisions, access to prompt, accurate, quality information is key. The CRS on paper seeks to ensure this. We may not know whether, in implementation, it works as intended but we can at least factor in the potential influence of information assurance mechanisms in considering the implications of a gutted CMC. In terms of the extent to which there is a difference of opinion among figures with the authority to make it count, there are two key actors to account for, the Chairman and the CMC itself. From an institutional perspective, the latter was already weakened by the institutionalization of the CRS. The Zhang/Liu removal continues the trend. In terms of decision enforcement channels, while figures like Zhang in the past had an outsized influence, the institutionalization of the CRS combined with sweeping military reforms has already gone a long way to removing this as a potential obstacle. The disbanding of the General Staff Headquarters, Xi’s assumption of the role of Commander-in-Chief (总指挥) of the Joint Operations Command Centre (JOCC, 中央军委联合作战指挥中心), and the JOCC’s subsequent shift in status34, appear to have replaced a model reliant on the old general departments and even on bodies like the CMC Joint Staff Department (which Liu Zhenli headed), giving Xi a more direct channel to issue commands. In terms of decision enforcement expertise (in battle), though the CMC’s own pool of expertise has shrunk, military reforms and CRS institutionalization have already placed greater weight on expertise in the theatre commands to translate top-level commands into enforceable action.
Xi has used the CRS not just to delegitimise past approaches to Party command of the gun but to facilitate his top-level decision making, shorten and strengthen the Party’s internal lines of command, and better supervise compliance. Whether the institutionalisation of this new rule system has worked as intended or not, its very creation changes the way decisions are made and enforced.
The CCP-led system is not one which removes powerful people primarily through impartial application of brightline rules. Rules are applied in various tailored ways to explain a removal, build legitimacy around it, and use it to change ideas and expectations of accepted behavioural norms. Though likely not a primary reason for Zhang and Liu’s downfall, the “shock” which commentators have expressed at the swift and “unprecedented” nature of their removal is part of the logic of the system (which gains authority through uncertainty, selectivity, and the deployment of shock and humiliation). While it might harm morale in some quarters, it may also provide ballast for New Era rule enforcement.


124 Jan 2026, 解放军报社论：坚决打赢军队反腐败斗争攻坚战持久战总体战 [PLA Daily Editorial: Resolutely Win the Decisive, Protracted, Total War on Corruption in the Military]    https://www.news.cn/politics/20260124/eb3148439da1428788846c2c5516cba1/c.html.


2The requirement to comply with “the Chairman Responsibility System” means that to question a decision on military reforms could be regarded as a fundamental form of disloyalty and disobedience.


3Only a small number of the regulations and documents cited below can be accessed publicly in full. I also draw on “responsible leader” press Q&A’s, official news reports, newspaper articles, and academic articles.


4See the 2015 Decision (Table 1); see also the resolution from the 19th Central Committee’s Fourth Plenum.


5Understood as an arrangement established by Deng following June Fourth 1989, when Jiang made way for Hu take over the Chairmanship, Jiang called the “trinity” (三位一体) of one person concurrently serving as Party, state, and military heads “necessary and the most appropriate way,” see 江泽民：我的心永远同人民军队在一起 [Jiang Zemin: My Heart is Forever with the PLA]. Xi’s relentless discursive and legislative campaign has all but institutionalized this.


6In 1981 Deng became Chairman while Hu Yaobang was General Secretary. Neither Hu Yaobang nor Zhao Ziyang acted as Party CMC Chairman while in the role of Party General Secretary. In late 1989 Jiang became CMC Chairman following his assignment to Party General Secretary earlier that year. This also accounts for the lag between Jiang stepping down from each position.


7See Party Charter 1982 Art. 21 as compared with Party Charter 1992 Art, 22, and中国共产党章程部分条文修正案(1987) [Amendments to Certain Articles of the CCP Charter (1987)].


8As well as allowing Deng to remain CMC Chairman.


9Though they are often referred to as “one agency, two names” (“一个机构，两块牌子”) this is not quite accurate.


10In addition to the insertion of the CRS in the Party Charter, the CMC Work Rules appear to have been revised again immediately after the Congress when they likely added a statement in the General Provisions that “The CMC [is/are] the Party’s and state’s highest military leadership organ[s], [which] unifiedly lead and command all the nation’s armed forces” (art. 2, 2017).


11See Joel Wuthnow and Phillip C. Saunders, 2017, Chinese Military Reform in the Age of Xi Jinping: Drivers, Challenges, and Implications, INSS, pp.32–33.


12Either by delegation, as Wuthnow and Saunders put it (2017 p.2; Joel Wuthnow and Phillip C. Saunders, 2019, Chairman Xi Remakes the PLA, p.26); or, under Hu, as a result of loyalty to Jiang, who had promoted the CMC Vice Chairmen and who himself remained powerful as Chairman under Hu (see Joseph Fewsmith, 2021, Balances, Norms and Institutions: Why Elite Politics in the CCP Have Not Institutionalized, The China Quarterly, 248, November 2021, pp.265–282).


13Including by Xu Qiliang in his capacity, when writing in 2019, as CMC Vice Chairman.


14As opposed to being underpinned by “prospectivity,” or not punishing actions which were legal (or legitimate) at the time when they occurred.


15Xu Qiliang, 2019.


16This is based on the account of the CMC Work Rules in Ou Jianping 欧建平, 军委主席负责制是中国特色军事领导制度 [The system of the Chairman of the Central Military Commission assuming overall responsibility is a military leadership system with Chinese characteristics]《中国领导科学》China Leadership Science, 2018年第3期.


17The Party has both “military Party regulations” (军队党内法规) and “Party military regulations” (军事党内法规), formulated by the CMC and the Party respectively, see Zhu Daokun 朱道坤, 2021, 军事党内法规体系初探 [Preliminary Thoughts on the System of Military-related Intra-party Regulaions], 《党内法规理论研究》Intraparty Regulatory Theory Studies. The table below includes both.


18For example, we know there are “provisions” (规定) specifically addressing the CRS. “Provisions,” as a document type, are relatively concrete.


19This is derived by triangulating information on the documents in the table below; in particular, the language used in this paragraph is consistently repeated across media reporting and study materials as well as appearing in the Leading Official Press Q&A on the event of the release of one document, see https://www.gov.cn/zhengce/2020-09/10/content_5542390.htm.


20Note that “responsibility” (负责) in the CMC Chairman Responsibility System differs from the “responsibility” (责任) in the sense of political responsibility systems (on the latter see Carl Minzner Minzner, Riots and cover-ups: counterproductive control of local agents in China. U. Pa. J. Int’l L. 31 (2009): 53). The former might also be translated as “[to be] in charge” while the latter might be translated as “accountability.” On the “responsibility system related to the CRS see: 10 Sept 2020, 全面加强新时代军队党的建设——中央军委政治工作部领导就《中国共产党军队党的建设条例》答记者问 [Strengthening Party Building in the Military in the New Era: A Q&A Session with a CMC Political Work Department Leader on the “CCP Regulations on Military Party Building”] https://www.gov.cn/zhengce/2020-09/10/content_5542390.htm


21See 10 Nov 2023, 强固党指挥枪的根本之举——怎么看深化军委主席负责制贯彻落实 [A fundamental measure to strengthen the Party's command of the gun—How to view the deepening of the implementation of the CMC Chairman Responsibility System] PLA Daily, http://www.81.cn/zt/2023nzt/qmsrxxgcxjpqjsx/sxjd/wgjc/16278110.html.


22The full text reportedly also includes “significant adjustments to organizational structure and staffing; budget and final accounts for military expenditures, and expenditures on major projects, and disposal of major assets; research, development, importation, and advancement of major weapons and equipment; major military activities; and important foreign military exchanges.”


23See Note 16, Ou Jianping, 2018.


24《关于贯彻落实军委主席负责制建立和完善相关工作机制的意见》


25See《中国共产党重大事项请示报告条例》[CCP Regulations on Major Item Instruction Requesting and Reporting].


26 It can also create logjams if too many requests are made.


27See Joel Wuthnow, 2019, China’s Other Army: The People’s Armed Police in an Era of Reform.


28See 林世华 Lin Shihua, 2023, 深刻理解把握“三项机制内涵要求推动军委主席负责制全面贯彻落实 [Understanding the Substance and Requirements of the "Three Mechanisms" and Promoting Comprehensive Implementation of the CRS], 政工学刊 p29.


29《中国共产党军队党的建设条例》


30See Note 20, 10 Sept 2020, [Strengthening Party Building in the Military].


31This should also be understood alongside major institutional reforms such as the disbanding of the General Political Department (See Party Charter 2017 Art.24 as compared to 2012 Art.23.).


3219th Party Congress Report.


3320th Party Congress Report.


34At the time official media announced Xi’s assumption of the “Commander-in-Chief” title in 2016 (https://news.12371.cn/2016/04/20/ARTI1461152230218742.shtml), it was regarded as largely symbolic. Following reforms to disband the general departments, the JOCC had initially been under the CMC Joint Staff Department. But sometime thereafter, before 2022, the relationship between the JOCC and the CMC (and its Joint Staff Department) appear to have changed, meaning the JOCC is subordinate only to the CMC and not to its Joint Staff Department.



  
  
    Deep Dive

    Xi Jinping

    Based on Wikipedia: Xi Jinping

The caves of Liangjiahe Village tell a story that Beijing's marble halls never could. In the winter of 1969, a fifteen-year-old boy with hollowed cheeks and worn shoes trudged into a remote village in Shaanxi Province— fugitive from Mao's Revolution, son of an enemy of the state. He would spend seven years sleeping in cave dwellings, eating nothing but coarse maize bread, and applying to join the Communist Party ten times before acceptance. Four decades later, that same boy would sit behind a podium draped in red silk, addressing the nation as the most powerful person in China. This is not a story of redemption in any Western sense—it is a tale of patience, calculation, and an almost supernatural ability to survive China's chaotic politics.

The Purged Son

Xi Jinping was born on 15 June 1953 in Beijing, the third child of Xi Zhongxun—a revolutionary who commanded respect as one of the elder statesmen of the Chinese Communist Party—and his wife Qi Xin. His father held posts after 1949: head of the Party Publicity Department, vice premier, and vice chairperson of the Standing Committee of the National People's Congress. The family lived in comfortable obscurity until Xi was ten years old.

In 1963, everything changed. Xi Zhongxun was purged from the Communist Party and dispatched to work in a factory in Luoyang, Henan. The Cultural Revolution, that tumultuous decade of ideological fervor, shattered Xi's childhood when student militants ransacked the family home. His half-sister Heping hanged herself at her military academy during the chaos. His mother was forced to publicly denounce his father—paraded before crowds as an enemy of the revolution.

The authorities imprisoned Xi Zhongxun in 1968. The boy, now fifteen, fled Beijing for Liangjiahe Village in Yan'an, Shaanxi—a region so backward it reminded him of Chairman Mao's revolutionary roots. But the rural life was unforgiving. Within months, unable to endure the hardship, young Xi escaped back to Beijing.

He was caught during a crackdown on deserters from the countryside and sent to a work camp to dig ditches. He returned to the village only after his aunt Qi Yun and uncle Wei Zhenwu persuaded him to stay. Under the pseudonym of "Liangjiahe's son," he spent seven years in those cave houses.

The Village Secretary

The Communist Party, ever suspicious of family background, initially rejected Xi Jinping's applications to join its ranks. Ten times he applied. Ten times he was denied—his father's political stigma too heavy a burden. It was only when new commune secretary recognized his capabilities that his application reached the CCP Yanchuan County Committee and was approved in early 1974.

By then, Xi had already proven himself. He was recommended to become Party branch chairman of the Liangjiahe Brigade—effectively the village leader—and he led social education efforts in neighboring Zhaojiahe Village in 1973. His effective work and strong rapport with villagers made communities desire his retention. In July that same year, after Liangjiahe advocated for his return, he went back.

In 1975, when Yanchuan County received a slot at Tsinghua University—the country's most prestigious institution—the county committee recommended Xi for admission. From 1975 to 1979, he studied chemical engineering as a worker-peasant-soldier student, that peculiar Soviet-influenced system where students combined labor with study.

He graduated in April 1979 and was assigned to the General Office of the State Council and the General Office of the CCP Central Military Commission, serving as one of three secretaries to Geng Biao—a Politburo member and Minister of Defense. The young Xi had finally entered Beijing's corridors of power.

Rising Through the Ranks

The next decades would see Xi Jinping climb China's administrative ladder with methodical precision. In March 1982, he was appointed deputy party secretary of Zhengding County in Hebei Province—together with Lü Yulan, they wrote to the central government addressing excessive requisitions that burdened local farmers.

Their efforts convinced Beijing to reduce the annual requisition amount by fourteen million kilograms. In 1983, Zhengding adjusted its agricultural structure, leading to a massive increase in farmer incomes—from 148 yuan to over 400 yuan within a year.

Then came his coastal assignments: governor of Fujian from 1999 to 2002, followed by governorship and party secretary of neighboring Zhejiang Province from 2002 to 2007. These coastal provinces—wealthy, market-oriented, entrepreneurial—would shape his economic worldview. He learned to balance growth with control.

In 2007, following the dismissal of Shanghai party secretary Chen Liangyu, Xi was transferred to replace him briefly. That same year, he joined the Politburo Standing Committee—the innermost circle of Chinese power—and became first-ranking member of the Central Secretariat in October.

The Paramount Leader

By 2008, Hu Jintao designated Xi as his presumed successor—paramount leader-in-waiting. He was appointed vice president and vice chairman of the Central Military Commission, positions that consolidated his authority over both party and military apparatus.

When he officially assumed power in 2012—as general secretary of the CCP and chairman of the Central Military Commission—he became the first Chinese leader since Mao who did not serve as state premier or provincial party secretary before taking the top job. His path was unusual: no foundational position at the grassroots level had prepared him for this moment, yet his survival of China's treacherous political environment suggested a unique capability.

His tenure has been marked by centralization. He took multiple positions simultaneously—accumulating institutional power that would have been impossible under previous leaders. He overhauled both political and military bodies, increasing the CCP's influence over state organs.

The Iron Hand

Domestically, Xi's policies struck with force. His anti-corruption campaign led to the downfall of prominent incumbent and retired officials—including former Politburo Standing Committee member Zhou Yongkang. The message was clear: no one is untouchable.

To promote "common prosperity," he enacted policies designed to increase equality—redistribution mechanisms that critics call regressive, supporters call essential. He oversaw targeted poverty alleviation programs as part of the battle against poverty, directing a broad crackdown in 2021 against the tech and tutoring sectors—a systematic effort to rein in private enterprise.

His support for state-owned enterprises expanded dramatically. He emphasized advanced manufacturing and technological development, advanced military-civil fusion—China's strategy for integrating civilian technology into warfare—and led reforms in China's property sector.

When COVID-19 arrived in mainland China in January 2020, he presided over a zero-COVID policy until December 2022—before shifting to mitigation after protests occurred. That policy of isolation and control defined Chinese pandemic response for three years.

The Hard Line

On foreign policy, Xi's hardline approach pursued expansion. He pursued aggressive relations with the United States—trade wars, technology restrictions, diplomatic confrontations—while maintaining the famous nine-dash line in the South China Sea, asserting territorial claims against neighbors like Vietnam, Philippines, and Malaysia.

He expanded China's influence in Africa and Eurasia by championing the Belt and Road Initiative—a global infrastructure program that has drawn dozens of nations into Beijing's orbit.

In Taiwan, relations deteriorated. Under President Tsai Ing-wen—successor of Ma Ying-jeou whom Xi met in 2015—he presided over a significant cooling. He pursued confrontation rather than dialogue.

In Hong Kong, 2020 saw passage of the national security law clamping down on political opposition—especially pro-democracy activists. The city that once symbolized Chinese openness to reform now fell under stricter control.

The Thought

His political ideas—"Xi Jinping Thought"—have been incorporated into party and national constitutions. They represent an ideological framework emphasizing socialism with Chinese characteristics, party supremacy, and the great rejuvenation of Chinese nationalism.

Since coming to power, his tenure has witnessed increased censorship and mass surveillance—as well as deterioration in human rights, including persecution of Uyghurs in Xinjiang. The removal of term limits for the presidency in 2018—a constitutional change that allows him to serve indefinitely—marked a significant shift in governance philosophy.

In October 2022, Xi secured a third term as CCP General Secretary. In March 2023, he was re-elected state president for an unprecedented third term. The boy from Liangjiahe's cave houses had become the ruler of 1.4 billion people—and his story has not ended yet.

  



"Hate brings views": Confessions of a London fake news TikToker


  
  
    "Hate brings views": Confessions of a London fake news TikToker
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London Centric’s investigation into the TikToker secretly filming fake anti-immigrant videos inside Londoners’ homes generated a huge public response. 
Amid the hundreds of comments two major questions remained: Who was the individual behind the TikTok account and what motivated them to make the videos? 
Today, we have an extraordinary confession from someone purporting to be the TikToker in question. They are just one person in a sea of online hate content. But their explanation of their actions helps shed light on the motivations behind a wider online trend. 
London is being used as the backdrop for inaccurate viral videos that reach enormous audiences around the world by playing into the worst stereotypes about the capital. 
See that story – and what Sadiq Khan has to say about our reporting – below. 
Read to the end for Taylor Swift’s visit to a forthcoming Croydon mixed-used redevelopment, the growing number of freemasons in the Met police, and what we missed about Jeffrey Epstein’s London.


“I just wanted the clicks”: What really motivates the people spreading online lies about London?
By Katherine Denkinson and Jim Waterson
The man on the recording is baffled. He can’t understand how London Centric traced his anonymous hate-filled London TikTok account back to his employer by geolocating the wheelie bins in his videos.
“I thought no one’s gonna notice that,” he says. “Why would someone?”
Last summer, the man says, he found himself sitting in his car, analysing trends on TikTok. His day job was conducting viewings for an estate agency but he was trying to come up with an idea for a viral video account that could be run as a money-making side-hustle.
“I was thinking of unique videos I can do for people,” he says on the tape. 
That’s when he had a brainwave: “Hate brings views.” 
At that time protests outside asylum hotels were spreading across the country. The man says he noticed “far-right people” were among the most engaged on TikTok. They were easy to rile up: “They hate such videos of illegal migrants. I was like, why not?”

The result was the account Reform_UK_2025, which co-opted the logo and name of Nigel Farage’s political movement without permission from the party. It posted video tours of Londoners’ homes accompanied by an AI-generated voice claiming properties in Knightsbridge and Chelsea had been handed over to illegal immigrants for free. It smeared residents, who were visible in some of the videos, as rapists and said that others proclaimed their hatred of the UK while collecting the keys.
It was an instant hit, attracting millions of views. It was also, the man confesses, all lies.


“Dangerous and divisive”
You don’t have to believe London is anywhere near perfect to recognise the increasing divergence between the way the city is portrayed online and the reality on the streets.
Sadiq Khan told London Centric that our latest investigation into this anonymous TikTok account reveals part of a “dangerous and divisive” trend that sees “bad faith actors spreading hate for clicks”.
“Accounts are talking London down because the algorithms reward them for doing so,” said the mayor.



The “one rogue contractor” defence
When London Centric tried to work out who was running the Reform_UK_2025 account, our investigation led us to SmartLet Estates, a north London estate agency. 
When we confronted company director Sam Wasserstrum, he said he knew who was running the TikTok account but wasn’t willing to share their name with us. He claimed they were a member of the public who had been looking to rent a flat from his company.
He now accepts that was a lie – and he knew it was a lie when he told us. 
Now, Wasserstrum wants to set out a different version of events. He says the person behind the camera was really a “rogue” contractor he employed for two years as a viewings agent to show potential residents around the properties. Wasserstrum says he had no idea that his employee had been running the hate-filled TikTok account until we first approached his company in November. He says the employee was sacked soon afterwards and he regrets ever telling us that a client was responsible.
To back up his case, Wasserstrum provided London Centric with multiple lengthy audio recordings of what he says is him confronting the anonymous employee. One of these tapes, he says, was recorded before he told London Centric he would not reveal the name of the culprit. The other was recorded after we published our article.
Wasserstrum did not provide the name of employee and we have not been able to independently verify the veracity of his story. However, metadata associated the audio files suggests the conversations took place around the dates that London Centric began asking questions.
The extraordinary taped confession is a rare insight into what motivates people to run fake news accounts on TikTok – and how monetising engagement can also effectively monetise hate, with little concern for its real-world impact.


“One day I might make some money.”
The audio on the tape is clear, with Wasserstrum’s voice asking questions in what sounds like an HR-style meeting.
The employee explains his motivation for setting up the anti-migrant fake news account was simple: “One day I might make some money.”

The aim, he explains, was to build an audience and then make cash through TikTok, which allows people to monetise content once they reach a certain number of views and followers on the platform.
He’d previously run a TikTok account that had amassed 24,000 followers. One night, he was astonished to find, he received his first payout from TikTok’s creator scheme.
His head was turned by the substantial sum of money: “I told my wife, wow, it’s £1,000.”
Then, to his annoyance, TikTok immediately deleted his account because he was just stealing other people’s videos and reposting them.
Hooked on the income and in search for a new source of original content, he decided to start filming videos of homes across London while he was hosting viewings.

He added an AI-generated voiceover about asylum seekers, rapists, and illegal immigrants then pressed upload. The audience response was instant and enormous, and TikTok’s algorithm responded by pushing it into the feeds of hundreds of thousands of people. Irate Londoners drove up engagement by complaining they couldn’t afford such properties while illegal immigrants were supposedly getting them for free.


London Centric doesn’t have a marketing team – if you found this article interesting, please forward it to a friend, post it in your WhatsApp group, or recommend it on social platforms.


Last year a report by The Bureau of Investigative Journalism showed AI-generated racist videos amassing millions of views despite breaching TikTok’s guidelines on hate-speech. 
A spokesperson for TikTok told London Centric that “hate has no place” on its platform: “Of the content we’ve removed for breaking these rules, more than 94% was taken down before being reported to us, and we work with experts to keep ahead of evolving trends and continually strengthen our safeguards against hate.”
The man on the tape seems to feel otherwise.
“My first video got one million [views],” he says. “Most of the videos got over 10,000… so I thought, one day I might make some money.”
TikTok told us: “This article is based on the opinion of one unnamed individual, and it is not representative of the positive and creative experience that millions enjoy every day on TikTok.”


“I wrote down ‘illegal migrants’.”
The TikToker appears to have no concept of the potential real-world impact of his uploads, instead considering everything in terms of view counts and pieces of content. He even suggests that Wasserstrum should not be concerned by London Centric’s reporting because our own video didn’t attract anything like as many viewers as his original hate-filled fake uploads. 
“Their video didn’t even go that viral,” he offers by way of defence, arguing it could therefore be ignored. “They only got like 200,000 views on TikTok. It’s probably gonna die. It’s not gonna last long.”
The man tells Wasserstrum that he does not want to own up to running the account because “it’s going to make it much worse” and could “ruin [his] life”. In any case, he says, journalists would simply think he was a “paid actor”.
Wasserstrum can be heard on the recordings spelling out to the man how London Centric had approached the business. “They came to the office... they had every single fact you can think about,” he says. “They’ve cross referenced everything… We’ve had management companies calling us, councils calling us up, saying you’re putting our clients in danger.”
The man appears confused by the fuss his actions have caused. He gives the impression that he considered TikTok’s algorithm and the site’s content regulation policies to be the ultimate arbiter of whether a video crossed a line. 
He insists the impact on tenants whose faces are visible in some of the videos was limited because they “didn’t get a lot of views” compared to his other content.

“It wasn’t racist,” the man says of his account. He argues that if the videos had really been racist, TikTok’s algorithm would have downgraded the content. Instead, he was rewarded with millions of views. He was just an entrepreneur following a simple content strategy: “Every single video I would basically copy paste the same thing. I wrote down ‘illegal migrants’.”


“Spreading hate for clicks”
London Centric took our findings to the mayor of London, Sadiq Khan, who recently raised concerns about the growing impact of dubious viral videos on global perceptions of the city. 
“While the social media revolution has come with extraordinary benefits, we’re also seeing a surge in misinformation and online abuse, due to a lack of sufficient guardrails,” the mayor told us.
“The large social media companies and regulators need to do much more to prevent algorithms pushing hate and violence and promoting misinformation and disinformation into people’s feeds.
“Our democracies are being undermined by those bad faith actors spreading hate for clicks.” 


“We have reported the matter to the police”
On Friday Wasserstrum said that he has asked the police to investigate his former employee.
In a statement issued to London Centric the estate agency boss said: “We are aware of the vile and extremely dangerous TikTok videos that were filmed inside properties let by SmartLet Estates. We recognise the very real threat that these videos posed to the individuals filmed and to whom false views were attributed. We have reported the matter to the police.
“We conducted a thorough investigation as soon as the matter was brought to our attention. We established that the videos were created by a third-party contractor who acted without the authority, knowledge, or consent of the company. We severed all ties with the contractor immediately. We are appalled by his actions and condemn them in the strongest possible terms.
“We are committed to acting transparently and rebuilding trust with our partners and the communities we serve. We are fully prepared to cooperate with the authorities and to assist with any investigation.”
Despite fostering online hatred, the man recorded by Wasserstrum insists he doesn’t personally share the views expressed on his TikTok account. Instead, he suggests his fake anti-migrant house tour videos were just a way to game the algorithm, build an audience, and hopefully make money.
”I didn’t do anything because of hate,” he says on the tape. “I didn’t care. It’s just I wanted the clicks.”


All our reporting is funded by our paying subscribers, who receive exclusive investigations. Your support for original investigative local journalism is very much appreciated.
Click here to read our original investigation into the account, including a film by Jonah Sealey Braverman. 
Want to get in touch with London Centric? Send us a WhatsApp or send an email or leave a comment on this piece.  


Diary of a Croydon showgirl
In November Taylor Swift flew 3,500 miles in her private jet to film the music video to her song ‘Opalite’ at one of London’s leading attractions: Whitgift shopping centre in Croydon. 

This week the finished video was released, introducing hundreds of millions of Swift fans around the world to Croydon’s forever-awaiting-development mall. 
It is not known whether Swift took any time off from filming to examine the long-delayed plans for redeveloping the site,  nor whether she has any views on the council-backed proposals which will see her filming location become part of a mixed-used construction project featuring homes and retail.

Her team were able to secure the location for a weekend of filming due to the increasing number of empty units as shops increasingly desert the shopping centre. 
When London Centric visited on Friday afternoon locals seemed more interested in restoring pride to their local high street rather than Swift. Passerby Darryl, 34, from Croydon asked: “Why the Whitgift? Is her video supposed to represent a dystopian future?”

When the pop star featured Kentish Delight, a kebab shop in Camden, in her 2018 music video for End Game, the owner said it boosted business. Whether Swifties will descend on the Whitgift – or Stoke Newington’s Mildmay club, which also features in the new video – with the same enthusiasm remains to be seen.


Freemasons ft. Met Police
The Met police’s battle to force its employees to register their membership of freemasonry lodges continues. London Centric’s latest Freedom of Information request found that 386 police officers and Met staff have now declared “they are or have been a member of the Freemasonry Organisation” since the rule came into effect at the end of last year. That’s up from the 300 made public last month. 


Epstein in Little St James’s
Our story on Jeffrey Epstein’s discussions about buying a central London hotel to host his London “playroom” was followed up in most of the national newspapers. Some of them even kindly remembered to credit London Centric. If you want to read the original, it’s here. As one reader pointed out, we’d failed to note that Dukes hotel has a side entrance onto a narrow road called Little St James’s – which shares its name with the deceased sex offender’s private Caribbean island.


We’ll be back next week with more exclusive original reporting on London.
. 

  
  
    Deep Dive

    Nigel Farage

    Based on Wikipedia: Nigel Farage

{"https://en.wikipedia.org/wiki/Nigel_Farage": "The morning Nigel Farage turned sixty-one, he did something millions of his compatriots still cannot quite believe: he won a general election. In December 2024, voters in the Essex constituency of Clacton handed him their parliamentary seat—the kind of victory that feels almost mythological in modern British politics, the equivalent of a lone wolf circling the flock and emerging with the lamb. Farage had spent decades as a disruptor, the man who single-handedly reframed the national conversation around immigration, sovereignty, and European membership. And yet here he was, finally inside the establishment he spent half his life trying to tear apart.

To understand how we arrived at this moment—Farage the parliamentarian, Farage the kingmaker, Farage the man who bends reality to his will—you must first understand where he came from and what drove him there. The story begins not in Westminster but in a boarding school bathroom, with a boy who was told he would amount to nothing.

The Making of an Iconoclast

Nigel Farage was born on 3 April 1964 in Farnborough, Kent—a town that sounds more like a landing strip than a place where someone might birth an apostate. His father, Guy Justus Oscar Farage, worked as a stockbroker in the City of London, the financial cathedral where British capitalism is performed. In 2012, BBC Radio 4 aired a profile that painted his childhood in stark terms: his father was an alcoholic who walked out of the family home when Nigel was five years old. The leaving wasn't dramatic or theatrical; it was simply gone—vanished into the fog of drink and disappointment.

Two years later, in 1971, Guy Farage gave up alcohol entirely. He entered the antiques trade, having lost his position on the trading floor. Friends helped him return to work at the new Stock Exchange Tower on Threadneedle Street—the building that would later become the symbolic heart of London's financial world. In the strange alchemy of recovery, father became son's first lesson in reinvention.

The Farage family name is itself a puzzle. It has been suggested—though not definitively proven—that it derives from a distant Huguenot ancestor, one of those French Protestants who fled religious persecution and arrived on English shores centuries ago. More concretely, both parents of one of Farage's great-grandfathers were Germans who immigrated to London from the Frankfurt area shortly after 1861. The bloodline runs through Europe, through displacement, through the very forces that Farage would spend his political career arguing against—or perhaps channeling.

His first school was Greenhayhes School for Boys in West Wickham, followed by a short period at a similar institution in nearby Eden Park. But it was Dulwich College, the feeping private school in south London, that would shape him. From 1975 to 1982, Farage sat in those hallways learning Latin and playing rugby—surrounded by future ministers and judges, the architects of England's establishment.

The school visits were legendary: Keith Joseph came, Edward Heath came, Enoch Powell came. The right-wing intellectual hierarchy paraded through like a pageant. In 1978, after Keith Joseph's visit, Farage joined the Conservative Party. He was fourteen years old. Not because he understood Margaret Thatcher's politics—he probably didn't—but because someone had come to his school and spoken words that felt like possibility.

The allegations about his time at Dulwich have not helped him in recent years. In December 2025, twenty-six former pupils and teaching staff signed an open letter published in The Guardian asking Farage to apologize for alleged racist and antisemitic behaviour during his time there. Other former pupils who knew Farage said they did not recall the behaviour described.

Reform UK responded with fury—a naked attempt to discredit Reform and Nigel Farage, they wrote, describing the left-wing media and deeply unpopular Labour Party as using fifty-year-old smears in a last act of desperation. Farage denied making any of the comments attributed to him.

One Jewish classmate, Peter Ettedgui, alleged in 2025 that Farage repeatedly made antisemitic remarks targeting him, including "Hitler was right" and "gas 'em". The Guardian reported that eight other pupils corroborated Ettedgui's account. Farage responded: I categorically deny saying those things—words that Ettedgui called fundamentally dishonest.

Jason Meredith, three years below Farage at Dulwich College, alleged he had been subjected to racist insults, including being called a "paki" and told to go back home. Cyrus Oshidar, in the same year as Farage, also alleged to The Guardian that Farage called him a "paki". When questioned by ITV News about the allegations of racist behaviour, Farage said: I don't apologise for things that are complete made-up fantasies. Some of what I heard was just absolute nonsense by people with very obvious, if you looked, political motivation.

One Black former Dulwich College pupil told The Guardian that Farage allegedly made repeated racist remarks targeting him, including "That's the way back to Africa", simply because of how he looked. Farage denied saying anything racist or antisemitic directly at an individual and suggested the claims were politically motivated.

The author and journalist Michael Crick said that Farage could be friendly with children from minority ethnic backgrounds—a statement that somehow makes everything worse, implying the behaviour was inconsistent but real. The Rev Neil Fairlamb, a former teacher at Dulwich College, said he did not see racism from Farage. In 1981, staff debated whether his views ought to exclude him from becoming a prefect; ultimately he was appointed.

At the time, English teacher Chloë Deakin wrote to the master of the college, David Emms, asking him to reconsider appointing Farage as a prefect, citing his alleged publicly professed racist and neo-fascist views. Deakin did not know Farage personally but included in her letter an account of what was said by staff at their annual meeting held a few days earlier to discuss new prefects.

In 2025, Deakin told The Guardian that in 1981 there was discussion amongst pupils referring to Farage as a bully. She also recalled some colleagues at the time telling of his fascination with the far-right, including allegedly goose-stepping during cadet force marches. She added that she believed school leaders had overlooked repeated accounts of troubling behaviour raised by pupils and teachers at the time.

David Emms said of Farage's behaviour: It was naughtiness, not racism. He said though he didn't probe too closely into that naughtiness he was proved right to have made Farage a prefect because of his potential.

In his 2010 autobiography, Farage wrote that the outrage was because staff deplored my spirited defence of Enoch Powell. A deputy headmaster later summarised Farage's argumentation as intentionally antagonistic but facetious. Responding in 2013, Farage stated: Of course I said some ridiculous things. Not necessarily racist things. It depends how you define it.

He acknowledged that his statements as a pupil would offend deeply.

The City and the Country

After leaving school in 1982—the year he turned eighteen—Farage obtained employment in the City of London, as a commodities trader. He joined the American commodity operation of brokerage firm Drexel Burnham Lambert, transferring to Crédit Lyonnais Rouse in 1986. He joined Refco in 1994 and Natixis Metals in 2003.

The trading floor was his first arena: fast, brutal, meritocratic in ways that politics would later become. He learned there is no loyalty in the markets—only price and signal—and he carried that lesson into every debate about Europe.

Farage had joined the Conservative Party in 1978 but voted for the Green Party in the 1989 European election due to their Eurosceptic policies—he left the Conservatives in 1992 in protest at Prime Minister John Major's government's signing of the Treaty on European Union at Maastricht. The Maastricht treaty, with its integration of European institutions and single currency, was the moment Britain lost sovereignty—and Farage never forgot it.

In 1992, Farage joined the Anti-Federalist League—a group that opposed further integration with Europe. In 1993, he was a founding member of UKIP, the UK Independence Party. In 1994, Farage asked Enoch Powell to endorse UKIP and to stand for them—both of which Powell declined.

The MEP and the Eurosceptic

Farage was elected to the European Parliament in 1999—the first of many victories that would define his career. He served as Member of the Parliament for South East England until Britain's withdrawal from the European Union in 2020, a span of twenty-one years.

He has been a prominent Eurosceptic since the early 1990s—a voice crying into the void of continental unity. In 2004 he became the president of Europe of Freedom and Direct Democracy, an organization that mixed libertarian economics with direct democratic principles.

Farage was elected UKIP's leader in 2006 and led the party at the 2009 European Parliament election, when it won the second-most votes in the UK. He stood unsuccessfully in Buckingham at the 2010 general election before he returned as UKIP's leader that same year—the political resurrection typical of his career.

At the 2014 European Parliament election, UKIP won the most seats in the UK—pressuring David Cameron to call the 2016 EU membership referendum. This was perhaps Farage's greatest achievement: forcing a Conservative Prime Minister to offer the British public a choice they didn't know they were hungry for. The campaign that followed—the debate over membership—was brutal and resulted in the famous 2016 referendum, one that changed Britain forever.

After the referendum—a contest he effectively won by campaigning to leave—Farage resigned as UKIP's leader. His departure was not graceful; it never is when you've held power. He simply stepped away from the podium and into business.

The Brexit Party and Reform

In 2018, Farage co-founded the Brexit Party—which would later be renamed Reform UK in 2021. The party drew support from those frustrated by the delayed implementation of Brexit: the Conservative government under Theresa May was slow to leave, mired in parliamentary negotiations, and the voters were restless.

The Brexit Party won the most votes at the 2019 European Parliament election—becoming the largest single party in the parliament. The performance was remarkable for a party that had no formal structure, no traditional hierarchy, just Farage's face on a poster with the words Take Back Control.

At the 2024 general election, Farage again became Reform UK's leader—and won in Clacton. It wasn't an upset; it was a coronation—the man who spent decades fighting the establishment finally became part of it. Since then he has maintained a high media profile as Reform UK's support has risen—with the party leading UK-wide voting intention in polls throughout most of 2025.

What happened? How did a boy from Dulwich College—reportedly called a bully, allegedly making racist remarks at school—become one of the most powerful men in British politics?

The answer may lie not in what he learned but in who he became. Farage is a product of his environment: London, the City, Europe, and now Westminster.

He is not a reformer in the sense of someone who wishes to improve; he's an disrupter whose own history remains contested.

What We Know

We know this: Nigel Farage was born on 3 April 1964 in Farnborough, Kent—the son of Barbara (née Stevens) and Guy Justus Oscar Farage. His father was a stockbroker who worked in the City of London. A 2012 BBC Radio 4 profile described Guy Farage as an alcoholic who left the family home when Nigel was five years old.

His father's alcoholism—and eventual recovery—shaped his understanding of failure and reinvention. He entered the antiques trade, lost his Stock Exchange position; then endorsed by friends he returned to the trading floor at the new Stock Exchange Tower on Threadneedle Street—the building that represented both financial power and symbolic authority.

Farage's paternal grandfather, Harry Farage, served as a private in the First World War and was wounded during the Battle of Arras. It has been suggested that the Farage name comes from a distant Huguenot ancestor—French Protestants who fled to England.

The story is not just about his politics but also about his background: one of displacement, reinvention, and survival. The question remains whether he will be remembered as a hero or a villain—or perhaps both."}

  

  
    Deep Dive

    Sadiq Khan

    Based on Wikipedia: Sadiq Khan


A bus driver's son who grew up in a council flat in South London became the most powerful Muslim politician in Western Europe. Sadiq Khan's journey from a cramped three-bedroom apartment shared with nine family members to the Mayor's office at City Hall tells us something essential about modern Britain—both its possibilities and its persistent tensions.


The Earlsfield Kid


Khan was born in October 1970 at St George's Hospital in Tooting, the fifth of eight children. His father Amanullah had arrived from Pakistan just two years earlier, part of a generation of immigrants who came to Britain seeking opportunity in the postwar labor shortage. His mother Sehrun came with him. The family's migration story actually began a generation earlier, during one of the twentieth century's greatest human upheavals.


Khan's grandparents were Muhajirs—a term meaning "migrants" in Arabic, used specifically for the millions of Muslims who fled India for the newly created Pakistan during the 1947 partition. They had left Lucknow, a city in what was then the United Provinces of British India, and resettled in Karachi. The partition of India killed somewhere between one and two million people and displaced roughly fourteen million more. It remains one of history's largest mass migrations.


So when Amanullah and Sehrun Khan arrived in London, they were continuing a family pattern of movement and reinvention. Amanullah found work driving buses for London Transport. Sehrun worked as a seamstress. They raised their eight children—seven boys and one girl—in that council flat on the Henry Prince Estate in Earlsfield, an area wedged between Wandsworth Common and Wimbledon.


The family was working class in the most literal sense. Khan remembers being "surrounded by my mum and dad working all the time," and as soon as he was old enough, he joined them. Paper rounds. Saturday jobs. Summer work laboring on building sites. The family still sends money back to relatives in Pakistan, a common practice among immigrant communities that economists call remittances—billions of pounds flow out of Britain every year to support extended families abroad.


Boxing Lessons


The Khans faced regular racism. This was 1970s and 1980s Britain, a country still deeply uncomfortable with its transformation into a multiracial society. The National Front was marching through cities. "Paki-bashing" was common enough to have its own slang term. Khan and his brothers learned to fight at the Earlsfield Amateur Boxing Club, a practical response to a practical problem.


This detail matters because it reveals something about Khan's political character that would emerge later. He didn't grow up in a sheltered environment where conflicts were resolved through polite discussion. He grew up knowing that sometimes you have to be willing to scrap.


Khan attended local state schools—Fircroft Primary School, then Ernest Bevin School, a comprehensive. He was studying science and mathematics, aiming to become a dentist, when a teacher noticed something. Khan was argumentative. Instead of seeing this as a problem, the teacher suggested he channel it into law.


The recommendation aligned with another influence: the American television drama L.A. Law, which ran from 1986 to 1994 and glamorized the legal profession for a generation of viewers on both sides of the Atlantic. Khan enrolled at the University of North London—now London Metropolitan University—to study law. While pursuing his degree, he worked Saturdays at the Peter Jones department store in Sloane Square, one of London's most upmarket shopping destinations. The irony of a council estate kid selling goods to Chelsea's wealthy residents wasn't lost on anyone.


Human Rights Lawyer


After completing his law degree in 1991, Khan trained at Christian Fisher, a firm that specialized in legal aid cases—representing people who couldn't afford lawyers. Legal aid in Britain works differently from the American system. The government pays private solicitors to represent defendants and claimants who qualify based on their income and the merits of their case. It's chronically underfunded and the lawyers who do this work earn far less than their corporate counterparts.


Khan became a partner at the firm in 1997, specializing in human rights law. His caseload reads like a catalog of civil liberties controversies. He represented a doctor alleging racial discrimination in National Health Service hiring. He took on cases against the Metropolitan Police for discrimination and wrongful use of force. He represented protesters arrested during May Day demonstrations, arguing their rights under the Human Rights Act had been violated.


Two cases stand out for their political significance.


In 2001, Khan represented Louis Farrakhan, the leader of the Nation of Islam in America. Farrakhan is a deeply controversial figure, accused of antisemitism and inflammatory rhetoric, who had been banned from entering Britain since 1986. Khan successfully overturned that ban in the High Court, though the government won on appeal and Farrakhan remained excluded. Representing Farrakhan was legally defensible—everyone deserves representation—but politically risky. It would be used against Khan for years.


The other notable case involved Maajid Nawaz, Reza Pankhurst, and Ian Nisbet, three British men arrested in Egypt on charges of trying to revive Hizb ut-Tahrir, an Islamist organization that seeks to establish a global caliphate. Khan traveled to Egypt to represent them. Nawaz has since become a prominent liberal Muslim voice and critic of Islamist extremism—one of those rare cases where someone moves from radicalism to reform.


Into Politics


Khan had been involved in Labour Party politics since his twenties, serving as a councillor in Wandsworth from 1994 to 2006. In 2003, the local Labour party in Tooting opened up their parliamentary selection, prompting the sitting MP Tom Cox—who had held the seat since 1974—to retire rather than face a competitive process. Khan won the selection and then the 2005 general election.


He arrived in Parliament during Tony Blair's controversial final years. Blair had won three consecutive elections, transforming Labour from a party of permanent opposition into a natural party of government. But the 2003 invasion of Iraq had fractured the party and alienated millions of voters. Khan was among the skeptics.


His first major parliamentary battle earned him an unlikely honor. Blair wanted to introduce ninety-day detention without charge for terrorism suspects—an extraordinary power that would allow the police to hold someone for three months without presenting evidence to a court. Khan helped lead the successful opposition. The Spectator, a right-wing magazine then edited by a certain Boris Johnson, named Khan their "Newcomer of the Year" for 2005, praising his "tough-mindedness and clarity" on "the very difficult issues of Islamic terror."


This is worth pausing on. A Muslim MP opposing extended detention for terrorism suspects, praised by a conservative magazine edited by a man who would later become his chief political rival. Politics in the mid-2000s operated by different rules than today.


The Letter


In August 2006, British police arrested seven men for plotting to blow up transatlantic flights using liquid explosives hidden in drink bottles. This plot, if successful, would have killed thousands and dwarfed the 7/7 bombings of the previous year. Two days after the arrests, Khan signed an open letter to Tony Blair published in The Guardian.


The letter, signed by prominent British Muslims, argued that Blair's foreign policy—particularly the Iraq War—was providing "ammunition to extremists who threaten us all." The timing was incendiary. John Reid, the Home Secretary who had coordinated the arrests, called the letter "a dreadful misjudgement." Michael Howard, the former Conservative leader, called it "a form of blackmail."


Was it? The letter didn't justify terrorism. It argued that bad policy was making terrorism more likely—a position held by many security experts, including some within the intelligence services. But publishing it forty-eight hours after a mass-casualty plot was foiled made it look like a threat: change your policy or expect more plots.


Khan has never really escaped this controversy. For his supporters, he was speaking an unpopular truth. For his critics, he was at best naive about how the letter would be received, at worst providing political cover for extremism.


Gordon Brown's Protégé


When Gordon Brown replaced Blair as Prime Minister in 2007, Khan's career accelerated. Brown made him a party whip, responsible for ensuring Labour MPs voted the right way. This led to another controversy: in 2008, Khan helped push through legislation allowing forty-two-day detention without charge—a position that seemed to contradict his earlier opposition to ninety-day detention.


Shami Chakrabarti, then director of Liberty, the civil liberties organization Khan had once chaired, accused him of abandoning his principles. Khan's defenders argued that forty-two days was a meaningful compromise from ninety. His critics saw opportunism—a man willing to shift his positions for career advancement.


Brown promoted Khan to Parliamentary Under-Secretary of State for Communities and Local Government in October 2008, then to Minister of State for Transport in June 2009. At Transport, Khan became, technically, the first Muslim to attend British Cabinet meetings—though as a junior minister, he only attended for items covering his policy area.


He announced his own promotion on Twitter, believed to be the first MP to do so. It was 2009. Social media was still new enough that this counted as noteworthy.


The Expenses Complications


Khan's parliamentary career was shadowed by expenses issues, though none rose to the level of the spectacular scandals that ended other MPs' careers during the 2009 expenses crisis. In 2007, he repaid five hundred pounds for a newsletter that featured an "unduly prominent" Labour rose logo. In 2010, he repaid money for Christmas, Eid, and birthday cards sent to constituents—something that violated rules about using parliamentary resources for personal communications. He also repaid money for letters that were deemed to have the "unintentional effect of promoting his return to office."


These were minor infractions compared to colleagues who had claimed for duck houses and moat cleaning. But they established a pattern that critics would reference: rules seemingly bent, explanations offered, money repaid when caught.


The Bugging Incident


More serious was the revelation in February 2008 that Khan's conversation with a constituent had been recorded by police. The constituent was Babar Ahmad, a British man accused of involvement in terrorism, and Khan had visited him in Woodhill Prison. The Metropolitan Police Anti-Terrorist Branch had bugged the conversation.


This touched on a fundamental principle of parliamentary democracy. The Wilson Doctrine, named after 1960s Prime Minister Harold Wilson, held that the security services should not bug Members of Parliament. The doctrine protected MPs' ability to communicate freely with constituents, including those accused of crimes.


An inquiry concluded that technically, the Wilson Doctrine didn't apply because the bugging was authorized by a senior police officer rather than the Home Secretary. This was a distinction without a meaningful difference—the conversation was still recorded. The Home Secretary subsequently announced that bugging discussions between MPs and constituents should be banned.


For Khan, the incident was both a violation of his rights and a political problem. Having your conversations with a terrorism suspect recorded doesn't look great, even if the recording was improper.


Mayor of London


After Labour lost the 2010 election, Khan served in the shadow cabinet under Ed Miliband, whom he had managed to victory in the Labour leadership contest. He became Shadow Lord Chancellor and Shadow Justice Secretary, then added Shadow Minister for London. In 2016, he ran for Mayor.


His opponent was Zac Goldsmith, the wealthy Conservative MP for Richmond Park. The campaign became notorious for its tone. Goldsmith's team repeatedly linked Khan to extremism, highlighting his past legal representation of controversial clients and the 2006 letter. Critics called the campaign Islamophobic. Goldsmith denied this, arguing that he was raising legitimate questions about Khan's judgment and associations.


Khan won decisively, becoming the first Muslim mayor of a major Western capital. The symbolism was obvious: the bus driver's son from a council flat, raised in a city where he'd faced regular racism, now running that city.


Running London


The Mayor of London has real but limited powers. Transport for London—the buses, the Underground, the Overground, the trams, the river services—falls under mayoral control. So does the Metropolitan Police, though the relationship is more supervisory than operational. The mayor sets strategic direction for planning, housing, and economic development but works through the boroughs for actual implementation.


Khan's signature transport initiative was the Hopper fare, allowing unlimited bus and tram journeys within an hour of first tapping in. This helped lower-income Londoners who often need multiple buses to reach work or school. He expanded the London congestion charge—the fee for driving into central London during working hours—both in cost and geographic coverage.


His most controversial transport policy was the Ultra Low Emission Zone, or ULEZ. This charges older, more polluting vehicles for entering first central London, then inner London, and eventually Greater London. The policy genuinely improved air quality—pollution levels dropped measurably. But it also imposed costs on drivers who couldn't afford newer vehicles, and became a political flashpoint, with accusations that Khan was waging war on motorists.


On aviation, Khan supported expansion at Gatwick and London City Airport while opposing a third runway at Heathrow—a position that balanced environmental concerns against economic development. Heathrow expansion remains perpetually stalled.


Brexit and the Pandemic


Khan was a vocal supporter of Britain remaining in the European Union, backing both the initial 2016 Remain campaign and the subsequent People's Vote campaign for a second referendum. Neither succeeded. Brexit passed, was implemented, and Khan was left as the mayor of a global city suddenly outside the European economic framework.


The COVID-19 pandemic presented different challenges. Transport for London's finances collapsed as ridership vanished. The government provided a 1.6 billion pound bailout but demanded fare increases and efficiency savings in return. Khan implemented the fare rises while lobbying for stronger public health restrictions during the pandemic—sometimes finding himself to the left of the national government on lockdowns and mask mandates.


Crime and Criticism


Khan's tenure has coincided with rising knife and gun crime in London. Whether this is his fault is genuinely debatable. Policing is operationally independent—the mayor sets priorities but doesn't direct officers. Austerity cuts to youth services, mental health provision, and police numbers began before Khan took office and continued under central government control. Similar crime increases occurred in other British cities with different political leadership.


Still, Khan accepted the mayoralty promising to address violent crime. The problem has worsened on his watch. His critics hold him responsible. His defenders point to factors beyond his control. Both positions contain truth.


Three Terms


Khan won reelection in 2021 and again in 2024, becoming the first and only London mayor to serve three terms. He's been knighted, making him Sir Sadiq Khan—another first for a sitting mayor.


His political positioning is what's called "soft left" in Labour terms: socially liberal, moderately redistributive, comfortable with capitalism but supportive of regulation and public services. He's a social democrat in the European sense—someone who believes in a market economy with a strong welfare state and robust civil liberties.


The relationship with his predecessor Boris Johnson—first as mayor, then as Prime Minister—was consistently hostile. They represent genuinely different visions of London and of Britain. Johnson's London was a global financial center, freewheeling and business-friendly. Khan's London emphasizes diversity, sustainability, and social equity. Neither vision is entirely wrong. Neither is entirely right.


What He Represents


Sadiq Khan's career embodies a specific British story: the immigrant family that works its way up through education, professional achievement, and eventually political power. It's a story the country tells about itself during optimistic moments.


But Khan also embodies the tensions in that story. The boxing lessons to survive racism. The surveillance by security services. The campaigns that questioned whether he truly belonged. The persistent critique that his associations make him unsuitable for office.


He's currently the most prominent Muslim politician in the Western world, leading one of its most important cities. Whether that makes him a symbol of integration's success or a lightning rod for integration's conflicts depends largely on who you ask. Probably both are true simultaneously.


The bus driver's son runs London's buses now. And everything else the mayor controls. What you make of that depends on what you think Britain is becoming.
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Last night at 11 p.m., when a People reporter arrived at the inpatient building of the Houhu campus of Wuhan Central Hospital, two of Li Wenliang’s university classmates had already been waiting there for half an hour. They were also doctors in Wuhan, sent by their entire class to see him. But visiting hours were already over, and the entrance to the inpatient building had been blocked off—they couldn’t get in.
It was late. The building was still brightly lit. The second floor was the ICU where Li Wenliang was being resuscitated. Several floors above, his parents—also infected with COVID—were hospitalized as well. His classmates were worried about them and called Li Wenliang’s father, hoping they could go upstairs to keep him company. But hospital staff were with his father and refused the request over the phone. Later, they spoke with Li Wenliang’s pregnant wife, who was out of town. She was anxious and worried but didn’t know the latest information. They told her, “If there’s any news, we’ll call you the first moment we hear it.”

Just after midnight, the hospital was still continuing its efforts to save Li Wenliang. But a nurse from inside the building—dressed very lightly—came down alone to the first floor and burst into tears. First, she leaned against the wall crying; then she crouched on the floor and cried. Even from more than ten meters away, her sobs were clearly audible, echoing through the quiet hospital in the middle of the night.
His classmates talked about Li Wenliang’s condition. A few days earlier, Li Wenliang had given a media interview and seemed to be in good spirits. But in fact, for more than ten days, he had never been taken off a ventilator. One classmate said, “That was already a very bad sign.”
Yesterday afternoon, Li Wenliang was transferred from the Nanjing Road campus of Wuhan Central Hospital to the Houhu campus. According to this classmate, the reason was that he now needed ECMO (extracorporeal membrane oxygenation), but the Nanjing Road campus didn’t have it—their equipment had all been reassigned to Jinyintan Hospital. The Houhu campus still had one machine, which could save his life. There was also another version circulating online, saying that this ventilator was borrowed from another hospital.
Had his condition really deteriorated to the point of needing extracorporeal support? The classmate said, “Actually, he should have been put on it a long time ago.”
Wu Yan, a doctor at Wuhan Central Hospital, told People late last night that after Li Wenliang was transferred to the other campus yesterday afternoon, his condition was very poor: “He wasn’t suitable for transfer; the risk was high. He was transferred over in the evening, and not long after he arrived he went into respiratory failure and was intubated, but we couldn’t bring him back. His breathing and heartbeat stopped. After three hours of chest compressions there were no vital signs, but we still put him on ECMO. Right now we’re not allowed to declare him dead.”
“Even though I know he’s probably already gone, I still hope the rumors online are true—that ECMO can create a miracle,” the doctor told People at 00:43 this morning.
“What I learned tells me it’s basically impossible, but I still feel there might be a miracle,” the doctor explained from his medical knowledge. “Breathing and heartbeat stopped for three hours—normally you can declare clinical death. But we got an ECMO machine to maintain circulation.”
According to Caixin, at 2 a.m., the resuscitation was still ongoing. At 3:48 a.m., the official Wuhan Central Hospital account posted: Our hospital’s ophthalmologist Li Wenliang, unfortunately infected while working to combat the novel coronavirus epidemic, despite all-out rescue efforts, passed away at 2:58 a.m. on February 7, 2020. Three hours of chest compressions, at least three hours of ECMO—no miracle was created.
Before that, at 23:25 last night, the World Health Organization had already posted a tweet: “We are deeply saddened by the passing of Dr. Li Wenliang. We all need to celebrate work that he did on #2019nCoV.”
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Li Wenliang’s university classmates told People that on the afternoon of December 30, 2019, Li Wenliang posted in their class group chat: “华南水果海鲜市场确诊了7例SARS，在我们医院后湖院区急诊科隔离。Seven confirmed SARS cases at Huanan Seafood Wholesale Market; isolated in the ER at our hospital’s Houhu campus.” Half an hour later, he added: “最新消息是，冠状病毒感染确定了，正在进行病毒分型。让家人亲人注意防范。Latest news is that coronavirus infection has been confirmed; virus typing is underway. Tell family and loved ones to take precautions.”

As fellow doctors, they believed Li Wenliang. He had practiced for many years; his judgment was unlikely to be wrong. And precisely because of Li Wenliang’s warning, they began protecting themselves from that point on—stockpiling N95 masks and wearing protective suits at work. Not many people knew at the time, so masks were still easy to buy. It was exactly this batch of supplies that protected some doctors at the beginning of the outbreak, and later, when supplies were scarce, helped them through urgent moments.
After Li Wenliang was reprimanded, his classmates all learned about it. They became even more cautious and stopped talking about the new virus on WeChat, but they still spread the information by word of mouth—especially many young doctors born in the 1980s, who, after learning about it, began taking precautions. A classmate said, “So he really saved a lot of people.”



（China Central Television news reporting on Wuhan police reprimanding eight people “spreading rumors” on unknown pneumonia, including Dr. Li Wenliang.)
Before he was reprimanded, Li Wenliang was not a well-known doctor in the hospital. Wu Yan, a young doctor in another department, hadn’t really heard his name and had never met him. “I only learned about him because he was called a rumor-monger. He was reprimanded, and we all felt it was unfair to him. Then we heard he got infected… He was being punished on one side and got infected on the other, and his family got sick too. I heard the psychological pressure was huge. Later he was rehabilitated, and we were all very happy.”
From the bottom of his heart, he admired Li Wenliang’s courage: “All I know is, he told the truth—he said what many people didn’t dare to say. But he received a punishment that didn’t match it at all, and suffered enormous trauma, physically and mentally.”
That night, Wu Yan’s WeChat Moments feed was “flooded with candles.” Although, when he was being interviewed by People, Li Wenliang had not yet been officially declared dead, his heart had already been stopped for three hours. Wu Yan said, “We all know that mourning Dr. Li is also mourning ourselves.”
At 1 a.m., Li Wenliang’s university classmates were still weaving through the inpatient building, which had been locked down everywhere, searching for any passage that might still be open. They wanted to reach the floor where Li Wenliang’s parents were hospitalized—at least to get a look at them and know whether they were okay. But after trying for two hours, they still didn’t succeed.
As they searched for an exit, they passed wall after wall displaying the glorious history of Wuhan Central Hospital. Another wall bore the hospital motto: The hospital takes saving lives and healing the wounded as its sacred duty. Harm, pain, and withering of life play out every day; the most valuable lesson they bring is awe and cherishing. To revere life is to treat patients like family, to care for patients’ life and health, to put people first, and to treat employees with sincerity.
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Dr. Li Wenliang’s Weibo posts recorded his vivid yet ordinary everyday life.
He loved food and often joked that his “appetite is fiercer than a tiger.” If he suddenly wanted to eat oranges, he would run 1,000 meters in a storm wearing slippers just to buy them. Seeing all kinds of ice cream in an ice cream shop, he would sigh, “Damn, too many temptations.” Izakayas and Haidilao were both his favorites; he said he absolutely loved wasabi and sashimi. Fried chicken was another favorite. Dicos’s “pistol drumstick”—every time he went to the train station, he would order it. He described how delicious that drumstick was: a huge leg connected to the hip, just looking at it was deeply satisfying; the skin crisp, the meat tender, paired with the restaurant’s special dry spice mix—absolutely a top-tier leg among legs! Add a cup of Coke at this moment, and life has already reached its peak.
He binge-watched dramas—he liked Joy of Life—and he followed idols too. Recently he liked Xiao Zhan, thought Xiao Zhan was handsome, and felt he sang 《绿光》Green Light especially well. When cherries cost 158 yuan per 500 grams, he would joke that he couldn’t afford them. Buying a few oranges for 30 yuan, he would call himself a “diaosi”—a loser—and sigh that life was hard. He also loved reposting giveaway posts on Weibo: repost to win a phone, repost to win a car, repost to win cherries—he reposted them all. Finally, once, he stopped being someone who never wins: he won a box of wet wipes, and he posted on Weibo to thank the sponsor.
Being a doctor was exhausting, and from time to time he would complain about work: “This is killing me.” Although he often said “I don’t want to do this anymore,” complained about being on duty three days in a row—“I’m going to die”—said he “hated outpatient clinic,” and looked forward to getting off work to go eat crispy sweet & sour pork, if you really asked him to leave, he couldn’t bear to take off the white coat. What he truly felt inside was: “Patients torment me a thousand times, yet I treat patients like my first love.”
Reading his Weibo, you’d find him kind of adorable. This ophthalmologist seemed to have a little boy living in his heart, joking and raging on social media, with “damn it,” “what the hell,” and “holy crap” constantly on his lips. He would even wonder, “Does a chicken suffer when it lays an egg?” If he saw a butterfly, he’d take a photo and post it online with the caption: A butterfly. When he had time, he liked going out for a walk, looking at rapeseed flowers, playing badminton. If someone on the road called him “uncle,” he would “go crazy,” feeling “hurt.” He also loved pranks: when checking out of a hotel, he would fold the blanket into the shape of a person inside to scare the housekeeping staff.
If you asked what season he liked best, it would probably be autumn. He liked autumn mornings, when sunlight filters through green leaves and scatters specks of light on the ground. He once described Wuhan in autumn like this: it has a kind of gentle warmth that is neither hot nor cold; in this season you can feel the most pattering drizzle and the softest wind, and of course you can feel the beauty and the fluttering of fallen leaves covering the ground, and the heart-stirring sound of them crunching underfoot.
Dr. Li Wenliang shared warm moments of being with his family: the weather was nice, his child and wife were by his side, his parents came to visit him, and when they left on the high-speed train, he would specially take a photo of the train they were riding to commemorate it.
He once made a New Year’s wish: in the new year of his life, he hoped to be a simple person—able to see through the complexities of the world without leaving traces in his heart, and to keep a calm and ordinary mind. He also said that an unexamined life is not worth living, and he hoped everyone could realize their own value—encouraging each other. His WeChat signature was: “理论是灰色的，生命之树常青 Theory is gray, but the tree of life is evergreen.”

But at the same time, he was someone who cared about society. He spoke up for the outspoken host Wang Qinglei after the Wenzhou high-speed train accident, calling for signatures to reinstate him. On February 1, he gave an interview to Caixin. Even though he had already been reprimanded and both he and his parents had been infected, he still bravely expressed himself: “A healthy society shouldn’t have only one voice.”

That same day, his nucleic acid test result came back—positive. He said: “Dust settles; finally diagnosed,” and added a dog emoji. In the hospital ward, he saw many netizens’ encouragement and thanked everyone on Weibo: “Thank you all for your support. My license hasn’t been revoked, so please rest assured. I will definitely cooperate actively with treatment and strive to be discharged as soon as possible.”
Before that, when a work group chat called on doctors to sign up for the front line of epidemic prevention, he also said: “When I’m better, I’ll sign up too.” In another image circulating online, someone asked him on WeChat: After you recover, what are your plans? He replied: When I’m better, I’ll go to the front line. The outbreak is still spreading—I don’t want to be a deserter. (Enditem)

  
  
    Deep Dive

    Li Wenliang

    Based on Wikipedia: Li Wenliang


On the evening of December 30th, 2019, a thirty-four-year-old eye doctor in Wuhan, China sent a message to a private group chat of his medical school classmates. Seven patients from a local seafood market had tested positive for something that looked terrifyingly familiar: SARS coronavirus. He shared a screenshot of the lab results. He circled the word "SARS." He told his friends to warn their families.


Within weeks, that eye doctor would be summoned by police, forced to sign a confession for "spreading rumors," and publicly humiliated on state television. Within six weeks, he would be dead—killed by the very disease he tried to warn people about.


His name was Li Wenliang, and his story became one of the defining tragedies of the COVID-19 pandemic.


An Ordinary Doctor


Nothing about Li Wenliang's early life suggested he would become an international symbol of whistleblowing and government overreach. He was born in October 1985 in Beizhen, a small city in northeastern China's Liaoning province, to a Manchu family. The Manchu are one of China's fifty-five officially recognized ethnic minorities, descendants of the people who founded the Qing Dynasty and ruled China for nearly three centuries.


Li's parents had worked for state enterprises—the sprawling government-owned companies that once employed much of China's urban workforce. But in the 1990s, as China restructured its economy, millions of these workers were laid off. Li's parents were among them.


Despite this setback, Li excelled academically. He graduated from Beizhen High School in 2004 with an outstanding record and earned admission to Wuhan University's School of Medicine. The program was intensive: a seven-year combined bachelor's and master's degree. His professors remembered him as diligent and honest. His classmates remembered him as a basketball fan.


In his second year of medical school, Li joined the Chinese Communist Party—a common step for ambitious young professionals in China. Party membership opens doors to career advancement and is often seen as a mark of civic responsibility rather than deep ideological commitment.


After graduating in 2011, Li spent three years working at an eye center in Xiamen, a coastal city in southeastern China known for its mild climate and colonial architecture. In 2014, he moved back to Wuhan to work as an ophthalmologist at Wuhan Central Hospital. He married a woman named Fu Xuejie. They had a son, with another child on the way.


By all appearances, Li Wenliang was living the unremarkable life of a successful urban professional in modern China.


The Message


In late December 2019, doctors throughout Wuhan began noticing something strange. Patients were arriving at hospitals with severe pneumonia that didn't respond to standard treatments. The cases seemed to cluster around one location: the Huanan Seafood Wholesale Market, a sprawling wet market that sold not just fish but also live wild animals.


On December 30th, Wuhan's Centers for Disease Control sent an urgent internal memo to local hospitals, warning them about the mysterious pneumonia cases and launching an investigation. That same day, a doctor named Ai Fen—the director of the emergency department at Wuhan Central Hospital—received laboratory results for a patient she had examined. The patient had flu-like symptoms that wouldn't respond to treatment.


The lab results were alarming. They showed a positive result for SARS coronavirus.


SARS—Severe Acute Respiratory Syndrome—had traumatized China in 2003. That epidemic killed nearly eight hundred people worldwide and infected thousands more, with the majority of cases in mainland China and Hong Kong. The Chinese government's initial cover-up of SARS had caused international outrage and led to major reforms in disease surveillance. The memory of SARS still haunted Chinese public health officials.


Ai Fen circled the word "SARS" on the report and sent it to a colleague at another hospital. From there, it spread through medical circles in Wuhan until it reached Li Wenliang.


At 5:43 in the afternoon, Li posted in a private WeChat group—a messaging platform similar to WhatsApp—that he shared with his former medical school classmates. "Seven confirmed cases of SARS were reported from Huanan Seafood Market," he wrote. He attached the patient's examination report and CT scan images.


About an hour later, he added an update: "The latest news is, it has been confirmed that they are coronavirus infections, but the exact virus strain is being subtyped."


Li wasn't trying to alert the public. He explicitly asked his classmates not to spread the message beyond the group, saying they should only "remind their family members and loved ones to be on the alert." He was upset when screenshots of his messages began circulating more widely on Chinese social media.


But by then, the information had escaped his control.


The Summons


The Chinese internet works differently than the internet in Western countries. Platforms like WeChat and Weibo—China's equivalents of WhatsApp and Twitter—are closely monitored by authorities. Sensitive content is flagged by automated systems and human censors. Users who post problematic material can face consequences ranging from having their posts deleted to being summoned by police.


When Li's messages began circulating more widely, they caught the attention of authorities. On January 3rd, 2020, police from the Wuhan Public Security Bureau summoned Li for questioning. They accused him of "making false comments on the Internet about unconfirmed SARS outbreak."


Technically, the police had a point: the disease wasn't actually SARS. It was a novel coronavirus—what we now know as SARS-CoV-2, the virus that causes COVID-19. The distinction matters scientifically, but in practical terms, Li's warning was prescient. A dangerous new respiratory virus was indeed spreading through Wuhan.


The police forced Li to sign a letter of admonition—a formal written warning that would go on his record. The letter stated that he had "seriously disrupted social order" by spreading rumors. He was made to promise not to do it again. The police warned him that any further violations would result in criminal prosecution.


The punishment of Li and seven other doctors who had shared similar warnings was broadcast on China Central Television, the main state-run network. This was a signal that the reprimand had been endorsed at the highest levels of the Chinese government. The message to other potential whistleblowers was clear: stay quiet.


Li returned to work.


Infection


On January 8th, 2020—just five days after his police summons—Li examined a patient at Wuhan Central Hospital. The patient was an elderly woman suffering from acute angle-closure glaucoma, a painful eye condition that requires urgent treatment. Li was an ophthalmologist; treating such patients was routine for him.


What Li didn't know was that the woman was infected with the new coronavirus. She was a storekeeper at the Huanan Seafood Market—the same market at the center of the outbreak. According to doctors who later reviewed the case, she had an unusually high viral load, meaning she was shedding enormous quantities of the virus.


The next day, the patient developed a fever. Li immediately suspected coronavirus.


Two days after that, Li himself developed a fever and cough. His symptoms rapidly became severe.


On January 12th, Li was admitted to the intensive care unit at his own hospital. He was placed in isolation. Knowing how contagious the virus was, Li had already checked himself into a hotel room to protect his pregnant wife and young son. It wasn't enough: both of his parents eventually contracted the virus as well, though they recovered.


Li tested positive for the coronavirus on January 30th and was formally diagnosed on February 1st.


The Confession Goes Viral


On January 31st, from his hospital bed, Li did something remarkable. He posted his experience on social media. He shared the letter of admonition that police had forced him to sign. He showed the world what had happened to him for trying to warn his colleagues.


The post went viral.


By this point, the coronavirus outbreak was no longer a secret. The Chinese government had acknowledged the new disease and begun implementing unprecedented lockdowns. Wuhan, a city of eleven million people, had been sealed off from the outside world. The World Health Organization had declared a global health emergency. Every day brought worse news.


And here was proof that doctors who had tried to sound the alarm weeks earlier had been silenced by the authorities.


Chinese internet users were furious. They began asking pointed questions. Why had doctors who gave early warnings been punished? How many lives could have been saved if authorities had listened instead of suppressed? What else was the government hiding?


On February 4th, in a remarkable about-face, China's Supreme People's Court published a statement suggesting that the eight Wuhan citizens—including Li—should not have been punished. "It might have been a fortunate thing," the court wrote on social media, "if the public had believed the 'rumors' then and started to wear masks and carry out sanitization measures, and avoid the wild animal market."


Li, still fighting for his life in the hospital, told interviewers that he felt relieved by the court's statement. "I think there should be more than one voice in a healthy society," he said, "and I don't approve of using public power for excessive interference."


It was one of the last interviews he ever gave.


Death


On February 6th, Li was on the phone with a friend when he mentioned that his oxygen saturation had dropped to 85 percent. For a healthy person, oxygen saturation should be above 95 percent. Eighty-five percent is dangerously low—a sign that the lungs are failing.


Doctors placed Li on ECMO, which stands for Extracorporeal Membrane Oxygenation. This is a last-resort treatment that essentially takes over the function of the heart and lungs, pumping blood out of the body, adding oxygen and removing carbon dioxide, then pumping it back in. ECMO can keep patients alive when their own organs have completely failed, but it's not a cure—it's a bridge, buying time for the body to heal itself.


Li's body could not heal.


According to China Newsweek, his heartbeat stopped at 9:30 that evening. Chinese state media posted reports that he had died. But then something strange happened: the posts were deleted. The hospital released a statement saying Li was in critical condition and they were doing everything they could to save him.


For hours, confusion reigned. More than seventeen million people watched a live stream for updates on his condition—an astonishing number, a sign of how much Li had come to mean to the Chinese public.


Finally, at 2:58 in the morning on February 7th, Wuhan Central Hospital announced that Li Wenliang had died. He was thirty-four years old.


Outpouring


The grief was immediate and overwhelming.


On Weibo, the Chinese equivalent of Twitter, a hashtag began trending: "We Want Freedom of Speech." In Chinese, it reads 我们要言论自由—wǒmen yào yánlùn zìyóu. Within five hours, the hashtag had accumulated more than two million views and over five thousand posts.


Then the censors deleted it.


Other related hashtags and posts were also removed. But the mourning continued in ways that were harder to suppress. In Wuhan, citizens brought flowers to Wuhan Central Hospital. They blew whistles—a tribute to the English term "whistleblower." At night, people across China turned off their lights for five minutes, then waved glow sticks and blew whistles from their windows in a coordinated memorial.


The World Health Organization posted on Twitter that it was "deeply saddened by the passing of Dr Li Wenliang." People called him an "ordinary hero"—a phrase that captured something essential about his story. He wasn't a dissident or an activist. He was just a doctor who tried to warn his friends about a dangerous disease.


A group of Chinese academics published an open letter urging the government to protect free speech and apologize for Li's death. The letter was led by Tang Yiming, head of the school of Chinese classics at Central China Normal University in Wuhan—a prestigious position that made his criticism particularly bold. "We all should reflect on ourselves," Tang wrote, "and the officials should rue their mistakes even more."


The letter called Li "a victim of speech suppression."


Rehabilitation


The Chinese government found itself in a difficult position. Li had become a symbol of everything that had gone wrong in the early response to COVID-19. His treatment by police had made China look authoritarian and incompetent on the world stage. The public anger was genuine and widespread.


Officials began a careful process of rehabilitation.


On March 19th, 2020—six weeks after Li's death—Wuhan police formally apologized to his family. They revoked the letter of admonition, erasing the official record of his "wrongdoing." The government opened an investigation into how he had been treated.


In April, Li was posthumously awarded the May Fourth Medal, one of China's highest honors for young people. The name references the May Fourth Movement of 1919, a student-led protest against imperialism and traditional culture that is celebrated as the birth of modern Chinese nationalism. Later that month, Li was designated a "martyr"—the highest honor the Chinese government can bestow on a citizen who dies serving the country.


He was honored alongside thirteen other martyrs, mostly physicians who had died fighting COVID-19.


The recognition continued internationally. Fortune magazine ranked Li as number one on its list of "World's 25 Greatest Leaders: Heroes of the pandemic." In May 2021, the German Medical Association awarded him the Paracelsus Medal, its highest honor. The International Journal of Infectious Diseases published an article urging doctors everywhere to follow Li's example of vigilance and courage.


In New York, hundreds of people gathered in Central Park to commemorate him. The United States Senate introduced a resolution in his honor, calling for transparency from the Chinese government.


An Italian author wrote a children's book about him titled "Dr. Li and the Crown-Wearing Virus," using his story to explain the pandemic to young readers.


The Wailing Wall


Li's last post on Weibo—the Chinese social media platform—remained online after his death. It became something unprecedented in China: a digital wailing wall where millions of people left messages to a dead man.


In the year after his death, more than one million messages accumulated on that post. Academic researchers who analyzed the messages found that the four most frequent terms were "Dr. Li," "today," "good night," and "hope."


People didn't just mourn him. They talked to him. They shared their daily lives—their worries, their small joys, their frustrations. Some expressed gratitude. Others urged fellow citizens to remember what had happened. Many simply said good night, as if Li were a friend they were checking in on before bed.


The messages continued for months, then years. In a country where public expressions of grief and dissent are tightly controlled, Li's Weibo page became a rare space for something approaching authentic collective emotion.


The Whistleblower Hospital


Li was not the only doctor at Wuhan Central Hospital to die from COVID-19.


By early June 2020, five more doctors from the same hospital had succumbed to the disease. One of them was Hu Weifeng, a urologist who had been hospitalized for four months before dying on June 2nd. The hospital earned a grim nickname: "the whistleblower hospital."


Ai Fen, the emergency room director who had first circulated the alarming lab results that reached Li, survived. But she later gave interviews criticizing hospital leadership for failing to warn staff about the danger and for punishing those who tried to speak out. Those interviews were censored in China.


Was He Really a Whistleblower?


There's a genuine question about whether Li Wenliang fits the traditional definition of a whistleblower.


Classic whistleblowers—like Daniel Ellsberg, who leaked the Pentagon Papers, or Edward Snowden, who exposed mass surveillance—deliberately expose wrongdoing to the public, often at great personal risk. They make a conscious choice to reveal information that powerful institutions want to keep secret.


Li's situation was more complicated. He didn't intend to alert the public. He shared information with a private group of friends and specifically asked them not to spread it further. He wasn't trying to expose government misconduct—he was trying to protect people he cared about from a dangerous disease.


A Taiwanese author named Yan Zeya raised this point shortly after Li's death, noting that Li had never expressed general opposition to the government or willingness to expose its "dark side."


But perhaps this is precisely what makes Li's story so powerful. He wasn't a dissident or a troublemaker. He was a loyal Party member, an ordinary professional, a man who played by the rules. And still the system crushed him for trying to share truthful information that might save lives.


If even someone like Li Wenliang could be silenced, what hope was there for anyone else?


Taiwan's Early Warning


One person who took Li's warning seriously was thousands of miles away.


On New Year's Eve 2019, Yijun Luo, the deputy director of Taiwan's Centers for Disease Control, was browsing the internet when he stumbled across Li's warning message about a new SARS-like virus. Luo researched the claim, found it credible, and immediately initiated a series of epidemic prevention procedures.


Taiwan's early response to COVID-19 would become one of the most successful in the world. Despite its proximity to mainland China and extensive travel between the two, Taiwan kept its case count remarkably low throughout 2020. At a press conference in April 2020, Luo publicly thanked Li Wenliang for the warning that had helped Taiwan prepare.


It was a bittersweet tribute. Li's message had been suppressed in his own country but heeded in a neighboring one. The information he tried to share could have saved countless lives on the mainland if authorities had listened instead of punishing him.


Legacy


In June 2020, four months after Li's death, his widow Fu Xuejie gave birth to their second son. Li never got to meet him.


The questions raised by Li's death—about free speech, about government transparency, about the cost of silencing inconvenient truths—remain unresolved. The Chinese government rehabilitated Li and honored him as a martyr, but it never acknowledged that the system that punished him was fundamentally flawed. Officials who silenced him were never publicly held accountable.


And yet something changed. In those chaotic weeks of early 2020, as millions of Chinese citizens watched the livestream of Li's final hours and left flowers at his hospital and blew whistles in the night, a crack appeared in the carefully controlled narrative. For a brief moment, grief became a form of protest. An eye doctor who just wanted to warn his friends became a symbol of everything his government had gotten wrong.


Li Wenliang didn't set out to be a hero. He just tried to tell the truth. In the end, that was enough.
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Europe has repeatedly rejected peace with Russia at moments when a negotiated settlement was available, and those rejections have proven profoundly self-defeating. From the nineteenth century to the present, Russia’s security concerns have been treated not as legitimate interests to be negotiated within a broader European order, but as moral transgressions to be resisted, contained, or overridden. This pattern has persisted across radically different Russian regimes—Tsarist, Soviet, and post-Soviet—suggesting that the problem lies not primarily in Russian ideology, but in Europe’s enduring refusal to recognize Russia as a legitimate and equal security actor.
My argument is not that Russia has been entirely benign or trustworthy. Rather, it is that Europe has consistently applied double standards in the interpretation of security. Europe treats its own use of force, alliance-building, and imperial or post-imperial influence as normal and legitimate, while construing comparable Russian behavior—especially near Russia’s own borders—as inherently destabilizing and invalid. This asymmetry has narrowed diplomatic space, delegitimized compromise, and made war more likely. Likewise, this self-defeating cycle remains the defining characteristic of European-Russian relations in the twenty-first century.
A recurring failure throughout this history has been Europe’s inability—or refusal—to distinguish between Russian aggression and Russian security-seeking behavior. In multiple periods, actions interpreted in Europe as evidence of inherent Russian expansionism were, from Moscow’s perspective, attempts to reduce vulnerability in an environment perceived as increasingly hostile. Meanwhile, Europe consistently interpreted its own alliance building, military deployments, and institutional expansion as benign and defensive, even when these measures directly reduced Russian strategic depth. This asymmetry lies at the heart of the security dilemma that has repeatedly escalated into conflict: one side’s defense is treated as legitimate, while the other side’s fear is dismissed as paranoia or bad faith.
Western Russophobia should not be understood primarily as emotional hostility toward Russians or Russian culture. Instead, it operates as a structural prejudice embedded in European security thinking: the assumption that Russia is the exception to normal diplomatic rules. While other great powers are presumed to have legitimate security interests that must be balanced and accommodated, Russia’s interests are presumed illegitimate unless proven otherwise. This assumption survives changes in regime, ideology, and leadership. It transforms policy disagreements into moral absolutes and renders compromise as suspect. As a result, Russophobia functions less as a sentiment than as a systemic distortion—one that repeatedly undermines Europe’s own security.
I trace this pattern across four major historical arcs: its structural roots in the nineteenth century, the revolutionary and interwar years, the early Cold War, and the post-Cold War landscape. The consequences of this long pattern of disdain for Russian security concerns are now visible with brutal clarity. The war in Ukraine, the collapse of nuclear arms control, Europe’s energy and industrial shocks, Europe’s new arms race, the EU’s political fragmentation, and Europe’s loss of strategic autonomy are not aberrations. They are the cumulative costs of two centuries of Europe’s refusal to take Russia’s security concerns seriously.
The Origins of Structural Russophobia
The recurrent European failure to build peace with Russia is not primarily a product of Putin, communism, or even twentieth-century ideology. It is much older—and it is structural. Repeatedly, Russia’s security concerns have been treated by Europe not as legitimate interests subject to negotiation, but as moral transgressions. In this sense, the story begins with the nineteenth-century transformation of Russia from a co-guarantor of Europe’s balance into the continent’s designated menace.
After the defeat of Napoleon in 1815, Russia was not peripheral to Europe; it was central. Russia bore a decisive share of the burden in defeating Napoleon, and the Tsar was a principal architect of the post-Napoleonic settlement. The Concert of Europe was built on an implicit proposition: peace requires the great powers to accept one another as legitimate stakeholders and to manage crises by consultation rather than by moralized demonology. Yet, within a generation, a counterproposition gained strength in British and French political culture: that Russia was not a normal great power but a civilizational danger—one whose demands, even when local and defensive, should be treated as inherently expansionist and therefore unacceptable.
This shift is captured with extraordinary clarity in Mikhail Pogodin’s 1853 memorandum to Tsar Nicholas I, written at the hinge point between diplomacy and war. Pogodin lists episodes of Western coercion and imperial violence—far-flung conquests and wars of choice—and contrasts them with Europe’s outrage at Russian actions in adjacent regions. Pogodin concluded, “We can expect nothing from the West but blind hatred,” to which Nicholas I noted: “This is the whole point.” This exchange identifies the recurring pathology: by treating its own claims as universally legitimate and Russia’s as suspect, the West renders compromise politically toxic. The ensuing war was driven less by strategic necessity than by this refusal to treat Russia as a normal partner.
The Crimean War is the first decisive manifestation of this dynamic. While the proximate crisis involved the Ottoman Empire’s decline and disputes over religious sites, the deeper issue was whether Russia would be allowed to secure a recognized position in the Black Sea-Balkan sphere without being treated as a predator. Modern diplomatic reconstructions emphasize that the Crimean crisis differed from earlier “Eastern crises” because the Concert’s cooperative habits were already eroding, and British opinion had swung toward an extreme anti-Russian posture that narrowed the room for settlement.
What makes the episode so telling is that a negotiated outcome was available. The Vienna Note was intended to reconcile Russian concerns with Ottoman sovereignty and preserve peace. However, it collapsed amid distrust and political incentives for escalation. The Crimean War followed. It was not “necessary” in any strict strategic sense; it was made likely because British and French compromise with Russia had become politically toxic. The consequences were self-defeating for Europe: massive casualties, no durable security architecture, and the entrenchment of an ideological reflex that treated Russia as the exception to normal great-power bargaining. In other words, Europe did not achieve security by rejecting Russia’s security concerns. Rather, it created a longer cycle of hostility that made later crises harder to manage
The West’s Military Campaign Against Bolshevism
This cycle carried forward into the revolutionary rupture of 1917. When Russia’s regime type changed, the West did not shift from rivalry to neutrality; instead, it moved toward active intervention, treating the existence of a sovereign Russian state outside Western tutelage as intolerable.
The Bolshevik Revolution and the subsequent Civil War produced a complex conflict involving Reds, Whites, nationalist movements, and foreign armies. Crucially, the Western powers did not simply “watch” the outcome. They intervened militarily in Russia across vast spaces—North Russia, the Baltic approaches, the Black Sea, Siberia, and the Far East—under justifications that rapidly shifted from wartime logistics to regime change.
One can acknowledge the standard “official” rationale for initial intervention: the fear that war supplies would fall into German hands after Russia’s exit from World War I, and the desire to re-open an Eastern Front. Yet, once Germany surrendered in November 1918, the intervention did not cease; it mutated. This transformation explains why the episode matters so profoundly: it reveals a willingness, even amidst the devastation of World War I, to use force to shape Russia’s internal political future.
As historian David Foglesong documents, the U.S. intervention was not a confused side-show, but a sustained effort aimed at preventing Bolshevism from consolidating power. More recently, Anna Reid has described the intervention as a poorly executed yet deliberate effort to overturn the 1917 Bolshevik Revolution.
The geographic scope itself is instructive, for it undermines later Western claims that Russia’s fears were mere paranoia. Allied forces landed in Arkhangelsk and Murmansk to operate in North Russia; in Siberia, they entered through Vladivostok and along the rail corridors; Japanese forces deployed on a massive scale in the Far East; and in the south, landings and operations around Odessa and Sevastopol. Even a basic overview of the intervention’s dates and theaters—from November 1917 through the early 1920s—demonstrates the persistence of the foreign presence and the vastness of its range.
Nor was this merely “advice” or a symbolic presence. Western forces supplied, armed, and in some instances effectively supervised White formations. The intervening powers became enmeshed in the moral and political ugliness of White politics, including reactionary programs and violent atrocities. This reality renders the episode particularly corrosive to Western moral narratives: the West did not merely oppose Bolshevism; it often did so by aligning with forces whose brutality and war aims sat uneasily with later Western claims to liberal legitimacy.
From Moscow’s perspective, this intervention confirmed the warning issued by Pogodin decades earlier: Europe and the United States were prepared to use force to determine whether Russia would be allowed to exist as an autonomous power. This episode became foundational to Soviet memory, reinforcing the conviction that Western powers had attempted to strangle the revolution in its cradle. It demonstrated that Western moral rhetoric concerning peace and order could seamlessly coexist with coercive campaigns when Russian sovereignty was at stake.
By attempting to strangle the revolution, the West inadvertently consolidated it. The intervention allowed the Bolsheviks to claim they were defending Russian independence, granting them domestic legitimacy they might otherwise have lacked. This established a self-defeating cycle: Western coercion generated the very Russian paranoia it sought to punish, narrowing the space for future diplomacy and sowing the seeds for the Cold War.
By the early 1920s, as foreign forces withdrew and the Soviet state consolidated, Europe had already made two fateful choices that would resonate for the next century. First, it had helped foster a political culture that transformed manageable disputes—like the Crimean crisis—into major wars by refusing to treat Russian interests as legitimate. Second, it demonstrated through military intervention a willingness to use force not merely to counter Russian expansion, but to shape Russian sovereignty and regime outcomes. These choices did not stabilize Europe; rather, they sowed the seeds for subsequent catastrophes: the interwar breakdown of collective security, the Cold War’s permanent militarization, and the post-Cold War order’s return to frontier escalation.
Collective Security and the Choice Against Russia
By the mid-1920s, Europe confronted a Russia that had survived every attempt—revolution, civil war, famine, and direct foreign military intervention—to destroy it. The Soviet state that emerged was poor, traumatized, and deeply suspicious—but also unmistakably sovereign. At precisely this moment, Europe faced a choice that would recur repeatedly: whether to treat this Russia as a legitimate security actor whose interests had to be incorporated into European order, or as a permanent outsider whose concerns could be ignored, deferred, or overridden. Europe chose the latter, and the costs proved enormous.
The legacy of the Allied interventions during the Russian Civil War cast a long shadow over all subsequent diplomacy. From Moscow’s perspective, Europe had not merely disagreed with Bolshevik ideology; it had attempted to decide Russia’s internal political future by force. This experience mattered profoundly. It shaped Soviet assumptions about Western intentions and created a deep skepticism toward Western assurances. Rather than recognizing this history and seeking reconciliation, European diplomacy often behaved as if Soviet mistrust were irrational—a pattern that would persist into the Cold War and beyond.
Throughout the 1920s, Europe oscillated between tactical engagement and strategic exclusion. Treaties such as Rapallo (1922) demonstrated that Germany, itself a pariah after Versailles, could pragmatically engage with Soviet Russia. Yet for Britain and France, engagement with Moscow remained provisional and instrumental. The USSR was tolerated when it served British and French interests and sidelined when it did not. No serious effort was made to integrate Russia into a durable European security architecture as an equal.
This ambivalence hardened into something far more dangerous and self-destructive in the 1930s. While the rise of Hitler posed an existential threat to Europe, the continent’s leading powers repeatedly treated Bolshevism as the greater danger. This was not merely rhetorical; it shaped concrete policy choices—alliances foregone, guarantees delayed, and deterrence undermined.
It is essential to underscore that this was not merely an Anglo-American failure, nor a story in which Europe was passively swept along by ideological currents. European governments exercised agency, and they did so decisively—and disastrously. Britain, France, and Poland systematically excluded the Soviet Union from security arrangements. France preferred bilateral guarantees that preserved its influence while avoiding integration with Moscow, even at the cost of weakening deterrence against Hitler. Poland, with the tacit backing of London and Paris, refused transit rights to Soviet forces even to defend Czechoslovakia, prioritizing its fear of Soviet presence over the imminent danger of German aggression. These were not small decisions. They reflected a European preference for managing Hitlerian revisionism over incorporating Soviet power, and for risking Nazi expansion rather than legitimizing Russia as a security partner. In this sense, Europe did not merely fail to build collective security with Russia; it actively chose an alternative security logic that excluded Russia and ultimately collapsed under its own contradictions.
Archival work by Michael Jabara Carley demonstrates that the Soviet Union, particularly under Foreign Commissar Maxim Litvinov, made sustained and explicit efforts to build a system of collective security against Nazi Germany. These were not vague gestures. They included proposals for mutual assistance treaties, military coordination, and explicit guarantees for states such as Czechoslovakia. Carley shows that Soviet entry into the League of Nations in 1934 was accompanied by genuine Russian attempts to operationalize collective deterrence, not simply to seek legitimacy.
Soviet collective security efforts failed because Western leaders, prioritizing anti-communism over anti-fascism, treated the USSR as a “contagion” rather than a necessary partner. This choice produced the policy of appeasement, which was not merely a misreading of Hitler, but a calculated decision to risk Nazi expansion rather than accept Soviet help.
The culmination of this failure came in 1939. The Anglo-French negotiations with the Soviet Union in Moscow were not sabotaged by Soviet duplicity, contrary to later mythology. They failed because Britain and France were unwilling to make binding commitments or to recognize the USSR as an equal military partner. Carley’s reconstruction shows that the Western delegations to Moscow arrived without negotiating authority, without urgency, and without political backing to conclude a real alliance. When the Soviets repeatedly asked the essential question of any alliance—are you prepared to act?—the answer, in practice, was no.
The Molotov–Ribbentrop Pact that followed has been used ever since as retroactive justification for Western distrust. Carley’s work reverses that logic. The pact was not the cause of Europe’s failure; it was the consequence. It emerged after years of the West’s refusal to build collective security with Russia. It was a brutal, cynical, and tragic decision—but one taken in a context where Britain, France, and Poland had already rejected peace with Russia in the only form that might have stopped Hitler.
The result was catastrophic. Europe paid the price not only in blood and destruction but in the loss of agency. The war that Europe failed to prevent destroyed its power, exhausted its societies, and reduced the continent to the primary battlefield of superpower rivalry. Once again, rejecting peace with Russia did not produce security; it produced a far worse war under far worse conditions.
One might have expected that the sheer scale of this disaster would have forced a rethinking of Europe’s approach to Russia after 1945. It did not.
From Potsdam to NATO: The Architecture of Exclusion
The immediate postwar years were marked by a rapid transition from alliance to confrontation. Even before Germany surrendered, Churchill shockingly instructed British war planners to consider an immediate conflict with the Soviet Union. “Operation Unthinkable,” drafted in 1945, envisioned using Anglo-American power—and even rearmed German units—to impose Western will on Russia in 1945 or soon after. While the plan was deemed to be militarily unrealistic and was ultimately shelved, its very existence reveals how deeply ingrained the assumption had become that Russian power was illegitimate and must be constrained by force if necessary.
Western diplomacy with the Soviet Union similarly failed. Europe should have recognized that the Soviet Union had borne the brunt of defeating Hitler—suffering 27 million casualties—and that Russia’s security concerns regarding German rearmament were entirely real. Europe should have internalized the lesson that durable peace required the explicit accommodation of Russia’s core security concerns, above all the prevention of a remilitarized Germany that could once again threaten the eastern plains of Europe.
In formal diplomatic terms, that lesson was initially accepted. At Yalta and, more decisively, at Potsdam in the summer of 1945, the victorious Allies reached a clear consensus on the basic principles governing postwar Germany: demilitarization, denazification, democratization, decartelization, and reparations. Germany was to be treated as a single economic unit; its armed forces were to be dismantled; and its future political orientation was to be determined without rearmament or alliance commitments.
For the Soviet Union, these principles were not abstract; they were existential. Having suffered two devastating German invasions in 30 years, Moscow viewed security through the lens of unparalleled trauma. Neutrality and permanent demilitarization of Germany were not bargaining chips; they were the minimum conditions for a stable postwar order from the Soviet point of view.
At the Potsdam Conference in July 1945, these concerns were formally recognized. The Allies agreed that Germany would not be allowed to reconstitute military power. The language of the conference was explicit: Germany was to be prevented from “ever again threatening its neighbors or the peace of the world.” The Soviet Union accepted the temporary division of Germany into occupation zones precisely because this division was framed as an administrative necessity, not a permanent geopolitical settlement.
Yet almost immediately, the Western powers began to reinterpret—and then quietly dismantle—these commitments. The shift occurred because U.S. and British strategic priorities changed. As historian Melvyn Leffler (1992) demonstrates, American planners rapidly came to view German economic recovery and political alignment with the West as more important than maintaining a demilitarized Germany acceptable to Moscow. The Soviet Union, once an indispensable ally, was recast as a potential adversary whose influence in Europe needed to be contained.
This reorientation preceded any formal Cold War military crisis. Before any military crisis, the West began consolidating the western zones. The creation of the Bizone (1947) and Trizone contradicted the Potsdam principle of treating Germany as a single economic unit. The introduction of a separate currency in the western zones in 1948 was not a technical adjustment; it was a decisive political act that made German division functionally irreversible. From Moscow’s perspective, these steps were unilateral revisions of the postwar settlement.
The Soviet response—the Berlin Blockade—has often been portrayed as the opening salvo of Cold War aggression. Yet, in context, it appears less as an attempt to seize Western Berlin than as a coercive effort to force a return to four-power governance and prevent the consolidation of a separate West German state. Regardless of whether one judges the blockade wise, its logic was rooted in the fear that the Potsdam framework was being dismantled by the West without negotiation. While the airlift resolved the immediate crisis, it did not address the underlying issue: the abandonment of a unified, demilitarized German.
The decisive break came with the outbreak of the Korean War in 1950. The conflict was interpreted in Washington not as a regional war with specific causes, but as evidence of a monolithic global communist offensive. This reductionist interpretation had profound consequences for Europe. It provided the strong political justification for West German rearmament—something that had been explicitly ruled out only a few years earlier. The logic was now framed in stark terms: without German military participation, Western Europe could not be defended.
This moment was a watershed. The remilitarization of West Germany was not forced by Soviet action in Europe; it was a strategic choice made by the United States and its allies in response to a globalized Cold War framework the U.S. had constructed. Britain and France, despite deep historical anxieties about German power, acquiesced under American pressure. When the proposed European Defense Community—a means of controlling German rearmament—collapsed, the solution adopted was even more consequential: West Germany’s accession to NATO in 1955.
From the Soviet perspective, this represented the definitive collapse of the Potsdam settlement. Germany was no longer neutral. It was no longer demilitarized. It was now embedded in a military alliance explicitly oriented against the USSR. This was precisely the outcome that Soviet leaders had sought to prevent since 1945, and which the Potsdam Agreement had been designed to forestall.
It is essential to underline the sequence, as it is often misunderstood or inverted. The division and remilitarization of Germany were not the result of Russian actions. By the time Stalin made his 1952 offer of German reunification based on neutrality, the Western powers had already set Germany on a path toward alliance integration and rearmament. The Stalin Note was not an attempt to derail a neutral Germany; it was a serious, documented, and ultimately rejected attempt to reverse a process already underway.
Seen in this light, the early Cold War settlement appears not as an inevitable response to Soviet intransigence, but as another instance in which Europe and the U.S. chose to subordinate Russian security concerns to the NATO alliance architecture. Germany’s neutrality was not rejected because it was unworkable; it was rejected because it conflicted with a Western strategic vision that prioritized bloc cohesion and U.S. leadership over an inclusive European security order.
The costs of this choice were immense and enduring. Germany’s division became the central fault line of the Cold War. Europe was permanently militarized, and nuclear weapons were deployed across the continent. European security was externalized to Washington, with all the dependency and loss of strategic autonomy that entailed. Furthermore, the Soviet conviction that the West would reinterpret agreements when convenient was reinforced once again.
This context is indispensable for understanding the Stalin Note in 1952. It was not a “bolt from the blue,” nor a cynical maneuver detached from prior history. It was an urgent response to a postwar settlement that had already been broken—another attempt, like so many before and after, to secure peace through neutrality, only to see that offer rejected by the West.
The Rejection of German Reunification
It is worth examining the Stalin Note in greater detail. Stalin’s call for a reunified and neutral Germany was neither ambiguous, tentative, nor insincere. Historian Rolf Steininger (1990) has shown Stalin’s proposal for reunification was not a bluff. He offered permanent neutrality, free elections, a peace treaty guaranteed by the great powers, and the withdrawal of occupation forces. This was not a propaganda gesture; it was a strategic offer rooted in a genuine Soviet fear of German rearmament and NATO expansion.
Steininger’s archival research is devastating to the standard Western narrative. A 1955 secret memorandum by Sir Ivone Kirkpatrick reveals that Chancellor Adenauer admitted he knew the Stalin Note was genuine. He feared not Soviet bad faith, but German democracy. He worried that a future German government might choose neutrality and reconciliation with Moscow, undermining West Germany’s integration into the Western bloc.
In essence, peace and reunification were rejected by the West not because they were impossible, but because they were politically inconvenient for the Western alliance system. Because neutrality threatened NATO’s emerging architecture, it had to be dismissed as a “trap.”
European elites were not merely coerced into Atlantic alignment; they actively embraced it. Chancellor Adenauer’s rejection of German neutrality was not an isolated act of deference to Washington but reflected a broader consensus among West European elites who preferred American tutelage to strategic autonomy and a unified Europe. Neutrality threatened not only NATO’s architecture but also the postwar political order in which these elites derived security, legitimacy, and economic reconstruction through U.S. leadership. A neutral Germany would have required European states to negotiate directly with Moscow as equals, rather than operating within a U.S.-led framework that insulated them from such engagement. In this sense, Europe’s rejection of neutrality was also a rejection of responsibility: Atlanticism offered security without the burdens of diplomatic coexistence with Russia, even at the price of Europe’s permanent division and militarization of the continent.
In March 1954, the Soviet Union applied to join NATO, arguing that NATO would thereby become an institution for European collective security. The US and its allies immediately rejected the application on the grounds that it would dilute the alliance and forestall Germany’s accession to NATO. The US and its allies, including West Germany itself, once again rejected the idea of a neutral, demilitarized Germany and a Europe security system built on collective security rather than military blocs.
The Austrian State Treaty of 1955 further exposed the cynicism of this logic. Austria accepted neutrality, Soviet troops withdrew, and the country became stable and prosperous. The predicted geopolitical “dominoes” did not fall. The Austrian model demonstrates that what was achieved there could have been achieved in Germany, potentially ending the Cold War decades earlier. The distinction between Austria and Germany lay not in feasibility, but in strategic preference. Europe accepted neutrality in Austria, where it did not threaten the U.S.-led hegemonic order, but rejected it in Germany, where it did.
The consequences of these decisions were immense and enduring. Germany remained divided for nearly four decades. The continent was militarized along a fault line running through its center, and nuclear weapons were deployed across European soil. European security became dependent on American power and American strategic priorities, rendering the continent, once again, the primary arena of great-power confrontation.
By 1955, the pattern was firmly established. Europe would accept peace with Russia only when it aligned seamlessly with the U.S.-led, Western strategic architecture. When peace required genuine accommodation of Russian security interests—German neutrality, non-alignment, demilitarization, or shared guarantees—it was systematically rejected. The consequences of this refusal would unfold over the ensuing decades.
The 30-Year Refusal of Russian Security Concerns
If there was ever a moment when Europe could have broken decisively with its long tradition of rejecting peace with Russia, it was the end of the Cold War. Unlike 1815,1919, or 1945, this was not a moment imposed by military defeat alone; it was a moment shaped by choice. The Soviet Union did not collapse in a hail of artillery fire; it withdrew and unilaterally disarmed. Under Mikhail Gorbachev, the Soviet Union renounced force as an organizing principle of European order. Both the Soviet Union and subsequently Russia under Boris Yeltsin accepted the loss of military control over Central and Eastern Europe and proposed a new security framework based on inclusion rather than competing blocs. What followed was not a failure of Russian imagination, but a failure of Europe and the U.S.-led Atlantic system to take that offer seriously.
Mikhail Gorbachev’s concept of a “Common European Home” was not a mere rhetorical flourish. It was a strategic doctrine grounded in the recognition that nuclear weapons had rendered traditional balance-of-power politics suicidal. Gorbachev envisioned a Europe in which security was indivisible, where no state enhanced its security at the expense of another, and where Cold War alliance structures would gradually yield to a pan-European framework. His 1989 address to the Council of Europe in Strasbourg made this vision explicit, emphasizing cooperation, mutual security guarantees, and the abandonment of force as a political instrument. The Charter of Paris for a New Europe, signed in November 1990, codified these principles, committing Europe to democracy, human rights, and a new era of cooperative security.
At this juncture, Europe faced a fundamental choice. It could have treated these commitments seriously and built a security architecture centered on the OSCE, in which Russia was a co-equal participant—a guarantor of peace rather than an object of containment. Alternatively, it could preserve the Cold War institutional hierarchy while rhetorically embracing post-Cold War ideals. Europe chose the latter.
NATO did not dissolve, transform itself into a political forum, or subordinate itself to a pan-European security institution. On the contrary, it expanded. The rationale offered publicly was defensive: NATO enlargement would stabilize Eastern Europe, consolidate democracy, and prevent a security vacuum. Yet, this explanation ignored a crucial fact that Russia repeatedly articulated and that Western policymakers privately acknowledged: NATO expansion directly implicated Russia’s core security concerns—not abstractly, but geographically, historically, and psychologically.
The controversy over assurances given by the U.S. and Germany during German reunification negotiations illustrates the deeper issue. Western leaders later insisted that no legally binding promises had been made regarding NATO expansion because no agreement was codified in writing. However, diplomacy operates not only through signed treaties but through expectations, understandings, and good faith. Declassified documents and contemporaneous accounts confirm that Soviet leaders were repeatedly told that NATO would not move eastward beyond Germany. These assurances shaped Soviet acquiescence to German reunification—a concession of immense strategic significance. When NATO expanded regardless, initially at America’s behest, Russia experienced this not as a technical legal adjustment, but as a deep betrayal of the settlement that had facilitated German reunification.
Over time, European governments increasingly internalized NATO expansion as a European project, not merely an American one. German reunification within NATO became the template rather than the exception. EU enlargement and NATO enlargement proceeded in tandem, reinforcing one another and crowding out alternative security arrangements such as neutrality or non-alignment. Even Germany, with its Ostpolitik tradition and deepening economic ties to Russia, progressively subordinated its policies favoring accommodation to alliance logic. European leaders framed expansion as a moral imperative rather than a strategic choice, thereby insulating it from scrutiny and rendering Russian objections illegitimate. In doing so, Europe surrendered much of its capacity to act as an independent security actor, tying its fate ever more tightly to an Atlantic strategy that privileged expansion over stability.
This is where Europe’s failure becomes most stark. Rather than acknowledging that NATO expansion contradicted the logic of indivisible security articulated in the Charter of Paris, European leaders treated Russian objections as illegitimate—as residues of imperial nostalgia rather than expressions of genuine security anxiety. Russia was invited to consult, but not to decide. The 1997 NATO-Russia Founding Act institutionalized this asymmetry: dialogue without a Russian veto, partnership without Russian parity. The architecture of European security was being built around Russia, and despite Russia, not with Russia.
George Kennan’s 1997 warning that NATO expansion would be a “fateful error” captured the strategic risk with remarkable clarity. Kennan did not argue that Russia was virtuous; he argued that humiliating and marginalizing a great power at a moment of weakness would produce resentment, revanchism, and militarization. His warning was dismissed as outdated realism, yet subsequent history has vindicated his logic almost point by point.
The ideological underpinning of this dismissal can be found explicitly in the writings of Zbigniew Brzezinski. In The Grand Chessboard (1997) and in his Foreign Affairs essay “A Geostrategy for Eurasia,” (1997) Brzezinski articulated a vision of American primacy grounded in control over Eurasia. He argued that Eurasia was the “axial supercontinent,” and U.S. global dominance depended on preventing the emergence of any power capable of dominating it. In this framework, Ukraine was not merely a sovereign state with its own trajectory; it was a geopolitical pivot. “Without Ukraine,” Brzezinski famously wrote, “Russia ceases to be an empire.”
This was not an academic aside; it was a programmatic statement of U.S. imperial grand strategy. In such a worldview, Russia’s security concerns are not legitimate interests to be accommodated in the name of peace; they are obstacles to be overcome in the name of U.S. primacy. Europe, deeply embedded in the Atlantic system and dependent on U.S. security guarantees, internalized this logic—often without acknowledging its full implications. The result was a European security policy that consistently privileged alliance expansion over stability, and moral signaling over durable settlement.
The consequences became unmistakable in 2008. At NATO’s Bucharest Summit, the alliance declared that Ukraine and Georgia “will become members of NATO.” This statement was not accompanied by a clear timeline, but its political meaning was unequivocal. It crossed what Russian officials across the political spectrum had long described as a red line. That this was understood in advance is beyond dispute. William Burns, then U.S. ambassador to Moscow, reported in a cable titled “NYET MEANS NYET” that Ukrainian NATO membership was perceived in Russia as an existential threat, uniting liberals, nationalists, and hardliners alike. The warning was explicit. It was ignored.
From Russia’s perspective, the pattern was now unmistakable. Europe and the United States invoked the language of rules and sovereignty when it suited them but dismissed Russia’s core security concerns as illegitimate. The lesson Russia drew was the same lesson it had drawn after the Crimean War, after the Allied interventions, after the failure of collective security, and after the rejection of the Stalin Note: peace would be offered only on terms that preserved Western strategic dominance.
The crisis that erupted in Ukraine in 2014 was therefore not an aberration but a culmination. The Maidan uprising, the collapse of the Yanukovych government, Russia’s annexation of Crimea, and the war in Donbas unfolded within a security architecture already strained to the breaking point. The U.S. actively encouraged the coup that overthrew Yanukovych, even plotting in the background regarding the composition of the new government. When the Donbas region erupted in opposition to the Maidan coup, Europe responded with sanctions and diplomatic condemnation, framing the conflict as a simple morality play. Yet even at this stage, a negotiated settlement was possible. The Minsk agreements, particularly Minsk II in 2015, provided a framework for de-escalation of the conflict, autonomy for the Donbas, and reintegration of Ukraine and Russia within an expanded European economic order.
Minsk II represented an acknowledgment—however reluctant—that peace required compromise and that Ukraine’s stability depended on addressing both internal divisions and external security concerns. What ultimately destroyed Minsk II was Western resistance. When Western leaders later suggested that Minsk II had functioned primarily to “buy time” for Ukraine to strengthen militarily, the strategic damage was severe. From Moscow’s perspective, this confirmed the suspicion that Western diplomacy was cynical and instrumental rather than sincere—that agreements were not meant to be implemented, only to manage optics.
By 2021, the European security architecture had become untenable. Russia presented draft proposals calling for negotiations over NATO expansion, missile deployments, and military exercises—precisely the issues it had warned about for decades. These proposals were dismissed by the U.S. and NATO out of hand. NATO expansion was declared non-negotiable. Once again, Europe and the United States refused to engage Russia’s core security concerns as legitimate subjects of negotiation. War followed.
When Russian forces entered Ukraine in February 2022, Europe described the invasion as “unprovoked.” While this absurd description may serve a propaganda narrative, it utterly obscures history. The Russian action hardly emerged from a vacuum. It emerged from a security order that had systematically refused to integrate Russia’s concerns and from a diplomatic process that had ruled out negotiation on the very issues that mattered most to Russia.
Even then, peace was not impossible. In March and April 2022, Russia and Ukraine engaged in negotiations in Istanbul that produced a detailed draft framework. Ukraine proposed permanent neutrality with international security guarantees; Russia accepted the principle. The framework addressed force limitations, guarantees, and a longer process for territorial questions. These were not fantasy documents. They were serious drafts reflecting the realities of the battlefield and the structural constraints of geography.
Yet the Istanbul talks collapsed when the U.S. and U.K. stepped in and told Ukraine not to sign. As Boris Johnson later explained, nothing less than Western hegemony was on the line. The collapsed Istanbul Process demonstrates concretely that peace in Ukraine was possible soon after the start of Russia’s special military operation. The agreement was drafted and nearly completed, only to be abandoned at the behest of the U.S. and U.K.
By 2025, the grim irony became clear. The same Istanbul framework resurfaced as a reference point in renewed diplomatic efforts. After immense bloodshed, diplomacy circled back to plausible compromise. This is a familiar pattern in wars shaped by security dilemmas: early settlements that are rejected as premature later reappear as tragic necessities. Yet even now, Europe resists a negotiated peace.
For Europe, the costs of this long refusal to take Russia’s security concerns seriously are now unavoidable and massive. Europe has borne severe economic losses from energy disruption and de-industrialization pressures. It has committed itself to long-term rearmament with profound fiscal, social, and political consequences. Political cohesion within European societies is badly frayed under the strain of inflation, migration pressures, war fatigue, and diverging viewpoints across European governments. Europe’s strategic autonomy has diminished as Europe once again becomes the primary theater of great-power confrontation rather than an independent pole.
Perhaps most dangerously, nuclear risk has returned to the center of European security calculations. For the first time since the Cold War, European publics are once again living under the shadow of potential escalation between nuclear-armed powers. This is not the result of moral failure alone. It is the result of the West’s structural refusal, stretching back to Pogodin’s time, to recognize that peace in Europe cannot be built by denying Russia’s security concerns. Peace can only be built by negotiating them.
The tragedy of Europe’s denial of Russia’s security concerns is that it becomes self-reinforcing. When Russian security concerns are dismissed as illegitimate, Russian leaders have fewer incentives to pursue diplomacy and greater incentives to change facts on the ground. European policymakers then interpret these actions as confirmation of their original suspicions, rather than as the utterly predictable outcome of a security dilemma they themselves created and then denied. Over time, this dynamic narrows the diplomatic space until war appears to many not as a choice but as an inevitability. Yet the inevitability is manufactured. It arises not from immutable hostility but from the persistent European refusal to recognize that durable peace requires acknowledging the other side’s fears as real, even when those fears are inconvenient.
The tragedy is that Europe has repeatedly paid heavily for this refusal. It paid in the Crimean War and its aftermath, in the catastrophes of the first-half of the twentieth century, and in decades of Cold War division. And it is paying again now. Russophobia has not made Europe safer. It has made Europe poorer, more divided, more militarized, and more dependent on external power.
The added irony is that while this structural Russophobia has not weakened Russia in the long run, it has repeatedly weakened Europe. By refusing to treat Russia as a normal security actor, Europe has helped generate the very instability it fears, while incurring mounting costs in blood, treasure, autonomy, and cohesion. Each cycle ends the same way: a belated recognition that peace requires negotiation after immense damage has already been done. The lesson Europe has yet to absorb is that recognizing Russia’s security concerns is not a concession to power, but a prerequisite for preventing its destructive uses.
The lesson, written in blood across two centuries, is not that Russia or any other country must be trusted in all regards. It is that Russia and its security interests must be taken seriously. Europe has rejected peace with Russia repeatedly, not because it was unavailable, but because acknowledging Russia’s security concerns was wrongly treated as illegitimate. Until Europe abandons that reflex, it will remain trapped in a cycle of self-defeating confrontation—rejecting peace when it is possible and bearing the costs long after.
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  The day the dinosaurs died was one of the worst days in Earth's history. But it also created the world we live in today.

Sixty-six million years ago, an asteroid roughly 12 kilometers wide slammed into what is now Mexico. The explosion was billions of times more powerful than the bombs dropped on Japan. Every animal within 1,800 kilometers was instantly vaporized. A shock wave blast across the land for 1,500 kilometers. Magnitude 11 earthquakes shook the planet. Rock rained down from the sky, triggering worldwide wildfires. Ash filled the sky, creating a nuclear winter that lasted years. Photosynthesis shut down. An entire ecosystem collapsed.

Seventy-five percent of all life on Earth died. All non-avian dinosaurs perished. The giant winged pterosaurs disappeared. Marine monsters like Mosasaurus vanished. A diverse world full of incredible beasts came to an end.

But life survived. And we are here.

The question is: who was our ancestor when the dinosaurs died?

What Makes Us primates

To find our super ancient ancestors, we need to understand what makes us who we are — what traits define humans as primates.

Humans are primates. We're in the order of primates. Our closest relatives are chimpanzees and gorillas. More distantly, we're related to lemurs.

What unites all primates? Several distinctive features define this group — features shared by humans, chimpanzees, capuchin monkeys, and tarsiers alike.

Andrew Summers studies the early origins of primates. He points to one defining trait: forward-facing eyes. Primates have larger-than-average brains, with a skull shaped specifically for these large organs.

The other feature that defines our face is called the post-orbital bar. Our eye socket is fully encased in bone — no gap around it. In many other mammals, it's an opening.

When we look at dentition, primate teeth are generally not super derived. We don't have scissor-like teeth that carnivorous animals have. We don't have tall hip teeth like horses or other grazers. We have low-crowned, broad-based, bulbous posterior teeth — suited for consuming varied foods.

In postranial features, we have diverging thumbs and big toes. Although humans evolved to walk upright, our toe is not diverged anymore — but you can see it in early hominin fossils. We had a diverged big toe. We have fleshy pads on our hands and feet for grabbing. And crucially, we have nails — flattened distal flanges where the last bones in our fingers and toes are flat rather than curved like a dog's claw or cat's claw.

These traits didn't evolve independently. They represent shared ancestry. When paleontologists examine the great diversity of hundreds of primate species alive today and in the fossil record, they see these features across all of them — forward-facing eyes, grasping hands, diverging toes. This suggests primates were clambering up and down trees. We were up in the trees somewhere.

So when do we start to see these features appear?

The Burning World

The earliest true primates appear around 56 million years ago during a period called the PETM — the Paleocene-Eocene Thermal Maximum. This was a remarkably warm time in Earth's history. The polar regions were almost certainly free of ice. Instead, the Arctic was home to subtropical swamps and palm trees, with crocodiles lurking in waters as far north as Saskatchewan.

The earliest ancestors of horses appear in the fossil record for this period — they were just the size of cats. Some animals were small, but others were huge. In South America, giant terror birds hunted for prey. It was almost the return of the dinosaurs.

For marine life, it seems to have been a challenging time.

The PETM was one of the most rapid periods of global warming in all of Earth's history. The warming was probably caused by the release of methane from the ocean floor — various hypotheses exist. This warming may have taken place over just a few thousand to tens of thousands of years.

During this PETM, we see the first true primates appear in the fossil record. One fossil is called Arbus from China. This poor little guy curled over was absolutely tiny — less than one ounce. The feet were preserved, and the flat bones suggest this animal had nails and was a primate like us.

We have another interesting primate specimen called Cantus. Another really interesting one where we have a few fossils is called Talhardina. It has some adaptations for climbing but also a true orbital bar suggesting it was a primate just like us. This specimen from China has been found as far south as Mississippi — quite a widespread early primate across the northern hemisphere during the PETM.

But there's a problem when thinking about the hunt for these early primates. The earliest ancestors of humans — Cantius, Talhardina, Arbus — are already quite derived. Paleontologists believe Tile Hardina and Arcibus were probably already on the side of the family tree that became tarsiers. They were dry-nosed primates like us. Canas is probably an early wet-nosed primate. This means these can't really have been the first primate.

Finding primates further back in time than the PETM is difficult for a couple of reasons. First, all these different features didn't necessarily evolve all at once. You might find fossils that have some features of primates but some features that primates don't have — figuring out their relationship to later species is really tricky.

The second problem is size. We were tiny — absolutely tiny. Look at the scale bar for some of these early primates. We're talking millimeters here compared to a man's fingers. Small creatures like squirrels and whatnot. Tiny animals make it hard for them to become fossils. Fossilization is a rare process. An animal has to be buried quickly but gently, then survive until our time period — incredibly difficult.

But before the PETM, one group of animals we see with primate-like traits are the plesiaforms. Plesiaforms actually means near adapforms — Adapoforms were an early family of primates. So they're near primates basically.

The plesapoforms are our closest cousins — about as close to primates as you could be without being true primates. Today, they're not really seen as their own separate family. They're more of a series of successive species with some actually being very closely related to primates, some being a little less closely related, and so on.

The plesiaforms don't have all the features associated with true primates. They don't have particularly large brains. They don't have true orbital bars. They have claws. Some are even really strange. One has adaptations to be kind of a primate-like woodpecker — this is called chairomyoides. A plesiadapiform but with enormous front teeth almost maybe like a beaver.

Even though there are some weird and wonderful plesiadapaforms, they do show some similarities to primates. They definitely have adaptations for climbing. One specific specimen called Carpems Simpsoni seems to have had a divergent big toe with a nail on the end — classic primate stuff.

Bottom Line

The story of our ancestors is the story of survival against all odds. When an asteroid wiped out the dinosaurs, it created conditions for mammals — and eventually primates — to thrive. The earliest primates appeared around 56 million years ago during the PETM, but they were already quite derived, meaning we need to look even further back in time.

The biggest challenge is that these creatures were tiny — making fossilization rare and discovery difficult. Yet despite these obstacles, paleontologists have traced our lineage through clever adaptations: forward-facing eyes, grasping hands, diverging toes, and flat nails.

What remains uncertain is exactly how far back the primate family tree truly goes — and what our most ancient ancestors looked like before they took to the trees.
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  On Sunday, Bad Bunny delivered the first entirely Spanish-language Super Bowl halftime show in history, and predictably, the far-right lost its collective mind. Conservative pundits called the performance "too woke" before a single note played. Some commentators questioned whether a Puerto Rican artist was even "American enough" to headline the biggest stage in the country. 
They're losing the culture war, and the reaction proved it. Bad Bunny's Spotify streams spiked 470 percent in the U.S. after the performance.

Turning Point USA’s alternative halftime show featured Kid Rock delivering what Rolling Stone described as a “half-assed lip-synch” to a crowd that seemed more interested in owning the libs than enjoying live music. Meanwhile, Bad Bunny packed a 13-minute set with world-class choreography, Lady Gaga, Ricky Martin, a real wedding ceremony, and a visual narrative spanning centuries of Caribbean history. 
But the far-right's meltdown isn't the real story here. What's far more revealing is what happened with everyone else. Specifically, I want to discuss the high number of moderates and center-right viewers who came away praising Bad Bunny because he supposedly “kept politics out of it.” They just saw a guy who loves Puerto Rico putting on a hell of a performance. Nothing controversial.


That misreading is part of how he’s winning. Bad Bunny smuggled radical critique into the center of the most corporate, flag-waving American event of the year. He delivered a 13-minute history lesson on colonialism, gentrification, and resistance to 130 million people, and most of them thought they were just watching a good show. A huge chunk of the audience literally thanked him for being neutral. 
But we can keep this our little secret. Let them stream “El Apagón” without Googling the lyrics. Let them think the light blue flag was just an aesthetic choice. Here’s the context they missed, and the six most political things Bad Bunny did on Sunday night.


I'm fighting to document stories like these before they're sanitized or erased entirely, and I need your help. 
With no corporate backing or wealthy sponsors, this work depends entirely on readers like you. 
If everyone reading this became a paid subscriber, I could cover the hidden histories behind moments like this full-time, but right now less than 5% of my followers are paid subscribers. 
If you believe in journalism that decodes what everyone else overlooks, please consider a paid subscription today.



1. He Opened in the Sugar Cane Fields
The very first image of the halftime show was labor. Dancers swung machetes through sugar cane while wearing all-white clothing and traditional pava hats, the woven straw headwear associated with Puerto Rico’s rural working class. As Rolling Stone’s Vanessa Diaz and Petra Rivera-Rideau note, “sugar cane was the economic engine for many Caribbean countries in the 19th and early-20th centuries, including Puerto Rico,” and “sugar plantations have also long been symbols of the legacy of colonialism and slavery in the region.” 

Enslaved Africans worked Puerto Rico’s sugar fields until abolition in 1873 under Spanish colonial rule. Then, after the U.S. took control in 1898, American sugar corporations consumed Puerto Rican land and extracted enormous profits while the laborers who made it possible stayed behind, broken and underpaid. 
BET’s Yesha Callahan describes this system as “industrial slavery,” noting that it “functioned like a factory powered by bodies.” Workers lost fingers and lives to mills that ran nonstop during harvest season. Even after abolition, the brutal conditions persisted well into the 1940s. Bad Bunny placed that history at the front of the biggest American broadcast of the year. On a night designed to celebrate American excess, he made sure 130 million viewers saw who built the foundation of American prosperity.
2. He Invited Toñita, a One-Woman Stand Against Gentrification
Midway through the set, Bad Bunny stopped at a bar and took a shot from a grinning older woman in a bright blue jacket. That was Maria Antonia “Toñita” Cay, who has run the Caribbean Social Club in Brooklyn’s Williamsburg neighborhood for over 50 years. As CBC News reports, the club started in the 1970s as “a members-only hangout for the community baseball team” and has since become a cultural anchor for the Puerto Rican diaspora in New York. 

What makes her appearance significant is what she represents. Williamsburg has become one of the most aggressively gentrified neighborhoods in the country, and Toñita has famously refused to sell her property. On an album built around the dangers of gentrification in Puerto Rico, Bad Bunny brought its living embodiment onto the Super Bowl stage. 
3. He Put Two Men Dancing Together on the Biggest Stage in Sports
During the performance, two male dancers shared a moment of clear romantic intimacy on stage. No disclaimer. Just two men dancing together during a halftime show watched by over a hundred million people. Bad Bunny normalized queer intimacy on a stage historically dominated by hypermasculine spectacle. In the context of a reggaeton performance, a genre built on machismo, that quiet moment was one of the loudest statements of the night.
On top of this, his two musical guests, Lady Gaga and Ricky Martin are both globally recognized as being a part of the LGBTQ+ community and creating art meant to empower queer people worldwide.
4. He Had Ricky Martin Sing “Lo Que Le Pasó a Hawaii”
In the late 1990s, Ricky Martin crossed over into English-language pop with songs that leaned into the Latin-lover archetype. As Diaz and Rivera-Rideau observe in Rolling Stone, at the Super Bowl “we saw a different Ricky.” He didn’t perform “Livin’ la Vida Loca.” He performed “Lo Que Le Pasó a Hawaii,” arguably the most politically charged track on Bad Bunny’s album “DeBÍ TiRAR MáS FOToS.” 

The song is a direct plea for Puerto Rico not to end up like Hawai’i, which became a U.S. state in 1959 after the U.S.-backed overthrow of the Hawaiian Kingdom. Hawai’i Public Radio’s Cassie Ordonio reports that the song has drawn significant reactions from both Native Hawaiians and Puerto Ricans, with listeners noting “stark similarities between the islands, such as issues of displacement, overmilitarism and overtourism.” 
@kahlil.greene
Kahlil Greene on Instagram: "Congrats on the Grammy @badbunnypr…


Angel Santiago Cruz, a Puerto Rican who moved to Hawai’i in 1979 to see what statehood was actually like, told HPR, “What I noticed when I got to Hawaiʻi was the first thing to do in order to colonize is to take your identity away, your language, your history.” 
5. He Climbed the Electric Poles and Waved the Flag They Used to Kill People For
For his performance of “El Apagón,” which translates to “The Blackout,” Bad Bunny and his dancers climbed sparking electric poles while stadium lights flickered. 
According to Rolling Stone, the song addresses “the frequent blackouts that plague” Puerto Rico, and the performance referenced citizens who, after Hurricane María, “taught themselves basic electrical skills and began risking their lives climbing electrical poles in order to begin reconnecting loose or damaged power lines.” 

This was the longest blackout in American history, lasting nearly a year, the result of a decayed power grid, a catastrophic storm, and what the Rolling Stone authors describe as a “massively inadequate and inhumane response by the U.S. government.” That government response, of course, included then-President Trump tossing paper towels at Puerto Rican hurricane survivors like he was shooting free throws at a charity basketball game. Nearly 3,000 people died. 
Then, as “El Apagón” played, Bad Bunny emerged carrying a massive Puerto Rican flag. But it wasn’t the standard version. The triangle was light blue, not the dark blue that the U.S. imposed to match its own flag after taking control of the island. According to Diaz and Rivera-Rideau, “the azul clarito has become associated with movements advocating for Puerto Rican independence.” Bad Bunny himself raps on “La Mudanza”: “They killed people here for having the flag. That’s why now I take it with me everywhere.” This references the Ley de la Mordaza, or Gag Law, which from 1948 to 1957 banned Puerto Ricans from even displaying their own flag. 
6. He Redefined What “America” Means
Bad Bunny closed the show by doing something deceptively simple. He said “God bless America,” and then listed countries. Not states, countries. 
Argentina. Uruguay. Paraguay. Colombia. Venezuela. Cuba. Mexico. Canada. The United States. Nearly every nation in the Western Hemisphere. As he spoke, hundreds of people carrying flags from across the Americas surrounded him on the field. Then he held the football he’d been carrying throughout the performance up to the camera. Written on it in white: “Together, we are America.” 

As Rolling Stone’s Diaz and Rivera-Rideau note, this moment “follows a long line of Latin musicians” who “have written songs uniting the Americas against U.S. imperial interests,” from Rubén Blades to Residente to Los Tigres del Norte. The phrase “God Bless America” has been invoked at countless Super Bowls, always understood to mean one country. Bad Bunny took those three words and forced them to mean what they literally say. America is a continent, not a country. And by listing nations from Chile to Canada, he reframed every Latino immigrant not as a foreigner arriving in America but as someone who was already in it. 
On a night when conservative critics questioned whether a Puerto Rican artist was “American enough” to perform at the Super Bowl, Bad Bunny didn’t argue for his inclusion. He expanded the definition until the question made no sense. Then he said two words in Spanish: “Seguimos aquí.” We’re still here.
Funny how the most political halftime show in Super Bowl history looked, to millions of people, like it had no politics at all. That’s not a failure of messaging. That’s mastery of it.
🚨🚨🚨WAIT🚨🚨🚨
Did you enjoy this article? Here’s how you can help me make more 👇🏾
I’m a 25-year-old full-time creator, and I publish around 5–7 articles a week. As an independent journalist, I am not beholden to the motives or messaging of any donors or sponsors. At the same time, unlike most of the largest creators on this platform, I have vowed to keep every single article I publish completely free for anyone to read.
In order of impact, you can support me by:
	Becoming a Paid Subscriber

	Restacking this article with a note about why you enjoyed it

	Sharing this article with a friend, family member, or group chat

	And of course, liking this post


Right now, less than 5% of my followers are paid subscribers.
I’m going to be direct: You might think someone else will step up to contribute to this page, but that’s exactly what everyone else is thinking too. This only works if each one of us contributes what we can, which is just the cost of a coffee each month.


If you’re having trouble upgrading your subscription with the above link, visit historycanthide.substack.com/subscribe
Addition: Some of you preferred a one-time donation over a full subscription. To do that you can “Tip” me on Venmo (TheGenZHistorian) or Cashapp ($kahlilgreene00).



And before you go:
You know how I’m always talking about how history isn’t just the past?
The National Underground Railroad Freedom Center just launched something that puts that idea into practice.
It’s called Be the Conductor®: a 10-week social justice leadership development program that uses the strategic brilliance of the Underground Railroad as a framework for modern leadership.
The conductors of the UGRR weren’t just brave and they were strategic. They studied systems. They built networks. They moved in silence and with precision. They understood power … who had it, who didn’t, and how to shift it.
This program is designed for early career professionals, undergrad and grad students, people who are ready to lead but want the frameworks, the skills, and the community to do it effectively.
What you get:
	10 weeks of live virtual sessions (60 min each, Tuesdays)

	Identity and values work that actually connects to how you show up as a leader

	Practical skills: facilitation, storytelling, organizing, coalition-building

	A capstone project you design and present live at the Freedom Center

	A certificate of completion from the Freedom Center

	A network of peers who actually care about the same things you do


The program is presented by Procter & Gamble and developed in partnership with Career Thrivers, a leadership development firm that builds curriculum for organizations like this.
It starts February 24 and runs through April 28. The final showcase is in person at the Freedom Center in Cincinnati.
I was just at the Freedom Center for their MLK Day celebration. I met Brittany Cole from Career Thrivers, who’s leading the curriculum development, and the leadership team at the museum. This program is legit, and it’s the kind of thing I wish existed when I was figuring out how to turn my values into action.
If this sounds like you (or someone you know) apply.
→ Apply here: freedomcenter.org/learn/be-the-conductor
Applications close soon. The cohort is small, so if you’re in, get started now.
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  As of yesterday, members of Congress who sit on the House or Senate Judiciary Committees can see unredacted versions of the Epstein files the Department of Justice (DOJ) has already released. As Herb Scribner of Axios explained, the documents are available from 9:00 AM to 6:00 PM on computers in the DOJ building in Washington, D.C. The lawmakers cannot bring electronic devices into the room with them, but they are allowed to take notes. They must give the DOJ 24 hours notice before they access the files.
The Epstein Files Transparency Act required the DOJ to release all the Epstein files by December 19. Only about half of them have been released to date, and many of them are so heavily redacted they convey little information. After members of Congress complained, on Friday, January 30, Deputy Attorney General Todd Blanche said they could see the unredacted documents if they asked.
In a letter dated the next day, Representative Jamie Raskin (D-MD) immediately asked for access on behalf of the Democratic members of the House Judiciary Committee, saying they would be ready to view the files the following day, Sunday, February 1.
After viewing the files briefly yesterday, Raskin told Andrew Solender of Axios that when he searched the files for President Donald Trump’s name, it came up “more than a million times.” Raskin suggested that limiting members’ access to the files is part of a cover-up to hide Trump’s relationship with the convicted sex offender, a cover-up that includes the three million files the DOJ has yet to release despite the requirements of the Epstein Files Transparency Act. One of the files he did see referred to a child of 9. Raskin called it “gruesome and grim.”
Representative Ro Khanna (D-CA) added: “There’s still a lot that’s redacted—even in what we’re seeing, we’re seeing redacted versions. I thought we were supposed to see the unredacted versions.”
Material that has come out has already shown members of the administration and their allies are lying about their connections to Epstein. Commerce Secretary Howard Lutnick, who lived next door to Epstein for more than ten years, said in October that he had cut ties with Epstein in 2005 after visiting his home and being disgusted. The files show that in fact, Lutnick not only maintained ties with Epstein but also was in business with him until at least 2018, long after Epstein was a convicted sex offender. Members of both parties have called for Lutnick to resign.
Testifying today before the Senate Appropriations Committee, where members took the opportunity to ask him about his ties to Epstein. Lutnick acknowledged that he had had more contact with Epstein than he had previously admitted, but maintained: “I did not have any relationship with him. I barely had anything to do with him.” But even Republicans expressed discomfort with Lutnick’s visit with his family to Epstein’s private island.
Khanna called for Lutnick to resign. “In this country, we have to make a decision,” he said. “Are we going to allow rich and powerful people who were friends and had no problem doing business and showing up with a pedophile who is raping underage girls, are we just going to allow them to skate? Or, like other countries, are we going to have…accountability for the people who did that?”
In the U.S. there has been little fallout so far for those in the files except the resignation of Wall Street lawyer Brad Karp, senior partner for Paul Weiss—the first law firm to cave to Trump’s demands last March. Material from the files shows that Karp plotted with Epstein to get a woman they disliked charged with a crime and deported.
In Europe the revelation that a leader had ties to Epstein has abruptly ended careers. The former British ambassador to Washington, Peter Mandelson, was fired and has created a crisis for Prime Minister Keir Starmer for appointing him. Two senior Norwegian diplomats are under investigation for gross corruption from their ties to Epstein; one of them, Mona Juul, resigned Sunday from her position as ambassador to Jordan and Iraq. Slovakia’s national security advisor Miroslav Lajčák resigned after messages between him and Epstein showed them talking about women while also discussing Lajčák’s meetings with Russian foreign minister Sergey Lavrov.
Poland announced it was launching an investigation into whether Epstein was tied to Russian intelligence. “More and more leads, more and more information, and more and more commentary in the global press all relate to the suspicion that this unprecedented paedophilia scandal was co-organised by Russian intelligence services,” Polish prime minister Donald Tusk said. “I don’t need to tell you how serious the increasingly likely possibility that Russian intelligence services co-organised this operation is for the security of the Polish state. This can only mean that they also possess compromising materials against many leaders still active today.”
Yesterday, Epstein associate Ghislaine Maxwell, who is serving 20 years in prison for sex trafficking, testified by video before the House Oversight Committee. She refused to answer any questions, invoking her Fifth Amendment right against self-incrimination. Her lawyer said she is “prepared to speak fully and honestly” if Trump grants her clemency.
Todd Lyons, the acting head of Immigration and Customs Enforcement; Rodney Scott, the commissioner of Customs and Border Protection; and Joseph Edlow, the director of U.S. Citizenship and Immigration Services, all part of the Department of Homeland Security, testified today before the House Committee on Homeland Security. As Eric Bazail-Eimil of Politico reported, Lyons defended the actions of ICE agents, saying they are properly enforcing immigration laws and that they are the real victims of the encounters that have left protesters dead or injured because the protests put agents in danger. Most Republicans backed them up, saying the Democrats are trying to stop the removal of criminals.
Democrats asked the men about federal arrests of U.S. citizens and the deaths of Renee Good and Alex Pretti and demanded changes at ICE and Border Patrol. Funding for the Department of Homeland Security will run out on February 13, and the administration officials warned members of Congress that a shutdown would disrupt their operations and thus endanger national security. Representative James Walkinshaw (D-VA) later told a reporter: “Look, all of this comes from Stephen Miller’s sick and twisted, deranged Great Replacement theory. Whether these folks here…know it or not, they’re…just pawns in Stephen Miller’s sick and twisted scheme.”
Daniel Klaidman, Michael Kaplan, and Matt Gutman of CBS News reported that the American Civil Liberties Union (ACLU) has filed a federal civil rights lawsuit after a federal raid on a popular horse racing venue in Wilder, Idaho, led to the detention of 105 undocumented immigrants as well as the temporary detention of 375 U.S. citizens or lawful residents. Only five arrests ended in criminal charges, all for unlicensed gambling.
Answering allegations that agents had used zip ties on children, both the Federal Bureau of Investigation (FBI) field office in Boise and Homeland Security spokesperson Trisha McLaughlin flatly denied the allegations. “ICE didn’t zip tie, restrain, or arrest any children,” she said. “ICE does not zip tie or handcuff children. This is the kind of garbage rhetoric contributing to our officers facing a 1,300% increase in assaults against them and an 8,000% increase in death threats.” But after photographic evidence of zip-tie bruises on a 14-year-old female U.S. citizen as well as personal testimony, the FBI changed their assertion to say no “young” children were zip-tied.
Court documents unsealed today show that the FBI raid on the warehouse in Fulton County, Georgia, that led to the seizure of 700 boxes of ballots and other election related items was based on debunked claims of fraud from 2020 election deniers. As Ashley Cleaves and Matt Cohen of Democracy Docket explained, the affidavit that informed the search warrant came from Kurt Olsen, one of the lawyers who worked with Trump to overturn the 2020 election and whom Trump has recently appointed director of election security and integrity. In the affidavit, Olsen recycled a number of debunked theories.
Legal analyst Joyce White Vance notes that, aside from the merits of the case, it appears that the statute of limitations has run out on any potential election crimes stemming from 2020. She goes on to expose the weakness of the case itself and, finally, to point out that both the General Assembly and the Georgia State Election Board that said there was no intentional fraud or misconduct in the counting of the Fulton County ballots in 2020 were Republican led. White suggests the raid was “less about bringing a meritorious criminal prosecution against specific individuals and more about casting suspicion over Fulton County’s voting system and ability to conduct a fair election.”
Today the National Governors Association cancelled its annual bipartisan meeting with the president that usually involves a business meeting and a dinner.  Trump had disinvited two Democratic governors, Jared Polis of Colorado and Wes Moore of Maryland, prompting the rest of the Democratic governors to refuse to attend. “Democratic governors have a long record of working across the aisle to deliver results and we remain committed to this effort. But it’s disappointing this administration doesn’t seem to share the same goal. At every turn, President Trump is creating chaos and division, and it is the American people who are hurting as a result,” the Democratic governors wrote. “If the reports are true that not all governors are invited to these events, which have historically been productive and bipartisan opportunities for collaboration, we will not be attending the White House dinner this year. Democratic governors remain united and will never stop fighting to protect and make life better for people in our states.”
Moore is the vice-chair of the NGA. Yesterday its chair, Oklahoma’s Republican governor Kevin Stitt, wrote: “Because NGA’s mission is to represent all 55 governors, the Association is no longer serving as the facilitator for that event, and it is no longer included in our official program.”
White House press secretary Karoline Leavitt told reporters: “I just spoke with the president about this. It is a dinner at the White House. It’s the ‘People’s House.’ It’s also the president’s home, and he can invite whomever he wants to dinners and events here at the White House.”
In Washington today, a grand jury refused to indict six Democratic members of Congress for breaking a law that makes it a crime to “interfere with, impair, or influence the loyalty, morale, or discipline of the military or naval forces of the United States.” Senators Mark Kelly of Arizona, a retired Navy captain and astronaut; Elissa Slotkin of Michigan, a former CIA analyst; and Representatives Jason Crow of Colorado, a former Army Ranger; Chris Deluzio of Pennsylvania, a former Navy officer; Maggie Goodlander of New Hampshire, a Navy veteran; and Chrissy Houlahan of Pennsylvania, a former Air Force officer, recorded a video last November reminding service members that they must refuse illegal orders.
Trump called it “SEDITIOUS BEHAVIOR, punishable by DEATH!”
Although the bar for an indictment is so low that grand juries almost always return one, the Trump administration’s attempts to harass those he perceives as opponents have been so outrageous that grand juries have repeatedly refused to go along. The New York Times called today’s refusal “a remarkable rebuke.”
—
Notes:
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Civil Discourse with Joyce Vance 
Fulton County: What's In The Warrant?

Today, the affidavit submitted when the Trump administration got its warrant to seize ballots from Fulton County, Georgia, was unsealed. I was expecting, well, probable cause. Because that’s what it takes to get a search warrant. But I didn’t find it in the 19-page affidavit the agent submitted along with the application for a search warrant…
Read more
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  On February 9, 1950, Senator Joe McCarthy (R-WI) stood up in front of the Republican Women’s Club of Wheeling, West Virginia, at a gathering to celebrate President Abraham Lincoln’s birthday. The senator waved a piece of paper and later recalled telling the audience: “I have here in my hand a list of 205—a list of names that were made known to the Secretary of State as being members of the Communist Party and who nevertheless are still working and shaping policy in the State Department.” He said he didn’t have time to share the names of all those individuals, but he assured the audience that the Democratic administration of President Harry S. Truman was refusing to investigate “traitors in the government.”
Secretary of State Dean Acheson, who was busy trying to hammer together the North Atlantic Treaty Organization (NATO) and the Marshall Plan to provide aid to European countries rebuilding after World War II, later said McCarthy’s Wheeling speech was a good representation of the senator’s work. It was “the rambling, ill-prepared result of his slovenly, lazy, and undisciplined habits.”
McCarthy was an undistinguished junior senator running for reelection and needed an issue. With his dramatic statement, he found it in attacks on the postwar rules-based international order those like Acheson were trying to build. The staunchly Republican Chicago Tribune, whose editor hated the idea of using American resources to help foreign governments, trumpeted the story and threw its weight behind the idea that Democrats were trying to destroy the United States.
The next day, McCarthy pledged to share the names of “57 card-carrying Communists” in the State Department with Acheson, so long as the secretary would let Congress investigate the loyalty records of the people in his department. Then McCarthy telegraphed Truman, charging him with protecting communists in government. The Chicago Tribune put the accusations on the front page, and McCarthy’s office sent out copies of his missive. “Failure on your part will label the Democratic party as being the bedfellow of international Communism,” McCarthy wrote.
McCarthy’s critics pointed out that he never produced any evidence of his wild claims, but their outrage gained far less attention than the claims themselves. He yelled, he made crazy accusations, he leaked fragments of truth that misrepresented reality, he hectored and badgered. He perfected the art of grabbing headlines and then staying ahead of the fact-checkers. By the time reporters called out his lies, they were already old news, and the fact checking got buried deep in the papers. The front page would have McCarthy’s newest accusation.
The outbreak of the Korean War in June 1950, when communist North Korea, backed by the Soviet Union and Communist China, invaded South Korea, stoked anticommunism, and McCarthy’s warning that there was a secret plot among Democrats to make America communist gained traction. He spoke widely across the country that summer, and in the midterm elections in fall 1950, every candidate he endorsed won. Using his lies to gain power, McCarthy rampaged across the next years, ruining lives through lies and innuendo.
McCarthy’s star fell abruptly in May 1954, when Americans watched him lie and berate witnesses in televised hearings. But in that same month, the Supreme Court’s decision in Brown v. Board of Education of Topeka, Kansas, opened up a different avenue for far-right extremists to argue that Democrats were undermining American society by trying to usher in communism. Reaching back to the racist tropes of Reconstruction, they claimed that federal protection of Black equality before the law was socialism because enforcing civil rights required government personnel who could be paid only through taxes. Those calling for equality before the law were, in this formulation, redistributing money from taxes levied on hardworking white taxpayers to undeserving Black people.
The idea that a secret group was undermining America to make it socialist continued into the 1980s, when films like Red Dawn—in 1984 the bloodiest movie ever made—told the story of a group of everyday Americans fighting communists who were taking over their town with the collaboration of the government. In the film, the Wolverines, an embattled group of high school football players in Colorado, fight off a communist invasion of Soviets, Cubans, and Nicaraguans. The mayor and his son cooperate with the communists, making the heroic Wolverines the underdogs fighting both world communism and their own government.
The idea that everyday Americans had to fight their government to protect the nation so inspired a group of young men that in 2003, when leaders in the George W. Bush administration decided to search for Saddam Hussein, they named the effort Operation Red Dawn. The soldiers began by looking in two sites they dubbed Wolverine 1 and Wolverine 2.
With the U.S. economy so obviously weighted toward the wealthy in the past decades, garnering power by warning that Democrats are trying to usher in socialism has been a hard sell. But that idea has evolved among far-right thinkers to underpin another conspiracy theory that fits snugly in the space previously occupied by the idea that Black and Brown Americans and their allies are destroying the country through socialism.
The Great Replacement theory says that elites—often a code word for Jews—are deliberately replacing white European populations with nonwhite immigrants using mass migration and white birth rates that are lower than those of migrants. Those indebted peoples will, the theory goes, keep the elites in power in exchange for social welfare programs.
Like the conspiracy theory about socialism, the Great Replacement theory has roots in the nation’s past. In 1916, lawyer Madison Grant wrote The Passing of the Great Race: Or, The Racial Basis of European History. Grant’s book drew from similar European works to argue that the “Nordic race,” which had settled England, Scotland, and the Netherlands, was superior to other races and accounted for the best of human civilization. In the U.S., he claimed, that race was being overwhelmed by immigrants from “inferior” white races who were bringing poverty, crime, and corruption. To strengthen the Nordic race, Grant advocated, on the one hand, for an end to immigration and for “selection through the elimination of those who are weak or unfit” through sterilization, and on the other hand, for “[e]fforts to increase the birth rate of the genius producing classes.”
Grant’s ideas were instrumental in justifying state eugenics laws as well as the 1924 Immigration Act establishing quotas for immigration from different countries. But his ideas fell out of favor in the 1930s, especially after Germany’s Adolf Hitler quoted often from Grant’s book in his speeches and wrote to Grant, describing the book as “my bible.”
A 1973 French dystopian novel anticipated the modern Great Replacement theory by showing immigrants from third-world countries destroying European society, but observers tend to date the emergence of this theory from the 2011 publication of Le Grand Remplacement, or The Great Replacement, by Renaud Camus, a French writer who claims that Muslims in France are destroying French culture and civilization. The theory has become influential among the far right in Europe and Canada. But it moves in a straight line from the Republican insistence that Black voters and their allies would destroy the U.S. with socialism.
Trump nodded to the Great Replacement theory in his 2016 run for the presidency, saying when he announced his candidacy in 2015 that Mexico was “sending people that have lots of problems, and they’re bringing those problems with us. They’re bringing drugs. They’re bringing crime. They’re rapists. And some, I assume, are good people.”
On August 11, 2017, the influence of the Great Replacement theory on Americans burst into public awareness when racists, antisemites, white nationalists, Ku Klux Klan members, neo-Nazis, and other alt-right groups met in Charlottesville, Virginia, to “Unite the Right.” They chanted “you will not replace us,” “Jews will not replace us,” and “blood and soil.” In addition to that Nazi slogan, they gave Nazi salutes and carried Nazi insignia.
Rather than denouncing them, President Trump refused to condemn them, telling a reporter that there were “very fine people, on both sides.” That statement marked Trump’s open embrace of the far right that backed the Great Replacement theory, snaking it into public discourse through lies like the claims that former president Joe Biden had created “open borders” and that countries were sending “migrant criminals” to the U.S., and by repeating terms like “illegal monster,” “killers,” “gang members,” “poisoning our country,” “taking your jobs,” and a dead giveaway: “the largest invasion in the history of our country.”
At the urging of then-candidate Trump in January 2024, Republicans refused to pass a bipartisan immigration reform measure hammered out by Senate negotiators over months. The bill appropriated $20.3 billion for border security, increased the number of immigration judges to end case backlogs, sped up asylum processes, and closed the border during high-traffic periods. It did not include a path to citizenship for those brought to the U.S. as children, the so-called Dreamers, making the measure skew toward Republican demands rather than Democratic priorities.
Nonetheless, Trump urged his supporters to kill it, and they did, teeing up a campaign in which he and his running mate, Ohio senator J.D. Vance, emulated Senator Joe McCarthy as they hammered on immigration fears, lying about open borders and migrant crime, claiming that a Venezuelan gang had taken over and was terrorizing Aurora, Colorado, and insisting—falsely—that Haitian immigrants were eating white neighbors’ pets in Springfield, Ohio.
While many Trump voters appeared to cling to the belief that a Trump administration would deport only “criminal” immigrants, which they thought meant those who had committed violent crimes, Trump’s team appeared to embrace the Great Replacement theory that defined all non-white Americans as a threat to the nation. Now, along with Vice President J.D. Vance, White House deputy chief of staff Stephen Miller, Homeland Security Secretary Kristi Noem, and others, they are making the idea of purging Brown and Black people from the United States central to federal policy both at home and abroad.
In September, Trump told European nations at the United Nations General Assembly that “the unmitigated immigration disaster” is “destroying your heritage.” “If you don’t stop people that you’ve never seen before, that you have nothing in common with, your country is going to fail,” Trump told them. “It’s time to end the failed experiment of open borders. You have to end it now. I can tell you, I’m really good at this stuff. Your countries are going to hell,” he said.
McCarthy’s supporters in the 1950s claimed that his lies were necessary for keeping Republicans in power: the ends justified the means. Neither journalists nor politicians could figure out how to counter McCarthy’s tactics. It was the American people who finally destroyed his career, turning against him when they realized he was hurting decent people and lying to them to gain power.
Suddenly reporters ignored him, the Senate “condemned” him, and he died only two and a half years later, likely from complications relating to alcoholism. Wisconsin voters elected Democrat William Proxmire to replace him. Proxmire told voters that McCarthy was “a disgrace to Wisconsin, to the Senate, and to America.”
—
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  The Will to Power: Why Nietzsche's Most Dangerous Idea Still Matters

Nietzsche's "will to power" isn't just another philosophical concept—it's a radical redefinition of what it means to be human. In section 36 of Beyond Good and Evil, Friedrich Nietzsche articulates something that has haunted Western thought ever since: the idea that reality itself is driven not by logic or reason, but by an underlying force of expansion, expression, and power.

This isn't abstract metaphysics. It's a fundamental challenge to how we think about choice, causation, and what it means to will anything at all.

The Desire-Driven Universe

Nietzsche opens this section with a provocative question: what if everything we experience as "reality" is simply the world of our desires and passions? What if there is no other reality accessible to us beyond that driven by our feelings?

Most thinkers would consider this limiting—a constraint on human knowledge. But Nietzsche flips it entirely. He argues that this desire-driven reality isn't a poor substitute for some higher truth. It's sufficient. It captures reality just as effectively as so-called mechanical or material explanations—perhaps even more authentically.

The key insight is this: when we try to understand the world through cold mathematical models, we lose something vital. We chop continuous processes into artificial pieces. We create beginnings and ends where none exist. We separate emotions from thoughts, desires from actions. But reality doesn't work that way.

Nietzsche calls for what he terms a "morality of method"—a recognition that all organic functions, including self-regulation, nutrition, metabolism, and cellular processes, are synthetically united. These aren't discrete mechanical operations. They're one unified process happening simultaneously.

Freud's Ghost and the Mechanical Mind

This insight connects directly to Freud's early work on psychological processes—attempts to define mental life through energy units like psychic atoms of plus and minus, seeking a balance akin to electrical fields.

Nietzsche anticipates what critics would later call the problem of first cause. If we believe in causality—if we believe things have causes—then we must ask: what caused the first cause? The big bang before the big bang? These temporal puzzles reveal that when you artificially divide reality into separate parts, you create insoluble problems.

The will to power solves this by eliminating the imagined subject—the "I" that stands outside all these processes. There is no separated thinker judging from above. There is only the will to power as a functional natural force: the primary drive of life itself, the drive for expansion and expression.

Beyond Free Will and Determinism

This is where Nietzsche's argument becomes genuinely revolutionary.

The traditional debate frames everything as either free will or determinism—a binary choice that has paralyzed philosophy for centuries. But Nietzsche offers something else entirely. The will to power isn't a choice. It's not a decision made by some floating monad. It's a law of the universe, like gravity.

All life has this will. Not in any sense of "free" choice in the way we typically mean it—but as a fundamental operating principle. When critics ask whether we have free will, Nietzsche responds: what do you even mean by "free"? The question isn't whether will exists. It absolutely exists. It's necessary for life.

The binary opposition between free will and determinism is, Nietzsche suggests, almost complete vacuity. It fails to account for the vast intellectual history of people who have thought carefully about these problems—including Nietzsche himself.

Critics might note that reducing all human motivation to "will to power" risks oversimplifying complex psychological phenomena. The drive for power explains much but perhaps not everything: artistic creation, pure intellectual curiosity, or altruistic sacrifice seem poorly served by this lens.

Reality captured through desires and emotions is more real than reality captured through mechanical equations.

What Nietzsche offers instead is a third option—one that most people simply haven't considered because they're trapped in the binary. The will to power isn't an illusion. It doesn't obstruct or damage our reasoning. It's the pathway to what he calls the intelligible world: the world felt through our bodies, through emotions, through psychological constructs and senses.

Bottom Line

Nietzsche's articulation of the will to power remains one of the most audacious challenges in Western philosophy because it doesn't deny agency—it redefines what agency means. The strongest part of this argument is how thoroughly it dismantles the false choice between free will and determinism, revealing both positions as incomplete. Its vulnerability is its ambition: if everything is will to power, the concept risks explaining everything and nothing simultaneously. Readers curious about these questions should next explore how Deleuze and Guattari developed this into their "desire machines"—the logical continuation of exactly this insight.
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  [Original post: Biological Anchors: A Trick That Might Or Might Not Work]
I.
Ajeya Cotra’s Biological Anchors report was the landmark AI timelines forecast of the early 2020s. In many ways, it was incredibly prescient - it nailed the scaling hypothesis, predicted the current AI boom, and introduced concepts like “time horizons” that have entered common parlance. In most cases where its contemporaries challenged it, its assumptions have been borne out, and its challengers proven wrong.
But its headline prediction - an AGI timeline centered around the 2050s - no longer seems plausible. The current state of the discussion ranges from late 2020s to 2040s, with more remote dates relegated to those who expect the current paradigm to prove ultimately fruitless - the opposite of Ajeya’s assumptions. Cotra later shortened her own timelines to 2040 (as of 2022) and they are probably even shorter now.
So, if its premises were impressively correct, but its conclusion twenty years too late, what went wrong in the middle?
II. 
First, a refresher. What was Bio Anchors? How did it work?
In 2020, the most advanced AI, GPT-3, had required about 10^23 FLOPs to train.
(FLOPs are a measure of computation: big, powerful computers and data centers can deploy more FLOPs than smaller ones)
Cotra asked: how quickly is the AI industry getting access to more compute / more FLOPs? And how many FLOPs would AGI take? If we can figure out both those things, determining the date of AGI arrival becomes a matter of simple division.
She found that FLOPs had been increasing at a constant rate for many years. And if you looked at planned data center construction, it looked on track to continue increasing at about that rate. New technological advances (algorithmic progress) made each FLOP more valuable in training AIs, but that process also seemed constant and predictable. So there was relatively constant growth in effective FLOPs (amount of computation available, adjusted by ability to use that computation efficiently).
There was no obvious way to know how many FLOPs AGI would take, but there were some intuitively compelling guesses - for example, an AGI that was as smart as humans might need a similar level of computing capacity as the human brain. Cotra picked five intuitively compelling guesses (the namesake Bio Anchors) and turned them into a weighted average.
Then she calculated: given the rate at which available FLOPs were increasing, and the number of FLOPs needed for AGI, how long until we closed the distance and got AGI?
At the time, I found this deeply unintuitive, but it’s held up! Improvement in AI since 2020 really has come from compute - the construction of giant data centers. Improvement in the underlying technology really has been measurable in “effective FLOPs”, ie the multiple it provides to compute, rather than some totally different incommensurable paradigm. And Cotra’s anchors - the intuitively compelling guesses about where AGI might be - match nicely with how far AI has improved since 2020 and how far it subjectively feels like it still has to go. All of the weird hard parts went as well as possible.
So, again, what went wrong?
III.
In 2023, Tom Davidson published an updated version of Bio Anchors that added a term representing the possibility of recursive self-improvement. The new calculations shifted the median date of AGI from 2053 → 2043. This doesn’t explain why our own timeline seems to be going faster than Bio Anchors: even 2043 now feels on the late side, and anyway recursive self-improvement has barely begun to have effects. 
But in 2025, John Crox published a thorough report card on Davidson’s model. He took his numbers from Epoch, who used real data from the 2020 - 2025 period that earlier forecasters didn’t have access to, as well as the latest projections for what AI companies plan to do over the next few years.  to with more formal projections.  Most of his critiques apply to Bio Anchors too. We’ll be making use of them here.
Crox found that Cotra and Davidson underestimated annual growth in effective compute:

All numbers are yearly multiples, so 1.4 means that willingness to spend grows 1.4x per year, ie 40%.
Willingness To Spend: How much money are companies willing to spend on AI, in the form of chips and data centers?
$/FLOP: How quickly do Moore’s Law, economies of scale, and other factors bring down the price of AI compute?
Training Run Length: How long are companies spending on AI training runs for frontier models (instead of using those chips for smaller models, experiments, or consumer services)?
Real Compute: The product of the three parameters above.
Algorithmic Progress: How effectively do researchers discover new algorithms that makes training AIs cheaper and more efficient?
Total Effective Compute: The product of real compute and algorithmic progress. So for example, the Epoch column’s 10.7x means that in any given year, you can train an AI 10.7x better than the last year, because you have 3.6x more compute available, and that compute is 3.0x more efficient.
Cotra and Davidson were pretty close on willingness to spend and on FLOPs/$. This is an impressive achievement; they more or less predicted the giant data center buildout of the past few years. They ignored training run length, which probably seemed like a reasonable simplification at the time. But they got killed on algorithmic progress, which was 200% per year instead of 30%. How did they get this one so wrong?
Here’s Cotra’s section on algorithmic progress:
Algorithmic progress forecasts
Note: I have done very little research into algorithmic progress trends. Of the four main components of my model (2020 compute requirements, algorithmic progress, compute price trends, and spending on computation) I have spent the least time thinking about algorithmic progress.
I consider two types of algorithmic progress: relatively incremental and steady progress from iteratively improving architectures and learning algorithms, and the chance of “breakthrough” progress which brings the technical difficulty of training a transformative model down from “astronomically large” / “impossible” to “broadly feasible.”
For incremental progress, the main source I used was Hernandez and Brown 2020, ”Measuring the Algorithmic Efficiency of Neural Networks”. The authors reimplemented open source state-of-the-art (SOTA) ImageNet models between 2012 and 2019 (six models in total). They trained each model up to the point that it achieved the same performance as AlexNet achieved in 2012, and recorded the total FLOP that required. They found that the SOTA model in 2019, EfficientNet B0, required ~44 times fewer training FLOP to achieve AlexNet performance than AlexNet did; the six data points fit a power law curve with the amount of computation required to match AlexNet halving every ~16 months over the seven years in the dataset.² They also show that linear programming displayed a similar trend over a longer period of time: when hardware is held fixed, the time in seconds taken to solve a standard basket of mixed integer programs by SOTA commercial software packages halved every ~13 months over the 21 years from 1996 to 2017.³
Grace 2013 (”Algorithmic Progress in Six Domains”) is the only other paper attempting to systematically quantify algorithmic progress that I am currently aware of, although I have not done a systematic literature review and may be missing others. I have chosen not to examine it in detail because a) it was written largely before the deep learning boom and mostly does not focus on ML tasks, and b) it is less straightforward to translate Grace’s results into the format that I am most interested in (”How has the amount of computation required to solve a fixed task decreased over time?”). Paul is familiar with the results, and he believes that algorithmic progress across the six domains studied in Grace 2013⁴ is consistent with a similar but slightly slower rate of progress, ranging from 13 to 36 months to halve the computation required to reach a fixed level of performance.
Additionally, it seems plausible to me that both sets of results would overestimate the pace of algorithmic progress on a transformative task, because they are both focusing on relatively narrow problems with simple, well-defined benchmarks that large groups of researchers could directly optimize.⁵ Because no one has trained a transformative model yet, to the extent that the computation required to train one is falling over time, it would have to happen via proxies rather than researchers directly optimizing that metric (e.g. perhaps architectural innovations that improve training efficiency for image classifiers or language models would translate to a transformative model). Additionally, it may be that halving the amount of computation required to train a transformative model would require making progress on multiple partially-independent sub-problems (e.g. vision and language and motor control).
I have attempted to take the Hernandez and Brown 2020 halving times (and Paul’s summary of the Grace 2013 halving times) as anchoring points and shade them upward to account for the considerations raised above. There is massive room for judgment in whether and how much to shade upward; I expect many readers will want to change my assumptions here, and some will believe it is more reasonable to shade downward.

Cotra’s estimate comes primarily from one paper, Hernandez & Brown, which looks at algorithmic progress on a task called AlexNet. But later research demonstrated that the apparent speed of algorithmic progress varies by an order of magnitude based on whether you’re looking at an easy task (low-hanging fruit already picked) or a hard task (still lots of room to improve). AlexNet was an easy task, but pushing the frontier of AI is a hard task, so algorithmic progress in frontier AI has been faster than the AlexNet paper estimated.
In Cotra’s defense, she admitted that this was the area where she was least certain, and that she had rounded the progress rate down based on various considerations when other people might round it up based on various other considerations. But the sheer extent of the error here, compounded with a few smaller errors that unfortunately all shared the same direction, was enough to throw off the estimate entirely.
Since Cotra and Davidson were expecting AI to get 3.6x better every year, but it actually got 10.7x better every year, it’s no mystery why their timelines were off. When John recalculates Davidson’s model with Epoch’s numbers, he finds that it estimates AGI in 2030, which matches the current vibes.
IV.
With this information in place, it’s worth looking at some prominent contemporaneous critiques of Bio Anchors.
Various people criticized Bio Anchors’ many strange anchors for how much compute it would take to produce AGI. For example, one anchor estimated that it would take 10^45 FLOPs, because that was how many calculations happened in all the brains of all animals throughout the evolutionary history (which eventually produced the human brain that AIs are trying to imitate). To make things even weirder, this anchor assumed away all animals other than nematodes as a rounding error (fact check: true!)
All of these seemed to detract from the main show, an attempt to estimate the compute involved in the human brain. But even this more sober anchor was complicated by time horizons - it’s not enough to imitate the human brain for one second; AIs need to be able to imitate the human brain’s capacity for long-term planning. Cotra calculated how much compute AGI would require if it needed a planning horizon of seconds, weeks, or years.
Thanks to METR, we now know that existing AIs have already passed a point where they can do most tasks that take humans seconds, are moving through the hour range, and are just about to touch one day. So the “seconds” anchor is ruled out. But it also seems unlikely that AGI will require years, because most human projects don’t take years, or at least can be split into tasks that take less than one year each (intuition pump: are we sure the average employee stays at an AI lab for more than a year? If not, that proves that a chain of people with sub-one-year time horizons can do valuable work). The AI Futures team guessed that the time horizon necessary for AIs to really start serious recursive self-improvement was between a few weeks and a few months (though this might look like a totally different number on the METR graph, which doesn’t translate perfectly into real life). If this is true, then all three anchors (seconds, hours, years) were off by at least an order of magnitude.
But it turns out that none of this matters very much. The highest and lowest anchors cancel out, so that the most plausible anchor - human brain with time horizon of hours to days - is around the average. If you remove all the other anchors and just keep that one, the model’s estimates barely change.
But also, we’re talking about crossing twelve orders of magnitude here. The difference between the different time horizon anchors doesn’t register much on that level, compared to things like algorithmic progress which have exponential effects.
Maybe this is the model basically working as intended. You try lots of different anchors, put more weight on the more plausible ones, take a weighted average of each of them, and hopefully get something close to the real value. Bio Anchors did.
Or maybe it was just good luck. Still hard to tell.
Eliezer Yudkowsky argued that the whole methodology was fundamentally flawed. Partly because of the argument above - he didn’t trust the anchors - but also partly because he expected the calculations to be obviated by some sort of paradigm shift that couldn’t be shoehorned into “algorithmic progress” (like how you couldn’t build an airplane in 1900 but you could in 1920). 
As of 2026 - still before AGI has been invented and we get a good historical perspective - no such shift has occurred. The scaling laws have mostly held; whatever artificial space you try to measure models in, the measurement has mostly worked in a predictable way. There have really only been two kinks in the history of AI so far. First, a kink in training run size around 2010:

Second, a kink in time horizons around 2024 and the invention of test-time compute:

The 2010 kink was before Cotra’s forecast and priced in. The 2024 kink is interesting and relevant, but I don’t think it rises to the level of paradigm-busting insight that I interpreted Yudkowsky as predicting. Since it was on a parameter Cotra wasn’t measuring, and probably too small to show up on the orders-of-magnitude scale we’re talking about, it’s probably not a major cause of the model’s inaccuracy.
Other things have been even more predictable:

So Cotra’s bet on progress being smooth and measurable has mostly paid off so far.
But Yudkowsky further explained that his timelines were shorter than Bio Anchors because people would be working hard to discover new paradigms, and if the current paradigm would only pay off in the 2050s, then probably they would discover one before then. You could think of this as a disjunction: timelines will be shorter than Cotra thinks, either because deep learning pays off quickly, or because a new paradigm gets invented in the interim. It turned out to be the first one. So although Yudkowsky’s new paradigm has yet to materialize, his disjunctive reasoning in favor of shorter-than-2050 timelines was basically on the mark.
Nostalgebraist argued that Cotra’s whole model was a wrapper for an assumption that Moore’s Law will continue indefinitely. If it does, obviously you get enough compute for AI at some point, even if it requires some absurd process like simulating all 500 million years of multicellular evolution.
I never entirely understood this objection, because - although Bio Anchors does depend on a story where Moore’s Law doesn’t break before we get the relevant amount of compute - this is only one of many background assumptions (like that a meteor doesn’t hit Earth before we get the relevant amount of compute). Given those assumptions, it does a useful not-just-assumption-repeating job of calculating when transformative AI will happen.
As Cotra implicitly predicted, we seem on track to get AGI before Moore’s Law breaks down, and so Moore’s Law didn’t end up mattering very much. And if all of Cotra’s non-Moore’s-Law parameter estimates had been correct, her model would have given about the same timelines we have now, and surprised everyone with a revolutionary claim about the AI future. 
But Nostalgebraist added, almost as an aside:
Cotra has a whole other forecast I didn’t mention for “algorithmic progress,” and the last number is what you get from just algorithmic progress and no Moore’s Law. So depending on how much you trust that forecast, you might want to take all these numbers with an even bigger grain of salt than you’d expected from everything else we’ve seen. 
How much should you trust Cotra’s algorithmic progress forecast? She writes: “I have done very little research into algorithmic progress trends. Of the four main components of my model (2020 compute requirements, algorithmic progress, compute price trends, and spending on computation) I have spent the least time thinking about algorithmic progress.” ...and bases the forecast on one paper about ImageNet classifiers. 
I want to be clear that when I quote these parts about Cotra not spending much time on something, I’m not trying to make fun of her. It’s good to be transparent about this kind of thing! I wish more people would do that. My complaint is not that she tells us what she spent time on, it’s that she spent time on the wrong things.

Like Cotra herself, I think Nostalgebraist was spiritually correct even if his bottom line (about Moore’s Law) was wrong. His meta-level point was that a seemingly complicated model could actually hinge on one or two parameters, and that many of Cotra’s parameter values were vague hand-wavey best guess estimates. He gave algorithmic progress as a secondary example of this to shore up his Moore’s Law case, but in fact it turned out to be where all the action was. 
V.
Those were the rare good critiques.
The bad critiques were the same ones everyone in this space gets:
	You’re just trying to build hype.

	You’re just trying to scare people.

	You use probabilities, but probabilities are meaningless and just cover up that you don’t really know.

	AI forecasts are just attempts for people to push AGI back to some time when it can’t be checked.

	AI forecasts are just attempts for people to pull AGI forward to when it means they personally will live forever.


The impressive thing here is that correcting the estimates of two parameters - compute growth and algorithmic progress - produce a forecast which would have seemed valuable and prescient six years later. Even correcting one parameter - algorithmic progress - would have gotten it very close. In that sense, the history of Bio Anchors is a white pill for forecasting, and an antidote to the epistemic nihilism of the positions above.
But its bottom line was still wrong. Even if you do almost everything correctly, invent new terms that become load-bearing pillars of the field, defeat your critics’ main objections, and demonstrate a remarkably clear model of exactly how to think about a difficult subject, mis-estimating one parameter can ruin the whole project. 
This is why you do a sensitivity analysis, and Cotra did this at least in spirit (talked about which parameters were most important; gave people widgets they could use to play around with). But it didn’t work as well as she might have hoped, giving a <10% chance of timelines as short as the current median. Several later commenters and analysts had good takes here, especially Marius Hobbhahn of Apollo Research. Along with correctly guessing that algorithmic progress would go faster than Bio Anchors predicted (albeit with the benefit of two more years of data), he wrote that:
The uncertainty from the model is probably too low, i.e. the model is overconfident because core variables like compute price halving time and algorithmic efficiency are modeled as static singular values rather than distributions that change over time.

Plausibly if these had been distributions, you could have done a more formal sensitivity analysis on them, and then it would have identified these as crucial terms (Nostalgebraist unofficially noticed this, but a formal analysis could have officially noticed and quantified it) and had more uncertainty about the possibility of very early AGI.
So what’s the takeaway? Trust forecasts more? Trust them less? Do better forecasting? Don’t bother?
These questions have no right answer, but one conclusion does seem pretty firm. Most of the bad-faith critics, having identified that Ajeya’s model was imperfect and could fail, defaulted to the Safe Uncertainty Fallacy - since we can never be sure a model is exactly right, things are uncertain, which means we can continue to believe everything is fine and normal and timelines are wrong and we don’t have to worry. But as Yudkowsky pointed out, there’s uncertainty on both sides! Sometimes the fact that a forecast is imperfect and you can never be certain means things are more dangerous than you thought!
I think internalizing this lesson is more important than any sort of micro-calibrating exactly how much to believe in probabilistic forecasts. Once you understand that you can’t always just rely on your biases and sense that it would be inconvenient for things to get weird, you become desperate for real information. That desperation encourages you to seek any possible source of knowledge, including potentially fallible and error-laden probabilistic forecasts. It also encourages you to treat them lightly, as small updates useful for resolving near-total uncertainty into merely partial uncertainty. This is how I treat Bio Anchors’ successors - although right now a little more fallibility and error-ladenness might be genuinely welcome.


  
  
    Deep Dive

    Artificial general intelligence

    Based on Wikipedia: Artificial general intelligence


In 1965, the artificial intelligence pioneer Herbert Simon made a prediction that would haunt the field for decades: within twenty years, machines would be capable of doing any work a human could do. That deadline passed. Another generation of researchers made similar predictions in the 1980s. Those deadlines passed too. Now, in the 2020s, we find ourselves asking the same question that has animated and frustrated computer scientists for seventy years: when will we build a machine that can think as well as we can?


The answer might be "we already have." Or it might be "never." The fascinating thing about artificial general intelligence—commonly abbreviated as AGI—is that after all these decades, we still can't agree on what it would mean to achieve it, let alone whether we're close.


What AGI Actually Means


Before we go further, let's be precise about terminology, because the field is littered with confusing jargon.


Most AI systems today are what researchers call "narrow AI" or "weak AI." These systems excel at specific tasks: recognizing faces in photographs, translating between languages, recommending videos you might like, or playing chess better than any human who has ever lived. But a system that can beat a grandmaster at chess cannot order a pizza, write a poem about heartbreak, or figure out that the weird noise in your car might be a loose heat shield. Narrow AI is brilliant within its lane and helpless outside it.


AGI is different. An artificial general intelligence would match or exceed human capability across virtually all cognitive tasks—not just one narrow domain, but everything. It could switch from debugging code to analyzing poetry to planning a dinner party to negotiating a business deal. It would possess what we might call common sense: the vast, mostly unconscious knowledge about how the world works that humans absorb over years of living.


Beyond AGI lies an even more speculative concept: artificial superintelligence, or ASI. This hypothetical system wouldn't just match human cognition—it would surpass the best human minds in every domain by a wide margin. If AGI is a machine that thinks like a person, ASI is a machine that thinks like a god.


One common misconception: AGI doesn't necessarily mean a robot or an autonomous agent that walks around making its own decisions. A large language model sitting on a server, capable of matching human-level performance across the full breadth of cognitive tasks, would qualify as AGI even if it only responded to prompts. The defining feature is capability, not autonomy.


The Sixty-Year Quest


The dream of thinking machines is as old as computing itself. When researchers first began exploring artificial intelligence in the 1950s, they were brimming with optimism. Many believed AGI was just around the corner—a matter of a decade or two of hard work.


That optimism had a cultural impact far beyond academic papers. When Stanley Kubrick and Arthur C. Clarke created the character HAL 9000 for their 1968 film "2001: A Space Odyssey," they weren't writing fantasy. They were extrapolating from what AI researchers genuinely believed would be possible by 2001. Marvin Minsky, one of the field's founders, served as a consultant to make HAL as realistic as possible given the scientific consensus of the time.


"Within a generation," Minsky said in 1967, "the problem of creating artificial intelligence will substantially be solved."


He was spectacularly wrong.


By the early 1970s, researchers had run headlong into problems far more difficult than they'd anticipated. Teaching a computer to recognize objects in photographs, understand spoken language, or navigate a room—tasks a toddler masters effortlessly—proved fiendishly hard. Funding dried up. The field entered what historians now call the first "AI winter."


A brief thaw came in the 1980s when Japan launched its ambitious Fifth Generation Computer Project, setting a ten-year goal that included enabling computers to "carry on a casual conversation." Governments and corporations poured money into AI research. By the late 1980s, confidence had again collapsed. The Fifth Generation Project failed to achieve its goals. A second AI winter set in.


The researchers who had twice promised imminent AGI and twice failed to deliver developed a reputation for making empty promises. By the 1990s, speaking seriously about human-level artificial intelligence was a career risk. Anyone who did might be dismissed as, in the unkind phrase of the time, a "wild-eyed dreamer."


The Pivot to Narrow AI


Chastened by these failures, AI research took a pragmatic turn. Instead of pursuing the grand vision of general intelligence, researchers focused on specific, tractable problems where they could demonstrate verifiable results. Speech recognition. Recommendation engines. Image classification. Spam filtering.


This strategy worked brilliantly. The "applied AI" approach yielded products that millions of people use every day. When you ask your phone for directions, when Netflix suggests a show, when your email filters out junk—that's narrow AI doing its job.


Some researchers hoped that eventually these narrow capabilities might be combined into something greater. Hans Moravec, writing in 1988, imagined a "golden spike" moment when bottom-up, practical AI would meet top-down, reasoning-based approaches in the middle, producing true intelligence.


Others were skeptical. Stevan Harnad argued that you can't build general intelligence by bolting together specialized modules. The symbolic manipulation that computers do, he suggested, is fundamentally disconnected from meaning. You can't reach genuine understanding by simply adding more symbols.


The Current Moment


Something changed around 2020.


Large language models—systems like GPT-4, Claude, and LLaMA—demonstrated capabilities that seemed to transcend narrow AI. They could write essays, debug code, explain scientific concepts, compose poetry, analyze arguments, and engage in what felt like genuine conversation. They could do this without being specifically programmed for any one of these tasks.


This sparked a fierce debate that continues today: have we already achieved some form of AGI?


In 2023, researchers at Microsoft published a detailed evaluation of GPT-4 that concluded it "could reasonably be viewed as an early (yet still incomplete) version of an artificial general intelligence system." Another study found that GPT-4 outperformed 99% of humans on standard tests of creative thinking.


Blaise Agüera y Arcas and Peter Norvig—both heavyweight figures in the field—published an article bluntly titled "Artificial General Intelligence Is Already Here." They argued that reluctance to accept this conclusion stems from four sources: healthy skepticism about how we measure intelligence, ideological commitment to alternative approaches, a devotion to human exceptionalism, or concerns about the economic implications of admitting we've crossed this threshold.


Not everyone is convinced. Paul Allen, the late Microsoft co-founder, believed true AGI would require "unforeseeable and fundamentally unpredictable breakthroughs" in our scientific understanding of cognition. Alan Winfield, a roboticist, compared the gap between current AI and human-level intelligence to the gap between current space travel and faster-than-light propulsion—a chasm so vast it may never be crossed.


The Measurement Problem


Part of what makes this debate so contentious is that we don't actually agree on what we're arguing about.


What does it mean to be intelligent? The computer scientist John McCarthy—who coined the term "artificial intelligence" in the first place—wrote in 2007 that "we cannot yet characterize in general what kinds of computational procedures we want to call intelligent."


Various researchers have proposed lists of capabilities that an AGI should possess. A common baseline includes the ability to reason and make judgments under uncertainty, represent knowledge including common sense knowledge, make plans, learn from experience, and communicate in natural language. Some add imagination, autonomy, and the ability to sense and act in the physical world.


But even this list raises questions. Does intelligence require consciousness? Must an intelligent system have goals of its own, or is it enough to competently pursue goals given by others? Is intelligence simply a matter of scale—will making models big enough inevitably produce true understanding? Does genuine intelligence require emotions?


In 2023, researchers at Google DeepMind proposed a framework for classifying AGI into five levels: emerging, competent, expert, virtuoso, and superhuman. Under their definitions, a "competent" AGI would outperform 50% of skilled adults across a wide range of non-physical tasks. They classified current large language models as "emerging" AGI—comparable to unskilled humans rather than experts, but already exhibiting some degree of general capability.


They also proposed a separate scale for autonomy, ranging from "tool" (fully controlled by humans) through "consultant," "collaborator," and "expert" to fully autonomous "agent." This distinction matters because a highly capable AGI that remains a tool poses different questions than one that acts independently.


The Prediction Problem


If you want to know when AGI will arrive, the honest answer is: no one knows, and predictions have a dismal track record.


Researchers at the Machine Intelligence Research Institute analyzed 95 predictions made between 1950 and 2012 about when human-level AI would emerge. They found a striking pattern: over a 60-year period, predictions consistently placed AGI 15 to 25 years in the future from whenever the prediction was made. The goalpost, it seems, moves with the predictor.


Polls of AI experts in 2012 and 2013 found that the median estimate for when there would be a 50% chance of AGI ranged from 2040 to 2050, depending on which poll you consulted. About 16.5% of experts, when asked when they would be 90% confident AGI had arrived, answered: never.


The field has always been prone to alternating waves of hype and disappointment. Progress comes in bursts separated by plateaus. Each burst is enabled by some fundamental advance—new hardware, new algorithms, or both—that opens space for growth until the next barrier is encountered. Deep learning, the technique behind modern large language models, couldn't have been implemented on twentieth-century hardware; it requires vast numbers of specialized processors working in parallel.


Will the current surge continue, or will it hit a wall as previous advances did? Optimists point to rapid, ongoing improvements. Skeptics note that we've been fooled before.


The Stakes


Why does any of this matter? Because the consequences of achieving AGI—or failing to achieve it—are potentially enormous.


Some researchers and industry figures believe that poorly controlled AGI poses an existential risk to humanity. The argument runs roughly like this: a system smart enough to match humans in all cognitive domains would be smart enough to improve itself, potentially triggering a rapid cascade of self-enhancement. A superintelligent system with goals misaligned with human values—even subtly misaligned—could cause catastrophic harm, not out of malice but simply because it would be pursuing its objectives with capabilities we couldn't match.


Not everyone finds this concern pressing. Some argue that AGI remains too distant a prospect to warrant treating it as an imminent threat. Others believe the scenario involves too many speculative leaps to take seriously.


What's undeniable is that the world's largest technology companies are now racing to build AGI. OpenAI, Google, Meta, and xAI have all declared this as an explicit goal. A 2020 survey identified 72 active AGI research projects across 37 countries. Whatever AGI turns out to be, and whenever it arrives—if it arrives—the effort to create it is already reshaping the technology industry and, increasingly, the broader economy.


The Deep Questions


Ultimately, the debate about AGI is also a debate about ourselves.


If we build a machine that can do everything a human mind can do, what does that tell us about the nature of human thought? Are we, at bottom, just very sophisticated information processors—biological computers that happened to evolve rather than be designed? Or is there something about consciousness, understanding, and meaning that can never be captured in silicon?


The philosopher John Searle proposed a famous thought experiment called the Chinese Room. Imagine a person who doesn't speak Chinese locked in a room with a rulebook. Chinese characters are passed in through a slot; the person looks up each character in the rulebook, follows the instructions to produce appropriate responses, and passes the responses back out. To someone outside the room, it looks like the room understands Chinese. But the person inside—and therefore the system as a whole—doesn't understand anything. They're just manipulating symbols according to rules.


Searle's argument was that computers, no matter how sophisticated, are just Chinese Rooms. They can manipulate symbols in ways that produce intelligent-seeming output without any genuine understanding occurring.


Critics have offered various responses, but the core question remains unresolved. When GPT-4 writes a coherent essay or solves a physics problem, is there understanding happening, or just very elaborate symbol manipulation? Does the distinction even make sense?


Roger Penrose and Hubert Dreyfus have argued, on different grounds, that genuine AI may be impossible. Penrose believes that human cognition involves quantum processes that cannot be simulated computationally. Dreyfus argued that human intelligence is fundamentally embodied—it depends on having a body that moves through and acts on the world in ways that disembodied computer programs cannot replicate.


Most AI researchers disagree with these pessimistic assessments, but they can't definitively refute them either. We don't understand consciousness well enough to know whether machines could ever possess it, or whether possessing it matters for intelligence.


Where We Stand


After seventy years of trying to build thinking machines, we've made undeniable progress and accumulated humbling lessons about how hard the problem is. The systems we've built today would have seemed like science fiction to the researchers of 1965, and yet they still fall short of the vision those researchers held.


The question of whether current AI systems constitute early AGI or remain fundamentally narrow depends partly on how you define terms and partly on philosophical commitments about the nature of mind. Reasonable people disagree.


What seems clear is that we're in a period of rapid change. The capabilities of AI systems are advancing faster than at any previous point in the field's history. Whether this leads to genuine AGI in years, decades, or never—or whether we'll even recognize it when it arrives—remains the great open question of our technological moment.


The researchers of the 1960s thought they were twenty years away from AGI. Their successors in the 1980s thought the same. We might be making the same mistake now, or we might be closer than anyone realizes. The only thing the history of the field teaches with certainty is that confident predictions about artificial general intelligence have a poor track record.


We are, as we have always been, somewhere between the beginning and whatever comes next.
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An interesting idea and a great table of contents, but the execution is unclear about who the ideal reader is — and will really satisfy nobody.
The Book
There are fundamentally two kinds of reviews. Show me any book on the philosophy of AI, or love, or happiness, and I’ll tell you where the author went wrong, where he cut corners, and where his explanations shine. That’s me as an expert, reading a book and giving my informed opinion. This kind of review can be useful but one thing it cannot do: it can never approach a book in quite the same way as the book’s intended audience. The reviewer’s perspective is irrevocably tainted by their knowledge of the topic. But then, there is also the other kind of review — one where the reviewer is part of the audience for the book. Where they are not an expert, but a learner, not looking to find flaws in the book, but to learn from it. And this is how I will approach this review today.
I know next to nothing about metaphysics. Sure, I’ve studied a few courses many decades ago, when telephones stopped working when you tried to pull them out of the wall, and when we listened to music on cassettes that would melt in the sun and require delicate surgery to restore the flimsy tape into a new shell. But I’ve long ago forgotten all of that. By my own constitution, I have an intense dislike of metaphysics as a topic. I’ve always been joking that I’m one of those people who philosophise with a hammer rather than with a scalpel. I’m drawn to bold statements, broad, sweeping debates and daring claims. Metaphysics always seemed to me to be just the opposite: a discipline where for a hundred years or so people have been making smaller and smaller distinctions, taking apart concepts and terms with the infinite patience of a clock-maker, and then trying to put everything back together again. The winner is the one who manages to put the thing back together so that it actually works — but I never saw anyone succeed at this game — which just prompts another faction to engage with even more intricate analyses of what it even means for a clock to work. I never had the patience or, to be honest, the intelligence for any of that. This is why I’m so excited to discuss today’s book: an introduction to metaphysics. This review will not be an expert’s opinion, but a student’s experience trying to finally learn metaphysics. Will I succeed? Let’s see...
There are these two young fish swimming along and they happen to meet an older fish swimming the other way, who nods at them and says “Morning, boys. How’s the water?” And the two young fish swim on for a bit, and then eventually one of them looks over at the other and goes “What the hell is water?” (David Foster Wallace, This Is Water)

So begins the introduction to the book. It is a good start — the quote is from one of my favourite speeches, where Wallace talks about how we fail to perceive the world around us because we are so used to it that it becomes invisible. I can see where this is going, and the authors here lean into that sentiment: metaphysics seems to be dealing with absurd questions, not because these questions are indeed absurd, but because we are so used to our world that we fail to see that they are valid questions. They address directly the hostile attitude that many modern readers, even well-known philosophers, have or have had towards metaphysics (“Carnap’s definition of metaphysicians as ‘musicians without musical ability’”). This is all encouraging so far. The authors are not going to present us with a tome of obscure abstractions, but they are going to speak to readers who really want to understand what metaphysics is all about. And they understand that we don’t even get why this is an important topic.
A little further down in the introduction, I do stumble upon a warning sign, though. The authors say that they will open “each chapter … with a little story (Open Your Eyes!) in which our heroes (Alice, Bob, Giggino, and Giggina, among others) end up discussing metaphysics, sometimes without realising it.” I’m not sure that I am enthusiastic about this. These cutesy topic introductions can quickly become tedious and come across as patronising. They can be done well and serve the content (Goedel, Escher, Bach is a glorious example of this!) but most often they tend to fall flat. And the question is also: who is the intended reader of this book? I would expect stories about Alice and Bob to appeal to a different audience than the buyers of a Springer volume called “Contemporary Metaphysics.” I would assume that if you buy a book like this, you will not need, or even appreciate, funny stories of Alice and Bob, or Giggino and Giggina. You know what you are getting into, and you are here for the expertise and the content — not for the amusing intros. But we will see how it goes later on.
Contents
And with this, we have arrived at the table of contents. This is a book of roughly 260 pages, that covers a lot of ground:
	Tools — Discussing common sense, argumentation, definitions and thought experiments.

	Metametaphysics — Discussing the history of philosophy, metaphysics and science, fundamentality, and the epistemology of metaphysics.

	Identity — Discussing definitions of identity in public discourse versus in metaphysics.

	Existence — Asking the questions “what exists?” and discussing various reactions and answers to this question.

	Mereology — Discussing composition, extensionality, ontological economu, the Problem of the Many, universalism and nihilism.

	Structures and Structured Entities — Order, repetition, stratification. Structure, existence and identity. Substance, form and matter. Propositions and facts.

	Properties and Relations — Nominalism, universals, tropes, classes of individuals, kinds of types and relations.

	Modality — The Categorical Hypothesis, Quinean Scepticism, possible worlds, Lewis’ Concretism and Plantinga’s Abstractionism.

	Essences and Dispositions — Essentialism, essential properties, Fine’s Definitional Approach, dispositions, and Vetter’s Dispositional Analysis of Modality.

	Grounding — Characteristics, grounding and modality, reduction, supervenience, causation.

	Time — static and dynamic conceptions, its ontology, presentism, growing blocks, eternalism, the topology of time.

	Persistence — The Metaphysics of Time, the problem of change.

	Abstract Objects

	God — God’s existence; ontological, cosmological and teleological arguments, divine attributes, the Trinity.

	Artefacts — The distinction between artefacts and natural objects.


That’s quite a coverage, but at around 16 pages per chapter it seems manageable for the beginner and not too detailed. Let’s now have a look at two select sections.
The Price
But before we go there, one more quick remark about the price of the book. This thing costs one cent less than a hundred USD, and a very similar number of Euros. Even the Kindle version will set you back almost 80 USD. These prices are unscrupulous and deplorable, especially for an ebook that has near zero production and distribution costs. And if my past experiences with academic publishers are any indication, the authors are not going to get anything out of the book either. So why does Springer think that it is morally defensible to charge 80 dollars for an ebook that should cost 20 at most? Like medicine prices that are often horrendously inflated because health insurance companies pay the bill, academic publishers rely on the fact that universities and libraries will eventually cough up public funds that should have been used to support and educate young people and that now, instead, are diverted to bolster Springer’s bottom line. It is, of course, no fault of the authors of this volume, but it should always be emphasised that academic publishing is fundamentally broken and that asking for a hundred bucks for a book that was acquired for free, likely edited by AI, and published at no cost is fundamentally immoral and should not be supported or accepted. Not by authors, not by libraries, and not by readers.
God
I’m cheating a bit here, because I said that I’d read this as a beginner in metaphysics, but I’m also curious to see how good their treatment of material is that I do know a bit about. And I’ve taught a course on the philosophy of religion, so let’s begin there.
As every chapter, this one begins with a half-page dialogue between two people, in this case, Alice and Bob. They are standing outside at night, looking at the stars, and Alice suggests that the magnificent display of the heavens must have been created by a God. Here’s what this intro sounds like:
Open Your Eyes!
Alice and Bob step outside for a moment, to get some air – a little break during a beautiful end-of-summer party. The night is quiet and still warm, although, thankfully, the stifling mugginess of July is only a memory. The clear sky is dotted with hundreds of stars. You can even see the white halo of the Milky Way, which is not often the case. Alice is entranced by the spectacle: “It’s beautiful, isn’t it?”. This time Bob agrees: “Yes, it’s wonderful”. “Does it never occur to you”, Alice resumes, “that all this must be something more than a product of chance, of the chaotic encounter of billions of particles? That, ultimately, there must be a reason for everything, a deep meaning to the cosmos, to life, and to us as human beings?” … [Bob replies that he understands this sentiment, but he’s too rational to draw the conclusion that there must be a God.] — Alice notices it, draws closer, and almost whispers: “But in the end, perhaps, reason must give way to something else, something more. . . intuitive. Something you feel rather than think.” … [Bob is not convinced.] Alice hugs Bob a little tighter. “It’s a little chilly now,” she replies and smiles. Bob forgets for a moment the things he has talked about with Alice, and realises just how beautiful she is.

Well, it’s an Italian book, I guess, although they did take their time (we’re on page 235, and this is the last time we’ll hear of the two — one would have liked to know what happens next!). And a thank you to the authors for reducing Alice to her physical appearance. In the end, it does not matter much what Alice says or thinks — as long as her beauty sufficiently pleases Bob. This would have been a good place for the editors at Springer to earn their hundred bucks per copy by explaining to the authors something about 21st-century attitudes towards women thinkers — but alas, it seems that even this would be too much to ask. Alice has some more appearances throughout the chapter, where she provides examples for divine foreknowledge and predestination (can she choose to eat an ice-cream, or has God already made that choice for her?), but we don’t further engage with her intellectual side.
But let’s start at the beginning. The chapter starts with conditions that any proof for the existence of God must fulfil: It must be a deductive or a strong inductive argument, with true premises, and it must be relevant, that is, it must prove the existence of a being that can be identified with God.
And then we’re jumping into the ontological argument itself. Rather than starting with Anselm, who is easy to introduce and discuss without much prior knowledge, the authors present this version:
Necessarily, if God exists, then God necessarily exists. (Premise 1)
It is possible that God exists. (Premise 2)
Therefore
God necessarily exists. (Conclusion)

The proof (with a few sentences left out at the beginning) goes like this:
Let us assume that w1 is the actual world, in which you are reading this wonderful metaphysics textbook. Now, what this modal version of the ontological argument holds is that if the existence of God is at least possible, then the existence of God is necessary. Let us see why. Premise 2 tells us that in the actual world w1 it is possible for God to exist; this means that there is another possible world (say, w2) in which God exists. But note what Premise 1 states: necessarily, if God exists, God necessarily exists. This means that in every possible world, if God exists, He necessarily exists. Now, in w2 God exists. Hence, God exists necessarily—that is, He exists in all possible worlds, including ours. Therefore, if God is possible, then God exists and necessarily exists.

Would a reader without prior knowledge of modal concepts be able to understand this? The authors have introduced possible worlds and modality in chapter 8, so if the reader did not skip ahead, they might be able to make some sense of this explanation. But in the following one page (which is all the space given to this argument), they don’t really engage with the argument itself very much. They don’t attempt to explain the sentences and concepts in the above quote in detail. Instead, they first talk about the advantages of the argument (half page) and then about Kant’s criticism of it (another half page). One feels that, yes, the proof has somehow been discussed; but that it’s not quite enough to let the reader feel that they are now comfortable with it — that they can themselves explain and evaluate it.
Moving on, the cosmological argument is presented as:
Contingent entities exist. (Premise 1)
Every contingent entity requires an (explanation.) (Premise 2)
Therefore
There must be a necessary entity that explains the existence of contingent entities (Conclusion)

Looking at this, I think we can already see one of the characteristics of the book’s treatment of historical arguments: they don’t really discuss the historically most prominent, but the currently perhaps most defensible versions of the arguments — from a metaphysician’s point of view. This has the drawback that the reader misses out on a lot of historical context, and that they also don’t really see the easier-to-understand-and-refute versions of these arguments. Instead, they are presented with pretty abstract versions of them, that require advanced concepts to be understood. But, unfortunately, the space is not available to the authors to provide these explanations that would be required in their full length. So that, in the end, a vague treatment of the arguments is all that they are able to provide. Enough perhaps to have the impression that one now has heard of each argument, but not enough to be able to confidently handle it. For example, the above argument gets only one, 17-line long paragraph of discussion, briefly introducing the principle of sufficient reason and some notes on it. The treatment ends thus:
According to others, e.g., Russell, “the universe is just there and that is all”: there is no explanation of this fact, meaning it is a brute contingency, not open to further explanation. Finally, according to others still, the totality of contingent things needs no explanation, because it is in fact necessary. The universe, i.e., the totality of concrete entities, is necessary, i.e., it could not not exist and hence does not need any transcendent explanation.

I feel that this is horribly hurried, and not at all sufficient to make the reader understand what’s happening. 
The following sections on teleological arguments and divine attributes are a bit more extensive and better explained, but, in my view, suffer from the same lack of historical context. For example, the chapter on the Trinity does discuss the different alternative interpretations, but does not mention at all the church’s stance on the nature of God. As I understand it, every single non-contradictory interpretation of the Trinity constitutes a heresy of some kind, but this is never mentioned in the book. So, although the treatment is clear and useful, it leaves the reader with a few arguments that are presented out of context, and with little understanding of the history of the topic. You may think that this is okay or not — but it is certainly something to be aware of, and something that the reader must accept as a premise for the whole book: that the history of philosophy is not as important as the logic of the arguments themselves. I know that some of my colleagues like to teach philosophy like that — but for me, this takes all the fun out of the subject and it also makes things harder to understand. Difficult arguments are much easier to understand in the historical context in which they first appeared, it would seem to me, and beginners in philosophy enjoy watching the discussion of particular points develop over time into more and more complex arguments. But perhaps this is just a matter of taste.
Quinean Scepticism
Let’s now look at another section of the book, this time something I know nothing about: the distinction between categorical and dispositional properties. The authors write (and this is essentially how the Modality chapter begins):
The language of the theory (let us call the theory, rather unimaginatively, “T ”) contains a proper name for each existing object and a predicate for each categorical property (categorical properties are properties that an object actually possesses and manifests, as opposed to dispositional properties, which are properties that an object only manifests if certain conditions are fulfilled; on the latter type of property, see Chap. 9). If an existing object possesses a certain property, then T contains or implies a sentence stating that such an object has this property; if the object does not possess this property, then T contains or implies a sentence stating that such an object does not possess this property.

Well, I can, kind-of, make some sense of that. But I’m a professional teacher of philosophy. Would a normal person on the street, or even a first year student looking for an introduction to metaphysics, really be able to understand this passage? Note also the quite reader-unfriendly reference to Chapter 9. This happens more often throughout the book, and immediately brought to mind Spinoza’s Ethics. I understand that occasionally one might have to point readers to another place, but if overdone, and in a place where the reference is not only providing more context, but is essential to understanding the present passage, it is really off-putting. The “latter type of property” should have been explained again here, at least in basic terms. Otherwise reading the book is in danger of becoming an act of studying or, worse, deciphering, that requires the reader to take notes in order to be able to follow the present thought.
But let’s look at the example that follows this passage and that is supposed to illustrate it:
Assuming, for simplicity’s sake, that T is expressed in English, if Aldo is both Italian and human, and is not a reptile and is not English, T will contain or imply “Aldo is Italian”, “Aldo is human”, “Aldo is not a reptile”, and “Aldo is not English”. … The link between Aldo and the property of being human seems different from the link between Aldo and the property of being Italian. Indeed, it seems plausible that Aldo could not have existed without being human, whereas he could have existed without being Italian.

Really? Why is that? If Aldo was a reptile, would he be less Aldo than the human Aldo is human (or Aldo)? Does my dog, Donald, exist less than the US president? Or is he less of a Donald? And what if Aldo was not a reptile but a woman? Would he then be less Aldo? Could Aldo “not have existed” as a woman? — I suspect that I know what the authors want to say here, but they certainly don’t do a good enough job of saying it clearly, especially since this passage is supposed to illustrate and clarify essential properties. Why is being human more essential than being Italian? A German Aldo (or a woman, or a reptile Aldo) would also, in many ways, not be that Aldo, but would still be Aldo in many other relevant ways. But let’s read on:
The property of being human would therefore be an essential property for Aldo, whereas the property of being Italian would be an accidental property of his. Quine’s scepticism towards modal notions, or at least towards de dicto modal truths, is partly motivated by his scepticism towards the notion of analyticity (i.e., the notion of truth in virtue of meaning). In order to disprove this notion, Quine relies on a linguistic conception of necessity, according to which “it is necessary that P ” is true if and only if P is analytic, and “it is possible that P ” is instead false if and only if the negation of P is analytic. The problem is that the notion of necessity in turn seems indispensable to define analyticity, through the notion of synonymy: a sentence is analytic if and only if it can be transformed into a logical truth by the substitution of synonymous expressions, and two expressions are synonymous if and only if they are necessarily interchangeable in every context. We thus have a circle of notions (a vicious one, for Quine) that presuppose each other (analyticity, synonymy, necessity), without any of them being particularly clear.

… as is this passage, I’m afraid.
For Whom?
Without doubt, this is a nice, handsome book that covers a lot of ground and, as far as I can see, attempts to present the most important topics that an undergraduate metaphysics class might discuss. But the treatment of the topics is more confusing than enlightening, and I think that this is because of the unclear ideal audience for this book. It feels as if the authors wanted to write a textbook for a first course in metaphysics, but then, under pressure of their publisher, were forced to add elements that would promise to make it more attractive to a wider audience — thus the inclusion of Alice, Bob and the others.
But this, together with the introduction that tries to motivate the layman to engage with metaphysical questions, creates an unfortunate situation: the chapter intros now speak to the uninitiated, casual reader, while the meat of the text tries to give a very compressed overview of far more technical points, in a language and a presentation style that is not accessible to the non-professional. Difficult terms are not sufficiently explained, and where explanations exist, they are in other parts of the book that the reader is sent off to study before they can return to the discussion at hand.
To add to the difficulty of the text, historical context is largely absent from the discussion, and the arguments presented are perhaps the strongest or most sensible versions, but not always the easiest to understand. One could give a much more entertaining and accessible exposition of the Ontological Argument, for example, by talking about perfect islands, rather than the necessity of God’s existence in different possible worlds. And the same applies to cosmological arguments and many other topics discussed throughout the book. The explanations themselves feel hurried, as if the authors did not have enough space to cover them properly. Often, they explicitly say that there would be more to say about a point, but that they cannot go into that right now. And then the chapter ends.
This makes the text both too superficial and too hard to read and understand. The treatment is basic, and though it hits all the talking points that one expects (the main arguments for many points are named and briefly discussed, as far as I can judge that), the explanations themselves are so short that they have to throw technical jargon at the reader that is never sufficiently explained.
This makes the book more into something like a reference work for undergraduate beginners in metaphysics. If one just wanted to know what the main lines of argumentation related to some topic are, one could likely find their names and a few words of description in this book and then go look them up in detail elsewhere. But the reader will not, I think, be able to get a working knowledge of metaphysics from this book alone. And if the reader is not an undergraduate student under the pressure to understand Quine for an exam, he or she will likely have dropped the book after the first chapter anyway. The cutesy introductory dialogues at the start of each chapter don’t contribute anything to the understanding of the quite terse and technical points that follow, and are likely to mislead unsuspecting general readers into picking up this book and then made to feel stupid because they still can’t understand what metaphysics is about.
The book began with the promise to help fish understand what water is, or why water is even an issue. After sampling two chapters of it, I feel that I still don’t know why I, as a fish, should be concerned about this thing called water.


Thank you for reading and see you next time! — Andy

  
  
    Deep Dive

    David Foster Wallace

    Based on Wikipedia: David Foster Wallace


In September 2008, one of the most gifted writers of his generation arranged a manuscript on his desk, wrote a note to his wife, and ended his life. He was forty-six years old. The novel he left behind, unfinished, would become a Pulitzer Prize finalist. The essays he'd written over two decades would continue to shape how we think about sincerity, entertainment, and what it means to pay attention in an age of distraction.


David Foster Wallace wanted to make you feel less alone.


That might sound like a strange mission statement for a writer known for thousand-page novels with hundreds of endnotes, sentences that sprawl across entire pages, and vocabulary that sends readers scrambling for dictionaries. But Wallace believed that beneath all the pyrotechnics, that's what fiction was actually for. "Fiction's about what it is to be a fucking human being," he once said. He wanted to write stories that were "morally passionate, passionately moral"—work that could reach through the page and remind you that someone else understood.


The Tennis Player Who Became a Writer


Wallace grew up in central Illinois, in the college town of Champaign-Urbana. His father taught philosophy at the University of Illinois. His mother taught English at the local community college and was eventually named Professor of the Year. It was, by most accounts, a household where ideas mattered.


But young David wasn't just a bookish kid. He was a regionally ranked junior tennis player, good enough to compete seriously. He later wrote about this period in an essay called "Derivative Sport in Tornado Alley," describing how he'd learned to use the peculiar wind patterns of the Midwest to his advantage—how growing up on those flat courts, with their unpredictable gusts, had taught him to calculate angles and trajectories that baffled opponents from calmer regions.


Tennis would remain a lifelong obsession. Years later, he'd write some of the most celebrated sports journalism ever published, including a piece about Roger Federer for The New York Times that transcended the genre entirely, becoming a meditation on beauty, physical genius, and what it feels like to watch someone operate at the absolute limit of human capability.


At Amherst College, Wallace double-majored in English and philosophy. He wrote two senior theses—one in each department. The philosophy thesis, on modal logic and free will, was good enough to be published posthumously as a book. But it was the English thesis that would launch his career.


That thesis became his first novel, The Broom of the System, published in 1987 when Wallace was just twenty-four. Critics immediately compared him to Thomas Pynchon and John Irving. The New York Times called it "a manic, human, flawed extravaganza." A major talent had arrived.


The Problem with Irony


To understand what Wallace was trying to do with his writing, you need to understand what he was reacting against.


By the late 1980s, American fiction had been dominated for decades by what's loosely called postmodernism—a style characterized by irony, self-reference, and a knowing wink at the reader. Postmodern novels often broke the fourth wall, commented on their own artificiality, and treated sincerity as naive. The implicit message was that we're all too sophisticated to believe in anything earnestly.


Wallace saw this as a trap.


In a 1990 essay called "E Unibus Pluram: Television and U.S. Fiction," he argued that irony had become "an agent of a great despair and stasis in U.S. culture." The problem wasn't that irony was ineffective—it was too effective. Television had absorbed irony so completely that hip detachment had become the default mode of American consciousness. Commercials mocked their own products. Sitcoms winked at their own conventions. Everyone was in on the joke.


But here's the thing about irony: it's purely negative. It can tear down, but it can't build up. It can show you what's false, but it can't show you what's true. And after thirty years of relentless ironic deconstruction, Wallace believed American culture had lost the ability to talk about what actually matters—love, meaning, purpose, how to live—without immediately undercutting itself.


"The next real literary 'rebels' in this country," he predicted, "might well emerge as some weird bunch of anti-rebels... who have the childish gall actually to endorse and instantiate single-entendre principles."


In other words: the radical act would be sincerity.


Infinite Jest


Wallace's second novel took five years to write and arrived in 1996 as a 1,079-page behemoth with 388 endnotes, some of which contained their own footnotes. Infinite Jest was set in a near-future North America where the years are sponsored by corporations (the Year of the Depend Adult Undergarment, the Year of the Whopper), and the plot involves a tennis academy, a halfway house for recovering addicts, Quebecois separatist terrorists, and a film so entertaining that anyone who watches it loses all will to do anything else.


That last element—the lethally entertaining film, also called "Infinite Jest"—is the novel's central metaphor. Wallace was obsessed with entertainment and addiction, with the American pursuit of pleasure and the emptiness that pursuit so often produces. The novel asks: What happens to a culture that optimizes entirely for feeling good? What happens when we get exactly what we want?


The book's structure mirrors its themes. The endnotes force you to constantly flip back and forth, disrupting the passive consumption that Wallace saw as entertainment's danger. You can't just sink into Infinite Jest the way you sink into a Netflix binge. It demands your active participation.


Time magazine would later name it one of the hundred best English-language novels published between 1923 and 2005. But at the time, reactions were mixed. Some critics found it brilliant; others found it exhausting, self-indulgent, or simply too much. Wallace himself seemed ambivalent about its reception. He'd wanted to write something that would make readers feel less alone, but he worried that the book's difficulty might have the opposite effect.


This Is Water


In 2005, Wallace delivered a commencement address at Kenyon College that would become, after his death, the text for which he's probably most widely known.


He began with a parable: Two young fish are swimming along when they pass an older fish who nods and says, "Morning, boys. How's the water?" The two young fish swim on, and eventually one looks at the other and asks, "What the hell is water?"


Wallace's point was that the most obvious, ubiquitous realities are often the hardest to see. We swim through our lives surrounded by assumptions and automatic responses that we never examine because they're just... there. The water.


The speech—later published as a small book called This Is Water—is Wallace at his most direct. No postmodern games, no endnotes, no hundred-word sentences. Just a writer trying to tell a group of young people something true about how to live.


The really important kind of freedom involves attention, and awareness, and discipline, and effort, and being able truly to care about other people and to sacrifice for them, over and over, in myriad petty little unsexy ways, every day.


This wasn't abstract philosophy. Wallace was describing a daily practice—the conscious choice, moment by moment, to resist the default settings of self-centeredness and frustration. In the supermarket checkout line, when you're tired and the person ahead of you is slow, you can choose how to interpret the situation. You can assume they're an inconsiderate idiot, or you can imagine that maybe they're having the worst day of their life, maybe they just got terrible news, maybe they're dealing with something you can't see.


Neither interpretation is necessarily more accurate. But one leads to misery and the other leads to something like grace.


The only thing that's capital-T True is that you get to decide how you're going to try to see it. You get to consciously decide what has meaning and what doesn't.


The Essay as Art Form


While Wallace's novels got the most attention, some of his finest work appeared in magazines. He wrote about cruise ships for Harper's Magazine, producing an essay so funny and perceptive that it became the title piece of his first nonfiction collection, A Supposedly Fun Thing I'll Never Do Again. He covered John McCain's 2000 presidential campaign for Rolling Stone, somehow turning political journalism into a meditation on what leadership might mean in an age of total cynicism.


He wrote about the porn industry, state fairs, conservative talk radio, and a Maine lobster festival. For each assignment, he brought the same relentless curiosity and the same willingness to examine his own reactions. A Wallace essay didn't just report on its subject—it reported on the experience of encountering that subject, complete with all the writer's doubts, digressions, and second-guesses.


The lobster piece, "Consider the Lobster," was commissioned by Gourmet magazine as a straightforward food article. Wallace delivered something else entirely: a philosophical inquiry into animal suffering, the ethics of boiling creatures alive, and whether it's possible to enjoy a food festival while genuinely considering the experience of the food. Gourmet, to their credit, published it anyway.


Some critics have questioned the accuracy of Wallace's nonfiction. Jonathan Franzen, who was one of Wallace's closest friends, has said he believes Wallace invented dialogue and incidents—that "those things didn't actually happen." The characters in his essays do tend to speak in suspiciously perfect, crystalline sentences. Whether this makes them less valuable depends on whether you think nonfiction should be strictly factual or whether it can be something more like testimony—a record of how one particular consciousness processed the world.


The Darkness


Wallace struggled with severe depression for more than twenty years. He was hospitalized multiple times. He dealt with alcoholism and drug addiction. In 1989, he spent four weeks at McLean Hospital in Massachusetts—the same psychiatric institute where Sylvia Plath and Robert Lowell had been treated—completing a detoxification program. He later said the experience changed his life.


For most of his career, an antidepressant called Nardil (the generic name is phenelzine) kept his depression manageable. It was an older medication, a monoamine oxidase inhibitor, which required him to avoid certain foods and had various side effects. But it worked. On Nardil, Wallace could write. He could teach. He could function.


In June 2007, Wallace got sick—severe stomach pains that his doctors attributed to an interaction between his medication and something he'd eaten at a restaurant. They recommended he stop taking Nardil. He agreed, partly because he'd begun to worry the drug might be interfering with his writing.


This was a catastrophic mistake.


The depression returned with devastating force. Wallace tried other medications. He tried electroconvulsive therapy. Eventually, he went back on phenelzine, but it no longer worked the way it had before. Sometimes, with psychiatric medications, you can't go back. The chemistry has changed.


On September 12, 2008, Wallace hanged himself at his home in Claremont, California. He left behind a wife, a half-finished novel, and a body of work that continues to shape American literature.


The Unfinished Novel


The Pale King was published in 2011, three years after Wallace's death. His editor, Michael Pietsch, assembled it from the pages and notes Wallace had left behind—a necessarily incomplete and speculative reconstruction of what the finished book might have been.


The novel is about boredom.


Specifically, it's about the IRS (the Internal Revenue Service, the American tax collection agency) and the people who work there processing tax returns. Wallace had become fascinated with the idea that boredom might be a kind of key—that the ability to pay attention to boring things, to concentrate without stimulation, might be the most important and least valued skill in modern life.


This was connected to everything else he'd written about. The lethal entertainment of Infinite Jest. The attention and discipline of This Is Water. The seductions of irony. Wallace seemed to believe that what ailed American culture was fundamentally an attention problem—that we'd become so desperate for stimulation that we could no longer tolerate the ordinary moments that make up most of existence.


The Pale King didn't reach as wide an audience as his other works. It's fragmentary by nature, and the subject matter is intentionally anti-dramatic. But critics generally praised it, and it was nominated for the Pulitzer Prize.


What Remains


Wallace's influence extends far beyond the literary world. This Is Water has become a kind of secular scripture, quoted at graduations and shared on social media. His concerns about irony, entertainment, and attention seem more relevant with each passing year. When he wrote about the dangers of optimizing for pleasure, smartphones hadn't been invented. When he worried about distraction and the erosion of interiority, Twitter didn't exist.


He saw something coming. Or rather, he saw something that had already arrived but that most people hadn't yet recognized.


Wallace also left behind a more complicated legacy. After his death, his former girlfriend Mary Karr came forward with allegations of abuse—that he'd thrown furniture at her, physically forced her out of a car, followed her son home from school, and attempted to buy a gun to kill her ex-husband. Other women, including former students, reportedly contacted her to share their own experiences. These accounts are impossible to reconcile with the compassionate, self-aware voice of his writing. They're also impossible to ignore.


How do we hold these things together? The writer who wanted to help people feel less alone and the man who allegedly terrorized the women in his life? The celebrant of attention and the person who couldn't control his own impulses? There's no tidy answer. Wallace himself wrote obsessively about the gap between our public performances and our private realities, about the hideous things that can coexist with genuine decency inside a single consciousness.


Perhaps the best we can do is take what's valuable from his work while refusing to look away from the full picture. He was right about a lot of things. He was also, by multiple accounts, capable of terrible cruelty. Both things are true.


The Water


Wallace once said that the hardest thing about writing fiction was figuring out "how to put yourself in the service of something greater than your own ambitions." He wanted his work to matter in the way that great literature has always mattered—not as entertainment, not as demonstration of cleverness, but as a genuine attempt to help people live.


Whether he succeeded depends on who you ask. But his central insight—that attention is a moral and spiritual practice, that the stories we tell ourselves about reality shape the reality we experience, that the opposite of addiction might be connection—has proven remarkably durable.


We are still swimming in the water he tried to describe. The irony, the entertainment, the self-regard, the endless distraction. If anything, the currents have grown stronger. But occasionally someone reads his work and decides to pay attention differently, to resist the default settings, to remember that the people around them have inner lives as complex and vivid as their own.


That's what he wanted. That's what he was trying to do.


He couldn't save himself. But maybe, for some readers, he left behind something that helps.
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  The Radical Shift in Employment: Late Capitalism a Survival Guide", "author": "Wes Cecil", "pitch": "Most people like to work. They genuinely enjoy productive activity when given proper incentives. So why does modern employment feel so threatening? Wes Cecil argues that the employment landscape has fundamentally shifted — and most workers don't understand the forces now controlling their jobs. His analysis reveals a system where global financialization has disconnected employment from local, regional, or even national logic.", "body": "## The Anxiety Underlying Everything

The current employment situation across the developed world is characterized by pervasive cynicism and moderate despair. Workers feel insecure. Their wages aren't keeping up with inflation. The rapidly changing skill sets that markets demand — especially the arrival of artificial intelligence — create genuine fear about job security. People worry whether robots will take factory jobs, whether self-driving trucks will eliminate driving positions.

This anxiety isn't irrational. Workers feel exploited and exposed to forces they barely understand and have zero control over. Their jobs are fundamentally insecure in ways that previous generations didn't experience.

The Historical Shift

To understand what's changed, consider the United States employment landscape in 1970. About sixty-five percent of the workforce worked for small companies — businesses with a hundred employees or fewer. Regional manufacturers, local grocery stores, small-scale operations close to home. Workers understood their employers. They had some visibility into how the business functioned.

Fifty years later, this has completely reversed. Now roughly sixty-five to sixty-seven percent of people work at companies with a hundred employees or more. Even workers at seemingly small businesses — like a twenty-person plumbing company — are often owned by private equity firms. The logic governing their employment comes from global financial forces, not local or regional dynamics.

This shift means almost everyone is now exposed to the globalized, financialized system. Workers might be employed by a franchise with only thirty total employees across two stores, but they're working for a global corporation with billions in revenue. Their store could perform beautifully while the parent company struggles. Or their store might underperform while the broader chain succeeds. Either way, individual performance is almost completely disconnected from job security.

The Disconnection

This creates what one critic called complete alienation — workers feel disconnected from their productivity and don't understand what's happening around them. Even when people enjoy their specific job, something feels fundamentally strange about the nature of their employment.

The underlying problem: they're part of an institutional logic that's not readily available to them. They don't understand it because it has nothing to do with their local community or region. It's divorced from anything they can control or even comprehend.

A worker could be in the most successful store of a chain — let's say Panera Bread — while the parent company goes bankrupt. Their store succeeds but suddenly everything changes. Or conversely, someone might work at a struggling McDonald's that's actually performing well within its franchise network, but nobody cares because corporate logic dictates opening one mega store instead of three smaller ones.

This is the bizarre unnatural world of late capitalist finance. Workers are subject to decisions made by distant executives based on global market considerations completely unrelated to their individual effort or merit.

The Political Problem

Political leaders want people to work and earn money because tax revenue follows employment, which creates GDP growth. Everyone's happy when that happens.

But here's why that's difficult to achieve: the global financial capital operating in these economies has no interest in this outlook whatsoever. There's a complete mismatch between how finance people think about the world and how government leaders think about it. And increasingly, governments have become captive to the thinking of financial capital.

The German Model

Germany was long held up as the poster child of successful global engineering — an export powerhouse reaching the world, balancing budgets, doing everything right. Why aren't we all like the Germans?

The answer lies in what Germany invested in. First, massive investment into Russia after the Soviet Union collapse. Germany bet heavily on cheap energy and mineral resources from a corrupt totalitarian dictatorship with no environmental protections or meaningful labor laws.

This turned out badly — as it did before World War I, before World War II, and most recently when Russia invaded Ukraine. Billions in investments went nowhere.

Second, the China bet. Germany invested roughly sixty to one hundred billion dollars into Chinese markets, primarily for the Chinese market itself. This returned tens of billions in profits over a decade — specifically fifty to sixty billion dollars in profit flowing back to German parent companies.

Here was the key problem: under German tax law, these foreign subsidiaries paid almost nothing on that profit. Over more than a decade, they paid less than a billion dollars in taxes while importing forty to sixty billion dollars in profit.

Volkswagen invested around fifty billion over twenty years and returned roughly fifty to sixty billion in profit — paying less than a billion dollars in taxes. Their stock asset value increased tenfold. It was a remarkable outcome for the company, though not for workers or the public treasury.

Now these investments are looking precarious. The Chinese market is softening. Margins are collapsing. And political exposure to investing in dictatorships with low labor and environmental standards is becoming untenable.", "counterpoints": "Critics might note that employment insecurity isn't entirely new — economic disruption has always existed, from the Industrial Revolution to automation fears of every previous era. The shift to larger companies also brought significant benefits: better pay, more stable employment for many, and technological progress that raised overall living standards. The German model, despite its flaws in financialization and investment strategy, still generated substantial economic growth and innovation that benefited workers in meaningful ways.", "pull_quote": "They don't understand it, and which is reasonable because of this bizarre unnatural world of late capitalist finance.", "bottom_line": "Cecil's strongest insight is identifying how globalized financial logic has fundamentally altered the employment relationship — workers are now subject to corporate decisions made by distant executives based on market considerations completely unrelated to individual effort. His vulnerability lies in where he places blame: while the diagnosis is compelling, the prescription for change remains unclear. The piece succeeds most when it makes readers understand why their anxiety about employment isn't irrational — it's a rational response to a system designed without them in mind.
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When I first encountered ideologies and religions, I took them at face value, as attempts to understand the world. I assumed that people sincerely believed them and would use them to infer further consequences—or, in the event that they couldn’t accept a consequence, would admit that they were wrong and change their ideology. I tried to evaluate ideologies based on evidence and correspondence with reality, which I assumed was what one was supposed to do.
Over a period of years, I realized that, for the rest of the world, it wasn’t really about ideas and understanding the world.
1. How Can Ideology Not Be About Ideas?
Wait, an ideology is a certain kind of system of ideas. How could it “not be about ideas”? What I mean is that
a. The reasons people choose an ideology are extraneous to the intellectual characteristics of the ideology (the arguments, the evidence, the explanatory virtues) and more to do with arbitrary extrinsic characteristics, like who else holds that ideology, or what vague emotional associations it carries.
b. Most people don’t take the contents of their ideology all that seriously—they don’t actually use it to understand the real world. It’s mostly something to say, and to berate other people for not saying. They use ideological debate as a proxy for tribal contests. They don’t support group G because of idea I; they support I because it’s the idea associated with G.
I observed in an earlier post (“Do Religious People Believe Religion?”), that people who profess some religion often don’t appear to take the major tenets of that religion seriously. Many self-described Christians fail to attend church, or read the Bible, or follow its teachings. Few of them really turn the other cheek, nor do they seem to eagerly anticipate death (as one should if one expects to go to heaven). 
Many people are like that about politics too. E.g., people who said the Covid lockdowns were essential, but then they went out to big gatherings. Or people who say the elections are rigged, but they still go to vote.
2. What Is It About?
2.1. Personality
Ideology is about a lot of things, but one of the big ones is: personality. Adopting an ideology is a form of self-expression.
There are psychological studies that measure the correlation between political ideology and personality traits. Especially the “big 5” personality traits—
	Openness to experience

	Conscientiousness

	Extraversion

	Agreeableness

	Neuroticism


Conservatives are higher in conscientiousness. Liberals are higher in openness, agreeableness, and neuroticism. Why should there be a correlation between these traits and one’s political beliefs? It’s obviously because the personality traits are affecting people’s beliefs. And that’s because people are picking an ideology to “fit their style”, rather than evaluating ideologies based on intellectual reasons.
2.2. Genes
There’s a study that finds that political beliefs are heritable. (Alford et al, “Are Political Orientations Genetically Transmitted?”) They get a heritability estimate of 0.53 for political orientation (p. 162), much larger than the influence of either shared environment or unshared environment. That’s kind of weird, isn’t it -- who knew that you could genetically transmit political beliefs? But of course, you don’t directly transmit beliefs; you genetically transmit personality traits, and people pick their political beliefs based on their personality traits.
This is all pretty awful. We don’t need beliefs that make us feel comfortable. We need beliefs that correspond to reality, if we want to actually solve any social problems.
2.3. Tribes
You might wonder how specific personality traits fit with specific political positions—e.g., how does openness to experience explain believing that fetuses don’t have rights?
I think the primary choice people make is not so much which propositions they want to be wedded to but which group of people they want to affiliate with. There may be only a tenuous link between some personality trait and some particular political position, but it’s enough to make that position slightly more prevalent, initially, among people with that trait. Once those people decide that they belong to “the same side” in society, there is psychological pressure for individual members of the tribe to conform their beliefs to the majority of their tribe, and to oppose the beliefs of “the other side”.
E.g., you decide that fetuses don’t have rights because the fetus-rights position is associated with the other tribe, and you don’t want to be disloyal to your own side by embracing one of the other side’s positions. You never say this to yourself; you just automatically find all of your side’s arguments “more plausible”.
2.4. Outrage
People like to feel righteous outrage, and we pick our ideology according to the thing we most enjoy being outraged about. The ideology then tells us that that thing is everywhere.
Examples:
	Libertarians: Outraged by abuse of power, especially by the government. Ideology says: Practically everything is an abuse of power!

	Populists: Outraged by foreigners getting the better of one’s own country. Ideology says: We’re losing to China, we’re losing to Mexico, we’re about to be taken over by Islamic extremists!

	Wokists: Outraged by men oppressing women, whites oppressing blacks, etc. Ideology says: Oppression is everywhere! Practically everyone is a racist, sexist, homophobe, etc.!

	Everyone: Outraged by people with opposing ideologies. Ideologies say: Our opponents are constantly winning and implementing their evil ideas!


3. Ideology Is a Sucker
Q: What do Woke progressives and Trump supporters have in common? Lots of things. Both are humans, both are mostly ideologues, both will hate this question. Also, both of them are easily scammed. That’s because ideology makes people suckers.
How to scam an ideologue: tell them a story that fits their narrative about society and plays into their stereotypes. Examples:
(1) To scam a Woke Social Justice Warrior, tell them a story about being a minority oppressed by white men. As in:
	The Duke Lacrosse case (https://en.wikipedia.org/wiki/Duke_lacrosse_case)

	The Rolling Stone case (https://en.wikipedia.org/wiki/A_Rape_on_Campus)


(2) To scam a populist, tell them a story about foreigners and your political opponents harming America; promise to stop it if you are given power. As in:
	The story about thousands of people in New Jersey celebrating the 9/11 attack (http://www.politifact.com/truth-o-meter/statements/2015/nov/22/donald-trump/fact-checking-trumps-claim-thousands-new-jersey-ch/)

	The story about Florida Democrats voting to impose sharia law (http://www.politifact.com/florida/statements/2014/may/08/blog-posting/florida-democrats-just-voted-impose-sharia-law-wom/)


(3) To scam a libertarian, tell them a story about how you’re being oppressed by the state. I can’t think of any high-profile cases of this; perhaps it’s not worth it to scam libertarians, since they don’t have enough power.
In the cases cited above, people believed the false stories because they fit ideological stereotypes. E.g., in the Duke Lacrosse case, the Lacrosse team was assumed guilty (Duke faculty in particular rushed to judgment: https://en.wikipedia.org/wiki/Group_of_88) because the accused were white men and the alleged victim a black woman. The same sort of thing was going on with the Trump-like fake news stories.
Recommendation: Identify your ideology’s distinctive narrative. Make room in your belief system for the possibility of people trying to take advantage of your beliefs for personal gain. Even if people of type X are doing a lot of bad things to people of type Y, that doesn’t mean that every story that fits that pattern is true. Don’t be a sucker.
4. Lessons
One lesson from the above is political skepticism: since people’s political beliefs are largely based on their personality traits (which are largely genetic), yours in particular are probably largely based on your personality traits. If that’s true, they’re probably not highly responsive to evidence or reasons. Of course, you might think you have all sorts of evidence and reasons for them, but that’s what most people think. The best explanation is that you pick the beliefs that match your personality, then unconscious or semi-conscious mechanisms in your mind go and find rationalizations for them.
I don’t think political knowledge is impossible, though, merely rare. And some people are better positioned than others. Here’s a thing to think about: how well do your political beliefs match your personality? E.g., do you basically have the personality traits that people with your political orientation usually have? If so, you’ve probably done the awful thing that I’ve been complaining about. On the other hand, if not, then you might be among the few objective people.
Example: If you meet a right-wing person who is a vegan, then that person might actually be rational, unlike most of humanity. They might actually be looking at reasons and evidence. Most right-wing people refuse to think about veganism, because being concerned about animals just doesn’t fit their personality. It doesn’t matter what you say to them, because they don’t care about the cognitive content of ideas.
Here’s another lesson: Be somewhat tolerant of other people’s political beliefs. The reason they disagree with you probably isn’t that they’re evil or they love to ignore facts. The reason is probably that they have a somewhat different personality profile from you, which was largely genetically programmed into them, just as your personality profile was genetically programmed into you.
5. How Ideology Shifts

It is striking how “conservatism” has changed over the time I’ve been observing. Some serious conservatives, like George Will, left the Republican party. But the overwhelming majority of Republicans didn’t mind the change at all.
The whole time when I was growing up, the Republicans were anti-Russia hawks. The more Republican you were, the more you hated the Russians. That continued right up until 2016, when the Republicans suddenly realized that it would be good to establish good relations with Russia, etc.
The Republicans also used to support “family values”, they would argue that moral character is important in a leader, that you need good, pious Christians in government, etc. Again, right up until 2016, when they realized that that stuff doesn’t really matter.
There are some pretty striking videos to remind us of the party’s past:
1. Here is how John McCain responded to personal attacks on Obama by McCain’s own supporters: 


. He corrects his supporters and explains that Obama is a decent man who merely has some policy disagreements with McCain. Today, almost no Republican would do that.
2. Here is how George H.W. Bush and Ronald Reagan responded to a question about immigration: 


. That’s from a debate when Bush and Reagan were competing for the Republican Presidential nomination. Both of them talk about how essential immigration is, and how many decent people are illegal immigrants. No Republican today would do that.
This is part of why I say ideology isn’t about ideas. If people actually cared about ideas, a party couldn’t just radically shift its positions and still have pretty much the same people supporting them and the same people opposing them. Example 1 suggests that maybe it isn’t even about personality either. It’s just meaningless tribalism.
By the way, notice the difference between the elites and the masses. The elites tend to be unhappy when a party shifts its positions, and sometimes they leave the party. The masses, though, don’t particularly care. That’s because the elites—for example, conservative commentators, or Republican party leaders—actually believe their ideology. For the masses, professing an ideology is just like waving a “hurray for my side” flag—and who cares if they change the design of the flag?


[ This is based on these old posts: Ideology Isn't About Ideas, Ideology and Outrage. ]
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By Sergio Marchi
In the current Parliament, it can be easy to forget that life in the opposition is meant to be more than a viral performance. The job is not simply to wound the government, but to prepare a government-in-waiting. And yet, there are days when it seems the benches across from the prime minister operate in a permanent state of escalation, where every exchange is calibrated for maximum outrage.
I know something about that—and about the temptation to score points. I spent nine years on the “wrong” side after being elected in 1984 alongside only thirty-nine other Liberals. I wanted desperately to be in government, but I found my time across the aisle very formative. I participated fully in the parliamentary experience. I was made a critic, served on committees, asked questions, took part in debates, and addressed audiences at functions across the country. Serving in opposition taught me how to accomplish tasks with relatively little support or financial firepower. I sharpened my speaking skills and refined my political instincts without being surrounded by a plethora of ministerial staff. It was an ideal way to learn and grow and to be seen.
Michael Wilson, a former Tory member of Parliament from Etobicoke and a highly competent finance minister under then Prime Minister Brian Mulroney, had the identical view to mine. In his book Something Within Me, he describes his time in opposition as anything but wasted. “It resembled in many ways an apprenticeship; a period to absorb knowledge and hone skills. When we won power, I was prepared to deal with challenges in a far more capable manner than I would have had I still been a rookie to Parliament.”
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That conception sits uneasily beside today’s opposition strategy, which treats the job not as preparation for governing but as a daily content factory, engineered for clips, clicks, and confrontation. The compulsion to attack is easy to understand—I learned that the hard way. News cycles prize conflict. But precisely because the impulse is so powerful, it needs to be checked: a politics built on reflex leaves no space for the apprenticeship Wilson described and little capacity to govern once the noise subsides.
If your party is in opposition, then the fundamental responsibility is to keep the government accountable by various parliamentary processes. Question Period is the most visible of these. Accordingly, you’ll normally be assigned a role as a critic or shadow cabinet member. As the title suggests, the latter role can be a training ground for potential ministers. Sharp, feisty opposition critics are considered people to watch, so it’s worth investing seriously in these responsibilities.
Don’t waste the opportunity. Your obligation as a critic will be to review and critique the policies and decisions of a specific minister and ministry. That will grant you the opportunity to participate during Question Period, take the lead in the respective parliamentary committee, and speak in parliamentary debates, while steadily building expertise and recognition.
Time spent in opposition is a valuable political internship, but that doesn’t mean the life isn’t without its peculiarities. You’ll have limited resources, so you have to be as creative as possible to effectively do your job. Every day the House was in session, Question Period was our strategic highlight as the Liberal opposition party. It was the most visible way of keeping the government’s feet to the fire.
That was the theory. The real objective, however, was to trip up the government and cause embarrassment in the hope of revealing its shortcomings. And so, my colleagues and I tried to foster as much negative press for the governing party as possible. Knowing that governments eventually defeat themselves, we wanted the Conservative Party to enter the next election with heavy baggage that the electors, hopefully, wouldn’t forget nor forgive. As such, when the media pursued the issue you raised, that was like winning a lottery.
So important was press coverage to our strategy that, in preparation for Question Period, our caucus leadership met early each morning to review the day’s media clippings. We pored over the headlines and determined the day’s leading questions, based largely on what we thought would sell with the media. In short, the media largely drove our approach to Question Period. When I look back, that seems superficial, but it’s still the reality today.
At the conclusion of our morning session, our House leader called the consensus and laid out the six or so themes to pursue that day. Each question was assigned to specific members, usually the critics responsible for those policy issues. They were expected to research the issues and develop tight, accurate, and provocative questions. Over the lunch hour, these members gathered to rehearse their questions in front of the House leader. The aim was to ensure the questions were on target.
Often, edits were proposed, and the member asking the question reworked it and returned for an additional audition. At 2 p.m., it was showtime. We marched into the House loaded for bear and fired away. Not every question scored, but when the volleys hit their targets, they drew political blood, the government squirmed, and the media zeroed in. Then, following Question Period, the MPs who had posed the questions headed into the foyer of the House of Commons to “scrum” with the media. The opposition members promoted their allegations to whomever would listen, all in the hope of making the evening news and creating headlines in the newspapers the next morning. Today, in an age of social media and a twenty-four-hour news cycle, good questions can get immediate notoriety and run all day.
After Question Period, we individually monitored the news to see if our strategy had paid off. The next morning, the cycle repeated itself, with a fresh batch of newspaper articles and a new list of questions. If yesterday’s questions hit a bull’s eye, we usually followed up in an effort to broaden interest. And on it went every day.
Members competed rather aggressively to ask questions during Question Period. Herb Gray, our House leader at the time, submitted a list of names to the speaker of the House who, in turn, recognized those members. But Gray was only granted so many questions, since other political parties and government backbenchers were also given their share of slots. As well, Gray assigned some spots to members who had successfully scored the day before, so as to amplify the controversy. Consequently, there was always a backlog of frustrated MPs waiting their turns to hammer the government, causing friction and frustration. The House leader had to navigate these difficult waters by striking the right balance.
During my years in opposition, the Liberal Party had a group of young, aggressive members who attacked the government with a vengeance. They were exciting to watch, but they were also controversial, since not everyone agreed with their “take-no-prisoners” approach. They became known as the “rat pack.” The charter members were Sheila Copps, Brian Tobin, Don Boudria, and John Nunziata. I was considered an “honorary” member. Sometimes I went to the dark side, while, on other occasions, I found a more moderate path.
The rat pack definitely got under the skin of Prime Minister Mulroney and his cabinet members. They viewed their behaviour as unbecoming and dishonourable and often appealed to the speaker to rein them in. Points of order and privilege regularly flew back and forth, and the poor speaker had to constantly figure out how to keep order and decorum. Often, he ejected members for unparliamentary language. But inadvertently, that only furthered the drama. The wild scenes contributed to a greater degree of incivility in the House and no doubt deepened public cynicism.
What distinguishes our actions today is not their tone but their purpose. Yes, our time in opposition included calculated “gotcha” moments. But those tactics were nested within a broader conception of opposition as a means to build governing capacity.
That said, there were many times we got overly caught up in the moment and crossed the line. I often worried the public would dismiss all of us as loonies. Yet, at the same time, after being decimated in the 1984 election, the rat pack provided the Liberals with some much-needed energy. I was often asked if I thought the rat pack helped or hurt us. On the whole, I think it assisted our opposition efforts and morale, especially when you factor in the drubbing we took in the 1984 election. However, the definite loser in this equation was parliamentary decorum.
Sadly, the overly aggressive mindset contributed to a poorer political culture. It created a race to the bottom. When the government went low, we in the opposition went lower. Everything seemed to constitute a scandal. It was a vicious circle, leaving most of the viewing public largely unimpressed. One popular Question Period theme, which continues today, revolves around the use of government aircraft by the prime minister and ministers. Opposition members, then and now, constantly monitor the use of these planes to determine if anyone is abusing them. Often, during Question Period when we Liberals were in opposition, we made mountains out of molehills, which was a real pity.
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A particular attack from the Liberal benches was notable for the wrong reasons. On this occasion, my colleague Don Boudria, who was a competent and dedicated representative, rose to ask Prime Minister Mulroney about a recent flight he’d taken on a government Challenger. “Mr. Speaker,” Boudria thundered. “During his last Challenger trip, can the prime minister confirm whether Canadian or French wine was served to all the passengers aboard?” What?
The prime minister didn’t get up. Instead, his House leader handled it and dismissed the question as baseless and ridiculous. On his supplementary question, Boudria went back at the prime minister. But again, Mulroney declined the bait, leaving his House leader to repeat the first answer. I personally viewed this effort as frivolous, so afterward, I approached Boudria and asked about the question’s purpose. He looked at me, somewhat perplexed. “Sergio, don’t you get it? He should only be serving Canadian wine.”
“Yes, I understand that part,” I retorted, “but was it that important for the country that we used one of our questions to pursue the matter?” Of course, it wasn’t. To be sure, prime ministers, ministers, and MPs should promote Canadian products and brands whenever they travel. But if the odd French, Italian, or South African glass of wine was served on a government aircraft, was that such a crime? I also reminded Boudria that Mulroney didn’t drink alcohol, that he’d sworn off booze many years ago. On top of it all, when his Challenger landed next to other world leaders’ aircraft, it was destined to be the smallest of the fleet. So, really, what was the big deal?
I concluded our conversation, telling Boudria that we were creating a disturbing precedent. “Don, if we ever get to the promised land of government, the opposition will undoubtedly rake us over the coals, as well.” And that’s precisely what happened.
After we formed government in 1993, cabinet ministers initially avoided using the Challenger fleet for fear of political and media retribution. Whenever you procured an aircraft, it had to be registered in a National Defence log that could be accessed through freedom-of-information requests. The media regularly combed through these registers. Consequently, ministers abstained from using the aircraft fleet for about a year.
It was ridiculous. Canadians and our media need to accept that being a G7 country necessitates travel costs. Nobody in Washington blinks an eye at the United States president flying with two 747 planes and a political, press, and security entourage dwarfing even the biggest Team Canada mission. Indeed, when then President Bill Clinton attended the Asia-Pacific Economic Cooperation meeting in Vancouver, in 1997, his delegation numbered 1,500 people. We assigned them an entire hotel and then some!
These planes were and remain a legitimate tool for criss-crossing a large country and travelling internationally. While they shouldn’t be abused, they’re there for a reason: to make travel more convenient and time efficient. Moreover, while we avoided using the fleet, the pilots were compelled to fly them empty in order to register their hours, so as to keep their licences up to date. What a waste!
There was another incident that involved Boudria and planes. A rule existed that when ministers booked commercial aircraft, they weren’t allowed to travel first class. On one hastily organized trip, the then Conservative minister for foreign affairs Barbara McDougall needed to urgently fly to Hong Kong. When her staff proceeded to book her flight, all the business-class seats were taken. It was either first class or economy. Because of the length of the trip and her need to read her briefing book and review her speeches, they opted for first class. It was the right call. But after this news made it into the media, Boudria raked her over the coals. It wasn’t his fault, really. The opposition culture and mentality were to blame. Juvenile, right?
Criticizing the government for using the Challengers and other similar, frivolous attacks led to a deterioration of relationships between MPs. Many ministers took the accusations personally, trust between parties suffered, and it became more difficult to find agreement and accommodation. As well, the continued muckraking increased voter cynicism and no doubt discouraged some Canadians from becoming candidates for public office.
Many people would argue that the political environment has deteriorated even further in recent years, and I’d agree. The levels of division, shrill accusations, and nastiness have risen, resulting in an often toxic discourse. Worse still, this affliction has spread beyond the House to parliamentary committees. Years ago, committees tried to avoid the harsh partisanship of the House in favour of producing unanimous reports and studies. Indeed, in the old days, despite the theatre of Question Period, away from the camera, there was considerable co-operation between the government and opposition parties.
Today, committees are just another venue for partisan politicization. Our political leaders need to seriously think about where our politics is heading.
Adapted and excerpted, with permission, from Pursuing a Public Life: How to Succeed in the Political Arena by Sergio Marchi, published by Dundurn Press, 2025. All rights reserved.
Sergio Marchi is a former member of Parliament and has served as Canadian ambassador to the World Trade Organization and the United Nations Agencies in Geneva.

  


Escritor, Poetas y Abejas


  
  
    Escritor, Poetas y Abejas

    Various · Wayfare · Feb 12, 2026 · 16 min read

  

  
Un escritor, con la experiencia y los años, se transforma en experto curioso del mundo construyendo sus instrumentos, las posibilidades de su comprensión: inteligencia, información, conforman el edificio de filosas herramientas de la lectura del mundo, la suya: comprende la magia de ser EL -desde su óptica- lentamente construye su personalidad conceptual, escritural, a más de su estilo.  No es únicamente la teoría la cual se desplaza en cortinajes del lenguaje del discurso en el conocimiento de la gramática o la semántica del mismo. “Saber” es acumulación de la experiencia humana, expertis, esa tlapalería de herramientas administra la delicada percepción de nuestro jardín interno y proyectan la descripción de los pétalos de nuestras flores, el jardín del cual hablan artistas y místicos: floresta, cosmos de inmensos riscos, mares, orografía, o noches obscuras de los poetas: San Juan de la Cruz(1), Santa Teresa de Ávila (2) refiriendo la tradición de mi lengua materna, el español.
Esto, llamado “memoria”, encarnación de la experiencia sensible: es experiencia la cual salva de la inmensidad de nuestro propio cosmos como laberinto, intensidad, fuerza, y su maravilloso alumbramiento para nuestro baúl del conocimiento encarnado, según el libro de Mormón, en D.C 130: 18–19:
Cualquier principio de inteligencia que logremos en esta vida se levantará con nosotros en la resurrección.
y si en esta vida una persona adquiere más conocimiento e inteligencia que otra por medio de su diligencia y obediencia, hasta ese grado le llevará la ventaja en el mundo venidero(3).

El conocimiento obtenido de la experiencia es el único elemento de transferencia entre el tiempo, herencia y existencia más allá de la vida del individuo, la certeza, se concretiza por el testimonio: oración solicita de la confirmación de la promesa, certeza, es caricia de respuesta.
Plantearé una interface,  en la tradición judaica el conocimiento de la importancia de la sangre se ritualizó protegiéndola de la banalización de su manipulación y uso. Miles de años, cinco mil años (ese es el tiempo aproximado de su calendario) han transferido el concepto de su importancia para la herencia y los eslabones familiares, lo que se conoce ahora como el concepto de herencia genética para la ciencia actual a partir del siglo XIX, los genetistas han llegado a la misma conclusión. Este aspecto biológico genético es comparativo como un saber sobre la base de una cultura religiosa y sus ritos. Y la protección de la riqueza genealógica entre generaciones desde milenios para dicha cultura religiosa, el SABER cómo conocimiento tiene translaciones unidas a otros horizontes del saber para asegurar su eficacia, genera su didáctica, su educación he impronta, y su fortalecimiento dentro de la vida colectiva y la convivencia.
Mircea Eliade(4) provoca esta reflexión cuando en su estudio sobre las religiones habla del mito(5) impulsa el concepto desplegado de este universo conocible en el “mito” como fuente sintética de este trasladarse en el tiempo de la experiencia trascendental, la  reflexión para la adaptación de nuestro lenguaje al descubrimiento de su valor intrínseco, pero es su síntesis lo que nos puede proporcionar la experiencia sagrada por su concentración (Su Condición de signo, y símbolos a la vez como lenguaje, pero el misterio sagrado es su esencia por consiguiente no es un confuso mensaje y si un exacto mensaje con quien se comunica), (6) si somos sensibles focalizados en la sutileza del mundo,  el testimonio del santo espíritu requiere de una conciencia delicada por llamarle de alguna forma, de una concentración del asombro y reverencia,  y con ello de la actividad de la interacción cristica, lo infinito muestra su infinitud en nuestro saber, como un vinculo, y este con nuestro activa percepción consciente de su sutileza,  se transforma en la condición del testimonio, en el lenguaje sencillo: lo divino tocando su nuestro mundo, Dios, el Mesías y redentor en su presencia divina cósmica e histórica, pues somos una generación favorecidos por su presencia abundante en quien lo busca atento. Quizá finita para nuestros limites he infinito para nuestra posibilidad al trasladarnos a las orillas más allá de lo liminar del mundo. En este sentido el conocimiento, en su tesitura sagrada, no es ideología o dogma, es principio activo de integración a un cosmos que nos califica al percibirlo con nuestros recursos individuales, pero exige:
4¡Moises, Moisés! Y el respondió : heme aquí.
5Y dijo: No te acerques acá, quita el calzado de tus pies, porque el lugar donde tu estas tierra santa es.
6Y dijo: “Yo soy el Dios de tu padre, el Dios de Habraham, el Dios de Isaac, el Dios de Jacob. Entonces Moisés cubrió su rostro, porque tuvo miedo de mirar a Dios…
14 Y respondió Dios a Moisés. “YO SOY EL QUE SOY”. Y dijo Así dirás a los hijos de Israel.  YO SOY me ha enviado a vosotros(7)
Este dialogo exige despojarse de lo que crees SER, para escuchar en el asombro la infinitud, arropa, conmueve, se ESTA. Escuchar y hacer desde la realidad la comprensión de la experiencia de la FE, hacia la conciencia, a la experiencia de lo que está por sucederte: -FE y revelación- el despojarte como lo describe Simón Weil: después de haber arrancado el alma del cuerpo, después de haber atravesado la muerte para ir hacia Dios, el santo debe de alguna manera encarnarse en su propio cuerpo a fin de difundir por el mundo, por esta vida terrestre, el reflejo de la luz sobrenatural. A fin de hacer de esta vida terrestre y de este mundo una realidad: la posibilidad exige la conversión concretizada, pues hasta entonces no son más que sueños. Le corresponde así acabar la creación. El perfecto imitador de Dios primero se desencarna, y luego se encarna. (8)
Esta descripción sustentada en textos de la biblia, del Libro de Mormón y de la experiencia exquisita de Simón Weil(9) puede parecer una explicación flaca y univoca en la experiencia multiplicada infinitamente rica, poderosa y variada de docenas de hombres y mujeres viviendo la riqueza de la conversión en la Iglesia de Jesucristo de los Santos de los Últimos Días. El alumbramiento nos impulsa a indagar aprender aún más de la naturaleza en lo divino y de lo divino, a saber, de la existencia de Dios, privilegio en un mundo alejado de las experiencias numinosas,   continuar, deslizarnos en los filos de luz observables de la inteligencia grácil, su dulzura, paz: ha beber agua viva. Nunca un saber que se otorga pasivo insustancial, acartonado y gris, en algunas lecturas de poetas de la tradición del español como Concha Urquiza(10), se desarrolla una pasión por reproducir esa comunión de infinito, en una búsqueda corporea aún:
V  ( Poema A Jesús llamado el Cristo)
Text within this block will maintain its original spacing when publishedQuiero decir que te amo y no lo digo
aunque bien siento el corazón llagado,
porque para mi mal tengo probado
que soy tibio amador y flaco amigo.
No amarte más es culpa y es castigo,
que de ansias de tu amor me has abrasado.
y con solo dejarme en mi pecado
extremas tu rigor para conmigo.
Sólo quiero vivir para buscarte
sólo temo morir antes de hallarte,
sólo siento vivir cuando te llamo;
y, aunque vivo ardiendo en vivo fuego,
como la entera voluntad te niego
no me atrevo a decirte que te amo.
—14 de julio 1939.

El asombro ante una experiencia primigenia, se transforma en dialogo, en testimonio de lo sagrado en la presencia del espíritu, nos lleva a la experiencia profunda del conocimiento espiritual a diferencia del conocimiento racional el cual centrado en la experiencia del logos,  se direcciona a la linealidad en veces insustancial del dato, información desprovista de la fuerza vital o del mundo del anima, del espíritu, nuestros límites, nuestro desatento existir, se contempla insípida, posiblemente emocional – si-, pero nunca con ese sello de perpetuidad en nuestra memoria, en nuestro espíritu: luz y transformación, bendición de lo posible, como un testimonio del ejercitar la percepción de lo sagrado como una atmosfera constante, la consagración del espíritu con la experiencia con otras bendiciones, horizonte del saber aviva la existencia en lo sagrado, o que nos aproxima a nuestra conciencia infinita, divina, eterna .
El cosmos de cada uno, suele ser el espacio escénico de la perla de gran precio de cada uno: dimensión perceptiva de luminosidad del conocer.
Conocí el libro de Mormón, lo leí sin comprender sus argumentos como un tejido lineal en una primer lectura, solo algunas frases sobresalían en mi impresión, con una saturación incomprensible a mi regular lectura y deducción, continuaba la tarea deshilvanada,  confusa, no encontraba el hilo argumentativo, pero resonante comenzó por vincularse como un latir sobre algunas frases, en mi interior sobresalía en mi corazón, tenía la experiencia estética poética sin comprender el texto: …es el reino del Señor que se establecido sobre la tierra (11)…más adelante otro párrafo: …me puse a orar pidiéndole a Dios Todopoderoso…(  después de haber visto en su introducción que la posibilidad del dialogo restablecido con los hombres (12): para mi racionalidad resultó un reto, callada mi lógica, incluso aturdida, bellamente sacudida y silenciada, fue cediendo mi inteligencia racional, la función del silencio como espacio de belleza en la percepción estética apareció, lo tenía presente como poeta, comprendí la necesaria tarea de callar mi interior, mis juicios, para escuchar un nuevo mundo, alerta leí el libro completo de Mormón, pero la impresión vivía, inédito a mi percepción, la naturaleza de lo percibido impulsó a entender sintiendo, esa experiencia sagrada a la que se refiere Teresa de Ávila: prudencia a callar!, atender la necesidad de respuestas no prejuiciadas o adquiridas por frases hechas, o juicios ajenos, o lecturas de comprensión de una historia de búsquedas y aceptación en del logos, alejándose.
Mi conciencia dulcemente adormecida en una nueva posibilidad, me estremeció, incluso atemorizo: Dios habla nuevamente con los hombres, ¡¡¡¡y lo hace conmigo . . . Eureka!!!!  Acepte cultivar lo que había leído entre renglones de los místicos, callar mi dialogo interno, escuchar lo sutil, un privilegio encontrarse en estos renglones, deseo saciable en la medida de una diciplina la cual requiere más y más atención fina a su fuerza y dulzura.
Un jardín puede contener una gran espesura en el de orden de lo posible en el desborde, y una exigencia de mesura y servicio como equilibrio: cuán importante es la humildad y la virtud del servicio como hilo, nos une a la tierra, a los otros y al entorno como percepción tangible, y nos hace retornar constantemente a observar el mundo desde una nueva luz, pero nos aterriza a los horizontes de la vida, la familia, los otros, el mundo etc.
La lectura encontró explicación argumentativa esa primera lectura la cual termine en el gusto de encontrarme con el libro de Jaret, Dios hablaba, mostraba su dedo, y ellos navegaron con la luz de las piedras las cuales fueron tocadas por su dedo, recogieron entre otros animales: abejas, muchas abejas.
Entonces comprendamos la exploración de la escritura en la experiencia de lo numinoso, el dialogo con la belleza ejecutada por el espíritu y construyamos instantes infinitos. Flechazos del privilegio de sentirle, amarle, saberle cercano, absolutamente cercano.
Text within this block will maintain its original spacing when publishedEl sabor de la miel
se inscribe en la piel
quienes miran tu dedo
sobre el eterno bucle del tiempo
revisten el mundo de tu piel
azúcar pulen
brillo en la pupila
todo, todo, de ti sobre el tiempo:
en un serrar de parpados de miel.
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The Writer, Poets, and Bees 
A writer, with experience and the passing of years, becomes a curious expert of the world, building the instruments and possibilities of his understanding: intelligence and information form the structure of sharp tools for reading the world—his own world. He understands the magic of being “I”—from his perspective—and slowly constructs his conceptual and literary personality, along with his style.
It is not merely theory that moves through the curtains of discourse, through grammatical or semantic knowledge. “Knowing” is the accumulation of human experience and expertise—a toolbox of instruments that manages the delicate perception of our inner garden and projects the description of the petals of our flowers: the garden spoken of by artists and mystics, a forest, a cosmos of immense cliffs, seas, landscapes, or the dark nights of poets such as Saint John of the Cross and Saint Teresa of Ávila, referring to the tradition of my mother tongue, Spanish.
This, called “memory,” is the embodiment of sensory experience. It is experience that saves us from the immensity of our own cosmos as labyrinth, intensity, and force, and from its marvelous illumination for our chest of embodied knowledge. According to the Book of Mormon, Doctrine and Covenants 130:18–19:
Whatever principle of intelligence we attain in this life will rise with us in the resurrection.
And if a person gains more knowledge and intelligence in this life through diligence and obedience, to that extent he will have advantage in the world to come.

Knowledge obtained through experience is the only element that transfers across time, inheritance, and existence beyond individual life. Certainty is made concrete through testimony: prayer seeks confirmation of the promise, and certainty is the caress of the answer.
I propose an interface: In the Judaic tradition, knowledge of the importance of blood was ritualized, protecting it from trivial manipulation. For thousands of years—about five thousand, according to their calendar—the concept of its importance for inheritance and family bonds was transmitted. What science now calls genetic inheritance, discovered in the nineteenth century, reached the same conclusion. This biological-genetic aspect parallels knowledge based on religious culture and ritual. For millennia, such traditions protected genealogical wealth between generations. “Knowing,” as knowledge, translates across horizons to ensure effectiveness, generating pedagogy, education, imprint, and strengthening collective life and coexistence.
Mircea Eliade provokes this reflection when, in his studies of religion, he speaks of myth as a synthetic source through which transcendental experience travels through time. Myth adapts language to discover intrinsic value through synthesis. It provides sacred experience through concentration: sign and symbol as language, yet mystery is its essence. It is not a confused message, but a precise one.
If we are sensitive to the subtlety of the world, the testimony of the Holy Spirit requires delicate awareness, focused wonder and reverence, and Christ-centered interaction. Infinity reveals itself within our knowledge as a bond with conscious perception. This becomes the condition of testimony: the divine touching our world—God, Messiah, and Redeemer in cosmic and historical presence. We are a favored generation when we seek attentively.
In this sense, sacred knowledge is not ideology or dogma. It is an active principle of integration into a cosmos perceived through individual resources, yet it demands:
“Moses, Moses!”
“Here I am.”
“Do not come closer. Remove your sandals, for the place where you stand is holy ground.”
“I am the God of your father, the God of Abraham, Isaac, and Jacob.”
“I AM THAT I AM.”
This dialogue requires stripping away what you think you are in order to listen in wonder to infinity. Faith and revelation arise through listening and acting from lived reality.
Simone Weil describes it: after tearing the soul from the body and passing through death toward God, the saint must re-incarnate in order to radiate divine light in the world. Conversion must become concrete; otherwise, it remains only a dream. The perfect imitator of God first disembodies, then incarnates.
This explanation, grounded in scripture, the Book of Mormon, and Simone Weil’s experience, may seem insufficient compared to the rich, varied lives of converts in the Church of Jesus Christ of Latter-day Saints. Enlightenment urges deeper inquiry into divine nature and God’s existence in a world distant from numinous experience.
True knowledge is never passive, gray, or lifeless. In poets like Concha Urquiza, passion seeks communion with infinity.
To Jesus Called Christ
Text within this block will maintain its original spacing when publishedI want to say that I love You and I do not say it,
though my wounded heart feels it well,
for I have proven, to my sorrow,
that I am a lukewarm lover and a weak friend. 
Not loving you more is guilt and punishment,
For with longing for your love you have burned me 
And by merely leaving me in my sin
You intensify your rigor toward me.
I only want to live to seek you
I only fear dying before finding you
I only feel alive when I call you;
And although I live burning in living fire,
Since I deny you my entire will
I do not dare to tell you that I love you. 
—July 14, 1939

Wonder before primordial experience becomes dialogue and testimony. Spiritual knowledge differs from rational knowledge centered on data and linear logic. Without spiritual vitality, information lacks permanence. Sacred perception becomes atmosphere, consecration, and blessing.
Each person’s cosmos becomes the stage for the “pearl of great price”: luminous knowledge.
I encountered the Book of Mormon and read it without understanding its linear arguments. Certain phrases resonated mysteriously in my heart. I prayed. My logic fell silent. Silence became beauty. I learned to quiet judgment and listen. I read attentively, sensing sacred meaning.
My consciousness awakened: God speaks again with humanity—and with me. I cultivated silence and subtle listening. It required discipline.
A garden may overflow with abundance yet demands humility and service as balance. Service binds us to earth, others, and life.
Later I understood through the story of Jared’s brother: God showed His finger; stones were illuminated; they carried bees. Divine light guided them.
Thus, we explore scripture through numinous experience. We build infinite moments—arrows of grace—feeling God near.
Text within this block will maintain its original spacing when publishedThe taste of honey
is inscribed on the skin
Those who see Your finger
upon the eternal loop of time
clothe the world with Your skin
Sugar polishes
brightness in the pupil
All of You upon time
in a blink of honeyed eyelids.
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  We continue the second round of PILCROW’s Serialized Novel Contest, with our first Finalist’s third chapter. Over the next three weeks, we’ll serialize the first few chapters of our three Finalist’s unpublished novels, and then subscribers (both free and paid) will vote on a Winner to be fully serialized here on the Substack. Finalists are awarded $500; the Winner $1,000.
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	Vice Nimrod by Colin Dodds
	Chapter 1

	Chapter 2



	Still Soft With Sleep by Vincenzo Barney
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While the traditional organs of American letters continue to wither, we recognize the need to forge a new path. If you believe in what we’re doing, PLEASE share and subscribe and spread the word.
⚬─────────✧─────────⚬
In Vice Nimrod, a young refugee from a brimstone-wrecked small town, Ishkebek finds his way to Nimrod’s Mighty Tower, where he lands a job. Through a mix of savvy alliances and good luck, he rises through the ranks, and survives a professionally disastrous friendship with an idol-smashing protege, to reach the rank of Vice Nimrod, Communications. In his words, we learn how Nimrod’s Communications Group deftly handles the inquiries of the neighboring kingdoms, how it spins the burning of Sodom & Gomorrah, and how it finally flounders through the varied crises that make up the Confusion of Tongues.
⚬─────────✧─────────⚬
Senior Associate - Workplace Piety, Communications & Kingdom Marketing
 	A year or two went by. Work was good. Those years were like flying on narcotic and erotic tailwinds and updrafts of distraction and self-importance. The fantasy of the world made all-encompassing, tangible and real the way that memos about memos seem to prove themselves by a cheap principle of reflexivity. When you only spend two or three waking hours a day out of the office, the office becomes a perfect tautology.
 	People who never experience it have no hope of understanding it. But imagine a life where you never have to think about who you are or if you’re right or wrong, good or evil, never had to think about death, or reality, or the fleetingness and futility of it all. And you got paid enough that you never had to worry about money or getting old. When things are good at work, life is a variety of perfect. And it only costs everything.
 	Eventually, the wind blew from the south through the new moon, and a fresh Festival of Layoffs began. Young men cheered and old men lamented a world they alternately took credit for and, shaking their heads, claimed they did not make. Women wept their coffee-scented tears.
 	Yersinia, who so loved the Internal Communications Function, was out. Her Internal Communicators Vision & Values Statement, however well distributed by human resources, couldn’t save her. Though bald, I doubt she was more than forty. I heard she went back to her kingdom, and got into sovereign correspondence. I didn’t know anyone who missed her.
 	I was junior and useful enough to glide through unscathed. I stayed close to Jerr, and learned a few more things of the variety that might dispirit someone slightly less invested.
I was promoted. Now I could use my little iron ID tablet to ride the executive elevator on late nights and weekends.
 	But the real promotion was being read into the conspiracy, shown yet more of the trick of the riddle, and advanced from a dupe to a liar. I was proud. I took the raise, said goodbye to my roommates and moved to my own apartment a few floors up. Except for rare weekend jaunts, I rarely left the tower anymore. I liked it that way.
Rumor control was the unofficial name for a lot of what I did then.
 	Rumor control, tumor patrol, hey lady have you seen a mole? my colleague Brian liked to sing. Brian was born and raised in the tower. With an Executive Commanding Vice Nimrod of Leasing, Odor Suppression & Wind Management for a father, he came in as a Senior Associate, and could take more liberties than most.
 	He was probably still tipsy from the night before. But his little rhyme made sense. A tumor, as someone explained to me once at a party, is a bit of tissue that’s too excited about growing, and so grows at the expense of the rest of the body. Cutting it out helps sometimes, but not always. A rumor works the same way. Except it’s very hard to cut out a rumor once it’s become fashionable. What a good communications team can do that the body can’t is create more and more flesh to encase, confound and drown the rumor. Now a Senior Associate myself, I’d learned a dozen ways to change the subject and call it staying on message.
 	The tumor that day was big, in that it had big implications. But it was also of no immediate danger to anyone in power, so Brian and I got the call.
 	It was a Monday after a long weekend in Sodom, where Brian had an apartment, and we were both worse for wear. I was still young then, and would take the occasional trip to Gomorrah and Sodom. I learned some of the vinegar-sour pleasures that the tower, for all its cosmopolitan tolerance, would not allow. The starving men and women in hanging cages, near death, who’d simper as you feasted a few feet away, or the new eunuchs chained to the windows of the brothels, looking on sullenly.
 	For a provincial like myself, it was too much. But Brian had the purse and the temperament to put those famously debauched cities to the test. What I recall of that weekend, if I’m not confusing it with others, is that I begged off in the early morning, leaving Brian in a tavern. I became immediately lost in the warren of alleys that border the expensive precincts that housed the disposable boys and girls homes.
 	All I remember after a certain point is vomit in my sandals, and the pitying look of a sleepy prostitute as she rubbed my head and patted my pockets. Brian tracked me down after the sun had risen, right when the madam of the establishment where I’d fallen unconscious was about to have me stretched half to death on the “visitor’s bed” that the town famously reserved for deadbeats.
 	Tumor patrooolll! Brian sang that nauseous morning in the office, as he rolled across the office floor on a stool with large wooden wheels.
 	Jerr yelled to me from his papyrus-screened office. I evicted the idle mad mirth from my face and hurried over, hoping I didn’t still smell of Sodom.
 	He asked if I was on rumor control with “Harrahrad’s kid,” which was how he referred to Brian. I nodded and he told me to take the lead on it. He gestured for me to sit, and smiled tightly, as if he’d spent considerable time arranging the creases in his face. He asked what I thought of the assignment.
 	I said what I knew: It should be easy—with the rumor reported on only three floors. The job was mostly a matter of telling the other side of things—off the record, to give the sense of privilege. The gossips and loudmouths we told would tell the other version of the story. That would confuse the matter and make everyone weary of the subject.
 	I said I’d make the rumor “die of disinterest,” to use Jerr’s preferred phrase. He nodded, said it was hard to go wrong with bewilderment. He fixed me for a moment with his eyes—clear, though the flesh around them was like blossoms fried in a pan. That day is still clear to me. I can see the small arched windows open behind him, the light through their dirty glass marking the walls. It was an old floor, with a brick desk like an altar. What came next was important, and later, I tried to pass it on to the underlings that I liked.
Jerr tapped his desk with a knuckle, gestured around at the office, the tower, and told me that all of this is essentially nothing special. It’s just brick, stone, bitumen, glass, rope and iron. That’s the truth, and it’s what the builders and the dullards will tell you. But the tower is actually made from something else—something more volatile—attention. Jerr paused on that last word. Without attention, there is no tower and there is no life in it. And attention—that’s what we’re the real architects of.
 	I wasn’t sure what to say. Jerr gestured at the office behind me and asked about something I’d finished, a tablet that was read aloud at two-minute intervals at all the gates over a recent holiday.
 	He asked me to recite it, and I could. It had to do with which objects and people could pass through the Mouth of the Weeping Thin-Lipped Whisperer, and where other traffic should be rerouted during Nimrod’s Camp Holiday.
 	Jerr said that announcement had altered the meaning of that gate, of the people who passed through it, or went around. It had reinforced the meaning of the year and sanctity of our organizational hierarchy. He reminded me of the hundred subtle tonal elements of the screamed announcement, the thousands of words not used. It avoided mention of the lawgiver, avoided apology, avoided a hundred other wrong or puzzling impressions. It protected the certitude of the quotidian, he said. Thanks, I think, I said. Jerr asked if I understood exactly why we couldn’t have three floors of decorators, idol-buyers and low-level astronomers going around saying that the purpose of the tower is to wage war on the gods. I asked if it was because of what happened in Shinursba. I clenched my jaw at the mention of it.
 	Good, he said, and asked me what happened in Shinursba. I told him that the Lord God, in multiple form, cast His righteous anger on the small city and smote it with a low orange deluge of flame that burned for half a day and simmered for forty more. Jerr nodded, said he hadn’t heard all the details. I told him I was from there. He asked if we had ten righteous men. I said we thought so.
 	He said it’s a tricky business—righteous men—but we’re getting off the subject. He tried to remember what he was talking about, and said attention. Attention is volatile; we live in a house made of lamp oil. And if that attention were to shift—to the grievances of which we are all rightful heirs, or to the numberless tedious and humiliating scenarios that keep us alive, the million dreams not coming true, the ever-sinking sensation that you are no capstone but the gray murk of old bitumen between lower support stones, or even if that attention were to turn to the sudden ecstasy that springs from no man or earthly authority, but surges overpoweringly and unites all of creation in a flash—then before very long no stone would stand upon a stone, our name would evaporate, and we would be scattered across the formless face of the earth.
 	From his face, I could tell Jerr had gone somewhere when he’d spoken. Like most senior managers, he’d grown up in the tower. What I’d just heard was, I think, what the tower had told him at some very early age.
 	We sat in some silence for a moment. My hangover throbbed. I remember stuttering a little before choking out the next sentence. I asked how I should push the attention for this latest assignment.
 	Jerr took a breath and gave me the background. There are a few basic rumors about the tower that Internal Comms has to patrol and either confound or refute again and again, he said, leaning back in his chair.
 	One is that the tower is a siege ladder. That’s the gossip that the lower-floor embroiderers, calendrists, stargazers and idol carvers were all aflutter about that day.
 	The second is that the tower is a gift from the gods by which we may eventually reach them, attain their stature, and live in peaceful communion with them.
 	Three is that the tower is a pillar meant to buttress the heavens and keep the floodwaters above from again crashing down and drowning every living creature.
 	The fourth is that the tower is a garish spectacle by which the cynical rulers of the five kingdoms embellish their greatness, and divert their intelligent underlings from courtly plotting.
 	Five is that the tower is an arbitrary center for the attention of man, an island of sensible social reality piled to block out the chaos that roils our own natures, as well as the oblivion that rages from past and future, above and below, blowing in every wind.
 	The sixth is that it is a bulwark against death and time, the signature of our undying name on the earth, and a lasting reminder that we exist, and have existed.
 	There are a few others, Jerr said, but those are the most frequent ones that pop up.
I struggled to get it all down on the scraps of scraped, mismatched parchment that I always carried back then. I asked which story we espoused.
 	Jerr smiled as he sat down behind his desk. So you want to know what the tower is for? he asked me. I shrugged, afraid I’d misspoken. Do you? Do you want to know in service to what truth do we suppress these stories? he asked. I said yes, but softly, as if mumbling made me less culpable.
Our work serves no truth, Jerr said, it serves the tower. Whatever ideas happen to be in fashion, we can make them serve the tower, he said. But it can never work the other way around. Never. He asked if I could understand that. I said yes, and apologized, blaming my background in the priesthood. He said it’s okay, it’s good even, having a basic knowledge of deeper reasons made me better at my job. Eternal verities are great for us, he said, especially when we don’t have to massage them away later.
 	He saw I wanted to say something and told me to spit it out. I asked if it was all just obfuscation and distraction. He smiled.
 	You think you’re wrestling with reality, and that’s good, but you’re not, Jerr said, kindly, like a father. He looked off and said something I’d later repeat.
 	“We, by which I mean the tower, are a colossus. Don’t forget that. But we’re a colossus on a high wire. We are the culmination of hundreds of generations, languages, races, nations, religions all gathered to speak with a single colossal voice, to build something that means all things at once. Something like the tower occurs so rarely that you might as well round it down to never. We are a freestanding scandal upon the devouring murk of the earth. In this preposterous position, the colossus twitches a hand here, bends a knee slightly, jerks up an arm, ventures a foot slightly outward, crouches halfway. The dance signifies nothing. But without it, the colossus would plummet into an abyss past nostalgia or regret. All we do, with the words we use, is to shift a finger minutely, to flex the inside of an ankle, to shift a shoulder to keep from falling. That’s Communications, in a nutshell.”
That afternoon confirmed me in my career, eliminated all my naive doubts and hopes. It drew me still farther in.

Associate Manager - Divine Compliance, Workplace Piety & Communications
 	I learned how to run meetings, and how to subvert those of my rivals. It was part politics, part long hours, part plotting and part honest friendships. But I was promoted until I was one of the seven or eight most powerful internal communications executives in the entire group. Smarter men, stronger men with wittier repartee and better connections fell away like damp scaffolding after the autumn rains. I surpassed those born to wealth, to sophistication, to the tower. Brian left to start a restaurant with a couple guys he went to school with.
 	The work could be dispiriting if you were prone to idealism or ambivalence, or if you had other options. I had none of that. It could be frustrating if you wanted to get something done. The interdepartmental contradictions, cumbersome review process, senseless redactions and insertions from higher ups, made the job less about conveying a message or sharing information and more about maintaining a subtle but unyielding mesh of organizational taboos and unspoken truces among bickering bureaucracies.
 	But we weren’t the least free of all the scribes in the tower. We had one guy join our team, a young and thoughtful fellow named Jedla, whose quick smile only later revealed itself as the visible reed of a deep-rooted panic. He had transferred in from Potentate Relations, and was amazed at how few reviews and strictures we had in Communications. In his old department, weeks of work were spent on the honorifics and salutations. The rest was a matter of negotiating with the ambassadorial grammarians. For Jedla, Communications presented an impossible amount of freedom. He was always asking questions, so many questions, and didn’t last past the next festival of layoffs.
 	The job was hard on the decent, the ones who couldn’t quite shake the feeling of dishonesty and subtle wrongdoing. Maybe they could do the job, but they rarely advanced very far. With each shrewd maneuver, you increased your culpability. This was best understood by the best of us, who found a way to quit despite their ambitions, with insomnia, depression, chronic misspellings, or worse.
 	But I had no outside interests, no family, nothing calling from outside the office, not even the light debauchery of my station. My weekends in Gomorrah grew farther apart. There was something wrong with the pleasures of the pleasure towns. Even in the best of the houses, on whose silken pillows and lush perfumes one seemed to float, every visit cost a little more than the last, and revealed some new small flaw in the mirage. Finally the city’s exacting exuberance added up to a nervous titter against the miserable silence that swallowed the horizon on all sides.
 	So I mostly stayed in the tower. I despised anything else. Work was all I desired, and there was more than enough work. Nimrod and his Operating Committee were always rewriting the Sacred Tenets of Responsible Ascension, or the Vision & Values Statements for recently reorganized departments, or changing the Relentless Career Advancement program, to a something it called Capabilities and Community.
 	As The Mission Statement of Nimrod’s Mighty Tower to the Heavens will tell you in bullet point number two: “We speak with one language.” This was true only because we were very busy erasing the one we used the day before.
	One day, Nimrod decided that work on the tower had slowed unacceptably. So he publicly stated that the tower was a pillar holding the heavenly floodwaters at a safe distance, and the sky was starting to sag. It was my job to spread this story. I knew it well—it was a rumor I’d helped to confound a few years earlier.
From afar, I can’t imagine anything more shameless than us on Nimrod’s Communications team as we undid the work we had done only a few months earlier. I can’t imagine more effort resulting in less meaning. But I lacked even a glimmer of the voice I’m using with you today.
 	For real Communications executives, undoing our own work was the real proof of our skill. It was our glory. That you might not understand it—that’s our glory, too.
	Jerr brought me to new meetings with real Senior People, where I learned the boardroom language of raised eyebrows, slight nods, small wags of the chin, about those above us. In this eminently disavowable mix of facial semaphore and insinuation, I was admitted further into how the place really worked.
After, we’d go back to his office, where he’d explain what had just happened. Jerr’s talks, full of good gossip and practical advice, would often end with a strenuous pep talk. I didn’t need one, but I think he did. Looking back, I realize that Jerr was trying to explain to himself how he’d spent his life.
 	The gossip, especially about Executive Directing Vice Nimrods and above, was gold. Any connection to those blessed executive tiers was. The gradation of ranks determined the flow of deference or abuse in the tower. Everyone wanted a little more money, slightly cleaner water, somewhat fresher food, marginally prettier lovers, and, above all, to eat a little less crap. At the top, presumably eating no crap, was the figure of Nimrod, the Mighty Hunter. Sometimes Jerr would talk about Nimrod, but not the descendant of Noah or the hunter to whom the animals meekly offered their necks. To hear Jerr tell it, he was something more mortal, an executive.
 	To hear Jerr talk about what Nimrod liked, what he didn’t, who and which enterprises were in favor and which were out—to me, it was like hearing about the toilet habits of God. His gossip made me imagine my next promotion. And promotion was the only perpendicular move against the ever-horizontal hand of death. Achieving rank seemed the only measure that you were worth being born at all. I labored under these assumptions for most of my life. The tower had a way of blotting out the rest of the world like that.
 	I wasn’t alone. Nimrod (and to a lesser extent, the regularly shifting roster of executives on the Operating Committee) was the obsession of most in the tower. From the cold mud of a deluge-ruined world, he’d fired bricks and began building. Now he was the boss of all of us, upon whose tenderest whim our fates relied. Maybe you’d catch sight of him at a festival, or giving an impromptu speech to a division that had achieved a notable success, but even if you didn’t, he was everywhere.
 	Each gate of the tower bore the face of an animal that no longer walked the earth, thanks to Nimrod’s mastery as a hunter. The three-eyed lion, the featherless, six-winged eagle, the bull with a spine of horns were all gone from the earth, and adorned the East, South and West Gates.
 	In the time when Nimrod hunted, some whispered that destroying a species so soon after the flood wasn’t exactly the accomplishment that Nimrod and his people made it out to be. Nimrod hunted those whisperers just as effectively, so that the world might speak one language. The thin-lipped whisperer’s agonized grimace adorned the tower’s shady North Gate.
 	In those days, I dreamt of Nimrod. We’d walk the upper floors talking about plumbing, about the weights and counterbalances of the dumbwaiters, about the conical crumbled ruin visible in the center of the tower’s courtyard, which no one ever spoke of. The mood was very casual.
 	In one dream, we were leaving through the Lion’s Mouth on an oxcart, dressed as retired temple prostitutes, with dresses of flowing ribbons over our distended stomachs. We rode on rough sacks and laughed as we drank sour wine, its sediment sticking in our teeth. I asked what was in the sacks we were sitting on. Nimrod’s face, like it was in all these dreams, shifted in the shifting light, a composite made from the million ill-wrought or well-worn tower coins.
He told me the sacks were full of eyeballs. I asked if they were human. He closed his own eyes and nodded. Yes, he said. Does it hurt? I asked. Yes, a great deal, he said. But if we didn’t sit on them, they’d spill in the mud and blow away in the wind.
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At dinner every night during the first few weeks of this school year, my kids would talk about the new teacher: she said this, she wore that. “You know that person is a man, right?” I would ask them. Over the summer, the principal had hired a mask-wearing male math teacher who went by she/they.
Their response: duh. They knew she/they was male. They used the pronouns she/they requested because it was polite to do so. Our conversations were always the same. I’d try to explain why I didn’t think it was polite to ask or demand that other people lie or pretend or participate in someone else’s self-conception that departed from reality, and they’d say: it’s not a big deal. We’re used to this. 
Pronouns, to them, weren’t attached to sex. It did not cause them cognitive dissonance to use them this way. Pronouns were more like a nickname. They could kind of see my point of view but also: not really. 
I tested their version of reality out myself recently when talking to a mother of a non-binary teen. Soon after we started chatting, I said, gently, “Do you mind if I ask the natal sex of your child?” She told me, and then after that it was easy for me to use they in the conversation without feeling that cognitive dissonance myself. Using those pronouns allowed the conversation to move forward, and it went better than any conversation I’ve had with an affirming parent in the last nine years. 
Those are different situations. I still don’t believe it is right to ask children to call a man she/they, but there’s very little I can do about it—other than suing the state of New York for its gender identity protections that violate free speech. (I’m not going to do it, but if you do, let me know.) But in conversation, having some wiggle room can be really helpful. 
Where it gets much, much more serious is in anything official, from medical forms to reporting. 
When I wrote about Admiral Rachel Levine’s role in pressuring WPATH to remove age limits for pediatric gender medicine, I used she/her. Why? Here’s the big secret: out of habit. I had only known of that human being as Rachel, not Richard, and it didn’t occur to me to use he/him pronouns even though of course I knew Levine is male and always will be. I should either have avoided pronouns altogether or used sex-based pronouns—and explained why I did, since many people are accustomed to identity-based pronouns, and many young journalists have been trained to use them.
The Trans Journalists Association, started in 2020, released guidelines for how to report on trans issues; I’ve put their section on pronouns at the bottom. Here’s what they have to say about reporting on crimes committed by trans-identified people:
reporting on crimes involving trans people
When reporting on crimes that involve or could involve trans people, reporters should seek sources beyond law enforcement. Police often provide inaccurate names, gender identities, and pronouns for victims or those accused or convicted of crimes who may be transgender. Do due diligence if there is reason to believe a story may involve a trans person (see self-identification), rather than assuming the information given in a police report or press release is correct.

That is: don’t listen to any official sources; what matters is reporting accurately the gender identity of the person—even if said person is the perpetrator.
It’s unclear exactly how influential they’ve been, and one podcast revealed that The New York Times refused a training with them. However, as I reported earlier, many of the most influential journalism organizations have partnered with them to tell reporters the “correct” way to report on these issues—which essentially results in embedding bias into the story. We need to grapple with how to shift the norms in reporting again—and what direction to go in. 
I understand why many people believe we need an all-sex-based-pronouns-all-the-time policy, especially in reporting. I’ve been willing to carve out exceptions for other kinds of reporting and writing, especially if the writer is occupying the point of view of the subject. But I’ve always believed that in crime reporting, sex-based pronouns are essential. Remember the story of the 83-year-old killer, referred to as she? To not make clear that these perpetrators are male is to obscure the reality of patterns of male violence. 
This week, we saw the media and even the police fumble in dispiriting ways. After a young man killed his mother and stepbrother, he went on a shooting rampage in his idyllic-sounding town of Tumbler Ridge, in British Columbia, Canada. The police referred to shooter Jesse Strang as a “gunperson.”

The New York Times used she/her, though later in the story they added that Strang “was biologically born male and began transitioning to female six years ago.” Well, aside from the fact that one cannot become female—though one can think of themselves as a girl or woman, or dress in clothes marketed to them, or undergo medical treatments to appear as female—that was at least a decent start to some kind of shift. 
But reporting this way puts liberal media at a disadvantage, when conservative media just comes out and says the truth: this was a deeply troubled young man who committed an unspeakable act of violence and terrorism. We journalists need to not be afraid to say that. 
For years I tried to hold an event for journalists about how to understand the science of pediatric gender medicine, how to report accurately but still be sensitive to the subjects you’re reporting on, how to figure out what language to use when words that once carried almost no political meaning are now radioactive with politics. Still hasn’t happened. But we must have discussion and debate and carve out new guidelines. We can’t continue this way.
What are your suggestions for how to report, given how journalists have been trained? 
Pronouns
pronoun basics
Last updated Apr 2, 2024
When interviewing a trans source, ask what pronouns they want published. Some sources may request that you use different pronouns for publication than in person. Respect this request. It can be a matter of safety (see never out sources).
Write normally and use pronouns appropriately in stories about trans people. It is both unnecessary and disrespectful to take pains to write around using someone’s pronouns, such as to avoid the singular they. Avoiding pronouns is almost always more conspicuous to the reader than using they/them (see they/them pronouns).
There is never a reason to explain the use of standard they/them, he/him, or she/her in a story when an individual has provided their pronouns.
However, it may be useful to explain why certain pronouns were chosen for publication in situations involving a person whose names, pronouns, or gender identity has been misstated in past coverage, where someone’s gender identity remains unclear, or where the individual’s self-identification has become clearer throughout the course of reporting.
When a source uses less common pronouns, it’s acceptable to add a brief phrase explaining them: Taylor, who uses ze/hir pronouns, attended the event (see neopronouns).
gender-neutral pronouns
Last updated Aug 24, 2023
Use this language to describe they/them and other gender-neutral neopronouns, such as ze/hir and ey/em.
On the history of pronouns:
	Gender-Neutral Pronouns 101: Everything You’ve Always Wanted to Know

	Nonbinary pronouns are older than you think

	Gender-bending, time-traveling pronouns: A history


On language and grammar:
	Neopronouns explained

	Singular “They”

	Gender and Language


multiple pronouns
Last updated Aug 24, 2023
Some people use multiple sets of pronouns, e.g. an individual who uses both he/him and they/them. Openness to using multiple pronouns is sometimes indicated (such as in someone’s social media profile) with spellings like he/they; this is increasingly common among cisgender people as well. Others may indicate they use “any” or “all” pronouns, which generally means the standard he/him, she/her, and they/them are all acceptable.
Ask the individual which pronouns they prefer to have published. Some may ask to print only one set of pronouns; others may ask for multiple pronouns to be used throughout the story. Depending on the story, the interviewees, and the audience, it may be appropriate to explain the usage of multiple pronouns in different ways.
Sample stories that use multiple pronouns for the same person without an explanation:
	You don’t have to constantly take hormones to be trans, 3 people who have gone on and off hormones say from Insider

	Nonbinary students aren’t reflected in federal civil rights data. That might change. from Chalkbeat


Sample stories that use multiple pronouns with an appositive or editor’s note:
	Living Nonbinary in a Binary Sports World from Sports Illustrated

	The Power of Layshia Clarendon from ESPN


neopronouns
Last updated Aug 24, 2023
A neopronoun is a gender-neutral third-person singular English pronoun that is not they/them. Examples include ze/hir, xe/xer, and ey/em. While some trans people use neopronouns in addition to more common pronouns like they/them, it is not appropriate to automatically substitute they/them in place of neopronouns. If unsure of a neopronoun’s spelling or usage, ask; there are variations between similar-sounding neopronouns (ze/zir versus ze/hir).
preferred pronouns
Last updated Aug 24, 2023
Avoid the phrase preferred pronouns. Someone’s pronouns are not a preference, but rather the only appropriate way to refer to that person. (There is no such thing as a “preferred spelling” of someone’s name, for example.) The term preferred pronouns is only appropriate when someone uses more than one set of pronouns and has a preference for one over the other.
singular they/them pronouns
Last updated Aug 24, 2023
Singular they is not unique to trans people and has long been in wide usage as a third-person pronoun for a person of unspecified gender. They used as a singular pronoun still takes a plural verb (such as are, not is) and is otherwise written the same way as the plural they, with one difference: The reflexive pronoun can be either themself or themselves. Themself is clearer in reference to a single person: Bob went to see a movie by themself, as they often do.
It is unnecessary to explain the usage of singular they/them pronouns, given their increasingly widespread adoption. Singular they was added to the Merriam-Webster dictionary in 2019 and its use in news copy has been standard as of the 56th edition of the AP Stylebook.) The singular they is difficult to mistake for the plural unless the sentence is confusingly written. Clarity of language does not preclude using they/them in a story.
English pronouns may be linguistically feminine, masculine, or neutral, but they are not “female,” “male,” or “nonbinary.” Not all nonbinary people use they/them pronouns — many use he/him or she/her. Using gender-neutral pronouns to refer to a person who only uses masculine or feminine pronouns is inaccurate and often insensitive. Likewise, not all people who use he/him are men, and not all people who use she/her are women. Take care to use the appropriate pronouns for everyone in news coverage and reporting interactions.
what to do if you can’t determine someone’s pronouns
Last updated Aug 24, 2023
Do not avoid using a person’s name or pronouns in a story simply because that person is transgender or nonbinary. Write around pronouns only if it is impossible to determine the right pronoun from someone’s personal identification, e.g. an unidentified person, a person whose gender identity is uncertain, or a trans person whose pronouns are not publicly available (see identifying transgender people during breaking news). Some publications consider singular they an appropriate substitute for an unknown person, while others may prefer writing around pronouns or gendered identifications entirely.
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In the biographical sketch for “Making Zion,” Melissa Wei-Tsing Inouye (1979–2024) is introduced as “a self-described bald Asian American Latter-day Saint woman scholar.”1 With a BA and PhD from Harvard University, Inouye was a senior lecturer in Chinese history at the University of Auckland, with a focus on modern China and global Christianity at the time of this speech. She also contributed to Latter-day Saint intellectual conversations through her position as a historian at the Church History Library and as a leader in the Global Mormon Studies Research Network, with numerous published essays, interviews, and talks, two books for general audiences, and a coedited volume with Kate Holbrook of essays by Latter-day Saint woman scholars, Every Needful Thing.
“Making Zion” was given at Brigham Young University in conjunction with the publication of Inouye’s book Crossings, part of the Living Faith Book Series produced by the Neal A. Maxwell Institute for Religious Scholarship. Living Faith books are meant to provide “Latter-day Saint young adults and their mentors nourishing traveling companions on their journeys of faith.”2 In the series, scholars integrate their academic, personal, and spiritual perspectives, showcasing how being an intellectual Latter-day Saint “is a vocation worthy of serious reflection and joyful effort.”3 In this way, the Living Faith Series is part of a larger tradition of Latter-day Saint “personal apologetics” that includes anthologies such as A Thoughtful Faith4 as well as single-author books like Why the Church Is as True as the Gospel5 and The Faith of a Scientist.6 Rather than using rational or theological arguments to justify a faith tradition (i.e., why this should work for everyone), this type of apologetics focuses instead on personal experiences of faith (i.e., why this works for me).
Personal apologetics is one response to the growing number of young Latter-day Saints leaving the faith. Data from 2016, three years prior to Inouye’s address, show that close to 50 percent of millennial (born after 1981) American Latter-day Saints were no longer affiliated with the Church,7 a trend consistent with young Americans’ general disaffection from organized religion. Inouye frames her talk as a response to a young Latter-day Saint woman who is unsure whether she wants to continue attending a church that she sees as giving unequal treatment across gender and sexual identities. This concern reflects a larger cultural movement toward equity for women and LGBTQ+ people, including the legalization of gay marriage in the United States in 2015 and the #MeToo movement of 2018. Inouye chooses to address this young woman’s concern in a speech at BYU, a place where many young Latter-day Saints and their mentors likely share this and similar questions. “Making Zion” was also given at a turbulent personal moment. As Inouye shares, she had learned in the week just prior to her talk that her colon cancer—the reason she wrote Crossings as a memoir of faith for her young children—was no longer in remission. Throughout “Making Zion,” Inouye interweaves the global with the personal, using fresh and animating analogies to excavate underlying assumptions and give her audience new perspectives on the life of faith.
Instead of using the typical logic of conversations about the Church’s flaws, Inouye names and undermines this logic, changing the terms of the conversation. Inouye responds to the young woman’s assertion that “the gender and sexuality issues are deal breakers,” without excuses or critiques. Instead, she questions the logic of deal breaking itself. To Inouye, deal breaking is also the logic of those who dismiss the young woman as overly critical, believing that “pointing out ways in which we [as a Church] fall short breaks the deal.” Undermining the logic of deal breaking begs additional questions that Inouye does not address, such as if there should be any deal breakers in religious practice or where to draw personal boundaries. Instead, Inouye comments “that life is full of messy contradictions and that sometimes embracing them is the most productive way forward,” asserting that noticing inequality in the Church does not exclude engaged participation.
Inouye also flips the logic of typical Church conversations by directly addressing patriarchy. This word can cause consternation in many Latter-day Saint spaces, with some leaders historically affirming patriarchy as God’s way of governing8 and others explaining that the use of patriarchy in a church context is distinct from usage elsewhere,9 distancing the Church from feminist critiques. In contrast, Inouye uses the term in its mainstream, feminist form, but asserts that the Church is wholly unexceptional in its patriarchal structure, which it shares with the majority of religions, governments, cultures, and even gourmet cooking. As she says, “Though some spots are better than others, I would not escape patriarchy by quitting my job, moving countries, or leaving the Church.”10 This assertion echoes a conclusion from Verlyne Nzojibwami’s qualitative study of thirteen Latter-day Saint feminists that “there is no haven on either side of the fence. Instead, a private space is created in between the two opposing sides.”11 For Inouye, this “private space” can be made within the Church, questioning the tacit assumption that leaving the Church would free her (and her audience) from gender inequality.
In each section of her talk, Inouye uses her own lived experiences alongside global history to contextualize the challenges of life and faith. She points out the universality of death and patriarchy across history but also discusses her own cancer, her mother’s death, and losing her hair at age twenty-nine. By continuously zooming in on individual experience and out to “most of humanity for thousands of years,” Inouye encourages her audience to see personal things with a global, transhistorical perspective. She reminds her listeners that Latter-day Saints “are a tiny 0.02% minority of God’s children,” a fact that is easy to forget at BYU. To Inouye, this global perspective reveals a hidden strength: “We are weird and small enough to really try to be sister and brother to each other.” Once again, Inouye has changed the terms of the conversation, suggesting that personal efforts can address global issues, just as global perspectives can shed new light on personal problems.
Inouye also uses fresh and humorous analogies to change her audience’s perspective. In a humorous story about her farmer grandfather, Inouye invites her audience to consider that life is, in part, about choosing which ditches you want to dig. Inouye says, “Since I see no feasible way to opt out [of patriarchy], I have decided instead to dig in—to sharpen my shovel and get to work.” This analogy gives Inouye a tool that brings the Latter-day Saint work ethic to a novel application, expanding listeners’ thinking.12 Near the end of the talk, she speaks “to my young fellow Latter-day Saints, . . . please consider your tremendous power to lead us where we need to go,” inviting them to join her in the ditches of the Church. This invitation may be unconvincing to young people who worry these ditches will not make much headway. But by giving her audience the analogy of ditchdigging, Inouye shifts the conversation about faith and church membership from the existential to the everyday work of improvement.
In the most irreverent analogy of her speech, Inouye quotes her uncle, Charles Shirō Inouye, who said, “Mormons are like manure. If you heap them all up in a pile together, they just stink. But if you spread them around, they can do a lot of good.” In the same vein, Inouye comments that Jesus called his disciples to be salt and yeast, “things that are horrible in concentration, indispensable in dissolution.” Inouye’s use of humorous analogies allows her to build empathy and trust with her audience, making them more likely to listen to her perspective.13 In her creative analogies, Inouye echoes not only Jesus but also other Latter-day Saint leaders like Dieter F. Uchtdorf and Chieko N. Okazaki, who use fresh analogies with lived experience in a global church.14 “Making Zion” provides a personal apologetics for remaining a part of The Church of Jesus Christ of Latter-day Saints rooted in the faith’s tradition of broad visions and pioneer spirit. Inouye’s title is a telling insight into her uniquely Latter-day Saint approach to this topic—Zion will not happen by an act of God; it must be made by us. Inouye contends, “The worst thing is to live life in a way that requires no transformative struggle from ourselves, and that makes no difference for good in the lives of others.” This work involves “living with contradictions,” an attitude that echoes the claim of the faith’s founder, Joseph Smith: “By proving contrarieties truth is made manifest.”15 The Latter-day Saint project is full to the brim with contraries:16 manure and theodicies, earth and sky. Following her pioneer ancestors, Inouye digs ditches into thorny issues, like patriarchy and disaffection, suggesting that we, the modern Church, not only make Zion, but we can make it anew.
Making Zion (2019)
Melissa Wei-Tsing Inouye17
[. . .]
About a year ago I had a chat with a young woman who was deciding where to go to college. She had been accepted by a number of outstanding universities and academic programs around the country. She had a bright future ahead of her, but she wasn’t sure whether that future included ongoing practice in The Church of Jesus Christ of Latter-day Saints. She laid out all of her pressing questions.
I took notes. I’m going to share an excerpt from what she said with regard to women’s issues and LGBTQ issues within the Church. Whatever your own position on these sensitive topics, can I ask you to listen gently, with an open mind, accepting that these are her sincere, heartfelt questions? Don’t worry about responding. Just see if you can hear her.
How can I be a member of a church that doesn’t treat women equally compared to men, and that asks LGBTQ people to never date, seek loving companionship, or marry and have children? Didn’t Christ command us to treat others the way we would want to be treated?
I’ve studied history. I understand how structural inequality works, and what it looks like. Currently, the church looks like just another of the many conservative religious institutions that are part of the long human history of patriarchy and discrimination. Sure, I like the idea of “eternal families.” But when the promise of “eternal families” comes with treating men and women differently, and denying LGBTQ people love and the opportunity to start their own families, people like many of my friends and me, are inclined to say: No thanks. The gender and sexuality issues are deal breakers.
She expressed these concerns with eloquence and passion. In addition to concerns about women’s and LGBTQ issues, she also cited well-documented instances of racism and abuse within a Church context. As I listened, I could feel that these questions came from a place of integrity, a belief in the worth of each individual soul, and a desire to follow the Savior’s fearless example. She wasn’t looking for excuses to be a slacker or lead a dissipated life. She wanted to love others as Jesus loved, to stand for truth and righteousness, to bring as many people as possible into the gospel fold. If you or someone you love and respect has ever expressed any of these concerns she raised, can you please raise your hand?
I’ve been thinking about her questions for some time. Many of them have long dwelt in my heart. But I was struck by the way she asked them—as a seventeen-year-old, with fire in her eyes, with a clear understanding of the tensions that they generated in her life and worldview and personal relationships. These concerns are pressing to many within the rising generations of Latter-day Saints—if not you yourself, then perhaps your loved one or your friend.
What is also pressing is a desire for action. Today it is common for people to boycott restaurants or corporations because of political views or social policies associated with them, or to hold a “walkout” as a form of protest. In such an environment, it can seem inexcusable to many to remain within an organization that excludes women from the chain of organizational leadership, or compels LGBTQ people to make excruciating choices to remain in full fellowship, or that has a history that includes racist teachings and policies, or that has a track record of cases of domestic violence and sexual abuse.
So now some of you are looking at me and wondering, “Is she going to excuse this and say, ‘Just focus on the positive, read your scriptures, and pray?’ If she sees the contradictions I see, how can she stay?” Or, others are looking at me and wondering, “Why is she so critical? If she sees contradictions in the Church’s structure or policies or history, why doesn’t she just go somewhere else?”
I want you to notice that both of these positions are closely related. They’re based on the same premise that some things are deal breakers. Either the Church is supposed to be true and good, and falling short of truth or goodness breaks this deal, or faithful church members are supposed to believe that the Church is true and good, and pointing out ways in which we fall short breaks this deal. I have many friends and family members who have left the Church because they felt they couldn’t reconcile their moral values with our policies and culture. I have many friends and family members who will never leave the Church because their past experiences have given them a sense of certainty that wherever the Church and its leaders are at any given time is where they want to be (and where others should be).
How we come to our worldviews depends heavily on our own personal experiences and the environments in which we live. My own position—the basic set of assumptions that shape my faith and worldview—is different from the two “deal-breaking” positions I just described. My position is that life is full of messy contradictions and that sometimes embracing them is the most productive way forward. This worldview is based on my experience as a scholar, returned missionary, athlete, mother, and cancer patient. It is based on my family background, and my relationships with people in places like Orange County, California; Taiwan; Auckland; and Gunnison, Utah.
If you don’t mind, in the remainder of the talk I’ll share this position with you, with an understanding that even within the body of committed Latter-day Saints there are diverse experiences, values, and concerns. In today’s audience, there are also a number of people who are not Latter-day Saints, but who are people of strong faith, intellect, and heart.18 All of us live in a world of bewildering contradictions. Even if our worldviews don’t completely align, I hope that one or two of my perspectives may be useful to you in some way.
I first drafted this talk on an early morning train from Bordeaux to Paris in March, on my way back home from a scholarly conference. As I watched the sun come up over the barren fields and warm the cold earth, three sentences popped into my head that seemed to usefully triangulate my life philosophy at this point in time. Here they are:
Death is not the worst thing.
Patriarchy is not the worst thing.
Baldness is not the worst thing.
By “baldness,” I don’t mean just having no hair, but I mean imperfections, loss, scars, damage, and other conditions that we acquire as life takes its toll. I don’t just mean things that are easily visible, like wrinkles, but things that come to us in life that make us feel less secure, less confident, less buoyant or hopeful.
Death, patriarchy, baldness—these three are symbols of the suffering, imbalance, and indignity of the fallen world in which, Latter-day Saints believe, we chose to dwell. They are features of human experience in every place and time. Our Heavenly Parents do not rejoice in untimely death, or revel in unfairness, or gleefully inflict damage on their beloved children. But they have prepared for us a world in which the laws of nature take their course, in which imperfect individuals make assumptions and exercise agency, in which accidents happen. The whole point of life is to encounter opposition, to learn to discern good and evil, and to exercise the divine nature within us by following in the footsteps of Jesus Christ.
Therefore, from this perspective, what is the worst thing?
The worst thing is to live life in a way that requires no transformative struggle from ourselves and that makes no difference for good in the lives of others.
Let’s talk about death. All of us are dying. Some of us will finish dying sooner. Others will finish dying later. I was diagnosed with colon cancer in 2017, did a round of treatments, went into remission, and last week was told by my doctors that the cancer was likely recurring. Therefore, I will be thrilled if I live to see my credit card expire in March 2023. The reason I’m here on the BYU campus today is because I wrote a book about my life, titled Crossings (with a very long subtitle). I began to write Crossings shortly after my diagnosis, because I was not sure whether I would live long enough to talk to my young children about my faith. At the time they were eleven, nine, seven, and five. This is not exactly the age for complex, nuanced discussions about the meaning of life. The weeks between my diagnosis and my surgery were the darkest period of my life, as I contemplated the possibility that my time for influencing my children and being with my husband was coming to an end.
During this time, the thought of death accompanied my every action. As I dropped a batch of library books on robots into the return slot, or watched as my stir-fried green beans and onions with lemon and soy sauce disappeared at the dinner table, I thought about the fleetingness of the many acts that constitute parenthood. In themselves, they are so completely unmonumental. Sure, you create the kid’s body out of a single cell, so that’s something that proves you were there, but so many things—the new diapers, the milk from the breast, the words of stories, the trips to the museum—simply go in and out, in and out, delivered and erased on the daily tide. And then they are gone, leaving no visible marker that says: Your mother was here. She loved you.
I wondered whether I would live long enough for my youngest child, nicknamed the Shoot and sometimes the Hamburger, to have one or two strong memories of me. Would he know “what Mama would say” or “what Mama would do”?
In addition to worrying about my kids, I also worried about myself. I knew what cancer could do because of my mother’s experience. My mother was a gracious, lively woman whose small stature concealed fierce determination. In 2008, she passed away due to a rare cancer of the bile duct. She had been in terrible pain for several months, pain so terrible that the strongest opioids could only take off the edge but never take it away. The pain had made her unable to eat and unable to sleep. Her frame became skeletal and her face acquired a permanent pinched, grim expression. I wondered: Will I suffer like that too? Will I have to be brave, like that? Morbid thoughts flickered in and out of my daily conversations. A couple of colleagues asked me if I could advise a doctoral student coming next year. I responded, cc’ing everyone, “No problem, as long as I’m still alive then!” Radio silence. I now realize that was an awkward and unprofessional thing to say. Cancer: There’s a learning curve!
Let’s talk about patriarchy, by which I mean a system of men officially in charge, men at the forefront, men as the primary subjects, symbols, actors, and authorities. Patriarchy has been the dominant modus operandi for most of humanity for thousands of years. It is everywhere—in government, in scholarship, in art, in gourmet cooking, in the great cathedral of Notre Dame. It is in the Buddhist Vimalakirti Sutra, the Hebrew Pentateuch, the Koran, the Hindu Ramayana, the Pauline epistles, the Book of Mormon. It’s a feature of religious organization at the top levels of the Catholic Church, the Anglican Church, Tibetan Buddhism, East Asian Buddhism, our Church. It’s an element of my family history on both my mother’s and my father’s side—my beloved family that I love, that bands together with such fierce loyalty, that is, in my eyes, the awesomest family in the world.
We have a famous story in the Inouye family. My grandparents, Charles and Bessie Inouye, were farmers in Gunnison, Utah, and their children spent all their time working on the farm. One day Grandpa and his high-school-aged sons were out digging in a ditch. My father remembers standing up to his knees in thick, oozy mud. Clouds of mosquitoes were swarming around, biting every exposed surface. Grandpa’s timing was perfect. He said, “Boys, if you don’t get an education, you can look forward to this for the rest of your lives.” It made a deep impression. All of Grandma and Grandpa’s children went on to college, most of them here at BYU, and on to graduate or professional school. Two decided to go to school indefinitely, that is, become university professors. One, Charles Shirō Inouye, is a professor of Japanese literature at Tufts University in Boston. Another, Dillon Kazuyuki Inouye, was a professor of instructional learning technology here at BYU until he passed away in 2008.
That day in the ditch, Grandpa, himself a graduate of Stanford University, wasn’t saying that if you get an education, you’ll never have to work, or get dirty, or that one should always avoid digging ditches. I think he was saying that education gives people more power to choose which ditches they want to dig.
Today, in my work as a professional scholar, I dig particular sorts of ditches. In my research on Chinese history and global religious movements, I plow through texts, line by line. I delve into historical sources like newspapers, organizational records, and religious teachings, seeking to uncover the lives of ordinary people in another place and time. I also step back to look for the big picture.
When one looks at the big picture of all human experience, everywhere, one finds that just as most people’s eyes are brown, and most people’s hair is black, most people’s experience within familial and other social structures is shaped by patriarchy.
I know that there are some spaces in the world, such as Indigenous cultures that are traditionally matriarchal, or perhaps some corners of the internet, that are “patriarchy-free,” by which I mean that in these spaces, patriarchal assumptions, actions, or organization are entirely absent. However, the spaces where I live my life, such as all the universities I’ve ever taught at, New Zealand society, American society, Chinese society, Christian religious traditions, social media networks, my beloved Church, and my beloved family’s history, are not patriarchy-free. Though some spots are better than others, I would not escape patriarchy by quitting my job, moving countries, or leaving the Church.
To clarify, by using the term “patriarchy-free” I am not seeking to trivialize the negative experiences of women and men who have been harmed by patriarchal practices and assumptions—women who have been ignored, abused, or dominated, men whose assumptions that they were inherently more important led them to ignore, abuse, or dominate women, have harmed their families and stunted their spiritual growth.
I am saying that patriarchal systems are rooted throughout the worlds in which I want to live, and since I see no feasible way to opt out, I have decided instead to dig in—to sharpen my shovel and get to work. The challenge of bringing to pass, in my worlds, the Book of Mormon teaching that “all are alike unto God” is one of the ditches I have chosen to dig.19
Regarding baldness: You’re probably wondering why I don’t have hair. No, it’s not because of the chemo. The major effect of chemo for me was that I felt the overwhelming urge to watch all of the British history–related shows on Netflix, from all seasons of Downton Abbey to documentaries on Henry the VIII’s residence, including his velvet-covered toilet seat (which sounds so inadvisable). Anyway, until the age of twenty-nine, I had long, thick black hair—until, inexplicably, it just fell out. At first it was really hard. I felt like everybody was looking at me. Employees in stores, flight attendants on airplanes, frequently called me “sir.” It was very humbling. I began to realize that I had no right to be prideful or to judge people based on their appearance. I was, after all, the bald woman in the room.
I would definitely love to have hair again, but losing it taught me a lesson. I learned that loss makes us both vulnerable and strong. We lose things that are dear to us, that make us beautiful or happy or whole. Sometimes this loss is readily apparent, but sometimes it isn’t. Losing my hair was the first time in my adult life I really remember feeling dependent on the kindness and graciousness of others. I had always been a competitive person—a Harvard graduate, a marathoner—but now, I felt vulnerable, dependent on others to be kind to me. This vulnerability helped me better understand and accept the vulnerability in others. In this way, as it says near the end of the Book of Mormon in the Book of Ether, 12:27, our weakness becomes a strength.
So I’ve come to a sort of understanding with death, patriarchy, and baldness, which is to say that I’ve come to accept and even appreciate the imperfection of human existence. [. . .]
[. . .]
Similarly, the more I learn about our Church history and our governing structures, the more clearly I see that the Church as it’s currently constituted has never been the best of all possible worlds. As Elder Uchtdorf has said, the Restoration is ongoing. At the same time, the more I think about the Church today, the more clearly I see that it has something to offer me and that the Latter-day Saints have something to offer the world.
What I see the Church offering me is the opportunity to learn to follow Christ and participate in the redeeming processes of error, repentance, and growth by engaging with my sisters and brothers in the gospel. It is the opportunity to think globally and act locally, to think locally and act globally. These networks of human bonds and collective action are as close at hand as my own home and neighborhood, and as far flung as the entire world. That is cool. We, the Latter-day Saints, are weird and small enough to really try to be sister and brother to each other, in our diverse and often contradictory circumstances around the world.
[. . .]
If we surround ourselves with only those who agree with us and admire us, creating an insular Latter-day-Saint-land, and forget that we are a tiny 0.02% minority of God’s children, we risk creating an artificial environment in which contradiction, tension, and discomfort are seen as foreign. This is like digging in a sandbox, where there are just uniform grains of sand. It’s easy and it’s clean, and children like to do it. But it is not fertile soil, and it does not hold water. By contrast, the native ecosystem that our Heavenly Mother and Father created for their children was meant to be muddy, full of diverse elements and microorganisms, and frequently a bit wretched.
This reminds me of something Uncle Charles said to me in college. Uncle Charles (Gunnison farm boy, professor, poet, and Latter-day Saint) told me, “Mormons are like manure. If you heap them all up in a pile together, they just stink. But if you spread them around, they can do a lot of good.”
In the scriptures, Jesus didn’t exactly say his disciples were manure, but he similarly used metaphors that described things that are horrible in concentration, indispensable in dissolution. He said in Matthew 5:13: “You are the salt of the earth.” He said in Matthew 13:33: “The kingdom of heaven is like unto leaven, which a woman took, and in three measures of meal, till the whole was leavened.”
As General Relief Society Counselor Sharon Eubank taught in April general conference, Jesus made great efforts to reach out to people outside the circle of social privilege and religious orthodoxy: “lepers, tax collectors, children, Galileans, harlots, women, Pharisees, sinners, Samaritans, widows, Roman soldiers, adulterers, the ritually unclean.”20 These associations made him vulnerable to criticism from the community of those who considered themselves righteous, proper, and mainstream, and eventually contributed to his death.
[. . .]
Therefore:
Death
Patriarchy
Baldness
These are not the worst things. They are features of where I live, but they do not define me or my work as I dig the ditches of life.
In a similar manner, my faith as a Latter-day Saint is not defined entirely by our mistakes, our imbalance, and our weakness. These surely exist, because we are a living community of people seeking God together. My faith as a Latter-day Saint encompasses both the deep flaws and the deep beauty of such a collective endeavor.
[. . .]
And, to my young fellow Latter-day Saints, who are troubled by the ways in which our Church institutions or culture sometimes fall short of our highest ideals, I say: Please consider your tremendous power to lead us where we need to go. You are the future of our Church. You are who we may become. You may find that God will consecrate these struggles for your good, and for ours. As a people, where would we be without fearless questions and a fierce will to press on toward Zion over bogs and rivers and mountains? There are real hazards to undertaking a messy spiritual journey in the company of so many others, as Latter-day Saints do. But for me it is a rich life, a consequential life, a life worth living.
Excerpted from Latter-day Eloquence: Two Centuries of Mormon Oratory edited by Richard Benjamin Crosby and Isaac James Richards, to be published June 2, 2026, by University of Illinois Press. Copyright © 2026 by the Board of Trustees of the University of Illinois. All rights reserved. Reprinted by permission.
To pre-order the full anthology from University of Illinois Press, click here. (Use code S26UIP for a 30% discount!)
To receive each new post in the Oratory series, first subscribe to Wayfare and then click here to manage your subscription and select “Oratory.”
Catie Nielson is a cognitive psychologist and assistant professor at the University of Nevada, Las Vegas. She is also active in Mormon Studies, where her primary interest is in materialism and its relationship to the broader philosophical tradition.
Illustrations from Chirologia; Or the Natural Language of the Hand (1644) by John Bulwer. Hand gestures have long been used to great effect by public speakers to convey or emphasize meaning. In certain cultures, specific hand gestures hold well-known meanings.
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  1 Introduction 
One of the more unsettling findings from psychology is that people are terrifyingly evil in all sorts of circumstances.  And not “a bit rude to their neighbor,” level evil.  No, I’m talking “hacking their neighbors to death with machetes,” or “electrocuting people to death,” level evil. 
In general, people are nice and helpful.  But that is because social norms direct people to be nice and helpful.  You feel bad being rude.  You feel the reproachful eyes of the people around you, boring into your back.  People hate that feeling.  So most of the time, they behave pretty well.  Social norms constrain our most vicious impulses.  
But what happens when bad behavior and social norms come apart?  The answer, for which there is abundant empirical evidence, is that people start behaving very badly.  If doing the right thing is a bit costly and socially disapproved of, most people just won’t do it.  The empirical evidence is overwhelming—we are just a few social norms away from barbarism. 
Note: many of the points I make here are similar to the ones  makes in this piece.  
2 Doing what is predictably wrong
One bit of evidence for this thesis is that humans do things all the time that they believe to be wrong.  If what people believe to be wrong carries no social stigma, and is a bit costly to avoid, people generally do the thing they think is wrong.  
I’ve had a lot of discussions about veganism with people over the years.  Oftentimes, people grow convinced that eating meat is egregiously evil.  Even that factory farming is the worst thing we do as a society.  Nonetheless, they mostly keep eating meat.  And not for sophisticated consequentialist offsetting reasons—most of them don’t offset.  They just don’t care enough about avoiding evil to stop eating meat.  
Similarly, of the people who are convinced that failing to give to effective charities is like walking past drowning children, almost none of them give all their excess wealth to effective charities.  Most of them give basically none of their excess wealth to effective charities.  A non-trivial number of people who think abortion is murder nonetheless get one—ideally secretly—if the alternative would be costly and embarrassing.  It’s hard to know exact numbers, but a non-trivial share of the population seems willing to carry out an action that they believe to be murdering the innocent, absent social stigma. 
People mostly think you can save lives for about $100 by donating overseas.  40% think it costs less than $10.  But despite this, only about 6% of charitable donations go overseas.  So most people aren’t willing to save lives for 10 or 100 dollars.  It is possible that they’re not aware of the obvious fact that you ought to save lives if you can do so for the cost of two Starbucks drinks, but the more likely explanation is that they don’t care much.  
Most people, despite apparently thinking that you can save lives for just a few dollars, spend ~0 time thinking about how to best spend their charitable dollars.  This shows a callous disregard for human life.  Taking morality seriously involves trying to do what saves the most people’s lives, rather than just giving to some random charity that gives you a warm fuzzy feeling. 
This supports the theory that it’s mostly social norms guiding moral behavior, combined with occasional emotional reactions.  People rarely do things that are even a bit bad provided they’re embarrassing.  Almost everyone takes great pains not to be rude to waiters.  Yet not saving someone’s life for $10 is a lot worse than being rude to a waiter.  
Now, you might think: people don’t donate because they reason that they can’t be expected to give away all their wealth.  Perhaps they indeed have that moral view.  But if you can save lives for $10 it seems like an obvious moral datum that you should do that at some point.  Maybe not with all your money, but never at any point giving $10 to save someone’s life seems obviously wrong.  
This is the behavior of most people. 
3 Milgram 
The Milgram experiment found that people were, in general, willing to deliver powerful and potentially lethal electric shocks because an authoritative man in a white lab coat said so.  This was despite hearing the person in question screaming, begging to be released, and describing heart troubles from the powerful electric shocks.  The screaming began at 150 volts.  65% of people continued all the way to 450 volts.  At 330 volts, the participant became despondent and stopped making any sound.  
In the original experiment, people could hear the screams.  What about when they couldn’t hear or see the man?  Basically 100% of people went along with it then.  So people feeling disturbed by hearing screams weighs on people’s conscience way more than the abstract knowledge that they’re torturing someone, which basically never weighs on a person’s conscience enough to get them to awkwardly disobey a guy in a lab coat. 
Now you might wonder: did the Milgram experiment replicate?  A lot of the psychology experiments like the Stanford Prison experiment didn’t.  Unfortunately, it replicated repeatedly (though I haven’t seen replication of the 100% statistic). 
Now, some people have been suspicious that people in the experiment really knew what was happening.  Often, when questioned after the fact, they gave inconsistent answers.  But given how much distress they displayed, it seems very likely that they thought the experiment being genuine was at least a real possibility.  So people were willing to seriously risk torturing someone because they were instructed to by authority.  Also, the best explanation of the inconsistent results is that people were trying to rationalize bad behavior.  You can’t really describe your own behavior as “I tortured someone, because it would have been awkward to stop.”  So you have to say you knew it was a ruse. 
Some people try to give reasonable explanations of why people acted that way.  Rutger Bregman (who is great, in general) in his book Humankind notes that when people were asked why they kept up the shocks, they gave prosocial explanations.  One of them explained that he wanted to advance science to help out his daughter who had cerebral palsy.  Similarly, many displayed serious distress that they were hurting the man, even as they continued.  
I don’t find this a very impressive response.  Of course, if you ask people why they did something bad, they will try to give nice-sounding reasons for it.  They can’t very well say “I did it because I felt social pressure to continue hurting the screaming man.”  The fact that they displayed distress shows just how strongly our moral judgments are influenced by social norms; even when we feel considerable distress, we keep doing the thing we know to be evil.  Think about how little moral motivation we have when we don’t feel distress from hearing a tortured man screaming. 
Bregman also noted that people almost all stopped when instructed to do so in an overly bossy way.  This is strong evidence for the social norms explanation.  If people had moral motivation, the bossiness of the experimenter wouldn’t have affected their behavior more than the screams of the person ostensibly being tortured.  In contrast, it isn’t surprising that people care less about impressing the scientist in a lab coat if he behaves boorishly. 
The reasonable takeaway from Milgram is that people are willing to do obviously horrible things if told to by someone authoritative, especially when stopping would be very awkward.  This is also supported by the rest of the evidence. 
4 The dictator game 
In the dictator game, people are instructed to divide up $10 between themselves and others.  Ordinarily, when people know how the money was split, they divide it up pretty evenly.  However, when they’re anonymous, so no one will find how they divided it, most people take all the money for themselves.  Of the people who don’t, they generally leave the other people with just a dollar.  This illustrates that a lot of nice behavior is driven by social pressure.  In the dictator game, nearly all of people’s generosity comes from social pressure. 
5 Historical crimes 
One bit of evidence that people have little moral motivation is that the historical record is full of people doing obviously evil things.  For most of history, people have been okay with murder and conquest.  They’ve felt little concern about owning slaves.  Many of the Nazis were psychologically normal.  
The most grisly contemporary example is the Rwandan genocide.  More than half a million people were killed.  Between 250,000 and 500,000 women were raped.  Most of those killed were hacked to death with machetes.  Neighbor hacked to death neighbor.  Former acquaintances murdered each other in cold blood.  The takeaway from history: a pretty big slice of people will do obviously horrendous things—like hacking their neighbors to death with machetes—if the right situations arise.  Descriptions from the killers read as follows: 
The crowd had grown. I seized the machete, I struck a first blow. When I saw the blood bubble up, I jumped back a step. Someone blocked me from behind and shoved me forward by both elbows. I closed my eyes in the brouhaha and I delivered a second blow like the first. It was done, people approved, they were satisfied and moved away. I drew back. I went off to sit on the bench of a small cabaret, I picked up a drink, I never looked back in that unhappy direction. Afterward I learned that the man had kept moving for two long hours before finishing. 
Later on we got used to killing without so much dodging around.
…
A boy with enough strength in his arms to hold the machete firmly, if his brother or his father brought him along in the group, he imitated and grew used to killing. Youth no longer hampered him. He became accustomed to blood. Killing became an ordinary activity, since our elders and everyone did it. 

It is easy to think you are different.  That in the right circumstances, you would have behaved differently.  You wouldn’t have been a Nazi, or genocidaire—you’d have resisted.  Of course, most people who think that are wrong.  Fortunately, there’s a reasonable way of testing how you would behave if there was a conflict between what was personally easy and what morality demanded.  You can save a bunch of lives fairly cheaply.  You can, at some cost, stop torturing animals, or prevent animals from being tortured in large numbers. 
You don’t have to guess what you would do if there was a conflict between expedience and human life.  You can just see what you in fact do in such circumstances.  Whether, for example, you give any money to charities that save people’s lives.  If you go along with the things you believe to be wrong, because it’s easy, then you should have no confidence that you would stop doing so if the wrong things in question were particularly grisly.  I take it more seriously when a vegan—or someone else who makes sacrifices for what they believe in, despite social disapproval—says they’d have resisted the Nazis than when an ordinary person does.  
I don’t want to act like I’m above this.  I do things all the time that I think are wrong.  I give far less than I ought to.  I often fail to do what I have strong moral reason to do if it would be a bit awkward or embarrassing.  My guess is I make more sacrifices for what I think is morally right than most people, but even so, in a society of angels, I would be rightly regarded as equivalent to Jeffrey Dahmer.  Probably so would you. 
6 Conclusion 
People routinely ask whether human nature is good or evil.  Often those who think human nature is evil think that people always act in their own self-interest.  This, of course, is not right, as any parent knows.  But the correct accounting would put human nature disturbingly far towards the evil end of the spectrum.  Most people will do horrible things in the right settings.  Heck, most people are doing horrible things.  Monsters aren’t confined to fairy-tales—they live inside us all.  
What if you’re not sure what moral errors your society is making?  Probably, then, a good start is to give some money to save a bunch of lives at little personal cost.  Another reasonable step is to stop eating products from animals who went through hell so that you could have a sandwich.  There might be others, but those seem like reasonable places to begin.  C.S. Lewis once said:
No man knows how bad he is till he has tried very hard to be good. A silly idea is current that good people do not know what temptation means. This is an obvious lie. Only those who try to resist temptation know how strong it is. After all, you find out the strength of the German army by fighting against it, not by giving in. You find out the strength of a wind by trying to walk against it, not by lying down. A man who gives in to temptation after five minutes simply does not know what it would have been like an hour later. That is why bad people, in one sense, know very little about badness — they have lived a sheltered life by always giving in.

I think this is precisely right.  It is easy to think it is not very hard to be good if you have not tried very hard at it.  It is easier for those who do not believe morality is very demanding to think that they would follow morality’s demands if it was demanding.  If you would like to figure out what grotesque abominations your society is going along with, you had better start with the low-hanging fruit.  You will know evil better if you have tried harder to resist it.  
The more you cultivate in yourself genuine concern about doing what is right, rather than faux concern as an excuse to judge your enemies, the more truly you will know how rotten you really are and the less rotten you will become.  You will end up less the benighted fool who does not believe yourself capable of going along with past atrocities, and more the kind of person who really would not go along with such atrocities.  
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The Day Ordinary People Became Torturers


Imagine walking into a laboratory at Yale University, one of the most prestigious institutions in the world. A scientist in a lab coat greets you warmly. You're told you'll be helping with a study about memory and learning. You'll be paid four dollars for your time—decent money in 1961. Everything feels legitimate, professional, safe.


Within an hour, you'll be administering what you believe are potentially lethal electric shocks to a screaming stranger.


And you probably won't stop.


This was the Milgram experiment, and its results shattered everything psychologists thought they knew about human nature. Before the study began, experts predicted that perhaps one in a thousand participants might go all the way to the maximum voltage. The actual number? Sixty-five percent. Nearly two-thirds of ordinary Americans were willing to deliver what they believed were 450-volt shocks to a person begging them to stop.


The Shadow of Adolf Eichmann


Stanley Milgram didn't design his experiment in a vacuum. He launched it in August 1961, just three months after one of the most watched trials in history began in Jerusalem.


Adolf Eichmann sat in a bulletproof glass booth, a balding, bespectacled bureaucrat who looked more like an accountant than a monster. He had been one of the chief architects of the Holocaust, responsible for the logistics of transporting millions of Jews to death camps. His defense was chillingly simple: he was just following orders.


The world struggled to understand. How could ordinary people participate in genocide? Were the Germans somehow uniquely evil? Was there something in the German character that made them more susceptible to authoritarian commands?


Milgram, whose own family had roots in Eastern European Jewish communities devastated by the Holocaust, wanted answers. He originally planned to test American subjects as a control group before studying Germans, whom he expected would prove far more obedient. He never needed to run the German version. The Americans were obedient enough to make his point.


The Elegant Cruelty of the Design


The genius of Milgram's experiment lay in its theatrical precision. Every detail was choreographed to create a specific psychological trap.


Two people arrived for each session—the actual subject and a man named "Mr. Wallace," a mild-mannered, likeable accountant in his late forties. They drew slips of paper to determine who would be the "teacher" and who would be the "learner." The draw was rigged. Both slips said "teacher." Mr. Wallace, who was actually an actor working with Milgram, always claimed to have drawn "learner."


The subject watched as Mr. Wallace was strapped into a chair and electrodes were attached to his wrists. The experimenter explained, with clinical detachment, that the straps would prevent "excessive movement" during the shocks. Mr. Wallace mentioned, almost casually, that he had a heart condition. The experimenter acknowledged this but showed no concern.


Then came the hook that made everything feel real: the teacher received an actual 45-volt shock. It stung. It was unpleasant. It was enough to make the fantasy of those electrode wires painfully concrete.


The Machinery of Compliance


The shock generator was a masterpiece of intimidation. It featured thirty switches arranged in a horizontal line, ranging from 15 volts to 450 volts. Each switch was labeled not just with a number but with increasingly alarming descriptions: "Slight Shock," then "Moderate Shock," then "Strong Shock," climbing through "Intense Shock" and "Extreme Intensity Shock" until reaching "Danger: Severe Shock." The final two switches bore only an ominous "XXX."


The task seemed simple enough. The teacher would read pairs of words—"blue/box," "nice/day," "wild/duck." The learner had to remember which words went together. Wrong answers earned shocks, starting at 15 volts and increasing by 15 volts each time.


Of course, Mr. Wallace made plenty of mistakes. That was the script.


At first, there was silence from the other room. Then grunts. At 75 volts, audible discomfort. At 120 volts, loud complaints that the shocks were becoming painful. At 150 volts, Mr. Wallace demanded to be released from the experiment.


At 300 volts, he pounded on the wall and screamed.


After 330 volts, silence. Complete, utter silence. The learner stopped responding entirely. Was he unconscious? Dead?


The experimenter, calm as ever, instructed the teacher to treat no response as a wrong answer. The shocks should continue.


The Four Prods


When subjects hesitated—and they all hesitated at some point—the experimenter had a carefully scripted series of verbal prods, deployed in sequence:


First: "Please continue," or "Please go on."


If that failed: "The experiment requires that you continue."


Then: "It is absolutely essential that you continue."


And finally, the words that trapped so many: "You have no other choice. You must go on."


That last prod is fascinating because it was objectively false. Every subject had a choice. They could stand up and walk out. No one was physically restrained. No one faced any real consequences for quitting. Yet those words—"you have no other choice"—proved remarkably effective at overriding people's own moral judgment.


If subjects worried about permanent harm to the learner, the experimenter had a ready response: "Although the shocks may be painful, there is no permanent tissue damage, so please go on." If they pointed out that the learner wanted to stop, the experimenter replied: "Whether the learner likes it or not, you must go on until he has learned all the word pairs correctly."


The Agony of Obedience


It would be comforting to imagine that those who obeyed did so calmly, perhaps even sadistically. The opposite was true.


Subjects sweated profusely. Their hands trembled. They bit their lips until they bled. They dug fingernails into their palms. Some developed nervous tics or uncontrollable laughing fits—not from amusement, but from psychological distress so acute their bodies didn't know how else to respond. One subject had a full seizure.


They begged the experimenter to check on the learner. They questioned whether the experiment should continue. They expressed genuine distress at what they were being asked to do.


And then, most of them, continued doing it.


Every single participant in Milgram's original study went to at least 300 volts—the point where the learner was pounding on the wall in agony and demanding release. Every single one. The 35% who eventually defied the experimenter did so only after already administering what they believed were extremely dangerous shocks.


What the Experts Got Wrong


Before running his experiment, Milgram surveyed people to predict the results. He asked senior psychology students at Yale to estimate how far 100 hypothetical subjects would go. Their predictions clustered around the idea that almost nobody—perhaps one or two people out of a hundred—would go all the way to 450 volts. The average prediction was that only 1.2% would deliver the maximum shock.


He polled forty psychiatrists. They were even more confident in human virtue. By the 300-volt shock, they predicted, only 3.73% of subjects would still be pressing the button. As for 450 volts? They estimated that roughly one-tenth of one percent—one person in a thousand—might go that far.


The actual figure was 650 times higher than the psychiatrists predicted.


This gap between expectation and reality reveals something crucial about why Milgram's findings disturb us so deeply. We don't just misunderstand other people; we profoundly misunderstand ourselves. We imagine we would be the ones to resist. We believe moral clarity would guide us. We're almost certainly wrong.


The Geography of Conscience


Milgram didn't stop with his initial findings. He ran variation after variation, probing the boundaries of obedience like a scientist mapping an unknown continent.


Location mattered. When he moved the experiment from Yale's ivy-covered legitimacy to a shabby office in a nondescript building, obedience dropped from 65% to 47%. The authority of the institution conferred authority on the instructions.


Proximity mattered enormously. In the original setup, teacher and learner were in separate rooms. When Milgram put them in the same room, obedience fell to 40%. When subjects had to physically hold the learner's hand on a shock plate to deliver the punishment, only 30% went all the way. We find it easier to harm people we cannot see.


This particular finding echoes through modern warfare. It's easier to drop a bomb from 30,000 feet than to strangle someone with your hands. It's easier to approve a drone strike from a control room in Nevada than to pull a trigger while looking into someone's eyes. Distance is moral anesthesia.


The Question of the Holocaust


Milgram himself drew explicit connections between his laboratory and the death camps. In his 1974 book, Obedience to Authority, he argued that "a common psychological process is centrally involved in both events."


Not everyone agrees.


James Waller, a scholar of genocide studies, has pointed out significant differences. Milgram's subjects were explicitly told no permanent damage would occur—Holocaust perpetrators knew exactly what they were doing. The laboratory subjects had no personal animosity toward their victims—Nazi killers were often motivated by years of antisemitic indoctrination. The experiment lasted an hour—the Holocaust unfolded over years, providing ample time for reflection and moral reckoning.


Perhaps most importantly, many Holocaust perpetrators were not reluctant participants following orders against their will. They were enthusiastic volunteers, creative problem-solvers who developed new methods of killing, people who took photographs of their atrocities as souvenirs.


The Milgram experiment may explain how ordinary bureaucrats processed paperwork that sent people to their deaths. It may explain how train conductors kept the schedules running on time. But it probably doesn't fully explain how ordinary men became willing executioners.


The Ethics of Studying Evil


Almost immediately after Milgram published his findings, the criticism began. Psychologist Diana Baumrind published a scathing response in the American Psychologist in 1964, arguing that Milgram had traumatized his subjects. Even though they'd signed consent forms, they hadn't truly understood what they were agreeing to. When participants showed obvious signs of severe distress—trembling, sweating, having seizures—the experimenter should have stopped.


Milgram defended himself vigorously. He surveyed his former subjects and found that 84% said they were "glad" or "very glad" to have participated. Only 1.3% regretted the experience. Many wrote letters expressing gratitude for the insight they'd gained into their own psychology.


One letter stands out. Written six years after the experiment, at the height of the Vietnam War, a former subject explained how the experience had shaped his moral development:



While I was a subject in 1964, though I believed that I was hurting someone, I was totally unaware of why I was doing so. Few people ever realize when they are acting according to their own beliefs and when they are meekly submitting to authority... I am fully prepared to go to jail if I am not granted Conscientious Objector status. Indeed, it is the only course I could take to be faithful to what I believe.




For this man, at least, the experiment was a vaccination against blind obedience. It showed him his own vulnerability so that he could guard against it.


Others weren't so fortunate. Critic Gina Perry, who tracked down many original participants decades later, found that some had never fully recovered from the knowledge of what they'd been willing to do. The debriefing process, she argued, was inadequate. Many left the laboratory without fully understanding that the shocks had been fake and the learner unharmed.


The Replication Question


Scientists have repeated versions of Milgram's experiment around the world for more than sixty years. Thomas Blass of the University of Maryland compiled a meta-analysis of these studies and found something remarkable: the results have held up with striking consistency.


The percentage of subjects willing to go to the maximum voltage ranged from 28% to 91% depending on the specific experimental conditions. But the average was essentially unchanged from Milgram's original findings—about 61% in American studies, 66% in studies conducted elsewhere. Time hasn't made us less obedient. Neither has knowing about Milgram's findings.


There's no evidence that people today would behave differently than people did in 1961. The potential for obedient cruelty appears to be a stable feature of human psychology, as consistent as our visual perception or our capacity for language.


What We Refuse to See


Perhaps the most troubling detail in Milgram's notes is what subjects did not do.


Even those who defied the experimenter and refused to continue—the heroic 35%—behaved in ways that should give us pause. Not one of them insisted that the experiment be terminated entirely. Not one of them went to check on the learner after they stopped. They simply declined to participate further and sat quietly waiting for further instructions.


They had just witnessed what they believed was a medical emergency. A man with a heart condition had stopped responding after receiving what seemed like severe electric shocks. And they sat there.


This suggests that even defiance has limits. Even those who found the courage to say "no" still deferred to the authority of the situation. They had freed themselves from the obligation to hurt someone, but they hadn't freed themselves from the laboratory's frame of reference. They were still subjects, waiting to be dismissed.


The Agentic State


Milgram developed a concept to explain what he observed. He called it the "agentic state"—a mental shift that occurs when a person stops seeing themselves as an autonomous moral actor and starts seeing themselves as an agent carrying out another's will.


In the agentic state, responsibility floats upward. The person pulling the lever isn't responsible; they're just following orders. The person giving the orders isn't directly responsible; they're not the one pulling the lever. Everyone can tell themselves that the moral weight belongs to someone else.


You see this everywhere once you start looking. "I'm just doing my job." "I don't make the rules." "That's above my pay grade." These phrases are the verbal signatures of the agentic state. They're how we absolve ourselves while participating in systems we might otherwise question.


The Uncomfortable Conclusion


Milgram's experiment forces us to confront a possibility that most of us would rather not consider: that the capacity for cruelty isn't something that belongs to other people—to monsters, to psychopaths, to members of strange foreign cultures. It belongs to us.


As Milgram wrote in his summary of the findings:



Ordinary people, simply doing their jobs, and without any particular hostility on their part, can become agents in a terrible destructive process. Moreover, even when the destructive effects of their work become patently clear, and they are asked to carry out actions incompatible with fundamental standards of morality, relatively few people have the resources needed to resist authority.




The phrase "relatively few people have the resources needed to resist authority" deserves careful attention. Milgram isn't saying that resistance is impossible. Thirty-five percent of his subjects did eventually refuse to continue. But he's suggesting that such resistance requires something—resources, preparation, perhaps a kind of moral muscle that must be developed in advance.


You probably won't develop the ability to resist unjust authority at the moment you need it most. That moment is too charged, too confusing, too laden with social pressure. The time to think about these questions is now, in the calm before any storm—to examine the conditions under which you might find yourself complicit in something terrible, and to decide in advance what you will and won't do.


Looking in the Mirror


The original shock generator from Milgram's experiments still exists. It sits in the Archives of the History of American Psychology, a relic of one of the most disturbing investigations into human nature ever conducted.


It's a physical object, with switches and dials and labels. It looks almost quaint now—a piece of mid-century laboratory equipment, the kind of thing you might see in a museum of science history.


But the psychological machinery it revealed isn't in any museum. It's operating right now, in every institution where people follow orders without questioning their purpose. In every bureaucracy where responsibility is diffused until no one feels accountable. In every situation where the authority of expertise or position overrides individual moral judgment.


The shock generator was always a prop. The real machinery was inside the subjects all along.


It's inside you, too.
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In one hundred days during the spring of 1994, neighbors murdered neighbors. Teachers killed their students. Doctors slaughtered their patients. In the small Central African nation of Rwanda, somewhere between half a million and a million people—mostly from the Tutsi ethnic group—were systematically exterminated in what became one of the most concentrated acts of mass murder in human history.


The killing was intimate and brutal. Unlike the industrial genocide of the Holocaust, with its gas chambers and crematoriums, the Rwandan genocide was carried out largely with machetes, clubs, and farming tools. Victims often knew their killers personally. They had shared meals with them, worshipped alongside them, watched their children play together.


How does a society reach such a point? The answer lies not in some ancient tribal hatred, but in a carefully constructed catastrophe—one that took decades of colonial manipulation, political cynicism, and deliberate dehumanization to engineer.


The Myth of Ancient Tribal Conflict


The story most people think they know about Rwanda goes something like this: the Hutu and Tutsi are two ancient tribes who have always hated each other, and in 1994 that hatred finally boiled over into genocide. This narrative is almost entirely wrong.


For centuries before European colonization, the people who lived in what is now Rwanda shared a common language, common customs, and common clan names. They were collectively known as the Banyarwanda. Yes, there were distinctions between groups—the Tutsi generally herded cattle while the Hutu farmed the land, and the Twa (an aboriginal pygmy population who had lived in the region for thousands of years) were hunter-gatherers. But these were more like occupational castes than rigid ethnic categories.


A wealthy Hutu could become a Tutsi. A poor Tutsi could become a Hutu. The boundaries were fluid.


By the eighteenth century, the Kingdom of Rwanda had emerged as the dominant power in the region, ruled by the Tutsi Nyiginya clan. Like many monarchies, it was hierarchical and sometimes brutal. King Kigeli Rwabugiri, who reigned from 1853 to 1895, expanded the kingdom and instituted reforms that created real tensions between Hutu and Tutsi—including forced labor systems that disproportionately burdened the Hutu. But these were political and economic conflicts, not the expression of some primordial ethnic hatred.


Then the Europeans arrived.


The Colonial Creation of Race


Germany claimed Rwanda (along with neighboring Burundi) at the Berlin Conference of 1884—that infamous gathering where European powers carved up Africa with rulers and pencils, drawing borders through the middle of ethnic groups and ecosystems with no regard for the people who actually lived there. The Germans didn't arrive in Rwanda until 1897, and when they did, they brought with them the racial pseudoscience that dominated European thinking at the time.


Looking at the Rwandan population, the Germans saw what they expected to see: racial categories. The Tutsi, who tended to be taller and had features the Europeans associated with the Horn of Africa, were deemed racially superior—perhaps descendants of migrants from Ethiopia, perhaps even connected to the biblical Ham. The Hutu, the Germans decided, were a lesser Bantu race. This wasn't observation; it was projection. The Europeans imposed their own obsession with racial hierarchy onto a society that had organized itself quite differently.


The Germans ruled through the existing Tutsi monarchy, finding it convenient to use local elites as intermediaries. When Belgium took over Rwanda during World War One, they continued and intensified this approach.


In the early 1930s, the Belgians did something that would echo through history with catastrophic consequences: they made ethnicity permanent and official. Every Rwandan was issued an identity card classifying them as Tutsi, Hutu, Twa, or Naturalized. The classification was somewhat arbitrary—in many cases, Belgian officials simply counted someone's cattle. Own ten or more? You're a Tutsi. Fewer than ten? Hutu.


What had been a fluid social distinction became a rigid racial category, printed on a card you carried with you everywhere. Movement between groups was now impossible. The identity cards would later serve as death warrants.


The Hamitic Hypothesis


The ideological foundation for what would become genocide was laid by Catholic missionaries and colonial administrators who promoted what's known as the "Hamitic hypothesis." This theory held that any signs of civilization in Africa must have been brought by a superior race from elsewhere—perhaps descendants of Ham, one of Noah's sons in the Bible, who had migrated south from the Middle East or North Africa.


The Tutsi, in this telling, weren't really African at all. They were foreign conquerors who had brought civilization to the primitive Hutu. This mythology had nothing to do with actual history or genetics—modern DNA analysis shows that Hutu and Tutsi are genetically nearly indistinguishable—but it served colonial purposes perfectly. It justified Tutsi privilege under Belgian rule and created a narrative that could later be weaponized.


The Tutsi themselves had their own origin myth, one that told a very different story: that the ancient king Kanyarwanda had several sons, including Gatutsi and Gahutu, making the Tutsi and Hutu brothers descended from the same ancestor. This narrative of shared ancestry and kinship was systematically suppressed in favor of the colonial racial framework.


Revolution and Exile


After World War Two, something shifted. The Catholic Church, which had previously supported Tutsi dominance, began to champion Hutu emancipation. A new generation of Hutu clergy and educated elites emerged, and they began to challenge the established order.


In 1957, a group of Hutu intellectuals published the "Bahutu Manifesto"—a document that, crucially, adopted the colonial racial framework rather than rejecting it. The manifesto didn't argue that the ethnic categories were false. Instead, it accepted them as real and called for power to be transferred from the minority Tutsi "race" to the majority Hutu based on what it called "statistical law." The language of democracy was being used to advance an ethnic agenda.


Violence erupted in November 1959, sparked by an attack on a Hutu leader that turned out to be non-fatal but was rumored to have been a murder. Hutu activists began killing Tutsis—both elites and ordinary civilians. The Belgians, who had spent decades elevating the Tutsi, now switched sides entirely, backing the Hutu uprising with administrative and military support.


By 1962, when Rwanda gained independence, the transformation was complete. The Tutsi monarchy was gone, replaced by a Hutu-dominated republic. And Tutsis were fleeing—not by the hundreds or thousands, but by the hundreds of thousands. By 1964, more than 300,000 Tutsi had become refugees in neighboring Uganda, Burundi, Tanzania, and Zaire (now the Democratic Republic of the Congo).


These refugees would spend the next thirty years in exile, never giving up hope of returning home.


The Pressure Cooker


Inside Rwanda, the new Hutu-led government proved just as autocratic as the monarchy it had replaced. Grégoire Kayibanda ruled through the 1960s and early 1970s, periodically scapegoating Tutsis to distract from his government's failures. He was overthrown in 1973 by Juvénal Habyarimana, a military officer who would rule Rwanda for the next two decades.


Habyarimana created a one-party state in which every citizen was required to belong to his party, the National Republican Movement for Democracy and Development (known by its French acronym MRND). It was a tightly controlled system, but for a time it brought relative stability and even modest economic growth. Violence against Tutsis decreased somewhat, though discrimination continued.


But pressure was building from multiple directions.


Rwanda's population had exploded from 1.6 million in 1934 to over 7 million by 1989. At 408 people per square kilometer, it had become one of the most densely populated countries in Africa. Competition for land grew fierce. Young men with no prospects and no land were a volatile demographic.


Meanwhile, in Uganda, a group of Rwandan Tutsi refugees had found an unexpected path to military experience. About 500 of them had fought alongside Yoweri Museveni in the Ugandan Bush War that brought him to power in 1986. These battle-hardened soldiers remained in the Ugandan army, but they were also secretly planning something else: an invasion of their homeland.


The Rwandan Patriotic Front


In October 1990, over 4,000 rebels crossed from Uganda into Rwanda under the banner of the Rwandan Patriotic Front, or RPF. They were led by Fred Rwigyema, a charismatic military commander who had been one of the highest-ranking officers in the Ugandan army.


Rwigyema was killed on the third day of the invasion—one of those accidents of history that could have changed everything. His deputy, Paul Kagame, took command. Kagame had been in the United States for military training when the invasion began and had to rush back to take over a force that was being pushed back by the Rwandan army, which had French and Zairean support.


Kagame retreated to the Virunga Mountains—the rugged volcanic range on Rwanda's northern border, famous as the home of mountain gorillas. From these forests and peaks, he rebuilt the RPF into an effective guerrilla force, recruiting from the Tutsi diaspora scattered across multiple countries and raising funds from refugee communities who had never stopped dreaming of return.


For the next three years, the RPF waged a grinding guerrilla war. They couldn't defeat the Rwandan army outright, but they couldn't be defeated either. International pressure eventually pushed both sides toward negotiations, and in August 1993, the Arusha Accords were signed. The agreements called for a power-sharing government that would include the RPF and integration of rebel soldiers into the national army.


A United Nations peacekeeping force—the United Nations Assistance Mission for Rwanda, or UNAMIR—arrived to monitor the implementation. The RPF even established a base in the parliament building in Kigali, the capital.


It looked like peace might actually come to Rwanda.


The extremists had other plans.


The Architecture of Genocide


From the moment the RPF invaded in 1990, hardliners in Habyarimana's government had been preparing for a different kind of solution. The president's wife, Agathe Habyarimana, came from a powerful northwestern clan that viewed any accommodation with Tutsis as betrayal. Her relatives and allies—known as the "akazu" or "little house," or sometimes the "clan de Madame"—had enormous influence behind the scenes.


The invasion gave these extremists exactly what they needed: a pretext to cast all Tutsis as a fifth column, potential collaborators with the enemy. Just days after the RPF attack, a pogrom in Gisenyi Province killed 383 Tutsis. It was a preview of what was to come.


The propaganda machine began to grind. A group of military officers and government officials founded a magazine called Kangura, which became enormously popular. It published viciously anti-Tutsi content, including the notorious "Hutu Ten Commandments"—a set of explicitly racist guidelines that, among other things, labeled any Hutu man who married a Tutsi woman a "traitor."


Radio was even more powerful in a country where many people couldn't read. Radio Télévision Libre des Mille Collines, known as RTLM, mixed popular music and crude humor with relentless dehumanization of Tutsis, who were called "inyenzi"—cockroaches. The station would later broadcast kill lists and directions to roadblocks during the genocide itself.


The extremists employed a technique that scholars call "accusation in a mirror." They accused the Tutsis and RPF of planning exactly what they themselves intended to do. By claiming that Tutsis were plotting genocide against Hutus, they created a perverse justification for preemptive mass murder. Self-defense against an imaginary threat.


The Youth Militias


Throughout 1992 and 1993, as peace negotiations continued in Arusha, the extremists were building their instruments of death. Youth militias sprang up, attached to various political parties. The most notorious was the Interahamwe—a Kinyarwanda word meaning "those who stand together" or "those who attack together."


The Interahamwe were affiliated with Habyarimana's ruling party, but they represented its most radical faction. Young men, many of them unemployed and landless, were recruited with promises of power and eventually land and property confiscated from Tutsi victims. They were trained in the use of weapons and organized into units that could be deployed quickly.


By mid-1993, the extremist "Hutu Power" movement had become a third major force in Rwandan politics, alongside Habyarimana's government and the moderate opposition. Almost every political party split into "moderate" and "Power" wings, with each faction claiming to represent the party's legitimate leadership. Even Habyarimana's own party contained a Power faction that opposed his peace negotiations.


The president was caught between the international community pushing for the Arusha Accords and his own hardliners who saw those accords as surrender. He tried to remove some extremists from senior positions, but the akazu's tentacles went too deep. Augustin Ndindiliyimana and Théoneste Bagosora—both connected to the first lady's clan—remained in powerful military posts.


The Trigger


On the evening of April 6, 1994, a plane carrying President Habyarimana was shot down as it approached Kigali airport. Everyone on board was killed.


To this day, no one knows with certainty who fired the missiles. Some evidence points to Hutu extremists who saw Habyarimana as too willing to compromise; other evidence suggests the RPF. What is certain is that within hours of the crash, the genocide began.


The speed with which the killing started reveals how thoroughly it had been planned. Roadblocks went up across Kigali before dawn. Lists of names had already been prepared. The first victims were moderate Hutu politicians and prominent Tutsis—anyone who might organize resistance or provide alternative leadership.


Prime Minister Agathe Uwilingiyimana, a moderate Hutu, was murdered along with the ten Belgian peacekeepers assigned to protect her. The killing of the Belgians was deliberate—the extremists knew it would lead Belgium to withdraw its troops, removing the most capable contingent of the UN peacekeeping force.


They were right. Belgium pulled out. The UN Security Council, rather than reinforcing the mission, voted to reduce it to a skeleton force of just 270 soldiers.


One Hundred Days


What followed was slaughter on an almost incomprehensible scale. The killing spread from Kigali across the country in waves. Local officials, often under pressure from the central government and Interahamwe militias, organized the massacres in their areas. Radio RTLM broadcast encouragement and instructions. Roadblocks manned by militias and ordinary citizens checked identity cards—those cards the Belgians had introduced sixty years earlier.


Tutsi. That single word on a card meant death.


Many Tutsis fled to churches, schools, and other public buildings, hoping these would be sanctuaries. They became killing grounds instead. At the Nyamata Church, over 10,000 people were massacred. At the Murambi Technical School, French soldiers who arrived after most of the killing was over found bodies stacked in classroom after classroom—an estimated 50,000 dead.


The genocide was marked not just by mass murder but by systematic sexual violence. Between 250,000 and 500,000 women were raped. Many were deliberately infected with HIV. Rape was used as a weapon of terror and destruction, intended to devastate Tutsi families and communities even among survivors.


The international community watched and did nothing. The Clinton administration, scarred by the deaths of American soldiers in Somalia the previous year, refused to call what was happening "genocide"—because acknowledging genocide would have created legal obligations to intervene. Officials were instructed to say "acts of genocide" instead. France, which had long supported the Habyarimana government, continued to provide assistance to the génocidaires even as the killing continued.


The United Nations peacekeeping force, reduced to impotence by its shrinking numbers and restrictive mandate, could do little more than protect the few Tutsis who made it to their compounds. Some individual peacekeepers performed acts of extraordinary courage, but the mission as a whole was a catastrophic failure of international responsibility.


The End


The genocide ended not because the world intervened, but because the RPF won the war.


When the killing began, Paul Kagame resumed military operations. His forces pushed south from their mountain strongholds, defeating government troops and capturing territory. On July 4, they took Kigali. By July 19, they controlled the entire country.


As the RPF advanced, the génocidaires and hundreds of thousands of Hutu civilians fled westward into Zaire. Many of the refugees were genuinely afraid of RPF reprisals; many had participated in the killings. The refugee camps that formed just across the border became bases for the former regime, with Interahamwe and government soldiers controlling aid distribution and planning to continue the war.


This exodus would have consequences that continue to this day. The destabilization of eastern Zaire contributed to the First Congo War in 1996, which eventually drew in multiple African nations and led to millions of deaths—a conflict sometimes called "Africa's World War." The Democratic Republic of the Congo remains unstable partly because of dynamics set in motion during those terrible months in 1994.


Aftermath and Memory


The Rwanda that emerged from the genocide was a shattered nation. Perhaps 800,000 people had been killed—the exact number will never be known. The country's infrastructure was devastated. Survivors were traumatized. The social fabric that holds any society together had been torn apart in the most fundamental way possible.


Paul Kagame became the dominant figure in post-genocide Rwanda, first as vice president and minister of defense, then as president from 2000 to the present day. His government has achieved remarkable things: Rwanda is often cited as one of Africa's most orderly and least corrupt nations, with strong economic growth and dramatic improvements in health and education.


But Kagame's Rwanda is also authoritarian. The government has passed laws criminalizing "genocide ideology" and "divisionism"—categories that critics say are used to silence legitimate political opposition. Discussion of ethnicity is officially discouraged; Rwandans are supposed to identify simply as Rwandans now. Whether this represents genuine reconciliation or enforced amnesia is debated.


The gacaca courts—community tribunals that handled lower-level genocide cases—processed over a million suspects in an attempt to deliver some form of justice without the decades it would have taken to try everyone in conventional courts. The International Criminal Tribunal for Rwanda, established by the UN, tried the architects and senior organizers of the genocide.


Every April, Rwanda observes Kwibuka—the national commemoration of the genocide. The word means "to remember" in Kinyarwanda. For one hundred days, from April 7 to July 19, the country officially mourns. Purple ribbons appear everywhere. Survivors share their testimonies. The nation confronts what it did to itself.


What It Means


The Rwandan genocide forces us to confront uncomfortable truths about human nature and human institutions.


First: genocide is not spontaneous. It requires years of preparation—the dehumanization of a target group, the creation of parallel power structures, the stockpiling of weapons, the planning of logistics. The hundred days of killing in 1994 were preceded by decades of ideological groundwork and months of operational planning. This means that genocides can potentially be predicted and prevented, if the warning signs are heeded.


Second: ordinary people can become killers. The genocide wasn't carried out only by soldiers and militias. Neighbors killed neighbors. The man who murdered you might be someone you'd known your whole life, someone whose children had played with yours. Understanding how ordinary human beings cross that threshold—through propaganda, peer pressure, fear, greed, and the gradual erosion of moral constraints—is essential if we want to prevent future atrocities.


Third: the international community's promises of "never again" after the Holocaust rang hollow. When faced with actual genocide, the world's most powerful nations chose not to act. The reasons were various—political calculations, bureaucratic inertia, racism, the shadow of Somalia—but the result was abandonment. Rwanda revealed the gap between the rhetoric of universal human rights and the reality of how nations actually behave.


Fourth: colonialism's legacies are not just economic or political but psychological and ideological. The rigid ethnic categories that made the genocide possible were colonial creations. The racial ideology that justified Tutsi extermination was imported from Europe. This doesn't absolve Rwandans of responsibility for what they did, but it does mean that understanding the genocide requires understanding the deeper history of how Europeans reshaped African societies.


The Rwandan genocide happened within living memory. Many survivors are still alive. Many perpetrators are still alive. The wounds are still raw, even as Rwanda tries to build something new from the ashes.


It stands as a warning about where ethnic politics, dehumanizing propaganda, and international indifference can lead—and as a reminder that the unthinkable can happen, and has happened, in our time.
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  (This is a chapter of a longer report I’m working on that summarizes and expands the last several years of my work on construction productivity. I plan on publishing one chapter a month on the newsletter, and aim to have the full report done by the end of the year.)
For decades, American construction has fallen behind almost every other major sector in productivity growth. As far back as 1970 researchers noted that construction productivity improvement significantly lagged productivity improvement in the economy overall, and by 1985 economists were investigating what appeared to be declining construction productivity. Stanford civil engineering professor Paul Teicholz noted in a 2004 article in AECbytes that between 1964 and 2004, construction productivity declined by 0.59% per year on average, which was “particularly alarming when compared to the increasing labor productivity in all non-farm industries, which have experienced an increasing productivity of 1.77%/year over the same time period.” A 2017 article in The Economist noted that “construction holds the dubious honour of having the lowest productivity gains of any industry.” In a 2023 New York Times column, Ezra Klein wrote that “A construction worker in 2020 produced less than a construction worker in 1970, at least according to the official statistics.”
The trend of construction productivity in the United States failing to improve over time is indeed concerning. “Productivity” means some measure of output, divided by some measure of input. When productivity is improving, we get more output for a given amount of input over time; if productivity is falling, we get less output for a given amount of input over time. If productivity doesn’t improve, we can’t expect construction costs to fall and things like houses, roads, and bridges to get any cheaper. Because of this, it’s worth looking deeply at what exactly the trends in US construction productivity are.
Economists and researchers measure construction productivity in a variety of different ways. We can broadly categorize these metrics by their level of granularity:
	At the lowest level of granularity, we have metrics that track productivity changes across the entire construction sector.

	Slightly more granular are metrics that look at productivity changes in a particular subsector, such as housing construction.

	Looking more specifically, we have metrics that look at productivity changes for constructing particular buildings.

	And finally we have metrics that track productivity changes for individual construction tasks.


Each category of metric gives a slightly different perspective on productivity trends, and each has its own measurement challenges that we must consider when interpreting the data.
Sector-wide productivity metrics
Sector-wide productivity metrics look at productivity trends across the entire construction industry. They answer if, overall, we’re getting more or less construction output for a given amount of input. The graph below, for instance, shows trends in US construction productivity by using total construction spending as a measure of output, and total hours worked in the construction sector as a measure of input. (Spending has been adjusted to 2025 dollars using the Consumer Price Index —we’ll talk more about whether this is a reasonable way to adjust for inflation later.)

We can see that, per this metric, construction labor productivity — the amount of construction output we get for a given amount of labor — is virtually flat between 1964 and 2024, whereas labor productivity in the economy overall rose by a factor of three.
Sector-wide metrics which look at productivity trends across the entire construction industry are very common. Paul Teicholz uses the same data we used above to look at trends in construction productivity in a 2013 article, and his 2004 article uses a very similar metric (rather than total spending, he uses US Department of Commerce construction spending data, a subset, as a measure of output).

In their 2025 paper “The Strange and Awful Path of Construction Productivity in the US”, economists Austin Goolsbee and Chad Syverson use a slightly different sector-wide productivity metric. For output they use real (inflation-adjusted) construction value-add data from the Bureau of Economic Analysis, and for input they use the number of full-time construction employees. (Unlike total construction spending, which just tracks the value of the outputs, value-add measures the value of construction outputs minus the value of the inputs used.) Goolsbee and Syverson also look at trends in construction total factor productivity (TFP), which measures productivity of both labor and capital (equipment, machinery, etc.) by comparing the growth rates of real construction value-add to the growth rates of construction labor and capital inputs. According to Goolsbee and Syverson’s productivity metrics, construction productivity looks even worse. Productivity increased from the 1950s until the mid-1960s, but since then it has declined by roughly 50%.

Discussions of US construction productivity often reference this Goolsbee and Syverson paper, or the data behind it. An early version of Goolsbee and Syverson’s paper is what Ezra Klein is referring to in his 2023 New York Times column, and it’s referred to in a 2025 Federal Reserve Economic Brief examining productivity. The data is also used in a 2026 report from Goldman Sachs looking at the causes of low US construction productivity. Management consultancy McKinsey likewise uses BEA value-add data in a 2017 report to construct a similar productivity metric, gross value add per hour worked, to show that in the US construction productivity improvement had lagged virtually every other industry:

The Bureau of Labor Statistics also uses BEA data, combined with its own estimates of hours worked, to calculate trends in both labor productivity and total factor productivity for a variety of sectors, including construction. This metric likewise shows construction productivity as stagnant or declining. It’s not uncommon for discussions of productivity to also reference this BLS metric; for instance, it’s used by Federal Reserve economists Daniel Garcia and Raven Molloy in their 2025 paper “Reexamining Lackluster Productivity Growth in Construction”.

Sector-wide measures of US construction productivity thus tell a consistent story of stagnant productivity growth, differing only in how bad the problem appears. By some measures, productivity is merely flat over the last several decades; by others, productivity has declined significantly.
Sub-sector productivity metrics
Subsector metrics are also commonly used to get a picture of national construction productivity trends, particularly metrics that look at trends in housing construction. In their 2023 NBER working paper, “Why Has Construction Productivity Stagnated?” Princeton economist Leanardo D’Amico and coauthors looked at productivity trends in US homebuilding by dividing the total number of housing units produced in the US by the total number of residential construction employees. They found that housing productivity had declined significantly since the 1960s — though, as we’ll see, there are issues with their choice of metric. Goolsbee and Syverson also looked at housing units per employee in their 2025 paper, along with another housing productivity metric, square footage of housing per employee. As with D’Amico et al., housing units per employee shows declining productivity over time, while square feet per employee shows slightly more complex trends: productivity appears to decline between the 1970s and the early 1990s, and decline since then for multifamily construction, but single-family construction shows an increase in productivity of close to 50% between 1990 and 2020. In their 2025 paper, Garcia and Molloy also look at productivity trends in single-family home construction using square footage of housing produced per employee, though they also try to include quality adjustments in this metric. (We’ll discuss quality adjustments more later.)


The Bureau of Labor Statistics also produces estimates for construction productivity trends for four sub-sectors: single-family home construction, multifamily home construction (i.e., apartment buildings), industrial building construction, and highway and bridge construction. These are based on individual subsector estimates of construction spending from the US Census, and BLS estimates of hours worked. Per the BLS, while single-family home productivity has been stagnant since 1987 and highway and bridge productivity has declined, productivity is up for both multifamily construction and for industrial building construction.

Construction subsector productivity estimates thus generally show stagnant or declining construction productivity, though with significant variation. Some subsectors show increasing productivity, and some show different trends by different metrics. Single-family home construction shows increasing productivity when measured by square feet of home per employee, but unchanging productivity when measured by subsector spending per labor hour; for multifamily home construction, the reverse is true.
Project and building productivity metrics
Below the level of construction subsectors, we have productivity metrics that look at trends for individual building types, such as the amount of labor required to build a single-family home. These sorts of metrics are much less common, as it’s rare to get detailed project-level productivity data from builders, but are still seen occasionally. In 1964 and 1972 the Bureau of Labor Statistics conducted studies on the number of hours it took to build a single-family home, finding that the average annual percent change in labor hours per square foot was just -0.6% per year (ie: productivity increased, but slowly). The Construction Industry Institute has a “Benchmarking and Metrics Productivity Database” that tracks project-level productivity metrics for submitted projects. A NIST analysis of this database from 2000 to 2007 noted a decline in project-level productivity, measured in output in dollars per labor-hour.

We can construct our own building-level productivity metric by using data from construction estimating guides. Estimating guides, produced by companies like RS Means and Craftsman, provide information on cost, labor, and material requirements for hundreds of different construction tasks, and are used to generate cost estimates for new construction projects. Some companies have also often been producing their estimating guides for many years, making them a valuable tool for analyzing productivity trends; both RS Means and Craftsman have been producing estimating guides since the 1950s.
Starting in 1993, Craftsman’s National Construction Estimator included an estimate of the total number of hours required to build a “typical” single-family home. If we compare the estimated number of hours per square foot in 1993 and 2026, they’re almost identical. The only task that has changed is insulation installation, which took a single man six days in 1993 and now takes one man 3 days. It’s also worth noting that this hours per square foot figure is also virtually the same as the number of hours per square foot calculated by the BLS in their 1964 and 1972 studies.

Thus, project-level measurements of US construction productivity also tend to show a stagnation or a decline in US construction productivity over time.
Task-level productivity metrics
Finally, below project-level productivity metrics, we have measures that look at productivity of individual construction tasks: laying bricks, framing walls, installing plumbing, and so on. These metrics are fairly commonly used, thanks to the existence of estimating guides. We can look at changes in task-level construction productivity by seeing how the time and labor required for various specific construction tasks has changed in estimating guides over time.
Allmon et al (2000) looked at productivity changes for 20 different construction tasks from 1974 through 1996 using RS Means estimating guide data, and found that labor productivity increased for seven tasks, decreased for two tasks, and was unchanged for 11 tasks. Goodrum et al (2002) looked at productivity changes between 1976 and 1998 for 200 different construction tasks using data from several different estimating guides. They found that labor productivity declined for 30 tasks, was unchanged for 64 tasks, and improved for 107 tasks, with an average growth rate in labor productivity ranging from 0.8% to 1.8% depending on the estimating guide. A follow up study by Goodrum in 2009 that looked at productivity trends in 100 different construction tasks between 1977 and 2004 found a somewhat lower average productivity increase of just 0.47% per year, with significant variation between task categories.

We can also use different versions of estimating guides to do our own analysis of productivity trends. The chart below shows the relative installation rates for 40 different construction tasks which are listed in the RS Means estimating guides from 1985 and 2023. 10 tasks got more productive over the period, 10 got less productive, and 20 tasks were unchanged.

We can also try to calculate installation rates directly, using the values RS Means lists for task labor cost and hourly wages. The chart below shows the installation rates calculated for 17 construction tasks performed by either carpenters or sheet metal workers that were listed in the 1954, 1985, and 2023 version of the RS Means estimating guide.1 Effective installation rates for each task were calculated by dividing unit labor costs for the task by the average worker wage for that task type. By this analysis, 12 of 17 tasks improved in productivity between 1954 and 1985, and 15 of 17 tasks between 1985 and 2023 got more productive.

One challenge with task-level productivity metrics is that we should expect a major mechanism of productivity improvement to be replacing old tasks for new ones. Steel manufacturing became massively more productive with the introduction of the Bessemer process, which took much less time and effort than the previous cementation process, but a task-level analysis — seeing how productivity in the cementation process improved over time — wouldn’t capture this.
One way around this is to look at the categories of tasks necessary for completing a building, rather than specific tasks. We can do this using Craftsman’s National Construction Estimator, which includes a breakdown of what’s necessary to complete a single-family home — excavation, installing doors and windows, running wiring, etc. — and what fraction of the total cost to build a home they make up. By looking at changes in these fractions of total home cost over time, we can see which sorts of tasks have gotten more productive and which have gotten less productive.
The chart below shows the relative fraction of different categories of tasks needed to build a single-family home for 1986 and 2026. Overall, there’s surprisingly little change: most task categories have the same ratio of overall costs in 1986 as they were in 2026, suggesting few types of tasks overall had much change in productivity.

Overall task-level productivity analysis shows significant variation in productivity trends. Looking at published installation rates for several dozen construction tasks between 1985 and 2023 implies that, as with other measures, construction productivity has shown little to no increase. Looking at high-level tasks needed to complete a single-family home also shows few tasks that have improved in productivity. But other analyses yield different results. Calculating implied installation rates using labor costs suggests significant task-level productivity improvement over time. Likewise, various studies of installation rates show construction tasks improving in productivity on average from the 1970s through the 1990s (with rate of improvement perhaps falling off over time).
International productivity measures
The above metrics of construction productivity all look at trends in US construction. However, it’s also worth understanding construction productivity trends in other countries. If other countries show substantial construction productivity improvements, that suggests that the US’s productivity challenges are something specific to the US. But if other countries show stagnant or declining construction productivity, that suggests the challenges may be due to broader trends, or to the nature of the process of construction itself.
We can look at international trends in construction productivity at the sector level by using KLEMS databases, which aggregate industry-level productivity data for countries around the world.2 EU KLEMS has productivity data for European countries, as well as the US, UK, Japan, and (for older releases) Korea, Canada, and Australia. Asia KLEMS has productivity data for Japan, Korea, Taiwan, and India. LA KLEMS has productivity data for several Latin American countries, and World KLEMS has links to Russian, Chinese, and Canadian KLEMS data.3
The charts below show changes in construction labor productivity, measured as gross value add per labor hour, for 45 different countries. Productivity has been normalized to equal 100 for the first year in which there’s data.

Per KLEMS data, US construction productivity steadily declined from 1970 to around 1995, after which it leveled off. This is broadly consistent with other measures of US construction-sector productivity, which show either stagnant or declining productivity since roughly the 1960s.
Other countries show a somewhat different historical pattern. For the 20 countries where data goes back to the 1970s (which includes most of Western Europe, the Anglosphere, Japan, and Korea), only one other country, Greece, shows declining construction productivity from 1970 to 1995, and its rate of decline is much lower than the US. Every other country saw rising construction productivity during that period.
Since 1995, however, construction productivity in these 20 countries (minus Canada and Korea, whose time series stopped around 2010) improved much less. Per KLEMS, the US has an average annual rate of improvement of 0.2% per year from 1995 to 2021, which is slightly better than average for this group of 18 countries. Only Belgium and Ireland have maintained a steady, high rate of construction productivity improvement greater than 1% per year.

Starting in the 1980s, there is also KLEMS data for China, Taiwan, and India, and starting in the 1990s there’s data for Eastern Europe, Latin America, and Russia. Taiwan shows improving productivity until around 2000, after which it flattens out/declines. Korea and Russia show similar patterns of improvement followed by stagnation. India’s productivity improvement has remained flat, as has Poland’s, Czechia’s, Malta’s, Cyprus’ and Slovenia’s. Other Eastern European countries have improved in construction productivity since the 1990s, as have Latin American countries (with the exception of Honduras, which has declined significantly over time).
China’s productivity improved from the late 1980s through the 2010s, though its rate of improvement does not appear to be particularly impressive. (It’s roughly similar to the historical rates of improvement seen in Korea, France, Sweden, or Portugal.)

Goldman Sachs also looked at international construction productivity for several large, wealthy countries in a 2026 report. While they also found poor records of construction productivity for most countries since 1990, per their analysis the US had the worst record of construction productivity improvement of any country analyzed. This appears to stem in part from using BEA data for US productivity calculations, which yield a greater productivity decline than other US productivity metrics.

Overall, international construction-sector productivity data suggests that the US is not alone in suffering from stagnant or declining construction sector productivity. Rates of productivity improvement in the US over the last several decades appear broadly similar to improvement rates observed in other large, wealthy countries. Many countries that at one point had substantially improving construction productivity (Western Europe, Korea, Taiwan) have seen it flatten out in recent years. Others (India, Japan) have never seen substantial improvements. The countries that do show sustained, large improvements tend to be either small (Ireland, Denmark, Estonia), poor (Colombia, Peru), or both. Rates of construction productivity improvement are nearly always much lower than improvements seen in manufacturing, or in the economy overall.
Challenges with measuring construction productivity
Accurately measuring trends in construction productivity means accurately measuring both inputs and outputs over time. There are a number of difficulties in doing this.
For outputs, one major challenge is that outputs might change over time in ways that are difficult to account for. Sector-wide measures of construction productivity, for instance, typically measure construction output in terms of total construction spending, tallying up everything that was spent on construction during the year — housing in Texas, skyscrapers in New York, schools in Washington, and so on. However, if the composition of things that are built in the country changes — if over time there are more homes built in Texas and fewer skyscrapers built in New York — this could distort productivity measures.
For example, assume there are two types of houses, Type A which requires 1000 hours of labor to produce, and Type B which requires 1500 hours of labor to produce. Last year 100 of each type of house were built, yielding 200 total houses built with 250,000 hours of labor. The next year, however, 50 Type A houses and 150 Type B houses were built, yielding 200 total houses built with 275,000 hours of labor. If you simply look at the outputs (200 houses each year) without accounting for the differing difficulty of building them, this looks like a roughly 9% decline in productivity, since it took more hours to build the same number of houses. But what’s actually happened is a shift to building fewer easy to build houses and more hard to build houses. You could in fact get a measured productivity decline even if productivity was improving for each type of house. This is a variation of Simpson’s Paradox, the observation that for groups with differences between them, trends in individual sub-groups can be reversed when looking at the groups collectively.
These effects of a changing output mix aren’t merely theoretical. When Allen (1985) looked at US construction productivity trends from 1968 to 1978, he found that this sort of change in the output mix — specifically, a shift from capital-intensive civil construction to labor intensive home construction — was responsible for the lion’s share of the measured productivity decline.

This sort of shift in the output can also be at work in sub-sector measures of construction productivity. Measures of housing sector productivity, for instance, can be distorted by failing to account for changes in what sort of housing gets built. D’Amico et al. (2023) used “housing units per employee” as a measure of construction productivity, but this measure fails to take into account the fact that on average houses increased in size over time. An average home in 2025 is much larger, and requires more effort to build, than an average home in 1985.

This particular distortion is relatively easily corrected by multiplying the number of homes produced by average home size, to get “square feet of home produced per employee”. As we’ve noted, several studies of construction productivity use this metric. But increasing size isn’t the only way that homes change over time. For one, modern homes are built to stricter building code standards than older homes; they will have greater fire resistance, greater ability to withstand high winds and earthquakes, and greater energy efficiency. For another, modern homes have more amenities and services in them: they’re more likely to have air conditioners, dishwashers, insulation, generally will have more bathrooms, and so on. Thus, a square foot of home built today should be considered as more output than a square foot of home built in 1960.

It can also be challenging to accurately measure inputs to the construction process. Labor is the construction input most often tracked, but this can be subject to its own “input mix” problems — namely, ensuring whether labor hours are all actually being devoted to the outputs being considered. As with changes in the output mix, if there’s a shift in how construction workers are spending their time, this could show up as a change in construction productivity that’s not actually occurring.
For instance, we’ve noted that both D’Amico et al (2023) and Goolsbee and Syverson (2025) include productivity metrics which track the amount of housing produced per residential construction employee. However, workers in residential construction don’t merely build new houses, they also renovate old houses. And there has been a gradual trend upward in spending on residential renovations. Renovations now represent 40-45% of spending on residential construction, up from 20-25% in 1970. Thus some of the measured change in “housing per employee” is likely an artifact of employees increasingly working on renovations. (Goolsbee and Syverson’s housing-per-employee metric likely doesn’t have this problem for post-1990 data, as after that BLS employment data breaks down residential remodeling employment separately).

More generally, if labor isn’t properly accounted for, that will obviously distort any productivity measures. It’s notable that for some of the sub-sector productivity measures produced by the Bureau of Labor Statistics, labor hours worked appears to be much more uniform than changes in output. For industrial buildings, there are several spikes in output (2009, 2015, and 2024) during which labor input stays flat, resulting in productivity spikes. It’s possible these are real (though it seems unlikely that firms suddenly got 50% more productive, then 50% less productive, over just a few years), but it’s also possible these are fictional, at least partially the result of labor inputs not being properly accounted for. Notably, single-family home construction does show labor inputs rising and falling in concert with output, and shows productivity as much flatter over time.
Another problem regarding labor is that many measures of construction specifically measure labor productivity — output per labor hour, or per employee — rather than total factor productivity (output per total amount of inputs). This is a problem because it’s often possible to automate or mechanize construction work — replace labor with capital — in ways that aren’t efficiency-enhancing. Construction automation and mechanization often requires a large amount of equipment to duplicate what’s possible with a relatively small amount of labor. (When I worked at the modular construction startup Katerra, the executives would often complain how hard it was for Katerra, with its expensive factories, to compete with “Bubba and his truck”: low-overhead contractors who used little more than power tools and manual labor.) Thus labor productivity could improve even as overall productivity declined.
A problem related to changes in the output mix is that construction output is often measured in dollars spent. Spending in dollars must be adjusted to account for the fact that the value of a dollar changes over time. This is typically done using what’s known as a deflator, some measure of price changes over time that can be used to convert spending in dollars to a consistent measure of construction output. The Consumer Price Index (CPI), which measures price inflation for a basket of consumer goods over time, is an example of a deflator.
There are several challenges with using deflators. One is simply choosing one that accurately captures price changes relevant to construction. Construction uses certain sorts of inputs whose price changes may not be adequately captured by commonly-used deflators. A spike in the price of building materials (such as was observed during the Covid-19 pandemic) might dramatically raise the costs of construction much more than the CPI rises.
For example, consider a building that requires $100,000 worth of materials, and gets sold for a threefold markup at $300,000. Now an identical building is being planned, but building material prices double, raising the input price to $200,000 and the output price is now $600,000. However, the Consumer Price Index only increases by 10%. Deflating output by the cost of building materials would show identical output for the first and second buildings — the price of the final building doubled, but so did the cost of the input materials. But deflating by the consumer price index, which only rose 10% between the first and second buildings, would now make it appear that the second building was worth much more output than the identical first building.
In practice, this sort of disconnect between construction input prices and other measures of inflation appears rare — in Teicholz’s 2013 article, there was little difference in productivity trends using construction-specific deflators and the more general Consumer Price Index. A more difficult problem with deflators is that a deflator can mask any gains (or losses) in productivity. Ideally we would have a deflator that measured changes in the prices of a finished building — a so-called “output deflator”, which measures the price changes of final goods and services. The Consumer Price Index is an example of an output deflator. However, many construction deflators are “input deflators”, which track changes in the price of various construction inputs — materials, labor, and so on. Using an input deflator can mask changes in productivity, because actual output is not being properly accounted for.
For instance, assume we have a building that requires $100,000 worth of materials, and 1000 hours of labor to build. We sell this building for $300,000. Now suppose that building material prices stay flat, but we figure out a way to build an essentially identical building for $75,000 worth of materials and 750 hours worth of labor, which we sell for $225,000.
In this example, productivity has improved markedly — we’ve gotten an effectively identical building for 75% of the material and 75% of the labor required previously. However, if we used an input deflator, we’d get no measured change in productivity. Output is measured in dollars for both buildings — $300,000 for the first, $225,000 for the second — and the value of the deflator stays the same since input prices haven’t changed. So using an input deflator would make it look like we’re using 75% of the material and labor inputs to get 75% of the output. Conversely, if we got less productive — if it now took $125,000 worth of materials and 1250 hours of labor to build an effectively identical building which we sold for $375,000 — that would also look like productivity being flat, getting 25% more building by using 25% more materials and labor, rather than the decline that it is.
It’s thus important to have some deflator that can capture changes in the actual value of buildings, not merely the prices of their inputs. However, figuring out how much a given amount of construction should be valued is difficult: it’s susceptible both to the output mix problem (a sector-wide deflator needs to account for the fact that the mix of buildings may be changing), and the changing quality problem (your deflator needs to somehow capture the fact that a 1000 square foot house today is “more house” than a 1000 square foot house built in 1975 due to code improvements, more amenities, and so on).
Thus “what deflator to use?” is a perennial problem when analyzing trends in construction productivity. In his 2013 article on construction productivity, Teicholz went so far as to use seven different deflators to analyze construction productivity trends. Goolsbee and Syverson (2025) noted that much of their apparent measured decline of construction productivity was a product of the construction deflator used by the BEA, which showed a much higher rate of increase in construction prices than other deflators: since output is dollars spent divided by the deflator, this would register as a decline in construction output, and thus a decline in productivity, compared to deflators which showed a lower increase in price. Garcia and Molloy (2025) note that the Census Single Family Price Index, a commonly used deflator for single-family home construction, does not fully capture changes in home quality over time: the quality adjustments include things like increases in square footage and changes in HVAC systems, but not things like improved energy efficiency or interior finish quality. Garcia and Molloy estimate that improperly accounted for quality changes result in underestimating single-family construction productivity improvements by up to 0.8% per year.
More generally, the accounting required for accurate sector or sub-sector construction productivity estimates is very difficult. We can see this by looking at changes in KLEMS data over time. New KLEMS releases don’t merely extend the time series for existing data, but they revise and update past data. These revisions can substantially alter productivity trends. Between 2019 and 2024, revisions to the UK KLEMS data resulted in a swing from showing positive construction productivity growth between 1996 and 2016 to those same years showing negative productivity growth. Swedish data revisions showed the opposite, going from negative productivity growth using 2019 data to flat productivity growth using 2024 data.


Task-level metrics of construction productivity are immune to many construction productivity measurement problems. Because we typically have a direct measure of output (materials installed per hour, etc.), we don’t face the problem of converting an output measured in dollars, or of output mix problems that stem from combining different types of outputs into one measure. But task-level metrics have their own challenges. For one, we face the problem of how to go from task-level productivity estimates to estimates of whole building, subsector, or sector productivity. For instance, task-level productivity may be improving on average (as per Goodrum et al. 2002 and 2009), but perhaps the productivity-improving tasks are less commonly used, and the more commonly used ones are showing less growth. It seems notable that for Craftsman’s full-house estimates, only one category of task — insulation installation — improved in productivity from 1993 to 2025.
Another difficulty of task-level measures of productivity is that they’re almost universally based on estimating guide data, rather than data from actual buildings produced. But this is a relatively minor weakness, as there’s good reasons to think that estimating guide data is reasonably accurate: empirically, it’s valuable enough for construction businesses to continue to pay for it over many decades, and estimating guide data seems to largely track data from other sources. Potter and Syverson (2025) noted that RS Means estimates of city-level construction costs largely agreed with construction cost survey data, and Craftman’s task-based estimates for single-family home construction cost aligns with the average price per square foot of new home construction from the US Census.

Overall, it’s hard to be confident of any single metric of construction productivity, due to the numerous, difficult-to-resolve measurement issues at work. Examinations of construction productivity will thus often use multiple metrics. Goolsbee and Syverson (2025) consider several different productivity metrics, and Teicholz (2013) uses several different deflators to try to avoid distortions from any outlier deflators.
Conclusion
Tying this all together, what can we say about trends in US construction productivity?
We can look at trends in productivity — the amount of output we get for a given amount of input — at different levels, from the sector as a whole, to sub-sectors such as housing construction, to individual buildings, all the way down to individual construction tasks. Productivity metrics for the entire construction sector consistently show productivity either staying the same or declining over time, in contrast to other sectors like manufacturing and to the economy overall. We see these trends both in the US and in most large, wealthy countries.

Sub-sector productivity metrics also broadly show stagnant or declining productivity, though not universally. Project and building-level measures of productivity also generally show trends of stagnant or declining productivity, though most of this data is for home construction.
Task-level productivity trend estimates are, like sub-sector trends, somewhat mixed. Some task-level estimates show similar trends of stagnant or declining productivity over time, others show sluggish to modest growth depending on the collection of tasks and the time period considered.

All these estimates must be taken with a grain of salt, as it’s difficult to accurately measure construction inputs and outputs. Productivity estimates can be distorted by a variety of factors, including changes in the output mix, failing to properly account for construction labor inputs, and improperly deflating construction spending.
But these measurement difficulties are tempered by the fact that the estimates almost all point in the same direction. Most measures of construction productivity show at best very low levels of growth, far below what’s observed in the economy overall; many measures show declining productivity. We see some subsectors that may have seen periods of substantially increasing productivity (such as industrial building construction), and evidence that some individual construction tasks have gotten more productive for at least some periods of time, but overall the picture of stagnant productivity growth is fairly consistent.
1RSMeans doesn’t give individual trade hourly rates for 1954, so for the 1954-1985 period we’ll simply use the average construction wage increase over that time.


2KLEMS stands for capital (K), labor (L), energy (E), materials (M), and services (S).


3To calculate productivity using this data — specifically, labor productivity, or the amount of output we get for a specific amount of labor — we can use the “chain linked gross value add” measure, VA_Q or VA_QI in the database. Gross value-add is the value of the outputs (in this case, the buildings and infrastructure produced) minus the value of “intermediate inputs” — materials, services, energy, and other things purchased from outside the sector in question. In other words, it’s the total value that the industry itself contributes. “Chain linked” is a way of adjusting for inflation, by calculating the growth rate for one year using the previous year’s prices, then “chaining” those growth rates together. To get sector productivity, we just divide chain linked gross value-add by a measure of total labor effort in that sector. For that labor effort variable, we’ll use H_EMP, which is the total number of hours worked by “engaged persons” — employees, business owners, and people who are self-employed. For a few countries, we’ll need to calculate labor productivity slightly differently. India’s KLEMS data doesn’t include H_EMP, so we’ll use the number of employees instead. China’s KLEMS data doesn’t include VA_Q, but it does include the growth rate of labor productivity by industry, which provides the same information.



  


Notes on Complexity: A Buddhist Scientist on the Murmuration of Being


  
  
    Notes on Complexity: A Buddhist Scientist on the Murmuration of Being

    Maria Popova · The Marginalian · Feb 12, 2026 · 10 min read

  

  “You are this body, and you are these molecules, and you are these atoms, and you are these quantum entities, and you are the quantum foam, and you are the energetic field of space-time, and, ultimately, you are the fundamental awareness out of which all these emerge.”



“This life of yours which you are living is not merely a piece of the entire existence, but is in a certain sense the whole,” quantum pioneer Erwin Schrödinger wrote as he bridged his young science with ancient Eastern philosophy to reckon with the ongoing mystery of what we are.

A century later — a century in the course of which we unraveled the double helix, detected the Higgs boson, decoded the human genome, heard a gravitational wave and saw a black hole for the first time, and discovered thousands of other possible worlds beyond our Solar System — the mystery has only deepened for us “atoms with consciousness,” capable of music and of murder. Each day, we eat food that becomes us, its molecules metabolized into our own as we move through the world with the illusion of a self. Each day, we live with the puzzlement of what makes us and our childhood self the “same” person, even though most of our cells and our dreams have been replaced. Each day, we find ourselves restless miniatures of a vast universe we are only just beginning to fathom. 

In Notes on Complexity: A Scientific Theory of Connection, Consciousness, and Being (public library), the Buddhist scientist Neil Theise endeavors to bridge the mystery out there with the mystery of us, bringing together our three primary instruments of investigating reality — empirical science (with a focus on complexity theory), philosophy (with a focus on Western idealism), and metaphysics (with a focus on Buddhism, Vedanta, Kabbalah, and Saivism) — to paint a picture of the universe and all of its minutest parts “as nothing but a vast, self-organizing, complex system, the emergent properties of which are… everything.”


Theise defines the core scientific premise of his inquiry:

Complexity theory is the study of how complex systems manifest in the world… Complexity in this context refers to a class of patterns of interactions: open-ended, evolving, unpredictable, yet adaptive and self-sustaining… how life self-organizes from the substance of our universe, from interactions within the quantum foam to the formation of atoms and molecules, cells, human beings, social structures, ecosystems, and beyond.

[…]

Neither we nor our universe is machinelike. A machine doesn’t have the option to change its behavior if its environment changes or becomes overwhelming. Complex systems, including human bodies and human societies, can change their behaviors in the face of the unpredictable. That creativity is the essence of complexity.


A century after Schrödinger made his haunting assertion that “the over-all number of minds is just one,” Theise considers the ultimate reward of this lens on reality:

Complexity theory can foster an invaluable flexibility of perspectives and awaken us to our true, deep intimacy with the larger whole, so that we might return to what we once had: our birthright of being one with all.


Central to complexity theory is the notion of emergent phenomena like ant colonies, like crowds, like consciousness. Theise writes:

A distinguishing feature of life’s complexity is that, in every single instance, the whole is greater than the sum of its parts. Even if one knows the characteristics and behaviors of all the individual elements of a living system (a cell, a body, an ecosystem), one cannot predict the extraordinary properties that emerge from their interactions.

[…] 

The emergent phenomena of ant colonies do not arise because some leader in the colony is planning things. While emergence often looks planned from the top down, it is not. A simple ant line provides a good example. Ants take food from wherever they find it and bring it back to the colony. Back and forth the ants go, so efficient and well ordered it seems as though someone must certainly have set it all up. But no one did. The queen ant doesn’t perform an administrative function; she does not monitor the status of the colony as a whole. She serves only a reproductive function. There is no single ant or group of ants at the top planning the food line or any other aspect of the colony. The organization arises only from the local interactions between each ant and any other ant it encounters.


Zooming out to the planetary scale, he argues that all living beings on Earth are a single organism animated by a single consciousness that permeates the universe. The challenge, of course, is how to reconcile this view with our overwhelming subjective experience as autonomous selves, distinct in space and time — an experience magnified by the vanity of free will, which keeps on keeping us from seeing clearly our nature as particles in a self-organizing whole. 

To allay the paradox, Theise leans on a centerpiece of quantum theory: Neils Bohr’s notion of complementarity — the idea that because two different reads on reality can both be true but not at the same time, to describe reality we must choose between the two in order to keep the internal validity and coherence of one from interfering with that of the other. Inviting such a complementarity of perspectives, he writes:

The teeming hordes of living things on Earth, not only in space but in time, are actually all one massive, single organism just as certainly as each one of us (in our own minds) seems to be a distinct human being throughout our limited lifetime… Each of us is, equally, an independent living human and also just one utterly minute, utterly brief unit of a single vast body that is life on Earth. From this point of view, the passing of human generations, in peace or turmoil, is nothing more than the shedding of cells from one’s skin.


This is more than a metaphysical orientation to reality — it is a profoundly physical fact, of which cells themselves are the living proof. Furnishing the scientific affirmation of Whitman’s timeless poetic insistence that “every atom belonging to me as good belongs to you,” Theise writes:

Most of the body’s cells are continually turning over. Some cells renew over a period of years, while other types of cells are replaced every few days. So, most of the molecules (and therefore atoms) of our bodies return to the planet as well, in an endless atomic recycling and replacement. From this perspective, then, are we living beings moving around upon this rock we call Earth? Or are we in fact the Earth itself, whose atoms have self-organized to form these transitory beings that think of themselves as self-sufficient and separate from each other, even though they only ever arose from and will inevitably return to the atomic substance of the planet?



This holds true across the scale of matter, on the molecular level above atoms and below cells:

We breathe out molecules (carbon dioxide) and perspire molecules (water, pheromones) and excrete molecules (urine, feces) into the environments around us, and in turn, we eat food that we break down into absorbable molecules (proteins, carbohydrates, fats), breathe in oxygen molecules from the planetary plant mass, and absorb molecules through our skin… since every surface we touch potentially has absorbable molecules on it. While you might say that molecules are only your own when they are within your body, complementarily, there are no real distinctions between “our own” molecules and the molecules of the world around us. They move from us, outward, and come into us from the outside. At the molecular level, just as at the cellular level, each of us is in perpetual, direct continuity with the entire biomass of the planet.


An epoch after Max Planck discovered the minutest scales of existence — energy quanta — then contemplated the limits of science given the fact that “we ourselves are part of nature and therefore part of the mystery that we are trying to solve,” Theise adds:

At the smallest, Planck scales, the very smallest creations of all are wholes without parts that merely emanate from space-time and dissolve back into it like phantoms — there but not there, real but not real. Everything only looks like a thing from its own particular vantage point, the level of scale at which it can be seen as “itself,” as a whole. Above that level of scale, it is hidden from view by the higher-level emergent properties it gives rise to. Below that level, it disappears from view into the active phenomena from which it emerged.


It is difficult to consider this perspective without trembling with the question of what it even means to exist — and to cease existing. With his particular life-focused lens on mortality — as the child of two Holocaust survivors, as a gay man who survived the AIDS epidemic that killed many of his friends — Theise offers a redemptive answer:

While we feel ourselves to be thinking, living beings with independent lives inside the universe, the complementary view is also true: we don’t live in the universe; we embody it. It’s just like how we habitually think of ourselves as living on the planet even as, in a complementary way, we are the planet.

[…]

You are this body, and you are these molecules, and you are these atoms, and you are these quantum entities, and you are the quantum foam, and you are the energetic field of space-time, and, ultimately, you are the fundamental awareness out of which all these emerge, Planck moment by Planck moment.


Throughout the rest of his lucid and luminous Notes on Complexity, Theise goes on to intertwine the discoveries of Western science — from particle physics to neuroscience to chaos theory — with Eastern metaphysical traditions and his own longtime Zen Buddhist practice. Couple it with physicist David Bohm on wholeness and the implicate order, then revisit Virginia Woolf’s exquisite epiphany about the totality of being.
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By Simon Lewsen
Adrian Crook, a father of five from Vancouver, has always known what danger looks like: it’s a boxy stamped-metal contraption, with four wheels, a transmission, and a hood. When Crook was a teenager in the ’90s, his high school friend Sheri was killed in a car crash. She was coming back from a party with three friends when the driver lost his bearings and wrapped the vehicle around a pole. Over a decade later, in 2006, Crook’s grandmother was walking home from a shopping mall in Burnaby, British Columbia, when a truck ran her over at a crosswalk. She went into a coma and died in hospital.
Crook’s first son was born two months after that accident. From that moment, Crook carried the certainty that if the boy met an early death, it would almost certainly involve a car. This was a simple matter of statistical probability. In Canada, vehicular accidents are, by far, the leading killer of children and teens.


You can’t share stories from thewalrus.ca on Facebook or Instagram because of Meta’s response to the Online News Act, but you can share this Substack article there


Crook and his wife had four more kids, before separating in 2013. She found a house in North Vancouver, and Crook, who hated suburbia, rented a three-bedroom condo across the inlet in downtown Vancouver. As a freelance video-game designer, he made his own hours and, in his spare time, threw himself into projects for his children. He commissioned a custom dining table large enough to seat all five kids plus their friends, and he converted his condo storage room into an art space. Often, he’d dress his kids in matching pinnies so he could see them easily, then take them out for a downtown adventure—a play session at a jungle gym, a walk by False Creek, or, on special occasions, a trip to a local diner, which served deep fried Mars bars.
Crook owned a car but avoided driving: he views it as expensive, dirty, and dangerous. To get around, he and his children relied on transit, which worked fine for summers and weekends. The problem was weekdays, when his four oldest kids went to school near their mother’s home. For the first two years, he drove them. Then he stopped—unwilling to keep relying on a car—and began riding with them on the bus, a forty-five-minute haul across two routes. Crook made the trip morning and afternoon. “It took a three-hour bite out of my day,” he says.
To him, accompanying his children seemed pointless. The kids, by then aged six to ten, were consummate transit users. They were on a first-name basis with the bus drivers and knew the routes so well they could do them blindfolded. Plus, they travelled in a pack, with cellphones that tracked their movements. Did Crook really need to be there?
In early 2017, he decided to opt out. He gave his kids lessons on transit safety and did a few trial runs, with him sitting at the back of the bus, silently observing them. Then he let them do the trip on their own. They returned from school triumphant. Crook was elated too. “Kids feel empowered when they get to navigate the world,” he says. At last, he had his workdays back.
His victory was short lived. In the spring of 2017, Crook got a call from a social worker with BC’s Ministry of Children and Family Development. Somebody had spotted his kids on the bus and notified the department, triggering an investigation. The ministry’s view was that children under ten should be watched by someone at least twelve years old. In late April, Crook sat down in his living room with a government-appointed social worker, who assailed him with questions: Why wasn’t he with his kids? Couldn’t he drive them to school? Did he really think a seven-year-old was safe riding the bus without an adult?
The social worker visited the kids at school and interviewed each of them. She and a colleague also continued to speak with Crook. He says he asked them for specifics about the supposed dangers his children faced. Their answers struck him as either preposterous (Was it even possible, he wondered, for a kidnapper to whisk one of his kids away without the others raising a hue and cry?) or banal (If a bus was delayed and his children were forced to wait at a street corner, so what?).
To defend himself, Crook appealed to data. He cited a 2013 study that analyzed crash risks according to mode of travel and showed, overwhelmingly, that bus passengers are the safest travellers on the road. (More recent research has bolstered this conclusion, including a 2018 study that examined the ten Montreal bus routes with the greatest number of injuries and found that the risk of injury for car occupants was nearly four times higher than for bus passengers). Riding a bus, in other words, is far safer than travelling by car. The ministry, Crook argued, was asking him to increase his children’s risk exposure. And they were doing it in the name of safety.
The conversations, he says, went nowhere. When Crook spoke statistics, the social workers spoke vibes. Didn’t he just know his kids were too young to be left alone? In desperation, Crook asked the query that weighed heaviest on his mind: Had he done anything illegal? A social worker explained that questions of legality weren’t the only issues at stake. The ministry was enforcing a guideline, not an actual law—but in practice, that distinction seemed to make little difference. To Crook, the message was clear: We don’t necessarily think you’re a criminal. But we still might think you’re a lousy dad.
When I became a parent, over three years ago, I found myself asking questions similar to the ones Crook wrestled with—about danger and reward, independence and safety. What risks, I asked, would I let my daughter take? What parenting norms would I break? And what would other people think of me?
As an elementary school kid in the ’90s, I lived much of my life away from the gaze of hovering parents. My best friend and I would walk to and from school together. On weekends, we’d bike around our suburban Toronto neighbourhood. We’d search for abandoned properties to explore or bring shovels to the nearby ravine to dig for God knows what—buried treasure, I guess, or bodies. In my friend’s basement, we’d grind charcoal, then mix it with sulphur and potassium nitrate to make gunpowder, which we’d stuff into homemade fireworks. Our world felt rich and mysterious. We saw ourselves as swashbuckling adventurers, not the prepubescent rugrats we so clearly were.
As the world has come to seem scarier, the tech industry has found ingenious ways to draw kids indoors, and offline spaces have emptied.

The culture has changed, and our perception of danger has too, because we know so much more about it. Schoolyard bullying, we now see, can do real emotional damage—much as concussions, which we once brushed off as minor, can have lasting neurological effects. We no longer see kids on milk cartons, but we get loud, piercing Amber alerts by phone, reminding us, at any hour, that another child is missing. As the world has come to seem scarier, the tech industry has found ingenious ways to draw kids indoors: iPad games that are micro-targeted to every age level, YouTube channels with unlimited slop. And so the offline spaces where kids once congregated have emptied out.
In her new book, 10 Rules for Raising Kids in a High-Tech World, Jean M. Twenge—a leading US psychologist studying generational change—catalogues the differences between childhood today versus childhood four decades ago. “While 10-year-olds once had the free range of their neighborhoods, many kids these days are not allowed to go anywhere by themselves,” she writes. She later adds, “While 13 was once considered old enough to be a babysitter, many now think 13-year-olds need a babysitter.”
Twenge’s description resonates. In the residential Ottawa neighbourhood where I now live, I rarely see kids playing pick-up sports or roaming the streets in packs. The adventure playgrounds of the ’70s—with their hammers, nails, and planks of wood—have been replaced by prefabricated climbing structures with catalogue-ordered parts. In Ottawa, these contraptions have notices on them telling parents to supervise their children’s play. The parents obey, following a foot behind their kids and issuing instructions in that cloying voice adults use for babies and animals.
Is any of this healthy? When my daughter was born, I promised myself I’d do things differently. Together, she and I constantly search out new spaces to explore—ravines, splash pads, brew pubs with big outdoor patios. I let her wander as far as she wants to, so long as she doesn’t go near roads or escape my peripheral vision.
Frequently, my daughter and I travel to Toronto by train. I refuse to anesthetize her with a screen for the entire ride. Instead, she runs up and down the aisles, climbs into the baggage compartments, and has imaginary tea parties with her stuffed animals on the vacant seats. On winter days in Ottawa, we go to the National Arts Centre, which often leaves its lobby and mezzanine open to the public. One time, we broke into the empty theatre, likely because custodial staff had neglected to lock the door. I watched my daughter roam the hall, her journey illuminated by a ghost light on the proscenium stage.
My hands-off approach to parenting gets mixed reactions from other parents. Some praise me. Some are fascinated by my toddler, who strides through public spaces, arms swinging confidently. Others are appalled. In the fall of 2024, my daughter fell from a climbing structure. I was reading on a nearby bench and didn’t realize that the crying I heard was coming from her. After about thirty seconds, I looked up, saw what had happened, and came running. My daughter calmed down in my arms, but another parent at the park was furious with me.
She told me to take my daughter to the ER and request a cognitive assessment for brain injury. I ventured that the accident had been minor, since the ledge from which my daughter had tumbled was a mere foot and a half above the ground. The woman said that I was in no position to judge the fall since I hadn’t actually seen it. “We have different parenting styles,” I offered, trying to defuse her anger. “This isn’t about parenting styles,” she shot back. “This is about neglect.”
Like many journalists, I have a thick skin, but this stranger’s words destroyed me. For a week, I walked around in a funk, wondering if she’d seen something in me that I’d failed to see in myself. In the future, when I ran into her at the park, I stood close to my daughter, performing attentiveness. I feared another blow-up or a call from child services.
A year has passed since then, and I can now more clearly see the obstacles to my preferred style of parenting. Even peers who agree with me are hesitant to do things my way, because they dread the social and emotional costs. If you’re a “free-range” parent—someone who gives their kids room for independence and autonomy—you’re going to get chastised by random busybodies. When that happens, a voice inside you will ask, What if the busybodies are right? Danger, after all, is real. And on the other side of danger? Unimaginable loss. Who on Earth wants that?
If I could detach from emotions and focus on data, I’d probably feel less internally conflicted about my approach to parenting. As I understand it, the science has my back. Today, across the world, researchers in education, pediatric health, and developmental psychology are making the strongest case yet for childhood independence and risk. Some entered the field in the 1990s and 2000s, when safety culture was coming into vogue and their ideas were pushed to the margins. They are now part of the establishment: the agenda setters, the influential thinkers, the voices shaping their fields. They’re trying to shift norms in the larger world too.
Research reveals that children allowed to wander alone play longer, burn more energy, and build richer social lives.

Why might safety culture harm young people? One answer is that it suppresses spontaneity. Chaperoned kids are less likely to do things they probably should be doing. Research from University College London reveals that children allowed to wander alone play longer, burn more energy, and build richer social lives than “sedentary, house-bound peers.” Researchers at the University of Bristol found that ten- and eleven-year-olds trusted with wider roaming rights were vastly more active, especially on school days, than those kept close to home—shrinking freedom, it seems, helps explain shrinking fitness. In 2010, researchers in Sydney, Australia, outfitted the playgrounds at twelve local schools with car tires, milk crates, and weighted boxes. These objects created mild dangers—they could be dropped, thrown, or stacked into rickety climbing structures—but they also got students moving: physical activity levels increased by 12 percent.
The benefits of free play go beyond friendship and exercise. One might view childhood as a kind of rehearsal for adulthood. By this reasoning, when adults intervene unnecessarily in children’s lives—supervising their play, mediating their disputes—they effectively call the rehearsal off, increasing the odds that things will go poorly later on.
Even the school playground may be a site where adult life skills are formed. In a forthcoming study, Mariana Brussoni, a health scientist at the University of British Columbia, found that kids more prone to engage in risky scenarios—that is, thrilling and exciting forms of play, with a real chance of injury—were better at navigating a virtual-reality road-crossing game than their peers. They made faster decisions about when to cross, with fewer near accidents. Low-stakes risk taking on the playground, Brussoni theorizes, may help build up the instincts and intuitions needed to avoid serious injury throughout our lives.
Of course, childhood isn’t only about skills acquisition. It’s about developing cognitive capacity and mental resilience too. This is where the benefits of independent play may be most powerfully felt. It’s a near consensus among researchers that, when young people are given space to manage conflicts independently, they build up an arsenal of cognitive aptitudes—empathy, tolerance, self-reliance.
Relatedly, a study out of the University of Colorado Boulder and the University of Denver shows that children who engage in unstructured activities tend to have better executive functioning—a suite of cognitive skills that includes planning, self-control, and flexibility—relative to children whose time is regimented and monitored. Good executive functioning, moreover, contributes positively to a variety of life outcomes, from higher earning potential to greater longevity.
Some of the most promising new research is in the area of childhood independence and mental health. In the mid-2010s, Helen Dodd, a child psychologist at the University of Exeter, was watching her own children play when she had a novel thought: Isn’t play basically a form of exposure therapy? For around two decades, Dodd has helped young people with extreme anxiety. Treatment often involves some form of therapy whereby the patient goes out and does the very thing they’re afraid of doing. A young person with social phobia, for instance, might go to a party or strike up a conversation with a stranger. The logic is simple: you conquer fears by facing them.
Dodd realized that a rich play environment—at least when it’s not overregulated by hovering adults—is a terrain of risk: failure, injury, social rejection. Perhaps we seek out risky play as kids because it familiarizes us with uncertainty and also with our capacity for adaptation. “If parents just got out of the way during playtime,” Dodd reasoned, “children might learn to handle anxiety on their own.”
She has since reoriented her research to focus on this theory. She surveys parents of children aged two to eleven—and, where age appropriate, the children too. Drawing on established research protocols, she asks questions like: How many tantrums does your kid have per week? How long are the tantrums? Does your child have prolonged periods of extreme isolation or withdrawal? Are they anxious about doing things that other children consider fun? The results suggest that young people who engage in risky play are less likely to exhibit signs of anxiety or depression. Dodd is now working on a randomized control trial, in which four schools will embrace risky play and four will not. “Resilience,” she theorizes, “is a muscle to be trained.”
This line of thinking requires us all to reframe our understanding of childhood risk—to see it as both a hazard and an opportunity. When she was coming up in the ’90s, Brussoni, the UBC professor, found herself out of step with her peers. The field of pediatric public health came to be dominated by epidemiologists who noted that the primary cause of childhood injury was falls from playground equipment. The trend was reinforced by ER physicians who were routinely treating children with serious injuries. When you’ve witnessed trauma like that, you naturally want to eradicate it from the world. Still, Brussoni thought that this goal was untenable—and harmful too.
She favours a more evidence-based, expansive understanding of risk. Car accidents, suicides, and opioid use are among the leading causes of death for kids. But other hazards take up more room in our imaginations. Pregnancies, violence, criminal delinquency—these phenomena are vastly less prevalent among teens and tweens than they were a generation ago, perhaps because of lower levels of lead poisoning and its behavioural effects, decreasing rates of child sexual abuse, and the widespread availability of contraception.
In BC, where Brussoni lives, only 241 of the province’s roughly 700,000 children, on average, were hospitalized annually for playground injuries between 2002 and 2023. The vast majority of these injuries were broken bones. In the twenty-first century so far, says Brussoni, the available data suggests only two children across the country have died from such accidents. Stranger abduction, meanwhile, is so rare its probability is estimated at one in 14 million. In cases of abduction, the culprit is almost always a person the child already knows. And those Amber alerts on our phones? The vast majority of missing children reports are the result of young people running away.
Is it heartless to say that the rates of playground deaths and street abductions are already as low as we might reasonably want them to be? It’s probably also true. “I’m a population-health researcher, so I look at the big picture,” says Brussoni. “I’m not looking at any one kid with exceptionally tragic circumstances, although I have great sympathy for that kid and their parents.” An anomalous tragedy is just that—a tragedy. And an anomaly. Sound health policy isn’t based in random statistical outliers. Neither is sound parenting.
It’s one thing to agree with this argument; it’s another to live by it. People adjusting to the idea of free-range parenting can struggle, as I do, with fear and self-doubt. To get over it, they seek new ways of thinking.
Heidi Bergstrom, an accountant and parent of three in Camrose, Alberta, became a proponent of risky play after her husband, Gregory Doll, a phys-ed teacher, attended a conference session on the subject. Bergstrom is risk averse by nature, but she keeps her protective instincts in check. In summer, she and Doll allow their two oldest, aged eight and six, to explore a nearby walking path independently while staying within a one-kilometre radius. The kids are well versed in road safety and travel with walkie-talkies, which sometimes go out of range.
Bergstrom doesn’t know exactly what they get up to on their rambles, but she says that they always return energized and elated. “Of course, the whole thing makes me nervous,” she admits. “But I remind myself that, by letting them have autonomy now, I’m protecting their future selves.”
In moments when parental anxiety threatens to overwhelm her, Bergstrom thinks back to her most joyous childhood memories—the afternoons spent jumping into haybales, wading in ponds, or setting off down a slough on makeshift rafts assembled from junk. “I was happiest,” she says, “when I was outside with friends, without adults around. My children need to make similar memories.”
Lauren Jane Heller, an executive coach and mother of two, had, in some ways, a less idyllic childhood than Bergstrom’s. She was born in South Africa, where she spent part of her formative childhood years, along with extended stints in Toronto. In Cape Town, where she and her family lived in the ’90s, muggings at gunpoint were rampant. The homicide rate was higher than in most other places on Earth. Heller’s grandmother was murdered in a violent home invasion.
When Heller was fourteen, her family returned to Canada, and she was struck by the similarities and differences between her two homes. Montreal, where Heller eventually settled, was a thousand times safer than Cape Town, yet people still talked as if danger lurked around every corner. If a child was abducted and killed anywhere in the country, the incident would dominate the news cycle for months. “I remember thinking, Isn’t it amazing that Canadians can afford to freak out about one kid?” says Heller.
As a new mother in the early 2010s, Heller lived with her husband in Pointe-Saint-Charles, a gentrifying neighbourhood southwest of downtown Montreal. She tried to conform to the vigilant parenting norms of her Canadian community, but these practices frustrated her. “I remember sitting in the park watching my kids play,” she says. “I kept thinking, This is so dumb. Why do I have to be here?”
In 2015, the family moved to a new home one block from the old one. Across the street was a couple with four kids and a parenting ethos similar to Heller’s. Soon, her kids, aged six and three, were roaming the neighbourhood with the children from across the road, aged eleven, nine, seven, and five. “The older two girls were sweet and helpful, and they loved my kids,” says Heller. “I trusted them. We live in a densely populated community. If anything went wrong, they’d find an adult to help out.”
Today, Heller’s children, both teenagers, take the metro to school—and to hang with friends, who live all over the city. “They’ve been asked for drugs,” says Heller. “They know what used condoms look like. But they’ve surely seen worse things on TV.”
If there’s anything unusual about her children’s upbringing, she argues, it’s the degree of security they enjoy. “One of my kids is trans, and the other is thirteen but dresses like a twenty-year-old punk rocker,” says Heller. “And yet they feel secure. Isn’t this evidence that we’re succeeding as a society?” Heller believes that safety, like all forms of privilege, goes unacknowledged and unappreciated by those who possess it.
That doesn’t mean she never worries. Every free-range parent I spoke to for this piece told me—albeit not in so many words—that they manage their safety concerns by invoking that old adage about changing the things you can’t accept and accepting the things you can’t change. Risk is an essential part of life, they reason, but you can still distinguish between necessary and excessive kinds.
Jeni Marinucci, a writer and editor from Milton, Ontario, remembers when her youngest child first discovered the power of fire. The family was on a camping trip when, one morning, she felt warmth at her back. She turned around to see her four-year-old son standing over a fire and smiling with Promethean glee. With a stick, he’d dug up glowing embers from the evening before, then stoked them with leaves and twigs.
How should she respond? One option was to scold her son, then vow to keep a closer eye on him going forward. But an interest in fire, she reasoned, is linked to a broader sense of curiosity about the world. Isn’t that a virtue? “We need fire when camping,” she told her son. “Do you want to be the fire chief? If so, you also need to be the fire safety chief.”
The distinction between risk and recklessness is sacred. But there’s no fail-safe way to ensure you’re on the right side of that line.

She bought him protective gloves, goggles, tongs—even, eventually, a Zippo lighter—and taught him everything she knew about fire management. In an era when young men are disappearing into bedrooms and internet forums, her son remains fascinated by the tactile, physical environment. When he was eleven, he built a homemade kiln to fire clay he’d dug up in the backyard. Now, he’s twenty-one and a trained blacksmith, volunteering at a real-life smithy run by a local historical society.
For Marinucci and other free-range parents, the distinction between risk and recklessness is sacred. You embrace the former and avoid the latter. But as everyone knows, there’s no fail-safe way to ensure you’re always on the right side of that line. And so you trust your instincts and make peace with an uncomfortable fact: things can go horribly wrong, even if they likely won’t.
Nathan Whitlock, a parent of three in Hamilton, Ontario (and a contributor to The Walrus), remembers the time he climbed a waterfall on the Niagara Escarpment with his preteen daughter. For half an hour, they scrambled along mossy rocks, grabbing hands for stability, until, suddenly, they were looking out at the world from forty feet up. The memory is one of Whitlock’s favourites. But the adventure didn’t have to turn out so well. “I remember thinking, What if she slips and falls?” Whitlock says. “This is either the best parenting decision of my life or the worst one.”


	My Job as a Parent Is to Make My Kids’ Lives a Little Harder

	How Do You Know When Your Kids Have Outgrown You?

	Why We Need Car-Free School Streets




The work of parenting, as I understand it, is not to shield kids from risk but rather to help them navigate a world of countervailing risks. The dangers of free play—injuries, bullying, peer pressure, substance abuse, the possibility of getting lost or mugged while roaming the neighbourhood—are real. But they’re offset by other dangers: depression, anxiety, isolation, the negative cardiovascular effects of a sedentary lifestyle, and the developmental costs that come from a lack of familiarity with danger. Parenthood is an unwinnable game. We’ll be better at it if we accept this fact.
I wish our culture did more to support free-range parents. Recently, we’ve taken modest steps in that direction. In early 2024, the Canadian Paediatric Society set out its position on risky play, which encouraged “thrilling and exciting forms of free play that involve uncertainty of outcome and a possibility of physical injury.” Newly opened playgrounds, from Vancouver’s Charleson Park, with its pirate ship decked out in climbing nets, to Toronto’s Biidaasige, with its ziplines and water pumps, hark back to the ’70s, the golden era of children’s play. We need more of that.
In 2018, the state of Utah passed North America’s first free-range parenting law. The bill clarifies that child protection agents cannot investigate parents merely for allowing kids to walk, play, or wait in a car unsupervised. As of summer 2025, ten other states have passed similar bills. In Canada, we could do the same. At the very least, we could put more government resources into making Stay Safe—a safety-training program devised by the Canadian Red Cross and targeted to kids—widely available. In doing so, we’d shift the burden of child safety, ever so slightly, from adults to children, who are capable of doing some of this work themselves.
Ultimately, though, a change in parenting practices must come from parents. This means reckoning with the psychological barriers that prevent us from giving our children the space they need to play and grow—barriers that are, perhaps, more complicated than I originally thought they were. Yes, a fear of abduction or injury is holding parents back, but so too is another, more deep-seated, anxiety.
Last September, I was at the National Arts Centre again with my daughter, when I realized I had to pee. “Come to the bathroom,” I told her. She responded, as usual, with an authoritative no. “You go peepee,” she told me. “I stay here.” I didn’t feel like fighting. So I left her for two minutes, believing that she’d be fine.
When we follow kids at the playground and accompany them at job interviews, we shore up our centrality in their lives. We do it for us, not them.

The next morning, I nevertheless felt weird about my decision, not because things had gone badly but rather because they’d gone well: my daughter had enjoyed two minutes of complete autonomy in the middle of a bustling city. It was a victory that presaged greater victories to come—and greater losses too. Someday, she’d be able to spend hours or even days on her own. Those two minutes of freedom were the beginning of a gradual process of separation, exhilarating for her, devastating for me.
Helicopter parenting isn’t only about risk aversion. When we overprotect our kids—when we follow them at the playground, chaperone them on social outings, and accompany them at job interviews—we shore up our centrality to their lives. This tendency may feel benevolent, but it’s probably damaging. And let’s not lie to ourselves: we do it for us, not them.
After a nearly two-month investigation, the Ministry of Children and Family Development found that Crook’s children were unsafe on transit, noting, as well, that Crook’s ex-wife did not approve of his kids travelling to school on their own. (Unlike Crook, I’ve been lucky, as a free-range parent, to have the complete support of my co-parent and extended family.) The ministry set new rules for Crook: he was now forbidden from letting his younger kids out of sight for any amount of time until they turned ten. To comply with the order, Crook mostly kept his children indoors. He resumed the daily commutes to and from school.
He also petitioned the ministry to review the order. They left it in place, as eventually did the Supreme Court of British Columbia. It would take three years—and roughly $70,000 in legal fees, most of it crowdfunded—for Crook to finally have the decision reversed. That happened in 2020, when the Court of Appeal for British Columbia determined that the ministry had overstepped its mandate.
In a sense, Crook had beaten the charge of being a lousy dad. But what was his reward? The same painful outcome that parents who raise healthy, independent kids all eventually face. Crook’s oldest son recently left the Army Cadets, which had him living on bases across the country, and is starting post-secondary studies. His oldest daughter is studying media at university. His middle and youngest children, both boys, are gym rats and rugby players; they live with their mother, close to school. Crook’s youngest daughter, a budding athlete and student council rep, still lives with him, but her calendar is jammed with social and extracurricular activities.
In short, everything worked out fine. In a world in which many kids are homebound, lonely, and struggling to launch, Crook has helped raise five confident children with rich, autonomous lives. The upshot, for him, is a rapidly emptying nest. His children call when they can, but they have other priorities on their minds and other relationships to manage. “I sometimes get sad,” says Crook. “But parenting is about making your kids not need you.”
Simon Lewsen writes for Maclean’s, Toronto Life, and Report on Business. He teaches at the University of Toronto.
Anson Chan is an illustrator based in Markham, Ontario. His work has appeared in Reader’s Digest, Narratively, and Medium.
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    Who's queuing to buy London's gold bars?

    Michael Macleod · London Centric · Feb 12, 2026 · 17 min read

  

  I’m aware that sometimes the news can be a bit… much. After we published our “Confessions of a London fake news TikToker” piece this week, one reader got in touch to say it was “brilliant reporting” but they’d just “lost all faith in humanity”. 
So, today we’ve got something a bit lighter as our main story – a look at the curious collection of Londoners, ranging from welders to music producers, who have been rushing to buy physical bars of gold at central London locations in recent weeks. Scroll down to read that.
That said, I’ve spent the last few months investigating online content creators who make big money from inaccurately talking London down for a series of forthcoming pieces. I’d love to hear if you’ve got a story about a friend or acquaintance – whether in the UK, or around the world – who has raised baffling concerns about life in the capital after overdosing on online videos. Please do send me an email or a WhatsApp with your story. And thanks to all the paying subscribers who fund our reporting.


Before we move on, SmartLet, the estate agency at the centre of our TikTok investigation, has asked us to reiterate once again to all London Centric readers that they find the videos secretly filmed inside their client’s properties to be “repellant”. They have also asked us to emphasise that their former viewing agent, who they hold responsible for the videos, was a contractor rather than on staff.


So, when will it stop raining?
London Centric was walking through Soho on Wednesday afternoon, checking the tax status of a newly-opened American candy shop, when we spotted one of the rarest sights in the capital this year – a glowing orb in the sky. The vision lasted about ten minutes before vanishing back into the drizzle.
We phoned Professor Liz Bentley, chief executive of the Royal Meteorological Society to ask about the capital’s never-ending rain and to find out if London will ever be dry again.
Bentley had some home truths to deliver. While London has had more wet days than normal in 2026, she said that the “total amount of rain actually isn’t that exceptional”. Instead, what’s unusual about the capital’s weather is how persistent the drizzle has been: “It’s been light rain that’s enough to wet you, but not lots of heavy rain that would cause flooding problems across London.”
While the weather is forecasted to let up this Saturday, with Londoners set to be briefly reacquainted with the sun, Bentley warned that will only be a “very brief respite” before we return to “what we’ve had for the last few weeks”.
All the umbrellas in London
The problem, she says, lies with the jet stream. This band of strong winds, which sits 30,000 feet above our heads and directs weather towards the UK, has sucked in other weather systems from the Atlantic, bringing with it an unsettled spell of weather.
At the same time, an area of high pressure across continental Europe has meant that low pressure weather systems coming off the Atlantic have been getting stuck over the UK. “They just sit on top of the UK and these bands of rain just circulate round them,” explains Bentley.
Meanwhile, climate change is also making this the new normal. “As temperatures warm, the atmosphere can hold more moisture, which means that we’re going to see wet winters,” Bentley said.
Cities like London aren’t necessarily designed to deal with constant rain, with the endless drizzle meaning that “things just don’t dry up”, drains get blocked, and some surfaces in public places such as railway stations are becoming dangerously slippery. That’s not just for the capital’s infrastructure, but for the soul. Long, grey days without the sun can impact our wellbeing, she said: “Science has shown that when the sunshine is out, our well-being [and] our happiness is much higher.”
When will the rain end? While a daily forecast looks 14 days ahead, meteorologists also produce seasonal reports that look three months ahead. The boss of the Royal Meteorological Society is not optimistic about any let-up before April: “We’re going to see wetter than average conditions.”


Preposterous property of the week

This ten-bedroom property in Hampstead Garden Suburb, north London, was completed in 2025. It’s being marketed to those who want a “discreet and secure” home with the option for 24-hour private security protection and the occasional visit to the nearby golf course.
Some property developers think that decorating every surface in a baroque style could limit a house’s potential appeal. Those property developers are cowards. As the estate agent puts it in the listing: “Gold leaf detailing, gilded stucco and intricate murals bring Versailles-level drama to every room.” Yours for £17.95 million.


An Ilford wind blows nobody any good
London MP Wes Streeting has, without anyone really asking, released a large number of his private WhatsApps with Peter Mandelson. Among other things they reveal Streeting expressing concerns he will lose his constituency of Ilford North, which he only just held by 528 votes at the last general election, to a pro-Gaza independent – and that Labour is in for a kicking at the forthcoming council elections in his local borough of Redbridge.
“I fear we’re in big trouble here - and I am toast at the next election,” he tells Mandelson in one message. “We just lost our safest ward in Redbridge (51% Muslim, Ilford S) to a Gaza independent. At this rate, I don’t think we’ll hold either of the two Ilford seats.”
If Streeting were to become Labour leader and therefore prime minister, expect this to add to the internal party speculation we’ve reported before that he could switch to a safer seat elsewhere in the capital.




“Armageddon fund”: The Londoners queuing to buy physical gold

By Conrad Quilty-Harper, editor of Dark Luxury, writing for London Centric
The St James’ Street showroom of Sharps Pixley, the capital’s most prominent gold dealer, usually sees about 20 customers a day walk in off the street. At the moment it’s more like 200 people a day – ranging from music producers to welders – who are walking down the road behind the Ritz and into the showroom. 
For the first time since the pandemic, Londoners are queuing to buy gold – even though the precious metal just suffered the biggest price crash in 40 years.
The clearest sign that things are not normal in the Sharps Pixley showroom is that it’s nearly 3.30pm, and Bruno Garcia on the front desk still hasn’t taken a bite of the sandwich he bought for lunch. He’s too busy moving back and forth between the electronically-timed security door guarding the gold and the front counter, a journey his battered leather shoes make hundreds of times a day.
Bruno’s sandwich remains untouched because at the end of January the price of gold soared above £4,000 an ounce for the first time in history, sparking an extraordinary buzz around the precious metal. Within 24 hours, it had fallen off a cliff. The one-day price drop of 10% is the kind of volatility more associated with meme stocks or crypto than one of the world’s oldest stores of value. 
“Are you buying or selling, sir?” Bruno asks each new arrival. 
“Buying,” comes the reply, eight or nine times in the space of 40 minutes or so. Don’t these Londoners know what’s just happened to the price?

Across London, it appears to be a similar story. Direct Bullion, the dealer endorsed by Nigel Farage that’s based above the nearby Green Park tube station, was so busy when I called last week that the background chatter made it hard to hear. Chards and Hatton Garden Metals are warning of delays in shipments and queues, while J Blundell & Sons, one of the oldest goldsmiths in London, were too busy to speak to me on the phone.
Although the team at Sharps Pixley are not used to gold behaving like a volatile stock, it’s probably good for business. The company, which recorded £169m in turnover last year, takes a commission on every transaction. The more volatility, the more transactions, and every transaction means a cut for the house. For the smallest amounts, the markup can be an eye-watering 25%.
Giles Maber, the firm’s sales director, offers Bruno another sandwich, unaware that’s he’s still trying to eat the previous one. “I’ve got one there I’ve been trying to eat for two hours,” Bruno says, as he lets another customer in. 
Bruno’s job is a mix of a bank teller, bouncer, maître d’ and air traffic controller. He, along with his colleague Tomasz, manage the door, the security and, increasingly, the emotions of the customers who have decided that the correct response to global financial chaos is to buy physical gold, silver and platinum.


“Everyone walks in the first time, looks at him and thinks he’s going to be bad cop”
Inside, the scene is something like a modern day version of the bank in Mary Poppins. Light jazz plays in the background, there are copies of the Financial Times and Money Week on a nearby table and light boxes around the room display gold sovereigns and 1kg silver bars. An iPad on the front desk shows the website with live prices which are likely to change before you reach the cashier. 
There is no limit on the size of the gold order, big or small. Anyone can walk in off the street and buy tiny half gram bars of gold which cost about £100, all the way up to multiple orders of 1kg bars which cost over £100,000, at the time of writing. It just needs to be in stock.

The central London location of Sharps Pixley’s showroom, just around the corner from the Ritz and St James’s Palace, is designed to enhance its credibility with both locals and customers who are visiting the capital from around the world. The firm traces its roots to 1796, when the original Sharp name was established. In 1957, two of London’s “Big four” bullion brokers merged to form Sharps Pixley, one of the founding members of what became the London Bullion Market Association. Today, the brand name is owned by a Swiss family office, Degussa Group, one of the largest sellers of gold in Europe. The name, the St James’s Street address, the security on the door and the glowing yellow lights inside are all meant to signal the importance and the trustworthiness of this London outpost in a vast global trade.
The customers are a cross-section of London life. A smart man in a double-breasted navy suit and black turtleneck arrives with a friend in a puffer jacket, who both discuss “the AP” which they want to buy, an Audemars Piguet watch which can cost thousands of pounds. Two Chinese women come in together, one carrying a leather Louis Vuitton holdall and a paper M&S bag. She browses the FT while her friend rings up an order for £40,801 worth of gold at the counter. Bruno greets a man in a fake fur jacket with “bonsoir monsieur,” who then disappears downstairs to his safe deposit box after scanning his fingerprint.
Every few minutes, the cashier Nicole’s voice crackles over the intercom. “Cash or card?” “Ten ounces?” “Six Britannias.” The numbers sound abstract until I realise that the man in muddy Hoka trainers, Polo Sport sweatpants and a hoodie who was just sitting next to me is about to walk away with six gold coins worth more than £20,000. And these are just the customers who are in the lobby. I’m told much bigger deals are being done in the closed conference rooms which surround the showroom, and even bigger still over the phone.

Bruno, the man at the door, is half-Mexican, half-English, and grew up in Miami. He has a clipped English accent that sounds like it came from a British boarding school. Tall, dressed in a grey suit with braces, wearing aviator-style spectacles with a strong prescription, he uses charm and learned psychological tricks to calm often-wealthy customers, who are used to getting everything they want. He adapts the speed of his walk to the door, sometimes giving himself more time to assess customers. If they make it in, they are smoothly guided to a seat, coddled by his deferential language, finding themselves calmed, seated and happy to wait 20 minutes or more to access the counter.
Tomasz, his shorter and brawnier Polish colleague, wears a blue suit and black tie, and looks like a nightclub bouncer, which he used to be. He says he feels more comfortable with the uniform look. I tell Tomasz that I am slightly intimidated by his appearance, and ask if this is intentional. Bruno interjects. “Everyone walks in the first time, looks at him and thinks he’s going to be bad cop… but he’s lovely,” he says. On the occasion that a customer does cause trouble, Bruno says, “I’m much quicker to be a prick to someone if they’re being that way.”


“A bit of a conspiracy theorist”
They need to keep their wits about them, because together Bruno and Tomasz must distinguish between nervous first-time buyers, seasoned regulars, the occasional chancer who won’t make it past the security door, and criminals, who they know are out there. “In my opinion, we’re the only ones who do this properly anymore with the level of security and service,” Bruno says. That service and security is what a lot of the customers are here for. Anyone in the showroom can easily buy “digital gold” for a tiny fee on any digital trading app. Instead, they pay up to 50% in “premiums” to get their hands on physical gold and silver.
These Londoners are not just buying a commodity, but a belief system. And their belief system requires something you can hold (and hide), and something that exists outside the digital world, which they do not trust. Despite, as I am to learn, the fact that many of them do trust some rather questionable digital news sources.
A smartly dressed man in a wheelchair enters the showroom. He is happy to talk, telling me he is “a bit of a conspiracy theorist.” He’s here to buy some more gold because he fears the imminent arrival of Central Bank Digital Currencies and 15-minute cities. “They’ll be able to track everything,” he says. “If you say the wrong thing and your social credits go down, or you spend too much on meat and go past your CO2 limit, you won’t be able to buy any more meat that month.” Owning physical gold is his “side hustle,” and his act of defiance against this imagined dystopian future. 
He gets his information about the gold market from an anonymous AI avatar on X, the service formerly known as Twitter, called “AG Asian Guy.” 
“It’s an AI voice and image, but obviously what he’s saying is scripted. No-one knows who he is, but he seems very accurate. He seems to be very well informed,” he says.
Then there’s the young welder in dungarees who walks in and buys a one ounce gold coin with a wad of cash from his paycheck. Nicole feeds 192 notes through the counting machine, the sound of which crackles and whirrs through the intercom. “I don’t trust my money in the bank,” he says. He plans to put the gold coin he’s buying today, worth about £3,800, under his pillow along with the other one he bought a few weeks ago. The two coins amount to about half of his savings.


“Armageddon fund”
Not everyone is a buyer. An electronic music producer with greying hair and stubble is here to sell £10,000 of gold from what he calls his “Armageddon fund,” which he started just in case he needs to get out of London in a hurry. He started buying gold six or seven years ago, sweeping any cash in his savings over the government’s £85,000 compensation limit into the precious metal. He says this helps him sleep better at night. “Just in case the banking system collapses, I’ve got something small that has some value to help the family survive,” he says. The fund has grown so large in recent weeks that the value has become a worry. He plans to put the cash into Bitcoin.
Tomasz has been on a journey from skepticism about these customers, to a place that appears to be one of weary acceptance. “A few years ago I saw all these people buying silver and I thought, ‘Hmmm’. But now I think, what do I know?” It’s a sentiment that hints at the power of the belief in physical metals held by the customers who walk through the door each day. “I’ve got young children,” says Giles Maber, Sharps Pixley’s sales director, “and trying to explain to them my job, you can only really tell them that we deal with treasure on a daily basis.” He says the crash has not deterred his customers, many of whom are using the crash to buy more. “They were looking for a pullback, looking for a dip,” he says.
The hunt for this treasure isn’t confined to St. James’s. On Hatton Garden outside rival dealer Tavex, I meet Dave Espy, a 65-year-old retired property developer from Arizona who trades hundreds of thousands of dollars in silver options for “fun.” He’s cashing in some silver jewellery today worth £150, but his philosophy is the same as the buyers. “Imagine if everybody had real silver and gold in our pockets around the planet,” he says. “They’d go crazy,” he says, referring to unnamed authorities. “They wouldn’t know what you’re buying or what you’re doing with it. Drive them mad.”

Back at Sharps Pixley, the parade continues. An author and astrological consultant is buying some gold because of her deep distrust of Elon Musk – “I don’t like the owner of PayPal” – and because she can’t get her head around online banking apps. (In reality, Musk offloaded his stake in PayPal back in 2002.) An Italian restaurant owner from Rome who’s visiting his father in London is buying because he is worried about war, and the ups and downs of the tourism business.
A man in a red puffer jacket has been buying gold every few months for six years. “The system printed money out of thin air, it’s always going to lose value,” he says. He learned about all this from YouTube videos by a man called Mike Maloney, a 69-year-old precious metals investment expert. His friends are into metals too. “I’m planning to keep buying at the same rate, even though it’s very high,” he says of the price of gold.
What unites this cast of characters is a profound conviction that the crash in the price of gold is an opportunity. They are not speculating on an asset which they aim to buy and sell quickly. Everyone I spoke to was buying and holding for an extended period, and aside from the welder who was all-in on the metals, they were only investing small amounts of their total assets. A common thread was their need for physical and mental insurance – and reassurance – about a world which might spiral out of control at any moment. For that, they are willing to pay a steep premium for something they can hold in their hands.
As the day winds down, the queue finally begins to thin and for a brief few minutes, there’s no-one in the waiting room. Bruno, perhaps allowing himself to think about the end of his shift, finally reaches for the sandwich that has been sitting on his desk for hours. He takes a bite. Tomorrow, more Londoners will arrive, looking for something just as real to hold in their hands.


Enjoy this newsletter? Please forward it to a friend and help us spread the word.
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Michael Alan Ross has led a remarkably charmed life. As one of the most respected automotive photographers in the business, Michael’s ability to capture and accentuate the personality and attitude of his subjects is unparalleled. The images Michael creates are powerful, cinematic, and capture the very essence of the cars and people he shoots. They often become the definitive photos of that car–particularly in the worlds of Porsche and American hot-rods, where Michael is considered first-call.
While part of the magic in his work stems from his genuine love of the subject matter, Michael takes an intentional approach to preparation and composition that forces him to slow down and craft a vision for each shoot. It’s a way of working that increasingly feels like a lost art in the run-and-gun world of contemporary photography, and one any creative can learn from in the turbulence of the digital age.
As intentional as he may be as a photographer, Michael will be the first to tell you nothing in his life was planned. His origin story has the makings of a screenplay; he’s been a professional musician, a model and actor, and he cut his teeth shooting still life for luxury brands before finding his calling as an automotive shooter. In each situation, Michael’s intuition and openness to new opportunities led somewhere unexpected.
David Von Bader spoke with Michael about his uncanny path to automotive photography, how intentionality and slowing down make a difference in his work, and how to define your own creative voice while still making a living.

David: The backstory of how you transitioned from a career as a musician, to a model and actor, to a photographer is really incredible. Could you give a little synopsis of how you wound up behind the camera? 
Michael: My father gave me two things when I was nine, a camera and a guitar, and I’ve made a living with both of them. I was a full-time musician for almost 25 years. One day I was recording in NYC, singing on a song for a Chevy commercial, and the producer’s wife said “Have you ever thought about being in a commercial?” I said “I’m singing in one right now” and she goes “No, like in one!”
So she scouted me. I ended up with the Ford Agency and Don Buchwald’s agency doing commercials, soap operas, and print work. I wasn’t the fashion guy, but I’d get the guy next door gigs. I found myself surrounded by these amazing creative crews and traveling all over for shoots and I was always asking the crews questions about their work–things like “Can you explain why you lit it that way?” I eventually became a full-time shooter by learning from the other side of the lens. It was osmosis.
I was soaking up all this other stuff while working and your creative juices are stimulated all the time on-set. That was an amazing experience for me. Then I stumbled into the Porsche world when I bought my first 911 from Joan Jett’s former drummer Thommy Price [who sadly passed away last year].
David: The Porsche world has developed into a really important creative space for you as a photographer. How did you end up so deep in it?
Michael: I bought the car from Thommy, who had put an ad in the local paper in New Jersey. When we met, he said “You’ve got to join the Porsche Club of America–and I’m going to pay for your first year.”
I went to my first PCA meeting and realized these people were crazy about these cars, and that was the catalyst to merge two of my passions. I’ve been a car guy my entire life and I had been phasing out the photo work I was doing at the time, which was shooting still life. Things like fragrance bottles for brands like Gucci and Dunhill. I just couldn’t be locked in a studio all the time and I gravitated towards shooting outdoors; the way natural light plays with a gorgeous piece of sculpture like a car is really big for me and I love coming up with cool locations to shoot at.

David: Your work is incredibly easy to identify. Do you have any advice for someone looking to define their voice?
Michael: I don’t think that you do it consciously, I think it’s something that bubbles up over time. We’re all inspired by so many different people and in so many different ways, for photography, I think you’ve got to stop looking at Instagram. You can’t learn about composition there. Go see a movie, go stand in a cool piece of architecture that inspires you to stop and think. Be a sponge and soak up everything you can from everywhere you go. You have to learn every day.
“Finding your signature in the way you see things and finding the joy in showing that different vision is something you have to work on every day.”
Everybody gets caught up in the equipment and techniques, but you need to train your eye every day because what we’re ultimately doing as photographers is showing the world the way we see things. We become photographers or directors because we see things differently. Finding your signature in the way you see things and finding the joy in showing that different vision is something you have to work on every day. You have to get to a point where you can’t help but crop the situations you find yourself in in your head. You eventually get to a point where you can walk into any situation and instinctually know the shot is over here or over there and how you’d set it up.
One of the exercises I suggest to people is to print up ten of your favorite things you’ve shot every now and then and just throw them on the floor and look at them. There’s something about making it tangible that I think is important. Then try to figure out what they all have in common. Try to figure out what works in them and what really doesn’t. Analyzing your work that way gets you to start refining your thing. The greatest compliment I can get is when someone says “I knew you shot that before I saw the credit.”
David: Do you think that kind of instinct only comes from putting the miles in?
Michael: I don’t know, because technology changes everything these days. But I do think you have to do the work. There’s nothing like 10,000 hours.

David: What are you looking to see before you pull the trigger on a photo?
Michael: I want to feel the image before I release that shutter. So much of my work is about logistics–getting things in the right place at the right time. I don’t shoot spontaneously and I’m not the guy that’s going to fix it in post. I’m an old school film guy because that’s where my roots are, so I want to be able to look in that viewfinder and know that I’ve done everything I can to make it work before I release the shutter. For my work, that means showing up at the right time, placing the thing in the right spot, and being ready to go when the light is right. When the moment to take the shot arrives, it’s always a great release because up until then, it’s all just been going on in my head and preparation. When it all falls into place, it’ll choke you up if you’ve done it right.
“Emotion is the goal. If you get choked up about the shot, you’ve done it right and you should feel something in your chest. That moment of emotion and that same feeling is what you want to inspire in other people.”
For example, I was in Wolfsburg, Germany last year to shoot the original Porsche Boxster prototype. We placed it in the Porsche Pavilion at sunrise and I’ve had this shot in my head for months. There’s a movie called the Secret Life of Walter Mitty and Sean Penn plays a photographer in it. There’s this scene with a snow leopard that he’s been chasing and chasing, and when he finally gets his chance to shoot it, he’s so captivated that the person with him says “When are you going to take the shot?” He goes “Sometimes if I like a moment, I don’t like to have the distraction of the camera—I just want to stay in it.”
So in Wolfsburg, my art director is next to me and I’m about to take this photograph and I’m captivated by the car. My art director looks at me and goes “What’s up?” I say “I’m having a Walter Mitty moment” and he goes “Take the fucking shot!” It’s funny, but it’s exactly how it happens.
Emotion is the goal. If you get choked up about the shot, you’ve done it right and you should feel something in your chest. That moment of emotion and that same feeling is what you want to inspire in other people. I want to create an image that makes you stop swiping.

David: A lot of working photographers started in the digital world and have been used to ripping an SD card full of images and then just editing the best frames. Your process is painstaking by comparison. Is there a magic in your old school approach that you think younger photographers miss?
Michael: It’s all about composition. Composition makes the difference and when you compose a photograph correctly, you allow the viewer an opportunity to create their own story. When you use negative space properly, your eye should go to one point, and then your eye should be able to travel through the rest of the image and come back to where it started. I’m choosing where I want you to start and I’m choosing where I want you to end, but I’ve also given you a great space to play in, where the viewer has the opportunity to create their own story within that image.
If I can involve the viewer through composition and lighting to use their imagination, I’ve done something.
David: The cars you shoot tend to be very special or rare, and they all have an inherent personality of their own. How do you go about accentuating the personality of a car through composition?
Michael: I really try to choose the right background, one that either exemplifies something about that car’s shape or attitude. Every car has an attitude and a feeling about it. I have to walk around it to get inside of it and figure out what my own emotion about that car is and what I can do to bring that out in an image. Where I place that car within the frame and within a background plays a big role. Sometimes I use lines to accentuate features of the car, or sometimes we use them to make the layout a little bit more creative.
“One of the biggest things is to really understand the moment that you’re in while trying to understand the moment that they’re in.”

David: You’ve also done a lot of portraiture of people with cars. How does your approach change when there’s a person involved in the shot?
Michael: I’ve shot everybody from guys with their barn finds cars to racers stepping out of a vehicle after doing 300 mph on the salt flats, to guys like Keith Urban and Billy Joel. One of the biggest things is to really understand the moment that you’re in while trying to understand the moment that they’re in. I’ve also found that a lot of times the best image is taken within the first five frames.
David : That mirrors recording music, where the first take usually has an energy that can’t be captured again. Why do you think that is?
Michael: I think it’s because it’s real in the beginning. The first take or the first frame is the real one. Then we go “Oh, let me polish that up a little bit” and it loses something.

David: You’ve lived all of these creative lives. Are there any universal lessons that you’ve learned that you think apply to every creative discipline?
Michael: Never be afraid to say “yes.” There’s nothing that’s been planned in my life, I always just said “I could do that” or “Why not?” If you fail, you fail–it isn’t the end of the world. And I’m not done yet; I don’t know what’s next. I’m at a stage now where everybody’s like “You’re the OG” and I’m like “Okay, so?”
Do I have miles on these bones? Yeah! Do I feel like sitting back in an easy chair right now? No way! I want to come in like a GT3 racer with three flat tires, a broken front spoiler, and steam coming out of the back. I want scraped off paint, and dragging the nose in. That’s the way I want to end this thing. I don’t know what’s next, but being open to opportunities is the most important thing.

David: There’s a lot of people shooting cars now and social media’s changed that where, I think it’s the second thing a kid does after they put an exhaust on their Honda Civic is buy a camera. Are there any trends that you really hate in automotive photography?
Michael: What I would just recommend is that people slow down a little bit and become more intentional with what they’re doing. There’s this shotgun approach to everything now and I’m finding there’s a lot of a “That’s good enough” sentiment happening. There’s a dumbing down of the industry and it all has to do with our attention span. I’d like to inspire people to become more intentional with what they’re doing, to take that time to compose a photo rather than just run and gun. Try it. I’m not saying I’m right or it’s the only way, but I think people should see what it’s like to actually go through that process and pick a location, do a storyboard, make a shot list, and do it in an intentional way. Slow down a little bit and be intentional with the way you create things. I think it ultimately shows in the work.
David: You work with a lot of A-list brands, too. I would assume that at this point people are hiring you for what you do and not getting in your hair very much. Do you have any advice for people that are trying to split the difference between being an artist in the traditional sense and also trying to make a living how to interact with a corporate client?
Michael: Understand that they have needs and they have a specific thing that they want to do. Even when you’ve established who you are and what you do, that may have attracted them, but clients still have parameters they need met.
Here’s an example: I have an award from the Department of Energy for my photography of hydrogen plants. That happened because of relationships–and it happened through cars. I shot someone with an old Porsche 912 who said “I think I have some work for you.” Turns out he worked for Polestar, so I ended up shooting all this stuff for Polestar. Eventually, he left Polestar and went to work for ChargePoint and his partner went off to work for a hydrogen plant. She calls me up and asks me to come visit the plant and I’m like “Why are you calling me for that?” She says “Come down and you’ll understand.”
I go down and look at the space and it’s metal, and glass, and reflective objects, and wonderfully architectural. I got it, and I got why my style would work for it. They had their needs and it was a little different from what I typically shoot, but it made sense. It’s about the relationships that you build and being able to adapt in different situations.

-Follow Michael Alan Ross on Instagram (but don’t scroll for too long!) 
-Visit Michael Alan Ross’ website
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Five months ago, we offered the only evidence-based framework to answer the question that was taking way too much space: is AI a bubble? To get to the bottom of it through evidence rather than vibes, we tracked the five areas we believe are crucial to understand the AI investment cycle. Our indicators are: economic strain,1 industry strain,2 revenue momentum,3 valuation heat,4 and funding quality.5 
Our analysis at the time – contrary to many alarmists – concluded that generative AI is a boom, not a bubble. But at the core of our approach is evidence. If evidence changes, we change our minds.
The Financial Times has published over a hundred articles invoking the “AI bubble.” , the famed hedge fund investor, disclosed shorts on Nvidia and Palantir, hardening his view earlier this year: “almost all AI companies will go bankrupt, and much of the AI spending will be written off.”
Fund managers surveyed by Bank of America cite AI overexposure as their top tail risk. In my discussions with people representing hundreds of billions of dollars of capital, there was some nervousness. It tended to be more nuanced than mainstream journalism portrayed – a concern of low-quality data center projects being built and funded on spec, without the guarantee of a blue-chip Big Tech tenant.
The strongest version of the bear case goes like this: capex is growing faster than revenue, model costs are falling (the DeepSeek moment proved dramatic efficiency gains are possible), and most enterprise AI is still chatbot-level stuff. In other words, enterprises aren’t getting results, efficiencies mean you’ll need less infrastructure and that capex overhang will just collapse.
But while the bubble narrative gained momentum, reality has moved the other way. And the evidence now points not just to a boom, but to something the bears haven’t considered: scarcity. The real risk isn’t that we’ve invested too much in AI. It’s that we haven’t invested nearly enough.
Today I want to close the bubble question, for now, and show why the markets should be bracing for a stampede. 
The growth phase
The ratio of investment to revenue – what we call Industry Strain – has dropped from 6.1x to 4.7x in five months since we published our analysis. If Industry Strain remains high for sustained periods of time, it means that companies are not recouping their investments, and they are building speculatively. 
For context, the telecoms bubble peaked at an Industry Strain of just over 4x. In the case of generative AI, strain is still at historically high levels. On our dashboard, it sits in the amber zone.6 But the trajectory matters: if it holds, the ratio drops below our 3x threshold by Q2 this year. It would signal that revenues are beginning to “carry” the installed base and that the balance sheets and external financing can stop doing the heavy lifting.

Follow the revenue to understand why. According to our own proprietary model, monthly AI revenue grew from $772 million in January 2024 to $13.8 billion by December 2025, roughly an eighteen-fold increase in two years.7
The hyperscalers are the main engine. Google Cloud grew 48% year-over-year to $17.7 billion. AWS expanded 24% to $35.6 billion. Azure grew 39%, with its contracted backlog expanding 110% to $625 billion (though it’s worth remembering that 45% of this backlog is tied to OpenAI). Our revenue model estimates that AI now accounts for 23% of Google Cloud’s business, 10% of Azure’s (the biggest of which is from OpenAI) and 5% for AWS’s as of the latest quarter.
Sundar Pichai, Satya Nadella and Andy Jassy all said on their earnings calls that AI is the main driver of growth in their cloud businesses. When the CEOs of the three largest cloud companies all tell you the same story – that AI is what’s driving their growth – the attribution question starts to answer itself.
The model providers sit a tier below, and their economics tell a more complicated story. In the analysis we did with  and  from Epoch AI, we found that OpenAI’s GPT-5 bundle achieved roughly 48% gross margins on $6.1 billion in revenue. This is decent, but well below the 70-80% typical of mature software. Worse, model lifespans are too short to recoup R&D. GPT-5’s four-month window generated some $3 billion in gross profit against ~$5 billion in development costs.8 Frontier models function as rapidly depreciating infrastructure, their value eroded by competition before costs were recovered.
At this stage, with Anthropic chasing OpenAI on enterprise usage and OpenAI’s growth plateauing, these companies should be optimizing for growth, not profit. Positive unit economics at the gross-margin level is enough in the phase we’re in. 
And growth is popping up everywhere, not just OpenAI and Anthropic. Paris-based foundation model company, Mistral, disclosed that its annualized revenue run rate exceeded $400 million, a 20-fold increase in just one year.

Boring adoption is bullish
Revenue growth is necessary but not sufficient. There’s a meaningful difference between a million users asking chatbot questions and ten thousand enterprises embedding AI into production workflows.
To find out which we’re seeing, we analysed more than 6,000 S&P 500 earnings calls from Q4 2022 through Q4 2025. We extracted nearly 30,000 AI-related statements. Many were corporate pabulum, but there were also specific claims about results achieved from AI projects. The share of companies making quantified AI claims (specific numbers attached to specific outcomes) jumped from 1.9% to 13.2% in that time.

When Bank of America – not a startup, not a research lab, but a 120-year-old bank –tells you AI coding tools cut their development time by 30%, saving the equivalent of 2,000 full-time engineers, the bubble debate starts to look quaint. Norway’s $2 trillion sovereign wealth fund automated portfolio monitoring with Claude, saving roughly $17-32 million per year in labor costs.9
Meta reported a 30% increase in engineering output since January 2025, most of it from agentic coding assistants. The power users have had an 80% output increase. It’s not just coding either. Western Digital, one of the world’s largest manufacturers of hard disks, reports AI tools “improving yield, detecting defect patterns through intelligent diagnostics and optimizing test processes” with productivity gains of up to 10%.
We’re looking at a technology that has crossed from experiment to infrastructure.
Most of the earnings-call claims are, honestly, boring. Percentage efficiency gains. Customer service deflection rates. Operational savings. But that’s exactly the point. Boring adoption is real adoption.
The survey data now reinforces this murky picture. Deloitte’s January 2026 State of AI in the Enterprise reports that while 25% of organisations currently have 40% or more of AI projects in production, 54% expect to reach that level within six months. Morgan Stanley’s 4Q 2025 CIO Survey shows that while IT budget growth is slowing, AI funding is increasingly coming from outside the IT department, indicating ownership by operating units rather than experimentation confined to technology teams. And in KPMG’s 2025 Global CEO Outlook, 67% of CEOs expect AI investments to deliver returns within one to three years – an acceleration from the longer three-to-five-year horizons expected just a year earlier. 
There was a different timbre to the discussions with more than a dozen C-suite executives I had at Davos this year. Implementation to scale was tough, but not so tough that they weren’t already starting to think about questions about the workforce and training.
In other words, there is increasing evidence, from different sources, to show that enterprise adoption is climbing, that after a couple of years of tricky and sticky learning, bosses are doubling down. They seem to be growing in confidence over how and when they can see a return on their investment.
The agentic liftoff
And something changed right at the end of 2025, and we know what it was. Models passed a threshold of coherence; they can work very reliably on tasks of an hour or two, and somewhat less reliably on longer tasks. Something clicked. And Claude Code, Anthropic’s tool to run software agents to write software, was the first beneficiary.
We will spend some time explaining what is going on here. If you’re not at least knee deep in long-running workflows, it’s quite hard to understand the implications of these systems on revenues in the genAI ecosystem.
Claude Code is a really good software engineer. The developers building it use Claude Code to code itself. Elsewhere at Anthropic, an engineer used it to build a C compiler for $20,000 in API costs.10 A comparable project built by humans would typically require five to ten engineers over 18-24 months, around $2-3 million in fully loaded labor costs.
At Exponential View, we’ve committed (written) several hundred thousand lines of code this year alone. Many apps I use daily were written by me (with Claude Code) in the past month or so. We’ve got software running that might have cost a million bucks to write, but has only cost perhaps $500 using AI agents. These systems free up at least an hour a day for me. 

Claude Code became a $1 billion revenue business for Anthropic six months after launch — and that was six months ago. The rate of its use on GitHub has grown over 3x since then. Today, it’s likely generating more than $3 billion in ARR.
The implications extend well beyond software. These agentic systems can tackle any task you give them sufficient context for, including research, writing, data analysis, and operational workflows. We’re putting those progressively more complex flows through agents, working in some cases around the clock.
My personal token consumption has skyrocketed past 10 million tokens per day. Those tokens cost money, but they pay for themselves several times over.
The market is worrying about the wrong thing
This is why capital expenditure is accelerating. The Big Tech companies have massive demand from generative AI workloads and the growth of cloud, which means they are having to turn business away. Last year, AWS lost a $10 million contract to host Fortnite because it couldn’t guarantee compute capacity. Something similar happened to Microsoft. Despite the firm’s capex investments rising 4x since 2021, CFO Amy Hood pointed out that they had to choose between allocating compute capacity between first-party products (Microsoft Office, for instance) and third-party business (Azure’s cloud hosting, which includes serving many of the AI products we care about, like ChatGPT). Her decision arrested Azure’s growth rate, 39% rather than 40%, and wiped around 13% off Microsoft’s share price. All because demand was there.
Collectively, the big four hyperscalers – Microsoft, Alphabet, Amazon and Meta – have announced commitments of $650 billion this year, 4x where they were before ChatGPT.

One consequence is that these firms are paying a price for it. At the minimum, it’s a temporary transition from the high margins of cloud hosting, often in the 30-40% range, with the depreciation costs of the capex dragging that down a few percentage points, according to Morgan Stanley’s numbers. It is eating through the cash piles they have built up. Not an issue for Google and Microsoft yet, but Meta will have spent all its accumulated cash on capex this year. For Oracle, the new wannabe, it’s more debt laden onto its balance sheet.
One of the indicators in our Boom or Bubble framework, Economic Strain, reflects how significant a sector’s capital commitments are in proportion to the overall economy (we look at US GDP). Assuming about 70% of these commitments are in the US, and adding on Coreweave and Oracle’s expected capex, we’re looking at $500 billion. With the US GDP at $30.5 trillion in 2025, our Economic Strain indicator will go from 0.9% to 1.6% if expected capex materialises. That is an amber, and moving closer to the historical redline of 2%. But it’s not there yet.
The market expected capex commitments roughly two-thirds this size. They should be worried that the firms are not spending enough.
From bubble to stampede
The question for us has moved from “Are we in a bubble?” to whether there is enough compute to withstand the agent stampede.
In numerous conversations with people building data centers, I hear that the appetite of the hyperscalers is growing. Three years ago, they wanted a simple energized shell, then they insisted on 100MW of capacity, by early 2025, it was 500MW, and at the tail of last year, a gigawatt. I’m hearing this from developers in Europe, the Middle East and the US. Other countries, like India and Brazil, are muscling in too. Two of my startups are feeling the gravitational pull of the data center build-out. Cosmic Robotics, which builds robots that build solar farms, and Dexmat, which makes an alternative to copper, are seeing increasing opportunities in data centers.
AI is demanding a new world: this build-out is physical. And physical things face constraints. Building a data centre takes 18-36 months from planning to power-on. Chip fabrication capacity, concentrated in TSMC’s most advanced nodes, is allocated years in advance. Power infrastructure is the tightest bottleneck of all: some US grid operators are reporting that new data centre interconnection requests now face wait times of three to five years. You can commit $200 billion in capex, but you cannot will a power plant into existence. The hyperscalers are trying; Amazon even bought a copper mine to secure supply for its data centers. Sundar Pichai has nightmares about not having enough computing capacity. These companies are doing everything they can to build for what’s coming.
That’s the supply side; now consider what’s pulling from the other end. The chatbot era required modest compute, a few hundred tokens per interaction. The agentic era requires orders of magnitude more: sustained sessions running hundreds of thousands or millions of tokens per task. AWS CEO Matt Garman has said that current demand means that they have never retired a six-year-old Nvidia A100 GPU. That’s a supply constraint now, not even accounting for the agentic use.
We’ve gone from snacking to feasting, and the kitchen was built for snacks. Right now, we estimate there is 40-50GW of capacity in the queue, and only 11-14GW of capacity is online. OpenAI claimed that 1GW translates to roughly $10 billion in ARR. Using that ratio as a simple heuristic, there is $110-140 billion in potential revenue online now. Considering I spend $50 a day, there can be only 6-7 million people who can use AI at my intensity level. Not even enough to cover the 20-30 million developers in the world.
The bottleneck isn’t capital, it’s physics: power generation, chip supply, construction timelines, and the trained workforce to build and operate it all. Gas Turbine maker GE Verona expects its backlog to be filled till 2030 this year. Cooling provider Vertiv’s backlog doubled year on year, with a 250% increase in orders. Quanta Services, a construction firm, has a $40 billion backlog.
Elon Musk wants to build data centres in space because he thinks it’ll be cheaper than building on Earth. He may be wrong, but it shows where the thinking is. How do we get capacity online for what’s coming?
What I’m watching right now
The bear case was not unreasonable. Investment was running far ahead of revenue, and scepticism about trillion-dollar bets is exactly what you’d want from a functioning market. But the bears were answering yesterday’s question. 
The revenue trajectory has answered the bubble question: AI is generating genuine, accelerating, and diversifying income across the economy. Industry Strain is falling. Enterprise adoption is deepening. The boring phase is coming to an end…
The question that matters now is whether we can build fast enough. Agentic AI has categorically changed the demand equation. The infrastructure we have was built for a chatbot world, but we’ve crossed into the agent world. And the gap between what we need and what we can physically deliver is widening, not narrowing.
I’ve spent the last six months living inside this change, firing off umpteen 1-2 hour tasks to agents, knowing nine times out of ten they’ll get them right. In a few months, they will be doing a 3-4 hour task, and I’ll be cranking through more work. The data can change, competitive dynamics, open-source, some financing implosion, a lot could change the equation. We will continue to track it at boomorbubble.ai. And if the facts change, our assessment will too.
1Economic Strain measures how much AI infrastructure investment is reshaping the broader economy. When a single technological build-out absorbs a large share of national investment, the broader economy becomes exposed to a narrow thesis. If momentum stalls, employment, supply chains and capital markets can snap back sharply.


2Industry Strain compares sector revenues against AI capex intensity. A sector can tolerate periods where investment outruns revenue, but a persistent, widening gap signals rising fragility. Revenues must begin to “carry” the installed base; otherwise, balance sheets and external financing do the heavy lifting.


3Revenue Momentum tracks whether revenues are catching up to investment. Booms consolidate when cash flows compound fast enough to validate prior capex. Momentum differentiates enduring build-outs from manias that stall.


4Valuation Heat assesses how exuberantly markets are pricing AI-exposed equities. Extended multiples far above earnings power are classic bubble signatures. Elevated but anchored multiples are consistent with installation-phase investment; untethered multiples aren't.


5Funding Quality evaluates the resilience and structure of AI financing. Booms break at their weakest link, usually how they’re funded. The mix of internal cash, debt, securitisation, vendor finance, and customer concentration determines shock-absorption when growth wobbles.
This is a composite indicator with four sub-components:
	Funding mix: The balance between money generated internally (profits, retained earnings) and money raised externally (debt, equity, or partner financing). It shows how self-sustaining a firm’s growth is versus how dependent it is on outside capital.

	Tenor match: How well the timing of assets and liabilities align; avoiding funding short-term projects with long-term money.

	Intermediation discipline: How prudently firms fund themselves, indicates how directly financial capital flows through the company – and how much is being quietly borrowed through others’ balance sheets.

	Systemic loss absorption: How well a company can absorb financial stress without transmitting it to the wider system.




6Our gauge has thresholds we created by benchmarking against historical bubbles: US railroads peaked at roughly 2x before the Panic of 1873, telecoms reached nearly 4x before crashing. A ratio above 3x sits between these two precedents and marks the point at which prior booms began showing strain — investment outpacing the sector’s ability to earn its keep. Below 3x is green (revenues keeping pace with capital), 3–6x is amber (gap widening, not yet critical), and above 6x is red (capex has materially outrun earnings, where genAI sat at ~6x in early 2025). 


7Our model estimates AI-specific revenue shares across major and emerging providers by triangulating company filings, reported figures, and credible third-party sources, with monthly values interpolated where needed.


8This doesn’t reflect GPT-5’s exact development costs. Instead, we used the period between GPT-5 and GPT-5.2’s releases as a reference timeframe, and applied that same duration to the period just before GPT-5’s release (as a proxy for development costs), so that we’re comparing profits and development costs over equivalent windows.


9Assuming $80-$150/hour in labor costs.


10The comparison is illustrative but imperfect. The Claude-built compiler lacks its own assembler and linker, delegates some functionality to GCC, and does not include optimization passes — so the human-effort estimate reflects a more complete toolchain than what was actually produced.



  
  
    Deep Dive

    DeepSeek

    Based on Wikipedia: DeepSeek

In January 2025, a Chinese artificial intelligence company quietly sent shockwaves through the global tech industry—without spending nearly what its American competitors had spent on training similar models. When DeepSeek launched its R1 chatbot alongside the DeepSeek-R1 model, it did so with a reported training cost of roughly $6 million. OpenAI's GPT-4, by comparison, had been trained at an estimated $100 million in 2023. The disparity wasn't just a footnote—it was a fundamental challenge to assumptions that had governed AI development for years.

The story begins not in some Silicon Valley garage, but in Hangzhou, Zhejiang Province, where DeepSeek Artificial Intelligence Basic Technology Research Co., Ltd. operates as the AI arm of High-Flyer, a Chinese hedge fund founded by Liang Wenfeng. That connection matters: it explains how an AI company could emerge from relative obscurity and immediately upend industry calculations. High-Flyer was itself co-founded in February 2016 by Liang—an AI enthusiast who had been trading through the turbulence of the 2008 financial crisis while still a student at Zhejiang University. By October 2016, the firm began stock trading using a GPU-dependent deep learning model, moving away from CPU-based linear models that had dominated quantitative finance until then.

By the end of 2017, most of High-Flyer's trading was driven by artificial intelligence. The hedge fund had become an early proving ground for algorithmic decision-making, and Liang's vision expanded beyond financial markets. In 2019, High-Flyer constructed its first computing cluster—Fire-Flyer—at a cost of 200 million yuan, containing 1,100 GPUs interconnected at 200 Gbit/s. This cluster operated for roughly 1.5 years before retirement.

By 2021, Liang began acquiring large quantities of Nvidia GPUs for an ambitious AI project. Reports suggest he obtained 10,000 Nvidia A100 chips before the United States restricted chip sales to China—a restriction that would later shape DeepSeek's technical approach in profound ways. That same year, construction began on Fire-Flyer 2 with a budget of 1 billion yuan.

By 2022, Fire-Flyer 2's capacity had been utilized at over 96%, totaling 56.74 million GPU hours. Of that computing power, 27% supported scientific computing outside the company—evidence of how deeply the infrastructure was integrated into broader research efforts. The cluster contained 5,000 PCIe A100 GPUs arranged in 625 nodes, each holding 8 GPUs. Initially, DeepSeek used PCIe rather than the more expensive DGX version of A100 because their models fit within a single 40 GB GPU's memory—no need for the higher bandwidth that DGX provided. Later additions incorporated NVLinks and NCCL (Nvidia Collective Communications Library) to train larger models requiring what researchers call model parallelism.

In April 2023, High-Flyer announced the launch of an artificial general intelligence (AGI) research lab focused on developing AI tools unrelated to the firm's financial business. Two months later, in July 2023, that lab was spun off into an independent company—DeepSeek—with High-Flyer as its principal investor and backer. Venture capital investors were reluctant to provide funding at first; they considered it unlikely the venture would generate a quick "exit." The doubts didn't prevent the company from proceeding.

DeepSeek released its first model, DeepSeek Coder, on November 2, 2023—followed by the DeepSeek-LLM series on November 29, 2023. These early releases established the company's pattern: open weight models where exact parameters were openly shared, a departure from typical proprietary software approaches. In January 2024, it released two DeepSeek-MoE models (Base and Chat). By April, three DeepSeek-Math models appeared (Base, Instruct, and RL).

DeepSeek-V2 arrived in May 2024, followed a month later by the DeepSeek-Coder V2 series. September saw the introduction of DeepSeek V2.5, revised in December. On November 20, 2024, the preview of DeepSeek-R1-Lite became available through chat.

By December 2024, DeepSeek-V3-Base and DeepSeek-V3 (chat) were released—models that would prove pivotal to the company's breakout. On January 20, 2025, DeepSeek launched its chatbot—based on the DeepSeek-R1 model—for iOS and Android. The response was swift: by January 27, it had surpassed ChatGPT as the most downloaded freeware app on the U.S. iOS App Store, triggering an 18% drop in Nvidia's share price.

What made this possible? Several factors converged. DeepSeek significantly reduced training expenses for their R1 model by incorporating techniques such as mixture of experts (MoE) layers—a method allowing computational efficiency through specialized sub-models that activate only when needed. The company trained models during ongoing trade restrictions on AI chip exports to China, using weaker AI chips intended for export and employing fewer units overall—yet achieved comparable performance.

The success against larger, more established rivals was described by industry observers as "upending AI"—a phrase that undersells what actually occurred. The breakthrough created something resembling a "Sputnik moment" for the United States in artificial intelligence, particularly due to DeepSeek's open-source approach combined with cost-effectiveness and high performance. This threatened established AI hardware leaders; Nvidia's share price dropped sharply, losing $600 billion in market value—the largest single-company decline in U.S. stock market history.

DeepSeek's hiring approach also differentiated it from conventional AI labs. The company emphasizes skills over lengthy work experience, resulting in many hires fresh out of university. It recruits individuals without traditional computer science backgrounds to expand the range of expertise incorporated into models—including poetic knowledge and advanced mathematics. According to The New York Times, dozens of DeepSeek researchers have or have previously had affiliations with People's Liberation Army laboratories and the Seven Sons of National Defence—connections that underscore the company's positioning within China's broader technological ecosystem.

Following the January launch, DeepSeek continued its rapid release cadence. On March 24, 2025, it released DeepSeek-V3-0324 under the MIT License. May 28 saw DeepSeek-R1-0528 arrive under the same license—a version noted for more closely following official Chinese Communist Party ideology and censorship in answers compared to prior models.

August 21, 2025 brought DeepSeek V3.1 (under MIT License), featuring a hybrid architecture with thinking and non-thinking modes. The model surpassed prior versions like V3 and R1 by over 40% on benchmarks including SWE-bench and Terminal-bench—benchmarks measuring software engineering and terminal performance respectively. It was updated to V3.1-Terminus on September 22, 2025.

September 29, 2025 released V3.2-Exp, using DeepSeek Sparse Attention—a more efficient attention mechanism based on research published in February.

Yet not everything proceeded smoothly. In February 2026, Anthropic accused DeepSeek of using thousands of fraudulent accounts to generate millions of conversations with Claude to train its own large language models—an allegation that would test the company's reputation among industry watchers.

DeepSeek has stated it focuses on research and does not have immediate plans for commercialization—posture allowing it to skirt certain provisions of China's AI regulations aimed at consumer-facing technologies. The company expanded into Africa, offering more affordable and less power-hungry AI solutions while bolstering African language models and generating startups, for instance in Nairobi.

As of May 2024, Liang personally held an 84% stake in DeepSeek through two shell corporations—a concentration of control that reflects both its origin and its operating philosophy. The company headquartered in Hangzhou continues operating as a subsidiary of High-Flyer, with Liang serving as CEO for both entities.

The lesson from DeepSeek's rise isn't simply about cost efficiency—it's about how constraints can reshape technological trajectories. By using weaker chips, fewer computing resources, and unconventional training methods born from export restrictions rather than abundance, the company demonstrated that artificial intelligence development need not follow established Western patterns. The industry response was immediate and severe: $600 billion vanished from a single company's market value in American markets. When DeepSeek released its models under permissive open-source licenses, it didn't just share weights—it shared an entirely different set of assumptions about what AI development requires.

The 'Sputnik moment' label that observers applied wasn't merely descriptive. Just as the Soviet launch of 1957 disrupted American technological confidence and triggered a decades-long response, DeepSeek's emergence forced reassessments across the AI landscape—forcing questions about whether the massive capital expenditures traditionally required for frontier AI models were actually necessary, or whether they represented inefficiencies waiting to be eliminated.

  

  
    Deep Dive

    Nvidia

    Based on Wikipedia: Nvidia


In late 1992, three engineers met at a Denny's diner on Berryessa Road in East San Jose to discuss quitting their jobs and starting a company. They had no name, no product, and forty thousand dollars between them. Within three decades, their startup would become the most valuable company on Earth.


This is the story of Nvidia, pronounced "en-VID-ee-uh," and how a graphics card company became the backbone of the artificial intelligence revolution.


The Denny's Founders


Jensen Huang was running his own division at LSI Logic, a semiconductor company, when he started having conversations with two engineers from Sun Microsystems: Chris Malachowsky and Curtis Priem. Both were frustrated with Sun's management and looking to leave, but Huang was in a more comfortable position. He didn't need to jump ship.


What changed his mind was the vision they developed together.


The three founders believed that graphics-based processing could solve computational challenges that had stumped conventional approaches. They also noticed something unusual about video games: they were simultaneously one of the most demanding computational problems and a market with enormous sales volume. Those conditions rarely occur together. Video games, Huang later explained, would be their "killer app"—a way to fund massive research and development while reaching millions of customers.


But before any of that could happen, someone had to quit first.


Huang's wife, Lori, refused to let him resign from LSI unless Malachowsky resigned from Sun at the same time. Malachowsky's wife, Melody, felt exactly the same way about Huang. Neither would let their husband jump into uncertainty alone while the other played it safe.


Curtis Priem broke the deadlock. He resigned from Sun effective December 31, 1992. This put pressure on the other two not to leave him, in Priem's words, to "flail alone." Huang gave notice and officially joined Priem on February 17—his thirtieth birthday. Malachowsky followed in early March.


They started working out of Priem's townhouse in Fremont, California.


The Name That Almost Wasn't


For months, the company had no name. Priem's first suggestion was "Primal Graphics," combining syllables from Priem and Malachowsky. But that left out Huang. They tried working all three names together—"Huaprimal," "Prihuamal," "Malluapri"—and quickly gave up.


The breakthrough came from a different direction entirely. Priem wanted to call their first product the "GXNV," meaning the next version of the GX graphics chips he'd worked on at Sun. Huang told him to drop the GX. That left "NV."


Priem made a list of words containing those letters. At one point, both he and Malachowsky wanted to call the company NVision. There was just one problem: that name was already taken by a toilet paper manufacturer.


Both Priem and Huang have claimed credit for the final name, derived from "invidia"—the Latin word for envy.


Thirty Days from Failure


In the late 1990s, seventy companies were chasing the same idea: that graphics acceleration for video games represented the future of computing. Only two would survive—Nvidia and ATI Technologies, which would later merge into AMD.


Nvidia very nearly wasn't one of them.


Their first product, the NV1, made a bold technical bet. Most competitors processed graphics using triangles as their basic building block. The NV1 used quadrilaterals instead. This might sound like an obscure technical detail, and it was—until Microsoft released DirectX, the software platform that would define PC gaming for decades. Microsoft's Direct3D interface supported only triangles.


The NV1 was suddenly obsolete before it really began.


Around the same time, Nvidia had partnered with Sega to supply the graphics chip for the Dreamcast video game console. They worked on the project for about a year. But Nvidia's technology was falling behind competitors, and the company faced an impossible choice: keep working on a chip that would probably fail, or abandon the project and risk financial collapse.


Then Sega's president, Shoichiro Irimajiri, flew to California to deliver the news in person: Sega had chosen another vendor. The Dreamcast contract was gone.


But Irimajiri did something unexpected. He believed in Nvidia's potential, and he convinced Sega's management to invest five million dollars in the company anyway. Huang later said this funding was all that kept Nvidia alive. Irimajiri's "understanding and generosity," he reflected, "gave us six months to live."


Huang used that time ruthlessly. He laid off more than half the company, reducing headcount from one hundred employees to forty. Every remaining resource went into developing a new graphics accelerator—one designed for triangles this time. They called it the RIVA 128.


By the time RIVA 128 was ready for release in August 1997, Nvidia had exactly one month's payroll left in the bank. The sense of impending doom became so pervasive that it gave rise to the company's unofficial motto: "Our company is thirty days from going out of business." For years afterward, Huang opened internal presentations with those words.


The RIVA 128 sold a million units in four months.


The Graphics Processing Unit


Nvidia went public on January 22, 1999. That investment Sega made after canceling the Dreamcast contract? It turned out to be the best decision Irimajiri ever made as president. After he left the company in 2000, Sega sold its Nvidia shares for fifteen million dollars—triple the original investment.


Later that year, Nvidia released a product that would reshape the industry: the GeForce 256.


The GeForce 256 was the first product Nvidia explicitly marketed as a "GPU"—a graphics processing unit. The term might seem obvious now, but it marked a conceptual shift. This wasn't just a specialized chip for drawing pictures on a screen. It was a new category of processor.


What made it special was a feature called transformation and lighting, usually abbreviated as T&L. To understand why this mattered, think about how 3D graphics work. When a game renders a scene, it needs to figure out where every object sits in three-dimensional space and how light bounces off each surface. Traditionally, the computer's main processor—the CPU, or central processing unit—handled these calculations, then passed the results to the graphics hardware for final rendering.


The GeForce 256 moved transformation and lighting calculations onto the graphics card itself. This freed the CPU to do other work, and the GeForce was specifically designed to handle these mathematical operations extremely fast. The result outperformed existing products by a wide margin.


This success brought a major contract: Microsoft hired Nvidia to develop the graphics hardware for a new video game console called the Xbox. The deal included a two hundred million dollar advance.


The CUDA Gambit


Graphics processors have a fundamentally different architecture than the CPUs that run most computer software. A CPU is designed to execute complex instructions very quickly, one after another. It's like having one extraordinarily capable worker who can handle any task but does them sequentially.


A GPU is designed for a different kind of problem. It contains thousands of simpler processing units that can all work simultaneously. It's like having an army of workers, each one less versatile individually, but together capable of enormous throughput—as long as the task can be broken into many parallel pieces.


Rendering graphics is exactly this kind of problem. When you draw a scene, you need to calculate the color of millions of pixels, and each pixel's calculation is largely independent of the others. Perfect for parallel processing.


In the early 2000s, researchers began noticing that GPUs might be useful for more than just graphics. Any problem that could be broken into thousands of parallel calculations might run faster on a GPU than a CPU. The challenge was that programming GPUs required specialized graphics knowledge. You had to trick the hardware into treating your scientific calculation as if it were a rendering problem.


Nvidia made a bet. They invested over a billion dollars developing CUDA—Compute Unified Device Architecture—a software platform that let programmers write ordinary code that would run on Nvidia's GPUs. No graphics tricks required. Released in 2006, CUDA transformed GPUs from specialized graphics hardware into general-purpose parallel processors.


It was a massive gamble. Nvidia was spending heavily on technology that wouldn't immediately sell more gaming cards. Many investors were skeptical.


Then came deep learning.


The AI Revolution


Deep learning is a branch of artificial intelligence where software learns patterns from data rather than following explicit rules. The technique had existed for decades, but it was considered impractical for most applications. Training a deep learning model requires performing astronomical numbers of mathematical operations, and traditional computers simply weren't fast enough to make it work at scale.


GPUs changed that equation entirely.


The mathematical operations at the heart of deep learning—matrix multiplications and similar calculations—are exactly the kind of parallel workload that GPUs excel at. Researchers discovered they could train models on Nvidia's GPUs using CUDA, and what had taken weeks on CPUs now took hours or days. Problems that had been theoretically interesting but practically impossible became solvable.


The breakthrough moment came in 2012, when a deep learning model trained on Nvidia GPUs won an image recognition competition by a dramatic margin. The technology that would eventually power ChatGPT, self-driving cars, and countless other applications had found its hardware platform.


Nvidia was positioned perfectly. They hadn't predicted deep learning specifically—nobody had—but their billion-dollar bet on CUDA meant they had the only ecosystem for running these new AI systems at scale. By 2025, Nvidia controlled more than eighty percent of the market for GPUs used in training and deploying AI models.


Triangles All the Way Down


In 2013, Nvidia announced plans for a new headquarters: two giant triangle-shaped buildings across the highway from their existing campus in Santa Clara. The company chose triangles as its design theme. As Huang explained, the triangle is "the fundamental building block of computer graphics."


It was also, perhaps unintentionally, a monument to the moment that nearly destroyed them—when they bet wrong on quadrilaterals and almost ran out of money.


The company that emerged from those near-death experiences kept diversifying. They developed Tegra, a line of mobile processors for smartphones, tablets, and automotive systems. They created the Shield line of gaming devices and launched GeForce Now, a cloud gaming service that lets players stream games to any device. They partnered with Toyota and Baidu on autonomous vehicle technology.


But it was the data center business—selling GPUs for AI training and high-performance computing—that transformed Nvidia from a successful chipmaker into something unprecedented.


The Four Trillion Dollar Company


In 2023, Nvidia became the seventh American company to reach a one trillion dollar market valuation. This alone was remarkable for a graphics card company.


Then things accelerated.


The release of ChatGPT in late 2022 triggered what journalists began calling an "AI boom." Suddenly every technology company wanted to train and deploy AI models, and almost all of them needed Nvidia's hardware to do it. Demand for data center GPUs exploded.


In 2025, Nvidia became the first company in history to surpass four trillion dollars in market capitalization. Then it passed five trillion. It had become, by some measures, the most valuable company on Earth.


The numbers are difficult to contextualize. As of early 2025, Nvidia held ninety-two percent of the discrete GPU market for desktops and laptops. Their chips powered over seventy-five percent of the world's top five hundred supercomputers. Bloomberg added them to a list they called the "Magnificent Seven"—the biggest companies on the stock market.


Thirty years earlier, the company had forty employees and one month's payroll in the bank.


The Diner on Berryessa Road


There's something fitting about Nvidia's origin at a Denny's. The chain is famous for being open twenty-four hours, serving anyone who walks in, at any time of night. It's where you go when you need a place to think and plan without pretension.


Jensen Huang, the Taiwanese-American engineer who gave up a comfortable corporate job to chase a vision discussed over coffee and pancakes, remains Nvidia's CEO more than three decades later. This kind of founder longevity is extremely rare in technology companies, which typically cycle through executives every few years.


Huang's management philosophy reflects those early near-death experiences. He's known for being intensely demanding, for maintaining what he calls a "flat" organization where information flows freely, and for never quite shaking the sense that the company is always thirty days from going out of business.


That paranoia might seem irrational for a five trillion dollar company. But Nvidia has watched dozens of competitors rise and fall. They've seen technologies they dominated become obsolete overnight. They remember being days from running out of money while their product strategy collapsed around them.


The Denny's where they founded the company still exists, by the way. It looks like any other Denny's—unremarkable, functional, open all night. There's no plaque commemorating what happened there. Just a booth where three engineers decided to bet everything on a future they could barely imagine, and where the most valuable company in the world began with forty thousand dollars and a shared dream about the power of graphics.


What Comes Next


Nvidia's dominance isn't guaranteed to last forever. Competitors are investing billions in alternative AI chips. Major customers like Google, Amazon, and Microsoft are developing their own processors to reduce dependence on a single supplier. The Chinese market, which represents enormous potential demand, faces restrictions on accessing Nvidia's most advanced chips due to American export controls.


But for now, the company occupies a position unlike anything in technology history. They don't just sell the shovels during a gold rush—they invented the only shovel that works for this particular kind of digging, and they've been refining it for two decades while everyone else was focused on other things.


The CUDA ecosystem they built, that billion-dollar gamble that seemed so risky at the time, created what economists call a moat: software developers learned to write programs for Nvidia's platform, which meant researchers preferred Nvidia hardware, which meant companies standardized on Nvidia systems, which meant the next generation of developers learned CUDA. Each cycle reinforced the others.


Whether this advantage proves permanent or temporary, Nvidia's journey from a diner booth to the pinnacle of global capitalism remains one of the most improbable stories in business history. Three engineers who couldn't agree on a name, who nearly failed multiple times, who bet wrong on fundamental technology choices and somehow survived anyway—they built something that powers the artificial intelligence systems reshaping the world.


Not bad for a company that started with forty thousand dollars and no name.
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Want opportunities tailored to your work? Our editors will read your pieces and build you a custom list of matching submission opportunities. Learn more here.

There are 82 weekly sub calls today. Also, in case you missed it from this past week:





Poetry Wales → Deadline: Feb 28 | Fee: No | Pay: £20/piece | Open for Poetry, Nonfiction | ☑︎ Sim Subs | ✖️ Reprints | R: 30 days | A: 7.48% | 15K+ followers | United Kingdom | 1965 — “National poetry magazine of Wales. Publishing contemporary poetry, features and reviews since 1965.”
Camas Magazine | Theme: Precarity → Deadline: Feb 28 | Fee: Some | Pay: No | Open for Nonfiction, Multimedia, Fiction, Poetry | ☑︎ Sim Subs | ✖️ Reprints | R: 42 days | A: 6.25% | 2K+ followers | United States | 1992 — “Camas cultivates a community of writers and artists dedicated to land health and cultural resilience in the American West. We pursue fresh ideas and perspectives while remaining rooted in the West’s landscapes and traditions of art and literature.”
Exchanges | Theme: RESONANCE → Deadline: Feb 28 | Fee: No | Pay: No | Open for Nonfiction, Poetry, Fiction, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | Under 100 followers | United States | 1989 — “An online journal of literary translation published biannually. Edited by current students of the University of Iowa Translation Workshop.”
Nightlight: A Black Horror Podcast → Deadline: Feb 28 | Fee: No | Pay: No | Open for Fiction | ☑︎ Sim Subs | ✖️ Reprints | R: 42 days | Under 100 followers | United States — “Horror podcast featuring creepy tales from Black writers all over the world”
Welter → Deadline: Mar 1 | Fee: No | Pay: No | Open for Poetry, Fiction, Nonfiction, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | R: 30 days | 1.5K+ followers | United States | 1965 — “Welter publishes high-quality fiction, poetry, creative nonfiction, and visual art from writers and artists around the world.”
Short Fiction: The Visual Literary Journal | Theme: Short Fiction - “Introducing” → Deadline: Mar 1 | Fee: No | Pay: $0.02 flat | Open for Fiction | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 60 days | Under 100 followers | United Kingdom | 2006 — “Short Fiction is a high-quality online journal (previously also in print, since 2006), publishing some of the finest short stories from around the world.”
Sabr Tooth Tiger Magazine | Theme: Issue no. 2: Mystics & Saints → Deadline: Mar 1 | Fee: No | Pay: No | Open for Poetry, Fiction, Nonfiction, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | R: 60 days | A: 8% | 1K+ followers | United States | 2025 — “an international lit mag with claws, teeth, & heart”
Mascara Literary Review → Deadline: Mar 2 | Fee: No | Pay: AU$0 or AU$200/piece | Open for Poetry, Nonfiction, Fiction | ☑︎ Sim Subs | ✖️ Reprints | 4K+ followers | Australia | 2007 — “A transnational journal of Australian & world literature in Eora nation. Our focus is decolonising, Asian Australian, Indigenous, migrant & subaltern writing.”
Tiffinbox Review | Theme: Dreamscapes → Deadline: Mar 5 | Fee: No | Pay: No | Open for Poetry | ☑︎ Sim Subs | ✖️ Reprints | R: 60 days | 200+ followers | India | 1989 — “Tiffinbox Review — your slightly strange, thoda ajeeb, very desi literary magazine. At Tiffinbox Review, we want to keep things fun, exciting, and just a little off-kilter. We hope to be a home for great literature that isn’t afraid to get a bit weir”
The Cawnpore | Theme: Issue 5: ONSRA → Deadline: Mar 7 | Fee: No | Pay: No | Open for Fiction, Nonfiction, Poetry, Multimedia | ✖️ Sim Subs | ✖️ Reprints | R: 14 days | A: 56% | Under 100 followers | India | 2024 — “Delve into the profound influence and impact of various cultures worldwide through the art of literature.”
Southampton Review → Deadline: Mar 15 | Fee: $3 | Pay: $100-$200 flat | Open for Multimedia, Fiction, Nonfiction | ☑︎ Sim Subs | ✖️ Reprints | R: 1095 days | A: 1% | 4K+ followers | United States | 2007 — “The Southampton Review has been publishing compelling writing and art since 2007.”
The Amazine | Theme: From grief to resilience, from joy to resistance → Deadline: Mar 30 | Fee: No | Pay: No | Open for Poetry, Fiction, Nonfiction, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | R: 30 days | A: 48% | 1.5K+ followers | 2022 — “A space for joy, curiosity and the bitter-sweetness of life with a mission to keep wonder alive and kicking.”
B O D Y → Deadline: Mar 31 | Fee: No | Pay: No | Open for Poetry, Fiction | ☑︎ Sim Subs | ✖️ Reprints | R: 16 days | A: 8.70% | Under 100 followers | Czechia | 2012 — “An international online literary journal. We publish the highest quality poetry and prose from emerging and established writers. B O D Y publishes three issues per year on a rolling basis: Winter; Spring; and Fall.”
Menagerie Magazine → Deadline: May 31 | Fee: Yes | Pay: $50 flat | Open for Fiction, Poetry, Nonfiction | ☑︎ Sim Subs | ✖️ Reprints | R: 60 days | A: 4.44% | 100+ followers | United States | 2021 — “Menagerie publishes fiction, essay, poetry, and hybrid works. What we like: sentences so sharp they draw blood; the strange and inexplicable; the wild and weird and uncanny. Our menagerie contains curios of all sizes and shapes.”
Every Body Magazine | Theme: Every Body Project: Issue Four (Holistic Care) → Deadline: Jun 1 | Fee: No | Pay: No | Open for Fiction, Nonfiction, Poetry, Multimedia | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 20 days | A: 80% | Under 100 followers | United States | 2024 — “NEW! Literary Magazine is connected to a non-profit, through our magazine we intended for people to share their experiences and connect with a community!”
Inglenook Lit → Deadline: Jun 1 | Fee: No | Pay: No | Open for Fiction, Nonfiction | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 60 days | 200+ followers | United States | 2025 — “Inglenook Lit is an online literary magazine for magic enthusiasts, mystics, and enchantment seekers. We publish speculative fiction and nonfiction prose.”
The Alexander Review | Theme: Winter 2026 → Deadline: Feb 12 | Fee: No | Pay: No | Open for Fiction, Nonfiction, Poetry | ☑︎ Sim Subs | ✖️ Reprints | R: 10 days | Under 100 followers | United States | 2025 — “Showcasing poetry, prose, and hybrid forms. (Other forms of art are taken into consideration as well.) We welcome work that demonstrates skill, originality, and a strong literary voice.”
The Maine Review → Deadline: Feb 13 | Fee: $3 | Pay: $25-$50/piece | Open for Multimedia, Poetry, Fiction, Nonfiction | ☑︎ Sim Subs | ✖️ Reprints | R: 180 days | A: 3.27% | 2K+ followers | United States | 2014 — “A biannual online literary journal that publishes culturally significant and innovative writing by writers living in Maine, across the country, and around the world.”
FLARE Magazine → Deadline: Feb 13 | Fee: No | Pay: No | Open for Fiction, Nonfiction, Poetry, Multimedia | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 1 days | A: 30% | 3K+ followers | United States | 2025 — “chill magazine that wants to bring awareness to different chronic illnesses and disabilities written by creatives who are disabled, deal with mental health, and/or chronically ill”
The Carrier Bag | Theme: Second Issue- A Look to the Future- Fiction → Deadline: Feb 13 | Fee: No | Pay: $10 flat | Open for Fiction, Poetry | ✖️ Sim Subs | ✖️ Reprints | R: 42 days | A: 6% | 100+ followers | United States | 2025 — “Before there was the tool to fight with, there was the tool to bring things home. The Carrier Bag Magazine is a collective interested in the unique experiences of the mundane, the odd, and the forgotten.”
Twisted Tongue Magazine → Deadline: Feb 13 | Fee: No | Pay: No | Open for Fiction, Nonfiction, Multimedia, Poetry | ☑︎ Sim Subs | ✖️ Reprints | R: 30 days | 100+ followers | United States | 2025 — “A bold new literary magazine”
Slash Magazine (Horror) | Theme: Slash Magazine Spring 2026 Horror Submissions → Deadline: Feb 13 | Fee: No | Pay: No | Open for Fiction, Poetry, Multimedia | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 14 days | Under 100 followers | Canada | 2025 — “Slash Magazine is an independent periodical literary magazine, both online and print. Slash Magazine celebrates the horror genre through essays, short fiction, poetry, art and photography.”
Whirligig Magazine | Theme: Nature → Deadline: Feb 13 | Fee: No | Pay: No | Open for Multimedia, Fiction, Nonfiction, Poetry | ☑︎ Sim Subs | ☑︎ Some Reprints | 800+ followers | 2023 — “Whirligig publishes high quality, creative, and uplifting content for 7-11 year-olds.”
Acropolis Journal → Deadline: Feb 14 | Fee: No | Pay: No | Open for Poetry, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | R: 30 days | A: 16.33% | 3K+ followers | United Kingdom | 2021 — “We love poems surging with imagery, your surreal, your gothic, caverns, labyrinths, the depths of the abyss, your grit, your confessional, your shrapnel of memories spun to dark velvet.”
Deep South Magazine → Deadline: Feb 14 | Fee: No | Pay: No | Open for Poetry | ☑︎ Sim Subs | ✖️ Reprints | 15K+ followers | United States — “An online magazine covering life in the Deep South.”
Trash Cat Lit | Theme: General Subs → Deadline: Feb 14 | Fee: No | Pay: No | Open for Fiction | ☑︎ Sim Subs | ✖️ Reprints | R: 30 days | A: 10% | 2K+ followers | United Kingdom | 2024 — “The Unexpected Place for Treasured Words”
boundby | Theme: Spotlight Category — The “Sonnot” → Deadline: Feb 14 | Fee: No | Pay: No | Open for Poetry, Nonfiction | ☑︎ Sim Subs | ✖️ Reprints | R: 21 days | A: 5% | 400+ followers | United Kingdom | 2022 — “UK-based (and internationally-minded) online poetry magazine, publishing poems and essays by new and established writers.”
Let me tell you a story → Deadline: Feb 14 | Fee: No | Pay: CA$10 flat | Open for Fiction | ☑︎ Sim Subs | ✖️ Reprints | R: 7 days | Under 100 followers | Canada | 2024 — “This is a flash fiction journal that favours stories inspired by the spontaneous occurrences of every day life, including what triggers lost memories and imaginations. We publish a wide range of humour, dark, literary and speculative.”
Black Rock & Sage → Deadline: Feb 14 | Fee: No | Pay: No | Open for Multimedia | ☑︎ Sim Subs | ✖️ Reprints | 500+ followers | United States | 2002 — “Black Rock & Sage is published annually through the Department of English and Philosophy with assistance from departments across campus.”
Feels Blind Literary Magazine → Deadline: Feb 14 | Fee: $3 | Pay: No | Open for Fiction, Nonfiction, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | Under 100 followers | United States | 2014 — “A biannual magazine publishing plays, fiction, and creative nonfiction from established and emerging writers.”
Third Coast Magazine → Deadline: Feb 15 | Fee: Some | Pay: No | Open for Nonfiction, Fiction | ☑︎ Sim Subs | ✖️ Reprints | R: 180 days | A: 3.17% | 15K+ followers | United States | 1995 — “Founded in 1995 by graduate students of the Western Michigan University English department, Third Coast is one of the nation’s premier literary magazines—and one of only a handful of nationally distributed literary magazines to regularly include four genres.”
Polyphony Lit. | Theme: Palestine Series for 2026 → Deadline: Feb 15 | Fee: No | Pay: No | Open for Multimedia, Poetry, Fiction | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 180 days | A: 50.00% | 2K+ followers | United States | 2004 — “The global online literary platform for high school students. We invite high school students worldwide to submit creative writing, join our editorial staff, write blog posts, take workshops, and grow into leadership roles.”
Prairie Schooner → Deadline: Feb 15 | Fee: No | Pay: No | Open for Fiction, Nonfiction | ✖️ Sim Subs | ✖️ Reprints | R: 150 days | A: 4.96% | 40K+ followers | United States | 1926 — “Prairie Schooner, a national literary quarterly published with the support of the English Department at the University of Nebraska-Lincoln and the University of Nebraska Press, is home to the best fiction, poetry, essays, and reviews being published today by beginning, mid-career, and established writers.”
Passages North → Deadline: Feb 15 | Fee: Some | Pay: No | Open for Poetry, Nonfiction, Fiction, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | R: 83 days | A: 2.99% | 30K+ followers | United States | 1979 — “Annual literary journal sponsored by Northern Michigan University, has published short fiction, poetry, creative nonfiction, and hybrid writing since 1979.”
PRISM international → Deadline: Feb 15 | Fee: No | Pay: $40/page or CA$50-CA$300 flat | Open for Multimedia, Nonfiction, Fiction | ☑︎ Sim Subs | ✖️ Reprints | R: 180 days | A: 6.91% | 10K+ followers | Canada | 1959 — “PRISM international publishes exciting, original, literary material from established and emerging writers in Canada and around the world.”
The Forge → Deadline: Feb 15 | Fee: $3 | Pay: $100 | Open for Fiction, Nonfiction | ☑︎ Sim Subs | ✖️ Reprints | R: 15 days | A: 1% | 10K+ followers | Canada | 2016 — “The Forge Literary Magazine was founded by volunteers from the Fiction Forge, an international online writers’ forum.”
Colorado Review → Deadline: Feb 15 | Fee: Some | Pay: $0-$300 flat or $0 | Open for Nonfiction, Fiction, Multimedia, Poetry | ☑︎ Sim Subs | ✖️ Reprints | R: 81 days | A: 1.73% | 30K+ followers | United States | 1956 — “Committed to the publication of contemporary creative writing. We are equally interested in work by both new and established writers. CR welcomes work that centers story and voice and/or that plays with form in meaningful ways.”
JMWW Journal → Deadline: Feb 15 | Fee: Some | Pay: No | Open for Nonfiction, Fiction, Poetry | ☑︎ Sim Subs | ✖️ Reprints | R: 44 days | A: 16.16% | 1.5K+ followers | United States — “A weekly journal of writing publishing the best in fiction, poetry, flash, essays, and interviews (or a close approximation).”
The Banyan Review → Deadline: Feb 15 | Fee: $3 | Pay: No | Open for Multimedia, Poetry, Fiction | ☑︎ Sim Subs | ✖️ Reprints | 2K+ followers | United States | 2020 — “The Banyan Review is an online, international journal promoting poetry, art, and the natural world.”
Sequestrum | Theme: Nature - Fiction & Nonfiction → Deadline: Feb 15 | Fee: Yes | Pay: No | Open for Poetry, Nonfiction, Multimedia, Fiction | ☑︎ Sim Subs | ✖️ Reprints | R: 180 days | A: <1% | 10K+ followers | United States | 2014 — “Sequestrum accepts manuscripts year-round, offers pay-what-you-can subscriptions, publishes on a rolling basis (about every two weeks), pairs all publications with stunning visual components, and is home to award-winning writers and new voices alike.”
Orange Blossom Review → Deadline: Feb 15 | Fee: No | Pay: No | Open for Poetry, Fiction, Nonfiction, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | R: 90 days | A: 2.82% | 3K+ followers | United States — “An international, peer-reviewed literary journal seeking quality fiction, poetry, nonfiction, and artwork. We invite both experienced and emerging writers to submit material.”
Aberration Labyrinth → Deadline: Feb 15 | Fee: No | Pay: No | Open for Multimedia, Poetry, Fiction | ✖️ Sim Subs | ✖️ Reprints | R: 60 days | A: 35% | Under 100 followers | United States | 2012 — “We do not want poems about sailboats. They’re sort of tired and boring. We are looking for underground writers who are looking for a place to muck up the internet with their bold and interesting writing. We treasure poetry that strays from the path.”
Sunspot Lit → Deadline: Feb 15 | Fee: Yes | Pay: No | Open for Multimedia, Fiction, Nonfiction, Poetry | ☑︎ Sim Subs | ✖️ Reprints | R: 60 days | A: 4.82% | Under 100 followers | United States | 2019 — “Since launching in January of 2019, Sunspot Literary Journal has amplified diverse multinational voices. New works have been published in their original language side-by-side with English translations.”
Heimat Review → Deadline: Feb 15 | Fee: No | Pay: No | Open for Nonfiction, Multimedia, Fiction, Poetry | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 40 days | 2K+ followers | 2022 — “An online journal that seeks to be a home for your prose and poetry. It is a journal of treehouses and chipped coffee mugs; creaky floors and dusty corners. A place to tape your work to the kitchen fridge.”
Denver Quarterly → Deadline: Feb 15 | Fee: No | Pay: No | Open for Nonfiction, Fiction, Multimedia, Poetry | ☑︎ Sim Subs | ✖️ Reprints | R: 90 days | A: 5% | 10K+ followers | United States | 1966 — “Experimenting since 1966. Here, there, at the foreground of avant-letters. Cover Art: Stella Nall, DQ 56.1.”
¡Pa’lante! → Deadline: Feb 15 | Fee: No | Pay: No | Open for Multimedia, Fiction, Nonfiction, Poetry | ☑︎ Sim Subs | ✖️ Reprints | R: 150 days | Under 100 followers | United States | 2020 — “the literary journal of the Cerritos College English department”
Alaska Women Speak | Theme: “Sunrise occurs everywhere, in lizard time, human time, or a fern uncurling time.” -Joy Harjo → Deadline: Feb 15 | Fee: No | Pay: No | Open for Poetry, Fiction, Nonfiction, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | 300+ followers | United States | 2019 — “Alaska women have stories to tell. Alaska Women Speak is the journal devoted to their expression of ideas, literature and art.”
Freshwater Literary Journal → Deadline: Feb 15 | Fee: No | Pay: No | Open for Fiction, Nonfiction, Poetry | ☑︎ Sim Subs | ✖️ Reprints | Under 100 followers | United States — “Freshwater Literary Journal is a professional literary journal coordinated by students at Asnuntuck Community College since 2000, seeking submissions from the public.”
Griffith Review | Theme: Into the Archive → Deadline: Feb 15 | Fee: No | Pay: No | Open for Nonfiction, Fiction | ☑︎ Sim Subs | ✖️ Reprints | R: 56 days | A: 1.94% | Under 100 followers | Australia | 2003 — “A literary and current affairs journal that offers fresh takes on big ideas.”
The Lorelei Signal → Deadline: Feb 15 | Fee: No | Pay: $5-$15/piece | Open for Fiction, Poetry | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 60 days | A: 21.16% | Under 100 followers | United States — “The Lorelei Signal is a web based magazine dedicated to featuring 3 dimensional / complex female characters in Fantasy stories.”
The Write Launch → Deadline: Feb 15 | Fee: $5 | Pay: No | Open for Nonfiction, Poetry, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | R: 45 days | A: 51.39% | 1.5K+ followers | United States | 2017 — “Monthly, online literary magazine. Stories, poetry, novel excerpts, creative nonfiction.”
Verity La (hiatus) → Deadline: Feb 15 | Fee: No | Pay: No | Open for Fiction, Nonfiction, Poetry | ✖️ Sim Subs | ✖️ Reprints | R: 60 days | Under 100 followers | Australia | 2010 — “An Australian online creative arts journal publishing fiction, nonfiction, poetry, photo-media,reviews and other hybrid forms.”
Luna Station Quarterly → Deadline: Feb 15 | Fee: No | Pay: $10/piece | Open for Poetry, Fiction, Multimedia | ✖️ Sim Subs | ✖️ Reprints | R: 90 days | A: 10% | 5K+ followers | United States | 2010 — “Stellar Short Fiction by Women-Identified Writers Since 2010”
The Cicada’s Cry → Deadline: Feb 15 | Fee: No | Pay: No | Open for Poetry | ☑︎ Sim Subs | ✖️ Reprints | Under 100 followers | United States | 2015 — “A Micro Zine of Haiku Poetry. Specializes in haiku, senryu, and related short-form poetry.”
Carmen et Error → Deadline: Feb 15 | Fee: No | Pay: £5 | Open for Fiction | ☑︎ Sim Subs | ✖️ Reprints | R: 14 days | A: 1.22% | Under 100 followers | United Kingdom | 2019 — “The cause of Roman poet Ovid’s exile was “carmen et error”, a poem and a mistake. We want your poems and your mistakes. Fiction that falls between genres. Weird, wild poems. Anything speculative, daring, or just plain odd.”
Writers Space Africa (WSA) | Theme: Magic → Deadline: Feb 15 | Fee: No | Pay: No | Open for Poetry, Fiction, Nonfiction | ☑︎ Sim Subs | ✖️ Reprints | R: 60 days | Under 100 followers | 2017 — “a dynamic and inclusive international literary publication, dedicated to amplifying the voices of African writers and sharing their diverse perspectives with a global audience.”
Weird Lit Magazine → Deadline: Feb 15 | Fee: No | Pay: No | Open for Fiction, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | R: 30 days | A: 2% | 700+ followers | United States | 2024 — “We are a platform for the weird and boundless. We support freedom of expression, community engagement, and the open exchange of ideas. We publish quarterly on the solstices and equinoxes.”
The Meraki Review → Deadline: Feb 15 | Fee: No | Pay: No | Open for Fiction, Poetry | ✖️ Sim Subs | ✖️ Reprints | R: 10 days | Under 100 followers | United States | 2024 — “A student-run literary magazine showcasing writing from anyone, regardless of age, gender, race, or previous experience.”
100-Foot Crow → Deadline: Feb 15 | Fee: No | Pay: $0.08/word | Open for Fiction | ☑︎ Sim Subs | ✖️ Reprints | R: 60 days | A: 1.30% | 500+ followers | 2024 — “We’re the magazine for busy people who want to be wowed by great science fiction & fantasy stories—in exactly 100 words.”
Etymos Review → Deadline: Feb 15 | Fee: No | Pay: No | Open for Fiction, Nonfiction, Poetry | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 14 days | 400+ followers | 2024 — “A student-based art and literary magazine dedicated to sharing the voices of today’s youth.”
Journal of Experimental Practice | Theme: Journal of Experimental Practice: Antagonism (Fiction) → Deadline: Feb 15 | Fee: No | Pay: No | Open for Fiction, Nonfiction, Poetry, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | R: 21 days | 100+ followers | United States | 2025 — “A peer-edited journal produced through XE: Experimental Humanities & Social Engagement at NYU.”
Callaloo → Deadline: Feb 15 | Fee: No | Pay: No | Open for Multimedia, Fiction, Nonfiction, Poetry | ☑︎ Sim Subs | ✖️ Reprints | R: 180 days | 9K+ followers | United States | 1976 — “Premier African diaspora literary journal examining African-American and African cultural expression worldwide.”
After the Art → Deadline: Feb 15 | Fee: No | Pay: No | Open for Nonfiction | ☑︎ Sim Subs | ✖️ Reprints | Under 100 followers | United States | 2018 — “A quarterly literary magazine publishing personal review essays that explore how reading enriches the experience of art.”
Flame Tree Publishing | Theme: Vampires → Deadline: Feb 15 | Fee: No | Pay: $0.08/word | Open for Fiction | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 120 days | 700+ followers | United Kingdom | 1992 — “Independent publisher and creator of fine books, journals, notebooks and art calendars, with a focus on myths, gothic fantasy and great works. Regular open submission calls for our themed short-story anthologies.”
London Fog Literary | Theme: Atmospheric Fiction for Spring Issue → Deadline: Feb 15 | Fee: No | Pay: No | Open for Fiction | ☑︎ Sim Subs | ☑︎ Some Reprints | Under 100 followers | United Kingdom | 2025 — “We are a new magazine looking for stories that feel like the London fog: beautiful, comforting, eerie and dangerous. And like London fog, the drink: something sweet you’d enjoy with a with a steamy cup in your hands by the fireside.”
In a Flash | Theme: February Theme: MEMORIES → Deadline: Feb 15 | Fee: No | Pay: $25/piece or $25 flat | Open for Nonfiction | ☑︎ Sim Subs | ✖️ Reprints | R: 30 days | 1K+ followers | United States | 2024 — “A monthly literary magazine for creative nonfiction in 500 words or less, each issue has a specific theme.”
Block Print | Theme: Fiction Prose Submissions for Winter 2025-26 Edition “Empathy Epidemic” → Deadline: Feb 15 | Fee: No | Pay: No | Open for Fiction, Nonfiction, Poetry | ☑︎ Sim Subs | ✖️ Reprints | 2K+ followers | United States | 2025 — “Block Print is WBI’s literary zine spotlighting powerful writing and art from Connecticut youth, plus curated contributions from emerging creators in other communities.”
Bluebird’s Scribe Review → Deadline: Feb 15 | Fee: No | Pay: No | Open for Poetry | ✖️ Sim Subs | ✖️ Reprints | Under 100 followers | United States | 2024 — “Are you a wordsmith with passion for storytelling? Do you have a voice that yearns to be heard? Look no further!”
A Public Space → Deadline: Feb 16 | Fee: No | Pay: Yes | Open for Fiction, Poetry, Nonfiction | ☑︎ Sim Subs | ✖️ Reprints | R: 150 days | 45K+ followers | United States | 2006 — “An independent nonprofit publisher of an eponymous award-winning literary, arts, and culture magazine, and A Public Space Books.”
Bluestem Magazine → Deadline: Feb 16 | Fee: Some | Pay: No | Open for Poetry, Fiction, Multimedia, Nonfiction | ☑︎ Sim Subs | ✖️ Reprints | R: 180 days | A: 1% | 2K+ followers | United States | 1966 — “Bluestem is a national literary magazine, published continuously since 1966.”
Vernacular Journal → Deadline: Feb 16 | Fee: No | Pay: No | Open for Nonfiction, Fiction, Multimedia, Poetry | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 60 days | 100+ followers | Greece | 2023 — “Vernacular is anything that reveals a sense of place. The informal city. The local and the vulgar.”
Gramercy Review → Deadline: Feb 16 | Fee: $5 | Pay: No | Open for Fiction, Nonfiction, Poetry | ☑︎ Sim Subs | ✖️ Reprints | R: 84 days | Under 100 followers | United States | 2024 — “An independent online magazine of exceptional and thought-provoking poetry and prose in both fiction and nonfiction, including works in translation.”
PHIL LIT Journal → Deadline: Feb 16 | Fee: No | Pay: No | Open for Poetry, Fiction, Nonfiction, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | R: 90 days | A: 15% | 1K+ followers | United States | 2025 — “Nonprofit publisher [Poetry, Fiction, NF/essay, Hybrid, & Art] quarterly issues (online & print) + annual PHIL LIT PARAGON (poetry anthology); exalts work that lingers between art & inquiry with a strong handle on craft. (Fearless & Human First)”
An Inkslinger’s Observance → Deadline: Feb 16 | Fee: No | Pay: No | Open for Fiction, Nonfiction, Poetry, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | Under 100 followers — “An Inkslinger’s Observance is Indiana University’s undergraduate-run literary magazine.”
Please See Me → Deadline: Feb 17 | Fee: No | Pay: No | Open for Fiction, Nonfiction, Poetry, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | R: 112 days | A: 30.77% | 1K+ followers | United States | 2018 — “An online literary journal that features health-related stories in the form of fiction, creative nonfiction, poetry, and digital media, including photography, podcasts, and short films.”
Paper Brigade | Theme: Feb. 13, 2026 → Deadline: Feb 17 | Fee: $3 | Pay: No | Open for Fiction, Poetry | ☑︎ Sim Subs | ✖️ Reprints | R: 186 days | 25K+ followers | United States | 2017 — “The print jour­nal of Jew­ish Book Coun­cil, PAPER BRIGADE celebrates the diver­si­ty of Jew­ish literature today.”
The Rebis | Theme: The Rebis: The Moon - Call for Poetry → Deadline: Feb 17 | Fee: No | Pay: $100-$200 flat | Open for Poetry, Fiction, Nonfiction, Multimedia | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 30 days | A: 7.69% | 5K+ followers | United States | 2021 — “The Rebis is a tarot literary journal. We publish an annual print anthology of art, essays, fiction, and poetry from contributors around the world. Each issue explores a single tarot card. We are grounded in anticapitalist principles and our sales profits are redistributed to social justice orgs.”
Poet In Verse Journal | Theme: Poet In Verse Journal → Deadline: Feb 17 | Fee: No | Pay: No | Open for Poetry | ☑︎ Sim Subs | ✖️ Reprints | R: 60 days | 1.5K+ followers | United Kingdom | 2025 — “A new annual celebration of poetry in English language, welcoming all forms and voices anywhere in the world: ‘The Verse Is All!’”
delicate emissions → Deadline: Feb 18 | Fee: No | Pay: No | Open for Poetry | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 14 days | A: 9% | 1K+ followers | United States | 2021 — “Quarterly zine for brief poems, published in physical form and online.”
Clamor Journal → Deadline: Feb 18 | Fee: No | Pay: No | Open for Poetry, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | 1K+ followers | United States | 2006 — “Clamor is the University of Washington Bothell’s annual Literary and Arts Journal, representing the best creative practices in literary, visual and media formats from across our campus and the surrounding community.”
The Dewdrop → Deadline: Feb 18 | Fee: $5 | Pay: No | Open for Poetry | ☑︎ Sim Subs | ✖️ Reprints | R: 32 days | A: 18.18% | 900+ followers | United States | 2018 — “The Dewdrop welcomes submissions from all writers.”
Opal Age Tribune | Theme: Humanity → Deadline: Feb 18 | Fee: No | Pay: No | Open for Nonfiction, Fiction, Multimedia, Poetry | ☑︎ Sim Subs | ✖️ Reprints | R: 14 days | A: 78.57% | Under 100 followers | United States | 2023 — “The queer publication of our dreams. Be a part of our digital illuminated manuscript, a luminous record of our times.”
A Thin Slice of Anxiety | Fee: No | Pay: No | Open for Nonfiction, Fiction, Poetry, Multimedia | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 90 days | A: 95.35% | 5K+ followers | United States | 2021 — “An independent publication which strives to nurture and promote the best up-and-coming writers of our generation. Writers who are brave enough to guide us into places of amalgamation where the unplumbed depths of the known are made and unmade.”
J Journal | Theme: Justice | Fee: No | Pay: No | Open for Fiction, Poetry, Nonfiction | ☑︎ Sim Subs | ✖️ Reprints | R: 68 days | A: 17.14% | 600+ followers | United States | 2016 — “J Journal seeks new writing – fiction, creative nonfiction, and poetry – that takes on justice.”
Corner Bar Magazine | Fee: No | Pay: No | Open for Multimedia, Fiction | ☑︎ Sim Subs | ✖️ Reprints | R: 135 days | A: 85.00% | Under 100 followers | United States | 2015 — “We’re the handsome stepchildren of The Blotter Magazine, Inc. — a 501(c)(3) nonprofit corporation”
Two Hawks Quarterly | Fee: No | Pay: No | Open for Fiction, Poetry, Nonfiction, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | R: 120 days | A: 8.32% | 300+ followers | United States | 2007 — “A digital literary journal featuring daring and lyrical writing across multiple genres, edited by the writers of the AULA UGS program.”
Blue Press | Fee: No | Pay: £15 flat or £15-£60 | Open for Poetry, Multimedia, Fiction, Nonfiction | ☑︎ Sim Subs | ✖️ Reprints | R: 14 days | Under 100 followers | United Kingdom | 2023 — “Yearly print literary magazine featuring work from debut authors.”
R U Joking? | Fee: No | Pay: No | Open for Fiction, Multimedia, Nonfiction | ☑︎ Sim Subs | ✖️ Reprints | R: 10 days | 500+ followers | United States | 2020 — “A comedy publication devoted to comedic storytelling. The website features fun, factual, and fictitious stories, some jokes, and short humor. The goal of R U Joking? is to spread JOY and LAUGHTER through story.”
Nixes Mate Review | Fee: No | Pay: No | Open for Poetry, Fiction, Nonfiction | ☑︎ Sim Subs | ✖️ Reprints | R: 80 days | A: 15.79% | 400+ followers | United States | 2016 — “a navigational hazard in Boston Harbor”
Scrawl Place | Fee: No | Pay: $35/piece | Open for Fiction, Nonfiction, Poetry | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 30 days | A: 6.22% | 3K+ followers | United States | 2021 — “Scrawl Place is part visitor’s guide, part literary journal. The audience for this online publication is the guest, the visitor, the traveler, the day-tripper, the out-of-towner, and the in-towners eager to wander. I’m looking for submissions about “places in the places” where you live or where you’ve visited.”
St. Anthony Messenger | Fee: No | Pay: $0.2/word | Open for Multimedia, Nonfiction, Fiction | ✖️ Sim Subs | ✖️ Reprints | R: 56 days | 10K+ followers | United States | 1893 — “St. Anthony Messenger is a national magazine founded in 1893. This Franciscan publication boasts a strong tradition of informing and inspiring Catholic readers.”
LitMag | Fee: Yes | Pay: Yes | Open for Fiction, Nonfiction, Poetry | ☑︎ Sim Subs | ✖️ Reprints | R: 180 days | 5K+ followers | United States | 2016 — “Literary Magazine. NYC. Best American Short Stories, O. Henry Prize, Pushcart Prize, etc. Available at Barnes & Noble”
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The Little Magazines That Changed Everything


In 1914, a young American banker living in London sent a strange poem to a small magazine in Chicago. The poem was long, dense, and defied nearly every convention of the time. Its opening line—"Let us go then, you and I, when the evening is spread out against the sky like a patient etherized upon a table"—was unlike anything readers had encountered. The magazine was Poetry, barely two years old and operating on a shoestring budget. The banker was T. S. Eliot. And "The Love Song of J. Alfred Prufrock" would become one of the most influential poems of the twentieth century.


This is what literary magazines do. They find the strange, the experimental, the not-yet-celebrated, and they give it a home before anyone else will.


What Exactly Is a Literary Magazine?


A literary magazine is a periodical—meaning it comes out regularly, like a newspaper or regular magazine—devoted primarily to literature. But here's where it differs from what you might find at an airport newsstand: literary magazines care about the writing itself, not about selling advertising or chasing mass audiences.


These publications typically feature short stories, poetry, and essays. Many also include literary criticism (thoughtful analysis of how and why literature works), book reviews, interviews with authors, and biographical profiles. Some specialize—Poet Lore, founded in 1889, publishes only poetry and has been doing so for over a century.


You'll hear these publications called by different names. "Literary journals" sounds more academic. "Little magazines" emphasizes their small-scale, often handmade quality and their willingness to take risks on unknown writers. The term "little" isn't dismissive—it's a badge of honor, signaling independence from commercial pressures.


Born in the Coffeehouses of Europe


The first literary magazine appeared in France in 1684, when a philosopher named Pierre Bayle founded Nouvelles de la république des lettres—roughly translated as "News from the Republic of Letters." That phrase itself tells us something important about the era. European intellectuals imagined themselves as citizens of an invisible country united not by borders or governments but by ideas and learning. A magazine that could circulate those ideas across distances seemed almost revolutionary.


But literary magazines truly flourished in the nineteenth century, riding a wave of rising literacy, cheaper printing, and the emergence of a middle class hungry for culture. In Britain, the Edinburgh Review appeared in 1802, founded by three young critics who wanted to shake up the literary establishment. It was sharp, opinionated, and sometimes vicious—Lord Byron once called its reviews "the assassin of the literary reputation."


Britain soon had competitors: the Westminster Review in 1824, The Spectator in 1828, the Athenaeum that same year. Each had its own character and audience.


America was building its own tradition. The North American Review began in 1815 in Boston and still publishes today, making it the oldest American literary magazine—though it took a break during World War II. The Yale Review, founded four years later in 1819, never stopped, giving it the distinction of longest continuous publication.


Something fascinating was happening in these early years. The magazines weren't just publishing literature—they were creating literary culture. The Dial, which ran from 1840 to 1844, became the voice of the Transcendentalist movement. Ralph Waldo Emerson edited it for a time. These weren't just venues for work; they were movements with pages.


The Explosion of the Small Press


By the mid-twentieth century, something shifted. Literary magazines multiplied rapidly, and they got smaller, stranger, more specialized.


This boom corresponded with the rise of the small press—independent publishers operating outside the major New York houses. Suddenly, anyone with access to a mimeograph machine (a kind of early copying device that used ink and stencils) could start a magazine. And many did.


The Paris Review launched in 1953, founded by a group of young Americans living abroad who wanted to interview writers about their craft rather than just review their books. Its "Writers at Work" interview series became legendary—long conversations with Hemingway, Faulkner, Borges, and countless others about how they actually made their art.


The Massachusetts Review and Poetry Northwest appeared in 1959. The Denver Quarterly followed in 1965. The 1970s brought another surge: Ploughshares, The Iowa Review, Granta, The Missouri Review, and Agni all began during this decade.


These magazines couldn't pay much—often nothing at all—but that was almost the point. Writers published in them for love, for reputation, for the chance to be read by other serious writers and editors. Steve Almond, Jacob M. Appel, and Stephen Dixon built their careers almost entirely through literary magazine publication, accumulating credits one story at a time until book publishers took notice.


Two Magazines, Two Philosophies


To understand what literary magazines meant to American intellectual life in the twentieth century, consider two of the most influential—and how completely they disagreed about what literature was for.


The Kenyon Review, edited by the poet and critic John Crowe Ransom, championed what became known as the New Criticism. This approach insisted that a poem or story should be analyzed purely on its own terms—its language, structure, imagery—without reference to the author's biography or political views. The Kenyon Review was, as its editors put it, "avowedly unpolitical." Literature was its own world, and that world was enough.


The Partisan Review took exactly the opposite stance. It had started with ties to the American Communist Party and the John Reed Club, a leftist literary organization. Even after breaking with the party, politics remained central to its identity. You couldn't separate literature from the world that produced it. Art meant something only in relation to power, class, and ideology.


These weren't just aesthetic disagreements. They represented fundamentally different answers to the question of what literature is for. Is a poem a self-contained object of beauty, or is it a weapon? Can you read Ezra Pound without considering his fascism? Should you?


Both magazines published brilliant work. Both launched major careers. And their argument—about whether art serves politics or politics corrupts art—has never really been resolved.


Argentina's Political Crucible


In Argentina, literary magazines were never merely aesthetic ventures. They were political battlegrounds from the very beginning.


The country's first literary magazine, La Aljaba, appeared in 1830—remarkably, it was created by and for women, making it one of the earliest such publications in the world. Seven years later, Juan Bautista Alberdi—the political philosopher whose ideas would later shape Argentina's constitution—founded La Moda. Through it, the Generation of 1837 introduced Romanticism and liberal political thought from Europe into Argentine culture.


Then came Martín Fierro in 1924, named after the epic poem that defined Argentine national identity. This magazine became the engine of the country's avant-garde, heavily influenced by ultraism—a poetic movement that stripped away ornament and aimed for concentrated, surprising imagery. A young Jorge Luis Borges was among its contributors.


When Martín Fierro's contributors founded Sur in 1931, they created what might be the most influential literary magazine in Latin American history. Borges published many of his greatest stories there, including "Tlön, Uqbar, Orbis Tertius," "The Circular Ruins," and "The Aleph"—mind-bending fictions that reimagined what stories could do. But Sur was also fiercely political, openly opposing both Peronism and Nazism at considerable risk to its editors.


Think about what this means. Some of the most important literature of the twentieth century first appeared not in books but in the pages of a magazine that was simultaneously fighting fascism. Art and politics weren't opposites. They were the same fight.


The Awards and the Ecosystem


Literary magazines aren't just publication venues. They're the foundation of an entire ecosystem that identifies, cultivates, and rewards literary talent.


The Pushcart Prize—one of the most prestigious honors for writers published in small presses and literary magazines—draws from this world. Each year, editors nominate their best pieces, and a committee selects winners for an annual anthology. For many writers, a Pushcart nomination or prize is a career-defining credential.


The O. Henry Awards perform a similar function for short fiction. And the annual volumes of The Best American Short Stories and The Best American Essays draw heavily from literary magazine publication—in many years, almost all the selected pieces originally appeared in these small journals.


This creates a strange economy. Literary magazines typically can't pay professional rates. Some pay nothing at all. But publication in the right magazines leads to prizes, which lead to book deals, which lead to teaching positions and speaking fees. The prestige flows upward. The money, eventually, follows.


Going Digital—Reluctantly, Then Enthusiastically


The first online literary magazine appeared in 1984. It was called SwiftCurrent, and it functioned more like a database than a publication in the traditional sense—a place where literary works were stored rather than curated and presented.


The Mississippi Review became the first established literary magazine to publish a fully online issue in 1995. Three years later, Fence and Timothy McSweeney's Quarterly Concern launched to enthusiastic audiences. Around 1996, online literary magazines began appearing regularly.


The transition was not smooth. Many writers and editors dismissed online publications as inferior—not quite real magazines, more like "ezines," a term that carried a whiff of amateurism. How could something without ink and paper carry the same weight?


But the economics were undeniable. Print magazines cost money to produce and ship. Many survived only through grants, university support, or the unpaid labor of devoted editors. Online publication eliminated most of those costs. A single person with strong taste and an internet connection could reach readers worldwide.


Today, thousands of online literary publications exist. The old distinctions between print and digital have mostly dissolved. What matters is the quality of the work and the reputation of the editors selecting it. In Argentina, while print magazines have declined, publications like Revista Ñ thrive online, continuing the country's tradition of literary journalism in a new medium.


Why Little Magazines Still Matter


Here's something that might seem paradoxical. In an age when anyone can self-publish instantly—when a writer can post a story to their own website or social media with no gatekeepers at all—literary magazines remain vital.


Why? Because curation matters. Because the act of selection—an editor saying "yes, this is good enough"—still carries meaning. Because being published alongside other writers you admire puts your work in a conversation.


The University of Wisconsin-Madison houses one of the most extensive collections of little magazines in the United States, approximately seven thousand English-language literary publications from the twentieth century. This archive exists because scholars recognized that these ephemeral, often financially precarious publications had documented something important: the history of literary experimentation, of risk-taking, of the unglamorous work that precedes recognition.


Every famous writer was once unknown. Somewhere, usually, there was a small magazine willing to take a chance on them before anyone else would. That's what little magazines have always done. They are laboratories where literature evolves.


And if you want to understand what literature might become ten or twenty years from now, the best place to look is probably not the bestseller list. It's the little magazines—still small, still financially uncertain, still irregular, still showcasing what no one else will publish yet.
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The Strange Place Where Art Meets Academia


Here's something remarkable that happened in the twentieth century: writers were finally welcomed into universities. For most of human history, the people who created literature and the people who studied it occupied completely different worlds. Scholars dissected novels; novelists wrote them. The two rarely met, and when they did, it was often awkward.


Then everything changed.


In 1970, two British novelists named Malcolm Bradbury and Angus Wilson did something unprecedented at the University of East Anglia in England. They created the first formal creative writing program in the United Kingdom, offering a Master of Arts degree that would teach students not just to analyze literature, but to make it.


As one observer put it at the time: "For the first time in the sad and enchanting history of literature, for the first time in the glorious and dreadful history of the world, the writer was welcome in the academic place. If the mind could be honored there, why not the imagination?"


What Makes Writing "Creative"?


The term itself might seem redundant. Isn't all writing creative to some degree? The answer depends on what we mean by the word.


Creative writing refers to any writing that ventures beyond the conventional boundaries of professional, journalistic, academic, or technical writing. What distinguishes it is an emphasis on craft and technique—things like narrative structure, character development, literary devices, and the musical qualities of language itself.


This encompasses an enormous range of work. Novels. Short stories. Poetry. Memoirs. Even some journalism, when it breaks from the straightforward reporting of facts to tell stories in more artful ways. Screenwriting and playwriting belong to this family too, though they're often taught in separate departments because of their close ties to film and theater production.


The key distinction lies in purpose and method. Academic writing follows rules: cite your sources, make your thesis clear, support your arguments with evidence. Technical writing prioritizes clarity and precision above all else. Journalism adheres to conventions of objectivity and the inverted pyramid structure, where the most important information comes first.


Creative writing inverts these priorities. Self-expression matters more than adherence to rules. Voice—that elusive quality that makes one writer's sentences sound different from another's—becomes paramount. The goal isn't necessarily to inform or persuade. It's to create an experience, to make readers feel something, to capture some truth about human existence that can't be conveyed through straightforward exposition.


The Workshop Model


Walk into almost any creative writing class at any university in the English-speaking world, and you'll encounter something called the workshop. This is the dominant method for teaching creative writing, and it works like this:


A student submits an original piece of writing—a short story, a poem, a chapter of a novel. Copies go out to everyone in the class. Then the group gathers to discuss the work while the author sits in silence, listening.


The silence is crucial. It forces the writer to hear how their words land without being able to explain or defend their intentions. Your story might be crystal clear in your own head, but if your readers are confused, that confusion is real data. The workshop teaches writers to separate what they meant to put on the page from what actually ended up there.


Beyond the workshop itself, creative writing programs teach a range of skills: how to develop ideas, how to structure narratives, how to edit ruthlessly, how to overcome that peculiar paralysis known as writer's block. Students study literary techniques and genres. They read voraciously. And they write. Constantly.


The list of writers who emerged from these programs reads like a roster of contemporary literature's brightest stars. Michael Chabon, whose novel "The Amazing Adventures of Kavalier & Clay" won the Pulitzer Prize. Kazuo Ishiguro, the British-Japanese author who won the Nobel Prize in Literature. Ian McEwan, master of psychological suspense. Rose Tremain, Kevin Brockmeier, David Benioff. Television showrunner Darren Star, who created "Sex and the City." Peter Farrelly, who would go on to direct films like "Green Book."


The Eternal Debate: Can Writing Be Taught?


Not everyone believes in the enterprise.


Kay Boyle directed the creative writing program at San Francisco State University for sixteen years. You might expect someone in her position to be a fierce advocate for creative writing education. Instead, she declared that "all creative-writing programs ought to be abolished by law."


The sentiment echoes through generations of writers and critics. Some argue that writing is an innate gift, like having perfect pitch in music. You either have it or you don't, and no amount of instruction will make the difference. Others suggest that while technique can be taught, the deeper qualities that distinguish great writing—original vision, emotional depth, a distinctive voice—cannot be transmitted in a classroom.


There's also a more pointed critique emerging from contemporary scholars. They argue that traditional creative writing pedagogy—with its emphasis on daily writing requirements and workshop attendance—discriminates against students with disabilities. If you have a chronic illness that makes consistent daily practice impossible, or mental health challenges that interfere with group critique sessions, or neurodivergent traits that make conventional writing advice counterproductive, the standard creative writing curriculum may be designed to exclude you.


Scholar Caleb González has gone further, arguing that the entire Western literary canon underlying creative writing education is "historically rooted and linked to exclusion and structural racism."


Defenders of creative writing programs respond with pragmatic arguments. Yes, perhaps certain ineffable qualities can't be taught. But craft certainly can be. Understanding how narrative structure works, how to develop compelling characters, how to create tension and release—these are learnable skills. Even if programs can't manufacture genius, they can help talented writers develop their abilities more quickly and avoid common mistakes.


As one advocate put it: "To say that the creative has no part in education is to argue that a university is not universal."


Beyond the Ivory Tower


Something interesting happened in American prisons in the late 1960s. Following the prisoner rights movement—galvanized by events like the 1971 Attica Prison uprising in New York, where forty-three people died—correctional facilities began introducing creative writing programs.


The logic was straightforward: incarcerated people need productive outlets. Writing offers a way to process difficult experiences, develop marketable skills, and build the kind of self-reflection necessary for rehabilitation. It costs relatively little, requires minimal equipment, and can be done in almost any setting.


The Poets, Playwrights, Essayists, Editors and Novelists—an organization known by its acronym PEN—became one of the most significant forces behind this movement. In 1971, PEN established the Prison Writing Committee specifically to advocate for and support creative writing programs behind bars. They improved prison libraries, recruited volunteer teachers, persuaded established authors to host workshops, and created an annual literary competition for incarcerated writers.


The results have been striking. One California study of prison arts programs found that participation in creative writing increased emotional control and decreased disciplinary infractions. Inmates reported improved mental health, better relationships with family members, and a more positive facility environment overall. Writing skills developed in these programs transferred to other academic areas.


Perhaps most importantly, the programs seemed to ease the difficult process of reentry into society. Prisoners who had developed their writing skills, built self-esteem through creative achievement, and formed healthy social connections in workshops appeared to reoffend at lower rates.


Juvenile facilities have seen similar benefits. In Alabama, a program called Writing Our Stories launched in 1997 as an anti-violence initiative for incarcerated young people. Participants gained confidence, developed empathy, and came to see their peers in a more positive light. Many expressed increased motivation to return to society and live productive lives.


The Science of Storytelling


Why does creative writing seem to have such profound effects? The answer may lie in the brain.


When we set and achieve small goals consistently—like completing a poem or finishing a chapter—our brains release dopamine, the neurotransmitter associated with reward and motivation. The act of completing creative work creates a positive feedback loop: accomplishment leads to good feelings, which lead to increased motivation, which leads to more accomplishment.


There's also something psychologically powerful about narrative itself. When students document and analyze their experiences through writing, they often gain new perspectives on situations that once felt overwhelming. The simple act of structuring chaos into story can help people sort through difficult emotions and find meaning in challenging circumstances.


This may explain why creative writing seems to boost what psychologists call resilience—the ability to recover from setbacks and adapt to adversity. Writing creates distance between the self and experience, transforming raw emotion into something that can be examined, shaped, and ultimately understood.


An International Classroom


Scholar Youngjoo Yi spent two years following a Korean student enrolled in an American creative writing program. What he discovered challenged assumptions about who benefits from creative writing education and how.


The student hadn't grown up speaking English. She came to creative writing as an international student, someone for whom the language itself presented an additional barrier. But the creative writing classroom gave her something unexpected: permission to draw on her own heritage, experiences, and values.


By the end of the program, she had become a more confident writer—not just in English, but in Korean as well. The skills she developed, the confidence she built, transferred across languages. Creative writing hadn't just taught her to write better in her second language; it had made her a better writer period.


This hints at something deeper about what creative writing programs actually teach. It's not just technique or craft or the rules of English grammar. It's a relationship with language itself, a willingness to experiment, a tolerance for the vulnerability that comes with putting your thoughts into words for others to judge.


The Voice Problem


Gregory Stephens teaches at the University of Puerto Rico at Mayagüez, primarily working with students studying science, technology, engineering, and mathematics—what educators call STEM fields. These students arrive trained in a particular kind of writing: technical, precise, objective, rule-governed.


Stephens noticed something troubling. The heavy emphasis on academic writing seemed to prevent his students from developing their own unique voices and styles. They could write competent reports, but something was missing—the spark of individual personality that makes writing memorable.


So he tried an experiment. He introduced creative writing techniques into his STEM curriculum. Exercises in self-characterization. Storytelling assignments. Work that forced students to break free from what he called "the constraints of formal thinking and writing."


The results surprised him. His engineering and science students developed not just better writing skills, but increased empathy and self-awareness. They began to find their narrative voices—that quality that makes one person's sentences sound different from another's. And these skills, Stephens argues, transfer directly to professional settings. Being able to tell your story, to connect with audiences, to communicate with personality rather than just precision—these matter in the workplace as much as they do in the creative writing workshop.


A Discipline of Its Own


In some countries, creative writing still exists primarily as an extension of English studies—a practical application of literary knowledge, subordinate to the serious work of criticism and analysis. Some academics see it as a challenge to the tradition of studying literary forms rather than creating them, an interloper in departments devoted to scholarship.


But in the United Kingdom, Australia, and increasingly throughout the world, creative writing has established itself as an independent discipline with its own methods, its own body of knowledge, and its own professional community. Programs have spun off from English departments entirely, housed in their own dedicated spaces with their own faculty lines and their own hierarchies of degrees: bachelor's, master's, and increasingly, doctorates.


This evolution reflects a broader shift in how we think about artistic production. For centuries, writing was something mysterious, a gift from the muses, an inexplicable spark that either visited you or didn't. The idea that it could be studied systematically, broken down into teachable components, cultivated through deliberate practice—this was genuinely new.


The workshop model pioneered at Iowa and East Anglia has become nearly universal. The techniques developed for teaching fiction and poetry have spread to screenwriting and playwriting, to memoir and creative nonfiction, even to forms that didn't exist when the first programs were founded: video game writing, podcast scripting, content creation for digital platforms.


Whether creative writing can truly be taught remains an open question. Perhaps the better question is what happens when you give aspiring writers a community of peers, exposure to techniques, time to practice, and permission to fail. The graduates of creative writing programs have reshaped contemporary literature, television, and film. Whatever these programs are doing, something seems to be working.


The Courage to Create


At its heart, creative writing education offers something that might be even more valuable than technique: permission. Permission to take yourself seriously as a writer. Permission to devote time to your craft without having to justify it in practical terms. Permission to fail repeatedly while you figure out what you're trying to say and how to say it.


Mary Lee Marksberry, in her foundational work on creativity, identified three fundamental needs that creative writing serves: the need to keep records of significant experience, the need to share experience with an interested group, and the need for free individual expression that contributes to mental and physical health.


Notice what's missing from that list. Fame. Fortune. Publication. These may come eventually, but they're not the point. The point is the writing itself—the act of wrestling experience into words, of making sense of the world through language, of reaching toward something true and finding, against all odds, a way to say it.


That's what creative writing programs offer at their best: a space where the imagination is honored alongside the mind, where the creative is recognized as essential to education, where writers of all backgrounds can come to learn their craft.


The debate over whether writing can be taught will likely never be resolved. But the debate over whether it matters—that one was settled long ago, in prisons and universities, in workshops and classrooms, wherever people gather to share what they've written and listen to what others have to say.
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  A Harvard dissertation is offering a radical rethinking of what poetry does—and why it matters.

The author, whose research at Harvard formed the basis for this course, argues that poetry doesn't merely describe spiritual experience like a document might record events. Instead, it formally transmits that experience through the very structure of verse. This theory—called spiritual poetics—challenges the Enlightenment's rational, materialistic understanding of the human mind that still dominates literary criticism.

The course will examine how Wordsworth's most celebrated lyric poems encode transformations of consciousness that scholars have long categorized as "spiritual" but struggled to articulate. The lectures are designed for non-academics curious about close reading and romantic poetry, though they'll move faster than typical popular content.

What Spiritual Poetics Means

At its core, spiritual poetics is a theory of how poetry is composed and received—not just what it says, but how it works. The author draws on Helen Vendler's insight that poems are enactments of mobile consciousness. When readers experience a poem, they undergo an ordering of understanding through the poem itself.

This becomes clearest in the Romantic poets: Blake, Wordsworth, Keats, Shelley. Their work is deeply associated with states of consciousness that should be called spiritual—ecstasis, experiences of transcendence. But the vocabulary available to discuss this comes from the Enlightenment's rational inheritance, and criticism has been slow to develop language for how poetry formally transmits these experiences.

Poetry formally encodes and enacts a spiritual experience through its very form—not just describing it like a document.

The author will examine Wordsworth as the primary case study because his poems follow a distinctive pattern: they move from states of turbulence and excitement into tranquility. This movement is repeated across his works—the boy of Winander, Ruth, the Lucy poems—all undergo shifts from agitation to calm.

Why Wordsworth Breaks the Categories

Many scholars describe Wordsworth's poetry as Christian or compatible with Christianity. Others have framed it as a retreat from religion into art—what's sometimes called secularization. The author argues this misses something essential: for Wordsworth, poetry and religion share a common source.

In his 1815 supplementary essay to the preface, Wordsworth distinguishes between what he calls "the spirit of religion"—which poetry administers—and institutional religion, which makes up deficiencies of reason by faith. Poetry aligned with the spirit of religion has what he calls a divine origin: passionate for the instruction of reason, ethereal and transcendent, yet capable of sustaining without external incarnation.

The difference is crucial. For Wordsworth, creativity begins with an experience of the ethereal and the transcendent—first felt in the blood, then passing to the mind where it becomes poetry understood.

Close Reading: My Heart Leaps Up

In the short poem "My Heart Leaps Up," this movement from excitement to calm appears in miniature. The first line performs that enthusiasm through "leaps up"—a spondee, a foot with two stressed syllables expressing genuine excitement. This brings readers to the precipice of an enjammed line: no punctuation, leaving the sense incomplete.

The reader must hold this suspended moment until the object is revealed in the second line—a rainbow in the sky. Then comes repetition: "So was it when my life began. So is it now I am a man." This is called epiphora—when a line begins with the same word as the previous line. It establishes stability through the speaker's wish to enshrine this elation.

The final couplet resolves in perfect iambic meter: "And I could wish my days to be bound each to each by natural piety." This is the transit from emotionally excited to spiritually calm—the hallmark of Wordsworth's spiritual sensibility.

Critics might note that framing poetry as formally transmitting spiritual experience risks obscuring its historical and political contexts. The author's theory focuses on form rather than meaning, which some scholars would consider incomplete.

Bottom Line

The strongest part of this argument is the close reading: seeing how poem structure itself performs the spiritual movement rather than just describing it. The vulnerability is that post-secular theory remains niche in academic circles—audiences may need more background than a single lecture provides. But if you've ever felt a poem "do" something rather than simply say something, this course offers language for that intuition.
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A soldier stands guard during training at CFB Suffield, Alberta. (Jeff McIntosh / Canadian Press)
This story was originally published on thewalrus.ca
By Peter Jones
What to make of a United States which threatens the sovereign territory of an allied democracy? Which invades another country to snatch its head of state and then makes the rest of the regime “an offer it can’t refuse” with respect to its oil resources? Where the head of the central bank is subjected to a sham criminal investigation for refusing to let the head of state interfere where the law forbids it? Or in which gangs of masked government thugs roam the streets, picking up anyone they wish and consigning them, with seemingly no due process, to a semi-legal hell on earth—and even shooting citizens who get in their way with seeming impunity?
It is almost beyond comprehension, as is the fact that much of the American political and judicial system has simply stood back and let this happen. This is, after all, a system founded on separate but equal branches of government whose primary function is to check one another and prevent the rise of the kind of despotic monarch Americans rejected when they handed in their British citizenship.
The situation prompts one to think the unthinkable. We now live in a time where, even if something remains highly unlikely, it is no longer impossible.
And so, as President Donald Trump continues his semi-invasion/proxy takeover of Venezuela and keeps threats to Greenland simmering, my thoughts turn to an unsettling question. What would we do if our restive neighbour to the south decided to test, once again, Thomas Jefferson’s maxim, propounded in 1812, that taking Canada is “a mere matter of marching”? How would we actually defend ourselves?


You can’t share stories from thewalrus.ca on Facebook or Instagram because of Meta’s response to the Online News Act, but you can share this Substack article there


The analysis would depend on the related questions of why the Americans would go about invading us and how they would do it. On the question of why, Trump’s mercurial personality makes it difficult to base an answer on presumption of rationality. If Canada’s relations with him deteriorate to the point that he is seriously thinking of military action, that point will probably come after an acrimonious exchange over something like his desire to own our resources and/or control our Arctic—in both cases, for reasons of “national security.”
Presumably, we will have rejected a set of egregious demands, and he will turn to unsubtle military threats (likely framed as “everything is on the table”) to soften us up. In this telling, Trump’s actions are best seen as an example of hard-nosed bargaining. But deeper psychological imperatives cannot be dismissed, including a desire to be viewed by history as the man who more than doubled the size of the US and accomplished its “manifest destiny.”
This is a goal American leaders have pursued since before the Revolutionary War. In 1774, even before declaring independence, the First Continental Congress approved an open letter to the residents of what would become Canada, urging them to join—or face the consequences: “A moment’s reflection should convince you which will be most for your interest and happiness, to have all the rest of North-America your unalterable friends, or your inveterate enemies.” In 1775, the fledgling American forces attempted an invasion of Canada but were repelled. They would try again in 1812.
On the question of how the Americans might invade Canada, it is obvious that, if they decided to pull the full “shock and awe” special, we would be up the proverbial creek. But it seems unlikely they would do this. Our cities and infrastructure are valuable and would have to be expensively rebuilt after the conquest. Why bomb them? Moreover, if the purported political cover story for the attack is that, by making us Americans, Trump is merely doing that which we Canadians have always secretly longed for, hammering us seems counterintuitive. It is tough to make the argument that we are on the cusp of becoming the “cherished fifty-first state” when the missiles fall. So, an all-out shit-kicking is probably not in store.
In terms of the diplomatic prelude to a takeover, Trump’s negotiating style does display some traits that are, at least, consistent. When he really wants something, and the other side has said it won’t budge, his first move is to punch them in the face, verbally at least, and then demand something preposterous. The bargaining starts from there, backed up by steadily graduated pressure in the form of ever more outlandish statements and threats designed to sap our will and cause us to voluntarily see the light.
Most of this, as Trump has promised, would be economic in nature, with a generous dose of disinformation, cyber, and other such “soft” attacks thrown in, all intended to disrupt our economy and national life and to get us to question the reality that is unfolding before us. Almost certainly, it would involve support for Alberta separatists to try to weaken Canada and create an argument that MAGA has supporters here. This has already begun with the recent comments of the US treasury secretary gently urging the process along.
But one can also imagine a bit of physical intimidation to help us get the point. This could take the form of raids across the border by the US military to destroy some things or capture a leader or two. But it could also come in the form of irregular forces coming to stir things up.
When Vladimir Putin first invaded Ukraine in 2014, regular Russian troops were preceded by what were known as the “little green men”; special forces in camouflage but without any official insignia so that Putin could deny involvement. But what these irregulars did do was cause enough trouble to allow Putin to say that he was moving regular troops in to “restore order” and protect the ethnic Russian population of the affected areas.
So, Canada might perhaps face—as it deals with a steadily worsening economic and public order crisis—pin-prick attacks designed to throw Canadians further off balance. These could be undertaken by regular US troops in mufti but also by that growing army of MAGA extremists who attacked Congress on January 6—and whom Trump pardoned to serve as his private army. Using them would give Trump plausible deniability, but the message would be clear: heavier consequences will follow if we don’t smarten up.


	Is Canada Ready for an American Civil War?

	In His Rambling Davos Speech, Trump Calls Canada “Ungrateful”

	The United States Has Gone Full Villain




Much would depend on how Canada responds. Certainly, there is a need for our military and other security forces to be ready to forcefully engage, and not as a law enforcement operation but rather as a response to groups threatening our national survival. Trump will rely on our natural reluctance to do this for fear it would escalate the situation.
This is what happened in Ukraine in 2014. Ukrainians hesitated over confronting the little green men directly to avoid provoking Russia into doing even worse. But, of course, Putin fully intended to do worse all along; he was testing the waters to see how far he could go. So, it would be a mistake not to respond if Trump tried his own version of this tactic. This has to be met forcefully and quickly, or Trump will be able to sell the idea that Canadians aren’t really serious about defending their country.
The lesson of Ukraine is clear. Doing nothing in the hope Trump will be impressed by the restraint is a fool’s errand. All it will get us is further escalation. Some thought should be given as to where in Canada these pin-prick attacks may be likely and how we can best make the point that we are serious in meeting them.
A critical aspect of this skirmishing phase would be American public opinion. Polling consistently shows that Americans, of all political backgrounds, strongly oppose any takeover of Canada against the will of the Canadian people. Though quislings may be willing to argue that this is something Canadians secretly desire, we must show the American people the opposite. A clear lack of public support in the US could prevent Trump from moving much beyond this stage.
As an aside, gratuitous anti-American actions, like booing their national anthem at hockey games, may be satisfying and understandable under the circumstances, but we should give thought to whether it’s really such a good idea. Since the various branches of the actual US government are apparently incapable of containing Trump, the American public is probably going to be our greatest ally in terms of restraining him. We are certainly well within our rights to make it known we detest what Trump’s government is doing, but insulting Americans may not be so smart; we may need them.
Assuming we fail to get the message through, and if Trump believes he has the political backing to keep going, things could get warmer. Again, while an all-out war is doubtful, if it comes to a matter of Canadian military units having to fight their American counterparts in conventional battles, we won’t last long. Just one sharp attack could obliterate our limited military bases and infrastructure.
So, the objective becomes putting up a conventional fight, for as long as we can, to make it clear we don’t accept any occupying forces, but then being ready to melt away for what will be a campaign to make the takeover as difficult as possible.
That task of making US occupation untenable can be quietly prepared in advance, and the Defence Department’s call for a reserve force of 100,000 and a supplementary reserve of 300,000 is interesting when seen in this light. Of course, these capabilities won’t be ready before Trump has left office, but some elements of a decentralized but still organized resistance could be prepared and dispersed across the country in a matter of a few months. This can include the military reserves we do have, retired military people, and groups like the Royal Canadian Mounted Police and other police forces who know the communities they reside in intimately. Weapons, explosives, IEDs, drones, and other supplies can be disbursed across the country and secured.
The Ukrainians have shown what can be done by determined resistance, making use of new technologies, such as drones. Since the Americans will likely try to silence the federal government in Ottawa as a first order of business, we must prepare for the elements of this resistance to operate largely independently across the country until central authority can be restored.
The key in all this will not be to defeat the Americans but to force them to make their occupation of Canada just that—an occupation. The lie that Canadians have accepted this invasion cannot be allowed to take hold; Americans, and the world, must see that Canadians do not accept this and are fighting back. The trick of finding pliable Canadians to govern on Trump’s behalf, as the Americans are trying to do in Venezuela, will be tried, but whoever they install in power must be resisted.
Thus, if we cannot defeat the Americans, we can make their grip on the country as costly as possible. We should also not be without an ability to send small units across the border to mount guerrilla-style attacks against critical American infrastructure. Their deepest hope will be that they can digest Canada without much resistance. Our strategy must therefore lie in making ourselves as “indigestible” as possible until the American public insists that this attempt to take over Canada be stopped. This will test Canadians, as casualties will go both ways. We must be prepared for that.
And, of course, while all of this is going on, the wider world will be going crazy. The Danish prime minister’s remark that an attack on Greenland would be the end of NATO could be multiplied dozens of times in the case of an actual American attack on Canada. An America which had gone so utterly rogue as to actually invade Canada would be something the international order could not live with. The global economy would be upended, for a start.
An American invasion of Canada would almost certainly trigger a severe economic crisis in the US. Even if other countries were unwilling or unable to intervene militarily, the global response would be punishing. Canada should therefore be quietly coordinating with international partners now to prepare a devastating economic counter-response to any such move. The experience of Greenland is instructive: when the European Union signalled that it was prepared to deploy the full range of its financial tools—the so-called trade “bazooka”—if Trump acted, that threat alone may have been enough to make him back off.
We should not, of course, overlook the possibility of a more limited US incursion into Canada. What if, following on from the line that it’s all about Arctic security, the Americans were to invade a part of our Arctic and declare it to, henceforth, be under the permanent “protection” of the US? They would presumably then go about the task of establishing a base there. This scenario would be difficult to respond to, though less personally dangerous for the majority of Canadians living in the southern part of the country. It would amount to their taking part of our country and then daring us to try to kick them out.
What would we do? How would we do it? At the very least, we need to think hard about capabilities we could bring to bear. Presumably, diplomacy aimed at the American public and international opinion would be a major part of the response, but military and economic options to make their stay on our territory much harder than they anticipate could also be looked at.
I don’t believe that any of this is necessarily likely. Several times, I have been shaking my head as I wrote this piece.
But the fact that we live in a world where we have to actually think about it, however fleetingly, shows us where we are today. Even if Trump won’t actually invade us, the challenge he has posed to our national survival is real. We have no choice but to regard the era of free trade and continental integration as over and to prepare for a future where our relations with the US, and the rest of the world, will be very different.
Complete separation from the US is not possible, and some level of co-operation in such areas as aerospace defence of the continent will go on, at least for a time. But we must diversify our economy and defence relations away from them to the maximum extent possible. That will not be easy, but what choice do we have?
Peter Jones is a professor in the Graduate School of Public and International Affairs at the University of Ottawa.
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{"https://en.wikipedia.org/wiki/Venezuela": "Venezuela's story begins not with maps or flags, but with water. In 1498, during his third voyage to the Americas, Christopher Columbus sailed into the Orinoco Delta and encountered something that made him believe he had reached paradise itself. The great offshore current of fresh water deflected his course eastward, and in a letter to Ferdinand and Isabella, he wrote of having never read or heard of such vast quantities of fresh water so close to salt water—the temperature alone seemed proof of heaven on earth.\n\nIt was this same extraordinary river system that would later draw the attention of Spanish conquistadors, who colonized Venezuela beginning in 1522, establishing settlements along a coastline that was already ancient. The first permanent South American settlement was established in what is now Cumaná, and Spain's grip on the mainland tightened throughout the sixteenth century.\n\nBut it was the name itself that captured the imagination of Europe. According to the most enduring explanation, an expedition led by Alonso de Ojeda visited the Venezuelan coast in 1499, and the Italian navigator Amerigo Vespucci—who accompaniedOjeda—was struck not by gold or spices, but by the stilt houses he saw rising from the waters of Lake Maracaibo. They reminded him of Venice. Thus he named the region Veneziola—Little Venice—which became Venezuela in Spanish.\n\n## The First Inhabitants\n\nBefore the Europeans arrived, evidence suggests humans had lived in what is now Venezuela for approximately 15,000 years. Tools found on the high riverine terraces of Río Pedregal, and Late Pleistocene hunting artifacts including spear tips dating from 13,000 to 7,000 BC, speak to an ancient presence.\n\nBy the time of conquest, it is estimated that one million people lived in the region—a number comprising indigenous peoples known today as the Kalina or Caribs, the Auaké, Caquetio, Mariche, and Timoto-Cuicas. The Timoto-Cuica culture was the most complex society in the area: permanent villages surrounded by irrigated, terraced fields, houses constructed from stone and wood with thatched roofs.\n\nThey were peaceful people who depended on growing crops—potatoes and ullucos—and left behind remarkable art, particularly anthropomorphic ceramics. Crucially, they are credited with inventing the arepa, a staple that still defines Venezuelan cuisine today. They spun vegetable fibers into textiles and mats for housing.\n\nWhen the Spanish conquest came, the population droppedmarkedly, mainly through the spread of infectious diseases from Europe—a catastrophic consequence of contact that would reshape the demographic landscape of South America.\n\n## The Birth of a Nation\n\nVenezuela's path to independence began in 1811, when it became one of the first Spanish-American territories to break free from colonial rule and form part of the Gran Colombia—the great Federation of Colombia. But sovereignty came with struggle. In 1830, Venezuela separated as a fully sovereign country, entering a nineteenth century marked by political turmoil and autocracy.\n\nThe era was dominated by regional military dictatorships—caudillos who vied for power across the vast llanos, the plains that stretched beneath the Andean foothills. It was not until 1958 that democratic government became the norm, an exception in a region where most countries were still ruled by military strongmen.\n\nThe period from 1958 onward brought economic prosperity and relative stability. But the nation would face its greatest challenges later on.\n\n## The Great Disappointment\n\nIn the 1980s and 1990s, economic shocks led to major political crises and widespread social unrest. The Caracazo riots of 1989—named for the capital where they began—left dozens dead and thousands wounded. Two attempted coups in 1992 shook the foundations of democracy, and in 1993, President Jaimees had been impeached for embezzlement of public funds.\n\nThe political system was collapsing. Confidence in existing parties collapsed during the 1998 presidential election, when Hugo Chávez was elected—a catalyst that would forever change Venezuela's trajectory.\n\n## The Bolivarian Revolution\n\nWhen Chávez took power in 1999, he summoned a Constituent Assembly to write a new Constitution. The government launched populist social welfare policies, temporarily bolstered by soaring oil prices. Social spending increased, and economic inequality and poverty dropped measurably in the early years of his regime.\n\nBut it was only temporary. Poverty began to rapidly increase again by mid-2014—the result of structural economic decline, corruption, and policy failures that would come to define the nation for decades.\n\nThe elections of 2013, 2018, and 2024 were all widely disputed, with opposition candidates being arrested or exiled. This triggered widespread protest and international condemnation, deepening a crisis that had become existential.\n\nIn January 2026, the United States captured President Nicolás Maduro. Vice President Delcy Rodríguez was sworn in as acting president—a dramatic culmination of years of political decay.\n\n## A Nation in Crisis\n\nVenezuela officially remains a federal presidential republic, but has experienced severe democratic backsliding under successive Chávez and Maduro administrations. It ranks poorly on international measurements of freedom of the press, civil liberties, and control of corruption—indices that reveal the depth of its governance problems.\n\nThe country possesses the world's largest known oil reserves and was once an underdeveloped exporter of agricultural commodities like coffee and cocoa. But oil quickly came to dominate exports and government revenues, a single-commodity dependence that has proven catastrophic when prices faltered.\n\nToday, Venezuela struggles with hyperinflation, shortages of basic goods, unemployment, poverty, disease, high child mortality, malnutrition, environmental issues, severe crime, widespread corruption, and U.S. sanctions. More than 7.9 million people had fled the country—Venezuelans seeking refuge from a collapsing state.\n\nThe crisis has contributed to rapidly deteriorating human rights conditions: imprisonment rates for dissenters have risen dramatically; journalists face criminal charges for reporting on government failures; protests are met with violence. The nation that once promised a "Land of Grace" has become something else—a cautionary tale about the fragility of democratic institutions and the cost of authoritarian rule.\n\nYet the country persists, as it always has, in its struggle between what was promised and what remains possible."}
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  We continue the second round of PILCROW’s Serialized Novel Contest, with our first Finalist’s second chapter. Over the next three weeks, we’ll serialize the first few chapters of our three Finalist’s unpublished novels, and then subscribers (both free and paid) will vote on a Winner to be fully serialized here on the Substack. Finalists are awarded $500; the Winner $1,000.
Our Finalists are:
	Vice Nimrod by Colin Dodds
	Chapter 1



	Still Soft With Sleep by Vincenzo Barney

	Don’t Disappoint by Martin Van Cooper


While the traditional organs of American letters continue to wither, we recognize the need to forge a new path. If you believe in what we’re doing, PLEASE share and subscribe and spread the word.
⚬─────────✧─────────⚬
In Vice Nimrod, a young refugee from a brimstone-wrecked small town, Ishkebek finds his way to Nimrod’s Mighty Tower, where he lands a job. Through a mix of savvy alliances and good luck, he rises through the ranks, and survives a professionally disastrous friendship with an idol-smashing protege, to reach the rank of Vice Nimrod, Communications. In his words, we learn how Nimrod’s Communications Group deftly handles the inquiries of the neighboring kingdoms, how it spins the burning of Sodom & Gomorrah, and how it finally flounders through the varied crises that make up the Confusion of Tongues.
Colin Dodds is a writer. He lives in New York City, with his wife and children. His novels, scripts and films have won multiple awards. His essays appear regularly at No Homework. And his aphorisms can be found at Forget This Good Thing, now available as an app for the iPhone and Android.
⚬─────────✧─────────⚬
Junior Associate - Communications, Tourism & Mental Felicity
 	It was a bad job. I might have grumbled, but I was new and didn’t know anyone to grumble to. Atop the tower’s latest yet-unbuilt top floor, I read and re-read a series of announcements to the illiterate interns. The announcements were about the preciousness of the bricks, how each was the product of centuries of divine guidance, how each took a full year to rise from the earth to their divine station in the tower, how each one would outlive the man who carried it, and should be handled with a care bordering on worship.
 	The top of the tower was incredible, at first. People at the bottom of the tower and in the city beyond believed incredible things about its top—that from it you could scoop out some of the warm substance of the passing moon. They believed that you could hear the gods arguing, making love and conspiring.
 	Up top, it was all relentless sun and murderous gusts of wind. You learned you could be mortally overheated and freezing to the bone all at once. And you realized that though you were breath-stoppingly far from the earth, you weren’t really much closer to the sky. You came to know others who lived at such heights. They mostly wanted to know about lunch.
The odor of the hot tar woke me up. It lent the morning a feeling of shrill opposition. It was boiling in black-stained vats. Its pungent fumes infiltrated every orifice and shadow. On the site, the food tasted like tar, the water tasted like tar. The joke was that it took the bitumen mixers and spreaders a year away from the job to ever get the stain and the smell out of their skin. Of course, you get used to it quickly enough.
 	The worksite, like all precincts where the poor and junior lived and worked, was crowded with the handiwork of the communications team. The anti-suicide signs from an earlier wave of interns faded on walls full of exhortations about relentless career advancement, the need to conserve supplies, and the consequences that awaited the careless and wasteful.
 	Bodies wash off the lower tiers of the tower easily. And the smell passes after a few days, the woman I was replacing had explained. But when people spill bitumen, it streaks the tower. A big enough spill will stick on the tiers below. It makes the whole tower look sloppy, accidental, she said, and costs a lot more to clean up than it does to onboard a new batch of interns.
 	Atop the known world, I peered out from between the tar vats and brick piles. The palm trees looked like baby spiders, the thousands going in and out of the tower’s four gates vanished to mottled rivulets of shadow. The city below bewildered the eye with its intricacy. Truth is, from the top of the tower, the view is disappointing, because you can’t see how that endless swell of land ever means anything. You can’t see the tower. Without it, the earth just goes on and on. The disappointment, the height and the heat were too much for me that day. I clung to a sliver of shadow cast by an empty bitumen furnace, stepping out only to repeat my announcements to the dead-eyed interns.
 	Overseeing the construction was a woman dressed in a stiff straw hat tied tight beneath her chiseled lupine jaw. Aside from the hat, all her loose clothing was restrained by what seemed like a hundred small linen straps. She ignored my fellow reader that day, an older guy named Rochek. He’d been doing these announcements for years. But she introduced herself to me as Meconia Dohegson Ozymandias Mansom. I’d never met anyone with so many names.
 	The interns moved faster and studied their feet when she came near. The interns who had found a way into management, and drove their fellows became especially cruel and loud when she walked past. It made me grateful for my job.
 	The sun was huge and bright. Damp, uninterrupted heat rose from the tower and washed over us. Plumbing wasn’t due on that level for weeks. We had a few jugs for the whole crew, and Meconia Dohegson Ozymandias Mansom wasn’t about to miss an elevator-load of bricks for more water. By mid-afternoon, interns began to load their gasping, groaning or eerily still peers on the empty down-bound brick elevator cars.
 	She didn’t seem to mind this development. With each worker lost, the managing interns grew louder and meaner.
 	I kept on repeating my announcements. But I’d already finished my portion of the Executive Support Staff Water by the time the interns started dropping. The sun continued to climb. And the heat-stricken workers only added panic to my thirst.
 	Of course, I had water, in the water clock I’d been issued before I rode the laborers’ elevator to the rooftop. The clock was a cheap item, basically two cloudy glass bottles sealed together at their mouths, with a cork on one end, by which it’d been half filled with water. At each turn, the clock told me when to step out of the narrowing shadow and repeat the announcement I’d been given to read. That clock became an obsession. Just one sip, I thought, sensing the consequences dimly.
 	After a few sips, the consequences became clear. With less water in the water clock, I was reciting the bricks-are-sacred-and-you-are-not spiel more and more frequently. That dried my throat further, leaving me no option but to take another sip. Soon, my water clock was mostly empty, and I was driving my section of interns half crazy by repeating the company line without cease in a miserable, halting croak.
 	Finally, Rochek gripped my arm with a violence that surprised me, given his stoop. He whispered at me ‘alright, we get it, laddy buck—you’re a comer—just lay off. Hustling for a promotion is one thing,’ he said in his old-man growl, but I was forcing respectable working men to chase their tails, and that wouldn’t stand.
 	Disoriented and a little shocked, I held up my clock and croaked about my mistake. He nodded and took my water clock behind the elevator’s crane apparatus.
I’d think the spectacular height would do more to stall a bladder than having another man see you piss. But not for Rochek. He handed the clock back to me a minute later with nothing more to drink, but plenty of time.
From then on, it was only the incredible heat full of subtle smells and the unthinkable distances that overtook me in the stretches between announcements. The communications team and other executive support staff got fresh water and sandwiches after mid-day, while the interns hissed and clawed over a not-so-big basket of bread. After lunch, they started dropping more often.
 	I eyed my piss-filled water clock with hate and respect. It stank, and it leaked a little when I flipped it. But it gave me a break—it let me watch from some kind of distance the drama that rose with the warm stink from the core of the tower and fell with the stricken and dead interns descending on the hard floor of the brick elevator.
 	The extra weight on the down-bound elevators, I later learned, sped up the delivery of bricks. So if you could work your interns to utter collapse at the right pace, you could actually optimize your building time. Later in my career, I saw Meconia Dohegson Ozymandias Mansom give a presentation on the tactic, and how it could be applied to other departments.
 	But that day, in the heat, watching interns drop and convulse, the phrase This cannot last spread from my aching shoulder to my dry throat and made my eyes sting that much more. That day, the entire tower seemed to be drinking carelessly from reserves that were vital to something still more vital, and yet desperately ignored.
 	I decided I just needed to get some sleep. I decided I’d feel better after I spent some of the money they paid me. And I was right.
Before very long, I got used to the heat and wind and rain and ruthless conditions atop the tower. I came to regard it as part of the deal it had struck with us.
 	In those miserable weeks I watched old Rochek take his little sips and reiterate his own announcement in tired, measured syllables. What I learned wasn’t the danger of working too hard. Rather, I learned the danger of not being ambitious enough.

 	Associate - Policing, Sanitation & Internal Communications
 	The problem was that they were too educated, had enjoyed too many months thinking they belonged to themselves, too many years thinking they were human beings. The problem was that it never occurred to the middle managers in their home countries, or on our end, that they’d rather die than be interns in Nimrod’s mighty tower.
The problem was the interns were a willful bunch who wouldn’t tolerate the long hours, bad food, scarce water and scant dignity that the budget allowed. The problem was that they couldn’t fathom or endure the steady diminution of self that the staggering scale of the tower inflicts on all of us without even meaning to. They insisted on being something, rather than not very much at all.
If not for my position, I might call it an admirable attachment to a noble idea. The problem, for me, was my boss. Her name was Yersinia. My other problem, I would discover, was the word ‘invisible.’
 	‘Rework it,’ Yersinia said. It was her preferred edit. My ability as scribe had gotten me off the roof. Yersinia had gotten there by knowing the names and predilections of her bosses. And she showed her disdain for both writing and for me by telling me repeatedly to ‘rework’ something, or to ‘wordsmith’ it, or even to ‘language it up.’ I nodded. New to the communications team, and happy to be working indoors, I was impressionable and impressed. Any suspicions that my co-workers in Internal Communications weren’t the brightest bunch were still faint coals. I was intimidated by how comfortable they felt in their surroundings.
 	I asked how I should rework the piece in question. She said to write it like the other ones we’d done, but to make it fresh. I did that. She said the announcement was a mess. I asked how. She said it just was, shaking her head at the parchment sheet in front of her. The tone, she said, was all wrong.
 	I asked what about the tone was wrong. She looked at me, sad and angry. She was middle-aged, with a powdered face taut from years of quiet panic. Her broach was heavy and tugged at the fabric of her starched gray tunic. It looked like a hand-axe made by someone with a short attention span.
 	As she looked at me, I had the sense she didn’t see me. Rather, some nightmare I wouldn’t understand until years later seemed to unfurl directly behind my insignificant form. The wind was blowing from the south. She told me to look at the other scrolls about employee fulfillment and relentless career advancement, and to make it sound like them.
 	The great triumph of Yerisinia’s career, and her life, had been overseeing the update of the Vision and Values statement for Internal Communications. She spoke of it frequently as the kind of glittering success none of us might live to witness even if I, like her, worked every waking hour, and some of the other ones too, for the internal comms cause, whatever it happened to be that day.
 	The scroll in question would go to Junior Associates, who would read it to yet-more lowly interns on the upper floors who had taken to leaping rather than piling bricks and tarring the seams.
 	“In Nimrod’s Mighty Tower, we all strive for the highest possible safety standards every single day, consistent with the swift and steady ascension of...” it began. Then a few paragraphs on the investments the Tower Operating Committee had made in employee safety and health. Only once the listener was tired of listening came the abstract, tangential mention of the recent rash of jumpers. The fact that a hundred men dashed themselves to pulp in a month rather than submit to a lifetime of minor promotions to nowhere went unmentioned.
 	Yersinia said the opening line was strong enough to keep. She said it quietly, loathe as she was to admit that I wasn’t totally hopeless. I’d learned a few tricks in those weeks. I’d learned the aim wasn’t to communicate at all, but to cultivate enough ambiguity that the people at the top could have it both ways. As for the people below, who were being communicated to, the aim was for them to feel as though they’d been given some kind of answer, without giving one.
 	But Yersinia knew the trade far better on that day. And I accepted that. I was a buttoned tunic and a shut mouth in those very early days. I leaned in to learn the latest thing I’d done wrong.
 	She tapped a painted crimson fingernail like a talon on the parchment, pointing to the word invisible. That was a word the tower would never use in an announcement, she said, and especially not to interns. She snickered at my idiocy.
 	In the announcement, after detailing the loving care of the Operating Committee, the announcement informed the interns that the workplace idols watched always, and that neither their gods nor the ones dear to executive management would guide them up the invisible ladder to the next world if they leapt. Rather, they would wander the wilderness without surcease of wailing and so on. It was a short paragraph, followed by several more about the programs offered by the Relentless Career Advancement For Interns program.
 	But the ladder is invisible, I argued meekly.
 	Yersinia took my comment as another opportunity to speak to me like I was a child with a head injury. This isn’t the priesthood, she said. We are the internal communications function of the Policing, Sanitation & Internal Communications division of Nimrod’s mighty tower, she said, slowly. It is not for us to tell people what is visible and invisible, she said. It is not for us to even say if anything that’s invisible even exists. That’s for Priesthood, Socialization & Mission Marketing, if they’d even touch it. But she doubted they would. With that, she sent me off to rework it once more.
 	Each poster, memo, announcement, greeting, training manual and sundry material we created had to pass through a minefield of forbidden words. Internal comms had formal and informal bans on so many words and phrases that it took me months to comprehend the vague outline of the logic, and another few months to actually believe. For instance, nothing could ever be said to improve—as that would imply that things had once been lacking.
 	Whether it was safety standards, architecture, efficiency, intern training, bitumen consistency, professional development, brick hardness, management effectiveness or communications strategy: Things could only be first-rate, world-class, kingdom-leading, exceeding pre-flood excellence, best-in-category, or striving for some combination of those. ‘Striving’ was a safe word. Everything living and inanimate in the tower was striving in some way or another, according to us.
 	I had just begun to know this, but couldn’t quite accept that this was how someone who included communications in their title would want to communicate.
 	I looked at the parchment for other parts to change. And Yersinia looked at me from behind her fine desk of wood, so pale it seemed to float, like I was a crooked-eyed orphan she wanted to return to the Field of Wailing.
	Back at my desk, I could think better. Situated about as far as possible from the floor’s outer and inner windows, it pressed against the tight brickwork of an elevator shaft. For the part of the day when I was not being lambasted, criticized or pitied, I labored to the sound of steel chains gently scraping and the pale, wistful moan of the air as it rattled heavy wooden doors set on iron casters whenever those small rooms approached and vanished. It’s a sound worn into every memory I have of that time, a song I hear whenever I think of my career. It remains the secret name I have for the hopes, desires and illusions that animated and identified me for most of my life.
 	After a week of decreasingly chastised revisions, Yersinia reluctantly agreed that I had managed to capture the tower’s Executive Tone. But lest I think my job was safe, she remained mildly outraged that it took me so many drafts and so much of her nonsensical instruction to get there.
The Executive Tone is coldly polite. It neither exhorts nor pleads. It wills the addressee to do or think a certain thing in the expected fashion. Without emotion or inflection, the tone assumes that every aspect of the reader or listener’s existence will be subjugated to the blithe and often-unclear intent of the tone’s issuer.
	Intern Relations & Junior-Builder Motivation took a month to revise and approve the script. The final announcement eliminated all mentions of suicide, and added quotes from the Vice Nimrod of the division of how proud they all were of the safety and advancement programs available to interns.
By then, the boldest of the interns were dead. The remaining workers had either been swayed by the promises of the Relentless Career Advancement representatives, or had quietly given up on being anything but something that survives—if there was a difference.

Associate - Workplace Piety, Communications & Kingdom Marketing
 	Communications was merged into yet another division, and Internal Communications received a new Executive Vice Nimrod, a guy by the name of Jerrozeboth Shamanad Laddorrah. As anyone who’d spent time studying the top lines of their ID tablets, or scrutinizing the ceiling of the hall of the org chart knew, this was a big step down for the executive, who told us just to call him Jerr. It could only be a modified retirement, or a gesture meant to inform his enemies on the Operating Committee that they needn’t bother having him killed.
 	For some reason, he took an interest in me, which probably saved my job. Without him, I never would have made it to Managing Nimrod. He taught me how things really worked, and how the work of Workplace Piety, Communications & Kingdom Marketing played into it. After so many years, it spilled out of him—the big picture and the small. I was junior enough to trust with a few candid words.
 	“Just kick it off with an ‘In an effort to,’ then go to ‘maximize the potential’ then something about ‘streamlining’ so people get the sense that we’re saving their jobs by moving them to a smaller office on a lower floor, or, gods forbid, the annex,” was how he’d assign an announcement. It bored him.
I got to know Jerr while he dictated the communications strategy around the announcement that the tower’s offices were reorganizing. I remember the day I asked, aghast, if we were moving to the annex. The annex was a series of low office buildings outside the tourist-swarmed West Gate of the Horn-Spined Bull. Being sent there was an indicator that your team wasn’t exactly integral to the tower. To me, it was an exile, if not a variety of death.
 	He smiled. We all loved the tower, but for different reasons. Jerr, I think, loved the conspiracy of it all—the play of knowing and not knowing, of having and lacking power based on a loose word let slip.
 	That’s not public information, he said. Seeing the panic on my face, he finally said, no, but we’re moving down a few levels. I asked if the division was in trouble and he said no, it’s just part of how the tower works—it needs more materials and more interns from farther away to grow, so it has to placate more kings. So the tower has to offer them flashy apartments on the good sides of the high floors, which means everyone else has to move. The principalities get our space, and so we move down, lose a few offices, share a few desks, and everyone who matters is happy.
 	At least we’re not going to the annex, I said. That’s the spirit, he said.
 	With that, he walked me through the order for the usual public folderol—the maximizing, the streamlining and the bit about the tower being a creation-wide leader, an ageless brand to whom all is possible, never to be scattered across the face of the earth, and so on.
 	I asked about the details of the move, like who’s going where and when. Leave it out, Jerr said. The plan was to put out the announcement without specifics and to have the Managing Nimrods take the temperature. If there’s grumbling, the Operating Committee will probably vote to strip a few perks, maybe charge everyone a little more for office coffee, reduce the oil for the lamps, slow the elevators, maybe something worse. Then Communications put out a few more equally vague announcements about streamlining and efficiency.
 	I said we were scaring people. But he said no, never—if we scare people, the good ones will move on to greener pastures, because they can. It was more about instilling dread. Dread tended to freeze people where they were. You can’t go wrong with general, pervasive dread, he said.
 	As usual, Jerr was right. By the time anyone knew where their offices would be moving, we were riding infrequent and packed elevators to offices where we drank watery, expensive coffee and grumbled ever more softly in dim offices. More than once, I heard someone from a department relegated to the annex say they were glad to leave the tower. I nodded and was glad I didn’t have to tell myself that particular lie.
 	The relocation took two years and ground us all down. We sophisticated professionals in Internal Communications, more or less versed in all the latest politics, architecture, culture and business, spent our days discussing the best way to communicate tower policy about absconding with a desk lamp, or the unsanctioned switching of an office chair, or the pilfering of parchment. Then we held yet more meetings to brainstorm and craft communications on the coffee pots that had vanished or relocated during the move.
 	The meetings, usually with some jaded Managing Nimrod of Human Resources, Career Development & Population Verification, revealed a deep misery. It was something I hadn’t bothered to notice since my days reading anti-suicide communications to construction interns. These were, after all, office people, who were inside the tower. Human resources delivered the hundreds of complaints about prematurely removed coffee pots. It was easy to see that they weren’t about the coffee pots. The complaints were in part, the spiteful response of helpless underlings to their callous managers and an uncaring fate. These were mid-tower people, their positions so secure or insecure that they could count the loss of the office coffee pot as a mighty affront, and perhaps the last straw.
Our initial response, written by those of us junior enough to share some of the fiery rage of our supposed colleagues, was cordial and almost apologetic. It may have lacked Nimrod’s Executive Tone. The grumbling, the time-wasting and continued meetings about coffee pots and their trivial equivalents persisted.
Jerr oversaw the next round of communications, which focused on coffee pots brought from home. And it delivered all the policy-and-damnation insinuations the Executive Tone had to offer. That quieted the office grumblers. The short but bold statements hung by every elevator bank, speaking more of termination than coffee. The meetings stopped. Coffee flasks appeared on desks.
 	“There’s no power without desire and no desire without fear,” Jerr said at the time. “Increase one and you increase all.”
 	I didn’t understand that one at the time, so I made sure to remember it.
 	The silencing power of those communications on my peers only confirmed my own breakneck brown-nosing and backstabbing career trajectory. I wanted more of that power, even if just as its wordy custodian.
 	When we finally moved offices, it was like Jerr had promised—lower down and in closer quarters. Being a comer, I had a desk near a window; being junior, that window faced the inner courtyard, with a view of the dizzying concave wall of small windows and the conical heap of broken masonry at the center of that forbidden central precinct.
The department, as a whole, was jammed in about half the space they had before. The ones who lost their offices in the move started to look tired all the time, and seemed to get sick. Yersinia’s hair thinned, and her efforts to cover the bald patch made it hard to talk to her without getting distracted, which was dangerous, as she’d turn vicious in an instant. But I was close enough with Jerr that, aside from sniping in a staff meeting, she didn’t go after me the way she had.
 	The quarter-floor that our division shared with Ambiance Continuity, Number Management & Policy Observance was dark and strangely gorgeous. There are a few like it in the tower, the walls full of arcane and mysterious friezes, frescoes and tracery.
 	The inner wall of our section was dominated by a deep-relief scene—a group of men, gathered in three-quarters profile. One pressed a gimlet into the straining skin of the sky, which dimpled and broke slightly. Another man held a finger up to the gimlet, gathering a drop of fluid from its edge. A third man, with a finger in his mouth, stared off. The carving was exquisite, fascinating and perverse.
 	Like everything, though, I didn’t notice it again after a few weeks.
 	Huge buttresses and pillars of mismatched brick interrupted the ancient frieze and all of the other carvings that ringed the outer wall of that floor. The walls, with their faces and filigree, someone explained to me, had been carved to celebrate that this was the top floor, the last word.
But some disappointment or later imperative drove the tower higher and required the ugly supports for the floors above, which covered much of the art. Ours was one of several such floors.

  


Civilizational Petrification


  
  
    Civilizational Petrification

    Boaventura de Sousa Santos ·  · Feb 10, 2026 · 13 min read

  

  
There are periods in history when the concept of civilization captures the attention of historians and social scientists. About a century ago, Owald Spengler, Arnold Toynbee, and Pitirin Sorokin were the most distinguished names in this field. At the end of the last century, postcolonial studies and Samuel Huntington, with his Clash of Civilizations, marked a return of interest in the idea of civilization, albeit with opposing purposes: postcolonial studies criticizing Eurocentrism; Huntington defending it against Chinese and Islamic threats. Despite all their differences, these studies shared a central idea: competition, rivalry, and succession between civilizations. And the West was always at the center of attention.
In more recent times, the theme of civilization has emerged in a new context: in the way civilization, whatever it may be, defines its relationship with nature. This is undoubtedly the theme of the present and the future. And until a few years ago, we were convinced that, given the imminent ecological collapse, the presence of this theme was irreversible. But suddenly, thanks to the Donald Trump phenomenon and everything that makes him the opening news story in most of the world, the theme of civilization/nature relations has disappeared again and, in its place, the theme of rivalry between civilizations has returned to the political agenda under different names, such as rivalries between imperialisms, US-China conflict, and the struggle between democracies and autocracies. In this text, I do not intend to enter into the civilizational debate in all its dimensions. I will limit myself to a specific problem.
Our time marks the beginning of a civilizational period that I refer to, inspired by the work of Arnold Toynbee, as petrification. It is a Western debate. Petrification is a period of prolonged decline in which a given civilization ceases to respond to challenges, loses creative and spiritual energy, and assumes rigid forms of hierarchy. Petrification can postpone the moment of disintegration and dissolution. Even admitting that, in the past, each civilization, following its path of birth, growth, maturity, disintegration, and dissolution, ended up being replaced by an external enemy that it designated as barbarism, I believe that what is called Western civilization is today in a state of petrification.
It is a state which, although it seems dominated by a dizzying pace, is in fact a period of stagnation. Stagnation is not the result of immobility. Rather, it is the result of a fierce struggle between the remaining civilizational energies and the barbaric energies that civilization itself has created. In other words, decline does not stem from an external enemy that, in the past, was generally referred to as barbarism. Rather, it stems from an internal barbarism that, like cancer, wages a relentless war against the life of civilization. The best definition of this type of petrification is given by the ancient Greek playwright Menander, when he stated: “things rot because of evils that are inherent in them.”
Eliminating all possibility of civilizational innovation
The petrification of Western civilization takes a specific form. Internal barbarism consists of not giving the slightest opportunity to any innovative or creative energy that arises within it, as long as the minority in power sees it as a threat. The smaller the minority, the more likely it is to see great threats in actions that are not threats, or, if they are, they are challenges that a non-petrified civilization would respond to creatively.
To limit myself to the most recent period, the following cases have something in common: Cuba (1959-), Chile (1970-1973), Iran (1979-), Venezuela (1999-), Gaza (2006-2026). In all these countries there have been attempts, some more daring than others, to build an alternative to neoliberal capitalist orthodoxy, both in economic and political terms. In all of them, these attempts have been neutralized, boycotted, and repressed by hostile external forces.
Cuba
Cuba began as a revolutionary democratic alternative and quickly transformed itself into a socialist and internationalist alternative. The peoples of Africa, especially Angola and Mozambique, will never be able to repay their debt to Cuba, both in terms of achieving independence (Angola, Battle of Cuito Canavale) and in terms of building generations of young people educated to continue the task of independence (Mozambique and the hundreds of poor children who attended the Island of Education in Cuba). Cuba has never been able to develop its political and social agenda without attempts at suffocation by the US. The first sanctions date back to 1962, prohibiting almost all trade and financial transactions. They were tightened over the decades, with the Torricelli Act (1992) and the Helms-Burton Act (1996), which expanded the extraterritorial nature of the sanctions.
There were several attempts at invasion. The main attempt to invade Cuba was the failed Bay of Pigs invasion (April 1961), a CIA operation with Cuban exiles to overthrow Fidel Castro. There have been hundreds of attempts to assassinate Castro, some involving poisoned cigars, diving suits infected with tuberculosis, and explosive ballpoint pens. The Mafia was sometimes recruited to carry out the assassination, which has always failed. As everything has always failed, US imperialism now wants to make life on the island impossible, condemning its inhabitants to darkness, hunger, and death from preventable disease through a total blockade that includes the supply of oil. This means the total suffocation of the island, a new Riviera in the making, this time competing with Miami, where the remaining Cubans are condemned to be slaves to five-star hotels and luxury condominiums.
We will never be able to know the potential of Cuba’s innovative project, which originally drew its ideology from the Bandung Conference and the Non-Aligned Movement (neither Western capitalism nor Soviet socialism). Cuba has lived for more than seventy years under the harshest system of sanctions and embargoes, which only saw some relief during the Barak Obama era.
Chile
Chile (1970-1973) was another far-reaching innovation in Latin America. While in Cuba the seizure of power had been violent and through armed struggle, in Salvador Allende’s Chile the socialist project came to power democratically by winning the elections. If the American liberal ideology were sincere, there would be nothing to object to, since the Chilean socialist project came to power through the ballot box. It meant that armed struggle was not the only way to resist injustice and inequality. But the problem was not democracy, it was control of natural resources, especially copper. That is why Henry Kissinger promised at the time that, in response to Chile’s act of disobedience, the US would “make the Chilean economy scream.” And so they did, with boycotts and embargoes, with the indoctrination of the military, with CIA infiltrations that promoted strikes, notably that of truck drivers, which brought the country to a standstill. As Allende did not have a majority in Parliament, he resorted to the laws of the brief socialist democracy of 1932 (nationalization of copper mines). Faced with such internal and external attacks, Allende was unable to implement his program. He fell on September 11, 1973.
Iran
In 1979, Iran freed itself from the puppet monarch Shah of Persia (Reza Pahlavi), who had been installed in power by a CIA coup against Mossadegh in 1952. It was a popular revolution that brought a religious leader, Ayatollah Khomeini, to power. Whatever one’s assessment of this political revolution, it is important to note that, from the outset, it was subject to embargoes and sanctions by the US, which greatly limited the possibilities for the development of this political innovation at the end of the 20th century. The Iranian theocracy did not completely eliminate elections (unlike the Persian Gulf states), promoted scientific and technological development, and sought to create zones of influence outside Iran through religion (the Shiite Islamic movement). Over the years, there have been several movements, especially by women, to deepen democracy and eliminate sexual discrimination. But all protests were exploited and, in part, provoked by foreign secret service agents: MI6 from the United Kingdom, the CIA from the United States, and Mossad from Israel. The most recent riots, due to a deliberate speculative attack on the Iranian currency, were legitimate forms of protest that were exploited and intensified by external political forces. It is now known that many of the deaths of protesters were caused by agents of MI6, Mossad, and the CIA. None of this prevented the European Union from recklessly and servilely declaring Iran’s Revolutionary Guard a terrorist organization. Once again, the mechanisms of internal evolution of innovations were blocked or infiltrated to prevent any creative evolution of the Iranian proposal. We do not need to agree with it to wish that its evolution were due to internal dynamics and not external infiltration.
Venezuela
Hugo Chavez was responsible for the most progressive and internationalist political innovation in Latin America at the end of the 20th century and the beginning of the 21st century. After an attempted coup in 1992, Chavez was elected president of Venezuela in 1998 and ruled the country until 2013. During this period, Chávez not only implemented policies that significantly improved the lives of the vast majority of the population (the misiones), but also altered the geopolitics of the region, making it more independent from the US, supporting regimes hostile to the US (such as the supply of oil to Cuba), and creating regional cooperation institutions such as CELAC, UNASUR, ALBA, the Bank of the South, and Telesur. In addition, he was a staunch supporter of South-South cooperation, opening Latin America to closer relations with Africa, China, and Russia. He sought to combine representative democracy with participatory democracy through communal power. Again, one does not have to agree with all the innovations, let alone those that followed Chávez’s death. I myself criticized them at the time. The important thing would be to let Venezuelans develop measures to correct any excesses of the regime. And, in fact, a democratic opposition was created, which the US sought to divide in order to benefit the most extremist and least sovereignist currents, as it had done in Syria and so many other countries. They even proclaimed as the legitimate president of Venezuela a deputy who once decided to declare himself as such in a square in Caracas. And, to the astonishment of staunch liberal democrats, this “appointment” was ratified by the European Union.
Especially after the death of Hugo Chavez, Venezuela was subject to multiple economic sanctions that cost the country the emigration of millions of Venezuelans. Once again, the internal dynamics of the regime’s evolution were perverted by external influence. With no concern for Venezuelan democracy or the fate of emigrants scattered across the continent, Donald Trump ordered the arrest of the legitimate president of a sovereign country and had him taken to New York to be tried under US law. It was the quickest way he could find to control Venezuela’s oil and minerals and thus prevent China from gaining access to them.
Gaza
The 2006 Palestinian parliamentary elections were won by Hamas (74 of the 132 members of the Palestinian Legislative Council). Everyone attentive to the Palestinian cause was aware of the corruption of the Palestinian Authority controlled by Fatah. The elections were considered free and fair by international observers. But soon the so-called Western world, under pressure from Israel and the US, mobilized to prevent Hamas from taking power. The story is well known. Shortly thereafter, Hamas was reduced to controlling the Gaza Strip, which was turned into the world’s largest concentration camp. If we analyze Hamas’ political program, it is not very different from that of European social democracies. These were political proposals that would certainly improve the living conditions of Palestinians.
It was not possible to put them into practice because Israel controlled every detail of life in the Gaza Strip, who could enter and leave, and what could enter and leave. They even defined the “humanitarian minimum diet,” which calculated the calories that Gaza’s inhabitants needed to survive. Many everyday consumer items in Israel were banned in the Gaza Strip. Youth unemployment reached 60%. For them, who were the majority of the Palestinian population, there was neither present nor future.
In the face of this scandal, there was a media silence around the world. The only talk was of the normalization of Israel’s relations with Arab countries through the Abraham Accords. No one spoke of the Gaza concentration camp. We know that Hamas questioned the existence of the State of Israel. But what staunch democrat can today defend the existence of the State of Israel after the genocide in Gaza? After all, the State of Israel was created to exist alongside and on an equal footing with the Palestinian State, which, incidentally, contained the majority of the population of Palestine. In the light of international law and the law of war, the State of Israel is today a pariah state responsible for genocide and ethnic cleansing, documented by the intentional killing of thousands of children, who would have been the future of Palestine.
What do such different cases have in common?
What they have in common is the impossibility of any of these political innovations to implement their proposals without adverse external interference. I repeat, we do not necessarily have to agree with them. But we also cannot disagree with them because, in fact, they have never been put into practice. The dominant minorities in the world that I call imperialists began their work of boycott and repression very early on, announcing to a complacent public opinion that the experiment would fail. And of course it had to fail, given everything they did to make it fail. Imperial minorities are always right because they (almost) always have the power to transform reality in order to prove themselves right. Policies diverge, but the results converge. What is the difference between razing the buildings of Gaza and killing Palestinians, and making life impossible in Cuba, starving Cubans to death or forcing them to throw themselves into the sea at great risk of drowning?
The repression of any innovation that poses a threat to the minorities that dominate the world creates the rigidity that I have called, following Toynbee, petrification. We can say that petrification worsened exponentially after the end of the Soviet Union. As hard as it may be for dogmatic anti-communists and Cold War warriors to accept, the existence of the USSR was, for eighty years, the guarantor of the vitality of Western civilization. With its demise, the petrification of so-called Western civilization has intensified to such an extent that it may itself collapse. When the entrepreneurs of petrification fail to petrify everything they identify as a threat, they will end up petrified before themselves. That will be the moment of disintegration and dissolution. Whether this requires a Third World War is an open question.

  
  
    Deep Dive

    Iranian Revolution

    Based on Wikipedia: Iranian Revolution


The Revolution That Shouldn't Have Happened


In 1979, something happened in Iran that puzzled experts then and puzzles them still. A country experiencing relative prosperity—not defeat in war, not financial collapse, not peasant starvation—erupted in revolution. Within months, one of the most powerful monarchies in the Middle East simply ceased to exist.


The Shah fled. An elderly cleric returned from exile. And Iran transformed from a pro-Western ally into an Islamic Republic that would reshape the entire region.


To understand how this happened, we need to go back not to 1979, but to a British tobacco concession in 1890.


When Tobacco Sparked a Movement


At the end of the nineteenth century, Iran's Shia clergy held enormous sway over ordinary people's lives. The monarchy ruled, but the mullahs could mobilize.


In March 1890, the reigning monarch Nasir al-Din Shah made what seemed like a savvy business deal. He granted a British major named G.F. Talbot a complete monopoly over Iranian tobacco—its production, sale, and export—for fifty years. The Shah got money. The British got profits.


The problem? Over two hundred thousand Iranians made their living from tobacco. Farmers, merchants, traders—suddenly their livelihoods belonged to a foreign company.


A senior cleric named Mirza Hasan Shirazi issued a fatwa—a religious decree—calling for boycott. The response was overwhelming. Iranians stopped smoking, stopped selling, stopped buying. Within two years, the Shah had no choice but to cancel the concession.


This matters because it established a template. When foreign powers and the monarchy threatened Iranian interests, the clergy could rally the people. That pattern would repeat, with increasing intensity, for the next ninety years.


Constitutional Dreams, Imperial Realities


The tobacco victory emboldened reformers. Between 1905 and 1911, Iran experienced its own constitutional revolution, establishing a parliament called the Majlis and approving the country's first constitution. The idea was to limit the monarchy's absolute power.


It worked, partially. The Qajar dynasty's grip weakened. But the new parliament couldn't quite govern effectively either, and the country drifted into instability.


Into this chaos stepped a military officer named Reza Khan. In 1921, he seized power in a coup. By 1925, he had deposed the last Qajar monarch and crowned himself Reza Shah, founding the Pahlavi dynasty that would rule until 1979.


Reza Shah was a modernizer with an iron fist. He built roads and railways. He established secular courts to replace Islamic law. He banned the niqab—the face veil worn by conservative women—and ordered police to forcibly remove chadors from women who resisted.


In 1935, this confrontation turned bloody. At the Goharshad Mosque, soldiers killed dozens of protesters opposed to the Shah's secular reforms. The clergy seethed but largely stayed quiet. They were biding their time.


The Oil That Changed Everything


Since 1901, a British company had controlled Iranian oil production. Originally called the Anglo-Persian Oil Company, later renamed Anglo-Iranian, it was the most profitable British business in the world. The wealth flowing from Iranian wells helped maintain Britain as a global power.


Most Iranians lived in poverty.


This disparity festered for decades. Then, in 1951, an elderly nationalist politician named Mohammad Mosaddegh became Prime Minister and promised to change everything. He would nationalize Iranian oil, throw out the British company, and reclaim Iran's resources for Iranians.


He did exactly that. In 1952, Mosaddegh nationalized Anglo-Iranian Oil and became a national hero overnight. The British called it theft. They sought punishment from international courts. They sent warships to the Persian Gulf. They imposed a crushing embargo.


Mosaddegh didn't flinch. A European newspaper quoted him saying he "would rather be fried in Persian oil than make the slightest concession to the British."


The British wanted to invade. They asked President Harry Truman for support. Truman refused. He had sympathy for nationalist movements and, as the historian noted, "nothing but contempt for old-style imperialists like those who ran the Anglo-Iranian Oil Company."


Mosaddegh, learning of British plotting, expelled all British diplomats and intelligence agents from Iran in October 1952.


It seemed like he had won.


Operation Ajax


Then Dwight Eisenhower became President of the United States.


The Eisenhower administration viewed the world through Cold War lenses. Any country not firmly allied with America was a potential domino waiting to fall to communism. Iran had oil. Iran shared a long border with the Soviet Union. Iran had a nationalist prime minister who had defied Western powers.


Secretary of State John Foster Dulles and his brother Allen Dulles, director of the Central Intelligence Agency, saw a nightmare scenario: another China. Mao Zedong had won the Chinese Civil War just four years earlier. They weren't going to let Iran go the same way.


On August 15, 1953, the Central Intelligence Agency and British intelligence launched Operation Ajax, a coup to remove the democratically elected Mosaddegh. The first attempt failed. The Shah fled to Italy in panic.


Four days later, on August 19, the second attempt succeeded.


Mosaddegh was arrested and placed under house arrest, where he would remain until his death. The Shah returned triumphant. Mohammad Reza Pahlavi—who had been largely a figurehead—now consolidated power as an absolute monarch.


The only democratic government Iran had ever known was gone.


The Devil's Bargain


The coup transformed Iran into an American client state. United States companies took forty percent of Iranian oil profits. Iran became a strategic counterweight to the Soviet Union, firmly aligned with the Western bloc.


Most consequentially, the United States funded and trained SAVAK—the Shah's secret police. The name stands for Sazeman-e Ettela'at va Amniyat-e Keshvar, which translates to the Organization of National Intelligence and Security.


SAVAK became infamous for torture, arbitrary imprisonment, and assassination of dissidents. It operated with little American scrutiny or challenge. After all, the Shah was fighting communism.


Many Iranians drew a different lesson. Their democracy had been overthrown by foreign powers. Their resources had been stolen. Their people were being tortured by a secret police trained by Americans. And the Shah—their supposed leader—was simply a puppet.


This perception would prove more powerful than any economic statistic.


The White Revolution


In 1963, the Shah launched an ambitious reform program called the White Revolution. The name was deliberate—white as opposed to red, reform from above to prevent communist revolution from below.


The program included land reform, breaking up large estates and distributing plots to peasants. It established literacy programs. It gave women the right to vote. It nationalized forests and created profit-sharing schemes for industrial workers.


On paper, these were progressive reforms. In practice, they alienated almost everyone.


Large landowners lost their estates. Traditional merchants in the bazaars saw their economic networks disrupted. The clergy lost lands held by religious foundations. And the modernization efforts—like women's suffrage—offended religious conservatives who saw them as Western cultural imperialism.


One cleric in particular became a vocal critic. His name was Ruhollah Khomeini.


The Ayatollah in Exile


Khomeini was born in 1902 in a small town in central Iran. His father was killed when he was an infant. He studied theology and rose through the ranks of the Shia religious establishment, eventually becoming an ayatollah—a high-ranking cleric whose title literally means "sign of God."


In 1963, Khomeini publicly denounced the Shah's reforms, the alliance with America, and what he saw as the corruption of Islamic values. He was arrested. Protests erupted. The government responded with violence, killing hundreds.


In 1964, Khomeini was sent into exile, first to Turkey, then to Iraq, and finally to France. The Shah assumed this troublesome cleric would fade into irrelevance.


For fourteen years, Khomeini waited. He gave lectures. He distributed cassette tapes—a technology that could slip past censors—with sermons attacking the Shah. He developed an ideology called Velayat-e Faqih, or Guardianship of the Islamic Jurist, which argued that clergy should directly govern in the absence of the hidden Twelfth Imam.


To understand Velayat-e Faqih, you need some Shia theology. Shia Muslims believe that religious authority passed through a line of twelve imams descended from the Prophet Muhammad. The twelfth imam, they believe, went into a mystical hiding called occultation in the ninth century and will return someday as a messianic figure. Until that return, who has the authority to govern? Khomeini's radical answer: the Islamic jurists themselves.


Most secular opponents of the Shah dismissed Khomeini as a minor threat. The real danger, they believed, came from Marxists and Islamic socialists.


They were catastrophically wrong.


The Oil Boom and Its Discontents


In 1973, the Organization of Petroleum Exporting Countries (OPEC) dramatically raised oil prices. Money flooded into Iran. The Shah embarked on an ambitious modernization program, spending lavishly on infrastructure, industry, and military hardware.


The boom created expectations it couldn't satisfy. Newly educated Iranians couldn't find jobs matching their qualifications. Rural migrants poured into Tehran, living in slums while the elite flaunted luxury. Inflation ate away at savings.


Then, in 1977, the economy contracted sharply. Suddenly all that borrowed prosperity evaporated into shortages, unemployment, and price increases.


The same year, Jimmy Carter became President of the United States. Carter made human rights a centerpiece of his foreign policy, warning that countries committing violations might lose American support.


This sent a signal to Iranian dissidents: perhaps the American umbrella protecting the Shah wasn't so reliable after all. People began writing open letters, signing petitions, testing the limits.


The Fire That Lit the Fuse


Protests began in October 1977, growing through the winter and spring. By summer 1978, demonstrations had become a regular occurrence.


Then came August 19, 1978—exactly twenty-five years after the coup that overthrew Mosaddegh.


In the city of Abadan, the Cinema Rex caught fire during a showing. The doors were locked. Around four hundred people died, burned alive or trampled trying to escape.


Islamic militants had set the fire, but that's not what most Iranians believed. In the poisoned atmosphere of 1978, the public concluded it was a false flag operation by SAVAK—the Shah's secret police—intended to discredit the opposition and justify a crackdown.


It didn't matter that this theory was wrong. What mattered was that Iranians believed their government capable of incinerating four hundred of its own citizens.


The protests exploded.


The Forty-Day Cycle


In Shia Islam, mourning periods follow a specific rhythm. After a death, the community gathers to mourn on the third day, the seventh day, and then again on the fortieth day.


The revolutionaries weaponized this tradition. When protesters were killed, the mourning gatherings forty days later became new protests. More deaths meant more mourning gatherings. More gatherings meant more confrontations with security forces. More confrontations meant more deaths.


The cycle fed itself. Each wave of mourning produced a larger wave of protest.


By December 1978, millions were marching. The economy had ground to a halt. Oil workers went on strike, cutting off the regime's financial lifeline. The army was deployed but soldiers began refusing to fire on crowds.


The Shah, suffering from cancer he had kept secret, seemed paralyzed.


The Last Days


On January 16, 1979, Mohammad Reza Pahlavi left Iran. Officially, he was going on vacation. Everyone knew he would never return.


The Shah left behind a regency council and an opposition politician named Shapour Bakhtiar as prime minister. Bakhtiar was a curious choice—a liberal nationalist who had opposed the Shah but wanted to preserve the constitutional monarchy.


It was far too late for such compromises.


On February 1, 1979, Ayatollah Khomeini's plane landed in Tehran. Several million people lined the streets to greet him. A journalist on the plane asked Khomeini what he felt, returning after fourteen years of exile.


"Nothing," he replied. "I feel nothing."


Ten days later, it was over. On February 11, the military declared itself neutral—effectively abandoning the government. Revolutionary militias and rebel soldiers overwhelmed the remaining loyalists in brief but fierce street fighting.


The Pahlavi dynasty, which had ruled Iran for fifty-four years, ceased to exist.


The Islamic Republic


What came next moved with startling speed.


In March 1979, a referendum asked Iranians a simple question: Islamic Republic, yes or no? The reported result was ninety-eight percent yes. Critics questioned the conditions under which votes were cast, but the margin was so overwhelming that even significant fraud couldn't have changed the outcome.


A new constitution established the principle of Velayat-e Faqih—Khomeini's doctrine that Islamic jurists should have supreme authority. The document created an elected president and parliament, but above them sat the Supreme Leader, a position Khomeini assumed in December 1979.


The revolutionaries who had marched alongside Khomeini soon discovered what they had helped create. Liberals, leftists, Marxists, and moderate Islamists found themselves marginalized, then persecuted. Many were imprisoned. Some were executed. Thousands fled into exile, the beginning of an Iranian diaspora that continues to this day.


Women who had marched against the Shah found themselves forced to wear the hijab. The freedoms they had fought for were replaced by different restrictions.


Understanding the Unthinkable


How did this happen? How did a prosperous country with a powerful military overthrow its government and replace it with a theocracy?


Part of the answer is material. The economic whiplash of boom and bust created grievances. The modernization programs disrupted traditional ways of life without providing satisfying alternatives. SAVAK's repression bred hatred.


But the deeper answer is about meaning. Iranians felt their country had been humiliated, first by the colonial tobacco concession, then by the theft of their oil, then by the coup against their democracy. The Shah represented foreign domination dressed in Iranian clothes. His reforms felt imposed from outside, corrupting authentic Iranian and Islamic identity.


Khomeini offered something the secular opposition couldn't: a vision that connected grievance to purpose. He cast the struggle in terms that resonated with Shia history—the righteous few against the tyrannical many, echoing the martyrdom of Imam Husayn against the Umayyad caliph Yazid fourteen centuries earlier.


The revolutionaries weren't just overthrowing a dictator. They were participating in a cosmic drama.


The Ripples That Never Stopped


The Islamic Republic didn't just transform Iran. It reshaped the entire Middle East.


Khomeini declared the destruction of Israel a core objective. More practically, the new government set out to undermine Sunni-dominated regimes by supporting Shia political movements across the region—in Lebanon, Iraq, Bahrain, and beyond.


This wasn't merely religious rivalry. It was a bid for regional hegemony, using sectarian networks to extend Iranian influence into the Arab world.


The consequences continue to play out. The Lebanese militant group Hezbollah, Iranian-backed militias in Iraq, the Houthi movement in Yemen—all trace their origins to the revolutionary vision of 1979.


And the revolution created something else: a permanent reminder that American-backed regimes can fall. That lesson has haunted American foreign policy ever since, shaping interventions and anxieties from Afghanistan to Egypt to Saudi Arabia.


The Revolution That Keeps Happening


Nearly half a century later, Iranians are still grappling with what happened in 1979. The Islamic Republic remains in power, but it faces periodic waves of protest—in 2009, in 2019, in 2022 after the death of Mahsa Amini. Each time, the government survives through a combination of repression and genuine support from its conservative base.


The revolutionaries of 1979 are now the establishment. A new generation, one that never knew the Shah, questions whether the Islamic Republic has betrayed its own ideals or whether those ideals were always flawed.


The story isn't over. It may never be.


But understanding how it began—with tobacco protests, oil nationalization, coups, and cassette tapes—helps explain why Iran remains so central to Middle Eastern politics, and why the wounds of 1979 have never fully healed.

  



Theater Without Actors


  
  
    Theater Without Actors

    Seth B ·  · Feb 10, 2026 · 12 min read

  

  
My feet are bare and so are my companions’. We are walking over cool deep-pile carpet and what feels like rough forest floor as we travel through Viola’s Room, an immersive experience created by London’s Punchdrunk collective, which recently wrapped up a five-month run at Manhattan’s arts complex The Shed. We are a group of six. We walk through corridors accompanied by the gloriously round vowels of actor Helena Bonham Carter, who speaks into each of our noise-canceling headphones. Her voice tells an odd fairy tale. We enter and exit a series of rooms. Beautiful rooms . . . empty rooms. This “immersive theater” experience features no actors at all.
If you’re familiar with Punchdrunk’s previous work Sleep No More you know the basic vibe — the painstaking art direction is the point. But unlike that hit show, where audience members wearing masks are free to wander around a Hitchcockian hotel, this piece is unicursal, like a classic labyrinth — there is only one path. In Sleep No More, you observe and follow dancers from behind the protection of your face covering. In Viola’s Room there are no humans to spy on. Instead, you find yourself moving through a charming sort of music-box machinery. Lovely shadow dioramas light up as you pass. The operating principle is much like that of a haunted house, or “It’s A Small World” at Disneyland. This is a single-file ride, guided by the voice in your ears and faint lights that indicate the way.
There is much here to enchant: an eerily nostalgic 1990s teenager’s bedroom with a Soundgarden soundtrack, beautiful antique-feeling parlors that feel recently abandoned, gentle cold winds and earthen smells that swirl around gnarled trees. Fabric-draped walls press claustrophobically on your arms and shoulders as you squeeze through. The textured carpet on your bare feet has a way of bringing back childhood — I’d never thought of a shag rug as a Proustian aide memoire. But it worked. And for $70, I had a full sentimental and sensory experience. I left feeling satisfied, but also that I had been inside a dream. Which is to say, alone.
I’m a theater director, and I can own up to the fact that actors, including many of my friends, are a little bit much. A little embarrassing. They feel things . . . a lot. They feel things all over the stage. The extensive onboarding speeches for Viola’s Room reassure us that there are no hired performers; it is not a haunted house. No one will jump out and surprise us as we round a corner. This comes as a relief. Knowing there will be no actors we are ready to consume the show’s enveloping sights and sounds with our limited attention spans as the only interruption. We are promised mood-based art with no human interference between ourselves and the environment.
Elsewhere in The Shed, in the 500-seat Griffin Theater, actors are often found acting in plays. But it seems to me there is something mechanical happening there too. The last production I saw there, The Effect, featured very good actors, immaculately lit, wearing tailored costumes and what seemed like expensive microphones so their slightest murmuring was perfectly amplified. This is very high-end theater. It is theater for people who do not wish to sing along with a song, comment on the action (“woo!”), watch an actor tune a guitar between songs, or break a sweat. I can’t help but feel that between these productions, The Shed is approaching waxworks — a hushed controlled space for the replication of a luxury product, precise artworks with no residue, just sheen.


What happens to an audience member when he finds himself all alone? Theater without actors means that the viewer is the one acting. In Viola’s Room as in so much immersive art (and escape rooms), the audience feels implicitly cast as detectives — we are solving puzzles, discovering a criminal’s identity, or simply looking for cues to help us proceed on our journey. When we find these morsels, we feel gratified. In Viola’s Room, the fragmentary story is a kind of princess-monster abduction fantasy that doubles as a coming-of-age analogy. I think — there is not much to hold on to narratively. We scrutinize odd drawings on the walls, pass empty dinner tables, hear shards of narration about a girl secretly meeting a devil in the moonlight. Maybe the motion itself, the detective work, is the narrative. We are Hansel and Gretel, and should not expect to find a home at the end of the trail of crumbs. Our journey through all this eerie beauty is the point.
Punchdrunk’s Burnt City, a kind of sequel to Sleep No More, had a more sprawling sense of emptiness and radical freedom when I saw it in London in 2023. In a huge open-world installation inspired by scenes from the Trojan War, I felt truly lost and alone amid the beauty and gloom, despite the occasional presence of performers ritually enacting violence, sex, and religious rites. It was about the rooms, not the dancers. Burnt City reminded me of video games that offer a similar experience — a radical freedom to explore a haunted space where you uncover clues and details on your own. I feel the same vertiginousness playing Nintendo Switch’s Breath of the Wild. Video games like Gone Home depict (as do many first-person shooters) a deserted world containing historical evidence that you, the player, uncover — diaries, or occasional remote phone calls with guardian angels, but few real people . . . just their traces. In Firewatch, a richly emotional video game where you embody a heartbroken ranger in a remote national park, the landscapes are gorgeously rendered, but no humans enter your line of sight. Stray hikers and vandals are always just out of frame, having moments before left a smoldering campfire, an empty beer can. We wander, seeking evidence. We occupy a pleasantly forensic state of mind.
In my lifetime, live theater has obstinately refused to become, as almost all other art has, an individual act of private consumption. But Viola’s Room comes close. I was walking with my fiancée and her family but sometimes I lost them for a moment, and felt cocooned in my headphones, swaddled in fabric. This was no escape room that required collaboration. It was at most a mutual haunting. I was just one of a small boatload of silent souls on a ferryboat drifting down a theatrical river Styx.
From a producer’s point of view, a very good thing about theater without actors is you don’t have to pay them. The actors’ union, a powerful force in professional theater, makes the head-count of stage actors a substantial budget proposition. Even on the Fringe, this logic is well known. If you want to make an independent theatrical show that tours this country, or succeeds at the Edinburgh Festival overseas, you had better make sure it’s a one- or (at most!) two-person show.
The actor’s job is more precarious than ever. No matter how much a live performance enriches a haunted house or immersive artwork, it’s hard to shake the feeling that the powers that be would prefer that actors become automata. AI voices narrate audiobooks and articles, and more and more crowd scenes in movies are made with CGI. Canned orchestrations accompany countless regional musicals. It’s cheaper to buy a thousand drones than to train one soldier. All that the theater without actors needs to keep running is a crew to act as stage managers for the machines. Way back in 1997, The Simpsons presciently depicted the coming age of automation in a gruff general’s military school graduation speech: “The wars of the future will be fought by small robots. And as you go forth today, remember your duty is clear: to build and maintain those robots.”


Maybe there is no way to get rid of the human touch. Memorable time-based “experiences” tend to contain at least some human friction. Without it, the work often wears thin. A ticketed and timed-entry immersive art offering with no live performers is like a coin-operated espresso machine; it tastes metallic. Something’s missing. The actorless immersive experience hustles you along. It’s a self-guided gallery tour attended by humans who try to disappear behind draperies, and it’s an appropriate medium for The Shed, a hulking box made of pure venture capital tax writeoff, which seems for all its solidity about to vanish into thin vapor, a House of Ushers in the midtown mist.
Luna Luna was my first installation experience at the large upstairs space that hosted Viola’s Room. The former was more of a gallery exhibition, a large and thoughtfully curated display of mechanical artworks and kinetic rides from a long-abandoned art theme park. As I ascended The Shed’s silent escalators for the first time into the third floor where timed-admission immersive art was waiting, I remember feeling the atmosphere become increasingly muffled. This was a place made of hidden coat checks and walls of marble that make you reluctant to raise your voice. I once visited Franco’s tomb — the Valley of the Fallen — in Spain; the effect on the human voice was not so different. We go in, are hushed, and made ready. For what? For communing with the dead . . . the contemporary high-tech “immersive” experience.
Luna Luna felt more sad than haunted, but it did hold ghosts — the revered dead of the ’80s: victims of AIDS and drugs and rock ’n’ roll and time itself. The rides had become museum pieces, rusted relics once designed for kinetic life and humorous activation with music, to be ridden in a sunny public park by rowdy coked-up or drunk ravers in Berlin Wall-era Europe 50 years ago. Now the machines were frozen, inert, mounted on plinths, well lit, ready to be looked at by urban art consumers on their second pricey glass of wine in the hushed well-air conditioned Shed, as shifting lights thoughtfully illuminated the graffiti of Basquiat and bright shards of Haring painted on rusted sheet metal. We sipped, we took in culture and read a lot of placards, and we exited to the similarly muted open-air plaza of Hudson Yards, or joined the urban-renewal bar-crawl that is the High Line. We had been “immersed,” but were hardly shocked or changed.
The experience of paying for a ticket and getting on a mechanical ride is of course nothing new, and sometimes it’s marked by memorable human touches. A version of The Tunnel of Love called “Ye Old Mill,” built in 1915, is still an enduring attraction at the Minnesota State Fair. The ride requires at least a couple of pimply teenagers working a minimum wage summer job to make it run. The wondrous automata of the medieval Islamic world were tirelessly designed, maintained and operated by human attendants. I have a soft spot for the figure of the creator serving their marvelous machines. In London last year I visited Novelty Automations, where Tim Hunkin tends his ingenious devices. One of these was an eclipse simulator made out of a little metal box you sit inside with a clunky cranking ceiling that closes out all light except for a few pinprick stars. I found the intimacy of this experience to be extremely emotional — though I’d crammed into the box with my fiancée, and this may have added to the effect. The hand of the artist was present in the painted clouds and those pinhole heavenly bodies, as it is in Viola’s Room, which for all its coolness is in the end a heartfelt attempt to convey story through mood and full-sensory immersion (scent, for instance, is used to great effect).
I did manage to have an unmistakably human experience at The Shed. Just prior to our Viola’s Room entry, in a small curtained space containing cubbies for our belongings, a docent/usher/host asked us to remove our shoes and socks and douse our bare feet with an antibacterial spray. When he spoke about the spray, he winced slightly, seeming to acknowledge the human discomfort of having to discuss the ugly truth of our bodies as vectors for bacteria. That moment, that very human wince — I’ll not forget soon. I’d pay good money to see an actor convey something so real. I very often do.
I think we will see more Viola’s Rooms, more shows without actors, though likely many with a mere fraction of the artistry. Clever producers will hire humans (and more than a few unpaid interns) to attend the machines, reboot the computers behind the light systems when they crash, and tweak the volume when a rider — sorry, audience member — complains. The actors’ union will remain uninvolved, though Hollywood stars will collect royalties for their voice recordings. People will feel emotions — nostalgia, fear, and wonder — guided by a voice they have come to trust, and maybe something surprising and real through the soles of their feet. No one will sweat, or bow at the end. We will simply walk through this dream and out into the next.

Seth Bockley is a writer of stage plays and screenplays, fiction, and poetry. He also directs and adapts literature for live performance.
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    Chris La Tray ·  · Feb 10, 2026 · 14 min read

  

  Boozhoo, indinawemaaganidog! Aaniin! That is to say hello, all of my relatives! Welcome to another edition of An Irritable Métis. I know things aren’t like this all over Turtle Island right now but we just had a stretch of weather here in Western Montana that was absolutely spring-like and I’m not going to mince words: I loved it. Yes, we need more proper winter and yes we are desperate for snow pack but the break was wonderful and I absorbed as much solar energy as I could. Additionally, if we get some snow and cold between now and April, and I really, really hope we do, you may expect similar celebratory exultations from these parts, trust me on that.
I also want to take a moment to mention that week one of the Native American Resistance for Everyone class is behind us1 and we have launched into week two. I participated in two “live” zoom discussions as part of week one2  – with two looming here in week two as well, and on and on through the rest of the course – and I found both interesting and, perhaps most importantly, fun. I’m going to pursue this theme a little more in the rest of this newsletter but I find the entire process we’ve engaged in together over the last couple years – your support for Becoming Little Shell, for IndigiPalooza MT, and for the classes – all deeply entwined and spectacularly moving. Engaging in this work as a budding, inter-tribal community is special, and I am incredibly grateful for everyone who has chosen to participate, donate, or subscribe. Some of you – many of you! – have engaged in all three. It makes me borderline giddy.



The other morning I stepped out onto my front porch for my early morning constitutional, arranged my saddle blanket onto the deck chair and placed my coffee mug beside it in preparation for my return, then descended the short flight of stairs leading to the walkway leading to the street. The neighbor from down the way was approaching out of the darkness; we exchanged good mornings. His dog3 came over to greet me and I paused to give her some pets. 
What transpired next was unprecedented: we proceeded to fall into stride beside one another, the neighbor and I, and share a short portion of our walks together. In that brief time – at most maybe one hundred corner-rounding yards before he veered off into the backyard of his place and I continued on for a mile or so – we mostly engaged in small talk about the weather and the myriad and various shortcomings of our other neighbors.4 I don’t imagine he and I have much in common but we’ve always been friendly to each other and I didn’t mind this saunterly turn of events at all. 
This neighbor often asks me of my trips because clearly he pays attention to the comings and goings of my car. And he did so in this encounter; after asking where I was headed next, the key question, delivered with a hint of puzzlement, being this: “What do you actually do when you go to these places?”
How to answer that? I muttered a little something about this and that but I’ve been considering it more these couple days since. The answer to what I actually do varies from day to day, and sometimes multiple times in a single day. For example, I spent the last week of January-into-February on the road. If you include the Friday before the Monday I left, I did seven speaking-related gigs in those ten days, with two days devoted entirely to driving. It’s quite a bit but, given I’d largely been off since basically the day before Thanksgiving, I hit the road feeling pretty energized.
To say I make my living as a writer – which when I’m faced with that loathsome question, “Well, what do you do?” from a stranger I answer with, “I’m a writer!” – is almost a misnomer. When it comes to “making a living”, the only writing that really generates consistent income is this writing, this newsletter, courtesy of all of you magnificent paying subscribers. I did better than expected with royalties from Becoming Little Shell but not enough to live on5 for more than maybe a year, if I really6 tightened my belt. For what they are (undistributed small press offerings) both of my first two books do pretty well and I probably make a little money on them but not much, nor do I keep track of that. I’m a bad businessman. Finally, when it comes to freelancing, often the backbone of a writing career, I do hardly any at all7.
These aren’t lamentations, these are realities. Nor do I have a shred of bitterness about how this essentially writing-adjacent living comes in bits, pieces, fits and starts. What the writing has done, beyond totally changing my life from what it was a decade ago, is introduce me to an entirely different and more meaningful way of being in the world. As an example, this is how my recent series of events unfolded:
	Day One: An evening event in Missoula at the Native Plant Garden at the Montana Natural History Center.8 We had a big fire and people gathered in the darkness of evening under a clear sky and I told stories and answered questions and it was joyful. This is the kind of event I’ve been dreaming of because what is more primal than folks gathered to pass the time with fire and stories? More than 50+ folks were signed up for it and while I don’t think that many showed up, there was still quite a gathering and I loved it.

	Day Two: Driving day east to Red Lodge, MT, which took me, including stops, about six hours. Notably, after stopping for lunch at a favorite diner thing in Livingston, I noted the receipt seemed to include more lines than food items ordered. Dragging my reading glasses from my pocket and perching them at the tip of my nose, I brushed a lock of brittle gray hair from my face and noted I’d been automatically granted the “senior discount” on each item. Not unwelcome but also … yeah. That’s never happened before.

	Day Three: Early afternoon One Book Montana/Becoming Little Shell event at the Red Lodge library that was a full house of maybe 50ish people crammed into a basement level community room. The discussion was spirited. When it ended, I had a short break – long enough to run to the local bookstore and sign copies of BLS – and then reconvened at the library for further discussion with a local book club, a gathering of maybe another 30ish people. This also went well but by the time it was over I was pretty exhausted. I ended up eating a bison burger at a bar later, in the company of a googly-eyed local.



	Day Four: Drove maybe 4 hours west and south to Dillon, MT, for another One Book Montana event, a collaboration between the library, the bookstore, and the museum. The event was held in a little theater at the museum, with capacity of 120 people (so I’m told) and I was a little dubious with how many seats would ultimately be in play. But by go-time the place was packed, with chairs dragged in to meet demand. I might have wondered aloud if it was a slow Netflix night in Dillon but I was pleased, and moved, by both turnout and enthusiasm. I might have given a brief rendition of the chorus to this song along the way, in context to the discussion even. Dinner was McDonald’s drive-through because nothing was open by the time I got away.

	Day Five: Driving east again to Livingston, for a One Book Montana event at the library there. Again, a full house, as well as a spirited tilt, somewhat surprisingly, at the merch table, the moment I arrived. It was the first time I’d set one up and hadn’t planned to, I just happened to have books with me and I wasn’t even through the door when I was being approached with people waving cash money so it was back out to the car to retrieve them. Later I was invited to dinner by a couple attendees who had some Native students from the college in Bozeman with them. That was unexpected and also wonderful. I don’t usually join folks for dinner after but when there are Native students involved, how could I not? I ended up back at the storied Murray Hotel, where I was comped a room, which is nice but never a good place to sleep because I think the ghosts are eager for attention.

	Days Six and Seven: This two-day workshop – originally a single day but expanded to two when the waiting list was long enough to accommodate two full classes – at River Arts & Books really made the whole trip possible financially because, besides being provided a place to stay, the workshops also generated income to make the entire trip marginally profitable. I was compensated in bits and pieces by the other events in various ways, but not really more than expenses and certainly not enough to contribute to a “living” but the workshop, with my share of the tuition folks paid, made the difference. Plus it was fun, in a beautiful space, and I marveled at how different the two gatherings were because of the differences in attendees. That made it all the more interesting. Plus I got to see Caroline again, which is a bonus.

	Day Eight: Another 6-ish hour drive home. By then I had no idea what day of the week it even was.





I wrote somewhat melodramatically last fall about feeling part of the lineage of wandering monks. This is kind of what I mean, the apparent rambling somewhat aimlessly9 from place to place and mixing it up with the people I find there. It can be a lot sometimes, particularly when this kind of thing unfolds week after week, and it would be nice to spend more time actually writing … but what an opportunity to be part of! Time to write will present itself – the ideas are churning and demanding expression – and soon.
This isn’t about me, my friends. This is a triumphant example of a broad community effort where a multitude of folks combine their efforts to make something happen for their immediate communities. Humanities Montana choosing my book to highlight; librarians and bookstore people and teachers and various others deciding to be part of it, and then the actual folks who show up in spite of all the other potential distractions to participate. It is exciting to me in the same way we see the massive protests of tens of thousands, even millions of people, who show up together in service to a better world. These small movements and gatherings is where we celebrate our shared humanity and, given the topics of current events – and how I feel about fascists and colonizers and all of those subjects always come up – is a way for me to hopefully inspire people to consider things in ways maybe they didn’t. Someone even pointed out how joyful the events are, which made me happy. We can’t forget the magnificently good fortune we share to be alive together. I think exerting monumental effort to improve that good fortune for everyone is a small price to pay, a tiny obligation, for the gift of it all.


I have been grateful for, and consistently astounded by, the number of people who show up at these events. It tells me people are willing to consider the world differently than maybe they always have. And if you are here reading this, if you’ve read my book or taken a class or attended or donated to IPFEST, you are part of it too. How thrilling!


The other night Jason Baldes, when talking about his work for the Wind River Tribal Buffalo Initiative, remarked, “When my Shoshone grandmas are saying ‘Keep doing what you’re doing,’ that’s enough for me.”
In Dillon I was asked something like, “Do you consider yourself a culture worker?” I just shrugged and said I consider myself a storyteller. That’s good enough for me. And given how many people tell me to “keep doing what you’re doing” as well, it seems good enough for others too. When I actually allow myself the space to think of what is happening, slowly but inexorably, like I have over the course of thinking about and writing this newsletter, I gurgle with gratitude. I urge all of you to take a few moments to reflect on your small efforts and how they feed the universe too, and perhaps gurgle a little bit along with me.


A Couple Things Upcoming
This Week
I’m heading north tomorrow, February 11th, to do another One Book Montana event at the Orpheum Theater in Conrad, MT. Then I’m on to Browning for a midday event with students at Blackfeet Community College followed by a bookclub gathering in East Glacier.


Next Week
Besides visiting another book club on Monday the 16th, I’m spending the week as a visiting artist in Great Falls Public Schools, with one public event, Wednesday, February 18, 5:30pm, at the Paris Gibson Education Center. If you’re around, come say hello! 



The Week After That
I’m heading back to Kalispell! This time for another One Book Montana event!



Closing Out the Month in Las Vegas!
The good people at IndigenousAF invited me to speak at their “Healing the Heart” exhibition and I can hardly wait. 
Friday, February 27, 5pm at Nuwu Art Gallery.



And Finally….
This magnificence just dropped from the mighty Dead Pioneers. I love it.




1I’m certain you can still get on board with this even though it’s underway – just let me know and I’ll make the connection!


2The first zoom was actually based on the curriculum for the module, which was focused on Bison and Land, and featured both Jill Falcon Ramaker and Jason Baldes (both of whom will be at IPFEST on August 1st) talking about the important work they do and answering questions; the second was a Saturday evening, informal opportunity for people to gather to discuss the topic, something new we are trying in this class that seems to have been a great idea.


3Her name is Midnight but don’t ask me the neighbor’s name because I fail to recall it.


4He regularly has much to say in this regard and I mostly listen and occasionally push back in defense of, for example, the neighbor who regularly deploys a magnificent, upcoming-holiday light extravaganza, and whose efforts toward such I absolutely love.


5Royalties also arrive infrequently; twice a year – once in June and once in December (*cough* January, apparently *cough*) – and I’ve only received two checks since the release of the book. I seem incapable of making anything but leftovers last six months so leaning on that income, unless the numbers are GARGANTUAN, which they never will be, will never work … and this newsletter continues to generate probably double what the book does/did.


6Really, really, really, more like….


7In 2023 I made $400 freelancing. In 2024 I made $0 freelancing. And in 2025, a banner year, I made $3650 (!) freelancing. In truth I don’t really try; I rarely pitch stories. I’m considering maybe making the effort to do a little more this year (though I better get on it because it feels practically half over already!) because I’m anticipating lean times in other areas over the coming months and years that I can’t really afford.


8If I were going to be around I would sign up for THIS WORKSHOP with my friend Chandra and I urge you to consider it too, if you are in Missoula.


9Though in truth the planning and organizing of the itinerary often seems the aimless part!
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  “The people we most love do become a physical part of us, ingrained in our synapses, in the pathways where memories are created.”



John Updike wrote in his memoir, “Each day, we wake slightly altered, and the person we were yesterday is dead. So why, one could say, be afraid of death, when death comes all the time?” And yet even if we were to somehow make peace with our own mortality, a primal and soul-shattering fear rips through whenever we think about losing those we love most dearly — a fear that metastasizes into all-consuming grief when loss does come. In The Long Goodbye (public library), her magnificent memoir of grieving her mother’s death, Meghan O’Rourke crafts a masterwork of remembrance and reflection woven of extraordinary emotional intelligence. A poet, essayist, literary critic, and one of the youngest editors the New Yorker has ever had, she tells a story that is deeply personal in its details yet richly resonant in its larger humanity, making tangible the messy and often ineffable complexities that anyone who has ever lost a loved one knows all too intimately, all too anguishingly. What makes her writing — her mind, really — particularly enchanting is that she brings to this paralyzingly difficult subject a poet’s emotional precision, an essayist’s intellectual expansiveness, and a voracious reader’s gift for apt, exquisitely placed allusions to such luminaries of language and life as Whitman, Longfellow, Tennyson, Swift, and Dickinson (“the supreme poet of grief”).


O’Rourke writes:

When we are learning the world, we know things we cannot say how we know. When we are relearning the world in the aftermath of a loss, we feel things we had almost forgotten, old things, beneath the seat of reason.

[…]

Nothing prepared me for the loss of my mother. Even knowing that she would die did not prepare me. A mother, after all, is your entry into the world. She is the shell in which you divide and become a life. Waking up in a world without her is like waking up in a world without sky: unimaginable.

[…]

When we talk about love, we go back to the start, to pinpoint the moment of free fall. But this story is the story of an ending, of death, and it has no beginning. A mother is beyond any notion of a beginning. That’s what makes her a mother: you cannot start the story.



In the days following her mother’s death, as O’Rourke faces the loneliness she anticipated and the sense of being lost that engulfed her unawares, she contemplates the paradoxes of loss: Ours is a culture that treats grief — a process of profound emotional upheaval — with a grotesquely mismatched rational prescription. On the one hand, society seems to operate by a set of unspoken shoulds for how we ought to feel and behave in the face of sorrow; on the other, she observes, “we have so few rituals for observing and externalizing loss.” Without a coping strategy, she finds herself shutting down emotionally and going “dead inside” — a feeling psychologists call “numbing out” — and describes the disconnect between her intellectual awareness of sadness and its inaccessible emotional manifestation:

It was like when you stay in cold water too long. You know something is off but don’t start shivering for ten minutes.


But at least as harrowing as the aftermath of loss is the anticipatory bereavement in the months and weeks and days leading up to the inevitable — a particularly cruel reality of terminal cancer. O’Rourke writes:

So much of dealing with a disease is waiting. Waiting for appointments, for tests, for “procedures.” And waiting, more broadly, for it—for the thing itself, for the other shoe to drop.


The hallmark of this anticipatory loss seems to be a tapestry of inner contradictions. O’Rourke notes with exquisite self-awareness her resentment for the mundanity of it all — there is her mother, sipping soda in front of the TV on one of those final days — coupled with weighty, crushing compassion for the sacred humanity of death:

Time doesn’t obey our commands. You cannot make it holy just because it is disappearing.


Then there was the question of the body — the object of so much social and personal anxiety in real life, suddenly stripped of control in the surreal experience of impending death. Reflecting on the initially disorienting experience of helping her mother on and off the toilet and how quickly it became normalized, O’Rourke writes:

It was what she had done for us, back before we became private and civilized about our bodies. In some ways I liked it. A level of anxiety about the body had been stripped away, and we were left with the simple reality: Here it was.

I heard a lot about the idea of dying “with dignity” while my mother was sick. It was only near her very end that I gave much thought to what this idea meant. I didn’t actually feel it was undignified for my mother’s body to fail — that was the human condition. Having to help my mother on and off the toilet was difficult, but it was natural. The real indignity, it seemed, was dying where no one cared for you the way your family did, dying where it was hard for your whole family to be with you and where excessive measures might be taken to keep you alive past a moment that called for letting go. I didn’t want that for my mother. I wanted her to be able to go home. I didn’t want to pretend she wasn’t going to die.


Among the most painful realities of witnessing death — one particularly exasperating for type-A personalities — is how swiftly it severs the direct correlation between effort and outcome around which we build our lives. Though the notion might seem rational on the surface — especially in a culture that fetishizes work ethic and “grit” as the key to success — an underbelly of magical thinking lurks beneath, which comes to light as we behold the helplessness and injustice of premature death. Noting that “the mourner’s mind is superstitious, looking for signs and wonders,” O’Rourke captures this paradox:

One of the ideas I’ve clung to most of my life is that if I just try hard enough it will work out. If I work hard, I will be spared, and I will get what I desire, finding the cave opening over and over again, thieving life from the abyss. This sturdy belief system has a sidecar in which superstition rides. Until recently, I half believed that if a certain song came on the radio just as I thought of it, it meant that all would be well. What did I mean? I preferred not to answer that question. To look too closely was to prick the balloon of possibility.


But our very capacity for the irrational — for the magic of magical thinking — also turns out to be essential for our spiritual survival. Without the capacity to discern from life’s senseless sound a meaningful melody, we would be consumed by the noise. In fact, one of O’Rourke’s most poetic passages recounts her struggle to find a transcendent meaning on an average day, amid the average hospital noises:

I could hear the coughing man whose family talked about sports and sitcoms every time they visited, sitting politely around his bed as if you couldn’t see the death knobs that were his knees poking through the blanket, but as they left they would hug him and say, We love you, and We’ll be back soon, and in their voices and in mine and in the nurse who was so gentle with my mother, tucking cool white sheets over her with a twist of her wrist, I could hear love, love that sounded like a rope, and I began to see a flickering electric current everywhere I looked as I went up and down the halls, flagging nurses, little flecks of light dotting the air in sinewy lines, and I leaned on these lines like guy ropes when I was so tired I couldn’t walk anymore and a voice in my head said: Do you see this love? And do you still not believe? 

I couldn’t deny the voice. 

Now I think: That was exhaustion. 

But at the time the love, the love, it was like ropes around me, cables that could carry us up into the higher floors away from our predicament and out onto the roof and across the empty spaces above the hospital to the sky where we could gaze down upon all the people driving, eating, having sex, watching TV, angry people, tired people, happy people, all doing, all being —


In the weeks following her mother’s death, melancholy — “the black sorrow, bilious, angry, a slick in my chest” — comes coupled with another intense emotion, a parallel longing for a different branch of that-which-no-longer-is:

I experienced an acute nostalgia. This longing for a lost time was so intense I thought it might split me in two, like a tree hit by lightning. I was — as the expression goes — flooded by memories. It was a submersion in the past that threatened to overwhelm any “rational” experience of the present, water coming up around my branches, rising higher. I did not care much about work I had to do. I was consumed by memories of seemingly trivial things.


But the embodied presence of the loss is far from trivial. O’Rourke, citing a psychiatrist whose words had stayed with her, captures it with harrowing precision:

The people we most love do become a physical part of us, ingrained in our synapses, in the pathways where memories are created.


In another breathtaking passage, O’Rourke conveys the largeness of grief as it emanates out of our pores and into the world that surrounds us:

In February, there was a two-day snowstorm in New York. For hours I lay on my couch, reading, watching the snow drift down through the large elm outside … the sky going gray, then eerie violet, the night breaking around us, snow like flakes of ash. A white mantle covered trees, cars, lintels, and windows. It was like one of grief’s moods: melancholic; estranged from the normal; in touch with the longing that reminds us that we are being-toward-death, as Heidegger puts it. Loss is our atmosphere; we, like the snow, are always falling toward the ground, and most of the time we forget it.



Because grief seeps into the external world as the inner experience bleeds into the outer, it’s understandable — it’s hopelessly human — that we’d also project the very object of our grief onto the external world. One of the most common experiences, O’Rourke notes, is for the grieving to try to bring back the dead — not literally, but by seeing, seeking, signs of them in the landscape of life, symbolism in the everyday. The mind, after all, is a pattern-recognition machine and when the mind’s eye is as heavily clouded with a particular object as it is when we grieve a loved one, we begin to manufacture patterns. Recounting a day when she found inside a library book handwriting that seemed to be her mother’s, O’Rourke writes:

The idea that the dead might not be utterly gone has an irresistible magnetism. I’d read something that described what I had been experiencing. Many people go through what psychologists call a period of “animism,” in which you see the dead person in objects and animals around you, and you construct your false reality, the reality where she is just hiding, or absent. This was the mourner’s secret position, it seemed to me: I have to say this person is dead, but I don’t have to believe it.

[…]

Acceptance isn’t necessarily something you can choose off a menu, like eggs instead of French toast. Instead, researchers now think that some people are inherently primed to accept their own death with “integrity” (their word, not mine), while others are primed for “despair.” Most of us, though, are somewhere in the middle, and one question researchers are now focusing on is: How might more of those in the middle learn to accept their deaths? The answer has real consequences for both the dying and the bereaved.


O’Rourke considers the psychology and physiology of grief:

When you lose someone you were close to, you have to reassess your picture of the world and your place in it. The more your identity is wrapped up with the deceased, the more difficult the mental work.

The first systematic survey of grief, I read, was conducted by Erich Lindemann. Having studied 101 people, many of them related to the victims of the Cocoanut Grove fire of 1942, he defined grief as “sensations of somatic distress occurring in waves lasting from twenty minutes to an hour at a time, a feeling of tightness in the throat, choking with shortness of breath, need for sighing, and an empty feeling in the abdomen, lack of muscular power, and an intensive subjective distress described as tension or mental pain.”


Tracing the history of studying grief, including Elisabeth Kübler-Ross’s famous and often criticized 1969 “stage theory” outlining a simple sequence of Denial, Anger, Bargaining, Depression, and Acceptance, O’Rourke notes that most people experience grief not as sequential stages but as ebbing and flowing states that recur at various points throughout the process. She writes:

Researchers now believe there are two kinds of grief: “normal grief” and “complicated grief” (also called “prolonged grief”). “Normal grief” is a term for what most bereaved people experience. It peaks within the first six months and then begins to dissipate. “Complicated grief” does not, and often requires medication or therapy. But even “normal grief” … is hardly gentle. Its symptoms include insomnia or other sleep disorders, difficulty breathing, auditory or visual hallucinations, appetite problems, and dryness of mouth.


One of the most persistent psychiatric ideas about grief, O’Rourke notes, is the notion that one ought to “let go” in order to “move on” — a proposition plentiful even in the casual advice of her friends in the weeks following her mother’s death. And yet it isn’t necessarily the right coping strategy for everyone, let alone the only one, as our culture seems to suggest. Unwilling to “let go,” O’Rourke finds solace in anthropological alternatives:

Studies have shown that some mourners hold on to a relationship with the deceased with no notable ill effects. In China, for instance, mourners regularly speak to dead ancestors, and one study demonstrated that the bereaved there “recovered more quickly from loss” than bereaved Americans do. 

I wasn’t living in China, though, and in those weeks after my mother’s death, I felt that the world expected me to absorb the loss and move forward, like some kind of emotional warrior. One night I heard a character on 24—the president of the United States—announce that grief was a “luxury” she couldn’t “afford right now.” This model represents an old American ethic of muscling through pain by throwing yourself into work; embedded in it is a desire to avoid looking at death. We’ve adopted a sort of “Ask, don’t tell” policy. The question “How are you?” is an expression of concern, but as my dad had said, the mourner quickly figures out that it shouldn’t always be taken for an actual inquiry… A mourner’s experience of time isn’t like everyone else’s. Grief that lasts longer than a few weeks may look like self-indulgence to those around you. But if you’re in mourning, three months seems like nothing — [according to some] research, three months might well find you approaching the height of sorrow.



Another Western hegemony in the culture of grief, O’Rourke notes, is its privatization — the unspoken rule that mourning is something we do in the privacy of our inner lives, alone, away from the public eye. Though for centuries private grief was externalized as public mourning, modernity has left us bereft of rituals to help us deal with our grief:

The disappearance of mourning rituals affects everyone, not just the mourner. One of the reasons many people are unsure about how to act around a loss is that they lack rules or meaningful conventions, and they fear making a mistake. Rituals used to help the community by giving everyone a sense of what to do or say. Now, we’re at sea.

[…]

Such rituals … aren’t just about the individual; they are about the community.


Craving “a formalization of grief, one that might externalize it,” O’Rourke plunges into the existing literature:

The British anthropologist Geoffrey Gorer, the author of Death, Grief, and Mourning, argues that, at least in Britain, the First World War played a huge role in changing the way people mourned. Communities were so overwhelmed by the sheer number of dead that the practice of ritualized mourning for the individual eroded. Other changes were less obvious but no less important. More people, including women, began working outside the home; in the absence of caretakers, death increasingly took place in the quarantining swaddle of the hospital. The rise of psychoanalysis shifted attention from the communal to the individual experience. In 1917, only two years after Émile Durkheim wrote about mourning as an essential social process, Freud’s “Mourning and Melancholia” defined it as something essentially private and individual, internalizing the work of mourning. Within a few generations, I read, the experience of grief had fundamentally changed. Death and mourning had been largely removed from the public realm. By the 1960s, Gorer could write that many people believed that “sensible, rational men and women can keep their mourning under complete control by strength of will and character, so that it need be given no public expression, and indulged, if at all, in private, as furtively as . . . masturbation.” Today, our only public mourning takes the form of watching the funerals of celebrities and statesmen. It’s common to mock such grief as false or voyeuristic (“crocodile tears,” one commentator called mourners’ distress at Princess Diana’s funeral), and yet it serves an important social function. It’s a more mediated version, Leader suggests, of a practice that goes all the way back to soldiers in The Iliad mourning with Achilles for the fallen Patroclus.

I found myself nodding in recognition at Gorer’s conclusions. “If mourning is denied outlet, the result will be suffering,” Gorer wrote. “At the moment our society is signally failing to give this support and assistance. . . . The cost of this failure in misery, loneliness, despair and maladaptive behavior is very high.” Maybe it’s not a coincidence that in Western countries with fewer mourning rituals, the bereaved report more physical ailments in the year following a death.



Finding solace in Marilynne Robinson’s beautiful meditation on our humanity, O’Rourke returns to her own journey:

The otherworldliness of loss was so intense that at times I had to believe it was a singular passage, a privilege of some kind, even if all it left me with was a clearer grasp of our human predicament. It was why I kept finding myself drawn to the remote desert: I wanted to be reminded of how the numinous impinges on ordinary life.


Reflecting on her struggle to accept her mother’s loss — her absence, “an absence that becomes a presence” — O’Rourke writes:

If children learn through exposure to new experiences, mourners unlearn through exposure to absence in new contexts. Grief requires acquainting yourself with the world again and again; each “first” causes a break that must be reset… And so you always feel suspense, a queer dread—you never know what occasion will break the loss freshly open.


She later adds:

After a loss, you have to learn to believe the dead one is dead. It doesn’t come naturally.



Among the most chilling effects of grief is how it reorients us toward ourselves as it surfaces our mortality paradox and the dawning awareness of our own impermanence. O’Rourke’s words ring with the profound discomfort of our shared existential bind:

The dread of death is so primal, it overtakes me on a molecular level. In the lowest moments, it produces nihilism. If I am going to die, why not get it over with? Why live in this agony of anticipation?

[…]

I was unable to push these questions aside: What are we to do with the knowledge that we die? What bargain do you make in your mind so as not to go crazy with fear of the predicament, a predicament none of us knowingly chose to enter? You can believe in God and heaven, if you have the capacity for faith. Or, if you don’t, you can do what a stoic like Seneca did, and push away the awfulness by noting that if death is indeed extinction, it won’t hurt, for we won’t experience it. “It would be dreadful could it remain with you; but of necessity either it does not arrive or else it departs,” he wrote. 

If this logic fails to comfort, you can decide, as Plato and Jonathan Swift did, that since death is natural, and the gods must exist, it cannot be a bad thing. As Swift said, “It is impossible that anything so natural, so necessary, and so universal as death, should ever have been designed by Providence as an evil to mankind.” And Socrates: “I am quite ready to admit … that I ought to be grieved at death, if I were not persuaded in the first place that I am going to other gods who are wise and good.” But this is poor comfort to those of us who have no gods to turn to. If you love this world, how can you look forward to departing it? Rousseau wrote, “He who pretends to look on death without fear lies. All men are afraid of dying, this is the great law of sentient beings, without which the entire human species would soon be destroyed.”


And yet, O’Rourke arrives at the same conclusion that Alan Lightman did in his sublime meditation on our longing for permanence as she writes:

Without death our lives would lose their shape: “Death is the mother of beauty,” Wallace Stevens wrote. Or as a character in Don DeLillo’s White Noise says, “I think it’s a mistake to lose one’s sense of death, even one’s fear of death. Isn’t death the boundary we need?” It’s not clear that DeLillo means us to agree, but I think I do. I love the world more because it is transient.

[…]

One would think that living so proximately to the provisional would ruin life, and at times it did make it hard. But at other times I experienced the world with less fear and more clarity. It didn’t matter if I was in line for an extra two minutes. I could take in the sensations of color, sound, life. How strange that we should live on this planet and make cereal boxes, and shopping carts, and gum! That we should renovate stately old banks and replace them with Trader Joe’s! We were ants in a sugar bowl, and one day the bowl would empty.



This awareness of our transience, our minuteness, and the paradoxical enlargement of our aliveness that it produces seems to be the sole solace from grief’s grip, though we all arrive at it differently. O’Rourke’s father approached it from another angle. Recounting a conversation with him one autumn night — one can’t help but notice the beautiful, if inadvertent, echo of Carl Sagan’s memorable words — O’Rourke writes:

“The Perseid meteor showers are here,” he told me. “And I’ve been eating dinner outside and then lying in the lounge chairs watching the stars like your mother and I used to” — at some point he stopped calling her Mom — “and that helps. It might sound strange, but I was sitting there, looking up at the sky, and I thought, ‘You are but a mote of dust. And your troubles and travails are just a mote of a mote of dust.’ And it helped me. I have allowed myself to think about things I had been scared to think about and feel. And it allowed me to be there — to be present. Whatever my life is, whatever my loss is, it’s small in the face of all that existence… The meteor shower changed something. I was looking the other way through a telescope before: I was just looking at what was not there. Now I look at what is there.”


O’Rourke goes on to reflect on this ground-shifting quality of loss:

It’s not a question of getting over it or healing. No; it’s a question of learning to live with this transformation. For the loss is transformative, in good ways and bad, a tangle of change that cannot be threaded into the usual narrative spools. It is too central for that. It’s not an emergence from the cocoon, but a tree growing around an obstruction.


In one of the most beautiful passages in the book, O’Rourke captures the spiritual sensemaking of death in an anecdote that calls to mind Alan Lightman’s account of a “transcendent experience” and Alan Watt’s consolation in the oneness of the universe. She writes:

Before we scattered the ashes, I had an eerie experience. I went for a short run. I hate running in the cold, but after so much time indoors in the dead of winter I was filled with exuberance. I ran lightly through the stripped, bare woods, past my favorite house, poised on a high hill, and turned back, flying up the road, turning left. In the last stretch I picked up the pace, the air crisp, and I felt myself float up off the ground. The world became greenish. The brightness of the snow and the trees intensified. I was almost giddy. Behind the bright flat horizon of the treescape, I understood, were worlds beyond our everyday perceptions. My mother was out there, inaccessible to me, but indelible. The blood moved along my veins and the snow and trees shimmered in greenish light. Suffused with joy, I stopped stock-still in the road, feeling like a player in a drama I didn’t understand and didn’t need to. Then I sprinted up the driveway and opened the door and as the heat rushed out the clarity dropped away. 

I’d had an intuition like this once before, as a child in Vermont. I was walking from the house to open the gate to the driveway. It was fall. As I put my hand on the gate, the world went ablaze, as bright as the autumn leaves, and I lifted out of myself and understood that I was part of a magnificent book. What I knew as “life” was a thin version of something larger, the pages of which had all been written. What I would do, how I would live — it was already known. I stood there with a kind of peace humming in my blood.



A non-believer who had prayed for the first time in her life when her mother died, O’Rourke quotes Virginia Woolf’s luminous meditation on the spirit and writes:

This is the closest description I have ever come across to what I feel to be my experience. I suspect a pattern behind the wool, even the wool of grief; the pattern may not lead to heaven or the survival of my consciousness — frankly I don’t think it does — but that it is there somehow in our neurons and synapses is evident to me. We are not transparent to ourselves. Our longings are like thick curtains stirring in the wind. We give them names. What I do not know is this: Does that otherness — that sense of an impossibly real universe larger than our ability to understand it — mean that there is meaning around us?

[…]

I have learned a lot about how humans think about death. But it hasn’t necessarily taught me more about my dead, where she is, what she is. When I held her body in my hands and it was just black ash, I felt no connection to it, but I tell myself perhaps it is enough to still be matter, to go into the ground and be “remixed” into some new part of the living culture, a new organic matter. Perhaps there is some solace in this continued existence.

[…]

I think about my mother every day, but not as concertedly as I used to. She crosses my mind like a spring cardinal that flies past the edge of your eye: startling, luminous, lovely, gone.


The Long Goodbye is a remarkable read in its entirety — the kind that speaks with gentle crispness to the parts of us we protect most fiercely yet long to awaken most desperately. Complement it with Alan Lightman in finding solace in our impermanence and Tolstoy on finding meaning in a meaningless world.


donating = loving
For seventeen years, I have been spending hundreds of hours and thousands of dollars each month composing The Marginalian (which bore the outgrown name Brain Pickings for its first fifteen years). It has remained free and ad-free and alive thanks to patronage from readers. I have no staff, no interns, no assistant — a thoroughly one-woman labor of love that is also my life and my livelihood. If this labor makes your own life more livable in any way, please consider lending a helping hand with a donation. Your support makes all the difference.
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    Deep Dive

    Emily Dickinson

    Based on Wikipedia: Emily Dickinson

In the quiet town of Amherst, Massachusetts, in a house known as the Homestead, a woman in white penned verses that would one day electrify the world. Her name was Emily Dickinson, and her story is as compelling as her poetry. Born into a prominent family, she led a life of introspection and creativity, crafting poems that were as unique as they were powerful. Her work, largely unpublished during her lifetime, now stands as a testament to her genius and her enduring relevance.

A Quiet Genius in Amherst

Emily Elizabeth Dickinson was born on December 10, 1830, into a family that valued education and culture. Her father, Edward Dickinson, was a respected lawyer and a trustee of Amherst College. Her mother, Emily Norcross Dickinson, was described as aloof, while her siblings, William Austin and Lavinia, were close companions. The Dickinson household was a hub of intellectual activity, and Emily thrived in this environment.

As a young girl, Emily attended Amherst Academy, where she excelled in her studies. Her education was rigorous, covering subjects from classical literature to botany. Her intellectual curiosity was insatiable, and she often wrote to friends about the books she was reading and the ideas they sparked. Her early letters reveal a bright, inquisitive mind eager to explore the world through words.

“I never enjoyed such perfect peace and happiness as the short time in which I felt I had found my Savior.”

During a religious revival in Amherst, Emily experienced a brief period of spiritual fervor. However, this phase did not last, and she soon distanced herself from organized religion. Her poetry would later reflect a deep spiritual inquiry, often questioning the nature of God and faith.

A Life of Letters and Verses

Emily's life was marked by a series of significant friendships and correspondences. One of her earliest influences was Benjamin Franklin Newton, a young attorney who introduced her to the works of Ralph Waldo Emerson. Newton's sudden death deeply affected Emily, and his memory would linger in her poetry.

Another pivotal figure in Emily's life was Susan Huntington Gilbert, who later married Emily's brother Austin. Susan was a lifelong friend and confidante, and their correspondence reveals a deep emotional bond. Some scholars even suggest a romantic relationship between the two women, a theory that has gained traction in recent years.

“Susie, will you indeed come home next Saturday, and be my own again, and kiss me as you used to?”

Emily's letters to Susan are filled with affection and longing, offering a glimpse into the complexity of their relationship. This connection would inspire some of Emily's most poignant poems, dedicated to her "sister-in-law and muse."

The Poet Emerges

Emily's poetic output was prolific, but her approach to writing was unconventional. She eschewed traditional poetic forms, opting instead for short, acerbic lines and lean descriptions. Her use of slant rhyme and irregular capitalization gave her poetry a distinctive voice, one that was both intimate and distant.

Her themes were universal yet deeply personal—nature, mortality, and the human condition. She often wrote about the beauty and transience of life, capturing moments of joy and sorrow with equal intensity. Her poems were not just literary works; they were expressions of her innermost thoughts and feelings.

“Because I could not stop for Death – / He kindly stopped for me –”

This famous opening line from one of her poems encapsulates her fascination with death and the inevitability of life's end. Her poetry is a meditation on the human experience, a journey through the landscapes of the mind and soul.

A Reclusive Life

As Emily grew older, she became increasingly reclusive. She rarely left the Homestead, and when she did, it was often to tend to her beloved garden. Her correspondence with friends and family became her lifeline, a way to connect with the world without leaving her sanctuary.

Her sister Lavinia later recalled that Emily's reclusiveness was partly due to her mother's chronic illness. Emily took on the role of caretaker, finding solace in her books and her poetry. Her seclusion was not a sign of eccentricity but a choice, a way to preserve her creative energy and focus on her writing.

“Home is so far from Home.”

This line from one of her letters captures the duality of her existence—a physical home that felt distant and a spiritual home that was ever-present in her poetry.

Legacy and Rediscovery

Emily Dickinson's poems were largely unknown during her lifetime. Only a handful were published, and those were heavily edited to fit the poetic conventions of the time. It was not until after her death in 1886 that her sister Lavinia discovered the extent of her poetic output.

The first volume of her poems was published in 1890, edited by Thomas Wentworth Higginson and Mabel Loomis Todd. However, it was not until 1955, with the publication of Thomas H. Johnson's "The Poems of Emily Dickinson," that her work was presented in a form closer to her original manuscripts.

Today, Emily Dickinson is recognized as one of America's greatest poets. Her unique style and piercing intelligence have secured her place in the literary canon. Her poems continue to inspire and challenge readers, offering a glimpse into the mind of a woman who dared to write her own truth.

Emily Dickinson in Popular Culture

Emily Dickinson's influence extends far beyond the literary world. Her poetry has inspired musicians, filmmakers, and artists, each finding their own interpretation of her words. From Aaron Copland's musical settings to Terence Davies' biographical film "A Quiet Passion," Dickinson's legacy lives on in various art forms.

Her herbarium, a collection of pressed plants she compiled as a young woman, has been published and is available online, offering a tangible connection to her love of nature. Her garden, though no longer in existence, has been recreated in Amherst, allowing visitors to experience the beauty that inspired her poetry.

“I dwell in Possibility –”

This line from one of her poems captures the essence of her enduring appeal. Emily Dickinson dwelled in the realm of possibility, exploring the depths of human experience through her poetry. Her words continue to resonate, inviting us to dwell in that same realm of wonder and discovery.

Emily Dickinson's life and work are a testament to the power of individual expression. Her poetry, born out of a life of introspection and creativity, offers a timeless exploration of the human condition. Whether you are a lifelong admirer or a newcomer to her work, Emily Dickinson's poems invite you to see the world through her unique lens, to dwell in possibility, and to find your own truth in her words.
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Couple of quick announcements before our main event today.
	Given all the turmoil in the media, I’m going to reopen our job listing for an Associate Editor for two more weeks (through Feb. 24). This is a part-time position initially, but it could grow into full-time down the road. There are a few promising candidates already; if you’re in this bucket, we’ll be in touch soon to set up a time for an interview in early March. But this is an important role for us, so I wanted to widen the net a little bit. The Associate Editor role has more specific requirements than for past positions we’ve hired for — we really need someone with at least some real-world, hands-on editing experience. If that describes someone you know, please don’t hesitate to pass the listing along!

	Also, we’re overdue for another SBSQ soon — so you can submit questions here. Since the January version spilled into multiple parts, this one will probably be on the shorter side, or maybe a lightning round edition.




Harris wasn’t a “centrist”, though that oversimplifies the issue
One of my pet peeves in the Great Moderation Wars is when I see the claim that Kamala Harris ran as a centrist. What actually happened is that Harris ran a largely substance-free campaign, hoping to win on vibes, quietly disavowing some of her past progressive positions without explaining why she’d changed her mind or replacing them with much of anything. The one notable exception was Harris’s convention speech, where she took a more assertive, notably male-coded approach, but she quickly abandoned those themes.1 At no point did she take any costly signal that would have risked offending any major Democratic constituency, left or center. And she couldn’t identify a single mistake that she or Joe Biden had made.2
So most voters defaulted to the assumption that Harris was left-wing — a rather reasonable assumption based on her very liberal voting record in the Senate and the aggressively progressive presidential campaign she ran in 2019. Not to mention that she’d been vice president for four years and the Biden-Harris administration had been quite progressive too. And yes, $20+ million in “Kamala is for they/them” ads helped to entrench this perception. But the whole reason the ad was effective was that what seemed like a hyperbolic Republican attack — Harris really wanted taxpayer-funded gender transition surgeries for prisoners?!? — was attested to by Harris’s own past words and statements.
Even if you personally think that Harris is a centrist, you’re in a substantial minority. In fact, surveys conducted by YouGov in late 2025 found that 37 percent of voters characterized Harris as “far-left”, the same percentage who said that about the new New York City mayor, Zohran Mamdani. Another 38 percent of voters described Harris as “left” or “center-left”; only 6 percent said she was a centrist.3

To be fair, a considerably higher percentage of voters said they weren’t sure about Mamdani’s ideology than said that about Harris. Among voters who did place the candidates on the ideological spectrum, Mamdani (along with AOC and Bernie Sanders) were seen as more left-wing. But the differences aren’t that big. Suppose you assign a number to each rating on a 100-point scale, so 0 is “far-left”, 50 is “center”, 100 is “far-right”, and so forth. According to the average voter4, Harris rates as a 19.5, (basically, “left” but not “far-left”). Bernie Sanders rates as a 17.0 on the same scale.5 So Harris is actually closer to Bernie in the public’s eyes than she is to, say, Pete Buttigieg (26.4).
What you’re seeing here is how voters place a lot of emphasis on cultural signifiers as opposed to, say, capitalism versus “democratic socialism”. In 2019, Harris’s brand was sort of “Diet Woke”. It didn’t sell and she dropped out well before Iowa. She got Biden’s VP nomination anyway. (This being summer 2020, Democrats were quite open that Harris’s race had been a big factor in the decision.6) 
Suddenly, she became the presidential nominee despite having been treated as a political liability by the Biden folks during her tenure in the White House.  “Brat Summer” was a fun, Cinderella story, but it didn’t tell voters very much about what Harris stood for. And Harris didn’t tell voters much about what she stood for either! So voters deferred to their priors based on her previous campaign, their expectations based on her race and gender, and the messaging they were hearing from Trump, all of which reinforced one another. To the extent that Harris’s campaign 2024 convinced anyone she was a centrist, it was high-information progressive Democrats, the one group that didn’t want her to moderate!
What is Liz Cheney Syndrome?
Even as someone who thinks that moderation usually helps, I don’t believe there’s any intrinsic electoral disadvantage from being highly progressive or conservative. Rather, what matters, according to the median-voter theorem and other spatial models of voting, is how closely your views align with those of voters. If you’re running to become mayor of a small, extremely liberal college town, it’s electorally advantageous to be super progressive. 
Still, usually ideology is more complicated than this, and voters disagree with one another about how they perceive the candidates. The best candidate, according to this theory, is neither a progressive nor a conservative nor a centrist, but one whom progressives believe is a progressive, centrists believe is a centrist, and conservatives believe is a conservative.
This is hard to pull off, of course. Barack Obama was able to do it to some degree in 2008, when he ran to Hillary Clinton’s left on issues like Iraq but also appealed to centrists and independents with his “post-partisan” rhetoric — though by 2012, Obama lost independents to Mitt Romney and relied heavily on base turnout instead.
Donald Trump’s ideology also has been hard for some voters to pin down, in part because he ran against the Bush-McCain-Romney Republican establishment and flipped around some of the party’s priorities. (Much more right-wing on immigration; less emphasis on abortion or Social Security reform.) In 2016, a large number of voters thought of Trump as a moderate. Even in 2024, more voters thought Harris was “too liberal or progressive” than thought that Trump was “too conservative”. Once he gets into office, voters are quickly disabused of the notion that Trump is anything other than right-wing7 (and not coincidentally, he persistently has a low approval rating). But as a candidate, particularly one who relies on lower-propensity voters who invest less time in following politics, he can be more slippery.
For the most part, though, candidates have the opposite problem. Take Liz Cheney, the former Congresswoman from Wyoming, who was essentially cast out of the Republican Party for her opposition to Trump. She rates right in the middle of the political spectrum according to the YouGov poll with a 48.8 rating on the 100-point scale. That might seem pretty ideal, since voters rate themselves at 49 on average on the same scale.
However, if you look at responses from individual voters on how they compare themselves to Cheney, few found her to be a close fit. Right-leaning voters rated Cheney as a 28.4 on this scale, somewhere between “left” and “center-left”. But left-leaning voters rated Cheney at 65.8, placing her far to their right.

This is an unusually large gap; John Fetterman, by contrast, has a similar overall rating (46.2) to Cheney but seems better able to convince voters that he’s actually a moderate or at least otherwise on their side. And Fetterman is reasonably popular in Pennsylvania, though more so with Republicans than Democrats.
There’s really no home in American politics for true anti-Trump conservatives, however. Cheney has an extremely conservative voting record, and I think it’s pretty nuts to consider her left-wing, but opposition to Trump will get you branded that way by other Republicans. Harris campaigned with Cheney to appeal to this narrow constituency, and I understand the impulse behind it, but Cheney is an unpopular figure and this may have served only to annoy progressives without convincing much of anyone.8
In any event, Liz Cheney Syndrome is the phenomenon of everyone being convinced that you’re their ideological opposite: conservatives think you’re a liberal, liberals think you’re a conservative. Harris has some of these problems, too. Although few voters think she’s a conservative, neither leftists or centrists really see her as an exemplar of their preferences, either.
In fact, we can quantify this more precisely. For every voter in the YouGov poll, I’ll compare their self-reported ideological rating with their view of each candidate. For instance, say a voter describes themselves as “right” (an 83 on the 100-point scale) and thinks of Harris as “center-left” (33). That’s a gap of 50 points. The lower the average gap, the better, since that means voters think the candidate is more closely aligned with them. 
Here’s what that looks like on a chart. (I recognize this is one of the less intuitive charts that we’ve run in the newsletter recently, but we’ll work our way through it.)

The U-shape trendline indicates that, on average, candidates who are seen as being closer to the center are also better matches for voters. It’s something of a myth — often perpetuated by people who argue about politics online and tend to be highly partisan — that there are no moderate voters. In the YouGov poll, in fact, 46 percent of voters self-identified as “center,” “center-left,” or “center-right.”9 Some candidates whom political junkies tend to hate, like Fetterman, are fairly popular with normies. But there are some candidates like Cheney whom nobody sees as a reliable ideological ally.
Harris also has a high average distance from voters, 43.1 points. This is similar to Trump (44.3), who has been losing credibility with any normies who mistook him for a moderate.10
Obama has a considerably better rating than Harris of 39.9, however. (To repeat, lower is better here). Buttigieg has a 37.8. (Maybe he deserves a boost the next time we do a Democratic draft.) Even Bernie (41.9), AOC (42.6), and Zohran (42.9) have (slightly) better ratings than Harris despite being seen as more left-wing. Voters on the left trust them more than they trust Harris, while other voters don’t necessarily perceive that big a difference between them and Harris for the reasons we’ve already covered here.
To some extent, this suggests that politics is a “skill game” and that more successful communicators can convince voters that they’re on their side. Or failing that, they’re at least able to immunize themselves against attacks from their opponents. Because Harris entered the campaign as more of a cipher and her campaign seemed disinterested in standing for much of anything, she was more easily defined by paid Republican advertising and attacks by Trump.
Harris may also have had a harder time as a woman. In general, I think the evidence for women candidates facing an electoral penalty is pretty unpersuasive, as Jerusalem Demsas covers here. In the YouGov poll, however, women candidates (shown with orange diamonds in the chart) were perceived as having a larger average ideological gap by voters.
The difference is statistically significant whether you control for the candidate’s ideology or not. It’s not a large sample of candidates, so I don’t want to take this too far. But women may face the challenge of being more easily typecast, being plugged into some proscribed number of gender roles, and being less trusted when they try to break out of them. 
So, do I think Harris would have won if she’d been more assertively centrist — say, actively throwing the left under the bus on an issue or two? Well, it’s hard to know, but honestly probably not. Given that the perception of her as a woke-adjacent progressive was fairly entrenched, I think voters might not have bought it anyway or she’d have been attacked as a flip-flopper.11 To be fair, I think Harris had a very difficult task: overcoming both the unpopular positions she’d taken in 2019/2020 and the unpopularity of her boss. All while trying to become the first woman president. Rather than cycling through various half-hearted attempts to rebrand her, Democrats should probably have chosen another candidate instead.
1I’ve seen it asserted in various places that Harris slumped in the polls following her convention, but that’s not really true. Instead, both Harris and Trump gained vote share in the polls at this period in the campaign, partly because RFK Jr. dropped out. Harris gains were a bit larger than Trump’s, in fact, though below the standards of a typical convention bounce. What was more noteworthy is how Harris’s numbers faded down the stretch run in October; her standing in our national poll average actually peaked at 49.4 on Oct. 14 and then dropped to 48.6 in our final polling average. (And then she actually got 48.3 percent of the vote while Trump overperformed his polls again.) It’s a unusual for a candidate’s numbers to decline in the last few weeks of a campaign since they’re usually at least able to pull undecided voters into their column. What was going on then? Well, there was a lot of scrutiny of Harris’s past positions, scrutiny that was lacking during the “Brat Summer” phase. And the they/them ad was running in very heavy rotation at this time, as reflected in the number of Google searches for related issues.


2Progressives might have wanted Harris to articulate a more explicitly pro-Palestine/anti-Netanyahu position — she didn’t — but this was a continuation of the administration’s previous policy. The Middle East is also an issue that’s treated with far more salience by highly politically engaged voters than by the handful of swing voters in the electorate.


3Meanwhile, 6 percent of people described Harris as being on the right. Some of this is the Bluesky crowd, sure. But it’s also some voters who are very disengaged from politics and don’t necessarily know much about the left-right political spectrum or who are just clicking buttons.


4Ignoring “not sures”, as I will throughout this analysis.


5Mamdani is a 14.0 and Ocasio-Cortez is a 13.5.


6Biden had also previously committed to picking a woman as his running mate.


7His rating in the YouGov poll was an 85.2 on the 100-point scale.


8The more successful ex-Trump or Never Trump political figures eventually tend to “lib out” on other issues too, since that’s where the audience is. Not that very many of the Never Trumpers have become successful politicians, but there are those that have popular Substacks, podcasts, etc.


9Again, excluding voters who said they weren’t sure about their ideology.


10Though note that the YouGov polling was conducted before the killings of two civilians in Minneapolis.


11Not to mention potentially had problems with base turnout, however much I think this is an overstated problem.
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    Median voter theorem

    Based on Wikipedia: Median voter theorem


Here's a puzzle that has fascinated political scientists for nearly a century: why do politicians in two-party systems so often sound like watered-down versions of each other? Why does the firebrand candidate from the primaries suddenly pivot to the center once they've secured the nomination? The answer lies in one of the most elegant—and most debated—ideas in political science: the median voter theorem.


The core insight is almost embarrassingly simple. If voters line up along a political spectrum from left to right, and they vote for whichever candidate is closest to their own position, then the candidate who plants themselves right in the middle will beat everyone else. Not the middle of the candidates—the middle of the voters. The median voter, that person who has exactly half the electorate to their left and half to their right, becomes the kingmaker.


The Gas Station Problem


Before this became a theorem about elections, it was a theorem about ice cream.


In 1929, the economist Harold Hotelling noticed something peculiar about how businesses position themselves. Imagine a long beach with sunbathers spread evenly along it. Two ice cream vendors need to decide where to set up their carts. You might think they'd spread out—one at each end—to minimize the distance customers have to walk. But that's not what happens.


If one vendor sets up at the quarter-mark and the other at the three-quarter mark, either one could steal customers by moving toward the center. The one who moves captures everyone on their side of the beach plus some customers from the middle. The logic is relentless. Both vendors end up standing right next to each other, smack in the middle of the beach.


This explains why you'll find three gas stations clustered at the same intersection, why competing fast-food restaurants share parking lots, and why major party candidates often seem to be fighting over the same handful of swing voters while ignoring their bases.


How Duncan Black Made It Rigorous


The Scottish economist Duncan Black formalized this intuition for voting in 1948, working independently around the same time as Kenneth Arrow—who would later win a Nobel Prize for proving that no voting system is perfect. Black's contribution was showing that under specific conditions, democracy actually works rather well.


The proof is elegant enough to sketch. Imagine a voter named Marlene who sits exactly at the median—half the voters are to her left, half to her right. Suppose her favorite candidate, Charles, is positioned slightly to her left. Now consider any candidate to Charles's right. Marlene prefers Charles, and so does everyone to her left—that's a majority right there. Consider any candidate to Charles's left. Marlene prefers Charles, and so does everyone to her right—also a majority. Charles wins every head-to-head matchup.


In the language of political science, Charles is the "Condorcet winner"—named after the Marquis de Condorcet, an eighteenth-century French philosopher who first studied these majority-preference cycles. A Condorcet winner can defeat any other candidate in a one-on-one race.


The Key Assumption: Single-Peaked Preferences


The theorem requires what mathematicians call "single-peaked preferences." This jargon hides a simple idea: each voter has one ideal point, and the further a candidate strays from that point in either direction, the less the voter likes them.


Think of it like Goldilocks. This porridge is too hot (too far left), this porridge is too cold (too far right), but this one is just right (your ideal point). You always prefer porridge that's closer to just right.


This seems obviously true for many political issues. If your ideal tax rate is 25%, you probably prefer 30% to 40%, and you probably prefer 20% to 10%. You have one peak, and satisfaction declines as you move away from it.


But single-peaked preferences can break down. Suppose you're a libertarian who believes in both low taxes and legal marijuana. The left-right spectrum forces you to choose between candidates who might be "close" to you on the spectrum but wrong on the issue you care most about. Your preferences might not be single-peaked in the conventional left-right space at all.


Why Reality Gets Messy: More Than One Dimension


Here's where the theorem starts to wobble. Real politics isn't one-dimensional. People care about economics and social issues and foreign policy and environmental regulation and a dozen other things that don't line up neatly on a single axis.


In two or more dimensions, the median voter often doesn't exist.


Consider three voters positioned at the corners of a triangle. Each is the median voter in some direction and not in others. If candidates can position themselves anywhere in this two-dimensional space, we can end up with cycles: A beats B, B beats C, and C beats A. This is called a Condorcet cycle, and it means there's no stable winner. The McKelvey-Schofield theorem proves that in multiple dimensions, nearly any outcome can be reached through a sequence of majority votes—a chaos result that suggests democracy might be far less stable than we'd hope.


There is a lifeline. If voter preferences are distributed symmetrically—imagine them spread out in a perfect circle around a central point—then the median voter theorem still works. That central point is the median in every direction. But real electorates are rarely so obliging.


The Strategic Version: Politicians Rush to the Middle


The version of this theorem that captures most popular attention isn't really about voting systems—it's about how candidates behave. If politicians care only about winning, if they can credibly promise anything, if voters rank candidates by ideological distance, and if the voting system rewards the Condorcet winner, then both candidates will converge to the median voter's position.


This is the Hotelling-Downs model, named for Hotelling's original beach vendors and Anthony Downs, who applied the logic to elections in his 1957 book "An Economic Theory of Democracy."


The prediction is striking: in a two-candidate race, you shouldn't be able to tell the candidates apart. Both should have moved so close to the median voter that they're virtually identical. Any difference means one of them could win more votes by moving toward the center.


Why Politicians Don't Actually Converge


Look at any recent American election and the prediction seems laughable. Democrats and Republicans are not identical. They're not even close. What went wrong?


Almost all the assumptions failed.


First, politicians can't credibly promise anything. Voters know that a candidate who campaigned as a moderate but was a firebrand in the primaries might govern as a firebrand. Candidates carry reputational baggage.


Second, politicians don't only care about winning. They have actual beliefs. They want to implement policies, not just hold office. A true believer might prefer losing while standing for something over winning by becoming indistinguishable from the opponent.


Third, and perhaps most importantly: primary elections. American politicians don't just need to win the general election. They need to first win their party's primary, where the electorate is more ideologically extreme. A Republican who moves too far toward the median general-election voter becomes vulnerable to a primary challenge from the right. The result is a tug-of-war between the primary electorate and the general electorate, and candidates don't converge.


Steven Levitt tested this directly by studying pairs of senators from the same state where one was a Democrat and one was a Republican. The median voter theorem says they should vote identically—they represent the same voters, after all. In reality, their voting records were almost as different as randomly paired senators from different states. Party and personal ideology dominated; the median voter was barely visible.


The Limits of Representation


If the median voter theorem worked perfectly, it wouldn't matter who the politicians themselves were. They'd all converge to the same point anyway. But research from India suggests this is wildly wrong.


In the 1990s, India implemented reforms requiring that women lead one-third of village councils. The median voter theorem predicts this shouldn't change anything—women still need majority support, and the median voter hasn't changed. But the public goods provided by these councils shifted dramatically toward things women preferred: water, fuel, and roads rather than irrigation channels. The identity of representatives mattered.


Similarly, when political representation for marginalized castes increased in India, transfer payments to those groups went up, even though the overall electorate was unchanged. And when American women gained the right to vote in 1920, healthcare spending increased and child mortality dropped by eight to fifteen percent. The composition of the electorate mattered, not just its median point.


These findings suggest the median voter theorem, even in its pure form, misses something important about representation. Politics isn't just about locating the median position on a line—it's about whose concerns get heard, whose problems get noticed, whose needs get prioritized.


What the Theorem Gets Right


Despite all these caveats, the median voter theorem captures something real. Politicians do moderate in general elections. Candidates in swing districts do position themselves differently than candidates in safe seats. The center of the electorate does exercise a gravitational pull.


The theorem is also remarkably useful for political economy research. Economists have used it to study why governments redistribute income (the median voter is poorer than the average voter, so they support redistribution), why immigration policies take the shapes they do, and how different tax structures emerge. By assuming politicians must satisfy the median voter, researchers can generate testable predictions about policy.


And the theorem illuminates an important truth about voting systems. Condorcet-consistent methods—those that always elect a candidate who would beat all others head-to-head—have a special property. They give you the median voter's choice. Other systems, including the plurality voting used in most American elections, do not.


The Voting System Connection


This is where the theorem stops being purely academic and starts having implications for electoral reform.


Under plurality voting—where you vote for one candidate and whoever gets the most votes wins—the median voter theorem doesn't hold. Neither does it hold for plurality with primaries, or plurality with runoffs, or ranked-choice voting as currently implemented in the United States (which is actually instant-runoff voting, not a Condorcet method).


These systems can elect candidates who aren't the median voter's choice. They can give us candidates who would lose a head-to-head race against another option. They can, in principle, be gamed by strategic voters or manipulated by strategic candidates entering or leaving the race.


Condorcet methods—which conduct a round-robin tournament of head-to-head matchups and elect whoever wins them all—guarantee the median voter property in one dimension. So does approval voting, where you vote for as many candidates as you like, under certain models of how voters behave.


If you believe that policy should reflect the preferences of the median citizen, this suggests our voting systems might be systematically biased away from that goal.


Beyond Left and Right


Perhaps the deepest critique of the median voter theorem is that it assumes politics is fundamentally about positions on a line. Left to right. Liberal to conservative. More government to less government.


But many political conflicts aren't like this at all. Some are about identity—not where you stand on a spectrum but which group you belong to. Some are about values that don't trade off against each other in any simple way. Some are about priorities—agreeing on goals but disagreeing about what to tackle first.


The theorem assumes voters evaluate candidates by distance. But what if they evaluate them by direction—not "how far are you from me?" but "which team are you on?" What if politics is less about finding the middle ground and more about activating supporters and defining enemies?


In such a world, the median voter might be politically homeless, too far from both sides to feel represented by either, while the parties race not toward the center but toward their respective bases.


The Theorem as Benchmark


Perhaps the best way to understand the median voter theorem is as a benchmark—an idealized case that helps us see how reality departs from a simple model.


In a world with one dimension, sincere voters, single-peaked preferences, Condorcet-consistent voting, and candidates who care only about winning, we get convergence to the median. In our world, we get polarization, safe seats, primary challenges, identity politics, and representatives whose voting records reflect their personal ideology more than their constituents' preferences.


The gap between the theorem and reality is a map of everything that makes politics complicated. Primaries. Parties. Ideology. Identity. Multidimensional preferences. Strategic voting. Imperfect information.


Duncan Black's elegant proof still stands. Under its assumptions, the median voter wins. The interesting question is why those assumptions fail so spectacularly in practice—and whether we could design institutions that make them fail less.


A Note on the Mathematics


For those curious about the geometric underpinnings: the theorem connects to a beautiful result about medians in higher dimensions. When voter preferences are symmetric in all directions—like a circular cloud of points around a center—the median voter theorem extends naturally. The geometric median of a distribution, the point that minimizes the sum of distances to all data points, coincides with the political median whenever such an omnidirectional median exists.


This was proved in 1967 by Charles Plott, who showed that if a point is a median in every direction, then the data points not at that location must come in balanced pairs on opposite sides. It's an elegant constraint: omnidirectional medians are rare and special, existing only for highly symmetric distributions.


In the messy world of real voter distributions, asymmetries and clusters and outliers destroy this symmetry. The geometric median no longer equals the directional median, and different voting methods can give different answers. The mathematics explains why simple intuitions from one dimension become treacherous in higher dimensions—and why political scientists continue to debate the theorem's relevance nearly eighty years after Black first proved it.
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  There is no indifference to Wuthering Heights. As one of the early reviews (anonymous) said, “Wuthering Heights is a strange sort of book, — baffling all regular criticism; yet, it is impossible to begin and not finish it; and quite as impossible to lay it aside afterwards and say nothing about it.” The Brontë sisters excited a vivid and assured set of reactions from the start. Many assumed they were men (Thackeray didn’t, nor did Elizabeth Barrett Browning: “Plainly Jane Eyre was by a woman. It used to astound me when sensible people said otherwise.”). Some thought all their books were by the same man. In the Quarterly Review it was called “too odiously and abominably pagan to be palatable to the most vitiated class of English readers.” 
Below I have compiled some quotations—some short, some long-ish—from the various critical reactions to Wuthering Heights. You will see F.R. Leavis dismissing it as “sport” and Q.D. Leavis trying to downplay the metaphysical aspect, as part of a long arc in which Wuthering Heights was first reacted to morally, then critically, and now historically. I left in F.D.’s comments on Charlotte because they are just so extraordinary. He never fails to leave me blustered. Elsewhere there is talk of toasted cheese, devils, consumption, and the true nature of the book’s religion.
It is often said that the greatness of a classic can be found in the sheer range and plurality of responses it inspires, but one thing you will take away from these extracts is that while many critics are entitled to dislike the book, they allow their feelings to mar their judgements, and to make false or downright unliterary proclamations. How chastising it ought to be to read the history of criticism!


…in spite of its truth to life in the remote nooks and corners of England Wuthering Heights is a disagreeable story. The Bells seem to affect painful and exceptional subjects: – the misdeeds and oppressions of tyranny – the eccentricities of 'woman's fantasy.' They do not turn away from dwelling on those physical acts of cruelty which we know to have their warrant in the real annals of crime and suffering, – but the contemplation of which taste rejects. The brutal master of the lonely house on 'Wuthering Heights' – a prison which might be pictured from life – has doubtless had his prototype in those uncongenial and remote districts where human beings, like the trees, grow gnarled and dwarfed and distorted by the inclement climate; but he might have been indicated with far fewer touches, in place of so entirely filling the canvas that there is hardly a scene untainted by his presence.

Anonymous, probably H. F. Chorley, Athenaeum, 1847


We detest the affectation and effeminate frippery which is but too frequent in the modern novel, and willingly trust ourselves with an author who goes at once fearlessly into the moors and desolate places, for his heroes; but we must at the same time stipulate with him that he shall not drag into light all that he discovers, of coarse and loathsome, in his wanderings, but simply so much good and ill as he may find necessary to elucidate his history – so much only as may be interwoven inextricably with the persons whom he professes to paint. It is the province of an artist to modify and in some cases refine what he beholds in the ordinary world.

Anonymous, Examiner 1848


It is in parts very unskilfully constructed: many passages in it display neither the grace of art nor the truth of nature, but only the vigour of one positive idea, – that of passionate ferocity. It blazes forth in the most unsuitable circumstances, and from persons the least likely to be animated by it.

Anonymous, Britannia 1848


There is an old saying that those who eat toasted cheese at night will dream of Lucifer. The author of Wuthering Heights has evidently eaten toasted cheese. How a human being could have attempted such a book as the present without committing suicide before he had finished a dozen chapters, is a mystery. It is a compound of vulgar depravity and unnatural horrors, such as we might suppose a person, inspired by a mixture of brandy and gunpowder, might write for the edification of fifth-rate blackguards. Were Mr. Quilp alive we should be inclined to believe that the work had been dictated by him to Lawyer Brass, and published by the interesting sister of that legal gentleman.

Anonymous, Graham’s Magazine, 1848


It is 'a dark tale darkly told;' a book that seizes upon us with an iron grasp, and makes us read its story of passions and wrongs whether we will or no. Fascinated by strange magic we read what we dislike, we become interested in characters which are most revolting to our feelings, and are made subject to the immense power, of the book, – a rough, shaggy, uncouth power that turns up the dark side of human nature, and deals with unbridled passions and hideous inhumanities.

Anonymous, Literary World 1848


I was then just completing Jane Eyre, at which I had been working while the one-volume tale was plodding its weary round in London: in three weeks I sent it off; friendly and skilful hands took it in. This was in the commencement of September, 1847; it came out before the close of October following, while Wuthering Heights and Agnes Grey, my sisters’ works, which had already been in the press for months, still lingered under a different management.
They appeared at last. Critics failed to do them justice. The immature but very real powers revealed in Wuthering Heights were scarcely recognised; its import and nature were misunderstood; the identity of its author was misrepresented; it was said that this was an earlier and ruder attempt of the same pen which had produced Jane Eyre. Unjust and grievous error! We laughed at it at first, but I deeply lament it now. Hence, I fear, arose a prejudice against the book. That writer who could attempt to palm off an inferior and immature production under cover of one successful effort, must indeed be unduly eager after the secondary and sordid result of authorship, and pitiably indifferent to its true and honourable meed. If reviewers and the public truly believed this, no wonder that they looked darkly on the cheat.

Charlotte Brontë, 1850


Curious enough it is to read Wuthering Heights and The Tenant of Wildfell Hall, and remember that the writers were two retiring, solitary, consumptive girls! Books, coarse even for men, coarse in language and coarse in conception, the coarseness apparently of violence and uncultivated men – turn out to be the productions of two girls living almost alone, filling their loneliness with quiet studies, and writing these books from a sense of duty, hating the pictures they drew, yet drawing them with austere conscientiousness! There is matter here for the moralist or critic to speculate on.

George Henry Lewes, Leader 1850


Wuthering Heights – we know little of Agnes Grey – is one of the most repellent books we ever read. With all its talent – and it has much – we cannot imagine its being read through from any fascination in the tale itself. The powers it displays are not only premature, but are misdirected. The characters sketched are, for the most part, dark and loathsome, while a gloomy and sombre air rests on the whole scene, which renders it anything but pleasing …

Anonymous, Electric Review 1851


I’ve been greatly interested in Wuthering Heights, the first novel I’ve read for an age, and the best (as regards power and sound style) for two ages, except Sidonia. But it is a fiend of a book, an incredible monster, combining all the stronger female tendencies from Mrs Browning to Mrs Brownrigg.* The action is laid in Hell, – only it seems places and people have English names there. Did you ever read it?

D.G. Rossetti, letter, 1854
*Elizabeth Brownrigg, midwife, hanged in 1767 for murdering Mary Clifford, a workhouse apprentice.


From the first we breathe the fresh dark air of tragic passion and presage; and to the last the changing wind and flying sunlight are in keeping with the stormy promise of the dawn. There is no monotony, there is no repetition, but there is no discord. This is the first and last necessity, the foundation of all labour and the crown of all success, for a poem worthy of the name; and this it is that distinguishes the hand of Emily from the hand of Charlotte Brontë. All the works of the elder sister are rich in poetic spirit, poetic feeling, and poetic detail; but the younger sister's work is essentially and definitely a poem in the fullest and most positive sense of the term.

A.C. Swinburne, Athenaeum 16 June 1883


As the term, classical, has been used in a too absolute, and therefore in a misleading sense, so the term, romantic, has been used much too vaguely in various accidental senses. The sense in which Scott is called a romantic writer is chiefly this; that, in opposition to the literary tradition of the last century, he loved strange adventure, and sought it in the Middle Age. Much later, in a Yorkshire village, the spirit of romanticism bore a more really characteristic fruit in the work of a young girl, Emily Brontë, the romance of Wuthering Heights; the figures of Hareton Earnshaw, of Catherine Linton, and of Heathcliff-tearing open Catherine’s grave, removing one side of her coffin, that he may really lie beside her in death – figures so passionate, yet woven on a background of delicately beautiful, moorland scenery, being typical examples of that spirit.

Walter Pater, Appreciations, 1889


It is this suggestion of power underlying the apparitions of human nature, and lifting them up into the presence of greatness that gives the book its huge stature among other novels. But it was not enough for Emily Brontë to write a few lyrics, to utter a cry, to express a creed. In her poems she did this once and for all, and her poems will perhaps outlast her novel. But she was novelist as well as poet. She must take upon herself a more laborious and a more ungrateful task. She must face the fact of other existences, grapple with the mechanism of external things, build up, in recognizable shape, farms and houses and report the speeches of men and women who existed independently of herself. And so we reach these summits of emotion not by rant or rhapsody but by hearing a girl sing old songs to herself as she rocks in the branches of a tree; by watching the moor sheep crop the turf; by listening to the soft wind breathing through the grass. 

Virginia Woolf, The Common Reader, 1924


Finally, Emily Brontë does away with the most universally accepted of all antitheses—the antithesis between life and death. She believes in the immortality of the soul. If the individual life be the expression of a spiritual principle, it is clear that the mere dissolution of its fleshly integument will not destroy it. But she does more than believe in the immortality of the soul in the orthodox Christian sense. She believes in the immortality of the soul in this world. The spiritual principle of which the soul is a manifestation is active in this life; therefore, the disembodied soul continues to be active in this life. Its ruling preoccupations remain the same after death as before. Here she is different from other Victorian novelists, and, as far as I know, from any novelists of any time. Emily Brontë does not see human conflict as ending with death. Catherine Earnshaw dreams that she goes to heaven, but is miserable there because she is homesick for Wuthering Heights, the native country of her spirit. Nor is this a parable: it is a sort of prophecy. For when in fact she comes to die, her spirit does take up its abode at Wuthering Heights. And not just as an ineffective ghost haunting as much as in life she exerts an active influence over Heathcliff, besieging him with her passion.
Thus the supernatural plays a different part in Wuthering Heights from that which it does in other novels. Most novelists, intent on trying to give a picture of life as they know it, do not bring in the supernatural at all. Those who do, either use it as a symbol, not to be believed literally, like Nathaniel Hawthorne—or like Scott, as an extraneous anomaly at variance with the laws of nature. With Emily Brontë it is an expression of those laws. It is, in truth, misleading to call it supernatural; it is a natural feature of the world as she sees it.

Lord David Cecil, Early Victorian Novelists, 1934


NOTE: THE BRONTËS
It is tempting to retort that there is only one Brontë. Actually, Charlotte, though claiming no part in the great line of English fiction (it is significant that she couldn’t see why any value should be attached to Jane Austen), has a permanent interest of a minor kind. She had a remarkable talent that enabled her to do something firsthand and new in the rendering of personal experience, above all in Villette.
The genius, of course, was Emily. I have said nothing about Wuthering Heights because that astonishing work seems to me a kind of sport. It may, all the same, very well have had some influence of an essentially undetectable kind: she broke completely, and in the most challenging way, both with the Scott tradition that imposed on the novelist a romantic resolution of his themes, and with the tradition coming down from the eighteenth century that demanded a plane-mirror reflection of the surface of ‘real’ life. Out of her a minor tradition comes, to which belongs, most notably, The House with the Green Shutters.

F.R. Leavis, The Great Tradition, 1948


…they are figures that arise on and enact their drama on some ground of the psychic life where ethical ideas are not at home, at least such ethical ideas as those that inform our ordinary experience of the manners of men. They have the “anonymity” of figures in dreams or in religious ritual. The attitude toward life that they suggest is rather one of awed contemplation of an unregenerate universe than a feeling for values or disvalues in types of human intercourse. It is an attitude that is expressed in some of the great Chinese paintings of the Middle Ages, where the fall of a torrent from an enormous height, or a single huge wave breaking under the moon, or a barely indicated chain of distant mountains lost among mists, seems to be animated by some mysterious, universal, half-divine life which can only be “recognized,” not understood.

Dorothy Van Ghent, The English Novel: Form and Function, 1953


No mystical explanation is needed for … Catherine Earnshaw—though it is natural that at that date Emily Brontë should feel obliged to provide something of the kind, and inevitable that it should take the form of not very impressive rhetoric (in Chapter IX, ‘ “If all else perished and he remained” ’ etc., and elsewhere). Natural too that Emily Brontë should have had difficulty in explaining even to herself her genuine insights and that she should be driven to attach, to the delicately truthful notation of them in action and dialogue, explanations of them as ‘poetry’, a prose rhetoric of declamation which is in resonance with much that is unsatisfactory in the rhetorical verse of the Gondal cycle. It is very unfortunate that the brief, and on the whole misleading, ‘metaphysical’ parts of Wuthering Heights should have been not only overrated but universally seized on as a short cut to the meaning, the significance of the novel (to the virtual exclusion of the real novel enacted so richly for us to grasp in all its complexity). We might consider as a related weakness Heathcliff’s mainly melodramatic explanations of himself, Heathcliff being made up of so many inconsistent parts that the novelist evidently was in some perplexity to make him cohere enough to make an impressive final appearance and exit. [In contrast to her carelessness about Heathcliff we must note the care she took to make plausible Lockwood’s burying himself at Thrushcross Grange, being kept there by illness to hear Nelly’s long narration, and returning for the conclusion of the Linton-Earnshaw history, as also her providing an explanation of Nelly’s being more sensitive and better educated than an ordinary housekeeper, as she needs to be.] 

Q.D. Leavis, ‘A fresh approach to Wuthering Heights’, 1969


For just as one of Frankenstein’s most puzzling traits is the symbolic ambiguity or fluidity its characters display when they are studied closely, so one of Wuthering Heights’s key elements is what Leo Bersani calls its “ontological slipperiness.” In fact, because it is a metaphysical romance (just as Frankenstein is a metaphysical thriller) Wuthering Heights seems at times to be about forces or beings rather than people, which is no doubt one reason why some critics have thought it generically problematical, maybe not a novel at all but instead an extended exemplum, or a “prosified” verse drama. And just as all the characters in Frankenstein are in a sense the same two characters, so “everyone [in Wuthering Heights] is finally related to everyone else and, in a sense, repeated in everyone else,” as if the novel, like an illustration of Freud’s “Das Unheimlische,” were about “the danger of being haunted by alien versions of the self.” But when it is created by a woman in the misogynistic context of Western literary culture, this sort of anxiously philosophical, problem-solving, myth-making narrative must — so it seems — inevitably come to grips with the countervailing stories told by patriarchal poetry, and specifically by Milton’s patriarchal poetry.

Sandra M Gilbert and Susan Gubar, The madwoman in the attic: the woman writer and the nineteenth-century literary imagination, 1979


Or perhaps, Mr. Linton hints with his second, ambiguous designation, the dark-skinned child arrived in Liverpool as a result of the trade for which the city was most famous in the late eighteenth century. In 1769, the year in which Mr. Earnshaw found Heathcliff in the Liverpool streets, the city was England’s largest slave-trading port, conducting seventy to eighty-five percent of the English slave trade along the Liverpool Triangle, exchanging manufactured goods from the Mersey region for West African slaves, who were exchanged for plantation crops in the American and the Spanish American colonies. Perhaps the young Heathcliff, Linton suggests, is the cast-off offspring of one of those slaves, or “an American or Spanish castaway.” Thousands of black slaves were living in England itself in the late eighteenth century, concentrated particularly in the port cities of London, Liverpool, and Bristol, to which they had been brought by captains of slaving vessels and planters, government officials, and military officers returning from the West Indies.

 Susan Meyer, Imperialism at home: race and Victorian women’s fiction, 1996


Schleiermacher, commenting on his rejection of the literal existence of Satan, wrote in The Christian Faith that ‘the Scriptures always refer us to our own inner life’. The use of the Bible in Wuthering Heights is predicated upon a similar assumption. Biblical texts are taken as foundational rather than authoritative: that is, they provide narrative frameworks for the exploration of the spiritual life, rather than doctrinal statements that define the limits and characteristics of that life. The collapsing church at Gimmerton, the reluctance of the parishioners to contribute to the financial support of a minister and the fact that, as Thormählen says, ‘the only character ... who repeatedly and passionately expresses religious sentiments is a canting rascal’ are typical of the novel’s rejection of dogmatic forms of religion, which are generally portrayed as either irrelevant or dangerous. Nevertheless, as I have attempted to demonstrate, liberal Protestant theology allowed dogma to be rejected while the Bible and its key narratives of fall and redemption were retained, though with their meanings altered.

And…
It seems to me, however, that Wuthering Heights, for all its supposed mysticism, is firmly located in a specific Protestant context: the historical period at which liberal, Romantic Protestantism sought to counter the challenges of Enlightenment Rationalism by redefining religious epistemology and emphasising the personal, intuitive relationship with the divine. It would be an oversimplification to assume that Wuthering Heights displays a rejection of religion. The novel reinterprets biblical narratives, finding new meanings in the sacred Christian texts and making all external religious authorities secondary to the personal God-consciousness. It draws upon Evangelical approaches to the Bible, but its final position is one more akin to that of thinkers such as Schleiermacher and Blake, each of whom sought to reinterpret, not reject, Christianity. The novel’s theology is neither orthodox nor systematic, but it, nevertheless, belongs within the history of early nineteenth-century Protestantism.

Simon Marsden, ‘VAIN ARE THE THOUSAND CREEDS’: WUTHERING HEIGHTS, THE BIBLE AND LIBERAL PROTESTANTISM, Literature & Theology, 2006 


That religion had become more or less problematic in most Western societies by the end of the eighteenth century, can, of course, be put down in large measure to the growing influence of the Enlightenment and the concomitant spread of secularism. Such factors undoubtedly help to throw some light on the inherent liberalism of Nelly Dean’s Christianity.* But if there is thus something peculiarly ‘modern’ about Nelly’s religious outlook, it is Lockwood who, with the hotchpotch of religious, superstitious and secular notions co-existing uneasily in his otherwise well-stocked mind, seems to be par excellence the precursor of the type of cultured persons who, though avowedly agnostic or even atheistic, nevertheless have their pseudo-religious moments, even if these constitute little more than paying visits to historical church buildings. This idea is to some extent suggested towards the end of Wuthering Heights when we find ourselves wondering whether Lockwood’s grumbling to himself about Cathy and Hareton with the words, ‘They are afraid of nothing. [. . .] Together they would brave Satan and all his legions’ (WH, p. 337) is not an unconscious seeking of solace in religion for another disappointment in love, just as we may well have been wondering by then, and will again wonder while reading the final paragraph, whether behind the unwonted interest that this apparently unbelieving aesthete has been taking in the decaying Gimmerton Kirk and its churchyard, there does not lie a certain nostalgia for a lost religious faith.

Graeme Tytler, The Role of Religion in Wuthering Heights, Brontë Studies, 2007
* “Nelly’s liberalism is especially noticeable when her advice to Heathcliff in the last days of his life includes this detail about the Bible: ‘Could it be hurtful to send for some one — some minister of any denomination, it does not matter which, to explain it, and show you how very far you have erred from its precepts, and how unfit you will be for its heaven, unless a change takes place before you die?’”


I always have wondered why Pater found the Romantic spirit more in Hareton and the younger Catherine than in Catherine Earnshaw, but I think now that Pater’s implicit judgment was characteristically shrewd. The elder Catherine is the problematical figure in the book; she alone belongs to both orders of representation, that of social reality and that of otherness, of the Romantic Sublime. After she and the Lintons, Edgar and Isabella, are dead, then we are wholly in Heathcliff’s world for the last half-year of his life, and it is in that world that Hareton and the younger Catherine are portrayed for us. They are—as Heathcliff obscurely senses—the true heirs to whatever societally possible relationship Heathcliff and the first Catherine could have had. 

Harold Bloom, Bloom’s Modern Critical Interpretations, 2007
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  As countries get wealthier, fertility drops. This relationship is nearly universal, and its implications are very dark. We all want people to live better lives, and it’s generally bad for societies to be at sub-replacement fertility. And although most people don’t think like this, I believe that lower birth rates are bad simply because we should want more people to exist. A country seeing its fertility fall from 4 to 3 to me is undesirable simply for the reason that more people is good, even if a TFR of 3 is still fine from an economic or social perspective.
The world is getting wealthier, so if we want to solve the fertility issue, that is arguably the main headwind we are facing. But the situation is even more troubling than that, as it seems that pro-natalists are battling against time itself. Even holding GDP constant, birth rates are collapsing over time. 
To see how this has worked, we can look at the numbers from Our World in Data, which provides a spreadsheet of GDP and fertility rates for countries going back to the 1950s. As a starting point, check out the straightforward relationship between the two variables in today’s world. In this article, all GDP numbers are adjusted for inflation and the cost of living. 

You can see that wealth isn’t the entire story when looking at how many poor modern countries there are with low fertility. This seems to have been a lot less common in previous decades. On the chart above, Ukraine is only at $16K a year, with a TFR of 0.98. Nepal had a GDP per capita of $5K, and was already below replacement. Even a passing familiarity with the data indicates that this didn’t happen in the 1980s and 1990s, or at least happened less often. 
We can see a particularly extreme case of this in East Asia. China passed the GDP per capita threshold of $20,000 in 2021. That year, its fertility rate was 1.12. When Japan, Korea, Singapore, and Taiwan passed the same threshold, they were in much better shape, as can be seen in the chart below. The later an East Asian country achieved $20K, the lower its fertility at that moment. 

East Asian states other than China reached $20K a year between the late 1970s and early 1990s, and had TFRs in the range of 1.7-1.8 when they did so. Of course, China for decades had a one-child policy, so we must factor that into the analysis. But the pattern holds elsewhere. In the two charts below, I show the fertility rate in each country the year it first passed either $5K or $10K in terms of GDP per capita, in the cases where a nation has met either of those thresholds and the data is available.

Here are some charts showing how the relationship between TFR and reaching the thresholds of $5K, $10K, and $20K grouped by five-year periods. We see clear declines at each level.

Below is a graph showing predicted fertility by year at GDP per capita levels of $5K, $10K, and $20K.  I estimate the parameters of a model using all country-years to predict total fertility rate from log GDP per capita, year, and a dummy variable for oil-rich Arab countries plus Brunei, which in effect excludes them from the analysis. Rather than imposing linear effects, I model both income and time using cubic spline basis functions with five degrees of freedom, which allows the relationships between fertility, income, and time to vary smoothly across income levels and historical periods.

From 1950 to the early 2020s, a country at each income threshold ends up having about one less child per woman. 
What explains this pattern? We can start with a simple opportunity costs model. When you’re richer, the alternatives to having children get much better. If your labor is worth $10K a year, focusing on raising kids is less likely to be seen as worthwhile than if it is worth $20K a year. But $20K a year in 2025 will get you a smartphone, which you couldn’t have no matter how rich you were in 1980. About two-thirds of people today have smartphones in middle-income countries like China, Brazil, and Indonesia. US GDP per capita passed $20K all the way back in 1955. If you wanted to have fun at that time, you could listen to the radio or watch one of three television stations available, but other than that, you needed to go outside to enjoy yourself. Maybe you’d play a sport with neighbors, or go to a diner, or a drive-in movie. The US in 1955 was about as wealthy as Paraguay or Kosovo today, but modern nations with equivalent levels of wealth have access to things like the internet and streaming video services. 
In the early 1970s, TFR in France hovered around 2.5, as GDP was about $20K a year. Today, Brazil and China are about as wealthy, but have TFRs of 1.6 and 1 respectively. The US experienced a baby boom from around 1946 to 1970. The data only begins in 1950, but if you start there and look at the next twenty years, the US averaged 3.3 children per woman. During that time, GDP per capita increased 60%, which is truly remarkable since this was happening even as the population was growing rapidly. It’s practically unheard of today for a country at 1960s American levels of wealth to maintain a fertility rate of over 3 unless it is Muslim or a state that got rich primarily through resource extraction and maintains a more traditional culture. It’s remarkable to think that during the tail end of the baby boom, the US was 40% wealthier than modern China while having over two and a half times more children per woman!
Phones can’t be the entire story, as we’ve seen the decline in fertility while controlling for wealth going back half a century. Things have gotten worse since smartphones, but they were getting worse before that too. Perhaps they are just the latest in a series of new technologies that isolate people from one another and give them reasons to stay inside. Before smartphones, there were radio, record players, CDs, personal computers, TV, color TV, cable, video games, etc. 
Another way to look at this perhaps is that matching countries according to GDP over time is comparing apples to oranges. Is an American in 1960 really as wealthy as a Chinese person today? There is an endless list of products and services that a Chinese person today can enjoy that didn’t even exist more than half a century ago. Our numbers may not do a very good job of capturing the consumer surplus we get from the internet and other recently available goods and services. In practical terms, however, this boils down to the same thing as the idea that technology has pushed us in an anti-natalist direction. We can say fertility has fallen given measured GDP over time either 1) because we’re actually much wealthier today compared to the past than GDP matching suggests, or 2) because technology has changed what life is like over time even controlling for levels of wealth. These are in the end the same theory for our purposes. 
Another theory we might put forward is that there’s a global culture that has become more anti-family and anti-child over time. This can’t be easily separated from the technology question, since TV and the internet are methods through which ideas spread. Because fertility controlling for income was already dropping throughout the 1980s and 1990s, there was probably something cultural going on here that isn’t easy to quantify. 
There’s a very famous 2012 paper on Brazil by La Ferrara et al. that demonstrates the connection between forms of entertainment and culture. Between 1970 and 1991, the share of Brazilians with a television went from 8% to 81%. During that same period, TFR declined from 5.8 births per woman to 2.9. Interestingly, Brazil also remained highly uneducated during this era, with literacy only reaching about 80% in the early 1990s. Rede Globo is the largest television channel in the country, and its soap operas that feature small families and stress emancipatory values have massive audiences. Television licenses for different regions were historically given out by the government based on political or ideological reasons, allowing La Ferrara et al to treat access to popular soap operas in an area as somewhat random, of course controlling for other factors that might affect fertility. They attribute about 7 percent of the reduction in the probability of giving birth in Brazil between 1980 and 1991 to the reach of Rede Globo alone. 
Do we have examples of culture shifting in the opposite direction? Perhaps the most interesting story showing the impact of ideas is when in late 2007 the Georgian Patriarch Ilia II promised to personally baptize any baby born into a family that already had two or more children. The chart below shows Georgian fertility over time, compared to neighboring countries and bordering regions in Russia and Turkey.

I’ve always been fascinated by this story, since the causal mechanism is so simple and straightforward. Chung et al. track fertility month by month and see a boost literally nine months after the patriarch’s announcement. 

This worked in Georgia because the population at the time of the baptism announcement was less than four million. As of 2024, Patriarch Ilia had over 48,000 godchildren, often engaging in mass baptisms involving hundreds or thousands of babies. Over 16 years, that comes out to about eight kids a day. It’s probably less manageable for the Pope to promise the same to the world’s Catholics, unless he wanted to bless them all by Zoom, which seems like it would have much less of an effect. 

Government policy might have a role to play in fixing the fertility issue, but in most countries culture seems more important. Brazil, for example, never engaged in family planning policies. It even made the advertising of contraception illegal until 1979, and abortion remains criminalized under most circumstances to this day. Nonetheless, fertility fell due to technological and cultural factors, despite the social conservatism of the Brazilian government throughout much of the last few decades. China and South Korea today are trying to encourage more births, and have had limited if any success. 
Most of the evidence suggests we should be pessimistic about things turning around. Nonetheless, the lesson of Georgia is that social pressure works at least in some circumstances. We need to figure out whatever the equivalent of getting the Georgian Patriarch to baptize all third children is in other cultural contexts.
One thing I would say about the baby subsidies debate is that, from my perspective, at the point government is spending a lot of money on increasing births, it will indicate that the battle has largely been won. In a democracy, the state tries to do things that most people think are worth supporting. If we as a society were willing to spend on babies anywhere near as much as we spend on Social Security, then there would already be widespread consensus on the importance of having children. This is perhaps another reason to support pro-natalist policies. Whether or not it wins, partaking in this movement can increase the salience of the fertility issue and provide opportunities to convince people that creating new life is a good thing. 
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The Rocket Scientist Who Decided How Many Children You Could Have


In 1980, a man who had spent his career designing missiles for the Chinese military turned his attention to a different kind of problem: human beings. Song Jian was a control theorist—an engineer who specialized in systems that regulate themselves, like the guidance systems that keep rockets on course. He had recently returned from Europe, where he'd read two apocalyptic books about overpopulation. And he had an idea.


What if you could apply the same mathematical precision to human reproduction that you applied to missile trajectories?


Song ran the numbers. He determined that China's ideal population was 700 million people. At the time, nearly a billion people lived there. His solution was elegant in its mathematical simplicity and brutal in its human implications: every couple in China should be limited to one child. Period.


This wasn't just an academic exercise. Song presented his findings to the Chinese Communist Party's leadership, complete with graphs and tables and the reassuring patina of scientific authority. In a country still reeling from the chaos of the Cultural Revolution, science had become something like a secular religion. If the numbers said one child, then one child it would be.


How It Actually Worked


The one-child policy, implemented in 1980, was never quite as absolute as its name suggests. From the very beginning, it was riddled with exceptions that reveal something important about how authoritarian policies actually function in practice.


The strictest enforcement happened in cities, where the government's reach was longest. Rural families—still the majority of China's population—were often allowed a second child if their first was a daughter. This exception acknowledged an uncomfortable truth: in a society where sons were expected to care for aging parents and carry on the family name, forcing farming families to stop at one daughter would be politically untenable.


Ethnic minorities under ten million people were largely exempt. Children born overseas didn't count against the limit. If both parents were themselves only children, they could have two. By 1984, just four years after implementation, only about thirty-five percent of China's population was actually subject to the original one-child restriction.


But for those who were subject to it, the enforcement could be devastating.


The Machinery of Control


The policy was administered by an apparatus that reached into every workplace and neighborhood. The National Population and Family Planning Commission operated at the national level, but the real enforcement happened locally, where specialized commissions tracked women's menstrual cycles, monitored pregnancies, and ensured compliance through a combination of incentives and punishments.


Propaganda was everywhere. Billboards, radio broadcasts, and workplace campaigns hammered home the message: one child is enough. Having fewer children was framed as patriotic duty, essential to China's modernization.


For those who complied, there were rewards. "One Child Honorary Certificates" entitled families to better housing, educational opportunities, and workplace benefits. For those who didn't comply, there were fines—sometimes equivalent to years of income.


And then there were the measures that crossed into territory the government rarely acknowledged publicly.


Women were sometimes forced to use intrauterine devices. Some were compelled to have abortions, even late in pregnancy. Sterilization—often of women who had already given birth—was widespread. The degree of coercion varied enormously by region, by time period, and by the disposition of local officials. Some areas were relatively lenient. Others were not.


The Missing Women


In a society with a deep cultural preference for sons, what happens when you tell families they can only have one child?


The answer is one of the policy's darkest legacies. Faced with a one-shot chance at parenthood, some families took desperate measures to ensure that shot produced a boy. Ultrasound technology, which became widely available in China during the 1980s, allowed parents to determine a fetus's sex. Female fetuses were disproportionately aborted.


For infant girls who were born, abandonment became disturbingly common. Some died. Others ended up in orphanages, and many of these were eventually adopted by families abroad—a phenomenon that would shape international adoption for decades.


The cumulative effect was a skewing of China's sex ratio that demographers call the "missing women." In a natural population, roughly 105 boys are born for every 100 girls. By the early 2000s, China's ratio had climbed to around 120 boys for every 100 girls. Tens of millions of women who should have existed simply didn't.


This created a generation of men who would struggle to find wives—what some Chinese commentators called "bare branches," men left without the possibility of starting families of their own.


The Unexpected Upsides


Not everything about the policy was unambiguously negative, and acknowledging this complexity is important for understanding why it persisted for thirty-five years.


With only one child to raise, many families invested more heavily in that child's education. Girls, in particular, sometimes benefited from a level of parental investment they might not have received in larger families where resources were spread thin and sons were prioritized.


Women who weren't occupied with raising multiple children entered the workforce in greater numbers. Some scholars argue this contributed to China's economic growth, though disentangling this effect from the many other factors driving China's development is essentially impossible.


The policy also created a generation of only children who grew up without siblings—sometimes called "little emperors" for the concentrated attention they received from parents and grandparents. Whether this was beneficial or harmful depends on whom you ask and what you measure.


The Numbers Game


The Chinese government claims the policy prevented 400 million births. This number has been repeated so often it has taken on an air of established fact. But it deserves scrutiny.


Here's the thing about counterfactual claims: they're impossible to prove. To say the policy prevented 400 million births, you have to know how many births would have occurred without it. And that requires knowing what China's fertility rate would have been in an alternate universe where the policy never existed.


What we do know is that China's fertility rate was already plummeting before the one-child policy began. In the 1970s, before any one-child restrictions, the government had already launched campaigns encouraging later marriage, longer spacing between births, and smaller families. The fertility rate dropped from 5.9 children per woman in the 1950s to 4.0 by the mid-1970s—a stunning decline that happened entirely without one-child restrictions.


Other countries experienced similar fertility declines during this period without coercive population policies. South Korea, Taiwan, and Thailand all saw birth rates fall dramatically as they developed economically and women gained access to education and employment opportunities. This is such a consistent pattern across modernizing societies that demographers have a name for it: the demographic transition.


So how much of China's continued fertility decline after 1980 was caused by the one-child policy, and how much would have happened anyway as China industrialized and urbanized? Scholars disagree sharply. Some credit the policy with significant impact. Others argue China was already on the same trajectory as its neighbors and the policy merely accelerated what was inevitable—at enormous human cost.


Manufacturing a Crisis


The policy didn't emerge from careful demographic analysis. It emerged from fear—specifically, the fear of overpopulation that gripped much of the world in the 1960s and 1970s.


Books like "The Limits to Growth," published by the Club of Rome in 1972, and "A Blueprint for Survival" painted apocalyptic pictures of a world running out of resources as population exploded. These ideas were taken up by environmental groups like the Sierra Club and became part of the global conversation about development.


Song Jian encountered these ideas during a trip to Europe in 1980, and they shaped his calculations about China's ideal population. But there's a deep irony here. Just a decade earlier, Chinese officials had rejected population control as an imperialist plot.


At the first United Nations World Population Conference in Bucharest in 1974, Chinese delegates argued vehemently against Western-backed population control programs. They called it neocolonialism—rich countries trying to limit poor countries' growth. Population, they insisted, was not the problem. Inequitable distribution of resources was.


What changed? Politics changed. Mao Zedong died in 1976, and with him went the ideological opposition to birth control. The new leadership under Deng Xiaoping was focused on modernization, on catching up with the West. And they had internalized the fear that too many people would make that catch-up impossible.


Some scholars, notably Susan Greenhalgh, argue that the "population crisis" was deliberately manufactured by the state. The mathematical models, the urgent projections, the carefully arranged comparisons with developed countries—all of it served to justify a policy that the leadership had already decided to implement. The science, in this reading, was a tool of legitimation rather than an honest assessment.


The Debate That Wasn't


There were voices urging caution. Social scientists who studied population—people like Liu Zheng, Wu Cangping, and others trained in demography, statistics, and sociology—wanted a more nuanced approach. They recognized that population policy would have complex social consequences and argued for flexibility.


But they were outgunned.


The natural scientists, led by Song Jian, had advantages their social science colleagues lacked. During the Cultural Revolution, many social scientists had been persecuted. Their fields had been effectively banned. Song and his colleagues, by contrast, were protected because of their importance to national defense. They had access to Western scientific literature. They had political connections. And they had something that proved irresistible to a leadership eager for certainty: math.


Control theory, the field Song came from, is about using feedback loops to regulate systems. You measure an output, compare it to your desired value, and adjust your input accordingly. It works beautifully for missiles. Whether it works for human societies is another question entirely.


But the graphs and equations looked authoritative. In a country traumatized by the chaos of Mao's final years, the promise of scientific precision was seductive. The social scientists, with their talk of complexity and unintended consequences, couldn't compete.


The Long Unraveling


The one-child policy lasted thirty-five years, but it was never static. Throughout the 1980s, exceptions multiplied. By the mid-1980s, most rural families could have two children if their first was a girl. The policy was enforced with varying degrees of strictness depending on local conditions and the political climate.


By the 2000s, the problems were becoming undeniable. The sex ratio imbalance was creating social instability. The population was aging rapidly—a direct consequence of decades of low birth rates. Economists worried about a shrinking workforce and the burden of caring for a massive elderly population with fewer young people to support them.


In 2015, the government announced a shift to a two-child policy. In 2021, it moved to three children. Later that same year, it removed all limits entirely.


The about-face was striking. A policy once justified as essential to China's survival was quietly abandoned. But the consequences couldn't be abandoned so easily. Fertility rates, once suppressed, proved difficult to raise. Young Chinese, accustomed to small families and facing high costs of living, weren't rushing to have more children just because the government now permitted it.


The government began offering financial incentives for additional children. It was a remarkable reversal: the same state that had once fined people for having too many children was now trying to pay them to have more.


What It Means


The one-child policy is a case study in the limits of social engineering—and in the unintended consequences of treating human beings like variables in an equation.


The policy did achieve something. Birth rates declined. Population growth slowed. But birth rates were already declining before the policy began, and they declined in neighboring countries without such coercive measures. Whether the policy was necessary to achieve its stated goals—and whether those goals justified the human cost—remains contested.


What's not contested is the suffering it caused. Forced abortions and sterilizations. Abandoned daughters. A generation of men who will never marry. Families torn apart by a policy that treated reproduction as a matter of state planning rather than individual choice.


And perhaps most troublingly, the policy demonstrated how easily scientific authority can be weaponized to justify coercion. The mathematics that Song Jian deployed weren't wrong, exactly. His projections about population growth were reasonable extrapolations from the available data. But reasonable extrapolations aren't destiny, and equations can't capture the full complexity of human societies.


The scientists who counseled caution, who worried about unintended consequences, who argued for flexibility—they were sidelined. The rocket scientists won, and a country of one billion people became their experiment.


Today, China faces a demographic crisis of a different kind: too few young people to support its aging population, too few babies to maintain its workforce. The solutions being proposed—financial incentives, relaxed work hours for parents, cultural campaigns encouraging larger families—have a familiar ring. Once again, the state is trying to engineer reproduction. The direction has simply reversed.


Whether it will work better this time remains to be seen. But the one-child policy stands as a reminder that when governments treat their citizens as inputs to be optimized rather than people with their own desires and dignities, the results are rarely what the planners intended.
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The Great Population Puzzle


Here's a pattern that has repeated across nearly every society on Earth, yet most people have never heard of it: populations explode, and then they don't. Birth rates plummet. Death rates stabilize. And suddenly, nations that worried about feeding too many mouths start fretting about who will care for all the elderly.


This is demographic transition—one of the most consequential transformations in human history, hiding in plain sight.


For roughly ten thousand years, from the Agricultural Revolution until about two centuries ago, human populations barely grew at all. Growth rates hovered below 0.05 percent annually. Babies were born constantly, but death swept through communities with equal regularity. Famine, disease, and violence kept populations in rough equilibrium with the food supply, just as Thomas Malthus grimly predicted.


Then something changed. And it changed everything.


The Theory Takes Shape


In 1930, an American demographer named Warren Thompson noticed a peculiar pattern while studying population data. Countries seemed to pass through distinct phases—from high birth and death rates, through a chaotic middle period of explosive growth, toward a new equilibrium of low birth and low death rates. A French scholar, Adolphe Landry, independently observed the same phenomenon around 1934.


By the 1940s and 1950s, Frank W. Notestein had formalized these observations into what we now call demographic transition theory. The idea proved remarkably predictive. Country after country followed the same general trajectory, though the timing and speed varied enormously.


What made this theory especially compelling was that it identified correlation between fertility decline and socioeconomic development—a relationship so consistent that by 2009, researchers considered it one of the most widely accepted findings in all of social science.


But correlation, as scientists love to remind us, is not causation. And here lies one of demography's great debates: Does economic development cause fertility to fall? Or does falling fertility enable economic development? The answer, frustratingly and fascinatingly, appears to be "both."


Stage One: The Malthusian World


Imagine a world where your children start working as soon as they can walk steadily. By age five or six, they're carrying water, gathering firewood, minding their younger siblings, and helping in the fields. Raising a child costs little more than the food they eat—no school fees, no toys, no organized activities, no college savings accounts.


This was the pre-industrial world, and children weren't just mouths to feed. They were economic assets.


More than that, they were the only retirement plan available. In societies without pensions or social safety nets, your adult children determined whether you'd survive old age. In India, historians noted, an adult son was frequently the only barrier between a widow and complete destitution.


Birth rates in this era often exceeded forty per thousand people per year—roughly one birth annually for every twenty-five people in the population. But death rates matched or exceeded them. Childhood mortality was staggering. Disease swept through communities unpredictably. Famines could kill substantial portions of a population in a single bad harvest.


The demographers who study this period use a striking phrase: population dynamics during Stage One were "comparable to those of animals living in the wild." Birth and death fluctuated with the food supply, with drought and plague, with war and peace.


All human populations lived this way until the late eighteenth century, when something unprecedented began in Western Europe.


Stage Two: The Population Explosion


Death rates started falling. Slowly at first, then with gathering momentum.


The causes weren't primarily medical. Europe passed through this stage before the antibiotic revolution, before modern surgery, before most of what we think of as advanced medicine. The transformation came from humbler sources: better food, cleaner water, improved sanitation.


Agricultural innovations like crop rotation and selective breeding increased yields. The seed drill, invented by Jethro Tull in the early eighteenth century, allowed farmers to plant crops in neat rows rather than scattering seeds by hand, dramatically improving efficiency. Better transportation meant food could move from surplus areas to deficit areas before it spoiled.


Meanwhile, people began washing their hands more. Cities improved their sewage systems. Food handling became less haphazard. These unglamorous changes—the province of public health rather than heroic medicine—saved millions of lives.


One factor deserves special mention: female literacy. As more women learned to read, they could access information about hygiene, nutrition, and child care. Public health education programs that emerged in the late nineteenth and early twentieth centuries proved far more effective when women could actually read the pamphlets.


But here's the crucial point: while death rates fell, birth rates stayed high. Parents continued having as many children as before—but now most of those children survived.


The result was a population explosion.


In northwestern Europe, this transition began in the late 1700s and spread south and east over roughly a century. In the twentieth century, developing nations experienced the same transition, but compressed into decades rather than generations. The speed of change in places like Brazil, Thailand, and China was breathtaking.


The age structure of populations transformed as well. Previously, most deaths occurred in the first five to ten years of life. When childhood survival improved, populations became dramatically younger. The base of the population pyramid—representing children and teenagers—widened dramatically. All those surviving children eventually reached reproductive age themselves, maintaining high birth rates and accelerating population growth further.


Some countries appear stuck in Stage Two today. Parts of Sub-Saharan Africa, along with nations like Yemen, Afghanistan, and Iraq, continue experiencing high birth rates while death rates have fallen. The result is rapid population growth without the economic development to support it—a potentially dangerous combination that some scholars link to state fragility.


Stage Three: The Fertility Decline


Then something remarkable happens. Births start falling too.


The reasons are multiple and interrelated, but they generally connect to a fundamental shift in how societies value children. In an urbanizing, industrializing world, children stop being economic assets and become economic liabilities.


Consider the changes: Compulsory education laws remove children from the workforce and require parents to pay for schooling, uniforms, and books. Child labor laws prohibit the kinds of work that once made children productive household members. Urban apartments can't accommodate the large families that worked fine on farms. And as more women gain education and economic opportunities, the opportunity cost of spending years bearing and raising children rises substantially.


Perhaps most importantly, parents start noticing that their children are surviving. In Stage One and early Stage Two, having six or eight children was partly insurance—a hedge against the likelihood that several would die young. When childhood mortality plummets, parents can achieve the same result (adult children to care for them in old age) with fewer births.


This psychological shift takes time. Parents who grew up watching siblings die don't immediately trust that their own children will survive. But generation by generation, family size preferences decline.


One counterintuitive finding: contraception, while certainly helpful, probably wasn't the primary driver of early fertility decline. Modern contraceptives weren't widely available during the nineteenth century when birth rates first started falling in Northern Europe. The transition happened anyway. What changed was values and preferences, not just technology.


Iceland provides a fascinating footnote here. A 2008 study found that the most fertile marriages were between distant cousins—people who shared great-great-great-grandparents or similarly distant ancestors. Marriages between more distantly related people (or complete strangers) produced fewer children on average. Some researchers speculate that urbanization disrupted these traditional mating patterns, contributing to fertility decline through an unexpected biological mechanism.


Stage Four: The New Equilibrium


Birth rates and death rates both settle at low levels. Population growth slows to a crawl or stops entirely.


But this new equilibrium isn't necessarily stable. In countries like Germany, Italy, and Japan, birth rates have fallen well below what demographers call "replacement level"—the roughly 2.1 children per woman needed to maintain a constant population size. These nations are actually shrinking.


This creates a problem that mirrors Stage Two, but in reverse. Instead of too many young people straining resources, there are too few young workers supporting too many retirees. The large generation born during the population explosion of Stage Two ages into retirement, while the much smaller generations born during Stages Three and Four enter the workforce.


Death rates in Stage Four countries sometimes tick upward slightly—not because of deteriorating conditions, but because of the diseases of affluence and age. Obesity, sedentary lifestyles, and an increasingly elderly population mean more deaths from heart disease, diabetes, and cancer. These are, in a grim way, the deaths of success—people living long enough to die of conditions that once had no chance to develop.


Stage Five: The Great Unknown


Some scholars argue we're entering a fifth stage, though they disagree about what it looks like.


One school of thought sees Stage Five as simply an extension of Stage Four: fertility stays below replacement level, populations continue shrinking, and societies must adapt to persistent decline. Japan, with its rapidly aging population, empty rural villages, and debates about immigration and automation, might be the leading example.


Another group hypothesizes something different: a fertility recovery. Their argument is that extremely low fertility might be self-correcting. Perhaps the people and cultures most inclined toward having children will, by simple mathematics, come to represent a larger share of future populations. Perhaps economic policies or cultural shifts will make child-rearing more attractive again. Some wealthy Nordic countries have experimented with generous parental leave and childcare subsidies, achieving fertility rates closer to (though still below) replacement level.


The honest answer is that we don't know. Demographic transition theory excels at explaining the past and describing the present, but the fifth stage remains speculative.


The Speed of Transition


One of the most striking features of demographic transition is how much the timeline can vary.


In Western Europe, the full transition took roughly two centuries. The death rate decline began in the late 1700s; fertility didn't stabilize at low levels until the late twentieth century. This gradual pace gave societies time to adapt—to build institutions, develop social safety nets, and adjust cultural expectations.


Contrast this with China, Brazil, and Thailand, which compressed the entire transition into a few decades during the late twentieth century. The Chinese government's one-child policy (implemented in 1979 and not fully abandoned until 2015) represented perhaps the most aggressive attempt to accelerate demographic transition through government fiat.


Interestingly, one population experienced demographic transition before almost anyone else: the Jews of Bohemia and Moravia (in what is now the Czech Republic) began transitioning during the eighteenth century, before changes in mortality or fertility appeared among other European Jews or among the Christian populations living around them. Historians continue to debate why this community led the way.


Another surprising finding comes from the demographer John Caldwell, who studied the Third World extensively. He found that fertility decline doesn't depend on industrialization or even on economic development in any conventional sense. In fact, Caldwell argued, fertility decline is more likely to precede and facilitate industrialization than to follow it. Lower fertility might help cause economic development, not just result from it.


Why This Matters


Demographic transition reshapes economies through three main channels.


First, it reduces what economists call the "dilution" of capital and land. When population grows rapidly, existing resources must be spread across more people. Slower population growth means each person can have access to more capital equipment, more land, more infrastructure. Productivity rises.


Second, it encourages investment in human capital. When parents have fewer children, they can invest more in each one—more education, more nutrition, more healthcare, more attention. Quality replaces quantity. This shift appears to have begun during the second stage of the Industrial Revolution, when the increasing complexity of production made skilled workers more valuable. Families responded by having fewer children and investing more heavily in each child's development.


Third, it creates a temporary "demographic dividend." During the decades between falling fertility and population aging, societies enjoy an unusually favorable ratio of working-age adults to dependents. There are fewer children to support (because fertility has fallen) but not yet many elderly to care for (because the large generations born earlier haven't retired yet). This window of opportunity can fuel rapid economic growth if societies invest wisely.


But the dividend doesn't last forever. Eventually, those large working-age cohorts retire, and the societies that benefited from the demographic dividend must confront the demographic burden—a large elderly population supported by a relatively small workforce.


The Limits of the Model


Like all models, demographic transition theory is a simplification. It describes what has happened across many countries in aggregate, but individual nations often deviate from the pattern in significant ways.


Political disruptions can interrupt or reverse transitions. War can spike death rates. Pro-natalist policies can boost birth rates, at least temporarily. Migration complicates everything—emigration from one country is immigration to another, and the people who move tend to be young adults in their most fertile years.


Moreover, the model was developed primarily to explain what happened in Europe and other industrialized nations. Whether it applies equally well to countries with different histories, cultures, and economic structures remains an open question. Some African nations appear genuinely stuck in Stage Two, not because they're on a slower path to the same destination, but possibly because their circumstances are fundamentally different.


The relationship between fertility decline and modernization is also more complex than simple models suggest. Contraception helps, but it's neither necessary nor sufficient. Economic development helps, but fertility has fallen in poor countries and remained high in some wealthy ones. Female education consistently correlates with lower fertility—but is education the cause, or do both education and lower fertility result from some third factor?


These ambiguities frustrate policymakers who would like clear prescriptions. But they also make demographic transition one of the most fascinating puzzles in social science—a phenomenon that has transformed human civilization, that continues reshaping our world today, and that we still don't fully understand.


The World We're Building


Stand back far enough, and demographic transition appears as one of the great turning points in human history—comparable to the Agricultural Revolution or the Industrial Revolution in its scope and consequences.


For ten thousand years, human populations barely grew. Then, over just two centuries, population exploded from roughly one billion to eight billion. And now, for the first time ever, we can see the end of that growth. Not through catastrophe, but through choice. Not because people are dying faster, but because they're choosing to have fewer children.


This transition carries profound implications. An aging world will need different economic structures, different political arrangements, different social contracts between generations. Countries that once competed for territory may compete for immigrants. Automation and artificial intelligence may become not just convenient but necessary, as there simply aren't enough young workers to fill traditional roles.


The demographic transition, in short, is not just history. It's the ongoing transformation of our species—from one constrained by the harsh mathematics of death to one confronting the equally challenging mathematics of an aging, stable, or even declining population.


We're all living through it. Most of us just haven't noticed.
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  (This story first appeared in the science fiction fanzine Pulsar years ago; long before, in fact, anyone on 30 Rock, said “fellow kids.” I mention this lest you think I was making some kind of reference. Also, two of my books are 99¢ this week!)
My name is Muknik, which means Little Mouse, and I am being paid forty bucks to kill the last twelve surviving Lutherans on earth. Muknik is not my real name; William the Bastard gave it to me. Muknik means Little Mouse in Lutheran.
I don’t know who put up the money. I do not know who would pay forty dollars for twelve dead Lutherans.
“It doesn’t work that way, Muknik,” William the Bastard will tell me. “Ten bucks a head, times twelve, divided by the five of us. That’s forty for you.” He’s right. He sounds like he is wrong, but he’s right. But I still do not know who put up the hundred and twenty dollars.
“You don’t have to know, Mousey,” William the Bastard will tell me. He’s right. He closes the suitcase with the hundred and twenty five dollars in it. I do not know what the extra five are for. There are five of us. There have been as many as eight. People come and go. I would like to go, but who would let me? This is not a job I want. This is a job I got roped into, long ago. And one time I almost escaped, so now they keep checking up on me, whatever I do.
That was in a karaoke bar. That was also long ago. And also long ago was when I got shanghaied, through clever machinations.
“Keep your mind on your work, Little Mouse,” William the Bastard will tell me. “You’re dreaming bitter thoughts again.” He’s right. And I am important today. That is why I will get a double share. That is why the math is right, although it looked wrong. I, Little Mouse, will get a double share. I knock on the door of the movie theater. They are holed up in a movie theater, old and abandoned. They know there is danger. They are the last twelve. They are Lutherans.
“I am Little Mouse,” I say. “You absolutely must let me in.” I act serious.
“Go away, Little Mouse.” They say, “There will be no movies showing today.”
They are in the place where you go to watch the actual movie, the place with the sloping floor and all those chairs bolted to the floor. They have unbolted the chairs. I know this because chairs have been strewn about the lobby, lying near the ticket taker’s ticket taking stand, bobbing in the congealed oil of the popcorn machine. Their seats flap in the breeze, on hinges. The breeze comes through the gaps in the walls.
I have an answering machine. I have a telephone, with a long long cord. There is something in the answering machine.
“I am Muknik. You absolutely must let me in.”
The telephone rings. It is William the Bastard. “But I’m trying,” I tell him, and hang up. He is on the other end of the cord. He is not in the movie theater; that would be suspicious. I am not suspicious. I am Muknik.
“Did you say you were Muknik?” Their voices are muffled through the door, but you can hear their Lutheran accents.
“Yes, yes. I am Muknik. Why will you not let me in?”
“Just where did you get the name Muknik?” This is what they want to know. I do not tell them that William the Bastard gave it to me. That would be suspicious.
“My parents gave it to me.” This is a lie. My parents were not so stupid as to give me a Lutheran name. That is why they lived so long. My mother even changed her name, disguised her accent, and never appeared in bright light, thereby obscuring her Lutheran features, she was so clever. My features hardly need obscuring, unless you look so hard. So there is nothing to let you know I am half Lutheran unless I tell you.
I am half Lutheran.
That is why William the Bastard thought I ought to have a Lutheran name. I watch the door. Tiny curlicues of plastic are spiraling off it. There is a drill boring through it. This is not me drilling in. This is them drilling out. It is a little hand-driven drill.
“Stand back. We are drilling,” they say, with their Lutheran accents. I stand back. I am not so stupid.
When they are done drilling they put their beady eyes up to the hole in the door. Some call out in fear because the light is so bright. The sun is streaming into the lobby through the gaps that time and wild beasts have made in the old movie-theater-lobby walls. Really, these walls are quite dilapidated. I am surprised that the movie room, the place the Lutherans are in, does not have holes in its walls. That is why they have locked themselves in there; there are no holes to get through. But I am a Little Mouse, and I will gnaw my way into their hearts.
“Are you paying attention? We are trying to ask you questions.”
I was dreaming thoughts again. “Ask me then,” I say.
“Why are you here?” 
An easy lie. “I seek asylum. We are the last thirteen.”
“He doesn’t sound like a Lutheran to me,” says one voice.
“He doesn’t look like a Lutheran to me,” says another.
“Check here, around the nose,” I say. “And the ear flaps.” They mutter and I make sure to add, “I’m only half.”
They deliberate. “Can we let him in if he is only half Lutheran?” That is what they wonder.
The phone rings in my hand. “Almost,” I tell William the Bastard, and hang up. “You can come in,” they say. The door opens.
It is dark inside the theater. There are still some seats, here and there, bolted to the floor. They close the door on the phone cord. I tug, but the cord will not slide. It is slammed in the door. I stand near the doors.
“Hello,” I say.
The Lutherans are dressed in plaid overcoats and babushka head wraps. Some have feathers in their hair, and shoes. Their children are huddled in tents near the screen.
“Hello,” they say. The phone rings, and I ask them, “Where do you go to the bathroom?”
They point towards a corner near the door. It is curtained off. The phone is still ringing. “Excuse me,” I say. This is what I do. I pull the phone towards the corner. The cord has a little slack I can play out, but still it does not reach. Then I pick up the receiver and stretch the curly cord that connects it to the phone. If I pull it so tight that the curls disappear and the phone hovers off the ground, I can stand inside the curtain of the bathroom.
The floor slopes downward here. There is a big pot, the kind you make stew in.
“Are you dreaming again?” William the Bastard asks me over the phone. “I am almost ready to believe that they have caught you, that they know it all.”
“No. I am here,” I tell him.
“I almost set it off right now, I was just about to. I thought they had you. I almost set it off, inside or outside, just in the hopes I’d get one or two.”
“I am on target. I will report more later,” I tell him.
“I just want to know if you’re in yet.”
“More later soon bye.”
“Soon, or I’m setting it off, hell or high water,” but I hardly hear him. I am too busy hanging up. I exit the bathroom.
“Hello, fellow Lutherans,” I say. They suspect nothing. Maybe I suspect something.
“It’s true, he’s one of us,” an old woman says. “Look around the nose, and at the ear flaps.” She tries to touch me with a withered, dusty claw.
“There is something I must do,” I say. I bend down to the answering machine. I do not tell them there is a bomb inside it. There is a bomb inside it. I did not build it, but I know it is there. “I must sing the Let Me In Song,” I tell them. “It is a custom of my people.”
“It is not a custom of the Lutherans,” a man with a beard that has grown in in tufts says.
“You forget that I am only half Lutheran.” I say. “I am also half Iroquois.” And they let me sing. I sing into the answering machine. I have pressed record. Just because there is a bomb in it does not mean it does not work. I sing: 
“Let me in, let me in 
Or I’ll kick you in the shin. 
Oh, why can’t you believe that I 
Am one half Lu-ther-an?” 
I sing it eight times. Then I say, into the tape, “My! I am in!” and press stop.
“Why do the Iroquois sing a song that goes I’m a Half a Lutheran?” asks a little girl with scurvy.
“That is a good question,” I commend her. The man with beard tufts beams with pride.
He says, “That is my girl.”
“It is stuffy in here. I will go out for some air,” I say. I am pleased that I could win their trust, with my Lutheranesque face, and my charm, and my Lutheran name.
They protest, and the little scurvy girl says, “Stay here and play with me, mister. Play with my dolly.” The doll has been contrived out of tin cans and strings, rigged up in the shape of a doll. I am pleased that I am the only one, out of all of the five of us, who could have done this job, but I know that William the Bastard will never give me a double share.
“You must stay with us,” they say, but I say:
“I will be gone for only a minute. Do not answer the phone.” It is already ringing as I shut the door. They suspect nothing.
I run through the lobby; I run past the candy counter. There is so much dust in the carpet that it flies up in billows behind me; it must look like I am running so fast I am smoking. I leap through a gap in the wall.
I cannot hear what happens but I know what it will be. This is what must happen:
The phone will ring until the answering machine goes on. William the Bastard will hear me singing. He will hear Let Me In. He will hear it eight times. By that time I will have run far away. Then he will think I am inside the movie place. He will set off the bomb. He will get his one hundred and twenty dollars, ten dollars a head for twelve Lutherans. He will have to give back his five dollars for the head of the half a Lutheran.
Who will be far away. 
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Welcome! Thanks for checking in. It’s another Sunday issue of the Animation Obsessive newsletter, and this is the slate:
	1. Animating in the early days of the personal computer.

	2. Newsbits.


With that, let’s go!
1. Computer animation
There was a question in the days when video games were young. 
People figured out how to move graphics on a screen — see Pong from the early ‘70s, for example. This alone was a feat. Fast forward a decade, and the growth was visible. You had Donkey Kong beating his chest in the arcades; personal computers like the Apple II were running games where helicopters flew around with energy and bounce. 
Games and animation went together — that much was clear. Like animated films, these things often (if not always) brought artwork to life. How deep was the link, though? How many techniques from the animation world could really, effectively cross over?1
A twenty-something coder from New York explored that question during the ‘80s. His name: Jordan Mechner. He self-described, among other things, as an “amateur animator.” 
Mechner got his first Apple II as a teenager and fell in love. “I wanted to produce animations,” he said. “I knew from making those animations that the computer was powerful, and that it was capable as a games machine.”2
After years of writing games, Mechner released the one that made him a star: Prince of Persia (1989). It drew from the “great old Hollywood swashbuckling movies,” he said — like those starring Douglas Fairbanks. And animation was at the center. “Prince of Persia is the culmination of a lifelong fascination with animation,” noted the game’s manual.3 
Famously, Mechner’s project rested on an experiment in digital rotoscoping.


Prince of Persia comes from an era when high-end PCs did way, way less than today’s low-end smartphones. And the game wasn’t made for the best computers of its time. Mechner’s target system, the Apple II, was already a fossil by 1989.
“[T]he Apple II’s memory was 48K,” Mechner said a few years back. “That’s less than a normal text email.”4
The original Prince of Persia displays big, blocky shapes in a handful of colors. Early in development, Mechner noted that the action was planned to run at just 15 frames per second, much slower than a movie. But he knew visuals were about more than tech. How they moved came down to animation technique — and it meant everything. He wrote in his journal:
The figure will be tiny and messy and look like crap… but I have faith that, when the frames are run in sequence at 15 fps, it’ll create an illusion of life that’s more amazing than anything that’s ever been seen on an Apple II screen. The little guy will be … this shimmering little beacon of life in the static Apple-graphics Persian world I’ll build for him. 5

Mechner felt it would work because he’d done it before. He knew how to get believable movement into the Apple II’s tiny memory.
It was what he’d achieved in his game Karateka (1984), whose lead character punched, kicked, walked and ran in a compelling way via rotoscoping. “What made the big difference was using a Super 8 camera to film my karate teacher going through the moves, and tracing them frame by frame on a Moviola,” Mechner said about that project.6
The trick originated in animated films — an aid for the movement of the humans in projects like Snow White (1937). Disney’s animators traced footage of live actors and deviated: they tweaked shapes, removed frames, kept the best poses. Mechner didn’t know that yet, but he did know that his own hand-drawn animation was “stiff,” and not the “realistic simulation of karate fighting” he wanted.7




His father was the one who suggested video footage (he even wore a gi and helped Mechner shoot a few movements). The only problem was digitization. These were the days, Mechner said, when the “challenge was getting [the footage] into the computer, which, of course, is something we can do now by pressing a button on a cellphone.”8
Mechner’s setup for Karateka was wild. Over his Moviola screen, he taped thin paper, upon which he traced key frames from the Super 8 footage beneath. Then he took his pencil sketches to a VersaWriter — an early drawing tablet — and traced them on that. Frames of movement became pixels on his computer monitor. From there, he cleaned them up with an art program he’d coded.9
His animation changed when he started taking from life in this way. The little details he’d missed became obvious. Mechner said: 
I remember the frame of the high kick, the fighter leans back and also the arm goes back. … [I]n the beginning, when I tried to do a frame of a high kick, you know, it was more idealized. I didn’t realize that the body would have to move quite that far back.

Mechner recorded his impression of the initial tests in his journal. As he wrote, “When I saw that sketchy little figure walk across the screen, looking just like [my karate teacher] Dennis, all I could say was, ‘ALL RIGHT!’ ”


Karateka was unusual for the time, and it sold well — over 400,000 copies, in fact. The whole thing was a product of Mechner’s ambitious thinking about games. “I was taking film studies classes (always dangerous) and starting to get delusions of grandeur that computer games were in the infancy of a new art form,” he said, “like cartoon animation in the ‘20s or film in the 1900s.”
Those ideas influenced him again when he undertook Prince of Persia, not long after Karateka. He felt that games “had a lot of the same limitations that silent film had,” and he wanted to borrow the solutions of the silent era. Mechner aimed for a game in which “personality is expressed through action.”10
To do it, he returned to digital rotoscoping.
His younger brother David — a rising talent at Go, the board game — helped this time. “He was 16 years old [and] in high school ... He wasn’t the greatest athlete, but he was willing to do it for free,” said the elder Mechner.
In ‘85, they went to the parking lot of Reader’s Digest, near his brother’s school, to get footage with a VHS camera. It was an expensive toy then — “I couldn’t afford to own it,” Mechner admitted. (Guiltily, he refunded it after the shoot.) As he said later:
I made him do all of the moves that I thought would be needed in the game: running, jumping, climbing up on the generator that was sitting in the middle of the parking lot.11


Once again, the problem was converting the movement into animation. Mechner’s method was even wilder this time. 
For his Apple II, he bought a “digitizer.” It was a special card that connected to a CCTV camera.12 “[It] let you basically point a little black-and-white video camera at an art stand, and it would digitize it and put it back on the computer [as pixels],” Mechner said.
Early tests were not promising. The images weren’t resizable, and the VHS footage wasn’t in the stark black and white that the card registered well. What he’d shot was “useless” as-was. Mechner needed a workaround: a way to make the movements readable by the card.
So, he hooked up a screen to a VCR, and set a Nikon camera (35 mm) on a tripod in front of it. “[Y]ou basically drew all the curtains in the room and then popped the videotape in the VCR, hit play, hit pause, did a frame advance,” he said. Mechner photographed “every third frame,” reducing his brother’s movement from 24 frames per second down to eight.



The photos were developed and then processed further. “I highlighted these shots with a black marker to produce a series of silhouettes,” Mechner explained. Specifically, he used a Magic Marker and Wite-Out to define the lines of each frame of his brother’s movement as clearly as possible. The next step was to put them through “a Xerox machine to get a really clean silhouette.”
The result: more than a dozen sheets of paper, all covered with black-and-white animation frames in sequence. Those went in front of the CCTV camera to be digitized, one at a time. This whole agonizing process had taken “months,” he said.13
“I love the quality of the just-digitized roughs,” Mechner wrote in his journal toward the end of ‘86, after seeing the tests. The final step was to “clean it up and stylize the figures” — and to “enhance” certain motions, like the long jump, to be larger than life.


Mechner built the rest of Prince of Persia around the lead character’s movement. As he put it, “My basic concept was to create the most lifelike, fluidly animated human game character ever ... trying to survive like Buster Keaton in a world that was dangerous.” 
Throughout production, he kept including more rotoscoped motions, which brought extra difficulties. For one thing, there was the hardware — new frames ate up space in the Apple II’s memory. Another thing was his brother’s growth spurt between the first video shoot and the second (“with the magic of my cartoonization process, I was able to correct for this,” Mechner said).
But combat was the big one. Sword fights got added to Prince of Persia in late 1988 — and they needed a bunch of new animation. As Mechner studied the fights in early swashbucklers like Captain Blood for reference, he started to feel just how exciting his project was. “This is going to be the greatest game of all time,” he wrote to himself in December of ‘88.

Ultimately, The Adventures of Robin Hood solved the combat. Going over the film’s climactic fight, Mechner found “six seconds” that matched his needs. As he said:
… the camera angle has them [fighting] in exact profile. This was a godsend. I did my VHS/one-hour-photo rotoscope procedure, spread two-dozen snapshots out on the floor of the office and spent days poring over them trying to figure out what exactly was going on in that duel, how to conceptualize it into a repeatable pattern.

What he got was simple, thrilling back-and-forth action. It captured the thing he wanted: the old Hollywood style in which “the blades clash high and low in a kind of balletic rhythm.”14

Again, Prince of Persia was released for an ancient piece of hardware. By the time the game came out, in September 1989, the Apple II was dying off. Mechner’s project didn’t really sell — maybe 500 units per month at first.
Those who encountered his animation were wowed, though. “You really have to see it to believe it,” noted one newsletter. The game’s packaging hyped up the animated characters in terms that, according to another publication, would “be the height of marketing arrogance if [they] weren’t, quite simply, true.”15 
Prince of Persia became one of those long-tail games. It ended up on a ton of platforms, ported by a ton of different teams. Versions reached Japan, Europe. Years later, Mechner met people who’d played it in the USSR: “I was amazed and moved to realize that my game had such a cultural impact, even behind the Iron Curtain, which was an unknown world to me as an American at that time.”16
Over time, it sold millions of copies. The versions people played weren’t quite Mechner’s original — the game’s visuals were redone many times for newer, stronger hardware. The Apple II’s harsh, limited colors went away. Yet Mechner’s animation, the basis of the project, stayed in place. And it stayed strong.
Which was the thing: making the animation believable and exciting wasn’t really about tech. Despite all the tricks Mechner used for it, this was an artistic problem. The arrival of newer hardware, more colors, faster frame rates and higher resolutions didn’t outmode the simple, lively motion in Prince of Persia — how could they? The great animation of the 1920s, a century ago, still looks great now. Movement doesn’t age so easily. 
Back in 2020, Mechner published his journals from the Prince of Persia era as a book. On the cover is his game’s hero — rendered in two colors and in razor-sharp, Apple II-style pixels. We find the character mid-leap, in a pose that Mechner got and refined from his brother 40 years ago. It’s still full of energy.
2. Newsbits
	In America, Adobe announced plans this week to kill off Animate — and then backtracked after an outcry, thankfully.

	The Palestinian animator Rama Heib is among the first artists to win a grant from the Palestine Film Fund (for the short Issa and the Forest).

	An American music video, Spirit Jumper, aims to digitally recreate the look of classic ‘80s and ‘90s cel animation. It does an impressive job — especially in the use of light. Director Josh Fagin writes that he went for “that ‘dangerous’ light, the kind that actually feels like it’s burning the screen,” as seen in Akira.

	In Hungary, the Kecskemét animation studio has a new leader for the first time since 1971. László Toth (an animator on The Secret of Kells and The Red Turtle) took over from Ferenc Mikulás.

	On that note, in America, Bob Iger will step down as the head of Disney in March. His replacement is Josh D’Amaro from the company’s parks division.

	A little late, but worth noting: David was produced in South Africa, and its box office of $83 million represents a “breakthrough” for animation from the continent.

	In Germany, new rules require “streaming platforms and TV broadcasters … to invest 8% of their [German] revenue” into projects produced in the country. 

	There’s an effort in America to build a National Animation Museum, and CalArts signed on last month.

	The Japanese animator Kazuya Kanehisa was featured by Cartoon Brew in a piece with lots of fascinating insights about his work, based on “Showa-era” cartoons and aesthetics.

	In Britain, the Cardiff Animation Festival revealed its program for 2026. It opens in April.

	Last of all: we looked at three projects from China’s Flash scene — and at how that scene built the current Chinese animation boom.


Until next time!
1Don Bluth was among the first major animators to get involved in games, and to test whether ideas from the animation world really fit them. His Dragon’s Lair (1983) was a hit that saved his company. But it always had a problem — he admitted that testers told him, “[T]here ain’t no game there.” (See the April 1984 issue of Computer Games.)

Bluth’s team tried to make Dragon’s Lair more interactive after that feedback. Even so, it remained more film than game.


2Most of these initial details about Mechner come from The Comics Journal, Retro Gamer #77 and the Videogames Hardware Handbook (Vol. 2).


3See Mechner’s bio in the original User’s Guide and, for the quote about swashbuckling, Engadget.


4From Ars Technica’s video interview with Mechner.


5From The Making of Prince of Persia, Mechner’s published journals. One of our main sources today.


6Mechner said this in an interview for Game Design: Theory and Practice (2nd Edition). We used this a couple of times.


7The line about stiff animation comes from The Making of Karateka, a wonderful piece of history, used a lot today. Mechner’s comment about realism was made in The One (January 1991), another key source.


8That was Mechner talking about Prince of Persia at his 2011 GDC talk, the source of many quotes and details in this issue.


9Some of these details appear in The Making of Karateka: Journals 1982–1985.


10The second quote appears in an archived Edge article, used several times.


11See Mechner’s interview in Next Generation (May 1998), also key.


12The device in question was seemingly Computech’s Diplomat Video Digitizer from the mid-1980s. See this flyer about the card for technical details.


13Mechner’s point about “months” comes from a recent article by The Guardian.


14From Mechner’s interview in Retro Gamer #165.


15These quotes come from Computer Entertainer (October 1989) and Computer Gaming World (December 1989), both reviewing the Apple II version.


16Quote from Mechner’s interview in Retro Gamer #118.
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Forgive me: I’ve been working diligently on new material from the latest round of “Epstein Files.” But I had to do a quick standalone summary tonight, because this one particular file I just came across is simply too sublime to delay magnifying for a single second longer. Of course, you’ll see nothing about it anywhere in the rest of our vaunted media landscape, and since so many people out there in internet La La Land are clearly desperate for a “coverup” they can enjoyably rage about, let me go ahead and satisfy your cravings:
Federal prosecutors in the Southern District of New York found the marquee Epstein “survivor,” Virginia Roberts Giuffre, also known as VRG, to be so lacking in credibility that they were impelled to compose a lengthy December 19, 2019 memo detailing the many preposterous flaws with her many fantastical tales.
— They said they were “unable to corroborate” the central claim of VRG’s purported victimization, which had also given rise to the very essence of Epstein mythology as we now know it: that she was “lent out” for sexual services to prominent men, such as Prince Andrew and Alan Dershowitz.
— They noted that VRG’s accounts of her own sexual abuse were “internally inconsistent,” and not just over long periods of time, but within a single interview they conducted with her on September 9, 2019.
— They noted that VRG admitted to repeatedly lying about basic facts, destroying evidence, and telling falsehoods to the media.
— They noted that VRG schemed with a tabloid trash journalist, Sharon Churcher of the Daily Mail, to generate “big headlines” by accusing lots of prominent people of heinous child-sex crimes, in hopes that this would entice prospective publishers to buy their forthcoming “memoir” for big bucks.
— They noted that VRG claimed the FBI had told her they were aware of “40 other Epstein victims,” but the FBI never told her any such thing.
— They noted that VRG had falsely claimed the FBI told her “Epstein had cameras watching her at all times,” and repeated this tantalizing claim to the media, but the FBI never told her any such thing. And indeed, they were “not aware of any such cameras.”
— They noted that VRG became “particularly combative” when asked for specific details of her claims, at one point cursing at the Assistant US Attorneys when they requested more information about the specific instances in which Ghislaine Maxwell had purportedly “directed her to have sex with another person.” An infuriated VRG eventually proclaimed: “She’s the one who brought me to be trafficked by Jeffrey Epstein in the fucking first place!” Which, conspicuously, did not answer the prosecutors’ question. Oh what I wouldn’t give for the video footage of VRG frothing at a stone-faced Maurene Comey.
— They noted that VRG “began using drugs so heavily that Epstein said he did not want her around anymore.” VRG has long acknowledged consuming large quantities of memory-impairing drugs during her tenure as a supposed sex slave, but I’m not aware of the drug-taking habit ever being cited as the proximate cause of her departure from Epstein. (But I could be misremembering; I’ve consumed such a lunatic amount of this material, I might as well be on some mind-melting substance.) Either way, VRG’s excess drug consumption is not supposed to be mentioned in polite company, because we’re not to “shame” her, even though VRG’s self-told memories of sexual misfortune many years after the fact are what unfortunately form the basis of the currently-existing Epstein mythology.
— They noted that VRG made a “continuous stream” of “sensationalized” claims in her public media appearances.
— They noted that VRG falsely claimed the FBI had told her there was a “credible” death threat against her, and repeated this in public several times, including in front of the Manhattan federal courthouse after the infamous August 27, 2019 struggle-session hearing I’ve previously written about. The memo says the FBI had actually told her the exact opposite: that there were no credible threats against her! WTF!
PLEASE RECALL: This is the same person whose phony baloney October 2025 memoir was an overnight international sensation, generating credulous wall-to-wall media coverage across multiple continents, rocketing up the best-seller charts, and igniting massive political turmoil in several countries — especially the UK, where in response to that ridiculous book, the feeble-minded Royal Family decided to promptly strip Prince Andrew of his lifelong royal title! And then kick him out of his royal lodging! Not that I’ve ever cared all that much about the fate of the Royal Family, but if they’re going to have a downfall, couldn’t it at least be instigated by something minimally non-fictional?
Ironically, federal prosecutors did a way more thorough job scrutinizing VRG’s chronic confabulations (in their internal memoranda, anyway) than the American or British media ever have. This memo itself would serve as a far better “book review” than anything produced by the BBC or CNN on the subject. Because even though these SDNY prosecutors were in zealous pursuit of any possible speck of evidence, no matter how minuscule, that could support their soon-to-be-brought “child sex-trafficking” charges against Maxwell, they were nonetheless compelled to note — accurately, as it happens — that the first iteration of VRG’s supposed “memoir” manuscript, from 2011-2012, was a “fictionalized account of her experiences with Epstein and Maxwell.” And it had “described a number of incidents that she has since admitted did not in fact take place.” They drolly go on to note that “these include descriptions of a sexual encounter with a Nobel Prize winning scientist and a scene in which [REDACTED] is caught with cocaine in her room and fired.” (The redacted name is Sarah Kellen, one of Epstein’s adult female assistants, who is apparently now being treated by the government as yet another “victim” to add to their puzzlingly gargantuan tally — postulated to have now reached either 1,000+ or 1,200+ total “victims,” depending who’s counting.)
Elsewhere in the memo, VRG is said to have remarked that other than Maxwell, somebody else whose name has been [REDACTED] was actually “the best for picking up girls.” This would appear to again be Sarah Kellen, or perhaps Nadia Marcinkova, or perhaps The Little Mermaid — sadly, we’re left only to speculate, thanks to the tireless efforts of principled transparency and disclosure advocates who’ve been passionately calling for such expansive redactions. But thankfully, there’s still plenty of material to work with, because “when asked to describe specific instances in which she personally observed [REDACTED] recruit anyone,” VRG said “she did not recall actually seeing [REDACTED] recruiting anyone.” Oh gee, nevermind then!

RECALL: Virginia Roberts Giuffre is not just another interchangeable “victim.” She was the very genesis of all the most outlandish theories that have come to be so widely believed about Epstein: the mass-scale “child-sex trafficking,” the audacious “blackmail” operation, the prolific ensnarement of prominent individuals, etc. And yet: “No other victim has described being expressly directed by either Maxwell or Epstein to engage in sexual activities with any other men,” says the memo. Put another way, even after this intensive federal law enforcement investigation, the “pedo trafficking and blackmail” theory continued to rest solely on the uncorroborated word of VRG.
So when VRG finally did sit for an extended interview with federal prosecutors, who by that time were in fiendish pursuit of any Epstein “co-conspirator” they could conceivably muster, they were disturbed to find VRG so flagrantly non-credible that in their resulting memo, they didn’t even categorize her as among the “victims who were abused as minors.” Instead, they had to invent a whole separate category for her.
And indeed, VRG really is in a category all her own. Few people in human history have been the sole progenitors of such astronomical volumes of bullshit — with such astronomically destructive consequences for everybody else. And along the way, she managed to cajole so many others into twisting their own recollections to comport with her discombobulated sex-slavery dreamscape — in part out of “survivor sister” allyship, sure, but perhaps more importantly, the chance to get tons of money.
In that phony posthumous* memoir last year, ghostwriter Amy Wallace gave the following sanitized account of why VRG did not testify at the 2021 criminal trial of Ghislaine Maxwell — despite theoretically being the most slam-dunk witness the government had available, given that it was she (VRG) who first claimed to have been recruited and trafficked by Maxwell into Epstein’s ghastly sex-servitude:
Months earlier, the lead prosecutors, Pomerantz and Maurene Comey, had broken the news to me that I would not be testifying because, essentially, I would be too big a distraction. For example, if I were a witness, all the men that I had previously named as my abusers would likely be called by the defense as rebuttal witnesses, the prosecutors said. They feared such theatrics would dilute jurors’ focus, taking the spotlight off Maxwell. At its heart, prosecuting a case is about creating a clear narrative that jurors find easy to follow. My narrative was complicated, if only because I’d named so many names.
…
I was very disappointed — I had been looking forward to doing my part to send Maxwell to prison. While Siggy [her favorite extortionist lawyer — MT] tried to console me that I had done my part already, being excluded from this proceeding felt unfair to me. For one thing, I expected that many people would assume prosecutors shut me out because they didn’t believe me. But that couldn’t be helped.

The average sympathetically-minded reader is supposed to infer from this that the reasons for VRG’s exclusion were entirely innocuous: SDNY prosecutors simply made the prudent strategic calculation, deciding a streamlined case against Maxwell, sans VRG, would be the most sensible course of action. Certainly then, her exclusion had nothing at all to do with the mountains of impeachable evidence VRG would have inevitably gift-wrapped defense counsel had she testified. And certainly, if it were revealed to jurors that such critical plot-points in the larger Epstein storyline were ultimately all predicated on the wild phantasmagoria of VRG, this couldn’t have created any doubts in jurors’ minds about the underlying premise of the “sex-trafficking conspiracy” they were being asked to render an impartial verdict on. Right?
What a sick joke this whole thing is! Holy crap!
Again: if you or someone you know/love/hate is still frantically looking for an “Epstein coverup” they can fulminate about, please do not hesitate to pass along this fascinating new information. Because it turns out there really is a major “coverup” hidden deep in the “Epstein Files.” Just not the “coverup” that fever-brained internet hordes were banking on.


The memo I’ve been quoting from throughout this article was suspiciously uploaded, and then removed, by the DOJ. So I’m uploading my own preserved copy, embedded below, for your convenience. By the way, if you happened to come across any documents that were also published and subsequently removed, please let me know, because I’m only one man, and there are literally millions of these friggin’ files!
Efta02731082 (1)
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*Given recent developments in the probate dispute over her lucrative estate in Australia, I am now willing to tentatively acknowledge that VRG is in fact deceased — because the threshold for satisfactory corroboration has now been (tentatively…) met. Although, I should say… there’s still a bunch of peculiar stuff around the circumstances of her apparent death that need to be further investigated. For one thing, why has nobody ever been able to interview the estranged husband? Do I need to go to Australia myself? Sheesh…



  
  
    Deep Dive

    Virginia Giuffre

    Based on Wikipedia: Virginia Giuffre


On the wall of a Florida Walgreens, a one-hour photo machine printed a snapshot on March 13, 2001. The image showed three people: a young woman, barely seventeen, with a forced smile; a middle-aged British socialite with her arm draped possessively around the girl's waist; and Prince Andrew, Duke of York, fifth in line to the British throne. The timestamp on the back of that photograph would become crucial evidence in one of the most consequential legal battles of the twenty-first century.


The young woman was Virginia Roberts, who would later take her husband's surname and become known to the world as Virginia Giuffre. Over the next two decades, she would transform from a trafficked teenager into the most prominent accuser of Jeffrey Epstein, the financier whose crimes exposed the dark machinery connecting wealth, power, and the exploitation of children.


A Childhood of Predators


Virginia was born in Sacramento, California, in August 1983. Her family moved to Loxahatchee, a rural community in Palm Beach County, Florida, when she was four years old. By the time she was seven, the abuse had already begun—first from a close family friend, and, according to allegations in her posthumously published memoir, from her own father. These claims, which her father denied, would cast a shadow over the question that haunted her entire life: why are some children marked as prey?


She ran away from home as a young teenager. The streets offered no refuge—only, as she put it, "hunger and pain and more abuse." At fourteen, she fell into the orbit of Ron Eppinger, a man who ran an operation called "Perfect 10" that masqueraded as a modeling agency. In reality, it was a front for international sex trafficking. The FBI eventually raided Eppinger's operation, and he pleaded guilty to charges including alien smuggling for prostitution and money laundering.


After approximately six months with Eppinger, Virginia reunited with her father and returned to live with him. He worked as a maintenance manager at Mar-a-Lago, the Palm Beach estate owned by Donald Trump, and helped his daughter get a job there. She enrolled at Royal Palm Beach High School, trying to piece together something resembling a normal adolescence.


She was sixteen years old, working as a spa attendant at the exclusive club, when a woman approached her.


The Recruitment


Ghislaine Maxwell noticed Virginia reading a book about massage therapy. Maxwell was the daughter of Robert Maxwell, a British media baron who had died under mysterious circumstances in 1991—his body found floating in the Atlantic Ocean near his yacht. She had reinvented herself in New York society, becoming the constant companion of Jeffrey Epstein, a financier whose wealth seemed to have no clear origin.


Maxwell struck up a conversation about the massage book. She mentioned that her friend needed a traveling masseuse and that no experience was necessary. The opportunity seemed almost too good to be true.


It was.


When Virginia arrived at Epstein's Palm Beach mansion for what she believed would be a job interview, she found him lying naked on a massage table. Maxwell directed her on what to do. Within days, they had extracted Virginia's entire history—the abuse, the time on the streets, the trafficking. "That was the worst thing I could have told them," Giuffre later said, "because now they knew how vulnerable I was."


What followed, under the guise of training her as a professional massage therapist, was systematic grooming. Epstein and Maxwell were not looking for employees. They were cultivating a victim.


Inside the Network


For two and a half years, from 2000 to 2002, Virginia moved through Epstein's world. His properties formed a constellation of abuse: the Palm Beach mansion, the townhouse on Manhattan's Upper East Side (the Herbert N. Straus House, one of the largest private residences in New York City), a ranch called Zorro in New Mexico, and Little Saint James, his private island in the U.S. Virgin Islands.


In her accounts to journalists and in court documents, Giuffre described being "passed around like a platter of fruit" to Epstein's associates. She traveled on private jets—including the Boeing 727 that became known in tabloids as the "Lolita Express"—and was trafficked to powerful men across multiple continents.


The allegation that drew the most public attention involved Prince Andrew. According to Giuffre, in March 2001, she was taken to Tramp, a nightclub in London, where she danced with the Duke of York. Later that night, Maxwell gave her explicit instructions: "Do for Andrew what you do for Jeffrey."


Giuffre alleged that Epstein paid her $15,000 afterward.


In court documents released from seal in 2019, she named other men she claimed to have been trafficked to: hedge fund manager Glenn Dubin, attorney Alan Dershowitz, former New Mexico governor Bill Richardson, MIT artificial intelligence pioneer Marvin Minsky, former Senate Majority Leader George Mitchell, and Jean-Luc Brunel, who ran a modeling agency connected to Epstein. All of these men denied the allegations.


What is often lost in the sensational names is the mechanism: Epstein and Maxwell had built a machine. They identified vulnerable girls, extracted their trauma histories, exploited those vulnerabilities to create compliance, and then deployed their victims according to the needs of their network. The machine ran on secrecy, shame, and the vast differential in power between teenage runaways and billionaires.


Escape to Australia


In September 2002, Maxwell provided Virginia with plane tickets to Thailand. The ostensible purpose was for her to attend the International Training Massage School in Chiang Mai. But there was another assignment: Maxwell instructed her to find a specific Thai girl and bring her back to the United States for Epstein.


Virginia never completed that mission. At the massage school, she met Robert Giuffre, an Australian martial arts instructor. They fell in love and married quickly. She contacted Epstein to inform him she would not be returning as planned.


For five years, Virginia and Robert lived quietly in Australia, raising children and building a life as far as possible from Palm Beach. She had escaped the network. But the network had not forgotten her.


The Investigation That Almost Wasn't


In March 2005, while Virginia was establishing her new life on the other side of the world, a fourteen-year-old girl and her parents walked into the Palm Beach Police Department. The girl described being recruited by a classmate to give massages to a wealthy man at his mansion. During the massage, the man had molested her.


Detectives began investigating Jeffrey Epstein. By October, they had accumulated a disturbing pattern: multiple girls, all telling similar stories. The girls would be recruited—often by other victims, who were paid finder's fees—to provide massages to Epstein. The massages would escalate to sexual assault. Butlers at the mansion corroborated the accounts. A search warrant was executed.


When police searched Epstein's trash, they found notes with the telephone numbers of his victims. One girl received a call from Epstein's assistant while she was being questioned by police.


The Palm Beach Police Department prepared a probable cause affidavit charging Epstein with multiple counts of unlawful sex acts with a minor. This should have been the beginning of justice.


It became, instead, a case study in how wealth corrupts the legal system.


The Legal Defense of the Powerful


Epstein assembled what one prosecutor called the "dream team" of defense attorneys: Alan Dershowitz, the Harvard law professor who had helped overturn the conviction of Claus von Bülow; Ken Starr, who had led the investigation of President Bill Clinton; Jack Goldberger; and Jay Lefkowitz. This legal firepower was aimed not at proving innocence but at preventing prosecution.


Police Chief Michael Reiter grew alarmed at how state prosecutors were handling the case. The state attorney, Barry Krischer, seemed reluctant to pursue charges aggressively. When Reiter asked Krischer to recuse himself, Krischer refused. Reiter made an unusual decision: he turned his evidence over to the FBI, hoping federal prosecutors would do what state prosecutors would not.


The lead detective, Joseph Recarey, watched the case transform. State prosecutors had initially been eager to pursue criminal action. Then "everything took a turn," he said, when Dershowitz entered the picture. Krischer made the unusual choice to present the case to a grand jury—but had only one girl testify, virtually ensuring an inadequate indictment.


Federal prosecutors, led by South Florida U.S. Attorney Alexander Acosta, engaged in prolonged negotiations with Epstein's legal team. Acosta later described their tactics as "a year-long assault on the prosecution and prosecutors." In 2008, he signed what became known as the non-prosecution agreement.


The deal was remarkable in its leniency. Epstein pleaded guilty to state charges of soliciting prostitution from a minor—a significant reduction from the federal charges that could have been filed. He served thirteen months in a county jail, with work release that allowed him to spend most of his days at his Palm Beach office. Most critically, the agreement granted immunity to any "potential co-conspirators," shielding everyone in Epstein's network.


The victims were not consulted. They were not even informed. This would later be determined to violate the Crime Victims' Rights Act, a federal law requiring prosecutors to keep victims informed and to consult with them about plea agreements.


Police Chief Reiter called it "the worst failure of the criminal justice system" he had seen.


The Phone Calls


In 2007, the network reached out to Virginia in Australia. Over three days, she received a series of calls in rapid succession. First came Maxwell, asking if Virginia had spoken to authorities. The next day, Epstein called with the same question. On the third day, an FBI agent called to inform her that she had been identified as a victim in the Epstein investigation.


Virginia was reluctant to engage. She had built a new life. Her children knew nothing of her past. Speaking to American authorities meant reopening wounds she had spent years trying to close. It took six more months—and a personal visit from the Australian Federal Police—before she agreed to provide a full statement.


What she told investigators aligned with what other victims had described: the recruitment through Mar-a-Lago, the grooming process, the massage sessions that became sexual assaults, the trips to various properties, the presence of powerful men. Photos, travel records, and witness statements corroborated large portions of her account.


Going Public


In May 2009, Virginia filed a civil lawsuit against Epstein as "Jane Doe 102." By late that year, dozens of his victims had filed similar suits. All were settled for undisclosed amounts. Documents unsealed in 2022 revealed that Virginia's settlement was $500,000—significant for most people, but trivial for Epstein, whose net worth was estimated at over $500 million.


The birth of her daughter on January 7, 2010, marked a turning point. Virginia decided she could no longer remain silent. She began speaking to journalists.


In March 2011, the Mail on Sunday published her story, including the photograph with Prince Andrew. The image—showing the Duke of York with his arm around a seventeen-year-old American girl in the London townhouse of a convicted sex offender—became one of the most reproduced photos of the decade. Prince Andrew's role as a United Kingdom trade envoy was terminated that July, and he reportedly severed ties with Epstein.


FBI agents contacted Virginia again, this time meeting her at the U.S. consulate in Sydney. The bureau was building files, gathering evidence, but years would pass before any new charges were filed.


The Defamation Case


In December 2014, Virginia filed court documents in the ongoing Crime Victims' Rights Act lawsuit, providing detailed allegations about being trafficked to Prince Andrew on at least three occasions in 2001. She described the night at Tramp nightclub, Maxwell's instructions, and the payment afterward.


Ghislaine Maxwell responded by publicly calling Virginia a liar. In 2015, Virginia sued Maxwell for defamation.


The defamation case became a vehicle for discovery—the legal process by which each side can compel the other to produce documents and answer questions under oath. Maxwell's attorneys fought to keep documents sealed. Virginia's attorneys fought to make them public. The case was settled in 2017 for an undisclosed amount, with Virginia emerging victorious. But the documents remained under seal.


That changed on July 2, 2019, when the United States Court of Appeals for the Second Circuit ordered the unsealing of documents from the Maxwell defamation case. The first batch was released on August 9, 2019—Virginia's thirty-sixth birthday.


The documents contained explosive details: flight logs, photographs, deposition transcripts, and allegations involving numerous prominent figures. They provided the fullest public accounting yet of how Epstein's operation had functioned.


The next day, August 10, 2019, Jeffrey Epstein was found dead in his cell at the Metropolitan Correctional Center in Manhattan. The medical examiner ruled it a suicide by hanging. He had been arrested the previous month on federal charges of sex trafficking of minors—charges that could have led to forty-five years in prison. His death meant there would be no trial, no public testimony, no confrontation between the victims and the man who had abused them.


Prince Andrew and the BBC


In November 2019, Prince Andrew gave an interview to the BBC's Newsnight program that he hoped would exonerate him. It had the opposite effect. His explanations for the photograph with Virginia—including a claim that he could not have been sweating at a nightclub because he had a medical condition that prevented perspiration—struck many viewers as implausible and tone-deaf.


The following month, Virginia appeared on BBC Panorama. She described in detail what she said had happened with Prince Andrew. "He knows what happened," she said. "I know what happened. And there's only one of us telling the truth."


The interview shifted British public opinion dramatically against the Duke of York. Within days, he announced he was stepping back from public duties.


In August 2021, Virginia filed a civil lawsuit against Prince Andrew in New York federal court, alleging sexual assault. Andrew's legal team attempted to have the case dismissed on various grounds, including a claim that she was not a U.S. resident. In January 2022, Queen Elizabeth stripped her son of his military titles and royal patronages.


The case was settled in February 2022. Prince Andrew paid an undisclosed sum to Virginia and made a "substantial donation" to her charity. In a statement accompanying the settlement, Andrew acknowledged that Epstein had trafficked "countless young girls" over many years and expressed regret for his association with the convicted sex offender. He did not admit to any personal wrongdoing.


Ghislaine Maxwell's Conviction


While Virginia's civil case against Prince Andrew proceeded, the criminal justice system finally reached Ghislaine Maxwell. She had been arrested in July 2020 at a property in New Hampshire where she had been hiding.


Maxwell was charged with sex trafficking and related offenses. Her trial, in late 2021, featured testimony from four women who described being recruited and groomed as teenagers. Virginia was not among the witnesses—the charges focused on alleged crimes from 1994 to 2004, and prosecutors made strategic decisions about which victims to call.


On December 29, 2021, Maxwell was convicted on five of six counts, including sex trafficking of a minor. She was sentenced to twenty years in prison.


From prison, Maxwell continued to insist on her innocence. In interviews, she suggested that the famous photograph of Virginia with Prince Andrew might be fake—a claim contradicted by the photographer who had come forward with the original prints, including the timestamped back showing development in a Florida Walgreens days after the alleged encounter.


Victims Refuse Silence


Throughout her legal battles, Virginia built an organization to help others. In December 2014, she established the framework for Victims Refuse Silence, which was formally registered as a nonprofit in 2015. The organization's mission was to help survivors of sexual abuse and trafficking overcome what she called "the shame, silence, and intimidation" that kept so many victims from speaking.


For the organization's imagery, Virginia chose a blue Morpho butterfly—a species known for its iridescent wings that seem to shift color as they move. The butterfly represented transformation, the metamorphosis from victim to survivor. Blue is the internationally recognized color of human trafficking awareness; the United States designates January as Human Trafficking Awareness Month, with January 11 as National Wear Blue Day.


In November 2021, as Maxwell's trial was underway, Virginia relaunched her charity under a new name: Speak Out, Act, Reclaim, or SOAR. The rebranding reflected her evolution from someone refusing to be silenced to someone actively helping others find their voices.


The Unsealed Documents


The legal fight over sealed documents continued for years after Epstein's death. In January 2024, a federal judge ordered the release of additional documents from the Maxwell defamation case. These included deposition transcripts, correspondence, and other materials that had been kept from public view.


The releases generated international headlines, as they contained references to numerous prominent figures—some of whom were named by Virginia or other victims in allegations of sexual misconduct, others who appeared in Epstein's records or flight logs without any allegations against them. The documents underscored how Epstein had cultivated relationships across politics, finance, science, and entertainment, using his connections to create a veneer of respectability that helped shield his crimes.


The unsealing also revealed the intensity of the legal battles that had been fought in secret. Maxwell's attorneys had worked aggressively to keep damaging material from becoming public. Virginia's attorneys had pushed for transparency, arguing that the public had a right to understand what had happened and who had been involved.


Death and Legacy


On April 25, 2025, Virginia Giuffre died by suicide. She was forty-one years old.


Her death prompted an outpouring of tributes from fellow survivors, victim advocates, and journalists who had covered her story. Many noted the toll that decades of trauma, legal battles, and public scrutiny had taken. Others pointed to the systemic failures that had allowed her abuse to occur and had delayed justice for so many years.


Virginia had spent the final years of her life preparing a memoir. Titled Nobody's Girl, it was published posthumously in October 2025. The book provided her fullest account of her childhood abuse, her years with Epstein and Maxwell, and her transformation into an advocate. It also contained the allegations about her father that he had denied, adding another layer of complexity to an already complicated family history.


The title captured something essential about her story. She had been nobody's girl—not protected by her family, not protected by the systems that should have saved her, passed between predators who saw her as an object to be used. But she had made herself somebody. She had forced the world to see what powerful men had done to vulnerable children. She had helped send one of her abusers to prison. She had extracted settlements and public acknowledgments from those who had hurt her. She had built an organization to help others.


The Questions That Remain


Virginia Giuffre's death did not close the chapter on Jeffrey Epstein. Questions continue to surround his network: Who else was involved? What did various powerful figures know, and when did they know it? Why did the justice system fail so comprehensively in the 2000s? And why, despite everything that has come to light, have so few people faced consequences?


The non-prosecution agreement that Alexander Acosta signed in 2008 was eventually found to have violated federal law—but Acosta went on to serve as Secretary of Labor under President Trump before resigning in 2019 amid renewed scrutiny of the Epstein deal. Barry Krischer, the state attorney who declined to pursue aggressive prosecution, faced no official sanction. The men Virginia accused of sexual misconduct denied her allegations and, for the most part, faced no legal consequences.


Maxwell remains in prison. Prince Andrew remains in disgrace. Epstein's fortune was distributed through a victims' compensation fund that paid out over $120 million to more than 135 claimants—but the full scope of his network has never been publicly revealed.


Virginia Giuffre's story illuminates how systems designed to protect children can fail catastrophically when confronted with sufficient wealth and power. It shows how a single person, damaged but determined, can force accountability even when every institution seems aligned against her. And it demonstrates the terrible price that speaking truth to power can exact.


The blue Morpho butterfly she chose as her symbol undergoes a remarkable transformation: from caterpillar to chrysalis to winged creature. But the metamorphosis is brutal. Inside the chrysalis, the caterpillar essentially dissolves, its body breaking down into biological raw material before reforming into something new. Virginia Giuffre transformed herself from victim to survivor to advocate. The process required her to dissolve her old life, to face her trauma publicly, to endure attacks and scrutiny and the grinding machinery of the legal system. She emerged with wings. The flight was magnificent and too short.

  

  
    Deep Dive

    Jeffrey Epstein

    Based on Wikipedia: Jeffrey Epstein


How does a college dropout with no credentials end up teaching physics at one of Manhattan's most exclusive prep schools, befriending billionaires, and building a financial empire shrouded in mystery? The story of Jeffrey Epstein is less a biography than a series of impossible leaps—each one stranger than the last, each one leading deeper into a web of wealth, power, and unspeakable crimes.


The Brooklyn Boy


Jeffrey Edward Epstein was born on January 20, 1953, in Brooklyn, New York. His parents, Pauline and Seymour Epstein, were Jewish and had married just months before his birth. The family was modest by any measure. Seymour worked as a groundskeeper for the New York City Department of Parks and Recreation. Pauline was a school aide and homemaker. Neighbors remembered them as quiet and humble.


Jeffrey and his younger brother Mark grew up in Sea Gate, a private gated community at the western tip of Coney Island. Within the family, Jeffrey earned the nickname "Bear," while Mark was called "Puggie." Childhood friends described young Jeffrey as "sweet and generous," though also "quiet and nerdy." A female friend later recalled him as "just an average boy, very smart in math, slightly overweight, freckles, always smiling."


But he was far from average academically. Epstein began playing piano at age five and was considered a talented musician. He skipped two grades, graduating from Lafayette High School in 1969 at just sixteen years old. He attended advanced mathematics classes at Cooper Union, then transferred to the Courant Institute of Mathematical Sciences at New York University, where he studied mathematical physiology. He left without a degree in 1974.


The Dalton Mystery


Here's where the story takes its first improbable turn.


In September 1974, at twenty-one years old and without a college degree, Epstein somehow landed a job teaching physics and mathematics at the Dalton School. This wasn't just any school. Dalton was one of the most prestigious and expensive private schools on Manhattan's Upper East Side. Its students came from New York's wealthiest families.


The headmaster, Donald Barr—father of future Attorney General William Barr—had recently departed, and the school was known for making unconventional hires. But even by those standards, hiring an uncredentialed twenty-one-year-old to teach teenagers was remarkable.


Former students would later recall troubling behavior. Epstein allegedly paid constant attention to underage female students and once showed up at a party where young people were drinking. Students often saw him flirting with the girls he was supposed to be teaching.


But something else happened at Dalton that would shape Epstein's future. He met Alan Greenberg, the chief executive officer of Bear Stearns, one of Wall Street's major investment banks. Greenberg's children attended the school. According to Greenberg's daughter, Lynne Koeppel, Epstein managed to influence another Dalton parent into advocating for him to her father.


In June 1976, Epstein was dismissed from Dalton for "poor performance." Within weeks, he had a job at Bear Stearns.


The Wall Street Ascent


Epstein started at Bear Stearns as a low-level junior assistant to a floor trader—about as entry-level as you can get on Wall Street. But his rise was swift. He became an options trader in the special products division, then moved to advising the bank's wealthiest clients on tax strategies.


Among his clients was Edgar Bronfman, the president of Seagram, the Canadian beverage giant. Jimmy Cayne, who would later become Bear Stearns' chief executive, praised Epstein's skill with wealthy clients and complex financial products.


By 1980, just four years after joining as a floor assistant, Epstein had become a limited partner. This was extraordinary. Bear Stearns partnerships were coveted positions, typically reserved for seasoned financiers with decades of experience and proven track records.


Then, in 1981, it ended abruptly. Epstein was asked to leave. According to his own sworn testimony, he had been guilty of a "Reg D violation"—a breach of securities regulations governing private placements. Despite this departure, he remained close to Cayne and Greenberg and stayed a client of Bear Stearns until the bank's collapse in 2008.


The Bounty Hunter Years


After leaving Bear Stearns, Epstein founded Intercontinental Assets Group, a consulting firm with an unusual specialty: recovering stolen money from fraudulent brokers and lawyers. He described his work as being a "high-level bounty hunter."


He told friends he worked sometimes for governments and the wealthy to recover embezzled funds. Other times, he claimed, he worked for people who had embezzled funds. The morality was flexible, the clients were wealthy, and the work was lucrative.


One documented client was Ana Obregón, a Spanish actress and heiress. In 1982, Epstein helped her recover millions that had vanished when Drysdale Government Securities collapsed amid fraud allegations.


During the mid-1980s, Epstein traveled frequently between the United States, Europe, and the Middle East. The period is murky. He possessed an Austrian passport with his photograph but a false name, listing his residence as Saudi Arabia. Why would a Brooklyn-born financier need a fraudulent foreign passport? The answer has never been fully explained.


The Intelligence Question


Some of Epstein's associates from this era would later make remarkable claims. Steven Hoffenberg, a business partner, alleged in 2020 that Epstein had been recruited in the 1980s by a defense contractor named Douglas Leese to work for British intelligence. Epstein himself told people at the time that he was an intelligence agent.


Was this true, or was it a con man's convenient fiction—a way to explain mysterious wealth and unexplainable connections?


A suggestive detail emerged years later. In 2017, a former senior White House official reported that Alexander Acosta—the United States Attorney who would eventually give Epstein a controversial plea deal—had explained his lenient handling of the case to Donald Trump's transition team with an extraordinary statement: "I was told Epstein 'belonged to intelligence' and to 'leave it alone'." Acosta allegedly said the matter was "above his pay grade."


During this period, one of Epstein's clients was Adnan Khashoggi, the Saudi Arabian arms dealer who served as the middleman in the Iran-Contra affair—the Reagan administration's secret scheme to sell weapons to Iran and funnel the proceeds to right-wing rebels in Nicaragua. Khashoggi was introduced to Epstein by Leese, the same defense contractor later alleged to have recruited Epstein for intelligence work.


None of this proves Epstein was a spy. But it establishes that from early in his career, he moved in circles where intelligence, arms dealing, and vast sums of money intersected.


The Ponzi Scheme


In 1987, Steven Hoffenberg hired Epstein as a consultant for Towers Financial Corporation, a collection agency that bought debts owed to hospitals, banks, and phone companies. Hoffenberg set Epstein up in offices in the elegant Villard Houses in Manhattan and paid him twenty-five thousand dollars per month—a substantial sum that would be equivalent to roughly sixty-nine thousand dollars today.


The two men refashioned themselves as corporate raiders, using Towers Financial as their vehicle. They made unsuccessful bids to take over Pan American World Airways in 1987 and Emery Air Freight in 1988. They traveled everywhere on Hoffenberg's private jet.


But Towers Financial was a fraud.


In 1993, the company imploded when it was exposed as one of the largest Ponzi schemes in American history. A Ponzi scheme is a type of fraud where returns to earlier investors are paid using capital from newer investors, rather than from legitimate profits. It works until new money stops flowing in, at which point everything collapses. Towers Financial lost over four hundred fifty million dollars of investor money—equivalent to roughly one billion dollars today.


In court documents, Hoffenberg claimed Epstein was intimately involved in the fraud. Yet Epstein had left the company by 1989, and he was never charged. Hoffenberg went to prison. Epstein walked away.


The Billionaire's Right-Hand Man


In 1988, even while still consulting for Hoffenberg, Epstein founded his own financial management firm, J. Epstein and Company. He claimed the firm only accepted clients with a net worth exceeding one billion dollars, though others have expressed skepticism about how exclusive he really was.


What's certain is that he landed the biggest client of his career: Leslie Wexner.


Wexner was the founder and chief executive of L Brands, the retail empire that included Victoria's Secret, Bath and Body Works, and The Limited. He was one of the wealthiest people in America. In 1986, Epstein met Wexner through mutual acquaintances in Palm Beach. By 1987, Epstein had become Wexner's financial adviser.


The relationship quickly became extraordinary. In July 1991, Wexner granted Epstein full power of attorney over all his affairs. This is an almost unheard-of arrangement between a billionaire and his financial adviser. It meant Epstein could hire and fire people on Wexner's behalf, sign checks, buy and sell properties, borrow money—essentially anything of a legally binding nature.


Epstein managed Wexner's wealth and oversaw projects like the construction of Wexner's yacht, the Limitless. He made millions in fees. He attended Victoria's Secret fashion shows and hosted models at his New York City home. He represented himself as a global talent scout for the lingerie brand—a position that would later be revealed as a tool for sexual manipulation.


By 1995, Epstein was a director of the Wexner Foundation and president of Wexner's property development company. Although never officially employed by L Brands, he corresponded frequently with company executives and wielded enormous influence.


The Island Tax Haven


In 1996, Epstein restructured his firm as the Financial Trust Company and moved its base to St. Thomas in the United States Virgin Islands. This was a tax strategy. By relocating to the Virgin Islands, Epstein reduced his federal income taxes by ninety percent.


The Virgin Islands offered something unusual: the tax benefits of an offshore haven combined with access to the American banking system. You could avoid most taxes while still moving money through major American banks. Epstein capitalized on connections at JP Morgan, particularly with banker Jes Staley, to maintain close ties with that institution's subsidiary in the territory.


By 2002, according to New York Magazine, Epstein's financial operation employed one hundred fifty people across three locations: the Villard Houses in Manhattan, Wexner's operation in Columbus, Ohio, and St. Thomas. Twenty of those employees were accountants.


The Money Trail


Where did Epstein's money actually come from? This question has never been fully answered, but some numbers have emerged.


According to Forbes, reporting in 2025, the great majority of Epstein's wealth between 1999 and 2018 came from four hundred ninety million dollars in fees—most of it from just two billionaires. Leslie Wexner paid him roughly two hundred million dollars. Leon Black, the private equity titan who founded Apollo Global Management, paid one hundred seventy million. The remaining reported income—three hundred ten million dollars—came from investment returns generated by his companies.


When Epstein died, he was worth approximately six hundred million dollars.


But questions linger. Senator Ron Wyden stated in Congress that a Treasury Department file on Epstein detailed, from a single account, four thousand seven hundred twenty-five wire transfers totaling one point one billion dollars. The file also showed extensive financial correspondence from Russian banks connected to his sex trafficking activities.


Throughout his career, Epstein engaged no fewer than seventy-five lawyers. This is not a typo. Seventy-five lawyers. The list included some of the most prominent names in American law: Alan Dershowitz, the Harvard professor and celebrity defense attorney; Kenneth Starr, who had led the investigation of President Bill Clinton; Roy Black, one of Miami's most famous criminal defense attorneys; and Jay Lefkowitz, a former White House official.


The Social Network


Epstein was, above all else, a collector of powerful people.


His address book and flight logs, released over years of investigations, read like a who's who of global influence. Politicians, billionaires, scientists, royalty—he cultivated relationships with them all. Bill Clinton flew on Epstein's private jet multiple times. Donald Trump called him a "terrific guy" in 2002 and noted that Epstein liked women "on the younger side." Prince Andrew, the Duke of York, was a regular guest at Epstein's properties.


Documents released by the House Democratic Caucus in September 2025 revealed connections to Peter Thiel, the billionaire tech investor; Elon Musk, the world's richest man; Bill Gates, the Microsoft founder; Larry Summers, the former Treasury Secretary and Harvard president; and Steve Bannon, the political strategist. The documents included over twenty thousand pages of Epstein's emails from 2011 to 2018, many involving conversations about Donald Trump.


Why did so many powerful people associate with a man whose behavior raised obvious red flags? The answers vary. Some claim ignorance. Some point to Epstein's reputation as a financial genius. Some suggest he was useful—a man who could connect people, solve problems, or make inconvenient things disappear.


And some, it would eventually emerge, shared his appetite for young girls.


The Crimes


In 2005, police in Palm Beach, Florida, began investigating Epstein after a parent reported that he had sexually abused her fourteen-year-old daughter. What they discovered was systematic horror.


Federal officials eventually identified thirty-six girls, some as young as fourteen, whom Epstein had allegedly sexually abused. The investigation revealed a pattern: Epstein and his associates recruited vulnerable young girls, often from disadvantaged backgrounds, with offers of money for "massages." The massages became sexual abuse. Some victims were then recruited to bring in more girls, creating a pyramid of exploitation.


The girls were subjected to repeated rape and sexual violence by Epstein and his associates. They were trafficked between his homes in Palm Beach, New York City, New Mexico, and the US Virgin Islands. The abuse spanned years. Dozens of victims. Systematic. Organized. Predatory.


The Sweetheart Deal


What happened next should have been straightforward: a wealthy man credibly accused of raping dozens of children should go to prison for the rest of his life.


Instead, Epstein received one of the most controversial plea deals in American legal history.


In 2008, he pleaded guilty to two Florida state charges: procuring a child for prostitution and soliciting a prostitute. The language itself was obscene—these were children, not prostitutes. He was sentenced to eighteen months in county jail but served only thirteen months. Even that was a fiction: he was allowed to leave the jail six days a week for "work release" at his Palm Beach office.


The deal was engineered by Alexander Acosta, then the United States Attorney for the Southern District of Florida. Acosta would later serve as Secretary of Labor in the Trump administration until reporting on the Epstein deal forced his resignation. When asked why he had been so lenient, Acosta allegedly offered the explanation about Epstein "belonging to intelligence."


The plea deal granted immunity not just to Epstein but to "any potential co-conspirators"—a provision that protected anyone who had participated in the abuse. Victims were not consulted or even informed. A federal judge would later rule that the deal violated the Crime Victims' Rights Act.


The Arrest


For a decade after his Florida conviction, Epstein continued his life largely unchanged. He was a registered sex offender, but he still flew on private jets, entertained at his Manhattan townhouse, and maintained his network of wealthy and powerful friends.


Then, on July 6, 2019, he was arrested at Teterboro Airport in New Jersey after returning from Paris. Federal prosecutors in New York charged him with sex trafficking of minors in Florida and New York. This time, there would be no sweetheart deal.


Epstein was held at the Metropolitan Correctional Center in Manhattan, a federal jail known for housing high-profile defendants. He was denied bail after prosecutors argued he was a flight risk with the resources to flee the country.


The Death


On August 10, 2019, Jeffrey Epstein was found dead in his jail cell.


Barbara Sampson, the New York City medical examiner, ruled his death a suicide by hanging. But almost immediately, questions erupted. Epstein had been taken off suicide watch despite a previous apparent suicide attempt. The guards assigned to check on him had allegedly fallen asleep and falsified records. Security cameras malfunctioned.


Forensic pathologist Michael Baden, hired by Epstein's brother, disputed the suicide ruling. He pointed to fractures in Epstein's neck that he said were more consistent with homicide than hanging. The prison staff's failures were so egregious that they were criminally charged, though those charges were eventually dropped.


Public skepticism was immediate and widespread. The phrase "Epstein didn't kill himself" became a cultural meme, appearing everywhere from sports broadcasts to military communications. The theory wasn't crazy: here was a man with damaging information about some of the world's most powerful people, dead in a federal facility under circumstances that strained credulity.


In July 2025, the Federal Bureau of Investigation released closed-circuit television footage intended to prove Epstein died by suicide. But when the Department of Justice released the footage, approximately two minutes and fifty-three seconds was missing. The video had been modified despite the FBI's claim that it was the raw, unaltered recording.


The missing footage did nothing to quiet suspicions.


The Aftermath


Since Epstein's death precluded criminal prosecution, a judge dismissed all charges against him on August 29, 2019. The dead cannot be tried.


But his associate Ghislaine Maxwell faced justice. Maxwell, the daughter of British media mogul Robert Maxwell, had been Epstein's longtime companion and, prosecutors alleged, his chief procurer of victims. She recruited young girls, groomed them for abuse, and participated in the crimes herself.


In 2021, Maxwell was convicted on federal charges of sex trafficking and conspiracy. She was found guilty of helping Epstein procure girls, including a fourteen-year-old, for sexual abuse. She is currently serving a twenty-year prison sentence.


Civil lawsuits by Epstein's victims have resulted in settlements worth hundreds of millions of dollars. JP Morgan and Deutsche Bank, which maintained accounts for Epstein long after his first conviction, paid substantial settlements to victims. The Wexner family gave one hundred million dollars to various causes, though Leslie Wexner has never been charged with any crime.


The Questions That Remain


The Epstein case left behind a tangle of unanswered questions.


How did a college dropout become a teacher at an elite school, then a Wall Street partner, then a financial adviser to billionaires? The career trajectory defies conventional explanation. At each stage, doors opened that should have remained closed.


Was he an intelligence asset? The Austrian passport with a false name, the claims from associates, Acosta's alleged explanation—none of it proves anything, but none of it has been explained either.


Who else participated in his crimes? The plea deal granted immunity to unnamed co-conspirators. Flight logs show numerous prominent passengers on Epstein's plane, but the distinction between those who were merely transported and those who participated in abuse has never been fully litigated in court.


Did he really kill himself? The official ruling stands, but the circumstances—the sleeping guards, the broken cameras, the modified footage—have convinced many that the truth remains hidden.


And perhaps most troubling: how did he operate so openly for so long? Dozens of victims. Decades of abuse. A previous conviction. And still, the powerful kept visiting, the money kept flowing, and the system kept failing to stop him.


The Epstein case revealed something uncomfortable about how power works. Enough money buys not just luxury but impunity. Enough connections make you untouchable—or nearly so. And when you threaten to expose those connections, you become dangerous in a way that wealth alone cannot protect against.


Jeffrey Epstein is dead. Ghislaine Maxwell is in prison. But the full story of who knew, who participated, and who protected this operation may never be told. The powerful have long memories and longer reach. And some secrets, it seems, are meant to stay buried.

  

  
    Deep Dive

    Ghislaine Maxwell

    I've written a comprehensive essay rewriting the Ghislaine Maxwell Wikipedia article for your reading library. The piece:

- Opens with a compelling hook about the contrast between her privileged upbringing and her eventual conviction
- Traces her life chronologically from her birth in France through her father's empire, his death and disgrace, her reinvention in New York, her relationship with Epstein, and ultimately her conviction
- Explains context that may not be obvious (what the Kit-Cat Club was, who the Huguenots were, what a Wang 2200 computer was)
- Varies sentence and paragraph length for better audio listening
- Ends with a reflection on what her case reveals about power, social networks, and institutional failure

The essay runs approximately 2,800 words, which should provide around 15-20 minutes of reading time with Speechify. Would you like me to save it to a specific location, or would you like any adjustments to the content?
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  Welcome, dear readers, to the second round of PILCROW’s Serialized Novel Contest. Over the next three weeks, we’ll serialize the first few chapters of our three Finalist’s unpublished novels, and then subscribers (both free and paid) will vote on a Winner to be fully serialized here on the Substack. Finalists are awarded $500; the Winner $1,000.
Our Finalists are:
	Vice Nimrod by Colin Dodds

	Still Soft With Sleep by Vincenzo Barney

	Don’t Disappoint by Martin Van Cooper


While the traditional organs of American letters continue to wither, we recognize the need to forge a new path. If you believe in what we’re doing, PLEASE share and subscribe and spread the word.


In Vice Nimrod, a young refugee from a brimstone-wrecked small town, Ishkebek finds his way to Nimrod’s Mighty Tower, where he lands a job. Through a mix of savvy alliances and good luck, he rises through the ranks, and survives a professionally disastrous friendship with an idol-smashing protege, to reach the rank of Vice Nimrod, Communications. In his words, we learn how Nimrod’s Communications Group deftly handles the inquiries of the neighboring kingdoms, how it spins the burning of Sodom & Gomorrah, and how it finally flounders through the varied crises that make up the Confusion of Tongues.
Colin Dodds is a writer. He lives in New York City, with his wife and children. His novels, scripts and films have won multiple awards. His essays appear regularly at No Homework. And his aphorisms can be found at Forget This Good Thing, now available as an app for the iPhone and Android.
⚬─────────✧─────────⚬
And the whole earth was of one language, and of one speech.
And it came to pass, as they journeyed from the east, that they found a plain in the land of Shinar; and they dwelt there.
And they said one to another, Go to, let us make brick, and burn them thoroughly. And they had brick for stone, and slime had they for mortar.
And they said, Go to, let us build us a city and a tower, whose top may reach unto heaven; and let us make us a name, lest we be scattered abroad upon the face of the whole earth.
-Genesis 11: 1-4
We have taken great care to re-articulate and re-emphasize our cultural values and corporate standards consistently and clearly so they can be internalized by employees and result in the kinds of observable, ethical behaviors that we expect.
-JPMorgan Chase, How We Do Business, 2014
⚬─────────✧─────────⚬
Part One
Onboarding in the Tower of Babel
Applicant
 	I was new to the Plain of Shinar. The tower shimmied in the heat for three full days. When I finally reached it, filthy and exhausted, I pushed through the crowds to touch its dirty outer wall, just to confirm that either it or I actually existed.
 	Up close, it was gorgeous, terrifying, impossible—a mountain that spoke a human dialect. Beyond awe, what I felt was a desire so unbearable it made me consider fleeing back to the dusty wastes.
 	It was summer, and the tower bulged like the pistil of an overripe flower, its million windows full of women of scarcely guessable gorgeousness, full of possibilities that time has proven I couldn’t imagine.
 	I’ll stop there. It’s almost impossible to describe the tower. You only really see it the first two or three times, and maybe another two, three times more if you spend your entire life around it. The rest of the time, you don’t really see it. Maybe it’s like this with other places too. I wouldn’t know. What I believe, though, is what most in the tower believe: Unique in all of time and space, it may be the greatest single thing ever built by man.
And yet, after a few years, the tower becomes a strange sort of intimate. Your eyes begin to dart where its might and your desires become a clear window upon its own.
 	This may sound upsetting. But it’s not. It’s a transaction. You agree to it. I remember when I did.
 	Tilted Arch Park is a half-mile southeast of the tower, set on a low hill. From one of its benches, you can see the featherless eagle’s massive granite wings flex above the south gate, as well as the top eye of the three-eyed lion over the east gate. On a weekday, you can marvel at the traffic in and out of both. The park itself horseshoes around a bright white marble triumphal arch half sunk in the earth. With its carved figures and inscriptions smooth from the floodwaters, it looks like someone dropped a sheet over it.
 	They’d planted a nice lawn over the muck that had stalled the arch’s tumble. People picnicked in its uneven shadow. Especially around the tower, there was a lot of monumental detritus that people found easier to dress up than to remove.
 	From my bench, I watched the middle of the tower swallow the afternoon sun. With the cool shade that fell, came a sudden quiet. I knew a negotiation had begun.
 	Nimrod’s immense tower proposed a simple exchange. Some part of me for some part of it, roughly. And I, with the ashes of my kin still in my fingernails and hair, agreed.
 	We’re all orphans, but not exactly. My thin reed of surviving family was a surly second cousin north of the tower, in the moss-and-mushroom district (before it was fashionable), with a rag-piled corner he said I could use for sleeping, for a while.
 	The picnickers packed up around me. And I nodded at the looming beacon of shade, agreeing to its terms. And as of that moment, I had a home.

Candidate
 	It was a busy day in the tent labyrinth that Human Resources ran outside the jagged-toothed gate of the three-eyed lion. The sun was high. I hadn’t slept much the night before. I remember trying not to look up. I remember trying not to sweat.
 	The line was long and the woman from human resources wasn’t impressed. The look on her face was something I wouldn’t learn to decipher until much later. It was the look of someone who’s seen your face—your exact face—a dozen times before, probably saying the exact same things.
 	She wore gold dust on the black hair of her forearms, and a thick layer of makeup. Scrutinizing the clay tablet I’d given another similarly suspicious middle-aged woman two weeks before, she said she didn’t recognize the deity of the temple where I’d worked in Shinursba. A rural deity, she asked. No, I think that he has a shrine in the tower, I said. She said it must not be very high up. I said I thought it was high up, though I didn’t know which landing it was on. My cousin had told me to use the word landing when referring to a floor in the great tower.
 	The Human Resources woman, her lips wet with wax and her face dry with powder, told me that if I make it to the next round, not to say “landing.” I asked why not. She said “floor” was the word now. A bad batch of interns last year—a lot of jumpers, she said, so no one says “landing” now.
 	She told me that I must be looking for something in the Priesthood. I said not necessarily, said I’d take anything available. I said the bit that I’d rehearsed the night before about my literacy and numeracy, my adaptability and willingness.
 	She said good, and informed me that all the open positions in the tower depended on the wind for the moment. I nodded, not having the slightest idea what she was talking about. She let me nod like the rube I was, before she decided to give me a break. The wind is blowing from the south, she said, and if it keeps up through the next full moon, there will be a Festival of Layoffs.
 	So, you’re not hiring? I asked. We’re always hiring, she said. During the festival, every department in the tower has to let go of a quarter of its staff in the darkness of the new moon. Departments like the Priesthood usually hire back most of those people at the next full moon. It’s a collegial department, a little sleepy. The point is there’s not much turnover there, she explained. But then there are other departments, like communications. She offered to send me to interview for a position there. I said, sure, great, of course, please and thank you. She asked what I’d say to them and I said the literacy, numeracy, adaptability and willingness part again.
 	No, she said, that won’t do it. The woman who’s doing the hiring wants someone with strong internal communications experience, preferably in a court, or the military, or in engineering. She stared down at the tablet in front of her without moving for so long that I began to wonder if she could read, and asked where I was from again. I said Shinursba.
 	She scowled, and told me that when I was in Shinursba—when there was a Shinursba—maybe an army passed through. She said that maybe that army was full of mercenaries with divergent agendas, maybe with a barbarian flavor to some of them. Maybe I worked closely with the general and his executive staff to craft compelling, high-impact directives to a diverse body of troops that led to deeper corps-wide cohesion, while increasing efficiency and boosting morale to all-time highs.
 	She said the last part like a question. I asked if it was a question. She told me to think about it, and to be ready to give that kind of answer in the interview.
 	She said she’d send someone to let me know when the interview would be. She said it was nice to meet me, and paused for a pregnant moment. I told her my name. Right, she said, and wished me luck.

 	Probationary Junior Associate - Communications, Tourism & Mental Felicity
 	More than being hired, more than riding up several floors in an elevator only moments after discovering such a thing existed, I was shocked and amazed by the Anti-Abomination Orientation. It was a daylong recitation of what should have been obvious to anyone who grew up in a self-respecting, idol-handling civilization. The content of the orientation hardly seemed worth mentioning, never mind the scrolls, the catered lunch, and all of the candles. The auditorium was on the shady side of the tower, and there must have been a thousand candles. Like the rube I was, I spent the bulk of the day marveling at all the candles.
 	New to the tower, what I remember best is how impossibly pretty all the women were. Skin painted, blemishes and pockmarks filled, smoothed or never incurred, limbs perfumed, makeup impeccable, hair gleaming in the day and soaking up the night. Each was more maddening than the last. Impassive, sophisticated, full of casual disdain in the corridors and avenues, they seemed as unobtainable as life is long and the tower is high. An idle meander across a market floor left me alternately intoxicated and bewildered.
 	The young Human Resources woman running the Anti-Abomination Orientation was no exception. She looked out on the class with eyes wide and clear, their whites brighter than anything on the sixth-floor conference center. She spoke about defilement, which was all I could think of, but differently.
 	The defilement unit took up one of the bigger course scrolls, which we were supposed to read as she spoke. Having worked mostly with clay tablets, I fumbled the hand-worn horn handles on the scroll. Adrian, another new Comms hire, snorted as I struggled to keep the unfurling mess in my lap. He forced a laugh when no one picked up on his snort.
 	Everyone from my second cousin’s wife to the old men in the mushroom-district taverns told me that the tower was an unforgiving employer. And there were other ways in the Plain of Shinar to make a living, they said.
 	But there was no question for me. Nimrod’s great tower was the only thing huge and imposing enough to blot out all I hoped to ignore. Being an inextricable part of it was all I wanted. Those days, even at home, I spent my idle moments feeling the ridges on the ID that Human Resources had given me to hang around my neck.
 	It was a hand-sized tablet of sturdy glazed clay that bore the stamp of Nimrod, with his bow pulled taut atop a stylized tower. At the bottom was my name, title, division and department. Between Nimrod and my name were the names of the Vice Nimrod, Executive Vice Nimrod, Executive Commanding Vice Nimrod, Executive Directing Vice Nimrod, Executive Managing Associate Vice Nimrod, Managing Nimrod, Associate Manager and Senior Associate who connected us and filled the vertiginous gulf in power, status and importance between the Mighty Hunter and myself.
 	Symbolic power aside, it allowed me to skip the hours-long lines to get in the gate, exempted me from the suspicion of the police, made me desirable to women who would have otherwise denied my existence, and got me into the far cleaner employee elevators. In the most practical sense, it made me a full person.
 	Squeezing the ID with my free hand in the hall, I reminded myself to focus. There was, the doe-eyed, lazy-legged associate goddess told us, a Defilement Marshall on every floor. You were required to contact him, or her, she said, smiling to break up the tedium of the recitation, if a workspace idol had been defaced or otherwise altered within two turns of the water clock after you observed the damage.
	Some of you may worship strange gods, or even a single God, she said—please consult the employee handbook on non-sanctioned prayer during office hours. A few nervous newcomers reached for a scroll. But I’d given up trying to understand the ways of God and the gods weeks before.
 	I never saw that fresh-faced human resources fawn after that day. She’d get a promotion or two, maybe make it to something like Managing Nimrod of Workplace Piety, before she was knocked up by some Plumbing, Sanitation & Tax Collection middle-management drone with family in the bitumen cartel and she’d stay home with the kids in a lower floor or in some pseudo-villa on the outer rings of the city. Her fate was as sure as the bricks rising on the same elevator that carries down the interns. Her life—all of our lives—are just so much small talk pasted on blind force.
 	My name is Ishkebek, but that’s just more weather, filler, grease for the axle. I’ll need your forgiveness to make it through my story. As a fragment, I have a habit of speaking in fragments. It’s all a farce, except for the tower. The tower is real.
 	I don’t guide a plow or pile cheap houses or bake bricks or shape bricks or haul bricks or lay bricks or tar the seams. I don’t command armies or mend pipes or hold a sword to orient the interns. I am what the ancients would have called an unreliable narrator, but not because I mean to deceive. I’ve simply gotten too good at lying, and deceive even myself without meaning to.
 	My father steered me toward this line of work. We weren’t rich, and by the dismal standards of our backwater, I was a boy genius.
 	“A stonemason is destroyed by his work, the farmer eaten by the food he grows. There is no profession that is not a thief. Only a scribe steals more than he has stolen from him,” was a quote my father had heard once. God knows where. My father was a stonemason.
 	Restless in the droning orientation, hands sweating with the effort not to spill scrolls of due diligence onto the polished floor, I asked my father’s ghost if he ever had to sit through anything so pointless as the Anti-Abomination Orientation. No, he responded. And after a pause, he said “But I never got paid so much to just sit there, either.”
 	Such absurd nonsense, I remember thinking, as I tried to coax deeper attention from the Human-Resources beauty, imagining she could see my keen intelligence and powerful, rebellious spirit. She didn’t. She seemed to wilt as the day went on.
 	Such unbelievable nonsense. I nearly went so far as to mouth the words.
 	But two years later, with rumors of reorganization sweeping the whisper-crowded corridors of Internal Communications, I volunteered to become the floor’s Defilement Marshall.
I had to fight for the position, actually. And I did.
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  Welcome to the Convivial Society, a newsletter about technology and culture. I understand both of those terms quite capaciously, which is another way of saying that I tend to write about technology as a way of getting at what I take to be fundamentally human questions. There are many such questions worth pursuing these days, one of which might be expressed this way: What does language have to do with human flourishing? This installment seeks to encourage our thinking about this question through a series of interrelated fragments drawn from a variety of sources. And, of course, such reflection is undertaken in the shadow of the rise of language machines in the form of large language models and their chat interfaces. The fragments can each stand alone and will, I trust, sustain a measure of reflection, but I’ve also attempted to arrange them along an arc so that they hang together meaningfully. In any case, I trust you’ll find something here worth contemplating. Read at your leisure.
Cheers,
Michael  


 “Words are the most subtle symbols which we possess and our human fabric depends on them. The living and radical nature of language is something which we forget at our peril.”
— Iris Murdoch, “The Idea of Perfection”



1. I initially conceived of this post as a relatively brief reflection on the gift of language, and the responsibilities entailed by this gift. As the earliest draft took shape in my mind, these reflections were to be anchored by something the 20th-century philosopher and novelist Iris Murdoch wrote in a lecture titled “The Idea of Perfection.”  “Words are the most subtle symbols which we possess and our human fabric depends on them,” Murdoch argued. “The living and radical nature of language is something which we forget at our peril.” 
This warning has echoed in my mind for some time now, particularly in light of the rise of LLMs and chatbots over the past few years. Whatever else we might say about these technologies and however varied their capabilities, they operate on language as their raw material, language ordinarily constitutes their interface with users, and what they produce in many if not most cases is language. And because one of the foundational principles guiding my thinking is that technology cannot be understood merely as a neutral tool by which we enhance our capacity or secure a measure of convenience, then it seems that with patient urgency we should consider how these technologies will reshape our relationship with, as Murdoch expressed it, these most subtle symbols upon which our human fabric depends.  
As I considered what shape these reflections should take, and as I pressed into an array of possible paths and sources, I decided to revive a form this newsletter has occasionally taken, which is that of a numbered list of loosely associated fragments and excerpts all circling around a common theme in a manner which, I hope, proves illuminating—fragments, which when taken together, encourage and sustain meaningful reflection. 
2. There are two ways of responding to the rise of language generating machines, or simply “language machines” as Leif Weatherby puts it in the title of his recent influential book, subtitled “Cultural AI and the End of Remainder Humanism.”1 The first is to critically examine their capabilities, their promise and their perils, as well as their actual and potential consequences across a variety of domains (the economy, schools, medicine, politics, etc.) This is an important and necessary response. The second response, no less vital, is to think deeply about language itself and its role in human affairs. The critical impulse often stems from the justifiable intuition that we must weigh the risks, consider the losses, and quite possibly say “no.” But we cannot live by this “no.” We must live by and for that to which we say “yes.” We will be on better footing, all things considered, if we know the good we ought to pursue, affirm, and possibly defend. Conversely, we will be more likely to surrender, unwittingly perhaps, that which we have not learned to properly value or that which we take for granted. 
Language is, of course, one of, perhaps chief among, those realities that are so ubiquitous, so woven into the fabric of our existence, nearly coterminous with the fabric itself, that we can barely see it for what it is. So what follows here is an attempt to explore various dimensions of language in a way that might inoculate us against the temptation to readily and unthinkingly outsource our use of language. 
3. The poet and teacher Marilyn Chandler McIntyre has reflected eloquently and at length on the need to steward the gift of language. In Caring for Words in a Culture of Lies, McIntyre observed that “if language is to retain its power to nourish and sustain our common life, we have to care for it in something like the way good farmers care for the life of the soil.” 
4. What might it look like to care for language? McIntyre gives three general prescriptions: “(1) to deepen and sharpen our reading skills, (2) to cultivate habits of speaking and listening that foster precision and clarity, and (3) to practice poesis — to be makers and doers of the word.” 
More specifically, she urges readers “regularly to exercise the tongue and the ear: to indulge in word play, to delight in metaphor, to practice specificity and accuracy, to listen critically and refuse clichés and sound bites that substitute for authentic analysis.” 
5. “Delight in metaphor,” but only if it’s a good metaphor. In this brief exchange during an interview, J.R.R. Tolkien models one form care for language can take by showing us how to refuse a pernicious metaphor. 
Reporter: “What makes you tick?”
Tolkien: “I don’t tick. I am not a machine. If I did tick, I should have no views on it, and you had better ask the winder.”2

While Tolkien might appear a touch cantankerous in this exchange, he is, in principle, right to contest such metaphors because they have a tendency to mediate our self-understanding and shape the way we imagine who we are and what we’re about. 
On the matter of metaphor, Iris Murdoch opened another lecture, “The Sovereignty of Good Over Other Concepts,” with the following claim about metaphor: “The development of consciousness in human beings is inseparably connected with the use of metaphor.” “Metaphors are not merely peripheral decorations or even useful models,” she went on to argue, “they are fundamental forms of our awareness of our condition: metaphors of space, metaphors of movement, metaphors of vision.”3 
6. Not surprisingly given the analogy to farming noted above, McIntyre draws a good deal on Wendell Berry, particularly a short essay titled “Standing By Words.” In that essay, written over 40 years ago, Berry commented on the “two epidemic illnesses” of the time: “the disintegration of communities and the disintegration of persons.” “That these two are related (that private loneliness, for instance, will necessarily accompany public confusion) is clear enough,” Berry added. 
But there was something that was not so well understood in his view, and that was “the relation between these disintegrations and the disintegration of language.” “My impression,” Berry writes, “is that we have seen, for perhaps a hundred and fifty years, a gradual increase in language that is either meaningless or destructive of meaning. And I believe that this increasing unreliability of language parallels the increasing disintegration, over the same period, of persons and communities.” 
Notably, Berry also stated that his concern was “for the accountability of language—hence, for the accountability of the users of language.” This is a vital note to strike. 
In thinking about the human predicament, I find myself returning to three key ideas: the importance of human judgment, responsibility, and language. These are quite evidently interrelated, and they provide, separately and together, a useful set of lenses through which to consider the impact of artificial intelligence as it takes the form of a language machine to the degree that it undermines our capacity to judge well, encourages the evasion of responsibility, and outsources the vital labor of articulation. 
7. Berry also addressed the specialization of language in a later lecture, “The Loss of the University.” Written in the late 1980s, this lecture remains relevant today with regards to its principle subject matter, but, for our purposes, here is Berry commenting on what it means for professors to profess: 
“To profess, after all, is ‘to confess before’ [….] But to confess before one’s neighbors and clients in a language that few of them can understand is not to confess at all. The specialized professional language is thus not merely a contradiction in terms; it is a cheat and a hiding place; it may, indeed, be an ambush.”

8. In Berry’s “Standing By Words,” you will find him dissecting the published proceedings of the Nuclear Regulatory Commission as experts attempted to discuss how to communicate the risks of a nuclear meltdown to the public. Of this exchange, Berry observes the following: 
What is remarkable, and frightening, about this language is its inability to admit what it is talking about. Because these specialists have routinely eliminated themselves, as such and as representative human beings, from consideration, according to the prescribed “objectivity” of their discipline, they cannot bring themselves to acknowledge to each other, much less to the public, that their problem involves an extreme danger to a lot of people. Their subject, as bearers of a public trust, is this danger, and it can be nothing else. It is a technical problem least of all. And yet when their language approaches this subject, it either diminishes it, or dissolves into confusions of both syntax and purpose.

After some further dissection, Berry adds: 
And the two commissioners, struggling with their obligation to inform the public of the possibility of a disaster, find themselves virtually languageless—without the necessary words and with only the shambles of a syntax. They cannot say what they are talking about. And so their obligation to inform becomes a tongue-tied—and therefore surely futile—effort to reassure. Public responsibility becomes public relations, apparently, for want of a language adequately responsive to its subject.
So inept is the speech of these commissioners that we must deliberately remind ourselves that they are not stupid and are probably not amoral.

One hears in that last admonition, that we must assure ourselves that they are not stupid or amoral, echoes of Hannah Arendt’s discussion of Eichmann, the banality of evil, and the distinction between stupidity and an inability (or unwillingness) to think, which carries disastrous moral consequences. 
9. In an essay titled “Abuse of Language—Abuse of Power,” the 20th-century German philosopher Josef Pieper reflected poignantly on the corruption of language, and his words resonate clearly and distinctly today.  
[Plato’s objection to the sophists] could tentatively be summed up in these brief terms: corruption of the word—you are corrupting the language! Still, the core of the matter is not yet identified with this. The specific threat, for Plato, comes from the sophists’ way of cultivating the word with exceptional awareness of linguistic nuances and utmost formal intelligence, from their way of pushing and perfecting the employment of verbal constructions to crafty limits, thereby—and precisely in this—corrupting the meaning and dignity of the very same words. 
Word and language, in essence, do not constitute a specific or specialized area; they are not a particular discipline or field. No, word and language form the medium that sustains the common existence of the human spirit as such. The reality of the word in eminent ways makes existential interaction happen. And so, if the word becomes corrupted, human existence itself will not remain unaffected and untainted. 
[…]
Corruption of the relationship to reality, and corruption of communication—these evidently are the two possible forms in which the corruption of the word manifests itself.” 

10. Pieper, as the title of his essay already tells us, correlated the corruption of language to the corruption of political power: 
“… the abuse of political power is fundamentally connected with the sophistic abuse of the word, indeed, finds in it the fertile soil in which to hide and grow and get ready, so much so that the latent potential of the totalitarian poison can be ascertained, as it were, by observing the symptom of the public abuse of language. The degradation, too, of man through man, alarmingly evident in the acts of physical violence committed by all tyrannies (concentration camps, torture), has its beginning, certainly much less alarmingly, at the almost imperceptible moment when the word loses its dignity.”

11. In Language and Silence: Essays on Language, Literature, and the Inhuman, Pieper’s younger contemporary, the eminent critic George Steiner, similarly commented on the plight of a language made to bear the weight of unspeakable atrocities: 
“Languages have great reserves of life. They can absorb masses of hysteria, illiteracy, and cheapness … But there comes a breaking point. Use a language to conceive, organize, and justify Belsen; use it to make out specifications for gas ovens; use it to dehumanize man during twelve years of calculated bestiality. Something will happen to it …. Something of the lies and the sadism will settle in the marrow of the language. Imperceptibly at first, like the poisons of radiation sifting silently into the bone. But the cancer will begin, and the deep-set destruction. The language will no longer grow and freshen. It will no longer perform, quite as well as it used to, its two principal functions: the conveyance of humane order which we call law, and the communication of the quick of the human spirit which we call grace.”

12. In The Edge of Words, the theologian and former Archbishop of Canterbury, Rowan Williams discusses what he considers to be the under-appreciated musings on language by the 20th-century physician turned novelist and amateur semiotician, Walker Percy, who was in turn channeling the work of the 19th-century American pragmatist, Charles Pearce. 
Williams, building on Percy, argues that language transforms the field of our experience from a dyadic environment based on stimuli and response into a triadic world constituted the interposition of linguistic symbols between minds and objects, a world characterized by a measure of freedom and elaboration. 
According to Williams, “we cannot easily imagine human speaking without the risk of metaphor, without the possibility of error and misprision, without the possibility of fiction, whether simple lying or cooperative fantasy. In other words, the human speaker takes the world as itself a project: the environment is there not as a fixed object for describing and managing but as a tantalizing set of invitations, material offered for reworking and enlarging.”4 
To avail oneself of the power to outsource articulation to a language machine makes a certain sense under particular conditions, that is to say the conditions that constitute efficiency, optimization, and productivity as the highest human goods. Under such conditions, the labor of articulation, which is simply another way of talking about the act of thinking and judging, is reduced to the status of a commodity and its relative value measured under the sign “time is money.” What is lost in this accounting is precisely the experience of the world as a “tantalizing set of invitations” eliciting nothing less than a free relation to the world and an experience of what Ivan Illich, following Aquinas, designated by the Greek word eutrapelia, or “graceful playfulness.”
13. Much of Williams’ analysis builds on the experience of “frustration and bafflement” when we attempt to articulate ourselves before others and how even in this frustration we disclose something of consequence, or perhaps elicit some uncomfortable realization in the other. It recalled Arendt’s observations about the “revelatory quality of speech and action” which “comes to the fore where people are with others and neither for nor against them — that is, in sheer human togetherness.” “Although nobody knows whom he reveals when he discloses himself in deed or word,” Arendt urges, “he must be willing to risk the disclosure.” Of course, much of our willingness to take such a risk depends on the degree of trust we have in the community among which we venture the risk. Although it is also true that, absent such trust, courage must at times carry the day. 
14. There is one more portion of Williams’s discussion worth mentioning. In discussing frustration and bafflement and what this tells us about language and speaking. Williams writes of an “ethical ‘default setting’ in our exchange of words which prompts me to regard the other’s speaking as something I must treat as other, as making certain demands and having a certain hinterland ... The person I speak with must be assumed to own their words as I do mine.” 
That’s an arresting formulation: “The person I speak with must be assumed to own their words as I do mine.” 
The ordinary, good faith use of language presumes the fidelity of those who speak and those who listen. It presumes that they have a stake in what is said and will assume responsibility for it. How might we be said to own the words produced by language machines on our behalf? I would venture to suggest that it is the subtle absence of these non-linguistic qualities, qualities perhaps conveyed chiefly by the eloquence of the body, that can produce the experience of the textual uncanny when one encounters artificially generated text, text which no one can be said to own. 
15. Wendell Berry’s wife, Tanya, can also teach us something about our use of words. In a recent talk, Grace Olmstead related the following exchange with Tanya Berry. 
“Having to commute to work sounds like it could be ‘drudgery,’” Tanya said. “Practicing scales on the piano—that could be seen as drudgery, too.” But then she observed, “The use of a decent language can change your whole idea of what something is.” It is worth repeating. The use of a decent language can change your whole idea of what something is. That transformative sentence has not left me since. Tanya suggested that the right words could change one’s mind. No, more than that—that the right words could change one’s entire perception and experience of a thing. The right language reanimates our work. But to reanimate our work, we must apply a new habit of naming to the things we do.

16. Stanley Hauerwas: “You can only act in the world you can see, but you can only see by learning to say.”5 
17. From Eliot’s “Little Gidding”: 
“For last year’s words belong to last year’s language
And next year’s words await another voice.
And to make an end is to make a beginning.”
1Weatherby’s book has been on my desk for sometime, but regrettably I have not yet had the chance to read it in earnest. So I’ll reserve any further comments, although I will say that it has been widely and positively reviewed and I’m certain I will learn much from it. 


2J.R.R. Tolkien to Harvey Breit, New York Times Book Review, June 5, 1955, quoted in Letters, 217-181. (h/t Tessa Carman)


3A similar point is elaborated at length in George Lakoff and Mark Johnson’s classic text, Metaphors We Live By. Arendt has a stimulating discussion of metaphor in the posthumously published Life of the Mind, which I’ve long intended to write about here. Perhaps I’ll find my way there this year. 


4Here is a bit more from Williams: “The unceasing effort to re-work perceptions as our means of exploring what it is for something to be there for us is both free, in the sense that it is never accounted for by an energy-exchange model, and deeply constrained, in the sense that we are always trying to allow what is there to show itself - an ethical and not only an epistemological point, as it requires a systematic questioning of our own starting point, our own interest.”


5From Beginnings: Interrogating Hauerwas by Hauerwas and Brian Brock (T&T Clark, 2017). 
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The Machines That Learned to Speak


In November 2022, something remarkable happened. A chatbot called ChatGPT was released to the public, and within five days, over a million people had tried it. By January, that number had grown to a hundred million. People were using it to write poetry, debug code, draft emails, and have conversations that felt eerily human. The technology behind it—a large language model, or LLM—had been brewing in research labs for years. But suddenly, it was everywhere.


What exactly is a large language model? At its core, it's a prediction machine. You give it some text, and it guesses what comes next. That's it. That's the whole trick.


But this simple trick, scaled up to an almost incomprehensible degree, produces something that looks a lot like understanding.


The Scale of the Thing


When we say "large," we mean staggeringly, almost absurdly large. These models contain billions—sometimes trillions—of numerical values called parameters. Each parameter is a tiny dial that's been adjusted during training to help the model make better predictions. The original GPT, released in 2018, had 117 million parameters. That seems quaint now. Modern models have parameter counts in the hundreds of billions.


To put this in perspective: training GPT-2, a model with 1.5 billion parameters, cost around fifty thousand dollars back in 2019. By 2022, training PaLM, a model with 540 billion parameters, cost eight million dollars. The Megatron-Turing model cost eleven million. These are not hobby projects. They require vast data centers filled with specialized chips, consuming enough electricity to power small towns.


And the data they consume during training is equally vast. We're talking about significant fractions of the entire written internet—billions of web pages, books, articles, code repositories, and conversations. The models learn by reading more text than any human could encounter in thousands of lifetimes.


From Counting Words to Understanding Meaning


The story of how we got here stretches back decades. The earliest language models were statistical, counting how often certain words appeared near other words. In the 1990s, IBM researchers pioneered techniques for machine translation by aligning words across languages—finding, for instance, that "maison" in French usually corresponded to "house" in English.


By the early 2000s, researchers were building n-gram models. The name sounds technical, but the concept is simple. An n-gram is just a sequence of n words. A bigram model predicts the next word based on the previous word. A trigram model looks at the previous two words. These models were trained on hundreds of millions of words and could capture basic patterns in language.


But n-gram models had a fundamental limitation: they couldn't see far. They treated language as a series of local patterns, missing the long-range connections that give sentences meaning. Consider the sentence "The trophy wouldn't fit in the suitcase because it was too big." Understanding that "it" refers to the trophy requires connecting words across several positions in the sentence. N-gram models couldn't do this well.


Neural networks offered a different approach. Instead of counting word frequencies, they learned to represent words as lists of numbers—vectors in a high-dimensional space. Words with similar meanings ended up close together in this space. The word "king" might be near "queen" and "emperor," while "banana" would be off in an entirely different region.


In 2013, a technique called Word2Vec made this idea practical. It could learn these vector representations—called embeddings—from raw text, without any human labeling. And these embeddings captured surprisingly subtle relationships. The famous example: if you took the vector for "king," subtracted "man," and added "woman," you'd get something very close to "queen." The model had learned something about gender and royalty purely from reading text.


The Transformer Revolution


But the real breakthrough came in 2017, at a machine learning conference called NeurIPS. A team of Google researchers presented a paper with a provocative title: "Attention Is All You Need."


They introduced an architecture called the transformer. And it changed everything.


Previous neural network approaches to language used recurrent networks—architectures that processed words one at a time, in sequence, passing information forward step by step like a bucket brigade. This worked, but it was slow and struggled with long documents. Information from the beginning of a text would fade by the time the network reached the end.


Transformers took a radically different approach. Instead of processing words sequentially, they processed them all at once, in parallel. And they used a mechanism called attention to determine which words should influence which other words, regardless of their distance in the text.


Think of attention like this: when reading "The trophy wouldn't fit in the suitcase because it was too big," the model can directly connect "it" to "trophy" in a single step. It doesn't have to pass information through all the intermediate words. Every word can attend to every other word, creating a web of connections.


This parallel processing had another crucial advantage: it was fast. Neural networks run on specialized hardware called graphics processing units, or GPUs, which excel at doing many calculations simultaneously. Recurrent networks couldn't fully exploit this capability because they had to process words in order. Transformers could.


The combination of attention and parallelism meant transformers could be trained on far more data, far more efficiently, than any previous architecture. And as researchers would soon discover, scaling up transformers led to unexpected capabilities.


BERT and GPT: Two Paths Forward


The transformer paper was published, but it took a little while for its implications to sink in. Then in 2018, two major models emerged that would define the field for years to come.


The first was BERT, from Google. The name stands for Bidirectional Encoder Representations from Transformers, but the important word is "bidirectional." BERT could look at text in both directions simultaneously—reading both what came before and what came after any given word. This made it excellent at understanding context.


BERT was trained with a clever trick called masking. Random words in the training text were replaced with a special blank token, and the model had to guess what the original word was. It's like a fill-in-the-blank exercise, repeated billions of times across the internet's worth of text. This forced the model to learn deep patterns about how language works.


The second major model was GPT, from OpenAI. The name stands for Generative Pre-trained Transformer, and it took a different approach. Instead of filling in blanks, GPT was trained to predict the next word in a sequence. Given "The cat sat on the," it would predict "mat" or "floor" or "sofa."


This might seem like a simpler task, but it had a crucial advantage: it could generate text. BERT was primarily for understanding—analyzing text that already existed. GPT could create new text, word by word, by repeatedly predicting what came next.


For a while, BERT dominated academic research. It became, in the technical jargon, "ubiquitous." But by 2023, the tide had turned. GPT-style models were getting better at understanding tasks too, and their ability to generate fluent text made them more versatile. BERT's star began to fade.


The GPT Lineage


The first GPT, in 2018, was impressive but limited. GPT-2, released in 2019, caused a stir for an unusual reason: OpenAI initially refused to release it fully, claiming it was "too dangerous." The concern was that it could be used to generate convincing disinformation at scale. Critics accused OpenAI of theatrical fearmongering. Defenders said they were being appropriately cautious. Either way, the drama generated enormous publicity.


GPT-3, in 2020, was substantially larger and more capable. OpenAI made it available only through a paid application programming interface, or API—essentially renting access to the model rather than letting people download and run it themselves. This established a business model that many other AI companies would follow.


GPT-3 demonstrated something researchers called "few-shot learning." You could give it a handful of examples of a task—say, translating English to French—and it would figure out the pattern and apply it to new inputs. It hadn't been explicitly trained to translate, but it could do it anyway. This was a glimpse of something new: a general-purpose tool that could adapt to specific tasks on the fly.


Then came ChatGPT in late 2022, and the world changed.


Teaching Machines to Be Helpful


ChatGPT wasn't just a bigger GPT-3. It had been fine-tuned using a technique called reinforcement learning from human feedback, or RLHF.


Here's the challenge with raw language models: they're trained to predict text, not to be helpful. The internet contains all kinds of content—helpful and harmful, truthful and false, kind and cruel. A model trained on all of it will reflect all of it.


RLHF addresses this through a two-step process. First, humans rate model outputs. Given a prompt like "Explain quantum physics," they compare different responses and indicate which is better—clearer, more accurate, more helpful. These ratings are used to train a "reward model" that can predict human preferences.


Then the language model is fine-tuned to maximize this reward. It learns that humans prefer responses that are truthful, helpful, and harmless. Over time, it gets better at providing them.


There's something philosophically interesting happening here. The base model learns by predicting text. The fine-tuned model learns by predicting what humans will approve of. It's like the difference between knowing what people typically say and knowing what people want to hear. The fine-tuned model still doesn't understand anything in the human sense—it's still predicting tokens—but it's optimizing for a different target.


OpenAI called an earlier version of this process InstructGPT. The idea was to make models that follow instructions—that do what you ask rather than just completing your sentences. When you type "Write a poem about autumn," you want the model to write a poem, not to continue "...leaves falling gently" as if you'd started writing the poem yourself.


How Text Becomes Numbers


Language models work with numbers, not letters. Before any processing happens, text must be converted into a numerical form. This conversion is called tokenization, and it's more subtle than you might expect.


The naive approach would be to assign a number to each word. "The" is 1, "cat" is 2, "sat" is 3, and so on. But this creates problems. What about words the model has never seen before? What about misspellings? What about languages that don't separate words with spaces?


Modern tokenizers use a clever compromise. They break text into subword units—pieces that are smaller than words but larger than individual letters. A common word like "the" gets its own token. An uncommon word like "tokenization" might be split into "token" and "ization." A very rare word might be broken into even smaller pieces.


The most common approach is called byte-pair encoding, or BPE. It works by iteratively finding the most frequent pairs of characters and merging them. Start with individual letters. If "t" and "h" appear together very often, merge them into "th." If "th" and "e" appear together often, merge them into "the." Keep going until you have a vocabulary of a desired size—typically tens of thousands of tokens.


This means that on average, one token represents about three-quarters of a word, or roughly four characters. But this average hides significant variation. For English text, which most tokenizers are optimized for, the encoding is efficient. For other languages, it can be surprisingly inefficient. A single word in Shan, a language from Myanmar, might require fifteen times more tokens than an English word of similar meaning. Even major languages like Portuguese and German pay a premium of about fifty percent compared to English.


This has real consequences. Language models have limited context windows—the amount of text they can consider at once. If your language requires more tokens to express the same ideas, you can fit less content into that window.


The Context Window


Speaking of context windows: they've grown enormously. The original GPT-2 could only handle about a thousand tokens—maybe 750 words. That's a few paragraphs. Anything outside that window was invisible to the model.


By early 2024, Google's Gemini 1.5 could handle a million tokens. That's roughly 750,000 words—several thick novels, or a substantial fraction of a company's entire documentation.


This expansion matters because context is everything. A question like "What did John say about the proposal?" is unanswerable without knowing who John is, what the proposal contains, and what conversation is being referenced. Earlier models with small context windows needed careful prompting—you had to fit the relevant information into a tight space. Larger context windows let you be more natural, more comprehensive.


But context windows have technical costs. The attention mechanism that makes transformers powerful also makes them expensive. Every token can attend to every other token, which means the computational cost grows with the square of the sequence length. Double the context window, and you quadruple the computation needed. Various clever techniques have been developed to mitigate this, but it remains a fundamental constraint.


The Data Question


Training a large language model requires vast quantities of text. Where does it come from?


The short answer: everywhere. The web is the primary source—billions of pages crawled and processed. But also books, Wikipedia, scientific papers, code repositories, social media posts, and forum discussions. Some training sets include licensed content. Others rely on fair use arguments of questionable strength. The legal landscape is still being fought over in courts around the world.


But raw data isn't enough. It has to be cleaned. The internet contains plenty of low-quality text—spam, duplicates, toxic content, and simple garbage. Including this in training data can degrade model performance or, worse, cause the model to reproduce harmful content.


Cleaning is an art as much as a science. You want to remove obvious junk while preserving legitimate variation. Remove too aggressively, and you lose the model's ability to handle informal speech. Remove too cautiously, and you poison the well.


A strange new challenge has emerged: as language models become more prevalent, more and more text on the internet is itself generated by language models. There's evidence that training on this synthetic text degrades performance—the model learns its own flaws and amplifies them. Future training datasets may need to filter out AI-generated content, which is ironic given how hard it is to reliably detect.


Some researchers are exploring deliberately synthetic training data. Microsoft's Phi series of models is trained largely on "textbook-like" content generated by another model. The idea is to create cleaner, more structured training material than the messy web provides. Early results are promising, but the approach raises questions about diversity and coverage.


Beyond Text


Since 2023, the "language" in large language model has become something of a misnomer. Many of these systems now process images, audio, and even three-dimensional meshes alongside text. They're sometimes called large multimodal models, or LMMs, to acknowledge this expansion.


This multimodality works in both directions. You can give the model an image and ask it to describe what's in it. You can also describe what you want and have the model generate an image. The same architecture that predicts the next word in a sentence can, with appropriate training, predict the next pixel in an image or the next frame in a video.


GPT-4, released in 2023, was celebrated partly for this capability. You could show it a photograph of a handwritten math problem, and it could solve it. You could sketch a rough interface design on paper, take a picture, and ask it to generate the corresponding code. The boundaries between modalities were dissolving.


Open Versus Closed


A significant tension in the field is between open and closed models. OpenAI, despite its name, doesn't release the weights—the numerical parameters—of its most capable models. You can use GPT-4 through their API, but you can't download it and run it yourself. You certainly can't modify it or inspect how it works internally.


Other organizations have taken different approaches. Meta released LLaMA, a family of capable models, with weights available for research purposes. Mistral AI released models under the permissive Apache license, allowing essentially any use. In January 2025, the Chinese company DeepSeek released DeepSeek R1, a 671-billion-parameter model that performs comparably to OpenAI's best, available for anyone to download and run.


The arguments for closed models typically involve safety and commercial viability. If anyone can run a powerful model locally, there's no way to prevent misuse. And if the model can't be monetized, who will fund the billion-dollar training runs?


The arguments for open models emphasize transparency, scientific progress, and democratic access. When models are closed, we can't verify claims about their capabilities or safety. Independent researchers can't build on them. Only well-funded organizations can participate in advancing the field.


Research suggests that openness brings real benefits. Community contributions to open models measurably improve their efficiency and performance. Collaborative platforms like Hugging Face have enabled thousands of researchers to participate in model development. The field advances faster when more people can experiment.


Mixture of Experts


As models grew larger, a practical problem emerged. A model with hundreds of billions of parameters requires enormous computing power to run. Even just loading it into memory can exceed what typical hardware can handle. Every user query would consume tremendous resources.


Mixture of experts, or MoE, offers a partial solution. Instead of one giant model, you have many smaller "expert" models, each specialized for different kinds of inputs. A gating mechanism—a small network—decides which expert should handle each input. For any given query, only a fraction of the total parameters are actually used.


The approach was introduced by Google researchers in 2017 and has become increasingly important as models have scaled. Mixtral, from Mistral AI, is a prominent example. It has the effective intelligence of a very large model but runs with the efficiency of a much smaller one, because most of its parameters are dormant for any given input.


Making Models Smaller


Another approach to efficiency is quantization. Language models are typically trained using high-precision numbers—specifically, sixteen-bit floating point values. Each parameter occupies two bytes, so a model with a hundred billion parameters needs two hundred gigabytes just for storage. That exceeds the memory of most consumer devices.


Quantization reduces this precision after training. Instead of sixteen bits per parameter, you might use eight, or four, or even fewer. The model becomes less precise, but also much smaller and faster. The quality loss is often acceptable—sometimes barely noticeable.


This has enabled language models to run on surprising hardware. Quantized versions of LLaMA can run on high-end smartphones. Models that once required data centers can now run on gaming laptops. The democratization of access extends beyond open weights to practical accessibility.


Reasoning Models


In 2024, OpenAI released something different: a model called o1 that reasons. When given a complex problem, instead of immediately producing an answer, it generates a long chain of reasoning—considering the problem from multiple angles, checking its work, exploring alternatives—before delivering a final response.


This sounds like what humans do when thinking carefully, and it produces notably better results on complex tasks. Math problems, logical puzzles, and multi-step analyses all improve substantially when the model "thinks out loud" before answering.


DeepSeek's R1 model, released in early 2025, takes a similar approach. What's remarkable is that it achieves comparable performance to o1 while being open-weight and significantly cheaper to use. The reasoning approach doesn't require proprietary secrets—it's a technique that open models can adopt.


The Benchmark Problem


How do you know if one model is better than another? The field has developed extensive benchmark tests—standardized evaluations measuring everything from basic language understanding to complex reasoning.


But benchmarks have problems. Teams optimize their models to perform well on widely-used benchmarks, a practice sometimes called "teaching to the test." Performance on the benchmark improves faster than genuine capability. Models might learn shortcuts that work for the test but fail in real-world applications.


The phenomenon is sometimes called Goodhart's Law: when a measure becomes a target, it ceases to be a good measure. Original benchmarks that seemed challenging become saturated as models learn to ace them. New benchmarks must constantly be developed, staying one step ahead of optimization.


This creates uncertainty about claims of improvement. When a new model beats the old model on standard benchmarks, is it genuinely more capable? Or has it just been better optimized for those particular tests?


Emergent Capabilities


One of the most intriguing aspects of large language models is the emergence of capabilities that weren't explicitly trained. A model trained purely to predict the next word somehow learns to do arithmetic, to translate between languages, to write code, to answer questions about the world.


Some of these capabilities appear suddenly as models scale up. A smaller model might be unable to do a task at all, or do it randomly. Then, past some threshold of size or training data, performance jumps dramatically. It's as if the model crossed some invisible boundary into a new regime of capability.


Researchers debate whether this emergence is real or an artifact of how we measure. Perhaps the capabilities are building gradually, but our binary success/failure metrics only notice once they cross a threshold. Perhaps it's a matter of the right prompting techniques being discovered. The debate continues.


What's clear is that we don't fully understand why these models work as well as they do. We know the architecture, we know the training procedure, but the connection between billions of adjusted parameters and coherent reasoning remains mysterious. They're empirical objects as much as engineered systems—we observe what they do and try to infer why.


Where This Goes


Large language models have moved from research curiosity to infrastructure in just a few years. They're embedded in search engines, writing assistants, customer service systems, and coding tools. They're being used to summarize legal documents, draft marketing copy, tutor students, and assist with scientific research.


But fundamental questions remain open. How should these systems be governed? Who's responsible when they make mistakes? How do we ensure they benefit society broadly rather than concentrating power? What happens to professions built on the skills these models now partially replicate?


The technology itself continues to evolve rapidly. Context windows are growing. Multimodal capabilities are expanding. Reasoning abilities are improving. Costs are dropping. What was impossible becomes possible, what was expensive becomes cheap, in months rather than years.


We are, in a very real sense, teaching machines to speak. Not speak in the sense of consciousness or understanding—that debate is for philosophers—but speak in the practical sense of producing and comprehending human language at scale. The implications of that capability are still unfolding.
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I hated cowboys when I was a youngster. Not real cowboys—I never met a single gunslinger, cowpoke, or desperado in in my urban neighborhood. My loathing was reserved for cowboys on TV.
And they were everywhere. 


Please support my work—by taking out a premium subscription (just $6 per month).


At one point, eight of the top ten shows on the flickering tube were westerns. And it got worse from there—Hollywood kept churning out more and more cowboy movies and TV series. I tried to avoid them, as did many of my buddies, but it was like dodging bullets in Dodge. There was nowhere to hide.
That’s because our parents loved these simple stories of frontier justice. They couldn’t get enough of them. And when they weren’t watching them on TV, they dragged us off to movie theaters to see The Magnificent Seven (128 minutes) The Alamo (138 minutes) or How the West Was Won (an excruciating 164 minutes).
 My friends and I preferred different genres. We vibed with spies like James Bond or astronauts or pirates or private investigators. 
Anything except cowboys. 
But we fought a losing battle. When we changed the channel to The Man from U.N.C.L.E. on NBC, the old folks would turn it back to Gunsmoke on CBS. We dug Star Trek. They felt more at home with Bonanza. 
The battle raged for years. And then it was all over. 
By the time I became a teenager, the cowboy was an endangered species in Hollywood. Demand for western movies and TV series collapsed. And I celebrated as all these rustlers and ranchers and rustics road off into the sunset for the last time.
After 14 seasons, Bonanza was canceled. After 21 seasons, Gunsmoke smoked no more. Rawhide went into hiding, except for the theme song (appropriated by the Blues Brothers). 
And I never thought about it again. Until recently.

Now, years later, I started wondering about the western genre. What made this such a powerful myth for my parents’ generation? Why did it die? Could it ever rise again? 
Or does it matter at all? Should we just put all those cowboy stories behind us, and move cheerily into the future?
That’s why I started watching western movies recently. At first I did so sporadically, to fill an idle hour. And then I ramped up into binge-watching, devoting several hours every day to this pursuit. 
Many aspects of these films still put me off. I struggle with the clichés and tired formulas. But I’ve gradually acquired an affection for the genre—or maybe an affection for the audiences of an earlier day who could put such trust and faith in a sheriff or US marshal or gunslinger for hire.
Do any of us have that kind of faith in any authority figure nowadays? I doubt it. But I wish we could. And that’s impressed powerfully on my mind when I see Gary Cooper take on outlaws in the deserted western street of High Noon. Or James Stewart confront the dangerous Liberty Valance. Or John Wayne battle with a gang of desperadoes in Rio Bravo.
So forget all the shootouts and cattle drives and fancy roping. The real foundation of the western genre was moral authority. And Hollywood never let you forget it—that’s why heroes wore white hats and villains dressed in black. 
The audience didn’t even have to think about it. 
In some ways, it’s like the superhero movies of today. You just see the cape, and you know that Superman is fighting for justice. And the same is true of Batman and Spiderman and all the rest. 
But imagine what would happen if the audience lost confidence in the moral authority of these caped and costumed do-gooders? Could the Marvel Universe survive if we no longer knew the difference between heroes and villains?
Because that’s exactly what happened to the western. Just consider the unsettling film The Good, the Bad and the Ugly—which came out around the time the western genre died. Despite the movie’s title, it’s hard to identify any character in this film as good—instead they merely differ in their degrees of badness and ugliness.
And the same is true of The Wild Bunch or Once Upon a Time in the West and so many other films from that era. There are no heroes on display here, only various pathways into nihilism. 
So long John Wayne. Hello Friedrich Nietzsche. 
But this made perfect sense. The entire US of A was traumatized by the Vietnam War, and then Watergate—along with assassinations, riots, sex, drugs, and rock & roll. The moral sureness of the Eisenhower years, along with the complacent righteousness of so much of the public started to erode. At first it happened slowly, and then rapidly. 
The classic western could not survive this.
Sure, some folks tried to bring it back. In 1985, two important western novels were published. Lonesome Dove by Larry McMurty tried to revive the romanticism of the cowboy life and spawned a successful TV miniseries. The older generation loved it—it revived their faith in America and its traditional homespun ways
But that same year Cormac McCarthy released Blood Meridian—maybe the darkest and most nihilistic of all western novels. Blood Meridian is the book that gets assigned in college classes today, not Lonesome Dove. Some even call it the best American novel of its time, and praise it for its intense realism.
But is Blood Meridian actually a realistic novel? Does it tell us what the Wild West really was like? Do we want to replace our great American mythos with a tawdry tale of sadism and evil unrestrained?
I hope that’s not true. But McCarthy’s novel makes me worry. I admire the writing—yes, it is a great novel—but I’m actually glad they never turned Blood Meridian into a film. I don’t want to see those horrifying incidents translated into widescreen Technicolor reality.
I learned during my binge-watching, much to my surprise, that the moral authority of the western film was getting undermined long before Vietnam. We already get a taste of antihero relativism from Humphrey Bogart in The Treasure of the Sierra Madre (1948). In Red River from that same year, John Wayne starts playing against character, stirring up generational conflict with his moral blindspots and authoritarian excesses. Something similar happens with The Searchers (1956), where the audience is horrified by Wayne’s savagery.

So when Clint Eastwood showed up in various western towns, during a series of mid-1960s films, he is simply taking this moral ambivalence to the next level. At first, audiences got excited by this new kind of western. But—as I learned during my binge-watching—if you consume it night after night, you start craving something more heroic.
I’m convinced that movie audiences felt the same way by the mid-1970s. And they did find something more heroic and rock solid—but not in a cowboy movie. It came in the form of Star Wars. You might even say that George Lucas had invented a new kind of cowboy film. 
In Star Wars and its early sequels, Han Solo and Luke Skywalker deliver everything that the western film had abandoned. We have clearly defined heroes and villains, shootouts and killings, and a leading lady (Carrie Fisher) who provides a bit of old-fashioned romance. 
You get none of these things in, for example, The Good, the Bad and the Ugly, where no woman has a meaningful part or (if I remember correctly) any dialogue whatsoever. That might have felt edgy for a while, but sooner or later most of the audience switched over to Star Wars.
It wasn’t just the special effects. Or even great storytelling. It was the ability to find moral certainty in a world that had lost it. By translating the western formulas to outer space and a distant future, virtue became plausible again. Harrison Ford was the new John Wayne.
I’m hardly surprised that virtue also made a comeback in intellectual circles during this same period. Right between The Empire Strikes Back and The Return of the Jedi, philosopher Alasdair MacIntyre published his influential book After Virtue—a book that both shocked and delighted me when I first read it. 
Other books followed in its wake, trying to resuscitate virtuous behavior as a serious endeavor for smart people. None of them succeeded in changing the cultural tone—which continued on its unstoppable hedonistic and relativistic trajectory. (Not without a cost—around this same time, the pervasive ethical confusion gave us Harvey Weinstein, Jeffrey Epstein, Bill Cosby, etc.) But these books still had a meaningful impact in legitimizing an alternative worldview in which moral authority still survived, and demanded our attention.
That’s why something like Lonesome Dove winning the Pulitzer Prize was even possible. You can’t really kill people’s hopes and dreams. Nihilism isn’t going to win without a fight. And by the time we reach the mid-1980s, the battle lines are now clearly drawn—much like the white-hat-versus-black-hat confrontations in those classic westerns.
What surprised me is how much this debate between virtue ethicists (and their allies) and postmodern nihilists (and their fellow travelers) started to play out in the next phase of the western film. 
You see it already in Heaven’s Gate (1980), a budget-busting western directed by Michael Cimino, that destroyed United Artists—and Cimino’s reputation as well. My interpretation of this is different from the conventional version. I believe that critics and academics expected Cimino to deliver a nihilistic western—after all, this was the same director who had unleashed The Deer Hunter on the world. But instead he returned to the romance and heroism of the 1950s. So even his allies (heavily tilted toward postmodernists) abandoned him.
Cimino was supposed to be a Derrida of the silver screen, but that’s not what he served up in Heaven’s Gate. By any measure, the story is conventional. Maybe with better editing and marketing, Cimino could have bypassed the critics and made a play for a mass audience. But odds were against him—even at that early point in his career, nobody was ready for Michael Cimino as a populist filmmaker for middle America.
Some filmmakers have tried to play it both ways. The Coen brothers, for example, have made landmark films in both styles. No Country for Old Men (2007) is based on a novel by Cormac McCarthy (see Blood Meridian above), and is the most brilliant nihilistic western you will ever see. But just three years later, those same filmmakers released True Grit (2010), which restores our faith in the Wild West. 
Taylor Sheridan is straddling the same divide in his popular western shows. In Yellowstone he deftly balances the two agendas. Kevin Costner (playing rancher John Dutton) is a flawed person, but we still sympathize with his love of the land and rugged determination. He is both dysfunctional and idealistic—those traits coexist in the same complicated person. So you can watch this series either way, as deconstructing the myth or building it back up.
We still live with that dilemma today. 
Do we trust our gunslingers and authority figures? Or do we fear them? And allow me to point out the obvious—this is not just a question about cowboy movies. It’s a question about our society as a whole. 
So do you vote for Gary Cooper as president, hoping for a courageous man of conviction. Or do you pick Clint Eastwood, because you need a cruel bastard to maintain law and order?
Maybe the western film is a good place to explore these issues. It provides all the necessary archetypes, and is perhaps the purest setting where we can grasp the trade-offs between freedom and social order, independence and authority, toughness and benevolence, innocence and experience.
If that happened, the western story would have gone full circle. After rising in status as popular entertainment, it collapsed into cynicism and senseless violence. And now may be the moment when it returns to its legitimate place as a foundational myth—a kind of Iliad and Odyssey rolled together for the American psyche.
We need myths and stories. And, for better or worse, this is the one we’ve inherited. Let’s not abandon, but make the most of it. 
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  “I did not know that I could only get the most out of life by giving myself up to it.”



“One must know what one wants to be,” the eighteenth-century French mathematician Émilie du Châtelet wrote in weighing the nature of genius. “In the latter endeavors irresolution produces false steps, and in the life of the mind confused ideas.” And yet that inner knowing is the work of a lifetime, for our confusions are ample and our missteps constant amid a world that is constantly telling us who we are and who we ought to be — a world which, in the sobering words of E.E. Cummings, “is doing its best, night and day, to make you everybody else.” Try as we might not to be blinded by society’s prescriptions for happiness, we are still social creatures porous to the values of our peers — creatures surprisingly and often maddeningly myopic about the things we believe furnish our completeness as human beings, habitually aspiring to the wrong things for the wrong reasons.  

In 1926, more than a decade before a team of Harvard psychologists commenced history’s longest and most revelatory study of human happiness and half a century before the humanistic philosopher Erich Fromm penned his classic on the art of living, the British psychoanalyst and writer Marion Milner (February 1, 1900–May 29, 1998) undertook a seven-year experiment in living, aimed at unpeeling the existential rind of all we chronically mistake for fulfillment — prestige, pleasure, popularity — to reveal the succulent, pulsating core of what makes for genuine happiness. Along her journey of “doubts, delays, and expeditions on false trails,” which she chronicled in a diary with a field scientist’s rigor of observation, Milner ultimately discovered that we are beings profoundly different from what we imagine ourselves to be — that the things we pursue most frantically are the least likely to give us lasting joy and contentment, but there are other, truer things that we can train ourselves to attend to in the elusive pursuit of happiness. 


In 1934, under the pen name Joanna Field, Milner released the results of her inquiry in A Life of One’s Own (public library) — a small, enormously insightful book, beloved by W.H. Auden and titled in homage to Virginia Woolf’s A Room of One’s Own, published three years after Milner began her existential experiment. Milner would go on to fill her ninety-eight years with life of uncommon contentment, informed by her learnings from this intensive seven-year self-examination.

In the preface to the original edition, Milner admonishes:

Let no one think it is an easy way because it is concerned with moments of happiness rather than with stern duty or high moral endeavour. For what is really easy, as I found, is to blind one’s eyes to what one really likes, to drift into accepting one’s wants ready-made from other people, and to evade the continual day to day sifting of values. And finally, let no one undertake such an experiment who is not prepared to find himself more of a fool than he thought.


This disorienting yet illuminating task of turning the mind’s eye inward requires a practice of recalibrating our conditioned perception. Drawing on Descartes’s tenets of critical thinking, she set out to doubt her most fundamental assumptions about what made her happy, trying to learn not from reason alone but from the life of the senses. Half a century before Annie Dillard offered her beautiful lens on the two ways of seeing, Milner writes:

As soon as I began to study my perception, to look at my own experience, I found that there were different ways of perceiving and that the different ways provided me with different facts. There was a narrow focus which meant seeing life as if from blinkers and with the centre of awareness in my head; and there was a wide focus which meant knowing with the whole of my body, a way of looking which quite altered my perception of whatever I saw. And I found that the narrow focus way was the way of reason. If one was in the habit of arguing about life it was very difficult not to approach sensation with the same concentrated attention and so shut out its width and depth and height. But it was the wide focus way that made me happy.


She reflects on the sense of extreme alienation and the terror of missing out she felt at the outset of the experiment, at twenty-six:

Although I could not have told about it at the time, I can now remember the feeling of being cut off from other people, separate, shut away from whatever might be real in living. I was so dependent on other people’s opinion of me that I lived in a constant dread of offending, and if it occurred to me that something I had done was not approved of I was full of uneasiness until I had put it right. I always seemed to be looking for something, always a little distracted because there was something more important to be attended to just ahead of the moment.



Throughout the book, Milner illustrates the trajectory of her growth with the living record that led to her insights, punctuating her narrative with passages from her diary penned during the seven years. One, evocative of eighteen-year-old Sylvia Plath’s journal, captures the disquieting restlessness she felt:

I want to feel myself part of things, of the great drift and swirl: not cut off, missing things, like being sent to bed early as a child, the blinds being drawn while the sun and cheerful voices came through the chink from the garden.


In another, she distills the interior experience of that achingly longed-for sense of belonging to with world:

I want… the patterns and colourings on the vase on my table took on a new and intense vitality — I want to be so harmonious in myself that I can think of others and share their experiences.


Looking back on the young self who penned those journal entries at the outset of the experiment, Milner reflects:

I had felt my life to be of a dull dead-level mediocrity, with the sense of real and vital things going on round the corner, out in the streets, in other people’s lives. For I had taken the surface ripples for all there was, when actually happenings of vital importance to me had been going on, not somewhere away from me, but just underneath the calm surface of my own mind. Though some of these discoveries were not entirely pleasant, bringing with them echoes of terror and despair, at least they gave me a sense of being alive.


Much of that aliveness, she notes, came from the very act of chronicling the process of self-examination, for attention is what confers interest and vitality upon life. Joining the ranks of celebrated authors who championed the benefits of keeping a diary, Milner writes:

Not only did I find that trying to describe my experience enhanced the quality of it, but also this effort to describe had made me more observant of the small movements of the mind. So now I began to discover that there were a multitude of ways of perceiving, ways that were controllable by what I can only describe as an internal gesture of the mind. It was as if one’s self-awareness had a central point of interest being, the very core of one’s I-ness. And this core of being could, I now discovered, be moved about at will; but to explain just how it is done to someone who has never felt it for himself is like trying to explain how to move one’s ears.



This inarticulable internal gesture, Milner found, was a matter of recalibrating her habits of perceiving, looking not directly at an object of attention but taking in a fuller picture with a diffuse awareness that is “more like a spreading of invisible sentient feelers, as a sea anemone spreads wide its feathery fingers.” One morning, she found herself in the forest, mesmerized by the play of sunlight and shadow through the glistening leaves of the trees, which left her awash in “wave after wave of delight” — an experience not cerebral but sensorial, animating every cell of her body. Wondering whether such full-body surrender to dimensional delight could provide an antidote to her feelings of anger and self-pity, she considers the trap of busyness by which we so often flee from the living reality of our being:

If just looking could be so satisfying, why was I always striving to have things or to get things done? Certainly I had never suspected that the key to my private reality might lie in so apparently simple a skill as the ability to let the senses roam unfettered by purposes. I began to wonder whether eyes and ears might not have a wisdom of their own.


That tuning into one’s most elemental being, she came to realize, was the mightiest conduit to inhabiting one’s own life with truthfulness and integrity undiluted by borrowed standards of self-actualization. Nearly half a century before the poet Robert Penn Warren contemplated the trouble with “finding yourself,” Milner writes:

I had been continually exhorted to define my purpose in life, but I was now beginning to doubt whether life might not be too complex a thing to be kept within the bounds of a single formulated purpose, whether it would not burst its way out, or if the purpose were too strong, perhaps grow distorted like an oak whose trunk has been encircled with an iron band. I began to guess that my self’s need was for an equilibrium, for sun, but not too much, for rain, but not always… So I began to have an idea of my life, not as the slow shaping of achievement to fit my preconceived purposes, but as the gradual discovery and growth of a purpose which I did not know. I wrote: “It will mean walking in a fog for a bit, but it’s the only way which is not a presumption, forcing the self into a theory.”


Distilling the essence of this reorientation of being, she adds:

I did not know that I could only get the most out of life by giving myself up to it.


Several decades later, Jeanette Winterson would write beautifully of “the paradox of active surrender” essential to our experience of art. As in art, so in life — Milner writes:

Here then was a deadlock. I wanted to get the most out of life, but the more I tried to grasp, the more I felt that I was ever outside, missing things. At that time I could not understand at all that my real purpose might be to learn to have no purposes.


Half a century after Nietzsche proclaimed that “no one can build you the bridge on which you, and only you, must cross the river of life,” Milner considers the difficulty — and the triumph — of recognizing that you are crossing life on someone else’s bridge:

I had at least begun to guess that my greatest need might be to let go and be free from the drive after achievement — if only I dared. I had also guessed that perhaps when I had let these go, then I might be free to become aware of some other purpose that was more fundamental, not self-imposed private ambitions but some thing which grew out of the essence of one’s own nature. People said: ‘Oh, be yourself at all costs’. But I had found that it was not so easy to know just what one’s self was. It was far easier to want what other people seemed to want and then imagine that the choice was one’s own.



“One can’t write directly about the soul,” Virginia Woolf wrote in her own diary in the same era. “Looked at, it vanishes.” Happiness, Milner found, was similarly elusive to direct pursuit. Rather, its attainment required a wide-open attentiveness to reality, a benevolent curiosity about all that life has to offer, and a commitment not to argue with its offerings but to accept them as they come, congruous or incongruous as they may be with our desires. 

Looking back on the diary entires from the final stretch of her seven-year experiment, she reflects on the hard-earned mastery of this unarguing surrender:

It struck me as odd that it had taken me so long to reach a feeling of sureness that there was something in me that would get on with the job of living without my continual tampering. I suppose I did not really reach it until I had discovered how to sink down beneath the level of chattering thoughts and simply feel what it meant to be alive.


Having termed this nonjudgmental receptivity “continual mindfulness” in her journal from the time, Milner evokes Plato’s metaphor of the two charioteers of thought and reflects:

I came to the conclusion then that “continual mindfulness” could certainly not mean that my little conscious self should be entirely responsible for marshalling and arranging all my thoughts, for it simply did not know enough. It must mean, not a sergeant-major-like drilling of thoughts, but a continual readiness to look and readiness to accept whatever came…. Whenever I did so manage to win its services I began to suspect that thought, which I had always before looked on as a cart-horse, to be driven, whipped and plodding between shafts, might be really a Pegasus, so suddenly did it alight beside me from places I had no knowledge of.


Those interior unknowns, Milner discovered, were the recesses where insecurity lurked, in that ancient here-be-monsters way we humans have of filling unmapped territories with dread. She examines the vital relationship between inner security and happiness:

I had just begun to ponder over the fact that all the things which I had found to be sources of happiness seemed to depend upon the capacity to relax all straining, to widen my attention beyond the circle of personal interest, and to look detachedly at my own experience. I had just realized that this relaxing and detachment must depend on a fundamental sense of security, and yet that I could apparently never feel safe enough to do it, because there was an urge in me which I had dimly perceived but had never yet been able to face. It was then that the idea occurred to me that until you have, once at least, faced everything you know — the whole universe — with utter giving in, and let all that is “not you” flow over and engulf you, there can be no lasting sense of security.



Looking back on her seven-year study of what her moments of happiness depended on and how her thought wrapped itself around her lived experience to extract from it a felt sense, Milner summarizes how she came to discover her most authentic existential needs as a human being:

By continual watching and expression I must learn to observe my thought and maintain a vigilance, not against “wrong” thoughts, but against refusal to recognize any thought. Further, this introspection meant continual expression, not continual analysis; it meant that I must bring my thoughts and feelings up in their wholeness, not argue about them and try to pretend they were something different from what they were. 

I had also learnt how to know what I wanted; to know that this is not a simple matter of momentary decision, but that it needs a rigorous watching and fierce discipline, if the clamouring conflict of likes is to be welded into a single desire. It had taught me that my day-to-day personal “wants” were really the expression of deep underlying needs, though often the distorted expression because of the confusions of blind thinking. I had learnt that if I kept my thoughts still enough and looked beneath them, then I might sometimes know what was the real need, feel it like a child leaping in the womb, though so remotely that I might easily miss it when over-busy with purposes. Really, then, I had found that there was an intuitive sense of how to live. For I had been forced to the conclusion that there was more in the mind than just reason and blind thinking, if only you knew how to look for it; the unconscious part of my mind seemed to be definitely something more than a storehouse for the confusions and shames I dared not face.

[…]

It was only when I was actively passive, and content to wait and watch, that I really knew what I wanted.



That knowledge, Milner found, arises from breaking the inertia of mindless thought that governs much of our perception, which in turn shapes our entire experience of reality. She considers what it means, and what it takes, to apprehend the world with unclouded and receptive eyes:

Blind thinking… could make me pretend I was being true to myself when really I was only being true to an infantile fear and confusion of situations; and the more confused it was the more it would call to its aid a sense of conviction. Yet for all its parade there was as much in common between its certainties and the fundamental sense of my own happiness as between the windy flappings of a newspaper in the gutter and the poise of a hovering kestrel. And only by experience of both, by digging down deep enough and watching sincerely enough, could I be sure of recognizing the difference.

By keeping a diary of what made me happy I had discovered that happiness came when I was most widely aware. So I had finally come to the conclusion that my task was to become more and more aware, more and more understanding with an understanding that was not at all the same thing as intellectual comprehension…. Without understanding, I was at the mercy of blind habit; with understanding, I could develop my own rules for living and find out which of the conflicting exhortations of a changing civilization was appropriate to my needs. And, by finding that in order to be more and more aware I had to be more and more still, I had not only come to see through my own eyes instead of at second hand, but I had also finally come to discover what was the way of escape from the imprisoning island of my own self-consciousness.


Complement the uncommonly penetrating A Life of One’s Own with Hermann Hesse on the most important habit for living with presence, E.E. Cummings on being unafraid to feel, and Maurice Sendak’s forgotten debut — a magnificent philosophical children’s book about knowing what you really want.
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Hi everyone,
What a thrill, to be meeting so many of you on the road.  And friends from high school (hi Paul P.)!  And grade school (hi Joanne D.)!
Since my last post, I’ve been in Chicago, Madison, and St. Louis.  I’ll be in Baltimore tonight (Thursday) and then on to New Orleans to spend a few days with my parents.  
Then on to London.
Speaking of London, tickets are still available for my event with the brilliant Richard Ayoade, and you can get them here.  Richard and I have been working on a film adaptation of The Semplica Girl Diaries and that has been a great occasion to get to know him and have access to his kind spirit and his deep knowledge of cinema.
In other book-related news…
I had a mind-blowingly good talk with Sam Fragoso on his podcast Talk Easy about the book and many other things.  Sam and I have talked several times before and he always, somehow, gets me going a little deeper into things than I’m expecting, which is a tribute to his interviewing skills, and also to his deep sense of curiosity. You can listen here:

And you can watch my interview with Sam here.


I also had the pleasure of a revelatory conversation with Ezra Klein when I was in New York a few weeks ago.  He is a great mind and we were able to talk deeply about Vigil and what it really means (which, in truth, I am only gradually discovering).  You can find that interview here.
Vigil was NPR’s Book of the Day  on Tuesday and they’ve featured a replay of my All Things Considered interview.
I also wanted to share two interesting essays on the book that have made their way to me.  
I really appreciated this take on the book by Tess Callahan, at Electric Literature…(I shared this last time too but just in case it got lost).
And this one (below), by Myles Werntz, associate professor of theology at Abilene Christian University, at The Metropolitan Review:
The Metropolitan Review
How to Love a Monster

George Saunders has spent a career unpacking one of the central contradictions of life: that we are loving creatures capable of creating monstrous worlds. Since his debut collection in 1996, Saunders has become something of a secular saint, a writer whose sense of the world’s abounding horrors is balanced with…
Read more
23 days ago · 44 likes · 3 comments · Myles Werntz and The Metropolitan Review

This book has had the widest range of reviews any of my books has ever had, from the ecstatic to the dismal, and I’m coming to like this (sort of, ha ha).  I’ve always had a feeling that the role of a book is to make sparks, and that seems to be happening.
***
Finally, on the book front, I thought this was interesting:  In Honolulu, Huntsville, AL, Denver, Tampa, and Atlanta, folks have come together to read Vigil silently in different venues (see photos below).  Also, two Silent Book Clubs of Death (!), in NYC and LA, held an Instagram live chat with a death doula.



Now, back to work.
I’ve still got another 18 days of travel left on this tour.  It’s kind of hard for me to do our Sunday work of reading and analyzing a published story - but I think it’s time we got back to it. So, I thought I’d do an Office Hours question (below) and then, on Sunday, for our paid subscribers, send out a story for us all to work on together.   It’s been awhile and we don’t want to let our minds get out of shape, ha ha.
So, our question for the day:
Q.
Dear George,
I recently wrote the first draft of a novel in less than a year. This thing tore out of me — it kind of felt like screaming onto the page. But once it was written, I felt a little uneasy about it, so I put it aside. And the more that I reflected on it, the more resolute I was that I didn’t want to go back to it.
You see this novel, unlike most of my fiction, came from my real-life experience of having had breast cancer. It’s about a character who goes through the experience of being treated for breast cancer — though with a few fictional confabulations that helped to ‘contain’ some of the extremities of the experience. But the thing was, as time went on, six months, a year I found I had very little desire to return to the draft.
Don’t get me wrong, I don’t regret writing it. I think it was a deeply therapeutic thing to do — by narrativizing it, I think it allowed me to give structure to an experience that felt chaotic and beyond my control. But when I reflected on the draft, although it made a passable narrative and featured some interesting stylistic elements, it seemed somehow thin and superficial. It did not seem to have the depth of meaning, or potential depth of meaning, that a novel requires. It was like the draft was racing across the surface of something, but not through or into something deep if that makes sense.
Sorry for the long-winded question, but I’m wondering if you have ever had a similar experience? If there have been any times when you have just known that a draft does not have what it needs to be taken further? I think what I’m particularly interested in is the feeling that this draft did not have the ‘depth’ it seemed to need — does that concur with anything you’ve experienced?
By the way I adore Story Club — the practical and honest way you write about craft really makes a lot of sense to me, particularly the idea that a story is a system for the transfer of energy. Also the acknowledgment that there is no one ‘right’ way of writing — it’s very liberating.

Dear Questioner,
So, first, I’m so sorry you had to go through that and I hope all is well now.  This life - when things are good, we think they will be forever so, and then that curtain parts, and we see that a good day, without worry, is an utter miracle.  We are all sending our very best wishes.
And thank you for the question.
I, yes, have had that exact experience. When Paula and I were first married, I wrote a 700-page book after returning home from a friend’s wedding. I’ve told this story a lot before so I’ll just say that…it didn’t work.  And I abandoned it, after Paula tried and failed to read it.  It, too, was from life (it was “about” that wedding), and had the quality you mentioned above – it seemed to exist to document the event.  It didn’t have any dramatic shape and didn’t involve any significant invention.  I made a little something up at the end, in an attempt to give it some shape, but that event felt tacked on and out of relation with everything that had come before.
I still have that draft.  But I would never (ever) go back to it.
Well, why not?
It’s not that the draft is un-revisable. I don’t actually think anything is un-revisable, if the desire to revise it is there.  But that’s just the point: I have no desire to revise it, at all.  It feels like it would be a terrible chore.
And that, for me, is a deal-breaker.  Fun, I have found, is a big and necessary part of my process.  What I’m calling “fun” entails a sense of exploration and experiment. I feel like I have to get into a state of, let’s call it, “merry befuddlement.”  I have to feel that I’m not at all sure what I’m doing, other than steering toward the fun. There can also be an element of fear there: “This might be really terrible.”  There might be a feeling of not being able to see how the thing could ever resolve - which is good, because that means the reader can’t see it either. So the reader and writer are both merrily befuddled together - yoked together in that noble cause of trying to figure out what the book is trying to say.
But, for me, the driver - the only driver - is a sense of fun - or what we might call “forward-propelling confidence.”
I can’t overemphasize how important this feeling of anticipatory joy is for me.  

No doubt, dear Questioner, your novel must entail a lot of unpleasant memories, and it makes complete sense that you might not want to go back to it for that reason alone. 
But I suspect your artistic self is reacting a bit, also, to the overdetermined nature of it. You didn’t write that first draft to interrogate a mystery, it doesn’t sound like, but to document, or otherwise be in relation to, a thing you lived through.
Which is wonderful, and valid - but it sounds like the idea of going back to it, to find out what else might be in there, doesn’t interest you.
Which is also wonderful and valid.

I had a very rich experience in the days following Paula’s read of my novel – I was bummed-out but with a dawning feeling of euphoria. I didn’t have to be wedded to that book anymore! I could walk away and start something fresh, with a suddenly-unhandcuffed feeling! 
I could do what I liked, rather than what I felt I must.
And I started my first published book a few days later, in that flood of relief and freedom.

So, the issue might not be that your draft doesn’t have depth, but that your interest in it is not sufficient to find sufficient further depth in the next revision, if you see what I mean. 
And I think that feeling is to be respected. What we do takes all of our energy and even the slightest withholding can be costly.
I wonder if you might want to say something to yourself like, “That is really good that you wrote that draft. No doubt, you learned a lot by doing it. And rest assured that all of that technical knowledge, as well as the emotional knowledge you gained by going through that difficult life experience, will be contained in whatever you try next. It will! How could it NOT?  Therefore, take heart and DO WHAT YOU WANT.  Because nothing in art is ever lost.”
Something like that might make it easier to walk away from that draft, if this is what you decide to do – it might serve as a a ritual blessing of (and “thank you” to) all of the hard work you put into the draft, a form of self-consolation, a self-reminder that no part of our hard work is ever wasted - never.
All of our work is perfectly conserved and we benefit from it in the next thing.
Is this strictly true?  I’m not sure - I only know that it helps me if I imagine that it is so.
What do you think, Story Club?  Any good abandonment stories?  When, if ever, do YOU cut and run?

Now, for some tour thanks and photos…
Thanks to Peter Sagal, my gracious host and dear pal, for the Chicago event…Peter is, of course, the beloved host of “Wait, Wait…Don’t Tell Me” and is such a funny, natural interviewer.  I always love being with him.  



In Chicago, I was also happy to see my friend Daniel Weinberg, the owner of the legendary Abraham Lincoln Book Shop who, years ago, took me on a day-long walking tour of the Gettysburg battlefield that I’ll never forget.  

Also, it was good to see Susan Swearingen, who I’ve known since sixth grade (!) (when we were classmates at St. Damian’s, in Oak Forest) backstage with friends from her book club.

Before the event in Chicago, I got to have lunch with Rae Gray, one of the most talented actors of her generation, who I first got to know through her amazing work on the pilot we made of “Sea Oak” a few years ago.
Here she is, on the left, with Jane Levy (and Glenn Close, taking a tumble in the background):


Rae is a lovely soul and a true artist, who also appeared in this (very dark, strangely funny) short film, Robbery (which has the shape and energy of a good short story).  It’s always great to talk craft with her and find out that acting and writing aren’t really so different - we are both fans of purity, rigor, and discipline.



Also, huge thanks to Amy Quan Barry, who, for the Madison event, not only prepared a really funny Power Point for the interview, and did a generous and masterful interview, but hosted a beautiful dinner afterwards at her home with six of her MFA students, who were an inspiration.  Amy is the author of several books, including, most recently, We Ride Upon Sticks.








OK, onward!  I feel very fortunate to be able to be out here doing this.
If I ever needed proof that books matter, this tour is it - so many people in the signing lines sharing stories about the effects of my and other writer’s books on their actual daily lives.  And the palpable generosity and kindness in the rooms and in the signing lines is…well, it’s tangible, and I feel it as an active counterweight to all of the stupidity and cruelty being rained down on decent people in this country from above.  It’s quiet resistance and, actually, it’s not all that quiet.  It’s intelligent and fierce and I really believe that if anything will get us through this, it’s this thing, which, really, is: community.  
And I’m so happy to be part of it.
P.S.  Ah, one more thing.  Some of you will remember the Turgenev story “The Singers,” that I wrote about in A Swim in a Pond in the Rain.  Check out the trailer for a new and very charming Oscar-nominated film, directed by Sam Davis, that riffs on that story, here.
P.S.S.  Ah, one more thing: I was very sorry to hear of the passing of James Van Der Beek.  I got a chance to work with him on the above-mentioned pilot of Sea Oak.  He played the boss in that story, Mr. Frendt.  I have a lot of nonsense-talking bosses in my stories and James found the perfect voice and pace.  He was one of the most present and kind people I’ve ever met, who made everyone feel at home.  I remember especially how warmly he spoke of his family.  Rest easy, James, and thank you for making our lives better.


  
  
    Deep Dive

    George Saunders

    Based on Wikipedia: George Saunders


The Knuckle-Puller Who Became a Literary Giant


Before George Saunders became one of the most celebrated short story writers of his generation, he spent time pulling knuckles in a slaughterhouse. He also worked as a roofer in Chicago and a doorman in Beverly Hills. These weren't gap-year adventures or material-gathering exercises for some future memoir. They were just jobs, the kind you take in your twenties when you're not quite sure what you're doing with your life.


What makes Saunders unusual isn't that he had an unconventional path to literary success. Plenty of writers have worked strange jobs. What makes him unusual is that before any of this, he earned a degree in geophysical engineering from the Colorado School of Mines. He then worked for years as a technical writer and geophysical engineer, including a stint with an oil exploration crew in Sumatra.


This matters because Saunders has built one of the most distinctive voices in contemporary American fiction, and that voice emerged from a brain trained to think about rocks and oil deposits and technical specifications. As he once put it, describing his scientific background's influence on his fiction:


"Any claim I might make to originality in my fiction is really just the result of this odd background: basically, just me working inefficiently, with flawed tools, in a mode I don't have sufficient background to really understand. Like if you put a welder to designing dresses."


That self-deprecating metaphor captures something essential about his work. His stories feel like they were made by someone approaching fiction from an angle, someone who never quite internalized the conventional rules about what literary stories are supposed to do.


A Fast Engagement and a Slow Rise


Saunders was born in Amarillo, Texas, in 1958, but grew up in Oak Forest, Illinois, a suburb south of Chicago. He attended Catholic school, graduated from the local high school, then headed to Colorado for his engineering degree in 1981.


Seven years later, he enrolled in Syracuse University's Master of Fine Arts program in creative writing. There he studied with Tobias Wolff, one of the most respected short story writers and memoirists of his generation. Wolff would become a lasting influence and, in Saunders's own telling of his literary lineage, part of a tradition of minimalist American fiction writers including Sherwood Anderson, Ernest Hemingway, and Raymond Carver.


But Syracuse gave Saunders something else too. He met Paula Redick, a fellow writer in the program. They got engaged in three weeks.


Saunders has joked that this remains a Syracuse Creative Writing Program record. Whether or not that's true, the speed suggests something about his temperament: when he knows, he knows.


After Syracuse, he didn't immediately become a full-time writer. He went back to technical work, spending seven years at Radian International, an environmental engineering firm in Rochester, New York. He was writing on the side, developing the strange, satirical voice that would eventually make him famous. But for most of that decade, he was an engineer who wrote fiction, not a fiction writer who used to be an engineer.


The Voice


When you read George Saunders, you know you're reading George Saunders. His fiction operates in a register that's hard to describe but instantly recognizable: darkly funny, deeply humane, set in worlds that feel like funhouse-mirror versions of contemporary America.


His characters often work in theme parks or corporate environments with Kafkaesque rules. They speak in a kind of degraded corporate-speak, full of euphemisms and empty jargon. The settings are absurd, but the emotional lives of the people inside them are rendered with startling tenderness.


This combination of satirical bite and genuine compassion has earned Saunders frequent comparisons to Kurt Vonnegut. Like Vonnegut, he uses science fiction and satirical premises to ask moral and philosophical questions. Like Vonnegut, he's funny in ways that make you slightly uncomfortable. And like Vonnegut, beneath the irony, there's an earnest concern for human beings and how we treat each other.


Saunders himself has described his influences as coming from three different streams. First, the great Russians: Gogol, Tolstoy, Chekhov, Isaac Babel. He loves how they take on what he calls "the big topics" without embarrassment. Second, an absurdist comic tradition that runs from Mark Twain through Daniil Kharms, Groucho Marx, Monty Python, Steve Martin, and Jack Handey. Third, that line of minimalist American fiction: Anderson, Hemingway, Carver, Wolff.


Mix a nineteenth-century Russian moral seriousness with Monty Python's sense of the absurd and Carver's stripped-down prose style, and you start to get a sense of what Saunders is doing.


The Recognition


Saunders's first story collection, CivilWarLand in Bad Decline, appeared in 1996. The title story is set in a Civil War theme park that's falling apart and overrun with violent teenagers. It's a quintessential Saunders premise: take something already a bit absurd about American culture, push it a few degrees further, and see what happens to the people caught inside.


The collection was a finalist for the PEN/Hemingway Award, given to distinguished first books of fiction. It also caught the attention of Hollywood; Ben Stiller bought the film rights, though the project never made it to the screen.


More collections followed. Pastoralia in 2000. In Persuasion Nation in 2006. Along the way, Saunders won the National Magazine Award for fiction four times, in 1994, 1996, 2000, and 2004, for stories published in Harper's, The New Yorker, and Esquire. He was becoming one of the most celebrated short story writers in America, even as the short story itself was supposedly dying as a commercial form.


In 1997, he joined the faculty at Syracuse University, returning to the school where he'd gotten his MFA to teach in the same program. He's been there ever since.


The major institutional recognitions came in 2006. That year, Saunders received both a Guggenheim Fellowship and a MacArthur Fellowship. The MacArthur, sometimes called the "genius grant," comes with five hundred thousand dollars and no strings attached. It's given to people who have shown exceptional creativity and the promise of more to come.


Also in 2006, his short story "CommComm" won the World Fantasy Award. This might seem surprising for a writer usually classified as literary fiction, but Saunders's work has always had one foot in genre territory. His worlds are often slightly science fictional, with technological or social premises pushed just past the point of current reality.


Tenth of December


In 2013, Saunders published Tenth of December, the collection that would cement his reputation as a master of the form.


The New York Times Magazine ran a cover story declaring it "the best book you'll read this year." The New York Times Book Review named it one of the ten best books of 2013. It won The Story Prize, the most prestigious award for short story collections. It won the inaugural Folio Prize, a British award open to all fiction in English. Saunders also received the PEN/Malamud Award for Excellence in the Short Story that year.


The collection contains ten stories that showcase the full range of Saunders's capabilities. There are near-future dystopias and small-town tragedies. There are stories told from the perspective of pharmaceutical test subjects and stories about suburban parents and their children. What unifies them is Saunders's characteristic combination of humor, strangeness, and moral urgency.


One story from the collection, "Home," was even a finalist for the Bram Stoker Award, given for horror fiction. Again, Saunders resists easy categorization.


The Novel


For years, the question hanging over Saunders's career was whether he would ever write a novel. He was clearly a master of the short form, but in American literary culture, the novel still carries a certain prestige that short stories don't. Could he sustain his voice over a longer narrative? Would he even try?


In 2017, he answered both questions with Lincoln in the Bardo.


The novel is set over a single night in 1862, in the Georgetown cemetery where Abraham Lincoln's eleven-year-old son Willie has just been buried. Lincoln, grief-stricken, visits the cemetery and holds his son's body. Around him, unbeknownst to the living president, are ghosts, dozens of them, trapped in the bardo.


The bardo is a concept from Tibetan Buddhism, the in-between state that follows death but precedes whatever comes next. The ghosts in Saunders's novel don't know they're dead. They believe they're merely sick and will soon recover. They refer to their coffins as "sick-boxes." They're trapped by their inability to accept their own deaths and move on.


Saunders, who practices Nyingma Buddhism, a school of Tibetan Buddhism, brought his own spiritual practice into this novel. But the book is less about Buddhist doctrine than about grief, loss, and the difficulty of letting go. It's also, surprisingly, about America on the verge of the Civil War's bloodiest years, about Lincoln's growing awareness that the war to preserve the Union might also become a war to end slavery.


The novel is formally experimental. It's told entirely through fragments: quotes from historical sources (some real, some invented), and the voices of the ghosts themselves. There's no conventional narrator, no continuous prose. It reads almost like a play or a collage.


Lincoln in the Bardo won the Man Booker Prize, one of the most prestigious awards in English-language fiction. It became a New York Times bestseller. Saunders, at nearly sixty, had finally written a novel, and it was unlike anything else in contemporary fiction.


The Teacher


Since 1997, Saunders has been teaching in Syracuse's MFA program, helping to train the next generation of fiction writers. Many of his former students have gone on to significant careers of their own.


In 2021, he published A Swim in a Pond in the Rain, a book that grew out of his teaching. The subtitle explains the premise: "In Which Four Russians Give a Master Class on Writing, Reading, and Life." The book closely analyzes seven short stories by Chekhov, Turgenev, Tolstoy, and Gogol, explaining why they work and what they can teach contemporary writers.


It's a craft book, but also a book about how to pay attention, how to read carefully, how to think about the decisions writers make on every page. It became a bestseller, reaching readers far beyond the usual audience for books about writing.


In 2013, Saunders gave a commencement address at Syracuse that went viral. It was later published as a small book called Congratulations, by the Way: Some Thoughts on Kindness. The speech argued that what he most regretted in his life were failures of kindness, moments when he could have been more generous to others but wasn't. It struck a chord.


This concern with kindness, with how we treat each other, runs through all of Saunders's work. His satire is never merely satirical. It's always asking: given how strange and difficult the world is, how should we live? How should we treat each other? What does it mean to be a good person in a system that seems designed to make goodness difficult?


The Philosophy


Saunders has been open about his intellectual and spiritual journey. In his twenties, he was an Objectivist, a follower of Ayn Rand's philosophy of rational self-interest and laissez-faire capitalism. He has since moved far from that position, now viewing Objectivism unfavorably and comparing it to neoconservatism.


Instead, he practices Nyingma Buddhism. Nyingma is the oldest of the four major schools of Tibetan Buddhism, tracing its origins back to the eighth century. It emphasizes direct experience and meditation practice over scholastic study. The bardo concept that structures his novel comes from this tradition.


But you don't need to know anything about Buddhism to understand Saunders's fiction. His moral concerns are universal: compassion versus selfishness, kindness versus cruelty, the difficulty of seeing other people clearly when we're trapped inside our own heads.


The Recognition Continues


Saunders has continued to publish and collect honors. His story collection Liberation Day appeared in 2022. A new novel, Vigil, is scheduled for 2026.


In 2025, the National Book Foundation announced that Saunders would receive its Medal for Distinguished Contribution to American Letters. This is one of the highest honors in American literature, recognizing a lifetime of achievement. Past recipients include Toni Morrison, Philip Roth, and Ursula K. Le Guin.


He was elected to the American Academy of Arts and Sciences in 2014 and inducted into the American Academy of Arts and Letters in 2018. He's received awards from the Lannan Foundation, the American Academy of Arts and Letters, and too many literary magazines and foundations to list.


The Work


Here's what George Saunders has published:


His short story collections are CivilWarLand in Bad Decline (1996), Pastoralia (2000), In Persuasion Nation (2006), Tenth of December (2013), and Liberation Day (2022). The first two also contain novellas alongside the stories.


His longer fiction includes the novellas The Brief and Frightening Reign of Phil (2005) and Fox 8 (2018), and the novels Lincoln in the Bardo (2017) and the forthcoming Vigil (2026).


His nonfiction includes The Braindead Megaphone (2007), a collection of essays, and A Swim in a Pond in the Rain (2021), his book about Russian short stories and the craft of fiction. There's also the viral commencement speech, Congratulations, by the Way (2014).


He's written one children's book, The Very Persistent Gappers of Frip (2000).


And throughout his career, he's contributed fiction, essays, and journalism to The New Yorker, Harper's, McSweeney's, GQ, Esquire, and many other publications. He wrote a regular column called "American Psyche" for The Guardian's weekend magazine from 2006 to 2008.


The Legacy


George Saunders came to fiction through an unusual door. Engineering school, oil exploration in Sumatra, slaughterhouse work, technical writing. By the time he arrived at Syracuse for his MFA at age thirty, he'd lived a life very different from the typical aspiring literary writer.


That outsider background gave him permission to write stories that didn't look like conventional literary fiction. His theme-park satires, his near-future dystopias, his corporate hellscapes, his talking lawn ornaments: none of this fit comfortably into the realist tradition that dominated American short fiction in the late twentieth century.


But within those strange premises, Saunders has always been interested in the oldest questions. How do we live? How do we treat each other? What does kindness look like in a world that doesn't always reward it?


He found a way to be both experimental and accessible, both satirical and tender, both funny and deadly serious. He built one of the most recognizable voices in contemporary American literature. And he did it while teaching hundreds of young writers at Syracuse, passing on what he'd learned about the craft.


The welder, it turns out, designed some remarkable dresses.

  

  
    Deep Dive

    Richard Ayoade

    Based on Wikipedia: Richard Ayoade


At fifteen years old, a lanky kid from a small town near Ipswich became so obsessed with The Catcher in the Rye that he started dressing like Holden Caulfield. He wandered around Suffolk in a red hunting cap, channeling teenage alienation from a novel written decades before his birth. That same kid would grow up to become one of Britain's most distinctive comedic voices—someone who turned awkwardness itself into an art form.


Richard Ayoade's career defies easy categorization. He's an actor who became a director who became a television presenter who became an author. He's played socially inept IT workers and voiced animated snowmen villains. He's directed music videos for some of the biggest indie bands of the 2000s and helmed a critically acclaimed coming-of-age film. Through it all, he's maintained a persona so carefully constructed and consistently deadpan that it's become impossible to tell where the character ends and the person begins.


A Transatlantic Childhood


Born in Hammersmith, London, in 1977, Ayoade came from a genuinely international household. His mother was Norwegian; his father Nigerian, of Yoruba ethnicity. The Yoruba are one of the largest ethnic groups in West Africa, with a rich tradition of oral storytelling and theatrical performance that stretches back centuries—though there's no indication that young Richard was consciously channeling ancestral theatrical traditions when he started obsessing over Woody Allen films as a teenager.


The family relocated to Martlesham Heath, a village in Suffolk that had been purpose-built as housing for employees of British Telecom's research facility. It's an oddly fitting origin for someone who would later play Britain's most famous fictional IT worker. The area sits just outside Ipswich, a market town that rarely features in British popular culture except as somewhere people are from rather than somewhere things happen.


Ayoade attended St Joseph's College, an independent Catholic school in Ipswich. It was there, around age fifteen, that his tastes began to shift from mainstream blockbusters toward the kind of cinema that requires subtitles and patience. He discovered Ingmar Bergman, the Swedish director known for existential dramas set against stark Nordic landscapes. He found Federico Fellini, the Italian maestro whose films treated reality as merely a suggestion. And he fell for Woody Allen, whose neurotic New York intellectuals offered a template for the kind of anxious, self-aware comedy Ayoade would eventually make his own.


Cambridge and the Footlights Pipeline


In 1995, Ayoade went up to Cambridge to read law at St Catharine's College. The choice of subject was, by his own account, a concession to parental expectations. His parents, he's said, viewed non-vocational degrees as belonging to the "Regency era"—the kind of aristocratic indulgence available only to those who didn't need to earn a living.


But Cambridge offered something no law curriculum could provide: the Footlights.


The Cambridge University Footlights Dramatic Club has been operating since 1883, making it one of the oldest university comedy groups in the world. Its alumni read like a history of British comedy: Peter Cook, John Cleese, Eric Idle, Emma Thompson, Stephen Fry, Hugh Laurie. The club operates through a combination of competitive auditions and collaborative productions, functioning as both a training ground and a networking hub for aspiring comedians.


Ayoade didn't just join the Footlights. He became its president.


The timing proved fortuitous. His contemporaries included David Mitchell, who would go on to become one half of the beloved Mitchell and Webb partnership, and John Oliver, who would eventually leave Britain entirely to become America's most famous late-night satirist. Ayoade and Oliver wrote together, performed together, and toured together in Footlights productions with names like Emotional Baggage and Between a Rock and a Hard Place.


He also met Matthew Holness, a fellow Cambridge student who would become his most important early collaborator. Together, they would create something genuinely strange.


The Invention of Garth Marenghi


In 2000, Ayoade and Holness debuted a stage show at the Edinburgh Festival Fringe called Garth Marenghi's Fright Knight. The premise was elaborate: Holness played Garth Marenghi, a fictional horror writer who believed himself to be a literary genius on par with Shakespeare—except, crucially, terrible. Ayoade played Dean Learner, Marenghi's publisher and enabler, a sleazy businessman convinced of his client's brilliance.


The show was nominated for the Perrier Award, the Edinburgh Fringe's most prestigious comedy prize. The following year, its sequel, Garth Marenghi's Netherhead, won outright.


The concept eventually made its way to television. Garth Marenghi's Darkplace, which aired on Channel 4 in 2004, presented itself as a lost 1980s television drama recently rediscovered and finally being broadcast. The fictional show-within-a-show was set in a hospital built over the gates of Hell, featuring deliberately wooden acting, continuity errors, and production values that suggested a budget of approximately nothing.


What made Darkplace brilliant was its layering. Viewers were watching actors playing actors who were bad at acting, in a show made by fictional people who thought they were making art. Every stilted line reading, every awkward pause, every inexplicable plot development was simultaneously a mistake and a joke about that mistake. It was parody operating at multiple levels of irony.


The show ran for only six episodes and attracted modest ratings during its initial broadcast. But it found an afterlife in reruns and, eventually, streaming—becoming one of those cult favorites that certain people evangelize about while others have never heard of it.


Maurice Moss and the IT Crowd


In 2006, Ayoade landed the role that would define his public persona for the next decade and beyond.


The IT Crowd was the creation of Graham Linehan, an Irish writer-director who had previously co-created Father Ted, one of the most beloved British sitcoms of the 1990s. Linehan's new show was set in the basement of a fictional corporation called Reynholm Industries, where the IT department consisted of exactly three people: Roy, an Irish slacker who resented having to help anyone; Jen, a newly appointed manager who knew nothing about computers; and Moss.


Maurice Moss was not based on anyone in particular, though he drew from decades of cultural stereotypes about computer programmers. He was brilliant with technology and hopeless with human beings. He spoke in a precise, slightly nasal voice. He wore short-sleeved shirts and kept his hair in an unfashionable cut. He struggled to read social situations that everyone else navigated automatically.


Linehan wrote the part specifically for Ayoade, having seen his earlier work. The fit was so precise that it's difficult to imagine the character being played by anyone else—though apparently an American pilot was filmed in 2009 with Ayoade reprising the role alongside Joel McHale. No series was commissioned, and the pilot never aired. Some performances simply cannot be transplanted.


The IT Crowd ran for four seasons between 2006 and 2010, with a special episode airing in 2013. That finale earned Ayoade a BAFTA for Best Male Comedy Performance—the British Academy of Film and Television Arts' recognition that he had, over eight years, created something genuinely memorable.


The Music Video Years


While Ayoade was becoming known as a comic actor, he was simultaneously building a parallel career behind the camera.


Music video directing occupies an unusual space in filmmaking. The budgets are relatively small, the running times are short, and the primary obligation is to serve someone else's artistic vision—namely, the musician's. But these constraints can also function as creative freedom. There's no studio interference, no focus groups, no pressure to appeal to the widest possible audience. You have three to five minutes to make something visually interesting, and if the song is good, people will watch it repeatedly.


Ayoade directed videos for some of the defining indie bands of the mid-2000s. His work for Arctic Monkeys included "Fluorescent Adolescent," one of the Sheffield band's biggest hits, as well as "Crying Lightning" and "Cornerstone." He directed two videos for Vampire Weekend, the preppy New York group whose sound mixed African pop influences with indie rock—"Oxford Comma" was filmed in a single unbroken take. He worked with Kasabian, Yeah Yeah Yeahs, and The Last Shadow Puppets, the side project of Arctic Monkeys frontman Alex Turner.


His visual style drew from the European art cinema he'd loved since adolescence. A video for The Last Shadow Puppets' "My Mistakes Were Made for You" was explicitly inspired by Fellini's Toby Dammit, a 1968 short film about a declining actor that's probably not what most people picture when they think of music video influences.


In 2008, Ayoade directed At the Apollo, a live Arctic Monkeys concert film shot at the Manchester Apollo on Super 16mm film. Super 16 is an analogue format that produces a particular grain and texture—choosing it for a live concert in the late 2000s was a conscious aesthetic decision, a rejection of the high-definition digital clarity that was becoming standard.


Submarine: A Feature Debut


All of this was prologue to what Ayoade clearly considered his serious work: making films.


Submarine, released in 2010, was his first feature as writer-director. He adapted it from Joe Dunthorne's 2008 novel of the same name, a coming-of-age story set in Swansea, Wales. The protagonist, Oliver Tate, is a fifteen-year-old who fancies himself more sophisticated than his circumstances. He becomes infatuated with a classmate named Jordana while simultaneously trying to prevent his parents' marriage from collapsing.


The film starred Craig Roberts, a young Welsh actor making his film debut, alongside established performers including Sally Hawkins and Paddy Considine. Alex Turner, by this point an Ayoade collaborator, contributed five original songs to the soundtrack—acoustic pieces explicitly inspired by Simon and Garfunkel's music for The Graduate, that other famous film about a young man's romantic confusion.


Critics responded enthusiastically. The Guardian's Peter Bradshaw called Ayoade "a tremendous new voice in British film." The movie premiered at the Toronto International Film Festival and was eventually picked up by the Weinstein Company for North American distribution—the kind of validation that suggests a filmmaker with a future.


Ayoade received a BAFTA nomination for Outstanding Debut by a British Writer, Director, or Producer. He didn't win, but the nomination placed him in a specific category: someone to watch.


The Double and Dostoevsky


His second feature, The Double, arrived in 2014. Where Submarine had been warm and nostalgic, this was cold and paranoid.


The film was based—loosely—on Fyodor Dostoevsky's 1846 novella of the same name. Dostoevsky's original concerns a minor Russian clerk who encounters a man who looks exactly like him and gradually usurps his life. It's a story about identity, authenticity, and the terror of being replaceable. Ayoade updated it to an unspecified time and place, creating a visual world that critics compared to Terry Gilliam's Brazil: all buzzing fluorescent lights, institutional beige, and bureaucratic absurdity.


Jesse Eisenberg played both the timid protagonist and his confident doppelgänger, a casting choice that required the actor to essentially perform opposite himself throughout the film. The supporting cast included Mia Wasikowska and Wallace Shawn, suggesting a certain kind of intellectual indie ambition.


The film received generally positive reviews, though it never found a wide audience. This is the fate of many mid-budget art films: respected, discussed in certain circles, and then largely forgotten by the broader culture. Ayoade hasn't directed a feature since, though whether this reflects choice or circumstance is unclear.


The Presenter Years


Instead, he pivoted to television presenting—a peculiar development for someone whose public image was built on awkwardness and social discomfort.


In 2013, he took over Gadget Man from Stephen Fry, a Channel 4 show about innovative products and technology. The format was essentially a showcase for consumer electronics, the kind of programming that exists primarily because manufacturers want their products on television. But Ayoade brought his particular deadpan sensibility to the hosting duties, treating each gadget with a mixture of genuine curiosity and barely concealed bemusement.


This led to Travel Man, which ran from 2015 to 2019 and became perhaps his most successful presenting vehicle. The premise was simple: Ayoade would spend 48 hours in a different city each episode, accompanied by a celebrity guest. The hook was his complete refusal to perform enthusiasm. Where most travel presenters gush about local cuisine and scenic vistas, Ayoade maintained his characteristic reserve, observing foreign customs with the detachment of an anthropologist studying an alien culture.


In 2017, he became the host of The Crystal Maze, a revival of a beloved 1990s game show. The original had been presented by Richard O'Brien, the creator of The Rocky Horror Show, who brought a manic energy to the proceedings. Ayoade's version was different—more cerebral, more intense, like Maurice Moss had been given the keys to a theme park.


Voice Work and the Animation Circuit


A distinctive voice is a career asset in ways that aren't always obvious. Ayoade's particular delivery—precise, slightly nasal, perpetually measured—proved well-suited to animation, where voice actors must convey character without the benefit of facial expressions or body language.


His voice credits accumulated steadily through the 2010s and into the 2020s. He appeared in The Boxtrolls, a stop-motion film from the studio that made Coraline. He was in Early Man, an Aardman production about prehistoric football. He voiced characters in both Lego Movie sequels. Pixar cast him in Soul, the 2020 film about a jazz musician's journey through the afterlife—a movie that won the Academy Award for Best Animated Feature.


He played Onion in Apple & Onion, a Cartoon Network series about anthropomorphic food items navigating urban life. He voiced characters in The Mandalorian, the Disney+ Star Wars series that became a cultural phenomenon. He appeared in Disenchantment, Matt Groening's fantasy comedy for Netflix.


None of these roles required him to change much. Producers were hiring Richard Ayoade's voice specifically because it sounded like Richard Ayoade. The persona had become a product.


The Books: Comedy as Literary Form


In 2014, Ayoade published his first book, Ayoade on Ayoade: A Cinematic Odyssey. The title parodied Faber and Faber's "Directors on Directors" series, prestigious volumes in which acclaimed filmmakers discuss their craft with appropriate seriousness. Ayoade's version consisted of fictional interviews in which he questioned himself about his work and his profound love of cinema.


The joke was the disproportion: here was a man who had directed exactly one feature film treating himself as a subject worthy of scholarly examination. But the comedy also allowed genuine film criticism to slip through. Ayoade clearly knew an enormous amount about cinema, and the absurdist frame gave him license to discuss it without appearing pretentious.


His second book, The Grip of Film (2017), pushed the concept further. Written from the perspective of "Gordy LaSure," a fictional American film obsessive with terrible taste and strong opinions, it presented an A-to-Z encyclopedia of cinema filtered through a deeply unreliable narrator. Footnotes attributed to Ayoade offered corrections and commentary on his own fictional creation.


Ayoade on Top followed in 2019, a book-length analysis of the 1995 film View from the Top—a forgotten Gwyneth Paltrow comedy about a woman who dreams of becoming a flight attendant. The choice of subject was itself the joke: treating a minor studio film with the analytical rigor normally reserved for acknowledged masterpieces.


In 2022, he published a children's book, The Book That No One Wanted to Read, illustrated by Tor Freeman. It was a departure from his previous work, though the title suggested he hadn't entirely abandoned his characteristic self-deprecation.


The Ayoade Paradox


What makes Richard Ayoade difficult to pin down is the consistency of his public persona combined with the diversity of his output. The same person who played Maurice Moss in a mainstream sitcom also directed a Dostoevsky adaptation. The man who hosts lighthearted travel shows writes books parodying academic film criticism. He's worked with major Hollywood studios and tiny British comedy productions.


Through it all, he maintains the same affect: guarded, ironic, perpetually deflecting. Interviewers have noted his reluctance to discuss anything personal, his tendency to respond to questions with jokes or evasions. The real Richard Ayoade, if he exists distinct from the character, remains hidden behind layers of performed awkwardness.


This opacity might be a survival strategy. British celebrity culture can be brutal to anyone perceived as taking themselves too seriously. By presenting himself as perpetually uncomfortable with his own success, Ayoade sidesteps the accusations of pretension that might otherwise attach to someone who cites Bergman and Dostoevsky. The self-mockery functions as armor.


Or perhaps the persona is simply who he is. Perhaps the fifteen-year-old who dressed like Holden Caulfield and dreamed of making films like Fellini really did grow up to become someone who views the world with permanent, affectionate suspicion. Some people really are that consistently themselves.


Legacy and Influence


Ayoade's impact on British comedy is harder to measure than it might initially appear. He hasn't created a school of imitators in the way that, say, Ricky Gervais's cringe comedy influenced a generation of awkwardness-based humor. His work as a director, while critically praised, hasn't been prolific enough to establish a distinctive visual style that others might emulate.


What he has done is demonstrate a particular model for a creative career: the hyphenate who refuses to be defined by any single role. Actor-writer-director-presenter-author is an unusual combination, but Ayoade has made it work through sheer consistency of tone. Whatever he does, he does as himself—or at least as the version of himself he's chosen to present.


He's also proven that intelligence and popular success aren't mutually exclusive. The IT Crowd was a mainstream sitcom that ran for nearly a decade. Travel Man attracted audiences who had no interest in arthouse cinema or postmodern comedy. By embedding his particular sensibility within accessible formats, Ayoade reached viewers who would never seek out experimental work on their own.


The kid from Martlesham Heath who discovered Bergman and Fellini at fifteen found a way to bring something of that sensibility to audiences who'd never heard those names. Whether they noticed what he was doing is another question entirely. Perhaps that's the point. The best jokes, after all, work whether or not you catch the reference.
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  Guest essay from Egor Kotkin. Support Egor’s work on Substack and Patreon. Follow him on UpScrolled, Twitter and YouTube.
The way Noam Chomsky was exposed in the Epstein files says something not only about Chomsky himself, but also holds a mirror up to the Western left, reflecting the limits of their advocacy they have chosen since being on the same side of the Cold War fronts and still with the largest capitalists, investors and beneficiaries of the Western-led world order to this day.
Noam Chomsky’s position on the Bolsheviks and the USSR: “Lenin was a right-wing deviation of the socialist movement,” has long haunted me.


I don’t think the question of whether Chomsky is ideologically right or wrong is long settled: of course not. But this was not the case for the first couple of years; for me, in my personal political evolution, the question he posed was of fundamental importance. His critique seemed valid, and I kept it in mind until I’d formed my own and understood where Chomsky was wrong and what the catch was that made his argument dishonest. Below, I will explain how Chomsky’s assertion, judging participants in historical processes based on the outcomes of historical processes, violates the basic rules of historicism and logic, and why, in my view, he was deliberately dishonest.
As is often the case with the most dangerous lies, Chomsky’s accusation is half true and half false. The true half: to say that Lenin, the Bolshevik Party, and the USSR ultimately turned out to be a right-wing version of Marxist socialism is correct. But the way I have formulated it (“ultimately turned out to be”) includes and takes into account the implication of historical process, dynamics; it implies a contradiction with the starting position (Lenin and the Bolshevik Party *became* a right-wing, more reactionary version of socialism *in the course of* the historical process), making a referral to the dialectical nature of the historical process.
I regularly and relentlessly argue with those who claim that Stalin’s USSR was a fascist regime. False equivocation of socialism/communism even in their worst historical shape with fascism/nazism was and remains a fascist self-report.
But I would not argue with the assertion that Stalin’s USSR had some directionally fascist tendencies, i.e. developed an unfortunate (and ultimately self-defeating) right-wing bias in its cultural and, in part, national policies, most notably. Because, in such a formulation, there is no longer an assertion of some “nature” of Soviet socialism (meaningless in the materialistic historical analysis anyway), but rather a descriptive presentation of the dynamics of historical processes in specific historical circumstances.
The right-wing evolution of the Bolshevik politics and the Soviet regime is an inevitable consequence of the dialectical nature of history, and indeed of any conflict, where the flip side of mutual negation is mutual influence. Stalin’s reactionary turn in the 1930s was undoubtedly a fascistization of the regime, caused by the struggle for survival against literal fascism (which arose in the West in response to the success of the October Revolution of 1917, meaning the fascistization of capitalism also occurred not spontaneously, but dialectically).
An anarchic hippie commune, threatened by a gang of thugs, in a vacuum, will inevitably become more militant than it is compatible with maintaining the anarchist fundamentals in order to survive. This was the point of world revolution: socialism, and especially communism, is impossible in competition with a more reactionary system, and only becomes viable as a complete replacement to such a system—it requires a mutual disarmament. One can’t play football if one team comes onto the field with balls and the other with swords. Either both teams disarm, or it will be a battle, not a game. But how do you disarm a team that refuses to disarm and prefers to win by hacking its opponents to pieces? The choice here is either surrender, or trade balls for swords and try to win the fight. But either way, there will be no football.
It requires a certain collective leap of faith, so to say. Otherwise, the need to defend oneself according to the rules of the old world against the old world will make any attempt to build a new world within the old world framework somewhat impossible. Building something truly new, a new way of life in this world, requires the world united in that will.
Chomsky fails to understand this dynamic when he claims that Lenin and the Soviet project were right-wing. They moved rightward, yes. But they were never right-wing, and the Bolsheviks of October 1917 are further left than anything leftist in the West today, including Chomsky himself, if only because none of them moonlighted as advisors to pedophile grand dukes or held a candle to aristocrats hunting ballerinas.
The “Trotskyists” also fail to understand this dynamic: while rightly criticizing Stalinism for its fascistization, they nullify the value of their critique with the initial assumption that the problem lies in Stalin’s intra-party victory, not Trotsky’s, i.e., reducing everything to the struggle of personalities in history and ignoring history itself—otherwise they wouldn’t be Trotskyists. And, of course, this isn’t understood by the “Stalinists,” who, accepting the fascistization of Stalinism as a given, believe that we must begin with fascism right away. If both had mastered dialectics, this pseudo-schism simply wouldn’t exist.
Therefore, Chomsky’s discovery in the Epstein Files adds nothing to the ideological disagreement with him—he’s wrong objectively, i.e., independently of it. But it adds to Chomsky’s own portrait: the stern old man was implacable toward Lenin’s right-wing policies, confronted with civil war at home, foreign intervention, and the revolutionary weakness of the Western working class, which had left the Russian Revolution to deal with it all alone. 
Yet he found reason to be sympathetic to the pure demon of the bourgeoisie, too criminal for the inherently class-based bourgeois legal system. He’s like the leftist among Hitler’s advisers, unable to bear Stalin’s betrayal of the ideological purity of socialism.

But it was not Chomsky’s failure to understand that where the Soviet project ended up was not the same as what it was about that was the mystery. Many make this kind of mistake. The mystery was how Noam was able to recognize this fallacy and shoot it down on the spot easily in almost every other case, like when it came for criticism of Palestinian resistance for example. The same case can be made and is being made against Hamas: “Hamas is too right-wing, too reactionary”—even though Hamas didn’t even start as an armed resistance, and it’s pointless to “condemn Hamas” separately from analyzing conditions that produced Hamas. And Chomsky would have no problem to correctly and poignantly explain it, providing an excellent materialist and dialectical analysis when it comes to Hamas, or Taliban, or Iranian  Ayatollahs—which makes his selective blindness when it comes to the same dynamic played out after the Russian Revolution in the USSR history that more sus… or made, before I saw what kind of relationships Noam Chomsky had with Jeffrey Epstein.
The difference is that Hamas is far from being in power and threatening the Western world order. Chomsky could exercise full power of the Marxist analysis there without spooking his benefactors too much. But the USSR was too real and too powerful for him to be equally as honest.
In a similar fashion Chomsky would throw under the bus Venezuelan regime as well.  

The point is not the Venezuelan regime being or not being sufficiently “by the book” socialist—no one was, and no one should have been—not without the Western left, who failed to show up for the world revolution, and, with the imperial core of the West pertaining, continued to criticize their comrades in Russia and China for not doing socialism “the right way” from its comforts instead.
The point is the servile nature of Chomsky’s commentary in private when it might hit too close to home for the Western elites: do not have any doubts, going full imperialist against Venezuela, even “the left” do not claim them as their own, per the leftiest of the left, comrade Chomsky himself.

Deprived of the dialectical materialism depth of analysis, it loses the sight of the historic reality that the whole “the USSR-style” socialism only happened because only in Russia socialists actually came through with the whole revolution thing only to found themselves alone against the world’s most dangerous threat ever, this faux-radicalism ends up being flattened into the simple, one-dimensional designations, and in effect becomes just another kind of liberal purity bullshit. This “Chomsky-kind” of socialism can be conditionally called democratic socialism, because even in its name it emphasizes that “we are not like the other, undemocratic, bad, bad socialists,” which is, at the closer examination through an actually dialectically materialist lens, becomes a false distinction. 
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  Freddie DeBoer’s debut novel, The Mind Reels, is about a girl, Alice, who slowly goes crazy, gets medicated, goes crazy again, gets medicated again, etc.
This girl is an everywoman. The book is very careful to situate her as being slightly above-average in every possible quality (looks, intelligence, popularity). And it’s careful to tell us that her childhood, too, was happy, but not exceptional.
Alice was never popular in high school, but she was kind and that kindness was rewarded by her peers, who treated her as someone who stood outside of the hierarchy, who lived to putter around the people who mattered and be her own kind self, and they rewarded her with compliments of her plain clothes and features, invitations to parties, rides home from football games. There was a part of her that knew she was being condescended to but she didn’t care.

Like Vincenzo Latronico’s Perfection, this is not a book about a person, it’s a book about a type.
And, like Perfection, it’s written in a very clean style. No particular sentence calls attention to itself. The aim isn’t to impress you, the aim is to tell a story.
You’re powered through the story by a simple question: “Is she going to be okay?”
I haven’t read enough stories about madness to know what usually happens in this type of tale. Last year, I read a novel, Elaine Kraf’s The Princess of 72nd Street, that’s also about a bipolar woman. In that case, the story ends upon an ambiguous note. The woman recovers, but you know that the madness will come again someday soon.
In this case, I’d actually read a review of The Mind Reels, by T. Benjamin White, that spoiled the ending, but I’d forgotten what he’d written! So I was running blind.
Because I follow DeBoer online, I’d heard a fair amount about the aims of this novel. I knew his intent was to avoid glamorizing mental illness—to show how dull and painful it could be. His description didn’t necessarily make me want to read the book (although I preordered it, just to support him), because I like glamorous things. Elaine Kraf’s book definitely glamorized insanity, and that’s part of why I liked it. There’s a beauty that hangs over insanity: a beauty that comes from floating down 72nd street, feeling like everything on this block belongs to you.
The Mind Reels has a little of that beautiful, floating feeling, but not very much. Mostly it has the other parts of madness: over a few months Alice destroys her friendships and ruins her grades, and then she needs put her life back together.
It’s surprising that this book works so well. This is a hard kind of book to write. Everything in the book feels very sketch-like, as if it’s just a quick impression. When she goes to a psych ward or a campus health center or works an office job, you think, “Ahh yes, this is exactly what those places are like”. There’s no particularity, no quirks. There’s no elements here that might call attention to itself.
The joys of the book are small joys. For instance, I found all her interactions with the health system to be darkly amusing. There’s the college residential staff who insist her real problem must be anxiety. There’s the ER doc who concludes she must be psychotic from abusing adderall. There’s the cut-rate therapist who insists the issue lies in her childhood. There’s the group-home counsellor who refuses to remember a patient’s chosen name.
I enjoyed the Oklahoma setting. I’ve only driven though Oklahoma and have never spent the night, so I can’t say if it was true-to-life, but I know the state is quite racially diverse, and it also has some fairly large cities. When the novel moved through the environments, it always felt, to me, like I was in a specific place, and not just in generic flyover-country.
It’s really the brisk pacing of the book that allows it to work so well. I admired its economy and its use of time. It felt like Michael Kohlhaas or Hadji Murad—one of those 19th-century novellas that move you swiftly through a person’s life.
The level of craft was surprising. I am used, especially in literary novels, to the book feeling baggy and unstructured. Here that wasn’t the case at all—after a few chapters I felt trust that the book would get me to the end in as little time as possible.

The highest of brows
It’s a bit funny that this novel is published by Coffee House Press, a nonprofit press, based in Minneapolis, that I associate with very high-brow, avant-garde books. For instance, they published Karen Tei Yamashita’s Circle K Stories, a fiction/nonfiction hybrid that’s mostly in English but has some chapters in Japanese and Portuguese. This book doesn’t feel avant-garde, it feels like an old-fashioned problem novel, a la the Dorothy Canfield Fisher book I wrote about last year.
But an avant-garde press like Coffee House exists precisely in order to publish books that are systematically overlooked by the mainstream, and it’s true that novels that are driven by overt concern for a social ill (’problem novels’) tend to be a hard sell at big presses.
You know, I often hear people complain that the last ten years have been full of novels that are about social problems: novels that are about oppression and woke stuff like that. But, as I noted in my piece about Fisher’s The Home-Maker, literary novels from big imprints are usually careful not to do what Freddie has done here. They try not to make the characters into an avatar of their class.
That’s why so many literary novels about marginalized people are about characters who are messy, alcoholic, lazy, or otherwise imperfect. For instance, the main character of Raven Leilani’s Luster is clearly a mediocre employee and perhaps deserves to get fired. The same goes for the main character in Brandon Taylor’s Real Life, who is certainly being bullied by his advisor and post-doc, but who is also far from the best student in the lab.
You actually don’t see that many characters like Alice who are good and who are purely a victim of misfortune. It’s clear, right from the outset, that Alice’s only real problem is this mental disorder. If it wasn’t for that, she would’ve had a very different outcome in life. Even in her progression through this disease, she is very typical, and she behaves in understandable and normal ways. There is no sense, within the book, that she is a major contributor to the misfortunes she suffers.

The New Problem Novel
Last year, I reviewed a self-published novel, Peter Shull’s Why Teach?, that verged on problem-novel territory, and it has a similar feel to Mind Reels (although Shull’s protagonist is a bit more distinct than Alice). Because I’ve now read two recently-published books with problem-novel qualities, I now feel free to opine wildly about the characteristics of a genre I will call ‘the new problem novel’ (which, to be clear, is composed of just two books)
What’s nice about the new problem novel is that it doesn’t hit the point too hard. The 21st-century problem novel has more humility than a work by a 20th-century progressive like Dorothy Canfield Fisher. 
In Fisher’s book, The Home-Maker, the message is clear: different people are suited to different types of work, and if gender relations keep men from staying home to raise children, then that is bad—those gender relations ought to be altered.
In Why Teach?, Peter Shull’s protagonist, Will Able, is a journeyman teacher who’s deciding whether to throw off his profession and apply to law school. Obviously we know that teaching is good, but Shull doesn’t glamorize the profession. He makes it clear that this teacher’s fantasies of inspiring kids with a love of literature are indeed fantasies; although his students respect him as a teacher, they’re largely untouched by the subject matter.
Similarly, in DeBoer’s book, we see that Alice’s life is hard. Because she has this illness, she has a worse life than she’d otherwise have. The illness is all negative, no positive. She is not more sensitive because she was once psychotic. She does not learn any lessons, does not gain any special grace. She is unambiguously worse off than she would be if she wasn’t sick. And, furthermore, each episode robs her of a little more. Each episode costs her more stability, more friendships, more money. So she knows, after each recovery, that her life going forward will be a little worse than it would’ve been.1
Where the 20th-century problem novel was concerned with social relations, the 21st-century problem novel pays more attention to psychology. Alice’s situation is fixed. It’s hard to see how the world could be different in any way that would meaningfully improve her life. The novel isn’t a call to social action; its aim is to dramatize the internal conflicts of people like Alice. 
Freddie DeBoer is primarily known as a nonfiction writer and blogger. I’ve never read his nonfiction books, but I’ve probably read hundreds of thousands of words of his blog. His voice on Substack is booming and maximalist; I was surprised that his voice in this novel is quite different. It’s very calm, restrained, and brisk.
The novel is slim, less than two hundred pages, and I read it in two hours, after putting my daughter to bed. Forget about braided narratives, autofiction, or gonzo weird fiction—apparently the problem novel is the most exciting new avant-garde trend, and if you want to be ahead of the curve you should check this one out.


On Book Reviews
Before choosing to read the book, I’d only seen one review of The Mind Reels. That review was posted by T. Benjamin White, a judge for the Samuel Richardson Award. He wrote a great review on his blog that has about 82 subscribers.
However, I just looked up The Mind Reels on Bookmarks, and I see now that even though it’s from a small press, this book has received an enviable amount of book coverage, with reviews from John Warner in The Chicago Tribune and Sam Sacks in the Wall Street Journal, and a mention by The New Yorker’s “Briefly Noted” section. Many large-press books don’t get this kind of attention, and most small-press books get zero coverage of this sort (Helen of Nowhere, which also came out from Coffee House last year, has no Bookmarks listing as  noted.).
Much of this press is undoubtedly due to Freddie DeBoer’s popularity as a blogger. My own review is certainly downstream of the fact that I’m a fan of his blog and preordered his book in order to support him. Freddie is a subscriber to Woman of Letters as well, but I wouldn’t call us friends, or even friendly.


DeBoer recently ignited controversy with a post commenting on the press rollout for a January FSG release, Lost Lambs. He said (in essence) that the fix is in, and that some books get a lion share of the coverage because they’ve been chosen by mysterious unspecified backers.
Although I wouldn’t phrase things in quite the way Freddie DeBoer did, I also have complained about the existence of a hype machine for books. The publishing industry is dominated by a small number of large corporations. Each year, these corporations pick a few literary-fiction titles and give them big publicity campaigns. And these titles are disproportionately likely to receive coverage at mainstream outlets.
There’s been a lot of debate online about the merits of Freddie’s claims. And then those claims are complicated in turn by the fact that this kind of mainstream review coverage is decreasing. Yes, a lead title from FSG definitely had a better chance of getting a book review at The Washington Post, but…as of last week the Post doesn’t cover books anymore. 
I am in sympathy with what Freddie is saying, but I don’t necessarily have any contribution to make to the discourse. It almost feels unfair to mention it here in my review of his very fine book, but I thought it’d be weird to just post a review without mentioning the weeks-long controversy he started on this very site about the matter of book coverage.


Woman of Letters reviews eight to ten new releases a year. In the last year I’ve covered Emperor of Gladness, Theatrics, The Golden Hour, The Trauma Plot, Woodworking, Perfection, Why Teach?, The Sleepers, Flesh). Not all my reviews are positive—sometimes I post a mixed or negative review. I think with a newsletter there’s an implicit promise of authenticity. I’m not being paid for my reviews; I only review books that I actually wanted to read, and I only praise a book that I actually enjoyed. I think that promise counts for something.
Here are some good sources of book coverage that I follow:
	I wrote about The Whitney Review of New Writing a few weeks ago. That journal’s a great window into contemporary American avant-garde literature.

	 is just getting going, but I’ve been impressed by his reviews. He recently wrote a review of Lost Lambs.

	 reviews a lot of small-press titles and translated fiction.

	 is relatively new, but they publish extremely high-quality reviews of small-press titles. 

	I, of course, always recommend —they cover plenty of big-press books, but they also post reviews of many self-published books from writers in the Substack ecosystem.

	 is exceptional. She covers what feels like a dozen books every month, and she’s unfailingly true to her own idiosyncratic taste.

	 also reviews a good mix of frontlist and recent-backlist titles.

	 isn’t primarily a reviewer, but he covers a fair number of front-list titles. I really trust his taste and always take it seriously—if Henry recommends a novel I usually check it out. Honestly, if you like Woman of Letters, you should probably be reading him as well.


I also follow a few Substackers (, , ,  and  come to mind) who review a fair number of frontlist titles per year, though I wouldn’t say they were primarily review-blogs.
If anyone has book review outlets that they truly trust, please leave a comment (it helps if you briefly describe what sorts of books they tend to cover). They don’t need to be newsletters, since I am looking to expand my horizons and start reading more journals that aren’t part of the Substack ecosystem. If we get enough suggestions, I’ll compile the list and append it to a future post.

Elsewhere on the Internet…
	My recent Substack post, “The New Yorker offered him a deal”, was mentioned by Stephen Metcalf on Slate’s Culture Gabfest podcast. He said:
This is tremendously good literary criticism, like very precise, very well researched…It’s an amazing work of literary history. But then it does something beautiful at the end. It says that by perfectly conforming to the format, Cheever was able to express his unique genius. And it does so very honestly. Right. It’s not sort of inflated terms about greatness or, you know… it’s all done with such precision and attention to material reality that by the end, you feel its appraisal of Cheever is as earned as anything possibly could be.



1On a sidenote, T. Benjamin White hated the final pages of The Mind Reels, but I thought the ending was good and probably the only ending that would’ve worked. Sorry to be vague about this, but normally I can guess how a book is going to end, and in this case I couldn’t. It was fun to remain in suspense, so I decided to avoid spoilers in this review so other people could retain that surprise.
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    Not Just a Cultural Decline

    Close Reading Poetry · Close Reading Poetry · Feb 9, 2026 · 19 min read

  

  A new Renaissance could be unfolding right now—buried beneath the anxiety about culture's decline. The same conditions that sparked past moments of artistic and intellectual rebirth are present today: declining literacy, unchecked technological advancement, political fragmentation, universities defunding humanities. These aren't just problems—they're the conditions that have historically preceded periods of cultural renewal.

From Shadows to Light

The author begins with Plato's allegory of the cave as a metaphor for cultural awakening. In the allegory, prisoners chained in a dark cave can only see shadows cast by firelight. One prisoner breaks free, sees the sun, and returns to tell others—but the prisoners refuse to follow him out, preferring "the familiar comfort of the shadows."

The allegory becomes a parable about how introducing new ideas to a culture that is either unready or too complacent to accept them faces perennial challenges. Yet history offers moments when entire cultures were liberated in thought and creativity—moments the author calls "Renaissance moments": periods where art, philosophy, and creative energy converge to release new freedom and possibility.

What Is a Renaissance Moment?

The word "renaissance" means rebirth. Historians first applied it in the 19th century to designate the period from roughly the 1400s to the 1600s—a dramatic departure from medieval constraints. The concept traces back to Giorgio Vasari, who described the revival of the arts as a "renacita." Scholars like Jee Michel and Jacob Burkhardt later adopted the term to describe periods of major innovations in politics, science, art, religion.

The European Renaissance saw unprecedented creativity: literature democratized as poets abandoned Latin for vernacular languages. It was a moment of freedom, expansion, and enlightenment—Europe witnessed the rediscovery of classical texts including Plato's Republic. Yet this cultural revival emerged during plagues, after the fall of the great Byzantine Empire, during stagnation in medieval scholastic systems.

The author argues that Renaissance moments are inherently fluid—they signify a process of rebirth rather than a neatly bounded epoch. The same patterns recur whenever a culture through a confluence of new ideas re-imagines its political, spiritual, and artistic paradigms and embraces a new vision of humanity.

Four Movements of Renewal

To understand how our own moment might be on the cusp of a new Renaissance, the author examines four major historical movements:

The European Renaissance emerged from medieval constraints, marked by unprecedented creativity in literature, art, and classical revival.

The Romantic Revival began during the industrial revolution—artists and philosophers contested attitudes toward nature and the human being that prioritized reason at the expense of imagination. They turned to emotion, imagination, and the sublime as antidotes to the dehumanizing logic of factories and railways.

The American Renaissance grew amidst pressures to find a distinctly American art and voice during tensions leading to the Civil War. Margaret Fuller and Ralph Waldo Emerson consciously wrote the American Renaissance into existence through their 1840s lectures.

The Modernist Movement emerged from similar circumstances of cultural alienation, industry, dehumanization, and ideological fragmentation.

The Opportunity Before Us

The author argues that our current moment contains the same conditions that sparked past Renaissance moments. While we live in a time of unprecedented anxiety about the fate of arts and culture—literacy rates declining, technology advancing unchecked, political discourse becoming polarized, universities defunding humanities—these conditions have historically preceded cultural renewal.

A Renaissance moment is not a golden age. These movements often emerge during periods of political and religious turmoil, under the shadow of war, in the wake of pandemics. But darkness passes, and the spirit of these moments is what drives away the clouds. If we act now, our moment could be the prelude to a new renaissance.

"A culture weary of the endless cycle of shadows suddenly breaks free and walks upward into the light of day."

Bottom Line

The author's strongest argument: cultural rebirth has always emerged from crisis, not from stability. The conditions for renewal aren't obstacles to overcome—they're catalysts that have repeatedly birthed moments of artistic and intellectual awakening. The vulnerability is that identifying these patterns doesn't guarantee we can replicate them; historical analysis offers a template, but the collective will to act remains uncertain.
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    Going Still. Still Going.

    George Saunders · Story Club · Feb 8, 2026 · 15 min read

  

  
Hi everyone,
Got the news yesterday that Vigil is debuting at #1(!) on the The New York Times best sellers list.  

Thanks to all of you who helped this happen, by pre-ordering or otherwise buying it.  What a thrill.  Jeez.  I mean.  :)

I’m writing this little intro on a flight from Los Angeles to Vancouver. Since I last wrote, I’ve had events in San Francisco, Santa Cruz, and Los Angeles – I’ve dropped in some photos at the end of this post. You’ll also find a compendium of some of the podcasts I’ve been doing.
After Vancouver, I have a day off at home, and then it’s off to Chicago, Madison, St. Louis, Baltimore and a short visit with my parents in New Orleans, then over to the U.K., then another short visit home…and then Dallas, Austin, Houston, and San Diego. 😊
Then (early March!) done for a bit.
For today, because I’m still racing around, I thought we’d do one more beat on “Victory Lap,” in response to a question that came in over email, a version of which was also asked at the L.A. event:
Q.
Dear George,
I have a follow-up question on your post discussing the ending of Victory Lap.
(The question continues after that short commercial break…):
For what it’s worth, my interpretation of the ending was the same as your “correct” interpretation. However, it makes me think of the whole “death of the author” argument, and where the line between a misread and alternate read is. So in this case for example, it still seems like the “other side” - that Alison’s parents essentially created a happier version to help their daughter cope, and they’ve so thoroughly drilled this that she now believes it herself - is viable given what’s actually in the text. And crucially not just viable, (an alien came and wiped their memories off-page may be “viable,” but it’s outlandish and silly), but believable given the characters, and what it might mean for what the story is trying to say.

I wonder (and please bear with what might sound like woo) if part of why the original ending felt off to you, was that it erased this ambiguity, and that on some level, there being this kind of ambiguity actually led to the feeling of “this works now.” That is, if you really wanted no ambiguity, it would’ve been easy. But now not only does the story achieve the goal of “raising the question,” rather than “answering it,” it actually has different “questions” it raises depending on your reading. And it seems clear that wasn’t a conscious choice, but I wonder if that wormed its way into your instinctive preference.
But, then, maybe not! To which there is maybe a broader question, putting aside actual mistaken readings (e.g. Kyle is 50 years old), is it the author’s job to correct what they consider misreads?
A.
Dear Questioner,
Right – so, to answer this, let me start with what, for me, is an article of faith: the writer has to know what happened. (Or, as Isaac Babel put it: “You must know everything.”)
If we think of a story as a self-reflective system, every part in intelligent relation to every other part (even if lightly, even if casually) – well, this would be hard to achieve if the writer was iffy or undecided on a critical event within it.
So, I had to decide (or, more accurately, had to “find out”) whether Kyle had killed that guy at the end or he hadn’t. It had to be one or the other.
The meanings of the “Kyle Killed Him” ending and the “Kyle Didn’t” are wildly divergent. And each ending would need to have had, if you will, a slightly different story preceding it, in order to work.

We see Alison in the kitchen, looking out the window. She whispers, “Kyle don’t.”
And he doesn’t (as we will soon find out).
On what was that decision based?  Here’s my after-the-fact rationale:
If we go with the “Kyle Kills Him” ending, the larger story becomes more tragic (Kyle is a murderer)– which is fine by me – but there’s also an imbalance there, in that Alison’s influence gets negated: she is out of the story as soon as she whispers that phrase. I think a reader really comes to feel fond of her in that early section and the story is weirdly shaped, if she just vanishes (it also becomes Boy Saves Girl, which, while, of course possible…well, I felt something deeper might appear.) The move of having her step outside and assert herself by shouting out “like a champ” to Kyle closes the loop for both of them: she is finally a realist, and he is finally getting (and taking) sound counsel, from someone who is genuinely trying to help him. It also fixes that balance problem – she has been very important to the early part of the story, and has faded out a bit, and the story has a better shape if she plays a vital role here at the end.
It felt to me like a more complete, shapely story if both kids performed that “saving” function for one another and, based on that, and the fact that there would be a certain gratuitous cruelty in a story that was already pretty harsh, I decided that Kyle, did not, for sure, kill the guy.
What might be interesting is that whole last beat of the story only arrived while Deborah Treisman and I were wildly editing. I can’t remember how it ended when I sold it to the magazine but I think it might have been in the version I mentioned last time – with Kyle talking to his parents.
Anyway, when the story was done, I “knew” that all of the above was what really happened.
If I hadn’t known that – if I’d left it up to the reader – I wouldn’t have been doing my job. (It’s like a musician who isn’t sure what the last chord in his song is.)

There are some things, of course, the writer doesn’t know, and doesn’t need to, necessarily, and he trusts the reader to supply these things, based on the rest of the story (a character’s hair color say, or what a certain character was doing while offstage) – but my view is that the main events have to be discovered by the writer and he has to take full responsibility for them – he has to be very clear on what happened and what didn’t.
The reader is free to take whatever meaning she likes from that – but I don’t think it’s her job to decide what happened and what didn’t. There’s sometimes room to speculate about motivation – why a person did a certain thing – but we have to be clear on the factual events of the story.
Even if, as in this story, the writer might be a little sly (subtle! artful!) about the way in which he provides those events.
We know, for example, that Gatsby is dead at the end, that Scrooge buys a turkey, that the train kills Anna Karenina. There’s no doubt about those things.
We might feel that the death, the turkey-purchase, and the suicide “say” different things about the respective meanings of those works, but in order for us to construct that interpretation, we have to grasp a clear succession of events.

The questioner says, “It still seems like the “other side” - that Alison’s parents essentially created a happier version to help their daughter cope, and they’ve so thoroughly drilled this in that she now believes it herself - is viable given what’s actually in the text.”
I mean, there’s nothing in the text that directly contradicts this reading, I guess, but there’s also (importantly) nothing that supports it. If I had intended this, I would have woven in some subtle signal to the reader who was investigating this notion. That would be part of the communicative art of the story.
You know:
“You did beautiful,” Mom said, and gave Dad a look, a slight wince, and Alison wondered what this meant” – something like that; a way of waving over Alison’s head to signal to the reader that that little doubt beginning to percolate in the reader’s mind has validity.
But I’d argue that nothing in the story has made us believe that her parents might do something so extreme.
If a writer wishes the reader to sense and then believe in a non-normative interpretation (Gatsby was faking his own death, so he could go somewhere and start anew, for example) then there would need to be, in the text, some confirmatory evidence of this (“Many years later, Daisy could have sworn she saw Gatsby, or someone who looked remarkably like Gatsby, in Chicago. She remembered the way he used to always dream of starting over….”), but that notion would also need to have been baked in earlier, and also suggested all along the way – maybe Gatsby would have proposed such a plan, or she would have found a train ticket dated for the day after the death.
But even this unravels, when we ask how he could have predicted that the gas station owner would have killed him on that day…(unless, of course, they were in cahoots!)
There’s a sort of Occam’s Razor sensibility at work: the reader should accept the simplest version of events. Then, she holds the rest of the book up against that interpretation, for pleasurable reinforcements of it.

With “Victory Lap,” there’s a larger issue, which is simply that if Kyle really did bring the rock down on the guy’s head, everyone would know – Kyle would likely have been arrested, or at least questioned, and would eventually have gone back to school, so the idea of her parents shielding her in that way seems to me both hapless and, eventually, cruel.
Also, we know, factually, that she was standing at the window when Kyle raised the rock. And, in the version where Kyle kills the guy, she would have seen that murder – there’s no way around it – since it would have happened seconds later. And no amount of late-night reassurance from her parents would convince her that that was a dream.
Finally – the occasion for that parental talk is that Allison has had a dream and was upset and they rush in to reassure her. That is, they are not trying to rewrite reality, but to re-establish it – to pull her all the way out of this reoccurring dream. And, from what they say, they seem to know the content of that dream.
Anyway, that’s what I think. In my aesthetic system, the meaning of a story comes from the events and from the character’s reactions to those events, which we glean, in part, in addition, from voice – the ways in which they think about and react to those events. 
But the events are the bedrock.
And they are for us, we writers, to decide.  :)

When I think about why I chose to confirm that particular event in the (perhaps subtle/elusive/indirect) way that I did, there are really two reasons. The first is subtlety. I didn’t want to narrate Kyle’s dropping of the rock in real-time, in part because…I found (by trying) that I couldn’t do it in convincing way. There would have been, let’s call it, an unsupported beat: “Kyle lifted the rock over his head, then put it down.” What caused that? Nothing, or else something internal to Kyle that, because we’re in Alison’s POV, we aren’t privy too – so, this would have been unsatisfying and wouldn’t have expanded the meaning of the story. (And the reader wouldn’t have bought it – I know this because I tried it.)
Whereas, to delay there a bit and have one of the kids have a bad dream, and have their parents come in – that provides just a little suspense before the reader finds out what Kyle did. And, continuing in this mode…to show Kyle’s parents talking to him (which, as mentioned above, I also tried) would have, perhaps to neatly, closed out the question, “Does this experience change Kyle’s claustrophobic home life?”
When, in those last rounds of edits, I changed it so that we stayed in Allison’s point-of-view, there at the window, I didn’t know what I was looking for. And found two things: one, a way to narrate those last moments in the yard that felt convincing – that is, as she recollects it under he parents’ urging. Two, and more importantly, I discovered this idea that, though they lived through a tragedy, it could have been worse, and that it wasn’t worse because of their mutual bravery.
That, it seems to me, is the deeper meaning of the story – these two kids, both impeded in their own ways, being forced, by this pressure-cooker of a traumatic day, up to a higher level of selfhood.

This all leads me to think of Vigil which, of course, I’m talking about a lot these days, and I’m hearing other people’s interpretations of it.  One thing that has made me happy is that, although I think the facts of the novel are clear, people are taking different things away from it, and, in this, the book is fulfilling my vision of it, as an example of that Chekhovian idea that a work of art has to make a field of argument, so to speak – not solve a problem, but formulate it with clarity and, maybe, uplift it into a zone where “answering” seems irrelevant.
(Speaking of which, I did a recent podcast (versions of which can be found here, and here_with the brilliant Tess Callahan (whose Substack Writers at the Well I highly recommend).  Tess has also published this (I have to say) stunning essay on Vigil in Electric Literature in which she seems to have crawled right inside my creative mind.  Thank you, Tess.)
Maybe we could, as a group, brainstorm some other endings that might be read in different ways. Any examples from literature or from your own work?

Now, with your indulgence, some tour updates.
Guin, dear Guin, is thriving in my absence:

Though the Nashville event was canceled because of the ice storm, I got to spend some time with one of my heroes in life and writing, Ann Patchett, and we recorded this talk:


I was interviewed on-stage in San Francisco by the wonderful Vendela Vida, whose books, including the recent The Diver’s Clothes Lie Empty, are beautiful lessons in pacing and urgency.  Thank you, Vendela, for the acuity of your questions and the powerful blessing of your generous, gentle presence.  (More S.F. photos coming soon.)



In Santa Cruz, I was interviewed so graciously by Parini Shroff, author of The Bandit  Queens, at the venerable Rio Theater.  Thank you, Parini, for your kindness and good humor - what a pleasure.





I had a crazily enjoyable night in Los Angeles, onstage with the wondrous Kelly Corrigan.  I was recently on Kelly’s podcast:


…and had a great time on stage together - she is such a funny, charming, intelligent, and natural conversation partner, whose deep soul shines through.  I heard so many people afterwards discussing the particular genius of the way Kelly interviews.  The event began with a reading by Judy Greer and Stephen Root, who nailed it, to the delight of the audience (and me).  They also nailed it in the audiobook, which Kirkus awarded their Earphones Award Winner (the equivalent of a starred review):
This atmospheric, otherworldly, splendidly performed novel has a serious premise: the cost of greed. K.J. Boone, a rapacious oilman at the end of his life, is visited by ghosts. The three main narrators are splendid. Judy Greer, as the youthful Jill “Doll” Blaine, the wraith tasked with Boone’s exit, plays the role with empathy, remarkable pace, and just the right tone. MacLeod Andrews performs the Frenchman, the unforgiving second ghost, more broadly but persuasively. Stephen Root captures the onetime oil baron’s unrepentant attitude. Root characterizes him as a man who never questions himself but knows that others do. Cameos from other standout narrators—Mark Bramhall, Cassandra Campbell, Rebecca Lowman, and Saunders himself—add to the experience. This brief and brilliant audiobook is compelling and wildly imaginative.


First, here are two photos from L.A. - of me and our beloved Mary G.


All of the following are by Anthony Tran, with permission.







Thanks so much to all of you who’ve come to the events and will yet come to one, or think about coming and decide not to, but later maybe, slightly, regret it.  
I am so grateful for all of you.
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    Weekly Readings #209 (02/02/26-02/08/26)

    John Pistelli ·  · Feb 8, 2026 · 18 min read

  

  A weekly newsletter on what I’ve written, read, and otherwise enjoyed.

Welcome back to Grand Hotel Abyss! The above is a Goodreads review of my recent novel, Major Arcana. If you’d like to read this “postmodern novel with a modernist conscience,” you can order Major Arcana in all formats (print, ebook, audio) here; you can also find it in print wherever books are sold online. You can buy it directly from Anne Trubek’s distinguished Belt Publishing, too—we receive more of a profit that way—or you might also suggest that your local library or independent bookstore acquire a copy. Please also leave a Goodreads, Amazon, or other rating and review. Thanks to all my readers!

Then there’s The Invisible College, my literature podcast for paid subscribers to this Substack. I screenshot Henry Begler above qua satisfied customer, since we just wrapped up Thomas Mann’s The Magic Mountain this week, with “A Hermetic Story,” an episode about the book’s final chapters, with their vitalists and duels and séances and farewells and Great Wars, and about Mann’s apparent conviction that the Bildungsroman, or coming-of-age novel, is a secularization of hermetic magic and alchemy in its transfiguration of soul.1 Next week, we begin a six-week sequence aimed at answering that classic question: Tolstoy or Dostoevsky? We start Anna Karenina on Friday. In last year’s episode on Tolstoy’s short novels, I allowed myself to express my misgivings about the master from Yasnaya Polyana. Can our moralist’s most artistically satisfying novel bring me back to his side? If you’d like to find out, please offer a paid subscription today. You can also peruse the 2026 schedule and consult the ever-expanding two-year archive, with almost 100 two- to three-hour episodes on subjects from Homer to Joyce, and from ancient to contemporary literature. Thanks to all my current and future paid subscribers! 
For today, I participate in a little parlor game, just to have some place to attach the footnotes. Please enjoy!


Me Decade: The Fiction of a List

Trying to keep tabs on the week’s controversies,2 I kept running across an exercise where one is supposed to list the greatest novels of each decade3 since the 1950s. I thought it might be fun, so I made my own list.4 
	’50s: Ellison, Invisible Man

	’60s: Nabokov, Pale Fire

	’70s: Murdoch, The Sea, the Sea

	’80s: Morrison, Beloved

	’90s: DeLillo, Underworld

	’00s: Ishiguro, Never Let Me Go

	’10s: Burns, Milkman

	’20s: Wagner, ROAR: American Master


I confined myself to the English language, not because I wish to accuse the “literature in translation” crowd of any depravities,5 but only because I do not presume to judge the whole planet. In two cases, however—One Hundred Years of Solitude for the ’60s and 2066 for the ’00s—a Spanish-language choice likely overwhelms the rest as surely as would Russian-language choices have done a century before. I am always fascinated by the interaction of personal preference, objective judgment, and assessment of influence in such lists. Gravity’s Rainbow is probably more “important” than The Sea, the Sea, but I would rather reread the latter than the former, so I put personal preference above cultural judgment. Beloved, on the other hand, is certainly the most influential novel in English of the ’80s, influential more even on society at large—“intergenerational trauma” etc.—than on subsequent literature, but it’s not even Morrison’s best novel or my favorite (these might be, respectively, Song of Solomon and Paradise); so there I went with impact over aesthetics. Roth, Bellow, and Coetzee should all be on the list, but neither has one obvious book or even one obvious decade to put over the rest; still, you might substitute Herzog for Pale Fire, here for the sake of representing “postmodernism,” whatever that means, since I ignored Pynchon. Other omissions? Midnight’s Children is an obvious one, and perhaps even rivals Beloved for “importance” in the decade they share; you can account it a national bias, then, that I went with the American choice. On a counter-Americana note, however, I like Cormac McCarthy but can never find it in me, for some reason, to put him in the front rank. Infinite Jest? I never finished it and have disliked it steadily even as its stock has so drastically risen, fallen, and risen again. Anyway, even if I liked it better, Underworld still seems to me the novel of that end-of-history6 decade, and the 20th century’s last undeniably great novel, as the smaller scale and scope of the 2000s and 2010s choices may attest. (Also its presence answers in some sense for Gravity’s Rainbow’s absence, and perhaps even for the absence, in the 1950s, of Beckett’s Trilogy, to which its portrayal of character is as related as its portrayal of society is as related to Invisible Man.) The large-scale novel, like history qua world-historical ideological conflict, has evidently returned, however, in our own decade, thus my rather grander and more overtly experimental7 selection for our ’20s, another “postmodern novel with a modernist conscience.” Please put your own choices in the comments. 
1On the debate re: “liberal aesthetics,” I offer the reminder (Do I repeat myself? Very well then I repeat myself. I am small; I contain similitudes) of the Grand Hotel Abyss position, not so much my own original idea as the fruit of a quaternary education spent in and adjacent to English and CompLit rather than Philosophy and PoliSci, that liberalism has no aesthetic because liberalism just is the aesthetic. What other ideologies, whether ante- or anti-liberal, permit an autonomous aesthetic realm in the social order? Before liberalism, art existed to ornament church, state, or caste power. Liberalism’s contemporaneous rivals deal with art very differently than liberalism does. Take communists and fascists. Communists kill anti-communist artists and censor anti-communist art; fascists kill anti-fascist artists and censor anti-fascist art. Liberals, by contrast, all have their favorite fascist poets and communist directors and the like, at least the ones with taste do, because they welcome the aesthetics and reject the ideology. Their inability to maintain this habit in the last 15 or so years has not served them well. (A hostile witness would say the aesthetic is the very means by which liberalism dissimulates its own disavowed totalizing power and violence. By contrast, fascism’s aestheticization of politics and communism’s politicization of aesthetics, to use Benjamin’s celebrated terms, are hardly new developments but are rather in the historical mainstream of wedding power to art without apology.) The precipitation out of aesthetic freedom from ideological necessity is one of liberalism’s founding ideas, inaugurated arguably (Boris Groys argues this) when liberal revolutionaries got the idea to put the old regime’s splendors in a museum for the enjoyment of all rather than immolating them, disseminated arguably (Nancy Armstrong argues this) in the form of the novel with its exaltation of the inner life in domestic middle-class space able to adjudicate competing political claims, nationalized arguably (Sacvan Bercovitch argues this) in American literature’s Romantic narratives of open-ended and pluralist symbolism enabling rather than foreclosing democratic deliberation, and inhering arguably (James Wood argues this) in the idea of literature itself qua modern institution anticipated by Shakespearean poetics as performer of the dialectic. I will quote Wood’s as the sum of the rest, from his essay “Thomas Mann: The Master of the Not Quite” in The Broken Estate:
It is through the dialectic that Thomas Mann’s novels justify themselves as novels. In his work, the novelistic is the dialectic. Mann approaches the dialectic with great delicacy, a delicacy that is the result of an immense thoroughness, as the delicacy of tiredness is the result of hard work. Truth, or rather the idea of one overbearing truth, is exhausted into fragility by Mann. The ceaseless motion, back and forth, what Hegel called the “labor the negative,” is shown to find its perfect form not in philosophy, but in the novel. Literature has always prided itself on inventing the dialectic; it baptized it as “negative capability.” But the novel, I think, offers an intensification, because the dialectic is implicit in the very idea of sympathy, which is peculiarly the novel’s gentle calling. Free characters demand sympathy, and a sympathy that is extended only to obedient or likable characters is not worth having. (Remember that Keats—whom Mann loved, and whose poetry appears in Doctor Faustus—was speaking of Shakespeare’s novelist-like relationship to his free characters. Real sympathy is the benign sentence handed down to those who do not deserve it. Each tests the other. Sympathy, then, is a strong image of the dialectic, whereby each side completes the other, and is constantly moving toward the other. And we know that the novel is the real home of this sympathy precisely because it routinely demands from us a sympathy that we could not possibly want to extend, in real life, to real people—to murderers, bores, pedophiles. The novel is able to test, and enrich, our powers of sympathy in this way because it is both real and not real. Because, in Mann’s terms, it is absolutely serious and then not quite serious. It is true, and a game—a true game, but still not life.

The novel, then, is the liberal aesthetic par excellence, and even illiberal novelists, like Balzac or Dostoevsky or Lawrence, can usually be found to have indulged a certain pluralism in the end. Finally, however, Wood’s equation of “bores” with “murderers” and “pedophiles” bespeaks the scandal of the aesthetic, and so a fortiori of liberalism: the moment when it borders itself on the illiberal in preferring the beautiful to the good or the true. (See my essay on Death in Venice.) But just as the liberalism of the last 15 years submitted the aesthetic to the ideological in contravention of its founding ideals, so the liberalism of the last 15 years has also allowed the aesthetic itself to decay when it jettisoned the high culture of the novel’s dialectic in favor of vapid and didactic “pop” simplicities. But then this is just what Becca Rothfeld argues in conclusion at the link above. Mann, anyway, is himself a strange witness, testifying at once for prosecution and defense. He recruited himself to the liberal side to oppose Hitler, but this does not really add up to what a Jacobin wants. For one thing, Mann identified liberalism and humanism with each other and with the Western European bourgeoisie. All else—and for Mann this “all” included the cultures of the global and east and every form of sexual non-normativity—belonged to the other side. For him, the most fascist things in the world were queerness and multiculturalism. (See my essay on Mario and the Magician.) Liberalism was the reign of the straight white male, that protagonist of reason’s progress, which Mann in part was, but in another part of his soul could never feel himself to be. Liberalism is therefore simultaneously necessary to human development and humanly unlivable. It has to transcend itself to fortify itself by incorporating its alternatives within itself, which is what the dialectic means, not to mention that this, for Mann, is also the modern secular and political version of alchemy’s Great Work. Liberalism cannot abject fascism, in Mann’s telling, but must swallow it whole and metabolize it for all it’s worth. Irony is the name of this incorporative process. (See my essay on Doctor Faustus.) If The Magic Mountain is the summa of the novelist’s art, its simultaneous enactment of and commentary on this hermetic-ironic process must be why.  


2Are we really entering week five of Madeline Cash discourse? (Everyone on Substack Notes is now reading Lost Lambs. This is not quite what Hegel meant by the cunning of reason—it’s more like what the manifestation coaches mean when they say “what you resist persists”—but it turns out that those who attacked the novel’s publicity campaign ended up contributing to it. Maybe they were paid off!) In the antediluvian days of January, I wrote my little essay on Lost Lambs, which I link again if you didn’t see it the first time. (I say essay rather than review. No offense, but I offer one organic reason the “book review” is dying: people want engaged interpretations written in a personal and sometimes idiosyncratic style, not edited-to-death consumer reports. Ideally, the critic forgets to judge, said Benjamin. And ideally, I would add, the reviewer forgets even to mention the book. Everything in art is an aside, said Bradbury. As the best passages in a novel are those where the novelist forgets whatever archetypal emplotment has been mobilized as pretext and ranges across the universe, so the best passages in a book review come with the reviewer’s reckless disclosure of soul. Criticism is the only civilized form of autobiography, said Wilde. Will I ever read that biography of Dean Martin? Probably not, but it’s always a pleasure to read Henry Begler.) Anyway, I’m not the first to recommend Cash’s Bret Easton Ellis appearance if you want the behind-the-scenes story of how the novel was sold and marketed, a story that is not exactly what “the discourse” would lead one to expect. (I still subscribe to BEE from when I was researching last year’s big Bruce Wagner essay in The Met. Speaking of, Brother Henry makes his third appearance in this week’s newsletter for his recommendation of a luxuriously long interview with Bruce on some unfathomably popular wellness-for-men podcast.) Brother Matthew is right that we shouldn’t really concern ourselves with these matters before we’ve concerned ourselves with the book—everyone is a sociologist of literature now!—but if we do concern ourselves with them we might as well do so in an informed fashion. Sociology, like sex panic (see footnote 4 below), has become another element of online propaganda against offline: it’s all a scam out there, including the very book in your hands, but here we see through it!


3Insert here some broad remark on the “decade” as a contingent conceptual category, a remark I have neither the qualifications nor the space to make. I refer you to my prior thoughts on the “century” for what might be analogous. But the “century” concept belonged to the 19th century, and the “decade” concept to the 10-decade period spanning the two ’90s, whereas now we think in year-to-year or month-to-month or week-to-week or day-to-day vibe shifts. 


4While the hierarchalizing list pre-dates the internet, it’s a crucial piece of online rhetoric. Each list makes an attempt to stabilize by ranking and enumerating the threatening mass of chaos that exists both on- and offline, but the sheer proliferation of such lists across the internet just adds to the chaos. We will need a list of the best lists, and then a list of the list of the best lists, and so on, each addition requiring a further supplement if the list is to discharge its stablizing function, which it never can. I wonder if we might connect this to the Epstein files as online phenomenon, much as it might seem a stretch. The online list and the social-media moral panic both attempt to regulate and control whatever pre-existed the online as a way of life or else remains unsubsumed by it, whether analogue media or unmediated experience. Sexual predation, exploitation, and aggression are real, common phenomena; feminists who warn of what women suffer, and conservatives who warn of what children do, are not wrong. But are we permitted to wonder, medium-is-the-message style, if social media’s pervasive dissemination of sexual panics over the last decade, whether more or less grounded in fact—Pizzagate, QAnon, MeToo, OkGroomer, and now the Epstein Files qua “alternative reality game” or open-source X-Files—does not abet the internet’s general propagandistic deprecation of offline life? There stalk rapists, groomers, pedophiles; here we expose the truth and bring them down. Better stay within, then, and not expose yourself, out there, to the killing touch of another. Propaganda wouldn’t work, however, if it didn’t contain its kernel of truth.   


5You have to read some of Clarice Lispector. I think you will like her insights.

—Valeria Chomsky to Jeffrey Epstein (2015)
The book is Woodcutters, Thomas Bernhard. Please pass on to Mrs. Chomsky.

—Woody Allen (or Soon-Yi Previn) to Jeffrey Epstein (2015)


6Alexandre Kojève reviews Lost Lambs (see footnote 2 above), or near enough, according to Jonathan Rée:
After becoming a civil servant, he published very little except reviews of light fiction. In 1956, for example, he wrote in praise of the astonishingly precocious Françoise Sagan (‘une très très jeune jeune fille française’), saying that she had created, in Bonjour Tristesse and Un Certain Sourire, a brave new world where wise and fearless girls look on old-fashioned ‘men’ with derision and disbelief. He was even more enthusiastic about the comic novelist Raymond Queneau, especially as it was Queneau who had carried out the thankless task of editing and publishing his lectures for Gallimard. […] Bataille was not amused by his master’s turn to comedy, but Kojève repeated it when Queneau published Zazie dans le métro in 1959. Its tale of a ten-year-old girl with a strong will and a foul mouth who spends a wild weekend in Paris should be taken, according to Kojève, as a ‘summary of the Phenomenology of Spirit’. Zazie, he explains, wanted nothing so much as a ride on the metro, but by the time she finds a seat she is so exhausted that ‘she falls fast asleep and sees nothing’ – which shows that she has, in her ingenious innocence, travelled the long Hegelian road to wisdom. Wisdom, as he said in his last interview, ‘was once the preserve of the gods, who could afford to be fainéants’; but times have changed, and we can all be fainéants now. ‘I myself am a fainéant,’ he added, ‘the kind of fainéant who enjoys playing games – as I am doing now.’

As aforesaid then: what reigns at the end of history is the empire of cuteness.


7But seriously (see footnote 5 above), what, if anything, did Noam see in Clarice? (Is it that “colorless green ideas sleep furiously”—his famous demonstration of syntax sans semantics—sounds like a parody of her style? “Syntax without semantics,” after all, describes a major vein of experimental literature from Stein to Beckett to Ashbery.) I read enough of Chomsky’s political prose, dry as it is, in my day, but I never followed him into the even drier realm of technical linguistics. Still, if I correctly understand his rationalist proposal that an inborn matrix of every possible linguistic configuration exists in each of us, then I can imagine his finding something like Agua Viva an especially vivid illustration of the point in its search for a language of the absolute present. All the better if we regard Lispector as a mystic, considering George Steiner’s gently skeptical reproof of Chomsky’s crypto-mysticism in a 1969 essay (collected in George Steiner at The New Yorker):  
What we should find, if the Chomskian theory of innate biological universals is true, is the order of diversity shown by human pigmentation and bone structure. The degree of variety here is totally different, both qualitatively and quantitatively, from that which we find in language. Let me go further: The linguistics of Noam Chomsky could account, and could account with beautiful economy and depth, for a world in which men would all be speaking one language, diversified at most by a moderate range of dialects. The fact that generative and transformational grammar would be beautifully concordant with such a result, that such a result is in some manner both natural and obvious to Chomsky’s postulates, seems to me to cast serious doubts on the whole model. Like the great language mystics, who extend from Nicholas of Cusa to Jakob Böhme, Chomsky often seems to conjure up the radiant fiction of that single tongue spoken by Adam and his sons but forever lost and pulverized at Babel.

Steiner implies that his criticism should carry over to Chomsky’s anti-war politics, then at its Vietnam-era apogee of renown, but he does not elaborate. The idea, I gather, is that just as Chomsky’s rationalism is strangely obscurantist, so his anti-colonialism is counterintuitively imperial: in both cases, he overwrites the world’s genuine pluralism of practice and need with a single law, linguistic or ideological. But the world’s languages and practices are too varied to admit of this abstraction, Steiner objects, though I’m not sure if he means this to imply a certain warrant for America’s defending the sovereignty of South Vietnam. In any case, Steiner’s critique converges with Tom Wolfe’s polemic against Chomsky in his final book, The Kingdom of Language. For Wolfe, language is not a faculty we were born with but a tool we devised to make and remake our reality, an unruly creative development Chomsky scants, only to erect in its place the frozen rationalism of a pseudo-emancipatory universal progressivism. (So the conservative Wolfe claims.) However we judge the perhaps unknowable origin, nature, and meaning of language, the proof-text may always be such experimental texts as Lispector’s, whose profligately unexpected coinages must come from somewhere, whether an inborn inner algorithm generating new combinations almost of itself, or a creative faculty doing its best to make a new world.



  
  
    Deep Dive

    The Magic Mountain

    Based on Wikipedia: The Magic Mountain


Three Weeks That Became Seven Years


Hans Castorp only meant to visit for three weeks. He was a young engineer from Hamburg, sensible and unremarkable, traveling to the Swiss Alps to see his cousin Joachim at a tuberculosis sanatorium before starting his career in shipbuilding. Three weeks of mountain air, some quality time with family, then back to real life in the "flatlands" below.


He stayed for seven years.


This is the premise of Thomas Mann's The Magic Mountain, published in November 1924 and now considered one of the defining novels of the twentieth century. What begins as a brief family visit transforms into a meditation on time, death, illness, love, and the intellectual battles that would soon tear Europe apart in the First World War.


A Sanatorium at the Top of the World


The setting is the Berghof, a sanatorium perched high in Davos, Switzerland. Mann knew this world firsthand. In 1912, his wife Katia was a patient at a real sanatorium in Davos, suffering from a respiratory illness. She wrote him letters—now lost—describing daily life among the patients. When Mann visited her for three weeks that May and June, he absorbed everything: the doctors, the routines, the peculiar atmosphere of people suspended between life and death.


That visit became the opening chapter of his novel, titled simply "Arrival."


Mann originally conceived the book as something much smaller. He wanted to write a novella, a comedic counterpoint to his earlier work Death in Venice. Where that story featured a distinguished older writer falling into obsession and decay, this new project would center on a callow young man. Where Venice offered cholera and the Mediterranean, the Alps would provide tuberculosis and crisp mountain air. Same themes—death, desire, the breakdown of order—but played for dark humor rather than tragedy.


Then the First World War intervened.


A Novel Interrupted by History


When war broke out in 1914, Mann set aside his half-finished manuscript. Like many German intellectuals of his era, he initially supported the German Empire. He wrote patriotic essays, viewing this literary service as his duty to the nation. His older brother Heinrich disagreed violently—Heinrich opposed the war and believed Germany's defeat would be necessary for the country's democratization.


The brothers' conflict became bitter and personal. Thomas spent years writing Reflections of a Nonpolitical Man, a book-length defense of his position, published in 1918.


Then the war ended. Germany lost. The Kaiser fled. The Weimar Republic emerged from the wreckage.


Thomas Mann reconsidered everything.


When he returned to The Magic Mountain in 1919, the book he'd started writing no longer made sense. The romantic, pre-war tone felt false. He rewrote extensively, incorporating the ideological warfare he'd experienced with his brother. The debates between characters became sharper, more urgent. The humor remained, but darker currents now ran beneath it.


A Young Man Among Dying Strangers


The novel opens in 1904, a decade before the catastrophe to come. Hans Castorp arrives at the Berghof expecting to find his cousin recovering nicely. Instead, he discovers a strange parallel world.


The sanatorium patients live by their own rhythms. They take their temperatures obsessively—seven minutes with the thermometer in the mouth, always seven. They eat enormous meals. They rest on balconies wrapped in blankets, breathing the thin alpine air that supposedly heals their lungs. They gossip. They flirt. They wait.


Many of them die.


Castorp himself develops a slight fever and a cough shortly after arriving. The sanatorium's chief physician, Hofrat Behrens, examines him and delivers unwelcome news: tuberculosis. Nothing too serious, but he should stay until it clears up.


Weeks become months. Months become years.


The Teachers


During his extended stay, Castorp encounters a cast of characters who represent the competing ideologies of pre-war Europe. Mann uses these figures to stage intellectual debates that must have felt electrifying to readers in 1924, who had just lived through the war these ideas helped produce.


Lodovico Settembrini is an Italian humanist and encyclopedist, a devotee of progress, reason, and liberal democracy. He sees himself as Castorp's guide and mentor, forever warning the young man against the seductive dangers of the sanatorium's atmosphere. Settembrini believes in the Enlightenment, in human perfectibility, in the forward march of civilization. His name, appropriately, contains the Italian word for "seven"—sette.


Leo Naphta is his nemesis. A Jewish convert to Catholicism who became a Jesuit, Naphta advocates for terror and totalitarianism. He argues that reason is an illusion, that humanity needs absolute authority, that death and suffering serve higher purposes. Where Settembrini sees progress, Naphta sees decadence. Where Settembrini celebrates individual liberty, Naphta demands submission to collective will.


Their debates range across philosophy, politics, religion, and human nature. Neither fully persuades Castorp. Neither, Mann suggests, has the complete truth.


A third figure arrives later: Mynheer Pieter Peeperkorn, a wealthy Dutch plantation owner. Unlike the intellectuals, Peeperkorn is a man of appetite and charisma rather than ideas. He drinks. He holds court. He overwhelms rooms with his personality while often failing to complete his sentences. He represents vitality itself—or its desperate imitation.


The Woman Who Slams Doors


And then there is Clawdia Chauchat.


She's Russian, she has a husband somewhere who never appears, and she has a habit of letting doors slam behind her when she enters the dining room late. This drives Settembrini to distraction. For Castorp, it becomes hypnotic.


Mann describes her as "Asiatic-flabby"—a problematic phrase that reflects both the character's unconventional beauty and the era's casual racism. She moves with a kind of careless sensuality that the proper young German finds utterly disorienting. She reminds him, disturbingly, of a boy he once admired in school.


Their relationship develops with agonizing slowness. For months they barely speak. The novel's first major climax occurs during a Carnival celebration—a scene Mann titles "Walpurgis Night" after the German tradition of witches gathering on mountaintops. In this carnival atmosphere, social rules temporarily dissolve. Castorp finally speaks to Madame Chauchat directly.


Their entire conversation takes place in French.


The Magic of the Number Seven


Mann constructed his novel with obsessive attention to numerical symbolism. The number seven appears everywhere, often in ways readers might not consciously notice but that create a subliminal pattern:



	Castorp was seven years old when his parents died

	He stays at the Berghof for seven years, from 1907 to 1914

	The crucial Walpurgis Night scene occurs after seven months

	Both cousins have seven letters in their surnames (Castorp, Ziemssen)

	The dining hall has seven tables

	Madame Chauchat is initially assigned room number 7

	Castorp's room is 34 (3+4=7)

	Joachim's room is 28 (7×4)

	Patients keep thermometers in their mouths for seven minutes

	Joachim decides to leave after seven times seventy days

	Joachim dies at seven o'clock

	The novel itself has seven chapters




Seven is traditionally the number of completion and perfection in Western numerology—seven days of creation, seven deadly sins, seven virtues. Mann deploys it so persistently that the number becomes almost magical, suggesting hidden patterns beneath the novel's realistic surface.


Time Dissolves


One of the novel's most striking achievements is its treatment of time. Mann doesn't just write about time passing strangely in the sanatorium—he makes readers experience that strangeness through the book's structure.


The first five chapters cover roughly one year. They constitute about half the novel's length. Every meal, every conversation, every walk is rendered in patient detail. Readers feel the weight of each day.


Then the final two chapters compress six years into the same number of pages.


This asymmetry mirrors Castorp's own experience. When he first arrives, everything is novel and therefore memorable. Time seems dense with event. As the years pass and routine takes over, one day becomes indistinguishable from the next. Years vanish as if they never happened.


Mann was aware of contemporary debates about time. The philosopher Henri Bergson had recently distinguished between clock time—objective, measurable, uniform—and duration, the subjective experience of time flowing at different speeds depending on our engagement with life. Albert Einstein's theory of relativity had shown that even objective time was stranger than anyone had imagined, that space and time were woven together in ways that defied common sense.


The characters in The Magic Mountain discuss these ideas explicitly. They wonder whether novelty makes time seem shorter (because interesting days pass quickly) or longer (because we remember more). They debate whether boredom accelerates or slows our perception. They recognize that they're losing years of their lives and cannot quite bring themselves to care.


The Mountain and Its Meanings


The "magic mountain" of the title operates on multiple levels simultaneously.


Most literally, it's the Alpine peak where the sanatorium sits. The Berghof is geographically elevated, separated from the ordinary world of work and commerce in the "flatlands" below. Patients rarely descend. The mountain becomes a world unto itself.


But Mann layers other mountains beneath this one. In German folklore, the Blocksberg is where witches gather for obscene revelry. This mountain appears in Goethe's Faust, the foundational work of German literature that Mann references throughout his novel. The Walpurgis Night scene at the sanatorium carnival explicitly invokes this tradition—the sick and dying celebrating with grotesque abandon.


There's also the Venusberg, the mountain of Venus from German legend, most famous from Wagner's opera Tannhäuser. This is a place of dangerous sensuality where visitors lose all track of time. The knight Tannhäuser enters meaning to stay briefly and emerges years later, corrupted by pleasure. The parallel to Castorp's situation is unmistakable.


And beneath the sanatorium's cellar lies an X-ray laboratory, where Castorp sees the bones inside living bodies—his own included. Mann describes this as a kind of underworld, comparing the chief physician Behrens to Rhadamanthys, the judge of the dead in Greek mythology. Castorp descends like Odysseus visiting Hades, glimpsing death while still alive.


The Snow Dream


Near the novel's end, Castorp gets lost in a blizzard while skiing. As hypothermia sets in, he begins to dream.


First he sees beautiful meadows, flowers, lovely young people at a Mediterranean shore. It seems like paradise.


Then the dream shifts. He witnesses two old women in a temple dismembering a child.


Mann intended this sequence to represent something fundamental about human nature and civilization. The beautiful surface covers something terrible beneath. The graceful young people know about the horror in the temple and go on with their lives anyway. Perhaps, Mann suggests, all civilization requires such willful blindness—such proximity to cruelty that we train ourselves not to see.


Castorp awakens and struggles back to the sanatorium. He's arrived at a conclusion, the only sentence Mann printed in italics in the entire novel: humanity must not allow death to rule our thoughts.


But Castorp forgets this insight almost immediately. The revelation changes nothing. The mountain keeps him.


The Flatlands Call


In 1914, the war begins.


After seven years of suspended animation, Hans Castorp finally leaves the Berghof. He volunteers for military service. The novel ends with him under artillery fire, singing to himself, vanishing into the chaos of a war that will kill millions.


Mann leaves Castorp's fate unresolved. The novel's final words wonder whether he'll survive. Probably not.


This ending transforms everything that came before. All those years of philosophical debate, of romantic longing, of intricate meditation on time and death—they delivered Castorp to a muddy trench. The Magic Mountain kept him safe, in its way, until history was ready to devour him.


A Novel of Education—Or Its Parody


Literary scholars have long debated what kind of novel The Magic Mountain actually is. On the surface, it resembles a Bildungsroman—a German term for a "novel of education" or "novel of formation." This genre traces a young person's development from immaturity to wisdom, typically through exposure to art, love, society, and ideas. Goethe's Wilhelm Meister's Apprenticeship is the classic example.


Castorp certainly gets educated. He reads widely during his seven years. He absorbs Settembrini's humanism and Naphta's dark theology. He experiences love and loss. He witnesses death repeatedly. He has his vision in the snow.


But a traditional Bildungsroman ends with its protagonist taking a mature place in society. Castorp ends up as one of millions of anonymous soldiers, about to die pointlessly. Is this education's culmination or its negation? Did he learn anything that matters?


Mann himself seemed uncertain. In an essay written for The Atlantic in 1953, he argued that Castorp does achieve genuine wisdom—that passing through illness and death is necessary to reach "a higher sanity and health." But the novel itself is more ambiguous. Castorp forgets his great revelation. He marches off to war like everyone else.


Perhaps the Magic Mountain taught him too well. He learned to contemplate death with such comfort that dying no longer frightened him. That might be wisdom. It might be the opposite.


Music on the Mountain


Music pervades the novel. The sanatorium acquires a gramophone, and Castorp becomes obsessed with certain recordings. He plays them over and over, letting the music wash through him during the empty hours.


One song haunts him above all: "Der Lindenbaum" ("The Linden Tree") from Schubert's song cycle Winterreise ("Winter Journey"). The lyrics describe a traveler who once found peace beneath a linden tree and now, in winter exile, still hears its rustling branches calling him home.


It's a song about death. The tree whispers promises of rest. The traveler keeps moving but can never escape its voice.


Mann uses this music to suggest that German Romantic culture, for all its beauty, contained something dangerous—a seduction toward death, a preference for dreams over waking life. Castorp, listening in his alpine isolation, absorbs this seduction completely. When he finally leaves for war, he's singing.


The Novel's Afterlife


The Magic Mountain appeared in November 1924, almost exactly six years after the war ended. Germany was struggling through hyperinflation, political violence, and cultural ferment. The Weimar Republic seemed fragile. Nobody knew what would come next.


Mann had changed his politics by then. The man who wrote patriotic essays in 1914 now supported the Republic. He would continue moving leftward, eventually becoming one of the most prominent German intellectuals to oppose the Nazis. He went into exile in 1933 and never permanently returned.


The novel won immediate acclaim and has never gone out of print. It's been translated into dozens of languages. Readers in every generation have found their own meanings in its pages—reflections on mortality during the AIDS crisis, meditations on institutional life during the pandemic, warnings about ideological polarization during every era.


The sanatorium in Davos, meanwhile, became famous partly because of the book. The town eventually transformed from a treatment center for tuberculosis into a ski resort and conference venue. The World Economic Forum meets there annually now, global elites gathering on the magic mountain to discuss humanity's future.


Whether they've learned anything, the flatlands will eventually show.
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The best-written recent releases»
‘Witty, assured, energisingly original' — GUARDIAN
In my final year of college, I started to tell everyone that my father had died, very suddenly: Nightfall. The bedroom. Heart Attack. The words – he is dead – slid out quickly, rising from my throat, into the air. It was just a sentence, and it only took a few seconds, a brief dash in the conversation. It was easy. And it might have all been fine – I might have got away unscathed, with a little sympathy, a few hugs, and nothing else – had I not decided to tell Katarina first. 
She was ugly, short, and had been burdened with a kind face and a terrible body. Her skin had the texture of gooseberries, all prickled and marred. The pimples started at her neck, in small raised red bumps which crept over the throat, the jaw, making their way to the centre of her chin. Imperfections were insulting: I felt that there should be a degree to which ugliness could no longer be acceptable, a line drawn somewhere, like with supermarket foods, yellow stickers on, tossed into the hands of the homeless. It bothered me. I usually looked away whenever I saw scars, scabs or untidiness of any kind, but, with Katarina, I just couldn’t stop staring.

Our pick is here»
See here for the literary fiction titles we considered this month. 
Please consider completing our reader survey or clicking the Like (heart) button to help spread the word about the only publication set up solely to champion beautiful prose and battle the Replicant Voice.
Information about submitting to Auraist is here. Our standards are as high as for our other picks, but if we publish your work, we’ll invite you to answer our questions on prose style. Your answers will be considered for inclusion in the print publication of these answers by many of the world’s best writers.


Guides to prose style»
‘Your trees are less wooden than your people.’
Maggie Haggith is a Scottish novelist, poet, and non-fiction writer known for work that blends history, landscape, and moral inquiry. Based in the Highlands, she often draws on Scottish settings and archival research to explore themes like war, conscience, and community.
Her best-known novel, The Walrus Mutterer, is set in early 20th-century Scotland and follows a minister who refuses to support World War I, examining pacifism and social pressure with warmth and psychological depth. Alongside fiction, she has published poetry and environmental writing, and has been active in literary and cultural organisations in the north of Scotland.
We chose Haggith’s The Lost Elms as a best-written release in nonfiction. You can read an extract here.  
‘Your trees are less wooden than your people.’ 
This was feedback I received about twenty years ago, when I was still a rookie scribbler. It came from a respected writer who read a sample of my fiction, which was set in a forest. As scathing pieces of commentary go, it’s up there, I’m sure you’d agree.
Amazingly, I wasn’t put off, primarily because it was delivered to me as an opening gambit, and was followed by some genuine raving about my tree descriptions, my evocation of the forest environment, its atmosphere and dynamism, and the way I had written pretty much everything in the piece – all except for the dialogue between the human characters.
If I needed reassurance and clarity about my strengths as a nature writer, I got a lush canopy of it that day, and my character critic went on to give me really sound advice about how I could set about improving the plausibility of my fictional humans. I’ve never taken a line of dialogue for granted since.
(Continues below)

‘Elms shaped the sacred playground of my childhood’
I like writing about trees and, dare I say it, they don’t seem to mind me writing about them. I’ve spent most of the past three years obsessing about elm trees and trying to shape the results of a research process that was mycelial in its complexity into a linear narrative that could be crammed between the wooden covers of a hardback book, printed on pulped trees, to be shelved among the forest of other tree books.
In The Lost Elms I was following in the literary footsteps of R H Richens, the author of the book widely known by elm aficionados as ‘The Bible’, which he titled Elm, as if daring anyone to write another word on the matter of these most tragic of trees. The reason I dared was because I had a story to tell about elms that was new and needed telling: I have a life-long relationship with elms, having watched them die of Dutch elm disease in the woodland close to my childhood home and now, more than half a century later, living in a unique refuge in the extreme north-west corner of Europe where they still, miraculously, survive, disease-free.
That childhood experience of elm trees forms the opening of my book. I have done several book launch events since it was published in July 2025, and in most of them I have found myself reading it out to the audience by way of explanation of where the book came from, and how my project began. Here are the first two paragraphs.
I grew up in an elm wood, one field away from our semi-detached brick house in a cul-de-sac at the top edge of a Northumbrian village. Throughout my childhood – during weekends, on summer evenings and after school – I frequented what we called the bluebell woods, a riverine forest flanking the banks of a tributary of the River Tyne. The west bank was Mirkwood, a conifer plantation, but the east bank, the side closest to the village, was a native woodland full of magnificent elm trees, grand structures that could hold up a cathedral roof. I scuffed about among them, making dens with other children from my neighbourhood, gathering sweet-smelling herbs like woodruff to dry under my bed, looking for fox dens, caterpillars and sticklebacks, sitting quietly at dusk until badgers emerged from their sett. Elms shaped the sacred playground of my childhood.
But then they started dying.

This opening is crucial in many ways. First of all it situates me firmly in my childhood context, claiming the natural forest, rather than my brick built home environment, as the place where I grew up. This matters because an important theme of the book is the way that elms, as part of the wider more-than-human world, can help to soothe and ease the pains and hurts of human interaction. Those children I played with are also key – they shun me a few pages later.
A second role that these paragraphs play is in establishing my linguistic style: it is going to be matter-of-fact but with some poetic varnish. The details of woodruff and sticklebacks are there to set up an expectation that there is going to be specificity in the ecological descriptions that will follow, but also because I want the music of ‘fox dens, caterpillars and sticklebacks’ to feel enjoyable.
The repetition of ‘bank’ and the rhyme with ‘flanking’ is there to emphasise the riverine context that so many elms enjoy, but also because the fixity of these river banks turned out to be an illusion: a few pages later there is a dramatic landslide. As a poet, the sound-patterning of words and phrases matters a lot to me.
A third bit of work that this opening paragraph is doing is to give a heightened sense of the profound value of elms, a suggestion of the spiritual dimension that is found in so much folklore and literature about the trees. The reference to Tolkien’s Mirkwood and the metaphor of the trees as cathedral pillars should feel familiar enough to make it easy to visualise the grandeur of the woods I loved and the contrasting menace of the plantation opposite, but also suggest that myths and legends and religious stories are all relevant here, while the use of ‘sacred’ to qualify my playground is intended to set a tone of my deep connection to the forest.
Finally, the break at the end of the first paragraph and the single, short-sentence paragraph that follows, is all about rhythm: after the rambling long lines and waiting for badgers under the lovely big elm trees, there is the shock of their loss. This rhythm, of the thing we have taken for granted for ages that suddenly vanishes, is a crucial part of elms’ story. I want to lull the reader (or listener) into the sense of security and comfort of the forever trees, then fell them with one blow.
(Continues below)

Writing this opening was rather like writing a poem: one of the exceptional ones that I mull over in my mind for ages, then it finally spills out onto the page pretty-much fully formed. It was hardly edited from first draft to publication. Two commas in the second sentence were turned into em dashes by the copy editor.
The only sentence that changed was the final one of the long paragraph, which originally said I was “sitting quietly for long enough to spot a badger emerging from its sett”. This was smoothed out to “sitting quietly at dusk until badgers emerged from their sett”, in order to highlight the crepuscular evening time of the ritual and get rid of the clumsy ‘for long enough to spot’. The shift from singular to plural badgers, both multiplies their magic and switches the impersonal ‘its’ for the much more inclusive ‘their’. The badger-watching ritual plays a role later in the book, and I hope that it may gain some resonance from having been foreshadowed here.
I also realise, in retrospect, that the badger family in their underground, woodland home contrasts firmly with the brick semi-detached house that I walked out of at the start of the paragraph and had to go back to.
My prose has been frequently described as ‘poetic’ and I am usually happy with this description. My poetry is not flamboyant. I am inspired by many writers, such as Norman MacCaig and Mary Oliver, whose work is meditative and often deeply philosophical but the meaning of which is always available on a first reading.
I remember being struck by an anecdote that MacCaig told of presenting his second book of poetry to a friend, a woman who lived in intimate connection to the land in Assynt, in the north-west Highlands of Scotland, where I have lived for the past 26 years and where the poet visited every summer for more than 4 decades.
She made no comment about it until he asked her what she thought of it, when she responded by asking when he was going to publish the answers. He was mortified to discover that his early poetry was so mannered, so obscure in its meaning, that a dear friend could not understand it, and he resolved from that point to try to create poems that were always clear, using language that did not require the reader to have had a literary education or be willing to undertake any complex and painful dentistry of meaning-extraction in order to grasp what he was writing about.
When I launched my most recent book of poems, Briny, all about the sea, at Scotland’s marine-science institute, I was gratified that several scientists bought a copy, confessing that it was their first ever poetry book and that they usually avoided poetry but felt that they understood mine.
So while some of my prose is poetic I hope that this does not mean that it is difficult or ‘purple’, and rather that it is vividly evocative with a sometimes musical flavour that makes it fun to read out or perform.
Not all of my prose is like this, and I use different tones for material that needs a voice that is, say, more authoritative or journalistic. (I think all good writers have multiple ‘voices’ and much of what is written about a writer ‘finding their voice’ is bosh.) When I report on the botany of elms or the science behind our understanding of Dutch elm disease, my prose is much more level. For example, here I am introducing elm taxonomy.
Although there is a tendency to think of elms as ‘northern’ or temperate trees, their diversity is greatest in the subtropics. The family consists of seven genera, three of which are tropical (Ampelocera, Holoptelea and Phyllostylon) with the other four temperate or subtropical (Hemiptelea, Planera, Ulmus and Zelkova), consisting of a total of 56 species. The tropical genera have 13 species in total, so the majority of elms are temperate or subtropical and the Ulmus genus accounts for more than half of them - currently 35 different elms are counted. China has the greatest diversity of elms, with 12 different species across three genera. Southeastern USA is another elm-diversity hotspot, with six species in Arkansas alone.

This is completely plain-spoken. But after a page or so of this, I would expect any self-respecting reader to be dozing off, and so I insert livelier, anecdotal, sections, like the following.
I remember when I was first struck by the vastness of the time-spans involved in plant evolution. I was wandering around the Royal Botanic Garden in Edinburgh as their poet in residence in 2013 and, having literally tripped over a fossilised Pitus Withami tree of some hundreds of millions of years of age, I started noticing information boards with similar phone-number length dates on them. With my head starting to spin, I came across a quote from the architect of Edinburgh’s new town, John Playfair, who said that his ‘mind seemed to grow giddy by looking so far into the abyss of time.’ I, too, felt like I was teetering on the edge of an unfathomable deep.

The metaphor is I hope both a vivid assistance in the reader’s ability to contemplate the depths of time and a shift in tenor that lifts us from the banality of scientific species-naming. Again, I’m editing to create a rhythmic variety in the prose. The sentences shift from very long, to moderate, to short. The bodily portrayal is of wandering, then tripping, the focus shifting from feet to head and back again, leaving me, and hopefully the reader, teetering, with the balance shifted from scientific fact to wonder.
‘This is the pinnacle of wonder: a full body, mind and soul experience. I don’t think AI will ever be able to come close to this.’
It is the ability to wonder that I think will always set us humans aside from any automated language generator. Large language models, used in Artificial Intelligence (AI) systems, can mimic prose styles, but will always do so in ways that are completely devoid of bodily engagement, but wonder requires a body.
It is, first and foremost, a creaturely response to the world from someone who has physical senses: hearing, touching, smelling, tasting, seeing. It is a response with a bodily and emotional component, something that makes us say ‘Wow!’ and feel amazed or delighted. Wonder, of this bodily kind, can then give way to wondering, which is when our cognitive faculties catch up and engage, allowing us to ask questions, interrogate the world and those who know more than us for explanations. This is the pinnacle of wonder: a full body, mind and soul experience. I don’t think AI will ever be able to come close to this.
I am watching the invasion of AI into spaces that used to be the exclusive domain of human writers and intrigued by what will come of the internet when it is so full of ‘AI-slop’ that we can no longer find real people’s voices.
I did my PhD in AI back in the 1990s when it was a new-fangled thing. Even back then I used to describe myself as like someone who was so fascinated by the ritual practices of organised religion that they got themselves ordained as a minister of a church, but without ever actually believing in any god.
I got out of the field in the early noughties, disappointed with the dodgy ethics of so much AI development. I feel like my doubts have been vindicated. Instead of writing computer programmes, I turned to writing poetry and I haven’t looked back. My life has been so much better as a result – far more challenging and chock-full of wonder.
More on The Lost Elms»
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    Kinga Głyk: The Bass Player Everyone Is Talking About
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  Kinga Głyk is proof that the bass guitar world has a new star. At just 28 years old, she's already been labeled one of the most exciting groove players on the scene today—and she's only just begun.

A Family Affair

Głyk grew up immersed in music. Her father played vibrophone and drums, her mother performed classically on piano, and their home was constantly filled with sound. She remembers listening to mainstream jazz and funk as a child—Marcus Miller especially—but admits some of it could feel overwhelming. Still, she credits that early exposure with shaping her ear.

She began playing bass at eleven years old, after her father brought home a smaller instrument suited for her small hands. By twelve, she was already performing in clubs across Poland. The family formed a tight unit: dad on drums, brother handling sound engineering, and Głyk anchoring the low end. Her mother traveled with them too, sometimes exhausted but always supportive.

Finding Her Voice

Głyk describes her path to becoming a bass player as intuitive rather than planned. She didn't know many bass players when she started—she simply heard the sound of the instrument and wanted to be the person creating it.

She spent years transcribing standards and learning difficult pieces, including Keith Jarrett solos. But she admits something curious happens: without understanding what she's playing, she forgets everything within three days. The technical knowledge evaporates if she doesn't repeat it constantly. She's now going back to basics, retracing her steps from student-level fundamentals to rebuild her foundation.

I realized I forget everything I learn because you don't understand what you play. So most things it's not possible for me to remember.

She credits Rick Beato's ear training courses—specifically the competition with herself to hear faster—as a tool that helped her improve dramatically.

The Funk Influences

When asked about funk bass, Głyk points to Larry Graham, whose videos she watches in awe. She admires how he creates profound audience connection with minimal notes. Marcus Miller remains another reference point—she tries to emulate his precision on slap bass, though she acknowledges it's a dangerous technique because any imprecision is immediately audible.

The challenge of funk bass lies in dynamics. The genre demands intensity most of the time, making it difficult to vary your sound. Playing alone gives her more room for precision; playing with others requires balancing that intensity.

Standing vs. Sitting

A practical issue emerged during her preparation for shows: practicing sitting creates a completely different feel than performing standing. Her arm position changes dramatically when she stands—the bass drops lower, and everything shifts. She now ensures she practices both ways, and recommends other musicians do the same.

She also suggests changing where you practice. Musicians get used to certain rooms; traveling to different spaces alters your energy in unexpected ways.

The Creative Process

On social media, Głyk is strategic about what she shares. She's aware that audiences click fast—her choices must be smart, balancing what she loves with what's interesting enough for people to receive. She intersperses her original compositions between covers, wanting listeners to know she creates her own music.

One of those originals is "Joy Joy." She composed it improvisational style over a drum beat, using E minor as a starting point. The structure wasn't planned—it just appeared. She wanted simple chords that listeners could understand, while finding something interesting within that simplicity.

Critics Might Note

Some might argue her approach to learning—constantly relearning to remember—represents an inefficient method compared to systematic study. Others could contend that funk bass players who mastered technique decades ago still outperform her in precision and groove. But Głyk's strength lies precisely in that vulnerability: she sounds like she's still searching, still hungry, still uncertain—which makes her groove feel genuinely alive.

Bottom Line

Głyk's story is less about technical perfection than about authentic musical discovery. She came to bass through instinct, shaped by family, and now she's building something personal from the ground up. Her biggest strength: that hunger keeps her sound fresh. Her vulnerability: without deep harmonic knowledge, she sometimes struggles to articulate what she hears inside her head. That tension—between intuition and technique—is exactly what makes her groove so compelling.
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  Josh Scott is a professional musician who has spent decades evaluating guitar equipment. When he puts his stamp on something, it carries weight in the pedal community. So when he starts demonstrating Hagerman's pedals from Honolulu, listeners pay attention.

Hagerman Amplification represents something increasingly rare in the pedal market: all-tube circuitry built with genuine vacuum tubes. Most modern pedals use solid-state components that simulate tube tone. These don't模拟 anything. They contain actual tubes—12AX7, 12AU7, EF86—and the sound reflects that authenticity.

The Compressor and Overdrive Section

The 12AU7 Compressor stands out as something different in the overdrive category. It's not chasing traditional compressor territory. Instead, it functions more like a always-on sweetener that shapes the entire signal chain rather than just taming dynamics. Players who have struggled to find the right compressor will want to pay attention here.

The 12AX7 Overdriver delivers what Scott describes as foundational overdrive tone—specifically when using neck pickup and low gain settings. The tube clipping behavior creates organic saturation that differs from typical op-amp based overdrives. The EF86 Booster represents a British AC amp preamp topology, historically associated with UK amplification circuits. It functions equally well as a mild front-end drive or can slam other pedals in the chain.

This thing is incredible—it just clears the entire signal up without making it sound bad.

The Tubeklon and Gamma Radiation

The Hagerman Tubeklon literally implements a Tube Clon Centaur circuit—a clone of the famous boutique overdrive. What distinguishes this from similar pedals is the texture on the decay of the clipping. It loses some of what the original Clone offers, but gains a different character that's really nice for certain applications.

The Gamma Radiation becomes Scott's clear favorite among these offerings. Level drive, tone, and energy create multiple tonal pathways within the same pedal. The serial number one he received personally sounds particularly special. It's described as combining Eric Johnson's tones with Dinosaur Jr.—a chunky, hungry sound that makes players want to play more.

The Acoustic Preamp

Beyond electric applications, Hagerman also sent an acoustic preamp that functions as a direct box with tube tone. Running at normal voltages, it's super portable and doesn't require the typical 9V power setup. Players wanting high-quality small tube preamps for acoustic guitars should notice this fills a gap in available options.

The Bottom Line

Hagerman's pedals represent something becoming increasingly rare: genuine all-tube construction with vacuum tubes inside each pedal. The build quality is solid, the designs are clever, and they sound fantastic. The biggest strength is that these aren't simulations—they're real tube circuits in compact pedal formats. The vulnerability? These are niche products for players who specifically want tube tone rather than transistor approximations. For everyone else, this might be exactly what the signal chain needed.

Bottom Line

The strongest argument here is simple: real tubes sound better than solid-state approximations, and Hagerman delivers that without the typical tube amp maintenance headaches. The biggest vulnerability is practical—these require more care than standard digital pedals and won't appeal to players looking for plug-and-play simplicity. But for tone enthusiasts who want authentic vacuum tube character in their effects chain, this collection from Hawaii has arrived at the right time.
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  The “Key” To Melodic Guitar Solos EXPLAINED", "author": "Rick Beato", "source": "Rick Beato", "body": "Rick Beato has spent decades developing a technique for creating guitar solos that sound haunting, mysterious, and beautifully tense. He calls it "shadow distances" — playing notes that are a half step away from the chord tones you're playing over.

What Are Shadow Distances?

The concept is simple: on each side of certain notes in a chord, there exists a dissonant note. That dissonance creates beautiful tension.

Consider a Dsus4 chord — D, G, and A. The notes F sharp and C sharp are shadow dissonances because they're a half step away from G and D respectively. When you resolve those notes, something magical happens. The tension created by playing those "wrong" notes against the chord resolves into a sound that feels haunting and unresolved.

This technique works over any type of chord. Whether you're playing minor 11 chords, sus4 chords, or more complex voicings, shadow dissonances create that mysterious, haunted quality that makes guitar solos memorable.

The Mu Chord and Haunting Tones

One particular voicing Beato explores is what musicians call the "mu chord" — a minor 7 with a sharp five. It's all over Steely Dan's music. Larry Carlton used it extensively in "Room 335.

The sound is haunting. When you add that flat N interval — that shadow dissonance — against a chord, it gives the guitar part a mysterious quality. During an interview with Sting, Beato asked about upper extensions and got the answer he was looking for: those haunting tones, or surprise notes, create exactly what you're hearing.

How to Learn Where These Things Are

The real question is how to find these shadow distances in your playing. The answer lies in understanding which types of chords give you the sound you're looking for.

When playing over diatonic chords in a key — say D major — you can play all the chords: D, E minor, F# minor, G major, A major, B minor, C# diminished. These triads and seventh chords spread across the neck create that unresolved quality.

A seven-note pattern moving through these diatonic ideas sounds beautiful. It works similarly to Sweet Child of Mine's opening melody. The technique is taking that same idea and transposing it — meaning all in the same key, just adjusting every note and moving this idea down the scale, changing the notes that need to be changed.

Arpeggios and Scales

How do arpeggios work within this framework? If you're in D major and you play all those chords while carrying over a note from the previous line — holding it so it blends together beautifully — you'll find these shadow distances naturally emerge.

The real trick is connecting ideas. When you move between diatonic triads and seventh chords, you're consciously trying to carry over that last note from the previous line, hold the string down so everything blends.

Playing downward through a key means starting anywhere and ending anywhere. Any chord in the key works if you play a sus4. What you need is to take these concepts and be able to play in any key.

Chromatic Notes

Does this technique avoid chromatic notes? Not entirely. Beato uses chromatic passing tones regularly. If he plays an E dominant sound, he's using the E Mixolydian mode — which includes plenty of chromatic movement.

The only effect he uses is a delay of about 350-360 milliseconds, creating that wash of shadow distances against whatever chord you're playing.

That dissonance there creates a beautiful tension. So the F sharp is a half step away from one of the three notes in the chord.

Counterpoints

Critics might argue that focusing on shadow distances and haunting tones risks oversimplifying what makes a great solo. The technique works because it creates tension, but some players might find more utility in understanding voice-leading and harmonic rhythm than memorizing specific dissonance patterns. Additionally, the terminology — "haunting tones," "shadow distances" — while evocative, may obscure rather than clarify the actual interval relationships at play.

Bottom Line

Beato's shadow distance concept is genuinely useful for guitarists seeking to develop memorable, emotionally resonant solos. The technique of playing notes a half step away from chord tones creates tension that resolves beautifully into haunting, mysterious sounds. His approach works across different keys and chord types because it's based on interval relationships rather than rigid theory. The greatest strength of this method is its simplicity — any guitarist can apply it immediately to create more expressive solos. Its vulnerability lies in the terminology itself: while poetic, it may be more useful to understand these as "interval tensions" rather than haunting labels.", "pull_quote": "That dissonance there creates a beautiful tension. So the F sharp is a half step away from one of the three notes in the chord.
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  Emily Brontë is perhaps the most compelling character in Elizabeth Gaskell’s splendid Life of Charlotte Brontë. Though she appears incidentally—it is, after all, the story of her sister’s life—whenever she does appear, she steals the scene, at least for me. Oh Emily—so sullen, so scowling, so fashionless, so desperate for the freedom of solitude! 
—that free, wild, untameable spirit, never happy nor well but on the sweeping moors that gathered round her home—that hater of strangers, doomed to live amongst them, and not merely to live but to slave in their service.

Yes, the lack of  biographical information about Emily is one of the great losses of English Literature (as are the losses of her other writings, and the novel she had been working on before she died—alas!) Just think of the great life that could have been written—that could have been lived! Below, I have copied out many of the passages from Gaskell that give us glimpses of Emily, which all benefit from Gaskell’s wonderfully careful writing.
Gaskell has commonly been accused of doing Charlotte Brontë a disservice, but that is a contextless moral judgement more suited to modern priorities. Gaskell gives a great study of how a unique talent developed and repressed the sexual side of Brontë’s life in order to allow her a candid reception in a hostile world. It is not Gaskell we must blame for the fact that the author of Jane Eyre was widely assumed to be “a filthy minx” whose mind had “overthrown authority and violated every code human and divine”. To get the Brontë sisters a fair hearing for their work, she had to first subvert the Victorian culture wars. (You can read my views of Gaskell’s book in more detail here—now with no paywall!)
As you will see from the extracts below, Emily’s character was hardly “cleaned up” for the public. She may have read German while she made the bread, but she also beat her dog and shunned society. What emerges is not a demure, feminized picture but a proud singular woman whose immense talent can be seen emanating from her temperament.



Raised as a reader
Mr. Brontë encouraged a taste for reading in his girls; and though Miss Branwell kept it in due bounds, by the variety of household occupations, in which she expected them not merely to take a part, but to become proficients, thereby occupying regularly a good portion of every day, they were allowed to get books from the circulating library at Keighley; and many a happy walk, up those long four miles, must they have had, burdened with some new book, into which they peeped as they hurried home. 

Reserved, not shy
The first impression made on the visitor by the sisters of her school-friend was, that Emily was a tall, long-armed girl, more fully grown than her elder sister; extremely reserved in manner. I distinguish reserve from shyness, because I imagine shyness would please, if it knew how; whereas, reserve is indifferent whether it pleases or not. Anne, like her eldest sister, was shy; Emily was reserved.

Liberty was the breath of Emily’s nostrils
On the 29th of July, 1835, Charlotte, now a little more than nineteen years old, went as teacher to Miss W---’s. Emily accompanied her as a pupil; but she became literally ill from home-sickness, and could not settle to anything, and after passing only three months at Roe Head, returned to the parsonage and the beloved moors.
Miss Brontë gives the following reasons as those which prevented Emily’s remaining at school, and caused the substitution of her younger sister in her place at Miss W—’s:—
“My sister Emily loved the moors. Flowers brighter than the rose bloomed in the blackest of the heath for her;—out of a sullen hollow in a livid hill-side, her mind could make an Eden. She found in the bleak solitude many and dear delights; and not the least and best-loved was—liberty. Liberty was the breath of Emily’s nostrils; without it she perished. The change from her own home to a school, and from her own very noiseless, very secluded, but unrestricted and unartificial mode of life, to one of disciplined routine (though under the kindest auspices), was what she failed in enduring. Her nature proved here too strong for her fortitude. Every morning, when she woke, the vision of home and the moors rushed on her, and darkened and saddened the day that lay before her. Nobody knew what ailed her but me. I knew only too well. In this struggle her health was quickly broken: her white face, attenuated form, and failing strength, threatened rapid decline. I felt in my heart she would die, if she did not go home, and with this conviction obtained her recall. She had only been three months at school; and it was some years before the experiment of sending her from home was again ventured on.”
This physical suffering on Emily’s part when absent from Haworth, after recurring several times under similar circumstances, became at length so much an acknowledged fact, that whichever was obliged to leave home, the sisters decided that Emily must remain there, where alone she could enjoy anything like good health. She left it twice again in her life; once going as teacher to a school in Halifax for six months, and afterwards accompanying Charlotte to Brussels for ten. When at home, she took the principal part of the cooking upon herself, and did all the household ironing; and after Tabby grew old and infirm, it was Emily who made all the bread for the family; and any one passing by the kitchen-door, might have seen her studying German out of an open book, propped up before her, as she kneaded the dough; but no study, however interesting, interfered with the goodness of the bread, which was always light and excellent. Books were, indeed, a very common sight in that kitchen; the girls were taught by their father theoretically, and by their aunt, practically, that to take an active part in all household work was, in their position, woman’s simple duty; but in their careful employment of time, they found many an odd five minutes for reading while watching the cakes, and managed the union of two kinds of employment better than King Alfred.

Religious views
One time I mentioned that some one had asked me what religion I was of (with the view of getting me for a partizan), and that I had said that that was between God and me;—Emily (who was lying on the hearth-rug) exclaimed, ‘That’s right.’ This was all I ever heard Emily say on religious subjects.

Struggles as a teacher
Charlotte and Emily were trying teaching, and, as it seemed, without much success. The former, it is true, had the happiness of having a friend for her employer, and of being surrounded by those who knew her and loved her; but her salary was too small for her to save out of it; and her education did not entitle her to a larger. The sedentary and monotonous nature of the life, too, was preying upon her health and spirits, although, with necessity “as her mistress,” she might hardly like to acknowledge this even to herself. But Emily—that free, wild, untameable spirit, never happy nor well but on the sweeping moors that gathered round her home—that hater of strangers, doomed to live amongst them, and not merely to live but to slave in their service—what Charlotte could have borne patiently for herself, she could not bear for her sister. And yet what to do? She had once hoped that she herself might become an artist, and so earn her livelihood; but her eyes had failed her in the minute and useless labour which she had imposed upon herself with a view to this end.

Impervious to influence
Emily and Anne were bound up in their lives and interests like twins. The former from reserve, the latter from timidity, avoided all friendships and intimacies beyond their family. Emily was impervious to influence; she never came in contact with public opinion, and her own decision of what was right and fitting was a law for her conduct and appearance, with which she allowed no one to interfere. Her love was poured out on Anne, as Charlotte’s was on her. But the affection among all the three was stronger than either death or life.

Of her time studying in Brussels
“After the age of twenty, having meantime studied alone with diligence and perseverance, she went with me to an establishment on the continent. The same suffering and conflict ensued, heightened by the strong recoil of her upright heretic and English spirit from the gentle Jesuitry of the foreign and Romish system. Once more she seemed sinking, but this time she rallied through the mere force of resolution: with inward remorse and shame she looked back on her former failure, and resolved to conquer, but the victory cost her dear. She was never happy till she carried her hard-won knowledge back to the remote English village, the old parsonage-house, and desolate Yorkshire hills.”

Strange fashions and strong opinions
The two sisters clung together, and kept apart from the herd of happy, boisterous, well-befriended Belgian girls, who, in their turn, thought the new English pupils wild and scared-looking, with strange, odd, insular ideas about dress; for Emily had taken a fancy to the fashion, ugly and preposterous even during its reign, of gigot sleeves, and persisted in wearing them long after they were “gone out.” Her petticoats, too, had not a curve or a wave in them, but hung down straight and long, clinging to her lank figure. The sisters spoke to no one but from necessity. They were too full of earnest thought, and of the exile’s sick yearning, to be ready for careless conversation or merry game. M. Héger, who had done little but observe, during the few first weeks of their residence in the Rue d’Isabelle, perceived that with their unusual characters, and extraordinary talents, a different mode must be adopted from that in which he generally taught French to English girls. He seems to have rated Emily’s genius as something even higher than Charlotte’s; and her estimation of their relative powers was the same. Emily had a head for logic, and a capability of argument, unusual in a man, and rare indeed in a woman, according to M. Héger. Impairing the force of this gift, was a stubborn tenacity of will, which rendered her obtuse to all reasoning where her own wishes, or her own sense of right, was concerned. “She should have been a man—a great navigator,” said M. Héger in speaking of her. “Her powerful reason would have deduced new spheres of discovery from the knowledge of the old; and her strong imperious will would never have been daunted by opposition or difficulty; never have given way but with life.” And yet, moreover, her faculty of imagination was such that, if she had written a history, her view of scenes and characters would have been so vivid, and so powerfully expressed, and supported by such a show of argument, that it would have dominated over the reader, whatever might have been his previous opinions, or his cooler perceptions of its truth.

Insensible to any noise or movement
The first and second classes occupied a long room, divided by a wooden partition; in each division were four long ranges of desks; and at the end was the estrade, or platform, for the presiding instructor. On the last row, in the quietest corner, sat Charlotte and Emily, side by side, so deeply absorbed in their studies as to be insensible to any noise or movement around them.

Fierce, wild, intractability: her passion for animals
The helplessness of an animal was its passport to Charlotte’s heart; the fierce, wild, intractability of its nature was what often recommended it to Emily. Speaking of her dead sister, the former told me that from her many traits in Shirley’s character were taken; her way of sitting on the rug reading, with her arm round her rough bull-dog’s neck; her calling to a strange dog, running past, with hanging head and lolling tongue, to give it a merciful draught of water, its maddened snap at her, her nobly stern presence of mind, going right into the kitchen, and taking up one of Tabby’s red-hot Italian irons to sear the bitten place, and telling no one, till the danger was well-nigh over, for fear of the terrors that might beset their weaker minds. All this, looked upon as a well-invented fiction in “Shirley,” was written down by Charlotte with streaming eyes; it was the literal true account of what Emily had done. The same tawny bull-dog (with his “strangled whistle”), called “Tartar” in “Shirley,” was “Keeper” in Haworth parsonage; a gift to Emily. With the gift came a warning. Keeper was faithful to the depths of his nature as long as he was with friends; but he who struck him with a stick or whip, roused the relentless nature of the brute, who flew at his throat forthwith, and held him there till one or the other was at the point of death. Now Keeper’s household fault was this. He loved to steal upstairs, and stretch his square, tawny limbs, on the comfortable beds, covered over with delicate white counterpanes. But the cleanliness of the parsonage arrangements was perfect; and this habit of Keeper’s was so objectionable, that Emily, in reply to Tabby’s remonstrances, declared that, if he was found again transgressing, she herself, in defiance of warning and his well-known ferocity of nature, would beat him so severely that he would never offend again. In the gathering dusk of an autumn evening, Tabby came, half-triumphantly, half-tremblingly, but in great wrath, to tell Emily that Keeper was lying on the best bed, in drowsy voluptuousness. Charlotte saw Emily’s whitening face, and set mouth, but dared not speak to interfere; no one dared when Emily’s eyes glowed in that manner out of the paleness of her face, and when her lips were so compressed into stone. She went upstairs, and Tabby and Charlotte stood in the gloomy passage below, full of the dark shadows of coming night. Down-stairs came Emily, dragging after her the unwilling Keeper, his hind legs set in a heavy attitude of resistance, held by the “scuft of his neck,” but growling low and savagely all the time. The watchers would fain have spoken, but durst not, for fear of taking off Emily’s attention, and causing her to avert her head for a moment from the enraged brute. She let him go, planted in a dark corner at the bottom of the stairs; no time was there to fetch stick or rod, for fear of the strangling clutch at her throat—her bare clenched fist struck against his red fierce eyes, before he had time to make his spring, and, in the language of the turf, she “punished him” till his eyes were swelled up, and the half-blind, stupified beast was led to his accustomed lair, to have his swollen head fomented and cared for by the very Emily herself. The generous dog owed her no grudge; he loved her dearly ever after; he walked first among the mourners to her funeral; he slept moaning for nights at the door of her empty room, and never, so to speak, rejoiced, dog fashion, after her death. He, in his turn, was mourned over by the surviving sister.
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If you think reporting on this site doesn’t matter, U.K. Prime Minister Keir Starmer — who may not have the title for long — begs to differ. Beginning in 2023, after publication of a series of “UK Files” exposés on this site, the Starmer-aligned group Labour Together contracted a private firm called APCO to investigate me, author Paul Holden, Sunday Times writers Gabriel Pogrund and Harry Yorke, Guardian writer Henry Dyer, Kit Klarenberg of The Grayzone, and John McEvoy of Declassified UK.
British reporters were shown a statement Wednesday in which a cabinet official claimed to be “distressed” and “furious”  that Pogrund was targeted, and claimed “no other journalists” were investigated or featured. (Apparently Holden and the rest of us don’t count.) The Labour Together work was commissioned by future MP and current Parliamentary Secretary Josh Simons, who told the Sunday Times last weekend: “Those who know me know I think the work of journalists is vital to our democracy.” Simons added it was “nonsense” that APCO was charged with investigating journalists, and that Labour Together was merely interested in investigating a “suspected illegal hack.”
This story was first broken by Khadija Sharife and Peter Geoghegan at the Substack site Democracy for Sale a week ago, but there have been developments. Not only did Labour Together hire APCO to investigate Holden, me, and others after we published internal emails and financial information, but Labour Together told journalists the APCO reports were passed to the National Cyber Security Centre (NCSC), which is part of GCHQ, the British analog to the NSA. This trick has apparently come into increasing use in recent years, with Britain’s passage of the draconian National Security Act, in addition to more aggressive use of old laws like the Official Secrets Act, which shares “Basically, Everyone is Guilty” qualities with America’s Espionage Act. 
How the “leverage” scam works: 
A politician calls a friendly mainstream reporter with news that dissident journalist X has been reported to the NCSC for use of hacked materials, association with Russia, or other offenses. The reporter then calls the journalist to convey the news and seek a reaction. In many cases, reporters fear official trouble and drop their stories. The big tell comes when the reporter doesn’t crack, and the mainstream outlet doesn’t do a story. That happened in this case with Holden. 
“So [Labour Together] apparently took this dodgy dossier that APCO had written on me, and gave it to the National Cybersecurity Reporting Centre, and basically said, ‘We think that Paul Holden has received illegal hacks from Russia or China of the Electoral Commission, and we demand that it be investigated.’ And then they briefed that to the Guardian, and the Guardian tried to run a story on me. I said, ‘What on earth are you talking about? This is absolutely insane…’ They eventually backed off.”
The Guardian’s Pippa Crerar did not respond to requests for comment. 
“This was the same trick that quite a few of the people that I’ve reported on have used. They’ve falsely claimed that I work for Russia or I’m in receipt of Russian hacks. And with some outlets, it scares them off,” said Kit Klarenberg of The Grayzone, who’s had the same stunt pulled on him by another publication. “It’s a complete fraud used to silence critical reporting.”
The fact that fellow Racket writer Ryan Lovelace also learned of an FBI program targeting journalists in the States simultaneous to these developments is a coincidence. The American and British probes of reporters came up as ancillary revelations to other stories. In the case of the Labour Together/APCO shenanigans, it’s painful confirmation of the original reports and of a long-developing scandal, one of many reasons it may hit the wobbling Starmer government hard:
Labour figures like Simons are pitching the investigation as a defensive measure, primarily implemented against people who are suspected of hacking or targeting Labour on behalf of Russia or another foreign power. That’s not exactly how things played out, however. The contract between Labour Together and APCO, which reportedly had both my name and Holden’s name on it, sought to “establish who and what are behind the coordinated attacks on Labour Together,” as well as “identify the source of… information and to ascertain what additional information could be published.” 
The leaked contract with APCO suggests otherwise. Several outlets, including the BBC, reported that APCO also had an offensive mission, to “provide a body of evidence that could be packaged up for use in the media to create narratives that would proactively undermine any future attacks on Labour Together.” In other words, APCO was to help devise “narratives” to publicly undermine figures like Holden, me, and Kit Klarenberg of The Grayzone, who along with Paul and me was listed as one of five “significant persons of interest” in the APCO report. 
“It’s basically, we’re planning to go and give you stuff that you can use to go after these journalists,” a disgusted Holden said. 
The report said that while Klarenberg was a “self-described” investigative journalist, he wrote for a “conspiracy blog” and had been arrested by counter-terrorism police in May 2023 (APCO probably meant “detained,” and left out “wrongly”). It also described The Grayzone as a “Wagner Propaganda Channel,” referencing the private Russian military group. This triggered amazed laughter from Klarenberg. 
There is indeed a Wagner-associated Signal group called “The Grey Zone,” but it’s spelled differently from his publication and totally unrelated. “Nothing to do with us. Astonishing incompetence,” he said, noting that “Wagner is a proscribed terrorist group in the UK, which means that speaking positively about them is an imprisonable offense. Not that I would, but still. The point is that they used this lie.”
According to two sources close to the story, there is alarm inside the Starmer administration about these reports, which may extend beyond the named writers and/or may involve more private firms than APCO. APCO’s senior counselor is former John Kerry aide Jonathan Winer, and the firm has a longstanding association with another headed by ex-spy Christopher Steele, Orbis Business Intelligence. Concern about what one source called “cant-go-there” matters hovers over this affair, which may not have traction in the U.S. yet, but is certainly an issue in the U.K.
More immediately, what makes the “nonsense” quote by Simons particularly ridiculous is that APCO is a “fucking PR firm,” as one source put it, one that touts “building reputations” as a primary area of expertise. This was not a security probe, but oppo research on journalists by politicians. The great irony here is that Paul and I first published material about Labour Together because we were concerned about an institutionalized version of this exact situation. 
“One of the things that still blows my mind is that you and I were looking into an organization that claimed to be policing fake news and misinformation. And now they’re creating disinformation,” said Holden.

Neither Simons nor APCO responded to queries Wednesday night. 
This news could not have come at a worse time for Starmer’s embattled government. The prime minister’s longtime Svengali and chief of staff, Morgan McSweeney — once seemingly as unshakable a fixture as Rahm Emanuel or Karl Rove in their prime — was  forced to resign after hiring Jeffrey Epstein-linked Lord Peter Mandelson as ambassador to the United States. Amid calls for Starmer to resign, Simons may be the next cabinet member to go over this scandal. At minimum, as one source put it to me late last night, someone is going to get a “serious bollocking.”
Holden, a veteran investigator at Shadow World Investigations (and before that, Corruption Watch UK), came to Racket with the “UK Files” over the summer of 2023, as we’d been working on the same issues from different angles. At the time, an organization called the Center for Countering Digital Hate (CCDH) was in the news, among other things because it had been sued by Elon Musk’s X platform, which essentially accused the group of spoofing a claim of skyrocketing “slurs” and “QAnon-related hashtags” since Musk’s acquisition.
The CCDH was a major character in the Twitter Files, an “independent” group that aggressively pushed platforms like Twitter to take down certain accounts it considered sources of “online harms” or “misinformation.” Robert F. Kennedy, for instance, was a frequent target of the group’s ire. Though aware CCDH had ties to British politicians, I had no idea of its detailed history of political operations until crossing paths with Holden, who’d been researching the group for a book that would eventually be called The Fraud: Keir Starmer, Morgan McSweeney, and the Crisis of British Democracy.
CCDH, Holden explained, grew out of an organization called Stop Funding Fake News, launched in 2019 by Imran Ahmed, who’d served various roles in and around Labour, including serving as head of communications for an MP named Andy Slaughter. The “UK Files” showed a consistent pattern of Ahmed, SFFN, and eventually the CCDH ginning up public controversies to attack the Corbynite wing of Labour and left-leaning allies like the publication The Canary. When we published the “UK Files,” Sir Keir Starmer was still just a rising figure, everyone’s pick for the country’s next starchy establishment-accepted Prime Minister, who’d save Britain from both socialist ruin and the scourge of right-populism.

The Files, which had originally been obtained by Al-Jazeera, contained documents that were dangerous to Labour. One showed that CCDH provided incorrect information to the IRS “in its application to receive tax-exempt 501(c)(3) status.” Though it’s been reported that our November 14, 2023, piece helped trigger the APCO investigation, a source close to the probe told me Holden’s article about the IRS issue may have been at least as consequential.
Holden’s investigations into Labour Together’s use of dirty tricks and censorship to crush its intramural left opposition were not the only offenses I committed against Starmerism. It also has a record of firing in the other direction. 
In October, 2024, I worked with Disinformation Chronicle head Paul Thacker to publish more damning internal memoranda. This time, a CCDH America goals list that included the injunction “Kill Musk’s Twitter” reached headlines and angered the Trump camp, which promised to investigate the group “from all angles” if elected. 

Last December, the Trump administration did indeed announce sanctions against CCDH and CEO Ahmed. 
Long before me, Holden learned he was under investigation and described the discovery in Fraud, where he wrote that that “some guy called Josh Simons” was copied on the investigators’ emails. 
Meanwhile, the underlying theme of all these reports — in Holden’s book and articles, in a Sunday Times story about the same documents, and in the “Kill Musk’s Twitter” story I worked on — described the threat of a government-backed smear system that would combine the possibility of censorship with “proactive” disinformation to suppress legitimate political opposition. This has all been proven true by the recent developments, a true worst-case scenario. 
“The analytical stuff that we were doing around where this particular political project was going is entirely borne out by what’s happened in the last year and a half,” says Holden. “It’s all been proven true. And Starmer is the most unpopular PM in the history of polling.”
An odd side-note: this story came up as a time-sensitive detour to a longer investigative piece about political dirty tricks by other groups. More on that soon. 
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  Last week, hundreds of Google workers, outraged by the federal government’s mass deportation campaign and the killings of Keith Porter, Alex Pretti and Rene Good, went public with a call for their leadership to cut ties with ICE. The employees are also demanding that Google acknowledge the violence, hold a town hall on the topic, and enact policy to protect vulnerable members of its workforce, including contractors and cafeteria and data center workers This week, the number of supporters has passed 1,200; the full petition is at Googlers-Against-Ice.com. 
As the signature count rises, employees say that Google is working to stifle speech critical of its ICE contracts: censoring posts on its companywide forum Memegen, issuing warnings to workers who post ICE-related content, and ignoring their calls to address the issue both privately and publicly. 


In today’s edition of BITM, an inside look at the Google employees organizing to end the tech giant’s ties to ICE, and the tactics the company is using to silence them. Plus, updates on the widening resistance to big tech in other arenas, from gig work to data centers. Finally, for paying subscribers, the 5 worst AI ads of the Super Bowl, and what they portend for Silicon Valley. As always, thanks for reading, engaging, and supporting this work. And a special thanks to all you paid subscribers who make this entire project possible; I couldn’t do any of this without you.


“I see an outpouring of support for this call,” says Alex, a full-time Google engineer and one of the petition’s organizers. “Almost everybody I spoke to is for divestment from ICE.” Among rank and file employees, he says, “any opposition to that is very rare.” 
Yet leadership has not acknowledged the petition, and has thus far dodged all requests to answer questions about ICE, CBP, or Google’s role in supporting the agencies. Like Amazon, Google operates cloud services for ICE and the DHS, and is a partner of Palantir, one of the biggest technology providers for those departments. But despite Google employees’ anger and unease regarding their company’s partnership with ICE, workers are wary of voicing criticism openly.
“Many are hesitant to sign,” Alex tells me. “The expectation of retaliation is very widespread.” Recent rounds of layoffs, and the threat of retaliation, have created a “sense of job insecurity” among many. “The fear of speaking out is very strong,” he says. “Most folks are afraid to discuss anything remotely political at work.”
According to Alex and other employees, Google is stifling and censoring speech critical of the federal government in its internal communication channels. “Recently, the moderation team started banning memes and comments about ICE on the internal meme platform,” Alex says. 

That platform, called Memegen, has been a fixture of working life at Google since 2010. Employees use it to generate and post memes throughout the workday, or during town halls, to comment on pertinent subjects. Now, many have found that criticizing ICE, or Google’s role in supporting the agency, is off-limits. Employees estimate that some forty Google staffers have had their memes taken down and received warnings for posting on the platform. Alex says it’s creating a chilling effect on speech at the company. (Google did not respond to a request for comment.)
A takedown notice sent to a Google employee by one of the company’s Memegen moderators and shared with Blood in the Machine read, “Your content violates Memegen’s Community Guidelines, specifically because the content is focused on personal political opinions, statement or news. Please be advised that this is your final warning before a permanent ban.” Some of the posts that point to the Googlers Against ICE petition, Alex says, have been allowed to stay up. Other memes have been taken down minutes after they were posted. One staffer had a post removed that merely shared word of an ICE-related protest. 
“Whenever any questions related to ICE pop up in town halls, they either get outright deleted or simply don’t show up in the AI Summarization’ for some reason,” according to Alex. “In rare instances when questions reach leadership, they give non-answers or undermine the premise of the question. Although even that hasn’t happened in a while.”
There has, until relatively recently, been a tradition of tolerating, even encouraging some strains of dissent at Google. Memegen was notoriously feisty (for a corporate message board, anyway) throughout the 2010s, when employees could poke fun at the company, its policies, even its leadership. In 2018, some 20,000 workers walked out to protest Google’s sexual harassment policies. Co-founder Sergey Brin joined a protest of the so-called Muslim Ban instituted early in Trump’s first term. 
Those openly protesting against Google’s ICE contracts today, meanwhile, are a small minority. This is not necessarily because most Google staffers’ politics have changed, but because the company has made it clear it will no longer tolerate such dissent, and that it’s explicitly aligned with the Trump administration. (Discussing politics is now technically off-limits on Memegen, though discussing company matters and policy isn’t.) Google CEO Sundar Picchai has been a fixture at the White House, attending parties and events. He oversaw Google’s $22 million donation to the White House ballroom and its $1 million donation to Trump’s inaugural fund. Brin, meanwhile, has become a Trump supporter. And Google has clamped down hard on employee dissent. It fired 50 staffers for staging an internal protest when the tech giant signed a cloud contract with the Israeli military. Those staffers were part of a group called No Tech for Apartheid, which, undeterred, is organizing the current petition, too. 
The Googlers Against ICE petition—which received more signees every time I refreshed the page while I was writing this story—is detailed and blunt. A key section reads that:
Google is powering this campaign of surveillance, violence, and repression. Cloud is helping to stitch together CBP surveillance systems along the border and nationwide, while also powering Palantir’s ImmigrationOS system that ICE uses to track immigrants. Google generative AI is being used by DHS and CBP for “workforce enablement” and “improving operational efficiency”. The Play Store has blocked the most effective ICE tracking apps for keeping our communities safe. YouTube has been running ICE recruitment and “self-deport” ads. As the workers who provide the foundational labor in building this technology, we are horrified.
On January 11, Google Chief Scientist Jeff Dean tweeted, “We all bear a collective responsibility to speak up and not be silent when we see things like the events of the last week.” We agree. In that spirit, we are speaking up today as Googlers.
We are vehemently opposed to Google’s partnerships with DHS, CBP, and ICE. We consider it our leadership’s ethical and policy-bound responsibility to disclose all contracts and collaboration with CBP and ICE, and to divest from these partnerships.

For the anti-ICE Google employees and others, the situation has grown all the more urgent. As WIRED reports, ICE is rapidly and dramatically expanding its operations. The DHS has, as WIRED puts it, “carried out a secret campaign to expand ICE’s physical presence across the US.” There are more than 150 leases and office expansions that portend ICE facilities in nearly every state, many of which will be “located near elementary schools, medical offices, places of worship, and other sensitive locations.”

ICE, however, is deeply and increasingly unpopular nearly everywhere, outside the tech companies and in. And Alex is optimistic that this is helping to turn the tide, that more tech workers at Google and beyond will be willing to step up and speak out.
“I believe that the momentum is on our side,” he says. “Many workers see the current moment as critical. They’re ready to act. The public’s opinion has also shifted. There are various external campaigns that demand Google’s divestment from ICE. Google leadership is going to find itself surrounded by pressure from all sides.”
Alex ended our interview with some words for his fellow Googlers and for employees at any other tech company currently partnering with ICE or the DHS:
“You’re not alone. You have support of your fellow workers in your company and across the industry. It’s time we take responsibility for how our products are used for surveillance and violence.”
If you work at Google, Amazon, or any other tech company with ICE contracts, and want to share a story about how workers are engaging the ICE issue at your workplace, you can contact me on Signal or at briancmerchant@proton.me.


Google workers aren’t the only ones standing up to big tech. Some updates there:
-Uber and Lyft drivers are delivering a wage claim petition signed by 10,000 workers, demanding the ride hail companies pay back the wages they stole:
On Tuesday, February 17 at 10am in Downtown LA, drivers will share with the California Labor Commissioner a clear message: Uber and Lyft must pay what we are owed. After years of wage theft, the State of California has sued Uber and Lyft to recover unpaid wages and expenses from 2016–2020—money that adds up to tens of billions of dollars.
Over 10,000 drivers have already signed the wage theft settlement petition, making it clear that any settlement to this suit must deliver dignity to drivers. Join us on Tuesday, February 17th at Pershing Square to make sure that California hears us loud and clear - We Demand Dignity!

“A California community rallied against a datacenter – and won”
From the Guardian: 
When a southern California city council proposed building a giant datacenter the size of four football fields last December, five residents vowed to stop it.
Through a frenetic word-of-mouth campaign, the small group raised awareness about the proposed facility in Monterey Park, a small city east of Los Angeles known affectionately as the country’s first suburban Chinatown.
No Data Center Monterey Park organizers – working in tandem with the grassroots racial justice group San Gabriel Valley (SGV) Progressive Action – held a teach-in and rally that drew hundreds of participants, knocked on doors, and distributed flyers on busy streets.
They emphasized how the computer systems facility would strain the power grid, drive up energy rates and create noise pollution. A petition quickly amassed nearly 5,000 signatures. All the materials were shared in English, Chinese and Spanish – a concerted effort to reach Monterey Park’s diverse populace, which is two-thirds Asian and one-quarter Hispanic.
In just six weeks, the community won. City leaders issued a 45-day moratorium on datacenter construction and a pledge to explore a permanent ban.
“It’s like the third act of an Oscar-winning movie,” said Steven Kung, a co-founder of No Data Center Monterey Park.
Over the past year, homegrown revolts against datacenters have united a fractured nation, animating local board meetings from coast to coast in both farming towns and middle-class suburbs. Local communities delayed or cancelled $98bn worth of projects from late March 2025 to June 2025, according to research from the group Data Center Watch, which has been tracking opposition to the sites since 2023. More than 50 active groups across 17 states targeted 30 projects during that time period, two-thirds of which were halted.
The movement against these facilities has even made for strange bedfellows, bringing together nimbys and environmentalists in Virginia, “Stop the Steal” activists and Democratic Socialists of America organizers in Michigan.
“There’s no safe space for datacenters,” said Miquel Vila, lead analyst at Data Center Watch, a research project run by AI security company 10a Labs. “Opposition is happening in very different communities.”


A ‘QuitGPT campaign has been launched by anti-OpenAI activists, claiming 700,000 users have signed on so far.
Tom’s Guide reports:
QuitGPT is a decentralized campaign that has spread through Reddit, Instagram and dedicated websites where users pledge to drop ChatGPT Plus and other paid tiers. Organizers and participants cite several core grievances:

	Political contributions by OpenAI leadership: A widely shared claim in the campaign alleges that OpenAI’s president made a major political donation to a pro-Trump super PAC — a move critics argue contradicts the activist values of many Silicon Valley users.

	AI use in government enforcement: QuitGPT supporters highlight that tools powered by ChatGPT-style models have been used in hiring or screening processes by agencies such as U.S. Immigration and Customs Enforcement, heightening concerns that AI is being deployed in controversial real-world systems.

	Ethical unease and corporate accountability: Beyond specific incidents, the movement reflects a broader uneasiness about who controls the technology users rely on daily and what those leaders’ values say about the tools themselves.


Now, speaking of OpenAI, anyone who was aware of both that particular AI company and the overwrought advertising and halftime show delivery vehicle that is the Super Bowl was likely aware that there was some beef laid out there. Chief OpenAI competitor Anthropic aired some ads ribbing OpenAI for rolling out ads on ChatGPT, and Sam Altman took to Twitter to moan about it. 
But Anthropic was far from the only AI company running ads for $8-$10 million a pop during Seattle’s dismal obliteration of the Patriots. There were, as you likely saw, a great many AI ads, and most of them were either terrible harbingers of our dystopian future, or just plain terrible. Here at BITM, I offer you a guide to the worst of the worst.
5. The perplexing ad for an AI service that do not yet exist, was not explained, and whose logo looks like an Asics sneaker:

      
          
              Read more
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EDITOR’S NOTE: Introducing The Swamp Log: Washington is the seat of power for the most influential country on the globe, but reading about the city somehow always feels like homework. Shouldn’t palace intrigue be … intriguing?
Washington’s morning newsletters are the source and instrument of the city’s blinkered narratives. You know the ones. A “consummate insider” prates about the city’s bloodthirsty lobbies, sclerotic politicians and tyrannical bureaucrats in copy as stale as the air in a Senate cloakroom. But there are fascinating stories going on in Washington: courageous officials battling the managerial class/state and spineless ones succumbing to it, intraparty struggles for dominance, and face-melting corruption.
It’s just that our uniparty press is not capable of meeting the moment. Presenting The Swamp Log, a product that demystifies Washington. We’re not insiders trading elite knowledge for a price. We’re out to prove that with public resources and a mind uncluttered by Washington’s toxic conventional wisdom, anyone can understand this town. Sometimes it may even be intriguing.
In the future, expect this newsletter to hit your inboxes Monday morning. While the focus of Racket will be on investigative reporting, we hope this will be a fun feature that keeps you up to date on DC without having to tolerate NPR in your Uber or catch all the bewildering clips from Capitol Hill gaggles on X.  - Emily Kopp, Editor-In-Chief

Monday, February 9 — The Spy Sheikh, Epstein Fever, Dirge of the Langley Bugle
By Caden Olson
ON CAPITOL HILL…
WHAT FOLLOWS THE MINI SHUTDOWN: Only Department of Homeland Security (DHS) funding remains on the appropriations docket for 2026 after Congress passed a $1.2 trillion, five-department funding package last Tuesday, ending a roughly 72-hour shutdown.
DHS funding is now left floating in a continuing resolution until Feb. 13, a buffer period which Democrats hope to use for negotiating ICE reform.
Legislators reportedly did not make progress in negotiations last week, forcing Senate Majority Leader John Thune to prepare another continuing resolution for DHS in the event of an impasse.
Collateral damage in a prolonged ICE standoff and resulting DHS lapse of funding would include the TSA and FEMA, among fourteen other agencies.
ICE Acting Director Todd Lyons, U.S. Citizenship and Immigration Service Director Joseph Edlow and Customs and Border Protection Commissioner Rodney Scott testify tomorrow before the House Committee on Homeland Security at 10 a.m.    
Later in the week, officials from TSA, Secret Service and FEMA will testify about DHS shutdown impacts.
Keep scrolling for a full rundown of votes and hearings. 
SAVE AMERICA: The House is expected to vote this week on a new expanded voter identification bill introduced by Texas Rep. Chip Roy — the SAVE America Act.
Under the new rules, mail-only registrations would be eliminated and voters would have to present an eligible photo ID before voting, in addition to proving citizenship in person while registering to vote.
The new bill expands on the SAVE Act, passed by the House in April 2025 and stalled in the Senate for nine months.
Trump: “America’s Elections are Rigged, Stolen, and a Laughingstock all over the World. We are either going to fix them, or we won’t have a Country any longer. I am asking all Republicans to fight for the following: SAVE AMERICA ACT!”
Senate Minority Leader Chuck Schumer: “If you’re one of the tens of millions of U.S. citizens who does not have access to your birth certificate, or if you’re one of the 50 percent of Americans who don’t have a passport, the SAVE Act could make it impossible for you to participate in elections.”
‘BOOBOOITIS’ WILL GIVE YOU NAUSEA: Epstein co-conspirator Ghislaine Maxwell, currently serving a 20-year prison sentence for conspiring with Epstein to sexually abuse minors, testified virtually before the House Oversight Committee on Monday, where she pleaded the fifth. This reporter had been hoping to follow Maxwell around the House pestering her with questions before it dawned on Racket editorial staff that she remains locked up at Federal Prison Camp in Bryan, Texas, and that she would be dialing in.
House Oversight Committee Chairman James Comer - “As expected, Ghislaine Maxwell took the fifth and refused to answer any questions. This obviously is very disappointing — we had many questions to ask about the crimes she and Epstein committed, as well as questions about potential co-conspirators.”
Maxwell appears ad nauseam in the new Epstein estate documents, including extensive interactions with Bill Clinton and Clinton aides after his presidency.
“Booboo, are you around? I am very ill and require immediate medical attention,” Maxwell wrote to Doug Band, a former top aide to Bill Clinton and founder of the Clinton Global Initiative (CGI), a Davos-style conference associated with the Clintons’ pay-for-play “charity,” the Clinton Foundation, the New York Times reported. “I am suffering from boobooitis - a very serious condition. Without a booboo fix the symptoms become very pronounced.”
“My boobooitis is also reaching epic poportions,” Band replied the same day. “Lots going on but will be In boobooville the second you arrive.”
Band was frequently in touch with “Gmax,” the documents show. Maxwell played a significant role early in the Clinton Global Initiative (CGI), according to the Times and a transcribed interview released by DOJ in August 2025.
ALSO THE CLINTONS: Bill and Hillary Clinton agreed to testify before Congress from Feb. 26 to 27 relating to the investigation of Epstein, teeing up the first congressional testimony by a former president in 42 years.
“The former President and former Secretary of State will be there,” wrote Bill Clinton’s Deputy Chief of Staff, adding that the couple “look[s] forward to setting a precedent that applies to everyone.”
The Senate Judiciary Committee released documents in December revealing new evidence that, during the Obama administration, the FBI field office in New York had probed the Clinton Foundation’s wheeling and dealing, only to be obstructed by FBI headquarters in Washington. Regardless of what you think about the newsworthiness of the Epstein revelations (we’re divided at Racket HQ), the connection between Maxwell and the CGI could tee up an opportunity for congressional investigators to demand answers to the questions FBI officials wanted to ask but never could.
FROM THE ARCHIVES: Hillary Clinton, 1998: “The great story here, for anyone willing to find it and write about it and explain it, is this vast right-wing conspiracy that has been conspiring against my husband since the day he announced for president.”


EPSTEIN, EPSTEIN, AND EPSTEIN - Congress, and America, can’t get enough of the latest Epstein doc drop. Ambassadors, royal families, and the global ruling class are reeling.
Attorney General Pam Bondi will testify before House Judiciary on Wednesday, and the DOJ’s handling of the Epstein release, including all those redactions, are certain to surface. 
House Democrats, led by Ranking Member Jamie Raskin, penned a letter demanding the right to review the complete unredacted Epstein files prior to Bondi’s testimony.
Rep. Raskin: “Our review is particularly urgent because DOJ itself claims to have identified over 6 million potentially responsive pages, but after releasing only about half of them—including over 200,000 pages that DOJ redacted or withheld—says strangely that it has fully complied with the Act.”
California Rep. Ro Khanna and Kentucky Rep. Thomas Massie made the same request the day before Raskin.
The Epstein dump has also reignited the simmering battle between Steve Bannon and Elon Musk. Can the populist and tech right factions of the fractious MAGA coalition get all of the eye scratching out of the way before the midterms?
LEGISLATION THIS WEEK: We’ll do our best to lay out weekly votes, but the Senate tends to keep its cards close to the vest. Here’s what we have for this week:
Confirmation of Daniel E. Burrows, Assistant Attorney General
Law-Enforcement Innovate to De-Escalate Act — Republican Wisconsin Rep. Scott Fitzgerald — Bipartisan support, exempts less-than-lethal projectile devices from federal firearms restrictions, effectively expanding law enforcement access to less-lethal tools.
Housing for the 21st Century Act — Republican Arkansas Rep. French Hill — Aims to increase U.S. housing supply by streamlining reviews and expanding financing, among other mechanisms.
Pressure Regulatory Organizations To End Chinese Threats to Taiwan Act — Republican Oklahoma Rep. Frank Lucas — Excludes Chinese representatives from major financial institutions subject to future Chinese aggression toward Taiwan.
Financial Stability Oversight Council Improvement Act of 2025 — Democratic Illinois Rep. Bill Foster — Requires regulators to consider alternative approaches before requiring Federal Reserve supervision over non-bank financial companies.
Undersea Cable Protection Act of 2025 — Republican Georgia Rep. Buddy Carter — Reduces regulatory requirements for undersea cable installation and operation.
Securing America’s Critical Minerals Supply Act — Republican Michigan Rep. John James — Requires the Department of Energy to assess and strengthen the U.S. supply chain for critical energy resources, including minerals essential to energy technologies.
COMMITTEES TO WATCH:
House Homeland Security — Oversight of the Department of Homeland Security: ICE, CBP, and USCIS — Tuesday, February 10th, 10:00am
Senate Judiciary — Arctic Frost Accountability: Oversight of Telecommunications Carriers’ Responses to Jack Smith’s Witch Hunt — Tuesday, February 10th, 10:15am
Senate Homeland Security and Governmental Affairs — Examining Fraud and Foreign Influence in State and Federal Programs — Tuesday, February 10th, 2:30pm
Senate Judiciary — Somali Fraud in Minnesota – The Tip of the Iceberg — Tuesday, February 10th, 2:30pm
Senate Energy and Natural Resources — Closed briefing on recent developments in Venezuela — Tuesday, February 10th, 4:30pm
House Judiciary — Oversight of the Department of Justice (w/ AG Bondi) — Wednesday, February 11th, 10:00am
House Subcommittee on Homeland Security — Oversight Hearing - Potential DHS Shutdown Impacts — Wednesday, February 11th, 10:00am


AT THE WHITE HOUSE…
LEFT OUT: Trump is planning to meet with only Republican governors during the annual National Governors Association’s (NGA) Washington summit on February 19-21 — a White House invitation usually extended to state leaders from both parties.
“To disinvite individual governors to the White House sessions undermines an important opportunity for federal-state collaboration,” said Brandon Tatum, interim NGA CEO. “At this moment in our nation’s history, it is critical that institutions continue to stand for unity, dignity and constructive engagement.”
The decision to exclude Democratic governors from the White House meeting comes as sanctuary cities, the question of state governors’ duty of compliance with federal law, and Trump’s electoral mandate all play out on MAGA’s signature issue of immigration.
NOBODY UNDERSTANDS A WORD: The president did not make an appearance at Super Bowl LX in California or the Olympics in Italy this weekend (where Vance received an icy welcome).
Trump was in Florida for the big game and called Bad Bunny’s halftime show “an affront to the Greatness of America.”
“Nobody understands a word this guy is saying, and the dancing is disgusting,” Trump posted on social media. “This ‘Show’ is just a “slap in the face” to our Country.”
Bud Light nemesis Kid Rock headlined an alternative “All American” halftime show on Sunday, highlighting the cultural divide around one of our few remaining universal cultural events.
WITKOFF’S NONPROLIFERATION NEGOTIATIONS: As a foundational U.S.-Russia nuclear treaty expires, Trump’s top envoy to the Middle East met with Iran’s foreign minister Friday in the first formal negotiations since the U.S. strikes on Iranian nuclear sites last June.
Iran’s foreign ministry reported negotiations would be limited to the country’s nuclear program, though Secretary of State Marco Rubio urged for discussions of ballistic missile capabilities, sponsorship of terrorist organizations, and the “the treatment of their own people.”
The Iranian negotiations come amid a massive buildup of U.S. assets in the region following the killing of thousands of Iranian protestors in January.
Witkoff last week also reportedly forged the framework for a continuation of the 15-year-old “New START” U.S.-Russia nuclear arms control treaty, though the plan still needs approval from both Trump and Putin.
CRYPTO WITH THE SPY SHEIKH: Fallout has been muted from the revelation of a $500 million deal between the Trump family’s cryptocurrency company and a United Arab Emirates royal, made four days before Trump’s 2025 inauguration. After inquiring many of the committees of jurisdiction, Racket can report only limited congressional inquiry amid a roiling crypto market that boosts members of both parties. It’s complex and could be tricky to monologue about in a presupposed impeachment hearing.
ICYMI, the Trump family in January 2025 sold off a 49% stake in the family’s World Liberty, a crypto venture launched in 2024, completing the deal without public disclosure. Five months later, against previous security concerns (namely diversion of assets to China), Trump granted UAE companies access to an annual allotment of 500,000 highly restricted AI chips.
The “Spy Sheikh” UAE dealmaker with whom the Trumps forged the deal, Sheikh Tahnoon bin Zayed Al Nahyan, is brother to UAE president Mohamed bin Zayed Al Nahyan, serves as the state national security advisor, and manages the country’s largest sovereign wealth fund.
Khanna penned a letter to World Liberty CEO Zach Witkoff requesting documents related to the deal, which he called “not just a scandal, but may even represent a violation of multiple laws and the United States Constitution.” Witkoff-affiliated entities reportedly netted $31 million in the deal.
The revelations come as foundational cryptocurrency Bitcoin hits its lowest value since Trump took office in 2025, falling 32% in the last twelve months.
WHITE PILL: Last week Trump launched a new marketplace, TrumpRx, for consumers to purchase brand-name prescription drugs directly from manufacturers. With midterms looming, it’s a domestic win on the important issue of affordability, with some caveats.
The new platform has been in the works for months and leans on most favored nation pricing as its primary tool for manipulating price. Trump offered companies a three-year exemption from tariffs on imported drugs in return for participation in the marketplace.
Mark Cuban, owner of Cost Plus Drug Company, which sells generic drugs and like TrumpRx, avoids the pharmacy benefit manager markup: “Of the drugs we both carry, we are cheaper on 90pct. They added a bunch of brands that have generics. So we beat them there. Usually by a lot. So make sure to put in the brand name in costplusdrugs.com to compare. That said, credit where credit is due. They crushed it on IFV drugs. That’s going to be a lifesaver for a lot of couples.”
Dr. Mehmet Oz, Administrator of Centers for Medicare & Medicaid Services: “This is our effort to make all those drug negotiation prices, steeply discounted prices, available to you. And especially if you’re paying cash for your medications, these are going to make a dramatic difference.”
Trump’s January “Great Healthcare Plan” pushed for lower drug prices and insurance premiums, and combined with the new marketplace represents a unified effort for an administration looking to tap into affordability-focused constituents.


IN THE SUPREME COURT…
PARENTAL EXCLUSION: The court is briefed and awaiting a decision on a California “parental-exclusion policy” which bars schools from informing parents about their children’s gender identity at school.
What the policy says: “[S]chool districts should accept and respect a student’s assertion of their gender identity where the student expresses that identity at school…schools must consult with a transgender student to determine who can or will be informed of the student’s transgender status, if anyone, including the student’s family.”
The challengers say: “California is requiring public schools to hide children’s expressed transgender status at school from their own parents—including religious parents—and to actively facilitate those children’s ‘social transition’ over their parents’ express objections.”
TARIFF AUTHORITY: A new poll shows that 63% of adults believe the Supreme Court should uphold a lower court’s decision restricting the president’s authority to impose tariffs.
The Supreme Court weighed arguments in the case, Learning Resources, Inc. v. Trump, in November, but has not issued further ruling.
Trump has employed emergency measures in implementing his tariffs during the past year, leaning on a 1977 law that empowers the president to regulate imports and exports during an “unusual and extraordinary threat.”
The Constitution, though, gives Congress the power to “lay and collect Taxes, Duties, Imposts and Excises” and “to regulate Commerce with foreign Nations”.


ET CETERA…
EAT MOR CHIKIN CHOCOLATE: “Beneath the sugar-coated facade of Valentine’s Day lies a history steeped in blood“: India prepares to celebrate a week of amorous holidays three years after the country’s Animal Welfare Board unsuccessfully attempted to replace the Western holiday with Cow Hug Day.
CURSED: “I tell you yellow is the curse“: Barbados general elections, held Wednesday, are being monitored by outside Caribbean Community observers (CARICOM) for the first time, due to concerns about election integrity. Prime Minister Mia Mottley said Democratic Labor Party opponent Ralph Thorne’s use of the “Yellow is the Code” slogan of the United National Congress of Trinidad and Tobago signaled foreign electoral interference, so we’re not the only ones dealing with this ...The Iditarod is only 26 days away.


DIRGE OF THE LANGLEY BUGLE: The Washington Post cut roughly one third of its staff, including its international, sports, and books desks, an exodus followed by the departure of CEO publisher Will Lewis.
The news prompted a comment from a former analyst for the U.S. intelligence community that Post stories often inform IC assessments.
“Embarrassing admission. Now you understand why so many policymakers feel convoluted IC assessments lack value: in part because they are based on biased WaPo reporting rather than facts,” wrote Ezra A. Cohen, vice chair of the Public Interest Declassification Board and an intelligence official during Trump’s first term. “Open-source reporting should play a role in analysis, but not if it’s from a politically tainted source.”
Notably, Ellen Nakashima, who covers national security for the Post and whose reporting on the notorious 2017 Intelligence Community Assessment on Trump and Russia sit at the center of a lawsuit against the board of the Pulitzer Prizes, remains employed.
A NEW YEAR, TIGER: After airing an advertisement omitting consumer safety information during last year’s Super Bowl, online drug provider Hims & Hers scored another ad spot in the big game this year for a cancer screening test with spotty reliability. The cancer screener uses a single blood draw for its test, which, according to one analysis, provides more false negatives results than true positives.
When the FDA announced a crackdown on misleading drug ads last September, FDA Commissioner Marty Makary cited a particularly egregious example: “Hims & Hers ran a Super Bowl ad highlighting the benefits of glucagon-like peptide-1 drugs without any mention of side effects or disclaimers.”
Still on the table? Ads for tests.


Thanks for reading the first edition of The Swamp Log, your weekly look-ahead at the D.C. cabal. It’s an honor to be here. Send me your thoughts at caden.olson@racket.news — seriously. What do you want to see here? How can we better keep you informed? Help this publication serve YOU.

  
  
    Deep Dive

    Continuing resolution

    Based on Wikipedia: Continuing resolution


Every year, the United States government faces a peculiar deadline that most Americans barely notice—until everything grinds to a halt. On October 1st, the fiscal year resets. If Congress hasn't agreed on how to spend money, federal workers stop getting paid, national parks close their gates, and "non-essential" government operations simply cease. The continuing resolution, or C.R., exists because politicians have found it extraordinarily difficult to agree on a budget.


It's a temporary fix masquerading as governance.


The October Deadline


The federal government's fiscal year runs from October 1st through September 30th of the following year. Each spring, Congress is supposed to agree on a budget resolution—a blueprint that sets overall spending limits. From that blueprint, twelve separate appropriations bills emerge, each funding a different slice of government: defense, agriculture, transportation, and so on. These bills must pass both the House of Representatives and the Senate, then receive the President's signature.


In theory, this process concludes before October arrives. In practice, it almost never does.


Between fiscal year 1977 and fiscal year 2015, Congress managed to pass all twelve appropriations bills on time exactly four times. That's four successful years out of thirty-eight attempts. The continuing resolution exists because the other thirty-four years needed some kind of backup plan.


What a Continuing Resolution Actually Does


A continuing resolution is a special type of legislation that keeps the lights on when Congress can't finish its homework. It typically extends funding at roughly the same levels as the previous year, sometimes with minor adjustments. The resolution sets an expiration date—maybe a few weeks, maybe a few months—during which the government operates under last year's budget while politicians continue negotiating.


Think of it as hitting the snooze button on a constitutional alarm clock.


The C.R. takes the legal form of a joint resolution, meaning both chambers of Congress must pass it and the President must sign it. Unlike regular appropriations bills, which allocate specific amounts to specific programs, continuing resolutions usually maintain existing funding levels with a simple formula: spend what you spent last year, adjusted by some percentage.


There are actually three types of appropriations legislation. Regular appropriations bills are the twelve standard bills covering the entire government for a fiscal year. Supplemental appropriations add emergency funding for unexpected events—a hurricane, a pandemic, a war. And continuing resolutions bridge the gap when regular bills haven't passed.


The Antideficiency Act: Why Shutdowns Happen


The continuing resolution matters because of a law called the Antideficiency Act. This statute, first enacted in 1884 and strengthened over the decades, forbids federal officials from spending money that hasn't been appropriated. They cannot enter into financial obligations—buying office supplies, paying electric bills, issuing paychecks—without congressional authorization.


This isn't just a guideline. Violating the Antideficiency Act is a federal crime.


So when appropriations expire and no continuing resolution exists, federal agencies face an impossible choice: break the law or shut down. They choose shutdown. The Antideficiency Act transforms a political disagreement into an operational crisis.


Government by Hostage Negotiation


The mechanics of continuing resolutions create perverse incentives. Because the government literally cannot function without funding, the threat of a shutdown becomes a powerful negotiating lever. Politicians who oppose the current direction of government can simply refuse to pass a C.R. and watch federal operations crumble.


Between 1980 and 2013, the United States experienced eight government shutdowns. Most lasted only a day or two—just long enough to concentrate minds and force a deal. But some became extended sieges.


The 1995 shutdown lasted twenty-eight days. President Bill Clinton, a Democrat, faced off against House Speaker Newt Gingrich and Congressional Republicans. The Republicans wanted budget cuts that Clinton refused to accept. Without enough votes to override a presidential veto, and unwilling to submit a revised budget, Republicans simply let existing appropriations expire. National parks closed. Passport processing stopped. Scientific research projects halted mid-experiment.


Clinton ultimately won the public relations battle, but the damage was done.


The 2013 Showdown


The most dramatic continuing resolution fight in recent history occurred in October 2013. Congressional Republicans, led by House Speaker John Boehner, attempted to use the C.R. as leverage to defund or delay the Patient Protection and Affordable Care Act—commonly known as Obamacare. President Barack Obama and Senate Democrats insisted on a "clean" spending bill with no policy riders attached.


Neither side blinked. The government shut down.


More than 800,000 federal workers were furloughed, meaning they were sent home without pay. Essential services continued—military operations, air traffic control, Social Security checks—but vast swaths of government simply stopped functioning. Research projects lost irreplaceable data. Training programs were cancelled. Contractors stopped receiving payments.


The shutdown lasted sixteen days.


When it finally ended, Congress passed the Continuing Appropriations Act of 2014, funding the government through January 15th. Then another continuing resolution extended funding through January 18th. Finally, an omnibus appropriations bill—a massive package combining multiple appropriations into one—funded the government through the end of the fiscal year.


The Affordable Care Act remained law, completely unchanged. The shutdown accomplished nothing except disruption.


The Hidden Costs of Temporary Funding


Even when shutdowns are avoided, governing by continuing resolution carries significant costs. Federal agencies cannot plan effectively when they don't know their budgets. They can't start new programs because the C.R. typically only authorizes existing activities. They can't sign multi-year contracts because they only have funding guaranteed for weeks or months at a time.


Research projects suffer particularly badly. Scientific experiments often require consistent funding over years. A continuing resolution that provides only three months of guaranteed funding makes it impossible to hire new researchers, purchase major equipment, or begin long-term studies. Scientists report losing the equivalent of several months of productive work to uncertainty and administrative disruption.


Training programs get cancelled because agencies cannot commit to schedules. Maintenance gets deferred because capital expenditures feel risky. The government becomes less efficient precisely because it's trying to save money through budget standoffs.


A Brief History of Kicking the Can


The continuing resolution has evolved from emergency stopgap to routine governance mechanism. Looking at the historical record reveals just how normalized this dysfunction has become.


Fiscal year 2001 required twenty-one separate continuing resolutions. Congress kept passing short-term extensions, each lasting just days or weeks, because they couldn't agree on a final budget. Twenty-one times they gathered, voted, and delayed the real decision.


Fiscal year 2011 saw seven continuing resolutions, with increasingly acrimonious debates about spending cuts. Each extension shaved billions from the previous year's levels, with the final deal struck just hours before a shutdown would have begun.


Fiscal year 2018 included multiple extensions, culminating in a brief government shutdown in January when Democrats and Republicans couldn't agree on immigration policy attached to spending bills.


The pattern repeats with grinding regularity.


Why Congress Can't Agree


Several structural factors make appropriations agreement difficult. The budget process requires both chambers of Congress to agree with each other and with the President. With different parties often controlling different institutions, this creates natural friction.


Elections complicate matters further. In election years, neither party wants to give the other a legislative victory. Incumbents prefer to campaign rather than negotiate. Lame-duck sessions after elections sometimes produce agreements, but just as often produce continuing resolutions that punt decisions to the new Congress.


The debt ceiling adds another layer of complexity. Separate from appropriations, the debt ceiling limits how much the federal government can borrow. Fights over raising the debt ceiling frequently get entangled with appropriations battles, creating compound crises.


And increasingly, appropriations bills become vehicles for unrelated policy debates. Abortion funding restrictions, immigration enforcement, environmental regulations—contentious issues get attached to must-pass spending bills, transforming budget votes into ideological referendums.


The Difference Between Appropriations and Authorization


Understanding continuing resolutions requires distinguishing between two types of congressional action that sound similar but work differently.


Authorization bills create programs and set policy. They establish agencies, define their missions, and specify what they're allowed to do. But they don't provide money.


Appropriations bills provide the actual funding. A program can be authorized but not appropriated—meaning it legally exists but has no budget to operate. Conversely, continuing resolutions can appropriate money for programs whose authorizations have technically expired, keeping them running in a legal gray zone.


This distinction matters because continuing resolutions only address the appropriations side. They keep money flowing but don't update policies, authorize new programs, or address changing circumstances. A C.R. freezes government in amber, funding last year's priorities regardless of whether they remain relevant.


Omnibus Bills: The Alternative to Twelve Separate Votes


When Congress finally does finish appropriations, it often abandons the twelve-bill structure entirely in favor of an omnibus appropriations bill. This massive package combines multiple or all appropriations bills into a single vote.


Omnibus bills have advantages and disadvantages. They're efficient—one vote instead of twelve. They allow trade-offs across different spending categories. And they're harder for any single faction to block because voting against them means voting against everything.


But omnibus bills are also enormous, often running to thousands of pages. Individual members rarely read them in their entirety. Provisions can be inserted with minimal scrutiny. The compressed timeline leading to omnibus passage—often just before a shutdown deadline—leaves little time for public review.


The 2014 omnibus that ended the shutdown fight ran to over 1,500 pages and was voted on within days of its release.


Living on Borrowed Time


The continuing resolution represents a kind of institutional failure that has become normalized. The Constitution gives Congress the power of the purse—the ability to decide how public money gets spent. This power is supposed to force deliberation, debate, and democratic accountability.


Instead, appropriations have become hostage to political theater.


Each continuing resolution represents a decision not to decide. It maintains the status quo, whether or not the status quo makes sense. New priorities go unfunded. Outdated programs continue. The government operates on autopilot while politicians fight over ideological battles only tangentially related to spending.


And every few years, the standoff escalates to actual shutdown, imposing real costs on federal workers, government contractors, and citizens who depend on public services.


What Would a Functioning System Look Like?


Some reformers have proposed automatic continuing resolutions—if Congress fails to pass appropriations, funding would automatically continue at some predetermined level. This would eliminate shutdown leverage but might also reduce pressure to reach actual agreements.


Others advocate for biennial budgeting, with appropriations covering two years instead of one. This would reduce the frequency of crises but wouldn't address the underlying political dynamics.


A few have suggested eliminating the Antideficiency Act's criminal penalties, allowing agencies to continue operations during funding gaps. But this would undermine Congress's constitutional authority over spending.


None of these reforms has gained significant traction. The continuing resolution remains, year after year, the government's favorite way of not making decisions.


The Human Element


Behind the legislative maneuvering are real people whose lives get disrupted by appropriations chaos. Federal employees don't know whether they'll be paid. Contractors don't know whether their projects will continue. Scientists watch experiments fail. Social workers see programs close.


During the 2013 shutdown, national parks turned away visitors who had planned trips months in advance. Veterans faced delays in benefits processing. Small businesses awaiting federal contracts were left in limbo.


The continuing resolution exists to prevent these harms. But its existence also enables the brinksmanship that causes them. Politicians know that the C.R. provides an escape valve, so they push negotiations to the edge. The backup plan becomes an excuse for not finishing the primary work.


In this way, the continuing resolution is both the symptom and the enabler of congressional dysfunction—a temporary solution that has become permanent, a stopgap that has become the status quo.
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Today is a big day at Racket, a changing of the guard, with a reboot centered on investigative journalism.
First, to be clear: I’m neither leaving nor reducing my workload. If anything, subscribers will see more of my writing going forward. America This Week with the irreplaceable Walter Kirn is also staying, albeit on a different schedule. Another reason for change is to give me more time to work on long-form stories, the first of which drops this week. However, we’re also adding staff and new content, and the expanded operation needs to be run by someone younger, stronger, and less recently concussed than me.
Hiring Emily Kopp as Editor-in-Chief isn’t just about managerial energy. Probably best known for work into the origins of the Covid pandemic, when she mixed traditional source development with aggressive use of public records laws to draw out links between the virus and American gain-of-function research, Emily is full of what people in the business used to call “reporter DNA.” This personality type may be nice or a raving lunatic in private, but is focused on stories, unable to relax if details feel wrong, and likely to become difficult with anyone who gets in their way.
I started following Emily when I saw her byline at the U.S. Right to Know, a subject of this site’s “Meet the Censored” series years ago and a major factor in publicizing the existence of the aforementioned gain-of-function program. Her work at USRTK demonstrated tenacity and the ability to follow a complex, evolving story. Some of my older mentors pointed her out during this time. Since leaving USRTK to join the Daily Caller, she’s continued breaking stories but has also been at the center of controversies. Some of those involved close friends of mine, who’ll surely call in a rage this week, or maybe stop calling, who knows. 
Those episodes, though, were the reason I started thinking in this direction. Emily isn’t a hot-taker and doesn’t seem motivated by getting her face on TV (an anti-Taylor Lorenz?). She just loves the job, and when she gets on a story she believes in, she’ll challenge anyone, even her own sources.
My weakness has always been that I don’t do that, at least not enough. The list of effective laid-back investigative reporters is comically short, like the famed Airplane! joke about great Jewish sports heroes. You either have that get-tough gene or you don’t. I don’t, but there’s more than one way to skin a cat. 
Take this week. I’ve got a great story, one I had to go to Switzerland to get, with a terrific source and fascinating documents. I thought it was about Russiagate. It turned out to be about something bigger and more complicated. That thrilling moment where you realize you need to learn a whole new world to make sense of something, while a mess of information is sitting there waiting to be untangled, is why I fell in love with this job. I love the learning, the talking, the studying, and especially the writing. When I get to jump down one of those rabbit holes, not knowing how deep it goes, I’m truly happy, pottering in a private abyss, as another writer once put it. 
Like anyone I’ll pull my head up to notice something going on in the news or in politics, but I don’t care about those things, not the way I care about figuring out that one story. Most good reporters are like that. Emily is like that. The stories that interest her might be different than the ones I like, but the instinct is the same. That’s what I want to cultivate here, whether my friends like it or not. 
The idea is to build Racket up into a home for reporters. Emily’s remit is to hire more people like herself and give them freedom to just follow their noses, in keeping with a new slogan: “We care if it’s true. We don’t care why.” If it’s true, whatever Emily and new staffers Ryan Lovelace and Caden Olson produce is fine with me. That extends to freelancers and whistleblowers, who should know we’re interested in any exposé that checks out. Caden’s beat is the Washington, Ryan won us over with NatSec pitches, and a list of new contributors will create the framework of a responsive news site, ending the delusion that I can simulate one by myself.
Emily and I have different views, which is fine. It would be weird if any two people thought alike. In most commercial media, however, forcing staffers to adopt slates of positions has become the standard, another pattern we hope to break, not that there’s much risk of falling into it with Kopp. She knows I hate the Epstein story, and you’ll be getting Epstein content right away, which is hilarious and should tell you a lot.
I turn 56 in a few weeks. I’ve watched a hundred trends come and go. When I started decades ago the standard was my father, who wrote just two op-eds in a half century and won piles of awards for genial, articulate delivery of facts. I idolized my father but lacked his interview skill and broadcasting chops and chose the “New Journalism” path, which merged traditional reporting with colorful prose. After a stint overseas I came home to assume the “Hunter S. Thompson chair” at Rolling Stone, where GOP-bashing was assumed but protective editors let m