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    Faith and Influence in Moldova: The Orthodox Church Schism Explained

    David Smith · Moldova Matters · Mar 4, 2026 · 11 min read

  

  Religion has long played a role in politics in Moldova, but during the 2024–2025 election cycle it became a key vehicle for foreign influence operations. In a new report published in collaboration with WatchDog, I examine how Kremlin-aligned actors leveraged religious narratives, church structures, and faith-based media ecosystems to shape political messaging both inside Moldova and abroad.
This article is the first in a four-part series based on that report. Here we begin with the historical context that makes these influence operations possible: the existence of two parallel Orthodox church structures in Moldova. The Moldovan Orthodox Church, subordinate to the Moscow Patriarchate, and the Metropolis of Bessarabia, subordinate to the Romanian Patriarchate.
Understanding how this ecclesiastical split emerged - and how it compares to the better-known church schism in Ukraine - is essential to understanding how religious narratives later became intertwined with election messaging and foreign influence campaigns.
You can read the whole report online from WatchDog.
Part 1: Understanding the Church Schism
In terms of self-identification, Moldova is among the most religious countries in Europe with 2.27 million people, 94.3% of the population1 self-identifying as Orthodox in the 2024 census. While the census does not break down affiliation within the Orthodox faith, Moldova has 2 different churches that represent different cultural and historical affiliations for believers. They are:
	Metropolis of Chișinău and All Moldova - Often called the Moldovan Orthodox Church, this branch is an autonomous self-governing church within the Russian Orthodox Church that is subordinate to the Moscow Patriarchate. The Moldovan Orthodox Church governs day to day operations locally but is canonically subordinate to Moscow and the head of the church, currently Metropolitan Vladimir, is officially confirmed by the Moscow Patriarch.

	Metropolis of Bessarabia - This church is directly subordinate to the Romanian Orthodox Church under the Romanian Patriarchate. The church is headed by a Metropolitan, currently Metropolitan Petru, who is appointed and confirmed by the Romanian Holy Synod. Unlike the Moldovan Orthodox Church, the Metropolis of Bessarabia is not autonomous and is an integral part of the Romanian Patriarchate.


There are no firm estimates of membership in the 2 churches, sources generally cite 80% of believers belonging to the Moldovan Orthodox Church and 20% to the Metropolis of Bessarabia2.

A Brief History of the 2 Churches
Prior to the Annexation of Bessarabia by the Russian Empire in 1812, the local Orthodox Church was integrated into the Principality of Moldavia which was under Ottoman suzerainty. The church was under the Ecumenical Patriarchate of Constantinople but was locally integrated with Romanian as the primary language of daily life and Romanian operating alongside Old Church Slavonic
 for church functions.
Following the Russian Annexation in 1812 the Diocese of Chișinău was created under the Russian Orthodox Church and administration shifted to St. Petersburg which began a process of Russification. The Romanian language was sometimes tolerated, sometimes sidelined, but the church was consistently used as a tool of imperial control and integration.
In 1918 the Moldavian Democratic Republic was created and then quickly voted to form a union with Romania. Following this, in 1925, the Metropolis of Bessarabia was formally established to govern the church in the region under the control of Bucharest. Throughout the period of Romanian control (1918 - 1940) church life was re-Romanianized.
Following the Soviet Annexation of Bessarabia (1940) and then during Soviet control after WW2 the Orthodox Church entered the turbulent world of Soviet state-church politics. After initial waves of suppression, Stalin introduced limited toleration during the Second World War and following the war the church was allowed to function within strict state control, including KGB infiltration of the clergy.
The modern church schism dates from Moldovan independence in 1991 when the Metropolis of Bessarabia once again became active and began contesting legitimacy with the Moldovan Orthodox Church. Both churches claimed historical legitimacy by leaning on different historical interpretations and political traditions. The Moldovan Orthodox Church attempted to ban the Metropolis of Bessarabia with state support from successive governments in the 1990s, but lost in the European Court of Human Rights in the case Metropolitan Church of Bessarabia v. Moldova which forced legal recognition of the Romanian church in Moldova in 2001. Since then both churches have legally operated in the same territory.
Linguistically, the Metropolis of Bessarabia operates exclusively in Romanian. The Moldovan Orthodox Church also primarily operates in Romanian (which it calls “Moldovan”) but also operates Russian speaking parishes in parts of the country with majority Russian populations.
Growing Schism (2023 - Present)
While geopolitics began to fuel the schism with the outbreak of war in Ukraine in 2014, the full scale invasion in 2022 acted as a major shock to the status quo. In Moscow, Patriarch Kirill has framed the war as a civilizational struggle and has openly supported Russia’s war of aggression and conquest in Ukraine. This left the semi-autonomous Moldovan Orthodox Church institutionally tied to a war of aggression and believers and church leadership struggled to manage these geopolitical challenges.
Beginning in 2022 and accelerating in the following years, parishes began transferring from the Moldovan Orthodox Church to the Metropolis of Bessarabia. The growing schism burst into public attention in October 2023 when Metropolitan Vladimir, leader of the Moldovan Orthodox Church, wrote a letter to Patriarch Kirill which leaked to the press. In this remarkably frank letter, he laid out the challenges facing the Moldovan Orthodox Church and specifically cited the political pressure caused by the war. Metropolitan Vladimir noted an increasing exodus towards the Metropolis of Bessarabia and how the actions of the church in Moscow are forcing people to decide between their “Latin roots” and the clear ambitions to reincorporate the country into the “Russian World.” In the letter he pleads for additional funding and resources to offset growing costs associated with energy prices and competition with the Metropolis of Bessarabia who, he claims, pay priests €800 - €900 euros / month in addition to healthcare and a pension.
While the hierarchy of the Moldovan Orthodox Church remains opaque, there are publicly 2 competing factions with different approaches to politics and geopolitics. Metropolitan Vladimir has publicly tried to chart a pragmatic course while remaining closely tied to Moscow3. More aggressive is the Bishop Markell of Bălți and Făleşti, who pushes aggressive Russian talking points and appears frequently in Kremlin organized Foreign Information Manipulation and Interference (FIMI) campaigns (as we will see below).

Factors Driving the Schism
Here are some key factors driving parish-level decisions on defections to the Metropolis of Bessarabia:
	History & Proximity - Parishes in communities with stronger Romanian identity ties - particularly along the Prut river - were among the first to switch.

	Geopolitics - Russia’s war in Ukraine and the bellicose rhetoric from the Patriarch has caused both priests and parishioners to switch allegiance due to a crisis of conscience.

	Politics - The Moldovan Orthodox Church has repeatedly been drawn into schemes by the Kremlin and Shor-network to become involved in Moldovan elections. Political speeches from the pulpit have anecdotally driven away parishioners who are uncomfortable mixing politics and spirituality.

	Money - The Metropolis of Bessarabia is a direct funder of their parishes in Moldova. According to expert Andrei Curararu, salaries for priests are closer to €300 euros / month, rather than the propaganda claim of ~€900 (or much higher as we’ll see below). But this number disguises a different relationship with the church organization. In the Metropolis of Bessarabia resources flow downward from the center through the bishoprics and to the parishes. In the Moldovan Orthodox Church funds flow upward with a portion of the “fees” gathered for church services being directed towards the upper echelons. Thus, regardless of monthly salaries, it may be more lucrative for a priest and local parish to be part of the Metropolis of Bessarabia as they are more able to keep their “earnings.”

	Opportunity - The hierarchy of the Moldovan Orthodox Church is opaque and many priests feel that they do not have opportunities for advancement. Some switch to the Metropolis of Bessarabia because they feel that their own careers will advance more quickly.


Of these factors, Andrei Curararu says that top-down motivations of priests are more common in the decision to switch allegiance than bottom-up movements of parishioners. Motivations are complex, but neither church is “reformed” in the western parlance and parishioners exercise limited democratic functions within church decision making.
Opposition to switching churches is often rooted in tradition and the calendar. While a majority of Moldovans self-identify as Orthodox there are no solid numbers as to how many go to church regularly. Many, likely a large majority, are culturally orthodox and primarily interact with the church through family milestones (births, deaths, marriages) or through holidays such as Christmas and Easter. The Moldovan Orthodox Church uses the Julian Calendar while the Metropolis of Bessarabia uses the Georgian Calendar. As such, a change between the churches requires people to re-order their holiday calendar and change traditions that they have often celebrated all their lives.
Role of the Church in the Community
For western readers, it is important to note that the Moldovan Orthodox Church and the Metropolis of Bessarabia have a lot in common both structurally and theologically. On the question of EU accession, the Metropolis of Bessarabia is considerably more pro-EU than the Moldovan Orthodox Church which largely aligns with the Kremlin’s anti-EU position. But that is not because they differ on key issues - e.g. LGBTQ+ rights, “traditional values,” etc. The Romanian Orthodox Church has many of the same anxieties but has seen the process of EU integration firsthand and knows that it is not directly threatening to their church. They may pursue many of the same culture wars but they do so within the EU’s infrastructure.
Both churches draw on the same elite and same seminaries and schools. Both churches see their role in their communities as the keepers of tradition and ritual and as enforcers of community rules. Neither church shows aspects of the reformed traditions of Western Europe, including democratization of parish governance or a role in the community’s social welfare. It is worth stressing that during the great crises of these past years - COVID lockdowns and the 2022 Ukraine Refugee Crisis - neither church played an organized role in providing supplies, donations or aid to those in need. The schism is about hierarchy, language and history - but not about theology, or the role of the church in community life.
Comparison with Ukraine
Many Kremlin FIMI narratives compare the church schism in Moldova with the parallel upheaval in the orthodox church in Ukraine. They are not similar and it is important to quickly explain why. Here is a short comparison:



This article is Part 1 of a four-part Moldova Matters series based on a new report published in collaboration with WatchDog. In Part 2, we examine how religious messaging was mobilized in Moldova during the 2024-2025 elections and how networks of clergy, activists, and online channels helped translate theological language into political influence.
You can read the whole report online from WatchDog.
1Of the 2.41 million people tallied in the census, 2.35 million answered the religion question with 2.27 million declaring themselves Orthodox. This comes to 96.5% of those who declared a religious affiliation or 94.3% of the total population.


2Neither the census nor polling firms have a history of asking for a specific breakdown between the churches. The US State Department’s 2022 Report on International Religious Freedom Moldova estimates 90% of adherents belong to the Moldovan Orthodox Church and 10% to the Metropolis of Bessarabia. The Hague Research Institute’s report The “Moldovan Orthodox Church: losing influence, but still valuable for Russian soft power” cites 70-80% for the Moldovan Orthodox Church against 10-20% for the Metropolis of Bessarabia. These numbers come from a 2023 study so like the State Department’s report they do not account for parish changes that came after the schism accelerated in 2023.


3Various local news outlets have reported without definitive proof that he was himself a product of the KGB, or in some telling a KGB Colonel.
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    Metropolis of Chișinău and All Moldova

    Based on Wikipedia: Metropolis of Chișinău and All Moldova

In the heart of Eastern Europe, nestled between Romania and Ukraine, lies the small but culturally rich nation of Moldova. This land, steeped in history, is home to a fascinating religious landscape, dominated by the Orthodox Church. However, the Orthodox Church in Moldova is not a monolithic entity; it is divided between two major influences: the Russian Orthodox Church and the Romanian Orthodox Church. This essay delves into the intriguing story of the Metropolis of Chișinău and All Moldova, its historical evolution, and its complex relationship with the Metropolis of Bessarabia.

The Birth of Orthodoxy in Moldova

The roots of Orthodox Christianity in Moldova are believed to stretch back to the Apostle Andrew, who is said to have brought the faith to the region. By the 14th century, the Orthodox Church in the Principality of Moldavia—an area that today includes parts of Romania, Moldova, and Ukraine—fell under the authority of the Metropolitan of Galicia. This arrangement continued until 1391, when the Patriarchate of Constantinople, which had jurisdiction over the region, elected a metropolitan specifically for Moldavia.

Over the centuries, the Orthodox Church in Moldavia underwent several shifts in jurisdiction. Initially under the Church of Constantinople, it later came under the autocephalous Church of Ohrid before returning to Constantinople. During this period, the liturgical language transitioned from Church Slavonic to Romanian, reflecting the region's cultural and linguistic identity.

The Russian Influence

In 1812, a significant political change occurred when the eastern half of Moldavia, renamed Bessarabia, was annexed by the Russian Empire. This move placed the Orthodox churches in the region under the jurisdiction of the Russian Orthodox Church. The Eparchy of Kishinev (Chișinău) and Hotin was established in 1813, with Romanian Archbishop Gavril Bănulescu-Bodoni at its helm.

However, the Russian state and church soon initiated a policy of centralization and Russification. Church Slavonic was imposed as the liturgical language, and all archbishops were Russians. Despite this, native priests continued to serve in rural parishes, where most of the population lived. This created a divide between the rural clergy, who did not speak Russian, and the church leadership. Efforts to bridge this gap included using both Romanian and Russian in church publications and a brief initiative to make Romanian the language of education in 1905.

The Tug of War: Romanian vs. Russian Influence

The tug of war between Romanian and Russian influence continued through the 19th and 20th centuries. In 1858, southern Bessarabia was returned to Moldavia, which soon united with Wallachia to form Romania. The Orthodox churches in the region re-entered under Romanian Church jurisdiction, establishing the Diocese of the Lower Danube in 1864. However, Russia re-annexed southern Bessarabia in 1878, reinstating Russian Church jurisdiction.

In 1918, when Bessarabia came under Romanian rule, the Archdiocese of Kishinev was subordinated to the Romanian Orthodox Church, despite protests from the Russian Orthodox Church. The Romanian state and church launched a counter-campaign of Romanianization, imposing Romanian as the liturgical language and adopting the Revised Julian calendar.

The Soviet Era and Beyond

The Soviet annexation of Bessarabia in 1940, following the Molotov–Ribbentrop Pact, led to the proclamation of the Moldavian Soviet Socialist Republic. The Metropolis of Bessarabia was forced to halt its activities, and the Moscow Patriarchate established a new Diocese of Kishinev. This diocese was raised to the rank of Archdiocese in 1990.

A year after Moldova's independence from the USSR in 1991, the Russian Orthodox Church granted autonomy to its jurisdiction in Moldova, elevating the Archdiocese to the Metropolis of Chișinău and All Moldova. This move was contested by the Romanian Orthodox Church, which reactivated the interwar Metropolis of Bessarabia and granted it autonomy, giving it authority over the Republic of Moldova and areas in southwestern Ukraine with Romanian populations.

The Metropolis of Chișinău and All Moldova Today

Today, the Metropolis of Chișinău and All Moldova is the largest church in Moldova, claiming exclusive jurisdiction over the Orthodox Church in the country. It consists of seven dioceses and is headed by Metropolitan Vladimir (Cantarean), a permanent member of the Holy Synod of the Russian Orthodox Church. The Metropolis has a significant presence, with over 1,200 parishes, 46 monasteries, and a theological academy.

The Romanian Orthodox Church, however, views the Russian Orthodox Church's jurisdiction over Moldova as historically and canonically unfair. It argues that the jurisdiction of the Russian Metropolis of Chișinău and All Moldova should be limited to the Russian ethnics of Moldova.

The Metropolis of Bessarabia: A Schismatic Organization?

The Metropolis of Bessarabia, reactivated in 1992, is considered a schismatic organization by the Russian Orthodox Church. Despite this, the Romanian Orthodox Church advocates for peaceful coexistence and cooperation between the two Metropolises. The Metropolis of Bessarabia had 84 parishes in Moldova at the time of its organization and is recognized by the Supreme Court of Justice of Moldova as the historical, canonical, and spiritual successor of the Metropolis of Bessarabia that functioned until 1944.

Conclusion

The story of the Orthodox Church in Moldova is one of shifting jurisdictions, cultural identities, and political influences. The Metropolis of Chișinău and All Moldova, under the Russian Orthodox Church, and the Metropolis of Bessarabia, under the Romanian Orthodox Church, represent two sides of a complex religious landscape. Despite their differences, both Metropolises play a crucial role in the spiritual life of Moldova, reflecting the country's rich history and cultural heritage.

"The Orthodox Church in Moldova is not just a religious institution; it is a mirror reflecting the country's past, present, and future."

As Moldova continues to navigate its path as an independent nation, the role of the Orthodox Church remains central to its identity. The interplay between Russian and Romanian influences adds a layer of complexity that enriches the tapestry of Moldovan religious life. Whether through the Metropolis of Chișinău and All Moldova or the Metropolis of Bessarabia, the Orthodox Church in Moldova stands as a testament to the enduring power of faith and tradition.
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    Vladimir Cantarean

    Based on Wikipedia: Vladimir Cantarean

In the early hours of a cold November morning in 1987, a priest emerged from the Cathedral of St. Nicholas in Chernivtsi with a new name. Nicolae Cantarean had just been tonsured a monk, and in that moment of spiritual transformation, he became Vladimir—a name loaded with history, gravitas, and unspoken ambition. That name would later grace the letterhead of one of Orthodoxy's most contested sees: the Moldovan Orthodox Church, whose current metropolitan wields enormous influence over religious life in a small country nestled between Romania, Ukraine, and the Russian Federation.

The man born Nicolae Cantarean on August 18, 1952, came from a place that itself exists at the crossroads of empires. His childhood home in Kolinkivtsi—a village whose Romanian name is Colencăuți—lay within the Khotyn Raion of the western Ukrainian SSR, in the historical region of Bessarabia. Today, this area borders northern Moldova, a territory where identities have always been fluid: Romanian, Ukrainian, Russian, Moldovan. Growing up in a working-class family, Cantarean graduated from secondary school in 1969 and vocational school in 1970—a trajectory as ordinary as any other Soviet youth until the military call-up changed everything.

He served in the Soviet Army from 1970 to 1973, then entered the administrative life of the Eparchy of Smolensk. By May 22, 1974, he had been ordained a celibate deacon; two years later, on the same date in 1976, he became a celibate priest at the Cathedral of the Dormition in Smolensk. The trajectory was textbook Soviet clerical advancement: ordination, service, education. In 1981, Hieromonk Nicolae graduated from the Moscow Theological Seminary and received his appointment to serve at the Cathedral of St. Nicholas in Chernivtsi—an important city straddling the cultural divide between Romanian and Ukrainian Orthodox traditions.

By 1983, Father Nicolae had risen to become secretary of the administration of the Eparlemy of Chernivtsi and Bukovina—a region that remains one of Orthodoxy's most historically contested territories. The name change came in November 1987: tonsured as a monk with the name Vladimir, then elevated to archimandrite in 1988. By 1989, he had graduated from the Moscow Theological Academy—the Russian Orthodox Church's premier training ground for its future leadership—and on July 21, 1989, was consecrated Bishop of Chișinău and Moldova at Holy Theophany Cathedral in Moscow.

The elevation came swiftly. April 4, 1990: elevated to archbishop. December 21, 1992: elevated to metropolitan as head of the newly autonomous Moldovan Orthodox Church. He had arrived.

Yet for all the ecclesiastical milestones, it was his political declarations that truly made headlines—and enemies—decades later.

In a 2023 interview with Deutsche Welle, Metropolitan Vladimir delivered something more complex than an ordinary religious statement. Speaking about his roots, he declared: "My father was from Chernivtsi, Hertsa raion, the village of Khriatska—a Romanian village. My father was a Romanian until his last breath. My mother was from Kolinkivtsi. All of my grandparents were Ukrainians [...] I am a citizen of Ukraine. My childhood home is in Ukraine." The statement was unusual for a spiritual leader under the Moscow Patriarchate: openly claiming Ukrainian citizenship, Ukrainian heritage, acknowledging Romanian roots—while remaining the Metropolitan of an institution whose canonical authority flows from Moscow.

The duality is striking. He holds Moldovan citizenship—but confirmed he also has Russian and Ukrainian citizenships. Romanian MEPs have noted that despite his pro-Russian ecclesiastical stance, he is also a Romanian citizen. The geography of identity itself seems to bend around him: born in what is now Ukraine, raised in Soviet tradition, ordained by Moscow, serving a Church whose canonical mother is the Russian Orthodox Patriarchate—yet claiming all these nationalities simultaneously.

His opposition to the reactivation of the Metropolis of Bessarabia under the Romanian Orthodox Church became legendary. Alongside Vincent (Morar), he was a strong opponent of the move led by Petru (Păduraru), even taking actions against believers associated with that jurisdiction—a conflict that continues to echo in Moldovan religious politics today.

At the Russian Orthodox Council of Bishops in August 2000, Metropolitan Vladimir was elected a permanent member of the Russian Orthodox Holy Synod—the supreme governing body of the largest Orthodox Church in the world. That seat secured his position not just as spiritual leader of Moldova but as a fixture within the Russian Federation's theological establishment.

But perhaps nothing has generated more speculation than the persistent claim that he is a former KGB officer, holding the rank of colonel. Multiple Moldovan press websites have made this assertion; two former Defense Ministers of Moldova—Valeriu Pasat and Victor Gaiciuc—reportedly confirmed these claims. The Metropolitan has neither fully confirmed nor denied these rumors, leaving an ambiguity that mirrors the fog between history and myth in his own biography.

The story of Vladimir Cantarean is not simply the story of one man or one diocese. It is the story of how national identities, religious jurisdictions, and political loyalties collide—and somehow coexist—in the borderlands where Moldova sits today. In a region where every church spire points toward at least two empires, his appointment as Metropolitan represents something far more complex than ecclesiastical succession: it is a living embodiment of the unresolved questions of territory, tradition, and belonging that have defined this corner of Eastern Europe since before the Soviet Union collapsed.

The question of who he truly serves—Moscow, Kyiv, Chișinău—is perhaps best answered by understanding that for Metropolitan Vladimir, the answer may never be singular. He is simultaneously a Romanian citizen, an Ukrainian national, and a Russian Orthodox hierarch—a triad that mirrors precisely the impossible geometry of his region's history. And like many figures in Moldova's religious landscape, he remains less a symbol of clarity than of the unresolved tensions that continue to shape faith, influence, and power at the edge of Europe's eastern frontier.
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In 988 AD, a Viking prince named Vladimir stood at the crossroads of history. He had just been baptized in the waters of Constantinople, and upon his return to Kiev, he began transforming an entire civilization.

The story begins, as most Russian stories do, with a church that has always been more than merely religious—it is the beating heart of a nation that has risen from the ashes of empires, survived invasions, endured schisms, and now stands as one of the largest ecclesiastical bodies in the Christian world.

The Birth of a Church

The Russian Orthodox Church claims descent directly from that pivotal moment when Vladimir the Great, ruler of Kievan Rus', chose to baptize his subjects in the Christian faith. The year 988 became sacred to the Church—it was officially declared the date of Russia's Christianization in 1988 by the ROC itself—a millennium later.

But this is not where the story starts. According to legend, which the Church has woven into its own narrative from the 12th-century Primary Chronicle, the Apostle Andrew journeyed through Scythia and the Greek colonies along the Black Sea coast long before any bishop arrived with crosier and cross. He supposedly climbed the hills of what would become Kiev and foretold that a great Christian city would rise there, adorned with many churches. Then he traveled onward toward Novgorod and eventually Rome.

Whether one believes this tale—and scholars readily admit there is no historical evidence to support it—the legend reveals something crucial about how the Church sees itself: as an extension of apostolic mission, ancient before it was even organized.

From Constantinople's Shadow to Moscow's Prominence

The Christianization of Kievan Rus' did not happen in a single dramatic moment but through decades of gradual conversion. When Vladimir's grandmother Olga was baptized—likely in the mid-10th century, probably in Constantinople—the faith took root among the Varangians and the nobility. Her son Sviatoslav opposed conversion, however, and Christianity wavered between 969 and 988.

Then came Vladimir. In that pivotal year, he captured Chersonesus in Crimea and demanded that the sister of Emperor Basil II be sent to him as a bride—on the condition that he too would be baptized. Some historians note that this marriage was entangled with military support Vladimir had provided to the Byzantine emperor, and that his siege of Constantinople may have been prompted by the city's allegiance to rebellious Bardas Phokas.

By the early 11th century, Christianity was established as the state religion. About forty episcopal sees had been established across the realm—all ultimately answering to Constantinople. The Church was still canonically dependent on the Ecumenical Patriarch of Constantinople, the senior bishop of the Orthodox world.

When the Mongol invasions shattered Kiev's prominence in the early 13th century, the Metropolitan Maximus moved his seat to Vladimir in 1299. His successor, Peter, became entangled in the rivalry between Tver and Moscow for supremacy in northwest Russia. In 1325, Peter moved his residence to Moscow—and chose to be buried there. This was not merely a burial; it was a declaration. By selecting Moscow as both his administrative center and his final resting place, Peter designated Moscow as the future center of the Russian Orthodox Church.

His successor, Theognostus, completed the Dormition Cathedral and built four new stone churches in Moscow during the first four years of his tenure. By 1331, Theognust restored ecclesiastical control over Lithuania. The next Metropolitan, Alexius, lost Lithuania to Uniate jurisdiction but retained traditional titles.

Breaking Free: The Question of Autocephaly

The most consequential moment came in 1439.

At the Council of Florence in July that year, the only Russian prelate present—Metropolitan Isidore—signed a union with the Roman Catholic Church. His companion claimed this was done under duress. When Isidore returned to Moscow in March 1441, Grand Prince Vasily II arrested him three days later and placed him under supervision in the Chudov Monastery.

The chronicles recorded that "the princes, the boyars and many others—and especially the Russian bishops—remained silent, slumbered and fell asleep" until Vasily II shamed Isidore and called him "not his pastor and teacher, but a wicked and baneful wolf."

Despite this vituperation, Isidore was recognized as lawful metropolitan until he left Moscow in September 1441. For seven years the seat of the metropolitan remained vacant.

Then came December 1448. A council of Russian bishops elected Jonah as Metropolitan without the consent of Constantinople's patriarch—and this marked the beginning of autocephaly: the Russian Church's declaration that it was independent, self-governing, no longer under the authority of the Ecumenical Patriarch.

Not all Russian clergy supported this move. But subsequent events sealed its legitimacy: in 1453, Constantinople fell to the Ottoman Empire. The Russians interpreted this as divine punishment for their spiritual waywardness—and vindication of their independence from a now-collapsed empire.

The path to full autonomy continued. In 1589, the Metropolitan was elevated to Patriarch with Constantinople's consent—a recognition that formalized the Church's status as one of the great patriarchal seats of Orthodox Christendom.

Schism and Reform

In the mid-17th century, a series of liturgical reforms tore the Russian Church apart. The changes—primarily to ritual practices and ecclesiastical customs—were introduced by Patriarch Nikon and aimed at aligning Russian worship with the practices of other Orthodox churches.

The response was fierce. Thousands of faithful refused these new rules, believing them to be heretical alterations of pure tradition. They became known as the Old Believers, or Raskolnikov, and their opposition formalized a schism that persisted for generations.

This divide—between reformers and traditionalists—is perhaps the most instructive lesson from 17th-century Russian religious history: when you reform too abruptly what people consider sacred, they will sometimes prefer to be persecuted rather than conform.

The Claim to All Orthodox Christians

Today, the ROC claims exclusive jurisdiction over Eastern Orthodox Christians in all former Soviet member republics—excluding Georgia. It has created autonomous Churches in Japan and China, reaching beyond Russia's borders. Its eparchies in Belarus and Latvia enjoy varying degrees of self-governance after the collapse of the Soviet Union in 1991, though none have formal ecclesiastical autonomy in the full sense.

But one must be careful: the ROC is not to be confused with its counterpart abroad—the Russian Orthodox Church Outside Russia (ROCOR), also known as the Russian Orthodox Church Abroad. This body was established in the 1920s by Russian communities who had fled the Revolution and refused to recognize Moscow's authority under Metropolitan Sergius Stragorodsky.

For decades, these two communities were estranged—separated not merely by geography but by theology and jurisdiction. Reconciliation came on 17 May 2007: ROCOR officially became a self-governing part of the Russian Orthodox Church, united at last under Moscow's authority.

A Living Institution

The Russian Orthodox Church today claims 194 dioceses inside Russia alone—each a diocese meaning an area governed by a bishop. Its primate bears the title Patriarch of Moscow and all Rus'—a name that carries the weight of centuries, the memory of Constantinople's fallen glories, and the ambition of an institution that has always sought to be both Russia's spiritual compass and its unofficial spiritual crown.

It is not merely a church. It is a civilization in miniature: shaped by conquest, by reform, by schism, and by the peculiar Russian genius for carrying orthodoxy into modernity while maintaining ancient liturgical fire.

  


  
  
    Chisinau Pressures Tiraspol, 34 Years Since the Transnistrian War and Other Updates
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  Like most of the world, Moldovans this week have been focused on the unfolding war in Iran and its regional spillover. Minister of Foriegn Affairs Mihai Popșoi called for restraint and condemned Iran’s attacks against its neighbors. Many Moldovans live and work in the UAE and other parts of the region and over 100 have requested help evacuating, though none have been injured or killed to date. While the world watches Iran, we had an eventful week in Moldova so here’s our roundup.
34 Years Since the Transnistrian War
On March 2nd Moldova marks the Day of Memory and Gratitude commemorating those who died in the Transnistrian war. It’s not definitively known how many people died in the 4 months of war from March to July 1992, but estimates suggest 300 combatants and 400 civilians from the right bank1, and around 800 total from the left bank. 
On the occasion President Sandu, Prime Minister Munteanu and Speaker of Parliament Grosu laid flowers at the statue of Stefan Cel Mare and then participated in the March of Remembrance through central Chisinau to the war memorial. There, they laid flowers at the statue “Mourning Mother” and President Sandu spoke to honor the sacrifice of the fallen and all veterans saying “The commemoration of the heroes of the war on the Dniester reminds us that freedom is not a given. It must be protected.” 
She spoke of Moldova’s struggle for freedom and for the right of people to speak their own language and have their own traditions. Then, the President connected the events of 34 years ago with the present saying: 
“We need to call things by their proper names.
In war, the aggressor is the one who attacks.
In 1992, the aggressor was Russia.
Today, in Ukraine, the aggressor is Russia.
To say that “both sides are guilty” is to falsify the truth. Moral neutrality in the face of aggression is not only cowardice, but also a lie. And solidarity between peoples who have experienced aggression is a duty.
The Republic of Moldova did not covet foreign territories. It did not start wars. It only defended its ancestral land.
And even today, the aggression against our country has not disappeared. Only the methods have changed.
If in 1992 aggression came with tanks, today it comes through propaganda, manipulation and disinformation. We are living a true cognitive war — a war that targets memory and identity. A war that tries to relativize responsibility, to confuse the aggressor with the victim.
Therefore, the defense of memory must be part of national defense.
Because the Day of Remembrance and Gratitude is not just about the past. It is also about the future. It is about the values ​​that define us. It is about our attachment to freedom, democracy and peace. It is about our natural place in the family of European states that value human dignity and the common good.
Knowledge of history and the sacrifices of ancestors is a condition for a strong state. Without memory, there is no identity. Without identity, there is no resilience. Without resilience, there is no security.”


Moldova Increases Pressure on Transnistria
On February 25th President Sandu signed a decree withdrawing the citizenship of 9 persons in Transnistria. This was done under Article 22(1)(c) of the Moldovan Constitution and the only official reason given was a referral from the Security and Intelligence Service (SIS). President Sandu’s National Security Advisor Stanislav Secrieru explained the move saying: 
"The withdrawal of citizenship of the Republic of Moldova is a form of sanction for exercising functions within unconstitutional structures on the left bank of the Nistru River, for continuous actions to undermine the sovereignty and territorial integrity of the state, as well as for serious violations of the rights of citizens of the Republic of Moldova. These acts were committed in the interests of a foreign state that violates the neutrality of our country and is waging a war of aggression against the neighboring state of Ukraine."

All 9 persons named hold, or have held, senior leadership roles in Transnistria and at least 2 fought for the separatists during the war. Some were deputies in the “Supreme Soviet,” others were responsible for falsifying their elections as members of their “Central Election Commission” and others were members of the region’s security services and have been accused of human rights abuses. 
Article 22(1)(c) allows for the withdrawal of citizenship in cases where a person commits acts deemed "exceptionally grave" that cause harm to the country’s sovereignty, territorial integrity, or national security. It has been used in recent years to strip citizenship of Moldovans who voluntarily fight in the Russian army in Ukraine. Previously, it was illegal in Moldova to strip citizenship from someone if the act would result in them becoming stateless. A carveout to this condition was introduced in December 2025 amendments to the citizenship law that allows citizenship to still be withdrawn for certain very serious acts. 
It is unclear if the 9 persons in question also have Russian citizenship, or if they are left only with the universally unrecognized “Transnistrian citizenship.”
Moldova is Creating a Convergence Fund
The next day, PAS MPs proposed a bill to gradually remove tax exemptions for Transnistrian companies. The bill would initially target “socially non-essential” products such as alcohol, but would gradually expand. Chairman of the Economy, Budget and Finance Committee, Radu Marian, explained that the region now largely imports products via companies registered in Moldova. He estimated that equalizing the taxes for these companies would bring the state 3.3 billion lei (~€164 million euro) in additional revenue.
Starting on August 1st, 2026 this money would be directed into a “Convergence Fund” that will be used to fund the increased expansion of public services to Moldovan residents in the Transnistria region. Due to the region’s economic crisis, 2025 saw a 40% increase in social spending by the government in support of Transnistrian residents. 
This week that economic crisis deepened as the Transnistrian “authorities” announced that from March 1st through December 31st the salaries of state employees will be paid in 2 installments2. They claim that this is a temporary measure. 
1+1 Talks Resume
On February 26th Deputy Prime Minister for Reintegration Valeriu Chiveri met with Transnistrian “Foreign Minister” Vitali Ignatiev for the first 1+1 meeting in 10 months. The meeting was held under the OSCE mission framework. 
Zona de Securitate journalist Irina Tabaranu explained that Chisinau’s message was blunt, if diplomatic. Deputy PM Chiveri explained the creation of the Convergence Fund as a mechanism for gathering internal and external financing to support reintegration. He also spoke of plans to expand social services including pilot programs to expand emergency 1123 coverage. 
Additionally, Deputy PM Chiveri delivered Chisinau’s standard demands about allowing Romanian education, access for journalists and civic activists, free movement of people and farmers, etc. 
New Details in Foiled Assassination Plot
Last week we got the first details in a story about how Moldovan and Ukrainian security services foiled an assassination plot against public figures in Ukraine. We now know that the 2 countries detained 12 people in connection with this plot which was orchestrated by Russian intelligence. Searches in the case were conducted in Chisinau, Kyiv and Odesa. 
The organizer of the scheme along with 2 accomplices was detained in Moldova. Police report that he is a 34 year old Moldovan citizen who was recruited by the Russian security services while serving in a Russian prison. The Ukrainian authorities stated: 
“After returning to Moldova, he supported pro-Russian groups whose activities were aimed at destabilizing the country and organizing mass protests in 2022-2023,
It has been established that the group planned to kill at least five Ukrainian government officials. These murders were intended to cause significant public outcry. The aggressor state intended to use this to destabilize the situation in Ukraine,”

This network recruited contract killers to travel to Ukraine and map out the habits and movements of a set of target individuals that included high ranking military personnel, leaders of state enterprises, Russian dissidents and at least one journalist who was reported to be Dmitry Gordon. The killers were to be paid up to $100,000 per kill depending on their seniority. Ukraine’s SBU released photos showing that at least one person detained there had an ID card from PGTRK (First Transnistrian) television channel, indicating that the individual was a Transnistrian “journalist.” 
Nicolae Șepeli 
This is the name of one of the men detained in Moldova and based on available information likely the organizer of the plot. Șepeli was sentenced to 11 years in prison back in November 2017 in Russia for attempted drug trafficking on a large scale. He was subsequently transferred to Moldova to finish serving out his sentence in a process that started in 2018 under the government of Prime Minister Pavel Filip. 
In April 2022 President Sandu released him from prison on a probationary pardon. The fact that he subsequently went on to play an active role in the Shor network (fined for electoral corruption in December 2025) and then this scheme has drawn a huge amount of scrutiny towards the pardon process. As we wrote last week President Sandu revoked his pardon the day before he was detained. 
Investigative journalists including those at ZdG have done extremely detailed reporting on this pardon process and mapped out the entire multi-year cycle. The entire story is too long to include in this newsletter but interested readers should visit the above link if they want all the details. In short, the sentence transfer process from Russia was standard and following it former Prosecutor General Alexandr Stoianoglo added Nicolae Șepeli’s to a list of people to consider for a pardon. The prosecutor’s office continued this after Stoianoglo was removed from office. The rationale was that a group of people from Moldova including Șepeli had been fraudulently brought to Russia on the promise of work as couriers and did not realize that they would be forced into trafficking illegal drugs (they were told it was be supplements). 
The pardon recommendation was made with the support of human rights and anti-trafficking NGOs and was contingent on the Russian court also not knowing the circumstance at the time of original conviction. Of those recommended for a pardon Nicolae Șepeli was the only one accepted because he had no prior criminal record, served the majority of his sentence4 with a good behavior record and had a family willing to support him during his probation and reintegration. 
As of the time of writing, no wrongdoing has been found or alleged at any stage of this process which involved officials appointed by all Moldova’s major political parties at one stage or another. 
We’ll update in future editions if there is more information about the pardon process or about the operation to dismantle the contract killer network. 

Politics
Here’s a roundup of the top political stories of the week:
	New IMAS poll shows dissatisfaction with the Munteanu government. Respondents were asked to rank the new government’s performance on a 1-10 scale with 10 being the best. 39% gave a grade of 1-4, 25% a grade of 5-6, 18% a grade of 7-8 and only 7% a grade of 9-10. 61% of respondents said that the Munteanu government has brought no changes, 17% said changes for the better, 14% change for the worse and 8% don’t know / no response. 

	Vasile Tarlev’s Future of Moldova Party loses state funding starting in February. Prior investigations by the Central Election Commission (CEC) showed major financial violations in the 2024 presidential campaign and the party owes 587,500 lei to the state budget. The party does not have this money and has requested that their state funding be diverted to pay this debt which is now happening. 

	Chisinau city hall has allocated 70 million lei for park & ride commuter lots. The new parking lots will be located in Ciocani, Buicani and Riscani and will allow commuters to drop their cars and proceed into the city on public transit. Explaining the move, the city noted that Chisinau is designed for 90,000 vehicles and currently has more than 400,000 vehicles registered in the city alone (not counting commuters). 


Crime, Corruption & Justice Reform
Here are the week’s top stories in crime and justice: 
	Plahotniuc’s court hearings on the “bank fraud5” case wrapped up the judicial investigation phase on February 26th. The court will reconvene on March 20th for closing arguments and then proceed to a verdict. In the last phase of the evidentiary trial the court heard testimony from a secret (anonymous) witness from inside Plahotniuc’s alleged criminal organization. This witness explained how the oligarch hired a Romanian consultant named Bogdan-Andrei Gheorghiu to build a web of shell companies collectively called UNIASIA HOLDINGS and how between 2013 and 2015 approximately $35 million dollar was transferred into this network. In 2016 Bogdan-Andrei Gheorghiu was arrested by the Romanian authorities but Plahotniuc got him out and arranged a fake Moldovan citizenship for him under the name Andrei Munteanu. The witness described the movements of 10s of millions of euros through the UNIASIA network and how Bogdan-Andrei Gheorghiu betrayed Plahotniuc and took control of these companies himself when the oligarch fled Moldova in 2019. The witness additionally explained complex schemes by which Plahotniuc acquired and maintained a €32 million euro yacht, a €40 million euro hotel in Spain a plane and more. 

	Hassan Toper released and then re-arrested. Toper is alleged to be an accomplice to pre-meditated murder in the Summer 2024 “scoot by shooting” in Chisinau and was extradited from the UK to Moldova to stand trial. The court released him on house arrest over prosecutors objections creating a political scandal with MP Renato Usatii declaring “Long live reforms in the judicial system!” After 6 days of prosecutors appeals he was re-arrested. 

	Major searches in a case involving the embezzlement of EU funds. Anti-corruption police (CNA) conducted searches in Causeni, Singerei, Soroca, Soldanesti, Edinet, Taraclia, Straseni, Glodeni and Chisinau targeting local public authorities, the “National Office for Regional and Local Development” and a company in Chisinau. 5 people were detained. The case involves contractor(s) offering kickbacks in exchange for winning road and sewage system construction tenders. The contractors would later bribe inspectors and engineers to get their shoddy work accepted. In one phone intercept, conspirators discussed cutting the material deliveries in half and laying 6-8 cm of asphalt instead of the required 10. Works were financed through the “European Village” program supported by the National Office for Regional and Local Development with “national and foreign” infrastructure funds. 

	CNA searches in a second case of “embezzlement of foreign assets” targeted the Moldsilva Agency. The forestry agency was implementing a project called the “National Forest Expansion and Rehabilitation Program.” The CNA alleges fictional employee contracts totaling more than 4 million lei and the use of public funds for private purchase by Moldsilva employees. Environment Minister Gheorghe Hadjder announced the subsequent firings of the section heads of Moldsilva in Chisinau, Ghidighici, Vadul lui Voda, and Criuleni as well as many lower level employees. He said that firings will be followed by prosecutions. Explaining the origin of the case the Minister stated: 


“Following inspections at the Ghidighici and Criuleni forestry units, where over 1,000 trees were illegally felled, we ordered internal audits at all forestry enterprises. As a result, inspectors recorded numerous violations. And it’s not just illegal logging; there are also unaccounted surpluses, unjustified expenses, and work that’s just on paper. We will not tolerate corruption, which is why dismissals and sanctions have followed,”

Economics and Infrastructure
Here’s a roundup of the top economics stories of the week: 
	The US Supreme Court decision brings Moldova’s tariff rate down to 10%6. This is a major reduction from the “Liberation Day” rate of 25%. The Moldovan government is monitoring how the US implements these changes and notes that the new legal justification for the tariffs is (theoretically) temporary and expires in 150 days. In 2025 Moldova’s trade with the US grew 8.6% to $244.9 million dollars with the vast majority of Moldova’s exports the the US being wine (62%). 

	PAS MPs have introduced a bill in parliament to mandate the labeling of the country of origin for products in the supermarket. The current law mandates that this information be public, but it is often hidden in the fine print. The new law would require the country to be listed on the price tag, which could include a flag, so that shoppers can easily opt for local products. Chairman of the Economy, Budget and Finance Committee, Radu Marian believes that this initiative can increase sales of local products by 5-15% and said that “It is an initiative through which we want to transform a simple act - daily shopping - into an engine supporting the national economy.”


1Right bank = territory controlled by the constitutional authorities in Chisinau, Left bank = separatist controlled Transnistria


2In Moldova salaries are usually paid on the first of the month, so for February the salary would be paid March 1st. Splitting salaries means that employees will get 1/2 their salary on March 1st and 1/2 on the 15th. Effectively they are giving their employers an interest free loan. 


3911 for Americans


4It had previously been reduced by 4 years on an unrelated appeal


5This case deals with his alleged role in the  Theft of the Billion bank fraud


6Probably… Trump later announced 15% but never implemented that. We’ll see… 
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On 2 November 1990, three residents of Dubăsari were killed and thirteen wounded when Moldovan police attempted to clear a roadblock on the bridge over the Dniester River. These first casualties of the Transnistrian War—a conflict that would reshape the post-Soviet landscape of Eastern Europe—emerged from a perfect storm of historical grievances, linguistic tensions, and geopolitical realignments that had been building for decades.

In the final years of the 1980s, the Soviet Union was undergoing a transformation unlike anything since the revolution of 1917. Mikhail Gorbachev's policies of perestroika and glasnost cracked open the rigid political structures that had defined Soviet life for generations, allowing long-suppressed national identities to surface. In the Moldavian SSR—a Soviet republic that traced its roots to the merger of Bessarabia and Northern Bukovina in 1940—these reforms unleashed a powerful force: the nationalist movement. Its aspiration was nothing less than reunification with Romania.

This possibility terrified many in Transnistria, the region along the Dniester River that had been part of the Ukrainian SSR before the creation of the Moldavian SSR. Unlike the rest of Moldova, Transnistria's population was predominantly Russian and Ukrainian—53.8% compared to just 39.9% ethnic Moldovans as recorded in the 1989 census. The fear was real: if Moldova drew closer to Romania, the Russian-speaking majority would face exclusion from public life.

The Language That Ignited Everything

The spark came on 31 August 1989, when the Supreme Soviet of the Moldavian SSR enacted two laws that reverberated far beyond the halls of government. One made Moldovan—the Romanian dialect spoken in Moldova—instead of Russian, the official language. It also referenced a distinct Moldovan-Romanian identity and prescribed a return to the Latin alphabet, replacing the Cyrillic script imposed during Soviet rule.

The laws were explosive. A significant portion of the non-Moldovan population did not speak Moldovan. The language question became what scholars later called a Gordian knot—exaggerated and intentionally politicized. Some described the legislation as discriminatory, implemented too rapidly without consideration for those who had lived under Russian dominance. Others complained it wasn't nearly enough.

By April 1990, the Supreme Soviet adopted the traditional tricolour flag—blue, yellow, and red—with the Moldavian coat of arms. Later that year, the words "Soviet" and "Socialist" were dropped entirely. The country's name changed simply to "Republic of Moldova". In 1991, the national anthem shifted to Deșteaptă-te, române!, Romania's anthem since 1990.

The partial opening of the border between Romania and Moldova on 6 May 1990 only reinforced the sense that reunification was inevitable. The fall of Nicolae Ceaușescu's regime in neighbouring Romania in December 1989 confirmed this trajectory in the minds of many Moldovans—and terrified Transnistrians who saw their world slipping away.

From Protests to Secession

From September 1989, strong protests erupted across Moldova against what activists perceived as the government's ethnic policies. These demonstrations quickly transformed into something more dangerous: secessionist movements in Gagauzia and Transnistria, initially seeking autonomy within the Moldavian SSR to retain Russian and Gagauz as official languages.

When the nationalist-dominated Moldavian Supreme Soviet outlawed these initiatives, both regions declared themselves separate from Moldova entirely. On 2 September 1990, the Pridnestrovian Moldavian Soviet Socialist Republic was proclaimed—"Pridnestrovie" being the Russian name for Transnistria. Tiraspol became its capital.

Moscow's response came on 22 December 1990, when President Gorbachev signed a decree declaring void the decisions of the Second Congress of People Deputies of Transnistria. For two months, Moldovan authorities did nothing. They were busy watching events unfold in Moscow—the failed Soviet coup attempt in August 191—would reshape everything.

Transnistria became one of several "unrecognized republics" that appeared throughout the collapsing USSR alongside Abkhazia, South Ossetia and Nagorno-Karabakh. These self-proclaimed states maintained close ties with each other, learning from each other's successes and failures in navigating the uncertain post-Soviet landscape.

First Blood in Dubăsari

One of the very first clashes between Moldovan government forces and separatists occurred on 2 November 1990 in Dubăsari. Local women stormed the Court and Prosecutor's Office, occupying it for several hours. A police detachment was dispatched to clear a roadblock placed by city residents on the bridge over the river Dniester—a blockade that effectively cut Dubăsari off from the central government.

After being prevented from clearing the roadblock, policemen opened fire—killing three residents and wounding thirteen. The casualties marked the first blood in what would become a years-long conflict.

Fighting intensified on 1 March 1992 and continued through spring and early summer of that year. The war featured alternating ad hoc ceasefires, with neither side willing to surrender territory or accept defeat. Both sides committed atrocities; both claimed victories that existed only on their own battlefields.

The Fire That Burned Cold

On 21 July 1992, a ceasefire was declared—one that has held for over three decades. But the conflict's roots remained buried in questions far more complex than military outcomes.

According to John Mackinlay and Peter Cross, who conducted extensive studies based on casualty reports, significant numbers of Transnistrians and Moldovans fought together on both sides of the conflict—suggesting the war was more political than ethnic. The combination of distinct history (especially 1918–1940) and fear of discrimination by Moldovans gave rise to separatist sentiments for some; others argue that ethnic tensions alone fail to account for the dynamics of the conflict.

In the aftermath of the failed Soviet coup attempt in 1991, Moldova's parliament adopted the Declaration of Independence of the Republic of Moldova on 27 August. The declaration referred to the Molotov-Ribbentrop Pact—the secret agreement between Nazi Germany and the Soviet Union that led to the events of 1940—as "null and void". It viewed Moldova's independence as an act eliminating "the political and legal consequences" of the pact, declaring that the establishment of the Moldavian SSR on the territories of Bessarabia, Northern Bukovina, Hertsa region and the Moldovan ASSR was made in absence of "any real legal basis".

The PMR interpreted this as meaning that the 1940 merger of the two sides of the Dniester river had been dissolved. Moldova did not agree—large portions of territory occupied in 1940 by the USSR remain in Ukraine, and almost immediately took steps to assert sovereignty over the full territory of the former MSSR.

At that time, the Republic of Moldova did not have its own army—the first attempts to create one took place in early 1992. The war would leave an indelible mark on the region, reshaping alliances, defining political identities, and creating a frozen conflict that persists today.
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In the summer of 1992, across the Dniester River that separates Moldova from an unrecognized strip of territory controlled by armed gunmen, something remarkable happened. A small group of people in the city of Tiraspol raised the green flag of Transnistria—the breakaway republic that had declared independence from Moldova three years earlier—and prepared for what seemed like an inevitable war. Thirty-four years later, despite everything, this small Eastern European country still stands at a crossroads between Europe and its Soviet past—though today it sits on the precipice of a more hopeful future.

Moldova is Europe's poorest nation. With a GDP per capita that places it at the bottom of the continent's economies, Moldova occupies a modest 33,843 square kilometers of territory—a landlocked stretch of hills, forests, and farmland tucked between Romania to the west and Ukraine to the north, east, and south. Yet despite its economic struggles, Moldova has punched well above its weight for decades, navigating the turbulent politics of Eastern Europe with remarkable tenacity.

The country takes its name from the river Moldova, whose valley served as a political center at the time of the founding of the Principality of Moldavia in 1359. According to legend recounted by chroniclers Dimitrie Cantemir and Grigore Ureche, Prince Dragoș named the river after chasing aurochs through the forests—his exhausted hound named Molda (or Seva) drowned in the river following the hunt, and the dog's name extended to the principality itself. Whether apocryphal or true, the name carries with it a sense of ancient heritage that defines Moldova's national identity.

The Land and Its Borders

Moldova sits at the northeastern corner of the Balkans in the Black Sea Basin, positioned between latitudes 45° and 49° N, and mostly between meridians 26° and 30° E. The country lies east of the Carpathian Mountains and is bordered by Romania to its west and Ukraine to its north, east, and south. The total length of national boundaries stretches 1,389 kilometers—939 kilometers with Ukraine and 450 kilometers with Romania.

The country is separated from Romania on the west by the Prut River and from Ukraine on the east by the Dniester River. In 1999, Moldova acquired from Ukraine a tiny 0.45-kilometer river frontage to the Danube at Giurgiulești—the extreme southwestern village of the country—transforming what was once a contested stretch of road into a vital lifeline: Moldova now has access to international waters via the Danube and ultimately the Black Sea.

The Dniester River, rising in Ukraine near the city of Drohobych, passes through Moldova, separating the main territory from its unrecognized breakaway region Transnistria, before emptying into the Black Sea in Ukrainian territory. At its closest point, Moldova is separated from the Dniester Liman—an estuary of the Black Sea—by only three kilometers of Ukrainian territory.

Most of Moldova's terrain is hilly, though elevations never exceed 430 meters (1,410 feet). The highest point lies at Bălănești Hill. Around 88% of the country's land area lies in the Bessarabia region, while a narrow strip in the east occupies the unrecognized Transnistrian territory.

A History Forged in Conquests

The history of Moldova spans prehistoric cultures, ancient and medieval empires, periods of foreign rule, and modern independence. Evidence of human habitation dates back 800,000 to 1.2 million years, with significant developments in agriculture, pottery, and settlement during the Neolithic and Bronze Ages.

In antiquity, Moldova's location made it a crossroads for invasions by the Scythians, Goths, Huns, and various other tribes, followed by periods of Roman and Byzantine control. The medieval Principality of Moldavia emerged in the 1350s—a medieval precursor to modern Moldova and Romania that reached prominence under rulers like Stephen the Great before becoming a vassal state of the Ottoman Empire from 1538 until the 19th century.

In 1812, following one of several Russian-Turkish wars, the eastern half of the principality—Bessarabia—was annexed by the Russian Empire, marking the beginning of Russian influence in the region. In 1918, Bessarabia briefly became independent as the Moldavian Democratic Republic and, following the historic decision of Parliament (Sfatul Țării), united with Romania.

During the Second World War, the territory was occupied by the Soviet Union—reclaimed from Romania—and joined the Union in 1940 as the Moldavian SSR. During this period, policies of Russification and economic transformation deeply influenced the region.

Independence and the Transnistrian Conflict

The dissolution of the USSR in 1991 led to declared independence, followed by the Transnistria War in 1992—a conflict that left the Transnistrian region as a de facto independent state. The strip of Moldovan territory on the east bank of the Dniester has been under the de facto control of the breakaway government of Transnistria since 1990.

On 27 August 1991, as the dissolution of the Soviet Union was underway, the Moldavian SSR declared independence and took the name Moldova. The constitution of Moldova was adopted in 1994, and the country became a parliamentary republic—a unitary parliamentary representative democratic republic with its capital in Chișinău, the country's largest city and main cultural and commercial centre.

A Nation Between East and West

Moldova continues to navigate a complex relationship between pro-Western and pro-Russian factions. In recent years, it has pursued closer ties with the European Union, submitting a formal membership application in 2022.

In the November 2020 presidential election, the pro-European opposition candidate Maia Sandu was elected as the new president of the republic—becoming the first female elected president of Moldova. Under her presidency, Moldova has pursued membership in the European Union and was granted candidate status in June 2022.

Accession talks to the EU began on 13 December 2023. Sandu has suggested an end to Moldova's constitutional commitment to military neutrality in favor of a closer alliance with NATO, and she has strongly condemned Russia's invasion of neighboring Ukraine.

In November 2024, President Maia Sandu was re-elected with 55% of the vote in the run-off, continuing her pro-Western and anti-corruption platform. The president's election represented a clear mandate for continued integration into European structures—a significant shift from the country's traditional alignment toward Moscow.

Moldova is a member state of the United Nations, the Council of Europe, the World Trade Organization, the Organization for Security and Cooperation in Europe, the GUAM Organization for Democracy and Economic Development, the Organization of the Black Sea Economic Cooperation, and the Association Trio.

The Challenge of Development

Despite its aspirations toward European integration, Moldova remains the poorest country in Europe by GDP per official capita. Much of its GDP is dominated by the service sector. It has one of the lowest Human Development Indexes in Europe, ranking 86th in the world as of 2023.

The country ranks 74th in the world on the Global Innovation Index as of 2025—far from where it aspires to be, but still attempting to climb.

Yet perhaps this is precisely what makes Moldova compelling: a small nation that has survived empires, annexations, wars, and political upheavals—and yet continues to reach toward a future defined by freedom, prosperity, and belonging in Europe. The country's complex relationship with its own history—its ties to Romania, Russia, Ukraine, and the Ottoman Empire—has made it both a battleground for competing interests and a testament to resilience.

Today, as Moldova moves toward NATO membership and deeper integration with the European Union, one thing remains clear: this small nation at the edge of Europe has spent centuries learning how to survive. Now, it seems determined to thrive.
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In the spring of 1903, a newspaper called Bessarabetz published a series of inflammatory articles accusing Jews of ritual murder. Within weeks, mobs rampaged through the streets of Chișinău for three days straight, killing 47 people and destroying hundreds of homes and businesses. The violence was so shocking that it prompted Theodore Roosevelt to personally petition Tsar Nicholas II on behalf of the American people. The word "pogrom" entered the English language largely because of what happened in this city.


Today, Chișinău—pronounced roughly "kish-ih-NOW"—is the capital of Moldova, a small nation wedged between Romania and Ukraine that most people would struggle to locate on a map. But this city of over half a million people has witnessed an extraordinary parade of empires, occupations, and reinventions over its nearly six centuries of existence. It has been Ottoman, Russian, Romanian, Soviet, and finally Moldovan. Each regime left its mark on the city's streets, buildings, and collective memory.


A City Built Around a Spring


The origin of the name Chișinău remains genuinely uncertain, which is fitting for a city whose identity has been contested for so long. The most popular theory combines two archaic Romanian words: "chișla," meaning spring or water source, and "nouă," meaning new. The city supposedly grew up around a small spring at what is now the corner of Pușkin and Albișoara streets.


There's a competing theory, though, one with Hungarian roots. A Romanian historian named Ștefan Ciobanu suggested the name might derive from the same source as Chișineu, a town in western Romania near the Hungarian border. The Hungarian version, Kisjenő, breaks down into "kis" (small) and "Jenő"—one of the seven Magyar tribes that swept into the Carpathian Basin in 896 AD. If this theory is correct, the city's name carries an echo of one of the great migrations of the early medieval period.


A third possibility ventures even further east linguistically. A linguist named Kiss Lajos proposed a Cuman origin, from "kešene," meaning grave or burial mound—what archaeologists call a kurgan. This word may trace back through Karachay to the Persian "kāšāne," simply meaning house. The name of a capital city potentially deriving from the word for cemetery has a certain dark poetry to it.


From Monastery Village to Provincial Capital


Chișinău began modestly in 1436 as a monastery village within the Principality of Moldavia. For centuries, it remained a minor settlement while the principality navigated the dangerous waters of Ottoman vassalage. The Ottomans, who had conquered Constantinople in 1453 and dominated southeastern Europe for centuries afterward, allowed Moldavia considerable autonomy—as long as it paid tribute and caused no trouble.


At the dawn of the nineteenth century, Chișinău was still just a small town of about 7,000 people. What transformed it was war.


The Russo-Turkish War of 1806 to 1812 ended with the Ottoman Empire ceding the eastern half of Moldavia to Russia. This territory became known as Bessarabia—a name that would resonate through two centuries of geopolitical upheaval. Suddenly, Chișinău found itself the capital of a new Russian province.


The Russians rebuilt the city according to imperial ambitions. By 1834, an entirely new urban landscape had emerged, characterized by broad, straight boulevards that divided the city into two distinct zones: the older, organically grown settlement with its irregular medieval street pattern, and a gleaming new administrative center built on rational Enlightenment principles.


The construction boom produced landmarks that still define the city. Between 1830 and 1836, the architect Avraam Melnikov built the Nativity Cathedral, which later admirers would describe as a masterpiece of Neoclassical architecture. Its bell tower rose above the city center like an exclamation point marking Russia's arrival. In 1840, a Triumphal Arch designed by Luca Zaushkevich was completed—the kind of monument empires build to announce their permanence.


Rails, War, and the Belle Époque


The railroad changed everything, as it did everywhere. In 1871, a line connected Chișinău to Tiraspol, and two years later to Cornești. The Chișinău-Ungheni-Iași railway, completed in June 1875, was explicitly built to prepare for the next Russo-Turkish War, which came right on schedule in 1877. Chișinău served as the main staging ground for the Russian invasion of Ottoman territory.


One figure stands out from this era of rapid modernization: Mayor Carol Schmidt. The Moldovans still commemorate his contributions to developing the city, which must have been substantial given that monuments to local politicians rarely survive regime changes. Under his watch, the population grew dramatically—from 92,000 in 1862 to nearly 126,000 by 1900.


Much of this growth came from Jewish immigration. Throughout the late nineteenth century, Jews fleeing persecution elsewhere in the Russian Empire or seeking economic opportunity settled in Chișinău. By 1897, Jews comprised 46 percent of the city's population—over 50,000 people. The city had synagogues, Jewish schools, a thriving Yiddish cultural scene. It was becoming one of the major Jewish population centers of the Russian Empire.


Which made what happened next all the more devastating.


The Pogrom That Shocked the World


The word "pogrom" comes from Russian, meaning roughly "to wreak havoc" or "to demolish violently." It entered English primarily through reports of what happened in Chișinău on April 19 and 20, 1903.


The violence had been building for months. Bessarabetz, the only officially sanctioned newspaper in the region, had been publishing virulently anti-Semitic articles. When a Christian boy was found murdered in a nearby town—later determined to have been killed by a relative—the paper blamed Jews and revived the medieval blood libel accusation.


The riot lasted three days. Forty-seven Jews were killed, 92 severely wounded, and 500 more suffered lesser injuries. Hundreds of homes and businesses were ransacked and destroyed. Some accounts put the death toll at 49. Mayor Schmidt, to his credit, publicly condemned the violence and resigned in protest later that year.


The international reaction was unprecedented. In July 1903, President Theodore Roosevelt forwarded a petition to Tsar Nicholas II protesting the violence—a remarkable diplomatic intervention for the era. The pogrom galvanized Jewish communities worldwide and accelerated emigration from the Russian Empire. Many survivors and their descendants ended up in New York, London, and Palestine.


But Chișinău's Jews had not seen the last of mob violence. In August 1905, police opened fire on 3,000 agricultural workers demonstrating in the city. Then, in October 1905—amid the revolutionary ferment that would force Nicholas II to issue his October Manifesto promising civil liberties and a parliament—protests in Chișinău devolved into another pogrom. This time, 19 people died.


Between the Wars: Romanian Chișinău


The Russian Revolution of 1917 and the chaos that followed gave Bessarabia a brief window for self-determination. The region declared independence as the Moldavian Democratic Republic before quickly voting to unite with Romania. Overnight, Chișinău became the second-largest city in an expanded Romanian state.


The interwar period brought genuine development. Romania invested heavily in its new provinces, expanding railroads, building schools, and launching ambitious literacy campaigns. Bessarabia had been a backwater of the Russian Empire; now it received the attention of a national government eager to integrate its population.


In 1927, a monument to Stephen the Great was erected in the city center. Stephen III, who ruled Moldavia from 1457 to 1504, had successfully resisted Ottoman expansion for decades and remains the most celebrated figure in Moldovan national mythology. The sculptor Alexandru Plămădeală created a work that would outlast multiple regime changes.


Higher education arrived in 1933, when the Agricultural Sciences Section of the University of Iași was transferred to Chișinău—the first institution of its kind in Bessarabia. For a region that had been kept deliberately underdeveloped under Russian rule, this represented genuine progress.


The Soviet Chapter Begins


All of it came crashing down on June 28, 1940.


The Molotov-Ribbentrop Pact, signed the previous August between Nazi Germany and the Soviet Union, had secretly divided Eastern Europe into spheres of influence. Bessarabia fell into the Soviet sphere. When Stalin demanded the territory, Romania had no choice but to comply. Chișinău became the capital of the newly created Moldavian Soviet Socialist Republic.


What followed was systematic terror. Between June 1940 and June 1941, the NKVD—the Soviet secret police, predecessor to the KGB—carried out mass deportations and summary executions. More than 400 people were shot in Chișinău in July 1940 alone. Their bodies were buried in the grounds of the Metropolitan Palace, the Theological Institute, and the backyard of the Italian Consulate, where the NKVD had established its headquarters.


The deportations targeted anyone deemed a potential threat to Soviet power: former politicians, intellectuals, landowners, priests, and their families. Tens of thousands were loaded onto cattle cars and shipped to Siberia, Kazakhstan, or other remote regions of the USSR. Many never returned.


Then nature intervened. On November 10, 1940, an earthquake measuring 7.4 on the Richter scale struck, with its epicenter in the Vrancea Mountains of Romania. Seventy-eight people died in Chișinău, and nearly 2,800 buildings were damaged or destroyed.


The Catastrophe of World War II


In June 1941, Romania joined Nazi Germany's invasion of the Soviet Union, hoping to recover Bessarabia. Chișinău found itself on the front lines of the largest military conflict in human history.


The city suffered terribly. German aircraft bombed it in June and July 1941. But Moldovan and Romanian sources also assign significant blame to Soviet NKVD destruction battalions, which operated in Chișinău until its capture on July 17, 1941. The Soviets had a policy of leaving nothing useful for the enemy—scorched earth in its most literal form.


For the Jewish population, the German and Romanian occupation meant annihilation. Shortly after taking the city, the occupiers herded Jews into a ghetto in the lower part of town. The main entrance was on what is now called Ierusalim Street. From there, trucks transported victims to the outskirts of the city, where they were shot and dumped into partially dug pits.


An estimated 10,000 Jews were murdered in the initial occupation. Those who survived the first wave were deported to Transnistria, a region between the Dniester and Southern Bug rivers that served as a Romanian-administered killing ground. The Jewish population of Chișinău fell from 11,388 in fall 1941 to just 177 by 1943. The vast majority of the deportees died from execution, starvation, disease, or exposure.


The end of the occupation brought more destruction. As German and Romanian forces retreated in 1944, fighting raged through the city once again. The Red Army captured Chișinău on August 24, 1944, as part of the Second Jassy-Kishinev Offensive—one of the war's most successful Soviet operations.


Soviet Reconstruction and the Khrushchyovka Era


After the war, Bessarabia was firmly reintegrated into the Soviet Union. About 65 percent of its territory became the Moldavian SSR; the remaining 35 percent went to Ukraine. Two more waves of deportations followed—one immediately after reoccupation, another in the mid-1950s.


But the Soviets also rebuilt. Between 1947 and 1949, the architect Alexey Shchusev—who had designed Lenin's Mausoleum in Moscow—led a team developing a master plan for Chișinău's reconstruction. The result would transform the city's character entirely.


The 1950s brought rapid population growth and a corresponding construction boom. Grandiose buildings in Stalinist architecture arose—monumental structures meant to project Soviet power and promise. But the real transformation came under Nikita Khrushchev, who took power after Stalin's death in 1953.


Khrushchev had a housing crisis to solve. Millions of Soviet citizens lived in communal apartments, barracks, or worse. His solution was mass-produced, prefabricated apartment buildings—cheap, fast, and standardized. These became known informally as Khrushchyovkas.


The slogan was "good, cheaper, and built faster." The reality was cramped apartments with low ceilings, tiny kitchens, and minimal amenities, but they were a vast improvement over shared rooms and outdoor toilets. These five-story buildings—the maximum height that didn't require elevators—went up by the thousands across the Soviet Union. In Chișinău, they fundamentally altered the urban landscape.


The most intensive development came after 1971, when the Council of Ministers of the USSR adopted a decision specifically targeting Chișinău's development, committing over one billion rubles from the state budget. By the time Moldova declared independence in 1991, Soviet-era construction accounted for over 74 percent of all housing in the city.


Another devastating earthquake struck on March 4, 1977. Several people were killed, and panic swept the city. But the Soviets pressed on. The Intourist Hotel, a flagship property of the state-owned travel monopoly, was completed in 1978—a brutalist tower that still dominates the skyline.


Independence and Remembrance


Moldova declared independence on August 27, 1991, as the Soviet Union disintegrated. The transition was wrenching. The planned economy collapsed. Living standards plummeted. Hundreds of thousands emigrated to Russia, Italy, Romania, or anywhere that offered work.


But independence also meant confronting history. On April 22, 1993, Chișinău inaugurated the Monument to the Victims of Jewish Ghettos. Designed by architect Simeon Shoihet and sculptor Naum Epelbaum, the memorial centers on a bronze statue of Moses, the biblical prophet who led his people out of slavery. It stands on Ierusalim Street, marking the site where tens of thousands of Jews entered the ghetto on their way to death. The monument serves as a permanent reminder of the Holocaust in a city where, just fifty years earlier, Jews had comprised nearly half the population.


The post-Soviet era brought a large-scale renaming of streets. Soviet heroes gave way to national ones. Communist Party functionaries were replaced by medieval princes and nineteenth-century intellectuals. The process reflected Moldova's effort to construct a national identity distinct from its Soviet past—though not without controversy, given the country's mixed Romanian and Russian heritage.


The City Today


Modern Chișinău is a city of contrasts. Soviet-era apartment blocks stretch to the horizon, interrupted by Ottoman-era churches, Russian Imperial architecture, and occasional glass-and-steel newcomers. The central railway station, built in Russian Imperial style, still offers direct service to Romania—a link to the European Union that has taken on new significance.


The architectural heritage is remarkably diverse. Swiss-Italian-Russian architect Alexander Bernardazzi designed many of the city's most beautiful buildings in the late nineteenth century, including City Hall and the churches of Saint Theodore and Saint Panteleimon. The Nativity Cathedral, that Neoclassical masterpiece from the 1830s, anchors the city center. Postwar Stalinist and Brutalist buildings provide their own austere grandeur.


The city hosts Moldova's major cultural institutions: the National Museum of Fine Arts, Moldova State University, the Brancusi Gallery, and the National Museum of History with its collection of over 236,000 objects. In the northern part of town, bustling markets retain an almost medieval character—and nearby stands the house where Alexander Pushkin, Russia's greatest poet, lived during his exile from Tsar Alexander I. It's now a museum.


Wine remains central to Moldovan identity, as it has been for at least five thousand years. Archaeological evidence suggests winemaking in the region dates to 3000 BCE. Every October, Chișinău hosts the national wine festival, a celebration that connects the modern capital to traditions far older than any of the empires that have claimed it.


Between Europe and the East


Russia's invasion of Ukraine in February 2022 thrust Moldova into an uncomfortable spotlight. The country shares a long border with Ukraine and hosts a breakaway Russian-backed territory called Transnistria. For a nation of fewer than three million people—economically among Europe's poorest—the stakes could not be higher.


Moldova's response has been remarkable. Despite its poverty, the country allowed more than 600,000 Ukrainian refugees to cross its border. Over 100,000 have remained, many in Chișinău. For a city of just over half a million, absorbing such numbers represents an extraordinary act of solidarity.


On May 21, 2023, tens of thousands gathered in Chișinău for what was called the European Moldova National Assembly—a massive rally supporting the country's bid for European Union membership. Police estimated 75,000 demonstrators, organized by President Maia Sandu. The crowd filled the main square and surrounding streets, waving EU flags alongside Moldovan ones.


Later that month, Chișinău hosted a major international summit of European leaders. The Netherlands opened a new embassy in the city in April 2023. These diplomatic developments signal that Moldova—and its capital—have become significant in ways that would have been unimaginable just a few years ago.


A City of Survivors


Nearly a third of Moldova's entire population lives in the Chișinău metropolitan area. The city is the country's economic engine, its main transport hub, its window to the world. The population of the municipality—the city proper plus surrounding communities—exceeds 720,000.


In September 2022, the country's first Christian university opened in Chișinău, supported by Scandinavian broadcasters and run in cooperation with Southeastern University in Florida. The previous November, the Court of Appeal ruled that the international airport would return to state ownership after years of private management. The city continues to evolve, as it has for nearly six centuries.


What's striking about Chișinău is not any single monument or building but the accumulation of layers—Ottoman, Russian Imperial, Romanian, Soviet, and now independent Moldovan. Each regime tried to remake the city in its image. Each left traces that subsequent rulers couldn't entirely erase.


The city that began as a monastery village around a spring, that became a Russian provincial capital, that witnessed some of the worst anti-Jewish violence in European history, that was bombed and rebuilt and bombed again, that spent half a century as a Soviet republic's showcase—that city still stands. Its residents still gather in the markets, worship in the churches and synagogues that survived, walk the broad Russian boulevards past the Brutalist apartment blocks.


Chișinău is a city of survivors. Given everything it has endured, perhaps that's the most important thing to say about it.

  


  
  
    The Iranian exiles bar where revolution is dreamed up

    Tim Mak · The Counteroffensive · Mar 1, 2026 · 10 min read

  

  
Editor’s note:

We’re launching a sister publication, called Iran War Dispatches, to cover the conflict closely.
 We’ll be posting daily over there on Iran, so you have the optionality to stick with The Counteroffensive work, or subscribe there to add on our Iran reporting as well!
Our work is free at the moment. If this sort of international coverage – on the ground, factual, focused on humanity – is important to you, please subscribe to Iran War Dispatches or hit our tip jar today.


YEREVAN, Armenia —A handful of Iranian businesses cluster together at the end of Firdawsi alleyway, a sidestreet named after the famous Persian poet.
Sandwiched between an Iranian barbershop and the end of the alleyway is an establishment called Rose’s Bar.
Despite being one of the world’s few Iranian bars – alcohol is banned in Iran – the small, underground drinking hole rarely has enough customers to outnumber the staff. But that may well be a source of comfort for its clientele – many of whom are paranoid after fleeing an authoritarian surveillance state.
As the situation in Iran reaches a crisis point, the number of those fleeing Iran and seeking refuge in neighbouring countries like Armenia rises — bringing Iranians to places like Rose’s.
On Saturday the U.S. and Israel launched joint strikes on government buildings and military infrastructure across Iran. Trump’s strikes have directly weakened Iran’s power base and have even resulted in the death of Khamenei, Iran’s Supreme Leader – bringing the Islamic regime to its weakest point in history.

But despite how fragile the regime has become in the last few months, the terror it has inflicted leaves its own type of psychological wound.
Rose’s Bar may be a refuge, but new refugees can’t seem to escape the habits of living under an authoritarian regime. They know that just a few hours south, the same scene – men and women together discussing politics over alcohol – could be grounds for execution.
Dissidents and regime loyalists alike visit Rose’s smoky, below-ground haven in central Yerevan. The shared language and experience among Iranian customers at Rose’s offers familiarity, but not necessarily trust: voices drop when a newcomer enters the room.
But the meager customers and underground atmosphere also makes Rose’s VIP room perfect for sensitive interviews with Iranians wanting to remain anonymous.
Over the course of one week, The Counteroffensive met with a Kurdish activist who used a smuggled Starlink device to connect with the world; an Iranian DJ whose anti-regime rap made him a criminal; and Majid, who despite two death sentences, gunshot wounds, and torture refuses to hide his face.
Want more news on Iran? Follow our daily updates at our sister publication, Iran War Dispatches.

On the bar’s dark walls hang haunting, shadowy, photos of beautiful women and half-lit streets. American country or afro-house play over the speakers – music you’d never hear in Tehran. The songs make it almost impossible to eavesdrop on whispered conversations in the smoky VIP room, a seating area that is only accessible with permission.

Most Iranian customers who come through Rose’s aren’t confident ordering an alcoholic drink, said Ahmed, the bartender whose brother-in-law owns the business. The most popular choices are usually a beer or a Jack Daniel’s whiskey – unsurprising considering the comically large Jack Daniel’s bottle that sits atop the bar.

Ahmed has had to coach customers through their first orders, explaining what the different cocktails are and how they taste.
Most people in Iran who do drink are used to cheap stuff with a horrific aftertaste. In Armenia, Iranians have the option to try something nicer, and it’s a new experience for them, Ahmed explained.
But the higher prices mean most recent refugees who’ve left everything behind in Iran can’t linger here for long.
This creates an air of suspicion among customers at Rose’s Bar: Is the group sitting at the table nearby Iranians seeking refuge in Armenia? Or are they regime sympathisers on a city break, taking advantage of the open border and their ability to return without risk?
“In Iran, you have to know your audience to talk about politics,” Ahmed said.

Even Hossein, who joined two Kurdish militia groups and fought against ISIS before the age of 22, went quiet in the middle of our interview when a group of Iranian women took up a neighboring table. As soon as the women entered, he sent a look to signal the interview was over.
Remaining anonymous is critical for him. For a week he refused to be interviewed, fearing it could jeopardize his chances of returning to Iran.
Hossein only plans to spend a few months in Armenia, working to earn money for his wife and 2-year-old daughter. After serving time in prison for his involvement in Kurdish militia groups, finding work in Iran is unfeasible.
Despite his experience, his disposition is cheerful, accentuated by his slight lisp and healthy head of curls. He’s one of the few Iranians who can keep in constant contact with his family via a Starlink device that a friend’s cousin smuggled in from Iraqi Kurdistan.
In Iran, Hossein lives near police and military housing, but he still feels safe using Starlink, the satellite internet company which is banned in Iran. Anybody that knows it’s there wants to use it too, he said.
Hossein is one of the lucky ones whose family survived the protests. He was even able to Facetime his young daughter from Rose’s during the interview. As strikes in Iran continue, access to reliable outside communication will only grow more urgent.
Other people, like Behnom Haqshenas, have lost everything.
Behnom, a rapper and music producer, was accused by the regime of satanic conspiracy for a poster he hung in his studio of an eye inside a triangle. It was really just art, Behnom explained.
“I posted a video of me rapping about the protests in Tehran in 2018, and about a week after my studio was shut down,” Behnom said.
After the government shut down his studio, he could no longer teach music classes, and it became impossible to make a living.
Behnom made a sacrifice leaving Iran. His daughter, who is only 10, won’t speak to him. She doesn’t understand why he left, he explained. Whether military action in Iran will make it safer for him to return or push Iran deeper toward instability remains unclear.
“I’m fine,” Behnom said when asked how he was doing. “But ask me again and I’ll cry,” he said, visibly trying to hold back tears.
For others, losing everything has emboldened them, making them feel like they can sacrifice anything.

Majid Farokhnia’s life took a turn about a decade ago, when his brother was executed on what Majid said were false charges. After his brother’s death, his mother, overcome with grief, set herself on fire.
Majid himself was arrested for protesting during the massive demonstrations that broke out across Iran in 2022 following the death of Mahsa Amini, a 22-year-old woman who was beaten to death in police custody for violating Iran’s hijab laws.
While describing the horror of what he saw at the protests, Majid unzipped his black winter coat to reveal soft lines of scar tissue on the left side of his chest from being shot.
His light eyes stood out against his tired face. He is only 34, but his trauma has taken a toll.
For the protests, Majid spent 8 months in prison, two of which were in solitary confinement, where he said he was interrogated and tortured by intelligence police. They took advantage of his vulnerable state by also threatening his daughter’s safety, he said.
Majid received two death sentences, one for protesting and the other for influencing others to protest.
Over and over, prison guards came into his cell to tell him he would be executed at 5 a.m. the next day. When he lived to see another day, they repeated the same threats. The experience has changed who he is today:
“I just want revenge,” he explained.
After his release from prison, staying in Iran was too risky, so Majid left for Armenia.

Despite his trouble with the Iranian government and his plans to return, Majid is determined to show his face to reporters and break through the culture of silence that exists among Iranians.
Unlike many others we interviewed, Majid didn’t lower his voice like the others when the bartender came in to offer us a delicious plate of brined, smoked cheese doused in lemon juice.
Majid is aware of the potential consequences of his activism and how it may endanger his family. Still, he chooses to speak up.
Just hours after the initial strikes early Saturday morning, Majid was anxious to get back to Iran: “If I had the money, I would buy a ticket right now and go.”
NEWS OF THE DAY: 

By Oksana Stepura

Good morning to readers; the Iranian regime has not fallen – yet.

IRAN CONFIRMS ALI KHAMENEI’S DEATH: Iranian state media confirmed the death of Ali Khamenei in joint U.S.-Israeli airstrikes and declared a 40-day mourning period as the Iranian government vowed continued retaliation.

IRANIANS CELEBRATE ASSASSINATION: Following the death of Ali Khamenei, large crowds across Iran took to the streets to celebrate with fireworks, dancing, clapping and chants of “freedom” . 

STRIKES ESCALATE AFTER KHAMENEI DEATH: Following the assasination of Khamenei, Iran has retaliated with new missile and drone attacks on Israel and across the gulf, while Israel has launched a new wave of attacks on Tehran, with casualties being reported on both sides.
IDF KILLS TOP IRANIAN DEFENSE OFFICIALS: The IDF has announced the deaths of several additional high-ranking Iranian security officials, including the former secretary of Supreme National Security Council and the commander of the IRGC in a surprise intelligence-led strike in Tehran. The IDF claims it targeted officials responsible for Iran’s missile programs, protest suppression, proxy groups coordination, and efforts to develop nuclear weapons, biological and chemical weapons .
CIA HELPED TARGET IRANIAN LEADERSHIP:  After tracking Khamenei for months, the CIA identified the gathering spot of Iran’s top leadership in Tehran and provided intelligence that allowed Israel and the U.S. to adjust the timing of the planned strike that killed Khamenei and several senior military and security officials.
BELGIUM SEIZES RUSSIAN TANKER W TIES TO IRAN: Belgian forces boarded and seized a Russian oil tanker in the country’s first operation targeting Russia’s “shadow fleet” tankers. The vessel is also linked to a maritime network controlled by Mohammed Hossein Shamkhani, son of the former secretary of the Supreme National Security Council, which reportedly transports Iranian and Russian oil and petroleum products worldwide, earning billions in revenue. 

U.S. CONTRACTORS IN KUWAIT REPORT SAFETY CONCERNS: U.S. civilian contractors working on military bases in Kuwait say they lack adequate shelters, and clear safety/evacuation protocols amid Iranian missile attacks in the region. The workers also claim that U.S. military personnel were evacuated, while they weren’t given the option to evacuate.

CAT OF CONFLICT: 

Myroslava’s Sheri is basking in the rays of the long-awaited spring sun. 

Stay safe out there.

Best, 
Alessandra and Jacqueline

  
  
    Deep Dive

    Yerevan

    Based on Wikipedia: Yerevan

In 782 BC, on the western edge of what archaeologists would later call the Ararat Plain, a king of Urartu named Argishti I built a fortress that would eventually become one of history's most consequential cities. The king called it Erebuni—a name that may have meant "to capture" or "victory" in theUrartian language—and in doing so, he laid the foundation for what today we know as Yerevan.

That fortress, long vanished and repeatedly rebuilt, sits at the bottom of modern Armenia's most significant city. Yet Yerevan's claim to being among the world's oldest continuously inhabited cities is not merely a statistical curiosum. It is a fact measured in Bronze Age settlements, Persian invasions, Ottoman deportations, Soviet transformations, and an earthquake that nearly destroyed the city in 1679—a catastrophe from which it rebuilt itself on a smaller scale but with remarkable resilience.

The Hrazdan River runs through Yerevan today as it has for millennia, carving slow gullies through the city's center. The river is one of several geographical constants that have defined this place: Mount Ararat watches over everything, visible from any point in the capital, its snow-capped peak serving as both spiritual symbol and practical landmark.

Origins in Bronze and Iron

The territory Yerevan occupies has been inhabited since approximately the second half of the fourth millennium BC. In the southern part of today's city, an area now called Shengavit, archaeologists discovered evidence of continuous habitation dating back to at least 3200 BC—during the period of the Kura-Araxes culture, an early Bronze Age civilization that left behind distinctive pottery and settlement patterns.

The first excavations at Shengavit were conducted between 1936 and 1938 under the guidance of archaeologist Yevgeny Bayburdyan. After a two-decade pause, another archaeologist named Sandro Sardinian resumed the work from 1958 until 1983. A third phase began in 2000, led by Hakob Simonyan, who was joined in 2009 by Mitchell S. Rothman from Pennsylvania's Widener University. Together they conducted excavations in 2009, 2010, and 2012, reaching a full stratigraphic column to bedrock that revealed eight or nine distinct layers covering the period between 3200 BC and 2500 BC.

These excavations represent more than academic curiosity—they are physical evidence of an unbroken human presence at this site. And yet for all this ancient habitation, Yerevan's modern identity traces directly back to Argishti I's fortress.

Erebuni: The Fortress That Became a Capital

When Argishti I established Erebuni in 782 BC, he designed it as "a great administrative and religious centre, a fully royal capital," according to archaeological consensus. The fortress was not merely military—it was intended as a ceremonial and governmental hub at the western extreme of the Ararat Plain.

The strategic importance of this location is impossible to overstate. The Ararat Plain is Armenia's agricultural heartland, and Erebuni commanded it. Yet by the late ancient Armenian Kingdom—during the period when new capital cities were established elsewhere—the significance of Yerevan diminished. A new era was approaching that would reshape not just the city but the entire region.

In 1603, the Great Surgun began—a systematic campaign in which the Safavid Empire forcibly deported hundreds of thousands of Armenians from their homelands to Iran. The population of Yerevan was largely depopulated by this concerted action, leaving behind a hollow city that would take decades to repopulate.

Then came 1679, and with it an earthquake that destroyed most of what remained. The city was rebuilt on a smaller scale—a pattern that would repeat itself through centuries of occupation, displacement, and renewal.

Russian Rule and the Repopulation of a Nation

The transformation of Yerevan began in earnest in 1828, when the city became part of the Russian Empire following prolonged conflict between Persia and Russia's expanding imperial ambitions. This was not merely a change in governance—it was the beginning of a demographic revolution.

The Russian administration facilitated what might be called a repatriation of Armenian identity. Many of those whose ancestors had been forcibly relocated during the 17th century now found pathways to return, bringing their families back to lands they or their grandparents had left behind.

But it was after World War I that Yerevan truly emerged as Armenia's capital. The city became the seat of the First Republic of Armenia in 1918—the fourteenth capital in Armenian history and the seventh located in or around the Ararat Plain. Yet this period also marked the arrival of thousands of survivors of the Armenian genocide in the Ottoman Empire, their presence fundamentally altering the city's demographic character.

The transformation accelerated through the twentieth century while Armenia was part of the Soviet Union. In a few decades, Yerevan changed from a provincial town within the Russian Empire to Armenia's principal cultural, artistic, and industrial centre—the seat of national government. The city expanded rapidly, absorbing refugees and migrants, building new districts, and becoming the administrative heart of an independent nation that had only just begun to believe in its own sovereignty.

Post-Soviet Revival

The Soviet period ended one way—leaving Yerevan as a capital city defined by its Soviet-era architecture, its opera houses, its theatres, its museums—and began another: an era of rapid transformation that continues today.

With the growth of the Armenian economy after independence, Yerevan underwent major transformation. Much construction has been done throughout the city since the early 2000s. Retail outlets such as restaurants, shops, and street cafés—rare during Soviet times when state planning focused on functional necessity rather than lifestyle—have multiplied.

As of 2011, the population of Yerevan was 1,060,138, just over 35% of Armenia's total population. By 2022, the population further increased to 1,086,677—an extraordinary figure given that this growth occurred during a period when many post-Soviet cities experienced stagnation.

The city has also become recognized internationally in unexpected ways: Yerevan was named the 2012 World Book Capital by UNESCO, acknowledging its contributions to literature and knowledge preservation. It is an associate member of Eurocities, part of networks that connect European capitals for shared purposes.

The Name's Mystery

The exact origin of Yerevan's name remains unknown—a rare admission in a discipline that often presents definitive narratives. Yet several theories exist, each revealing different layers of this city's identity.

One theory suggests the city was named after the Armenian king Yervand (Orontes) IV, the last ruler of Armenia from the Orontid dynasty and founder of the city of Yervandashat. According to this reading, "Yerevan" derives from "Yervand" through linguistic transformation.

Yet it is more likely that the name evolved from Erebuni itself—the Urartian fortress founded in 782 BC. The word "Erebuni" may derive from an Urartian term meaning "to take" or "to capture," suggesting the fortress's name could be interpreted as "capture," "conquest," or "victory." As elements of the Urartian language blended with Armenian, the name gradually transformed through phonetic shifts that scholars have documented in detail.

One researcher, Margarit Israelyan, noted these changes when comparing inscriptions found on two cuneiform tablets at Erebuni. The transcription of the second cuneiform "bu" was essential in interpretation because it represents a shift from Urartian "b" to Armenian "v"—a phonetic transformation that occurs between vowels: originally written as "er-bu-ni," the word evolved through changes where b changed to v at the beginning or between two vowels (ebani becoming avan, Zabaha becoming Javakhk).

Early Christian Armenian chroniclers connected the city's origin to something entirely different: Noah's Ark. According to this legend, after the ark had landed on Mount Ararat and flood waters receded, Noah looked toward what is now Yerevan and exclaimed "Yerevats!"—"it appeared!" in Armenian—from which the name allegedly originated.

In the medieval and early modern periods, when Yerevan was under Turkic and later Persian rule, the city was known in Persian as Iravân. Under Russian rule during the nineteenth and early twentieth centuries, it was officially called Erivan (Эривань). The city was renamed back to Yerevan (Ереван) in 1936.

Up until the mid-1970s, the city's name was spelled "Erevan" more often than "Yerevan" in English sources—a spelling that persists today among some transliterations.

Landmarks and Identity

Several landmarks define Yerevan's identity. Erebuni Fortress is considered the birthplace of the city—its ancient foundation repeated across centuries. The Katoghike Tsiranavor church is the oldest surviving church in Yerevan, representing Armenian Christian heritage that stretches back over a millennium.

Saint Gregory Cathedral holds another distinction: it is the largest Armenian cathedral in the world—a remarkable title for a country that has been Christian since the fourth century.

Tsitsernakaberd is the official memorial to victims of the Armenian genocide—the physical space where the nation remembers its twentieth-century catastrophe. And Yerevan Opera Theatre serves as the main spectacle hall of the capital, while the National Gallery of Armenia—largest art museum in the country—shares a building with the History Museum of Armenia.

The Matenadaran contains one of the largest depositories of ancient books and manuscripts in the world—a repository of knowledge that connects modern Yerevan to its ancient intellectual traditions.

The Symbol That Watches Over All

The principal symbol of Yerevan is Mount Ararat, visible from any area in the capital. The seal of the city is a crowned lion on a pedestal with a shield that has a depiction of Mount Ararat on the upper part and half of an Armenian eternity sign on the bottom.

The emblem is a rectangular shield with a blue border. On 27 September 2004, Yerevan adopted an anthem, "Erebuni-Yerevan," using lyrics written by Paruyr Sevak and set to music composed by Edgar Hovhannisyan. It was selected in competition against other proposals for a new anthem and flag that would best represent the city.

The chosen flag has a white background with the city's seal in the middle, surrounded by twelve small red triangles that symbolise the twelve historic capitals of Armenia. The flag includes three colours matching those of the Armenian national flag: the lion is portrayed on an orange background with blue edging—colors representing the country's history and its relationship to ancient traditions.

Yerevan today is a city built on ancient foundations but constantly rebuilt through centuries of catastrophe, conquest, displacement, and renewal. It has been the capital since 1918—the fourteenth in Armenian history and the seventh located in or around the Ararat Plain. Its Hrazdan River still carries water from Mount Ararat through the city's center.

And yet for all its ancient roots, Yerevan's true character may be measured not in the layers of Bronze Age settlement but in something more recent: a city that absorbed survivors of genocide and transformed itself into a capital that now houses restaurants, shops, street cafés—places that were illegal under Soviet planning but are essential to modern identity.

The fortress of Erebuni was designed as "a great administrative and religious centre" by King Argishti I. Four thousand years later, Yerevan has become exactly that—and more.

  

  
    Deep Dive

    Ali Khamenei

    Based on Wikipedia: Ali Khamenei

On an autumn night in 1989, a mid-ranking cleric named Ali Khamenei stood before Iran's most powerful religious assembly, prepared to assume the heaviest title in Iranian politics—not because he was the most qualified, but because the moment demanded it. The man who would become the second Supreme Leader of Iran, serving for over three decades and becoming the longest-serving head of state in West Asia, had expressed private reservations about his own readiness. He was not the marja'—the supreme religious authority—that the constitution required. And yet, within months, he would transform the role into something unrecognizable from its origins.

Ali Hosseini Khamenei was born on 19 April 1939 in Mashhad, a city of ancient mosques and Persian carpet shops in Iran's northeastern highlands. His father, Javad Khamenei, was an Azerbaijani Turk from Khamaneh near Tabriz—a reminder that Iran has always been a crossroads of peoples—and his mother, Khadijeh Mirdamadi, was Persian from Yazd, hailing from a clerical family. He was the sixth of eight children; two brothers would become clerics, and one younger brother, Hadi, would become a newspaper editor. His elder sister Fatemeh died in 2015 at age eighty-nine.

Khamenei's childhood was marked by poverty. The family lived in a rough neighborhood of Mashhad, where his mother fashioned clothes from his father's old garments and where they sometimes lacked sufficient food, surviving on small amounts of raisins or milk purchased with minor sums given by relatives. He began religious education at four, learning the Quran at Maktab. By adolescence, he was reciting verses at school and developing an early interest in hadith and prophetic narratives—though his intellectual curiosity extended far beyond religious texts. He delved into mathematics, geography, and especially history. He read widely in literature and poetry, became familiarized with major works of Persian poetry, and began composing verse himself at a young age.

He attended the hawza of Mashhad under mentors such as Sheikh Hashem Qazvini and Ayatollah Milani. In 1957, he traveled to Najaf, the holiest city for Shia Muslims, but soon returned to Mashhad due to his father's unwillingness to let him stay. In 1958, he settled in Qom, a powerhouse of religious learning, where he attended classes of Husayn Burjuderdi and Ruhollah Khomeini—the future architect of Iran's Islamic Revolution.

Like many politically active clerics at the time, Khamenei was far more involved with politics than pure religious scholarship. He also frequented secular intellectuals and the Movement of God-Worshipping Socialists—a political organization that advocated Islamic socialism influenced by figures such as Karl Marx, Che Guevara, Tito, and Ali Shariati. For Abbas Milani, these seminars would influence his later Third Worldism.

The young cleric was arrested six times before being exiled for three years during the reign of Mohammad Reza Pahlavi. The Shah's regime targeted him repeatedly—each arrest a testament to his growing significance in opposition circles. He was a key figure in the Iranian Revolution, and upon its success in 1979, held many posts in the newly established Islamic republic. He served as head of the servants of Astan Quds Razavi from 14 April 1979.

The attempted assassination that changed him forever came in the aftermath of the revolution. The attack paralysed his right arm—a wound he carried for the rest of his life. This was not just physical violence; it was a message to the revolutionary order itself, a reminder that power in Iran always carried a price.

When Khamenei served as the third President of Iran from 1981 to 1989, during the brutal Iran–Iraq War, he developed close ties with the Islamic Revolutionary Guard Corps—the IRGC. These were years when Iran stood alone against Saddam Hussein's invading armies, when Iranian boys wore bicycle helmets into battle because they had no proper military equipment, when the nation bled for survival. During this period, Khamenei walked the corridors of power, building the institutions that would define Iran's future.

And then came 1989—the year that reshaped everything.

Ruhollah Khomeini, the Grand Ayatollah who had led the Revolution and become the first Supreme Leader, died on 28 February 1989. The nation mourned. And then the Assembly of Experts convened to choose his successor. The problem was stark: Khamenei was a mid-ranking cleric, not the marja' required by the constitution. He expressed reservations about his religious qualifications and suitability for the position—private doubts that would never be fully acknowledged in public.

The constitution was amended to remove that requirement. The Assembly reconfirmed his leadership later that year. The man who had doubted himself now held the highest power in Iran—and he would not relinquish it until an assassin's bullet found him twenty-six years later.

As Supreme Leader, Khamenei walked a careful path on nuclear policy: supporting Iran's civilian program while issuing a fatwa forbidding weapons of mass destruction—a position that allowed him to appear both rational and devout. He favored economic privatization in Iranian state-owned industries; with oil and gas reserves, he aimed to transform Iran into an "energy superpower." His foreign policy centered on Shia Islamism and exporting the Islamic Revolution—this was not mere rhetoric but a concrete framework for regional intervention.

He played a pivotal role in developing the IRGC, transforming it from a revolutionary guard into a primary tool for domestic control and regional influence. Under Khamenei's guidance, Iran supported the "Axis of Resistance" coalition—in the Syrian civil war, in Iraq, in Yemen's civil war, in Gaza—and Russia during the Russo-Ukrainian war.

A staunch critic of Israel and Zionism, he supported Palestinian aspirations; his rhetoric included calls for Israel's destruction and occasionally slipped into antisemitic tropes—legitimate criticism of Israeli policy blurring with darker prejudices. Under Khamenei's rule, Iran was involved in proxy wars with both Israel and Saudi Arabia, a region where sectarian and geopolitical rivalries burned like fire.

In 2025 and 2026, tensions with Israel and the United States escalated into what became known as the Twelve-Day War—an ongoing conflict that would end with Khamenei's assassination. He was gunned down in his residence on 28 February 2026; the regime announced his death after a state funeral for Khomeini.

His son Mojtaba was elected Successor by the Assembly of Experts on 8 March 2026—the young Khamenei stepping into his father's shadow, continuing the dynasty.

Khamenei's leadership style was pragmatic yet hard-lined. He sidelined leftist factions, moderate clerics, and political dissidents while occasionally easing restrictions when the regime's stability or legitimacy had been threatened—a careful balancing act of repression and calculated mercy. His critics called him authoritarian, responsible for political repression, state-sanctioned violence, and injustices. Journalists, activists, and ordinary citizens were persecuted for actions including insulting the Supreme Leader—sometimes alongside blasphemy charges—with penalties ranging from imprisonment to corporal punishment.

There were numerous protests during his rule: in 1999, 2009, 2017–2018, 2018–2019, 2022–2023, and finally 2025–26. Each protest was met with the full weight of a regime that had learned to consolidate power within the office of the Supreme Leader.

He left behind a legacy of authoritarian control, regional ambition, and religious justification for political dominance—a man who doubted his own qualifications yet built an institution that outlasted him in every way. The question that history will ask is not whether he was powerful, but what he built with that power—and whether Iran can survive the shape it gave him.

  

  
    Deep Dive

    Tehran

    Based on Wikipedia: Tehran

In 641 AD, as the Sassanian Empire crumbled under the Arab conquest, a Persian prince named Yazdgerd III issued his final desperate appeal to the nation from the ancient city of Rhages—a hilltop settlement that had defined this region's identity for millennia. He wrote from a place that would soon become Tehran, though few outside Persia would recognize that name for centuries to come.

Tehran today is perhaps the most misunderstood city in the Middle East. To those unfamiliar with Iran, it conjures images of missiles, nuclear negotiations, and political upheaval—the heavy weight of geopolitics. But Tehran itself is something entirely different: a metropolis of roughly nine million people within its official boundaries, and nearly seventeen million in the broader metropolitan area, making it the most populous city in all of West Asia and the second-largest metropolitan region in the Middle East after Cairo.

The city sits at the foot of the Alborz mountains, its name literally meaning "the bottom of the mountain"—a etymology that reflects Tehran's position at the base of a great range. The name itself carries layers of history: some scholars believe it derives from the Persian words for "end" or "bottom," while others have linked it to ancient Median roots suggesting warmth or coldness, depending on which linguistic family you trace. These theories matter less than what they reveal about Tehran's deep connection to the land.

Before Tehran claimed its place as Iran's capital, this region belonged to Rhages—or Ray, as medieval chroniclers wrote it. The ancient city was a prominentMedian settlement, one so significant that in the Avesta's sacred Videvdat, it appears as the twelfth holy place created by Ohrmazd, the Zoroastrian deity of light. From Rhages, Darius I once sent reinforcements to his father Hystaspes during campaigns in Parthia, and some Middle Persian texts even suggest this city was the birthplace of Zoroaster himself—though modern historians place that figure's birth in Khorasan province.

The 7th-century Muslim invasion transformed everything. When Arabs captured Rhages, they ordered the city destroyed before rebuilding it anew under the aristocrat Farrukhzad—a ruler whose name echoes across centuries. The Mongols came in the thirteenth century, laying the city to ruins and massacring its inhabitants. Survivors fled to Tehran, then merely a well-known village less prominent than its neighbor.

By the ninth century, Rhages was described in detail by Muslim geographers, though their Baghdad counterparts showed little interest—the city's population remained predominantly Iranian, with Arabs remaining few. The Oghuz Turks invaded twice between 1035 and 1042, but the Seljuks and Khwarezmians recovered what had been lost.

Italian traveler Pietro della Valle passed through Tehran in 1618, calling it Taheran in his memoirs—a name that would stick for centuries. English traveler Thomas Herbert arrived in 1627, describing roughly three thousand houses. By the early eighteenth century, Karim Khan of the Zand dynasty ordered a palace and government office built here, possibly to declare Tehran his capital—though he later moved his seat to Shiraz.

The transformation came in 1786 when Agha Mohammad Khan of the Qajar dynasty chose Tehran as Iran's capital—a decision rooted in strategic calculation. The city sat near territories contested during the Russo-Iranian Wars, yet far enough from the factional vying that had plagued prior dynasties. Under Naser al-Din Shah, who ruled from 1848 to 1896, Tehran witnessed the arrival of Iran's first institute of higher learning, its first bank, its first railway line, and its first museum.

Large-scale construction began in the 1920s, and Tehran became a destination for mass migrations across Iran—particularly throughout the twentieth century. The city absorbed villages like Karaj, Eslamshahr, Shahriar, Qods, Malard, Golestan, Varamin, and dozens more into its metropolitan fabric, creating what today encompasses fourteen municipalities and countless neighborhoods.

Tehran sat at the center of the Iranian Revolution, experiencing major bombing damage during the war with Iraq—a conflict that left scars across the nation. Yet despite these upheavals, the city has continued to grow as a cultural destination.

The Heartbeat of Modern Iran

The city's cultural weight is staggering. Roughly ninety-nine percent of residents speak Persian—the nation's tongue—but Tehran hosts something unique: it maintains more Azerbaijanis than any other city in the world, earning its reputation as a cultural "melting pot." The city has absorbed numerous other ethnolinguistic groups who have been Persianized and assimilated over generations.

Tehran's landmarks define Iranian modernity. The Azadi Tower, built in 1971 to mark the 2,500-year anniversary of the Persian Empire, stands as an icon of national pride. The Milad Tower, completed in 2007, ranks as the world's sixth-tallest self-supporting structure—a testament to engineering ambition. The Tabiat Bridge, finished in 2014, connects spaces across the city.

Golestan Palace remains a World Heritage Site from the Qajar dynasty, while the Sa'dabad Complex and Niavaran speak to later royal history—the Mamzar palace compounds reflect both Qajar and Pahlavi aesthetics. These aren't merely tourist sites but living centers of national identity.

The Capital Today

Air pollution riddles Tehran—its air quality index regularly exceeds acceptable limits, making breathing itself a challenge. Seismic vulnerability threatens the city, as does water scarcity across the nation. Plans have emerged to relocate Iran's capital elsewhere—though none have been approved despite serious discussions. A 2016 Mercer survey ranked Tehran only 203rd among 230 cities for quality of life.

Yet tourism grows. According to the Global Destinations Cities Index in 2016, Tehran ranked among the top ten fastest-growing destinations worldwide—a statistic that surprises those who imagine only political headlines when thinking about Iran.

The city celebrates "Tehran Day" each October sixth, commemorating 1907—the date when Tehran officially became Iran's capital. That celebration reflects something deeper: a city that has claimed its identity despite conflict, pollution, and displacement.

Crossing Into the City

Modern Tehran functions through infrastructure that rivals any global metropolis. Imam Khomeini International Airport handles international flights while the domestic Mehrabad Airport serves internal routes. A central railway station connects regions across Iran, while the Tehran Metro moves millions daily. The Bus Rapid Transit system, trolleybuses, and a vast network of highways define how people move—though the city also experiences severe traffic challenges typical of rapid growth.

The numbers are staggering: sixteen point eight million in the metropolitan area, nine within official boundaries—making Tehran not merely a city but an unfolding experiment in urban coexistence. These figures dwarf even major regional competitors, making it West Asia's largest urban concentration and the twenty-fourth most populous metropolitan region globally.

What does it mean to live here? A 2016 survey revealed that quality of life challenges persist—water scarcity, pollution, earthquakes—not because Tehran fails but because its problems reflect pressures facing any rapidly expanding capital. The city was never designed to house millions; rather, it grew organically as circumstances demanded, absorbing villages and swallowing populations.

The question isn't whether Tehran will manage these pressures—they exist in planning documents, environmental studies, and daily life. What matters is how a city processes these challenges, learns from them, and continues offering something unique that no other place can replicate: Persian culture at its most concentrated, historical depth across every block, the taste of a nation refracted through one city's streets.

Tehran remains Iran's heartbeat—difficult to read yet impossible to ignore. It carries centuries in its soil, millions in its population, and questions about what comes next. ```json {"https://en.wikipedia.org/wiki/Tehran": "essay"}
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  Hello All,
I feel a little guilty about bombarding everyone with so many posts over the last two days.  Considering there have been two written pieces and two Substack Lives sent out since Friday, I was even wondering if people really wanted another weekend update. However, there was no way in the end that I could not produce one (its Pavlovian at this stage) so here it is. I will make one mention of the US/Israeli bombing of Iran in the last story, though it will be about possible messages for Ukraine from European leaders. So, the focus of this update, as always, will be on the Russo-Ukraine War. 
Just as a note, I will send out an update on the bombing of Iran tomorrow for those who want one. The primer I wrote yesterday still very much holds for now. We have a decapitation strategy in action led by airpower, which seems so far to be going after Iran’s present leadership relentlessly. The question, however, is what happens once you devastate the present leadership? Airpower is very effective at destroying targets, not so effective at creating new regimes. 
Here are links to the four things that have just come out, so you can have them in one place if you want.
First, the primer on the US/Israeli bombing campaign, based on what we know and what we need to watch.

Second, Tim Snyder and I held a Substack Live which examined the political and personal motivations that seem to be driving Trump here and what it reveals about the state of US democracy. 
Thinking about...

Making Sense of Iran War 

This post contains my conversation with military historian Phillips O’Brien about the U.S. strikes on Iran. Phillips walked us through what air power can and can’t do — it can devastate a regime, but it can’t replace one, and what we’ve likely unleashed is a chaotic internal struggle with no clear plan for what comes next…

Listen now
4 days ago · 2893 likes · 79 comments · Timothy Snyder and Phillips P. OBrien

Third, I held a Substack Live with General David Deptula (retd), one of the most important airpower practitioners and thinkers of the past 50 years and discussed the issues surrounding airpower and regime change, while also making reference to the air war in Ukraine and Russia and even the future shape of the US Air Force.

Fourth, this is a little wild card, a piece sent out Friday on what I have learned over the last four years. Not the most positive piece, but there is one great ray of sunshine.

If you actually have the stomach to read anything else, let us go to the update. 
Ukraine Retaking Territory And Starlink
In last weekend’s update I discussed President Zelensky’s claim that Ukraine had recently retaken up to 300 square kilometres of land from the Russian army. As that piece made clear, it seemed unlikely that Ukraine had actually retaken such a significant parcel of land, and it was more likely that what had happened was that Ukraine had stabilized control over contested land into which the Russians had infiltrated soldiers but which the Russians did not themselves control. In other words, Ukraine had established firmer control over contested parts of the greyzone or deadzone as it is being referred to by the Ukrainians these days.
Over the course of this week there was more detail released on what has happened and why, and both are worthy of mention. The Institute For The Study of War, which is always worth checking out, estimated that Ukraine had liberated a net total of 165 square kilometres in February. Here was how they described that in their February 24, assessment.
ISW has observed evidence to assess that Ukrainian forces have liberated roughly 200 square kilometers in some areas of the Novopavlivka, Oleksandrivka, and Hulyaipole directions, losing 35 square kilometers in other areas of those three directions during the same time frame for a net gain of 165 square kilometers in February.
This sounds far more sensible than some of the Ukrainian official claims. General Syrskyi, for instance, claimed that the Ukrainians had liberated up to 400 square kilometres.
Now being able to retake territory in this static, high-casualty battle area is an achievement and to do so much in a relatively short period of time deserves discussion. As outlined in a piece in late December, Ukraine has been developing new tactics and systems to operate in the greyzone. These are based on employing very small numbers of highly motivated and trained soldiers, supported by detailed intelligence and with the Ukrainians having the ability to either suppress Russian UAV operations or to understand when they will be minimal (and for how long). Here is that earlier piece with an excerpt about how important communications are in coordinating the actions of the small groups of soldiers. 

Its incredibly precise work. Get the window wrong and it ends up being shorter than you think, and the soldiers will be in great peril. And to maintain the precision, you need to remain in constant secure communication with the soldiers so that you can constantly feed them information about what they are encountering and what they will soon come up against. You need a system to take the information you are always collecting from the battlefield, analyse that and feed it to the soldiers on the ground as quickly as possible. And the soldiers need then the ability to understand what they are being told and to act on it.
This stress on the crucial nature of efficient communications seems to have made a difference in the recent battlefield moves, in particular the Russians losing access to efficient communications since the end of January. The amazing thing is that this damaging move for the Russians seems to have been inflicted by Elon Musk, who has cut off Russian access to Starlink (for now) in certain battlefield areas.
For those who do not know, Starlink is a satellite enabled-wifi system that allows for extremely fast wifi connections around the world. 
The main reason for that cut was outlined in a fascinating article written by Simon Shuster in The Atlantic. In the piece, released on Friday, Shuster says that it was reports that the Russians were using Starlink-guided drones to try and assassinate Zelensky in the Ukrainian government district that caused Musk to make the move. Here is how that piece started (and a gift link to the whole thing).
On a frigid day late last month, a Russian attack drone slipped through Ukraine’s air-defense systems and glided into Kyiv’s government district, heading in the direction of President Volodymyr Zelensky’s office. The drone flew so low that officials inside the Cabinet of Ministers building could see it passing beneath them from their windows on the seventh floor. “A bunch of people saw it and were running around, like, ‘What the fuck was that?’” one government official recalled. 
Reading the whole piece is worth it.
While neither Musk nor anyone from Starlink has confirmed this story, if it is true that the Russians lost access to Starlink in late January as the piece states, then that would provide at least a partial reason for what the Ukrainians have been able to do. If  Russian units infiltrated forward lost communication, they would be extremely vulnerable, operating blind in contested areas while the Ukrainians could still communicate with their forces, feeding them intelligence that the Russians could not counter.
Now, we need to be careful in overreacting to this. Musk has been rather mercurial (to put it kindly) towards Ukraine. He has been in regular touch with Putin, and in 2022 sabotaged a major Ukrainian attack on Sevastapol by cutting Ukraine’s connection to Starlink. Moreover, allowing the Russians to have access to Starlink over the last four years was arguably a major violation of European and US sanctions. The Russians seem to be both smuggling in Starlink terminals from Russia and even arming their own drones with Starlink aided guidance, neither of which Starlink should have tolerated in the first place. It is worth noting that because of fear of sanctions, Starlink has never been enabled over Crimea for instance.
So this kind of restriction should have been in place throughout and it seems that only when the Russians became too egregious did Musk cut Starlink off. Regardless of the reason, however, that this has finally happened is a good thing. If it remains (always a question with Musk) it should make Russian coordinated actions near the front even more difficult. When the Ukrainians lost access to Starlink after they invaded Kursk Oblast in 2024, it caused them significant headaches and helped the Russians retake land there.
So as long as this holds, it is a good thing. However it also reveals how both sides are in the hands of such technology. I know from talks that the Ukrainians are working hard to come up with some kind of replacement system in case they are ever blocked from Starlink again. It is no easy task and what they have come up with is far less efficient. This kind of development highlights that if a military is to have real independence of action, it cannot have its communications in the hands of outside forces. Ukraine has learned that, Russia is learning that and one hopes European states will learn it soon.
 
After Battle Assessment Of The Flamingo Strike
Last weekend, not long before the update went out, the Ukrainians launched one of the more notable long range strikes. Using FP-5 Flamingos and other systems, they attacked a strategically important Russian ballistic/cruise missile component production site in Votkinsk, Russia. Only in the last few days have we seen some reports on the actual damage done with more details about the raid and a few things stand out.

First, the Ukrainians claimed that all the FP-5s used as part of the attack reached hit their target. This is how Zelensky phrased it. 
"I will not say how many Flamingo missiles were used this time. I only want to say that some were intercepted by Russian air defence, some were not, and there were direct hits. But the most important thing is that all the missiles that were launched reached the target. I believe this is the key success – it shows high quality and accuracy."
If this is true, it would be notable. I have heard, anecdotally, that the Russians have been intercepting a relatively high percentage of Ukraine’s simpler long-range systems. This might explain why the Ukrainian ranged campaign which started very promisingly in summer of 2025 against Russian refineries, later seemed to tail off a little. If the Flamingos are considerably more difficult for the Russians to intercept then that broadens out the possibilities of Ukraine’s strategic air campaign. 
The second piece of notable evidence from the after battle evidence is that the Ukrainians were able to hit at least one important building at Votkinsk and severely damage it. This hit provided some evidence as to the Flamingos accuracy. Ukrainian sources were claiming that such a hit demonstrated that the Flamingo has an accuracy of hitting within 10 metres of an intended target. That is better than originally stated when the FP-5 was first publicly acknowledged last summer and it was said that it would hit within 14 metres of the intended target. While 4 metres more accuracy might not sound like a massive difference, it really is when you have to hit something like a building or a refinery distillation tank. 
Finally there was some specific assessments of the damage itself. The Ukrainians have either destroyed or significantly damaged one workshop that specialized in “metal stamping and forming, manufacturing rocket body components, and galvanic treatment of parts, including protective and functional coatings and surface preparation for final assembly.”
This damage is best seen as serious but not critical.
So the attack ended up revealing. Flamingos hold out hope of being an effective part of the Ukrainian ranged campaign—if they can be manufactured in large numbers. A big if.
The European Reaction to Trump Bombing Iran--Any Meaning For Ukraine?
This last section is a little speculative. There has been some talk about the reaction of European states and the EU to Trump’s bombing campaign against Iran. Some people are saying that the Europeans are being too supportive. My reaction, fwiw, was that the Europeans who would normally be expected to back the USA were actually keeping their distance. I do not mean the French, who seemed openly skeptical, but the British and the Baltic States for instance. 
The British government, for one, actually joined the French and Germans in releasing a statement that made two things explicit. The first was that they were not taking part in the bombing and the second was that they wanted a return to negotiations. It is worth noting that at no point in the statement was the US/Israeli operation endorsed. Here is the entire text.
France, Germany and the United Kingdom have consistently urged the Iranian regime to end Iran’s nuclear program, curb its ballistic missile program, refrain from its destabilising activity in the region and our homelands, and to cease the appalling violence and repression against its own people.
We did not participate in these strikes, but are in close contact with our international partners, including the United States, Israel, and partners in the region. We reiterate our commitment to regional stability and to the protection of civilian life.
We condemn Iranian attacks on countries in the region in the strongest terms. Iran must refrain from indiscriminate military strikes. We call for a resumption of negotiations and urge the Iranian leadership to seek a negotiated solution. Ultimately, the Iranian people must be allowed to determine their future.
This lack of an endorsement for the US action was shared in the Baltics. The Estonian statement on the attacks warned against escalation and kept its distance. And the EU, in the person of Foreign Affairs head Kaja Kallas, an Estonian, also refused to endorse the US action. Her statement distanced the EU completely from the US action. lumping all events going on in the region as “perilous”.
“The latest developments across the Middle East are perilous. Iran’s regime has killed thousands. Its ballistic missile and nuclear programmes, along with support for terror groups, pose a serious threat to global security.
The EU has adopted strong sanctions against Iran and supported diplomatic solutions, including on the nuclear issue. I have spoken to Israeli Foreign Minister Gideon Sa’ar and other ministers in the region. The EU is also coordinating closely with Arab partners to explore diplomatic paths.
Protection of civilians and international humanitarian law is a priority. Our consular network is fully engaged in facilitating departures for EU citizens. Non-essential EU personnel are being withdrawn from the region. Our Aspides naval mission remains on high alert in the Red Sea and stands ready to help keep the maritime corridor open.”
So to me, the thing that stands out is that European leaders who might normally want to stay close to the USA are actually going out of their way not to endorse US actions and actually to call for the bombing to end and negotiations to restart. I realize that this view is not universally shared, but so be it. For Ukraine, this is at least not a bad sign. If Europe is starting to lose the need to suck up to Trump and indeed to (quietly) oppose his actions—that is a good thing. Let us see if it grows.
Have a good rest of the weekend everyone. Sorry for all the writings. I need to get outside!
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{"https://en.wikipedia.org/wiki/Russo-Ukrainian_war": "In February 2014, Viktor Yanukovych fled Kyiv in haste. The Ukrainian president—whom Russia had installed precisely to keep its neighbor aligned with Moscow—was being pulled from power by millions of protesters who had crowded the capital's streets for months. Within hours, he would be hustled out of Ukraine by helicopter, his presidency dissolved, and his country would begin its long, bloody reckoning with the reality that its vast eastern neighbor had already been making plans to reclaim it.

The Euromaidan protests—named after the square in Kyiv where they centered—had begun in late 2013. Ukrainian President Viktor Yanukovych, under pressure from Russian president Vladimir Putin's Kremlin, abruptly withdrew from signing an association agreement with the European Union. That betrayal sparked a wave of mass protests that would become known as Ukraine's Revolution of Dignity.

Putin watched this closely from Moscow—and began acting.

The Donbas War and Crimea

Within weeks of Yanukovych's ouster, unmarked Russian troops appeared in Crimea. They wore no insignia, their faces bare, their weapons drawn. Within months, Russia formally annexed the peninsula after a referendum that the international community refused to recognize—a vote conducted under occupation, with armed soldiers standing at each ballot box.

But that was only the beginning. In April 2014, Russian-backed militants seized towns and cities across eastern Ukraine's Donbas region, declaring two new independent states: the Donetsk People's Republic and the Luhansk People's Republic. The war they launched against Ukrainian forces marked what would become a static, trench-warfare conflict—ceasefires repeatedly broken, frontlines barely moving for years.

Russia covertly supplied its separatist proxies with troops, tanks, and artillery. Ukraine attempted to retake the territory and failed; international courts later determined that Russia had controlled these regions from 2014 onward. The International Criminal Court judged this conflict both a national and international armed conflict, while the European Court of Human Rights affirmed Russian control over the DPR and LPR.

In February 2015, Russia and Ukraine signed the Minsk II agreements—designed to bring peace. They were never implemented.

The Invasion of 2022

Putin had been building toward this moment for years. Beginning in 2021, massive Russian military buildups appeared near Ukraine's borders—not only along the Ukrainian border but also within neighboring Belarus. Russian officials repeatedly denied plans to attack Ukraine. They lied, and they prepared.

Russia's president voiced expansionist views openly: he challenged Ukraine's right to exist as a sovereign state. He demanded that Ukraine be barred from ever joining NATO—the alliance it had partnered with through the Budapest Memorandum on Security Assurances in 1994, when Ukraine agreed to give up its former Soviet nuclear weapons in exchange for guarantees of territorial integrity.

Ukraine had been officially neutral when this conflict began. But because of Russia's attacks—including the Donbas War and Crimea annexation—it revived plans to join NATO as a defensive measure.

In early 2022, Russia recognized the DPR and LPR as independent states. While Russian troops surrounded Ukraine, its proxies stepped up attacks in the Donbas region. On February 24th, Putin announced what he called a "special military operation" to "demilitarize and denazify" Ukraine. The invasion that followed was internationally condemned—but it had already been prepared for months.

A War Like No Other

The conflict has been the biggest in Europe since World War II—kilometers of fortified trench lines, villages turned to rubble, cities besieged and shelled. In the face of fierce Ukrainian resistance, Russia abandoned its attempt to seize Kyiv by early April 2022. By August, Ukrainian forces had begun liberating territories in the northeast and south.

In September, Russia declared the annexation of four partially occupied provinces—again internationally condemned as false. Since then, both Russian offensives and Ukrainian counteroffensives have gained only small amounts of territory at tremendous cost.

The war has resulted in hundreds of thousands of deaths—and a refugee crisis that has sent millions fleeing westward into the European Union. Russia has carried out deliberate, indiscriminate attacks on civilians far from any frontline, and the UN Human Rights Office reported that Russia was committing severe human rights violations in occupied Ukraine.

The International Criminal Court opened investigations into war crimes and issued arrest warrants for Putin and several other Russian officials—some of whom may never face trial but whose lives will be shaped by the prospect of capture.

The Background Context

After the dissolution of the Soviet Union in 1991, Ukraine and Russia maintained ties—but diverged sharply. In 1994, Ukraine signed the Treaty on the Non-Proliferation of Nuclear Weapons; it agreed to give up the former Soviet nuclear weapons located within its borders—in exchange for guarantees from Russia, the United Kingdom, and the United States that they would uphold Ukraine's territorial integrity and independence through what became known as the Budapest Memorandum.

In 1997, Russia signed the NATO-Russia Founding Act. It affirmed that "NATO and Russia do not consider each other as adversaries" and would work together in partnership—acknowledging that "NATO has expanded and will continue to expand its political functions." By 2005, Putin himself said that if Ukraine and other former Soviet states wanted to join NATO, "we will respect their choice, because it is their sovereign right to decide their own defense policy, and this will not worsen relations between our countries."

Yet only a few years later, Western promises would break. Several former Eastern Bloc countries joined NATO—partly in response to regional security threats involving Russia—and Putin changed his tone dramatically. In 2008, at the Bucharest summit, Ukraine and Georgia sought to join NATO; NATO members were split, with Western European countries opposed to offering Membership Action Plans to either country, fearing it would "unsettle" Russia.

NATO refused to offer Ukraine and Georgia MAPs—though it issued a statement agreeing that "these countries will become members of NATO" at some point. Putin strongly opposed both nations' NATO membership bids.

Russia invaded Georgia in August 2008, taking control of the breakaway regions of Abkhazia and South Ossetia—demonstrating its willingness to use military force to attain political objectives. The West's weak response in 2008—and then again in 2014 when Crimea was annexed—contributed to Russia's assessment that Western warnings were not serious.

A Conflict That Continues

Today, the war grinds on. Russia has repeatedly refused calls for a ceasefire. Ukrainian forces have launched cross-border offenses into Russia's Kursk region, and attacks inside Russia by Ukrainian-backed groups have multiplied.

The conflict has reshaped Europe—its economies, its politics, its alliances—for a generation. And yet the question that haunted those early 2014 Euromaidan protesters remains unanswered: How does a country survive when its neighbor insists it should not exist?

Ukraine continues fighting for an answer."}"}
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By February 2026, ten million people had signed up for satellite internet from a company that didn't exist fifteen years before. What began as an ambitious dream to beam connectivity from space—something competitors in the 1990s had failed to make profitable—now delivers broadband to roughly 150 countries and territories. Starlink, the satellite internet constellation operated by SpaceX, has become the single largest player in orbit, with over 10,020 satellites circling Earth at any given moment. That's sixty-five percent of all active satellites humanity has ever launched.

The story begins in the mid-2010s, when Elon Musk and Greg Wyler quietly plotted what they called WorldVu—a constellation of roughly 700 satellites, an order of magnitude larger than anything that had come before. The discussions broke down by June 2014, but the ambition didn't die. Instead, SpaceX filed an International Telecommunication Union application under a new name: STEAM. Meanwhile, the company trademarked Starlink in the United States for their satellite broadband network—a name inspired by The Fault in Our Stars, the 2012 novel.

By January 2015, Starlink was publicly announced with the opening of SpaceX's satellite development facility in Redmond, Washington. Musk articulated a vision: Starlink would target bandwidth to carry up to fifty percent of all backhaul communications traffic, and up to ten percent of local internet traffic, in high-density cities. The math was elegant—if you could capture enough subscribers globally, the positive cash flow from selling satellite internet services would fund the company's Mars plans.

Starting with sixty engineers occupying 2,800 square feet of leased space, the operation grew rapidly. By January 2017, they'd taken on a second facility of equal size. In August 2018, SpaceX consolidated all their Seattle-area operations into a larger three-building facility at Redmond Ridge Corporate Center to support satellite manufacturing alongside research and development.

The regulatory path proved complex. In November 2016, SpaceX applied to the Federal Communications Commission for a license to operate a non-geostationary orbit satellite system in the Ku- and Ka-frequency bands. By September 2017, the FCC granted a license requiring half of the constellation in orbit within six years, with the full system operating within nine years.

The satellites themselves represent engineering ambitions on an unprecedented scale. The constellation currently consists of over 10,020 satellites in low Earth orbit that communicate with designated ground transceivers. Each satellite is equipped with Hall-effect thrusters, allowing them to raise their orbit, maintain position, and de-orbit at the end of their lives—roughly five to seven years. They are designed to autonomously avoid collisions based on uplinked tracking data.

The financial figures tell a story of exponential growth. In May 2018, SpaceX estimated the cost of designing, building, and deploying the constellation would be at least ten billion dollars. Revenues from Starlink in 2022 were reportedly $1.4 billion with a net loss. By May 2024, that year's revenue was expected to reach $6.6 billion—but by December, the prediction had risen to $7.7 billion. Revenue was then projected to reach $11.8 billion in 2025.

Financial statements filed with the Netherlands Chamber of Commerce for Starlink Satellite Services Corporation revealed 2024 revenue of $2.7 billion and a profit of $72 million—a sign that the operation was finally turning corner.

But Starlink has found unexpected significance on the battlefield. During the Russo-Ukrainian War, the constellation became instrumental to military operations, contracted by the United States Department of Defense. The satellites provided critical connectivity in a conflict zone where traditional communication infrastructure had been destroyed.

Starshield, a military version designed for government use, emerged from this testing ground. Reports suggest Starlink's technology is now a front-runner for the U.S. Golden Dome missile defense system—a project involving placing weapons into orbit to intercept ballistic missiles at short notice.

The constellation has not been without controversy. Astronomers raised significant concerns about the effect the satellites would have on ground-based astronomy, and how they contribute to an already congested orbital environment. SpaceX has attempted to mitigate these concerns with measures to reduce the satellites' brightness during operation—but the debate over appropriate use of near-Earth space continues.

The future remains ambitious. Nearly 12,000 satellites are currently planned, with a possible later extension to 34,400. The question is whether ambition matches need—and whether Earth's orbit can handle the traffic.
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In February 2026, Israel assassinated Iranian Supreme Leader Ali Khamenei. The strike—which came amid an ongoing joint bombing campaign with the United States—marked perhaps the most dramatic moment in a conflict that has simmered for decades. But the Iran-Israel conflict isn't new. It's a feud rooted in ancient history, ideological animosity, and strategic competition that has shaped the Middle East for over forty years.

The Long Road to Hostility

The story begins, paradoxically, with an unlikely partnership. In the early decades of Israel's existence—from its founding in 1948 through roughly the late 1970s—Iran under the Shah remained a behind-the-scenes ally. Persian Jews have lived in what is now Iran for over 2,700 years, since the first Jewish diaspora when Shalmaneser V conquered the Kingdom of Israel in 722 BC. The biblical Book of Ezra credits Cyrus the Great with permitting Jews to return to Jerusalem and rebuild their Temple—policies that earned him respect from Jewish communities.

Even as late as 1947, Iran was among just thirteen countries voting against the United Nations Partition Plan for the British Mandate of Palestine. Two years later, it voted against Israel's admission to the United Nations. Yet despite this opposition at the UN, Iran became the second Muslim-majority country—after Turkey—to recognize Israeli sovereignty.

The 1953 coup d'état that strengthened Shah Mohammad Reza Pahlavi's rule significantly improved relations between Tehran and Jerusalem. For nearly three decades, the two countries maintained what might be called a cold peace: diplomatic ties were formal but cautious, trading relationships existed, and above all, both feared the Soviet threat.

Everything changed in 1979.

The Revolution That Transformed Everything

When Iran's secular monarchy collapsed under the weight of the Islamic Revolution, it didn't just replace a government—it rewired an entire nation's identity. The new Islamic Republic adopted what would become a core tenet of its foreign policy: the elimination of Israel as a Jewish state. Iran refused to recognize Israel's legitimacy as a state, calling instead for its destruction and viewing Palestine as the sole legitimate authority over what had once been Mandatory Palestine.

Iran severed diplomatic and commercial ties with Israel immediately. The formal rupture was absolute, though covert contacts continued during the brutal Iran-Iraq War (1980–1988). But the ideological chasm had already formed.

By 1985, a new dynamic emerged: a proxy conflict that would reshape Middle Eastern geopolitics for decades to come.

The Proxy Wars

The early 1990s turned up the heat. After the collapse of the Soviet Union and Iraq's defeat in the Gulf War, Israeli Prime Minister Yitzhak Rabin's government adopted a more aggressive posture toward Iran. Meanwhile, Iranian President Mahmoud Ahmadinejad made increasingly inflammatory statements against Israel.

The tensions weren't merely rhetorical. A confluence of factors pushed both sides toward confrontation: Iran's nuclear program became a flashpoint; Iranian funding to militant groups—including Hezbollah, Palestinian Islamic Jihad, Hamas, and the Houthis—created an axis of enemies surrounding Israel's borders; and Iranian involvement in attacks like the 1992 Buenos Aires Israeli embassy bombing and the 1994 AMIA bombing added layers of culpability.

Direct military confrontation arrived. In the 2006 Lebanon War, Iran and Israel found themselves on opposite sides of a conflict that killed hundreds. Later, both countries began providing support for opposing factions in the Syrian and Yemeni civil wars, turning regional conflicts into proxy theaters for their rivalry.

The sabotage era followed. Cyberattacks struck each other's infrastructure—targeting nuclear facilities and oil tankers alike.

The New Cold War Goes Hot

In 2024, amid escalating regional tensions from the Gaza war, Iran-Israel relations entered a period of direct conflict. Both countries carried out missile strikes against each other; Israel assassinated targets in Iran and Syria.

By 2025, Israel struck Iranian nuclear and military facilities, sparking what became the twelve-day-long Iran-Israel War. The conflict was brief but violent—and it marked the first time both nations had openly gone to war.

In 2026, Israel and the United States launched a joint airstrike bombing campaign inside Iran. The offensive continues today. As part of these strikes, Israel—with American support—assassinated Iranian Supreme Leader Ali Khamenei on February 28, 2026.

The killing has not ended the conflict. The war goes on.

A Story Without End

What makes this rivalry so volatile is its nature: it's ideological, existential, and strategic all at once. Israel views Iran as an existential threat—its nuclear program a matter of national survival. Iran sees Israel as a colonial impost that must be erased—its existence an affront to everything the Islamic Republic claims to represent.

Iran's proxy conflict with Saudi Arabia has, paradoxically, led to an informal alliance between Israel and Arab states—a coalition of convenience against Iranian influence. The region burns, and two former partners now face each other across a divide that no diplomat can bridge.

  


  
  
    Israel and America Shoot for Regime Change in Iran

    Dan Perry · Dan Perry · Feb 28, 2026 · 10 min read

  

  

We were awoken just after 8 a.m. by a siren, followed within minutes by the notification that there were in fact no incoming missiles. It appeared the Israeli government had decided to use the alert system as a kind of national alarm clock, to let the country know that the war had begun. For the second time in nine months, Israel had attacked Iran. This time it was in coordination with the United States. And the goal, remarkably, appears to be regime change.
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Within the hour we had already been sent to the shelter by an actual missile alert. By midday, we would make that trip five times. It has continued all day, and there is a siren going off right now. The country, as far as one can tell from the stairwells and the WhatsApp groups, is stoic. Irritated, tired, but stoic. This is absurd, people say, but they lace up their shoes and head downstairs anyway. Or to the reinforced safe rooms that the lucky few have.
The arguments initially presented for this round are not, on the surface, overwhelming. After the 12-day war in June, Benjamin Netanyahu declared that Iran’s nuclear and ballistic missile programs had been set back many years, that the major threat to Israel’s existence had been removed “for generations.” Eight month is a generation perhaps for hedgehogs. Donald Trump, after American B-2 bombers joined on the final day, spoke repeatedly of the nuclear threat being “obliterated” at Fordo, Natanz and Isfahan. He bristled at intelligence assessments suggesting otherwise.

Trump, meanwhile, demanded that Iran forswear nuclear weapons; but Tehran has long said it does not seek them, even as it enriched uranium to levels with no civilian justification. No one believes them. But they have been saying it. And there has been little public evidence that Iran rebuilt that threat in the interim. Netanyahu said around midday in a recorded radio address that new capabilities were being placed underground. Maybe, but hardly new.
In the shelter, I had time to contemplate all this with the same cast of neighbors I got to know rather well in June. The divorced lawyer and her boyfriend. The mathematics divorcee with her enormous dog, which takes up the space of two folding chairs. The sweet elderly couple who sit holding hands, as if the room were a train platform and they might be separated. The religious French family from upstairs preparing to celebrate a son’s eighteenth birthday; the mother, improbably, in her finest dress at nine in the morning. Everyone bleary-eyed. Everyone attempting humor. Some trepidation, but not much.
At one point a commotion erupted. Someone had noticed that a shop in the building had installed an air-conditioning unit in such a way that it partially blocked the emergency exit from the underground shelter. The prospect of being herded underground because of missiles while potentially trapped was not exactly welcome. My wife calmly announced she would deal with the management company first thing Sunday morning. I know her. She will.
So why now? If the programs were crippled in June, what changed? One possible answer lies not in centrifuges but in politics. It is, basically, all about the protests that erupted in January, and the claims that Iran killed 32,000 people to stamp them out. In his State of the Union speech last week, Trump embraced that figure.
Trump had boxed himself in last month when he told Iranian protesters that “help is on it way.”  After many thousands were then reportedly massacred, Trump rightly took heat for having encouraged and then abandoned them. He was made to look ridiculous, and – to paraphrase The Godfather — a man in his position cannot afford to look ridiculous.
In the interim, the United States steadily built up an armada in the region. Ships and planes accumulated in a way that was slow, but deliberate and ultimately overwhelming. It began to look like the kind of force that is not likely to go unused.
Still, such a war is bound to be risky. Iran has already fired not only at Israel but several Gulf nations and has apparently blocked the Strait of Hormuz — through which perhaps a fifth of the world’s oil transits. At this point, the only reasonable argument for assuming such risks – casualties, disruption in the oil markets, escalation and so on – is regime change. 
That idea has a grim history. It rarely works as intended. It is unpredictable, destabilizing, morally fraught. The record in the Middle East is not encouraging. The legal right to do it is debatable at best. But there are exceptions, and the Islamic Republic, in its 47 years, has made a compelling case for being one. 
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First, because its internal repression is ferocious. Protesters are shot or imprisoned in numbers that make gradual reform a fantasy. Short of a palace coup, the Iranian people have little chance of dislodging their rulers on their own.
Second, because Iran has destabilized the region for decades through proxy militias trying to spread jihadism: Hezbollah in Lebanon, the Houthis in Yemen, Shiite militias in Iraq, Palestinian Islamic Jihad and Hamas. Hezbollah helped prop up Bashar al-Assad’s regime in Syria. Hamas’s October 7 attack ignited a war that left tens of thousands dead in Gaza and over a thousand murdered in Israel. Not every evil in the region can be laid at Iran’s door, but a significant share can, and much of it has victimized fellow Muslims.
There is a wide consensus in Israel that the Iranian regime is a menace. Many Israelis believe that if it fell, it would be good for Israel and good for the Iranian people. They harbor a romantic notion that a democratic Iran would become a partner, even an ally, and that ordinary Iranians would thank Israel for helping to bring about that outcome. Whether that is naive is another matter, but the distinction between regime and people is real in the Israeli mind.
And in what was perhaps the only surprise of the day – for the attack itself was widely telegraphed – Trump seemed to set regime change as the true aim of the operation in his comments announcing the operation. In his characteristic rambling, self-congratulatory style, he urged Iranians to take over their government – and catalogued the crimes of the regime, going all the way back to the 1979-80 hostage crisis at the US Embassy.


This from a man whose National Security Strategy, released in December. downplayed democracy promotion and who has shown little affection for liberal norms at home or abroad. Many assumed he wanted only some agreement he could spin as a win – yet he instead seems intent on transforming Iran.
Netanyahu also called on the Iranians to seize the moment.


Might regime change actually work? Without a ground invasion — which is neither contemplated nor remotely plausible — the odds seem low. Authoritarian systems are designed precisely to absorb shocks. But if enough of the regime would have to be symbolically and practically shattered — key figures eliminated, command centers wrecked, the aura of invulnerability broken — that mass protests resume at a scale the authorities cannot contain.
Throughout the day, there have been unconfirmed reported of a series of major Iranian military and political figures eliminated — including, tantalizingly, the Supreme leader, Ali Khamenei. 


It is odd to be discussing the state assassinations of leaders, as I told Claire Berlinski in a special edition of our podcast, Critical Conditions.

On the other hand, she noted, it’s also hard to think of a person who caused more material damage in the world in recent decades, other than Putin. Trump, who we complain about quite a bit, really cannot hold a candle to either. Maybe Xi. 
Either way, the calculation appears to be that sustained external pressure, combined with visible regime weakness, could tip internal dynamics. A military already stretched by external attack might find itself unable, or unwilling, to suppress millions in the streets. What follows would not be a popular revolution in the romantic sense but something closer to a palace coup: factions within the system deciding survival requires abandoning the clerical leadership.
Trump’s rhetoric suggested precisely this. His call for the Revolutionary Guard to stand down, coupled with promises of amnesty, is an attempt to split the regime from within, to persuade those with guns that their future lies in defecting rather than fighting. It could work – because that is how hated the regime actually is.
It would have been better for any such action to have gotten the green light from the United Nations Security Council. But – even beyond Trump’s disrespect for the organization – that body is paralyzed by the veto power of Russia, Iran’s sometimes ally.
Moreover, all of this would be easier to deal with if the leaderships in Israel and the United States were trusted at anywhere near a normal level. But we are dealing with Trump and Netanyahu.
Trump, it need hardly even be said, has made dishonesty a kind of performance art. He is the most determined dissembler to hold the American presidency, as far as I can tell. It has become something of a joke, in America and across the world. In a moment like this, it is not a joke. So in a crisis that could reshape the region, there is no reliable way to know if his claims are true. Moreover, he is knee deep in poor poll numbers, unpopular policies and one massive Epstein scandal.
Something even worse can be said of Netanyahu, who is on trial for bribery and trailing badly in the polls ahead of elections that must be held by October and could come sooner. It is axiomatic for many Israelis that he would do anything to cling to power, including starting another war.
So these two men, each viewed by large portions of their publics as self-interested and manipulative, now preside over a conflict that could be ruinous.
And yet there is another astonishing layer. Trump, who has damaged America’s standing, abandoned Ukraine, expressed admiration for Vladimir Putin and rattled NATO with talk of seizing Greenland from Denmark, may be on the verge of a historic achievement. If the Iranian regime were to fall with American assistance, it would rank among the most consequential geopolitical events of the past half-century, perhaps second only to the collapse of Soviet communism. Oddly, I am old enough to have witnessed that as well, as a correspondent for the Associated Press.
Back in the shelter, there is a massive improvement relative to June: wifi has been installed, thanks to my tireless wife. The dog is still panting, the elderly couple still holds hands, the air-conditioning unit still blocking the exit, the French mother is now checking her phone between sirens.
It is possible to feel two contradictory things at once. This might be a reckless, perhaps even insane action launched by unworthy leaders. And it might, just possibly, change everything for the better.
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In the spring of 1968, a young Israeli soldier named Benjamin Netanyahu parachuted into Lebanon on a daring raid to capture a Palestinian leader. He was shot in the shoulder. The mission failed. Five decades later, that same man—now weathered by decades of political combat—would order similar invasions himself, this time with the full weight of state power behind him.

Benjamin "Bibi" Netanyahu is Israel's longest-serving prime minister, a title he has held across multiple discontinuous terms spanning from 1996 to the present. Born in Tel Aviv in 1949, raised partly in Jerusalem and partly in suburban Pennsylvania, he returned to Israel in 1967 as a sixteen-year-old eager to join the military. The IDF recruited him into Sayeret Matkal, one of the most elite special forces units in the Israeli military. He served for five years as a combat soldier, participating in cross-border raids during the 1967-70 War of Attrition—including the infamous Battle of Karameh in March 1968—where Israeli forces attempted to capture PLO leader Yasser Arafat but were repulsed with heavy casualties.

He became a team-leader in his unit. He was wounded multiple times. In May 1972, he took part in the rescue of hijacked Sabena Flight 571, during which he was shot in the shoulder. After his discharge from active service in 1972, he left to study in the United States.

The American Years

Netanyahu returned to the United States in late 1972 to study architecture at the Massachusetts Institute of Technology. Under the name "Ben Nitai"—a pen name his father used for academic articles—he completed a bachelor's degree in architecture in February 1975 and earned a master's degree from MIT Sloan School of Management in 1976. He studied concurrently at Harvard University, completing his degree in two and a half years while taking courses across multiple institutions.

Professor Leon B. Groisser recalled his student with striking clarity: "He did superbly. He was very bright. Organized. Strong. Powerful. He knew what he wanted to do and how to get it done." The name change to Ben Nitai—derived from Mount Nitai and the Jewish sage Nittai of Arbela—was, Netanyahu later explained in interviews, intended to make it easier for Americans to pronounce his name. His political rivals have used this fact to question his national identity and loyalty, though he has consistently demonstrated commitment to Israel through military service and political leadership.

He worked as an economic consultant at Boston Consulting Group in Boston between 1976 and 1978. At the firm, he was a colleague of Mitt Romney, with whom he formed a lasting friendship. Romney described Netanyahu as "a strong personality with a distinct point of view"—an assessment that would prove prescient.

He returned to Israel in October 1973 to serve in the Yom Kippur War, then went back to the United States to complete his degrees. His studies were interrupted by devastating personal loss: his brother Yonatan was killed leading the Entebbe raid, and Benjamin inherited both his military legacy and his political future.

The Ambassador

In 1978, Netanyahu moved back to Israel and founded The Jonathan Institute—a think tank dedicated to public policy. Between 1984 and 1988, he served as Israel's ambassador to the United Nations. The role was natural for a diplomat who spoke fluent English, understood American institutions, and could navigate international politics with the polish of someone who had studied in America.

Netanyahu rose to prominence after his election as chair of Likud in 1993, becoming leader of the opposition. In the 1996 general election, he became the first Israeli prime minister elected directly by popular vote—a landmark moment in Israeli democratic history.

His first term was short-lived: he was defeated in the 1999 election and entered the private sector temporarily before returning to politics as minister of foreign affairs and finance. He initiated economic reforms before resigning over the Gaza disengagement plan.

The Comeback

Netanyahu returned to lead Likud in 2005, leading the opposition between 2006 and 2009. After the 2009 legislative election, he formed a coalition and became prime minister again—beginning a stretch of continuous power that would last, with interruptions, until the present day.

He made his closeness to Donald Trump central to his political appeal starting in 2016. During Trump's first presidency, the United States recognized Jerusalem as the capital of Israel, Israeli sovereignty over the Golan Heights, and helped broker the Abraham Accords between Israel and the Arab world—historic normalization agreements that reshaped Middle Eastern politics.

His governments have been criticized for expanding Israeli settlements in the occupied West Bank, deemed illegal under international law by multiple international bodies. In 2019, Netanyahu was indicted on charges of breach of trust, bribery, and fraud—a remarkable turn for a man who had spent decades as the face of Israeli authority. He relinquished all ministerial posts except prime minister.

The 2018-2022 Israeli political crisis resulted in a rotation agreement between Netanyahu and Benny Gantz, which collapsed in 2020, leading to the 2021 election. In June 2021, Netanyahu was removed from the premiership before returning after the 2022 election.

The Crisis of Democracy

Netanyahu's multiple premierships have been criticized for perceived democratic backsliding and an alleged shift towards authoritarianism. His coalition pursued judicial reform in early 2023, which was met with large-scale protests across Israel—demonstrations that drew hundreds of thousands into the streets.

The October 7 attacks by Hamas-led Palestinian groups in 2023 changed everything. Netanyahu faced nationwide protests over what many perceived as a security lapse and the failure to secure the return of Israeli hostages held captive by Hamas. The war that followed placed enormous pressure on his leadership.

In October 2024, he survived an assassination attempt—an extraordinary event that might have ended other political careers but instead seemed to harden his resolve. He ordered an invasion of Lebanon with the stated goal of destroying the military capabilities of Hezbollah, a key ally of Hamas.

After the fall of the Assad regime in December 2024, Netanyahu directed an invasion of Syria—moving troops across yet another border. In February 2026, he launched a major attack on Iran alongside the United States with the stated goal of regime change—the culmination of years of political confrontation with Tehran.

The International Courts

Netanyahu's government has presided over the ongoing conflict in Gaza, culminating in the South Africa v. Israel case before the International Court of Justice in December 2023. The International Criminal Court issued an arrest warrant in November 2024 for Netanyahu for alleged war crimes and crimes against humanity as part of the ICC investigation in Palestine.

The man who entered politics as a decorated commando, who studied at MIT alongside future American politicians, who has led Israel through wars and peace, remains—as he approaches his late seventies—the most consequential Israeli leader of his generation. Whether judged by his supporters as a defender of Israeli sovereignty or by his critics as an architect of authoritarian drift, Benjamin Netanyahu has fundamentally reshaped the nation he was born to serve.

He graduated from Cheltenham High School in Pennsylvania, was active in the debate club, chess club, and soccer. He and his brother Yonatan grew dissatisfied with what they saw as the superficial way of life in their American suburb—encountering the prevalent youth counterculture movement and the liberal sensibilities of the Reform synagogue, Temple Judea of Philadelphia, that the family attended.

Netanyahu was born in 1949 in Tel Aviv. His mother, Tzila Segal, was born in Petah Tikva in the Mutasarrifate of Jerusalem—her family had migrated from Minneapolis in 1911, having relocated there from Lithuania in the 1870s—and studied law at Gray's Inn, London.

His father, Benzion Netanyahu (née Mileikowsky), was born in Warsaw and specialized in the Jewish Golden Age of Spain. His paternal grandfather, Nathan Mileikowsky, was a rabbi and Zionist writer. When his father immigrated to Mandatory Palestine, he adopted the Hebrew surname "Netanya," meaning "God has given." While his family is predominantly Ashkenazi, he has said that a DNA test revealed some Sephardic ancestry. He claims descent from the Vilna Gaon.

He was the second of three children. A copy of his evaluation from his 6th grade teacher Ruth Rubinstein indicated that Netanyahu was courteous, polite, and helpful—that he was "responsible and punctual"—and that he was friendly, disciplined, cheerful, brave, active, and obedient.

Between 1956 and 1958, and from 1963 to 1967, his family lived in the United States in Cheltenham Township, Pennsylvania, while father Benzion Netanyahu taught at Dropsie College. That boy who returned to Israel in 1967 to join the Israel Defense Forces—that soldier who was wounded multiple times, that team-leader who participated in numerous missions—is now the man ordering invasions and facing international arrest warrants.

The arc from Sayeret Matkal commando to the helm of Israeli power is complete. The question that remains is what history will make of it.

  

  
    Deep Dive

    Donald Trump

    Based on Wikipedia: Donald Trump


The Art of the Comeback (And the Comeback, And the Comeback)


In 1995, Donald Trump owed more than three billion dollars to banks. They seized his hotels, his yacht, his airline. It was, by any measure, a spectacular failure—the kind that ends careers and becomes a cautionary tale in business school case studies.


Thirty years later, he won his second term as President of the United States.


Whatever else you might say about Donald John Trump, he is perhaps the most consequential American political figure of the twenty-first century—a man who has reshaped one of the country's two major political parties in his own image, survived two impeachments, become the first former president convicted of a felony, and somehow turned each catastrophe into fuel for the next chapter.


The Making of a Manhattan Deal-Maker


Trump was born on June 14, 1946, in Jamaica Hospital in the Queens borough of New York City. His father, Fred Trump, had built a real estate empire constructing middle-class apartment complexes in the outer boroughs—Brooklyn, Queens, Staten Island. The family lived in a twenty-three-room mansion in Jamaica Estates, and Fred paid each of his children roughly twenty thousand dollars a year, which in today's money would be about two hundred sixty-five thousand dollars. By the time Donald was eight years old, adjusted for inflation, he was already a millionaire.


He was, by most accounts, a difficult child.


His father eventually enrolled him in the New York Military Academy, a private boarding school that emphasized sports and, above all, winning. The experience shaped him. So did two mentors he later identified as formative: his father and Norman Vincent Peale, the family's pastor and author of "The Power of Positive Thinking"—a self-help classic that taught readers to visualize success and reject negative thoughts.


Trump attended Fordham University for two years before transferring to the Wharton School at the University of Pennsylvania, where he earned a bachelor's degree in economics in 1968. He later claimed to have been a top student, though he does not appear on the school's honors list. During the Vietnam War, he received an exemption from the draft due to bone spurs in his heels—a diagnosis that would later become a subject of considerable skepticism.


From Rent Collector to Manhattan Mogul


After graduating, Trump joined his father's company, Trump Management, where his primary job was collecting rent and making repairs on the family's outer-borough apartment buildings. He did this for about five years. But Trump was restless. He wanted Manhattan—its glamour, its wealth, its visibility.


His father was content in Brooklyn and Queens. Trump was not.


In 1971, he moved to Manhattan and convinced his father to make him president of the family business, even as Fred remained chairman. Trump began operating under a new umbrella name: the Trump Organization. He also acquired a new mentor—one who would prove at least as influential as his father.


Roy Cohn had been Senator Joseph McCarthy's chief counsel during the anti-communist hearings of the 1950s. By the 1970s, he was a New York fixer with connections to organized crime figures who controlled the construction unions. For thirteen years, Cohn served as Trump's lawyer, mentor, and philosophical guide. The core lesson Cohn taught was simple: life is transactional. Attack, never apologize, declare victory regardless of outcome.


In 1973, the federal government sued the Trumps, alleging their properties had discriminated against Black applicants and tenants. Cohn advised Trump to countersue for one hundred million dollars. The counterclaims were dismissed. The Trumps signed a consent decree agreeing to desegregate. Four years later, they were found in contempt of that decree. Trump, following Cohn's playbook, called it a victory anyway.


Building the Brand


Trump's first major Manhattan project was the renovation of the decrepit Commodore Hotel, next to Grand Central Terminal. The financing came with a four-hundred-million-dollar tax abatement from the city—arranged by his father—and a seventy-million-dollar bank loan guaranteed by his father and the Hyatt hotel chain. When it reopened in 1980 as the Grand Hyatt, Trump was thirty-four years old and had his first taste of the spotlight.


That same year, he secured the rights to build Trump Tower, a mixed-use skyscraper on Fifth Avenue in Midtown Manhattan. It would become his headquarters, his residence, and the physical embodiment of his brand—all gold and mirrors and his name in giant letters.


Through the 1980s, Trump expanded aggressively. He bought the Plaza Hotel. He acquired three casinos in Atlantic City. He purchased an airline, the Eastern Air Lines Shuttle, and renamed it Trump Shuttle. He bought a football team, the New Jersey Generals, in the upstart United States Football League.


He also developed a distinctive approach to business: use other people's money, put your name on everything, and if it fails, make sure the losses belong to someone else.


The Art of the Bankruptcy


By 1990, the whole edifice was wobbling.


Trump's Atlantic City casino, the Taj Mahal, had been financed with six hundred seventy-five million dollars in junk bonds—high-interest debt that proved impossible to service. It filed for bankruptcy protection in 1991. His other two casinos followed in 1992. So did the Plaza Hotel. The Trump Shuttle defaulted on its loans and passed to the banks.


In 1995, Trump defaulted on more than three billion dollars in bank loans. The lenders seized the Plaza and most of his other properties in what one newspaper called a "vast and humiliating restructuring." The lead bank's attorney later explained the banks' decision to let Trump keep operating rather than liquidate everything: "They all agreed that he'd be better alive than dead."


Between 1991 and 2009, Trump filed for Chapter 11 bankruptcy protection six times. Yet he emerged from each collapse with his name intact and his lifestyle largely undiminished. The bankruptcies were corporate, not personal. The losses fell on bondholders, contractors, and banks. Trump kept his penthouses and his golf courses.


This pattern—spectacular leverage, default, restructuring, reinvention—would define his career. By 2018, according to The New York Times, Trump had been involved in more than four thousand lawsuits, liens, and legal filings, many of them for nonpayment against employees, contractors, and even his own attorneys.


The Television Savior


By the early 2000s, Trump's business reputation was in tatters among serious real estate developers and bankers. American banks had largely stopped lending to him. But he had something valuable: fame.


In 2004, NBC launched "The Apprentice," a reality television show in which contestants competed for a job at the Trump Organization. Trump played himself—the billionaire deal-maker, sitting in a boardroom, delivering his signature line: "You're fired."


The show was a hit. More importantly, it rehabilitated Trump's image. To millions of viewers who knew nothing about his bankruptcies or his history of stiffing contractors, he was simply a successful businessman, a symbol of American wealth and confidence. The Trump brand, badly damaged in the 1990s, was suddenly valuable again.


He rode that brand for the next decade, licensing his name to buildings he didn't build, universities that weren't universities, and products ranging from steaks to vodka. The Trump Organization often functioned less as a real estate developer than as a licensing operation—collecting fees for allowing others to put his name on their projects.


The Political Outsider


Trump had flirted with politics for decades, occasionally floating the idea of running for president. In 2015, he finally did it, descending the golden escalator at Trump Tower to announce his candidacy with a speech that included this assessment of Mexican immigrants: "They're bringing drugs. They're bringing crime. They're rapists. And some, I assume, are good people."


NBC and Univision dropped his Miss Universe pageants within days. Mainstream commentators dismissed his campaign as a publicity stunt. Republican Party leaders hoped he would fade quickly.


He did not fade.


Trump understood something his opponents didn't: a large segment of the American electorate was hungry for someone who would break the rules, say the unsayable, and attack the political establishment from both parties. He offered grievance and spectacle. He mocked his opponents with schoolyard nicknames. He dominated news coverage through sheer outrageousness.


In November 2016, he defeated Hillary Clinton to become the forty-fifth President of the United States.


The First Term


Trump's first presidency was marked by a series of aggressive policy moves and constant controversy. He imposed a travel ban on seven majority-Muslim countries. He expanded the wall along the Mexico-United States border and implemented a family separation policy that resulted in thousands of migrant children being taken from their parents. He rolled back environmental regulations and signed the Tax Cuts and Jobs Act, which reduced corporate tax rates and provided tax cuts weighted toward higher earners.


He appointed three justices to the Supreme Court—Neil Gorsuch, Brett Kavanaugh, and Amy Coney Barrett—shifting the court decisively to the right and setting up the eventual overturning of Roe v. Wade, the 1973 decision that had established a constitutional right to abortion.


In foreign policy, Trump withdrew the United States from the Paris climate agreement, the Iran nuclear deal, and the Trans-Pacific Partnership trade agreement. He initiated a trade war with China, imposing tariffs and demanding renegotiation of the terms of the economic relationship.


He was impeached twice.


The first impeachment, in 2019, stemmed from his attempt to pressure Ukraine into investigating Joe Biden and his son Hunter by withholding military aid. The charges were abuse of power and obstruction of Congress. The Senate, controlled by Republicans, acquitted him.


The Pandemic and the Defeat


In early 2020, a novel coronavirus emerged from Wuhan, China, and began spreading around the world. Trump initially downplayed its severity, contradicted public health officials, suggested unproven treatments, and resisted mask mandates. He did sign the CARES Act, a two-trillion-dollar economic relief package, and launched Operation Warp Speed, which accelerated vaccine development. But his public messaging remained erratic, and by Election Day, more than two hundred thirty thousand Americans had died from COVID-19.


Joe Biden defeated Trump in November 2020 by more than seven million popular votes and 306 to 232 in the Electoral College.


Trump refused to concede. He claimed, without evidence, that the election had been stolen through massive fraud. He pressured state officials to "find" votes. He urged the Justice Department to declare the election corrupt. He filed dozens of lawsuits, nearly all of which failed.


On January 6, 2021, as Congress met to certify Biden's victory, Trump held a rally near the White House. He told the crowd to march to the Capitol and "fight like hell." A mob stormed the building, broke windows, assaulted police officers, and sent lawmakers fleeing. Five people died in connection with the attack. Trump was impeached a second time, for incitement of insurrection. The Senate again acquitted him.


Legal Troubles and Convictions


After leaving office, Trump faced an unprecedented cascade of legal problems. In 2023, a civil jury found him liable for sexually abusing the writer E. Jean Carroll in a department store dressing room in the 1990s and then defaming her by denying the assault. He was ordered to pay her eighty-three million dollars.


A New York judge found him liable for business fraud, ruling that he had systematically inflated the value of his assets to obtain favorable loan terms. The penalty was over four hundred fifty million dollars.


Most significantly, in May 2024, a Manhattan jury convicted him on thirty-four felony counts of falsifying business records related to hush money payments to a pornographic film actress before the 2016 election. He became the first former American president to be convicted of a crime.


He was also indicted on federal charges for retaining classified documents after leaving office and for his efforts to overturn the 2020 election results. Both of those cases were ultimately dismissed after he won the 2024 election—the classified documents case on procedural grounds, the election interference case because the Justice Department maintains that sitting presidents cannot be prosecuted.


The Second Coming


Trump ran for president again in 2024, defeating Vice President Kamala Harris to win his second term. He returned to office at seventy-eight years old, the oldest person ever inaugurated as president.


His second term began with a flurry of executive orders and policy changes that went considerably further than his first administration. He initiated mass layoffs of federal workers. He imposed tariffs on nearly all countries at the highest levels since the Great Depression. His administration targeted political opponents and civil society organizations, pursued the mass deportation of immigrants, and issued policies restricting the rights of transgender people.


By the time you are reading this, more than three hundred lawsuits have been filed challenging the legality of various administration actions.


The Reshaping of a Party


Whatever happens next, Trump has already transformed American politics in ways that will outlast his presidency. Since 2015, the Republican Party has been remade in his image. The ideology sometimes called "Trumpism" combines populist economic rhetoric, immigration restrictionism, skepticism of international alliances, and a confrontational political style that treats opponents as enemies to be destroyed rather than adversaries to be debated.


His supporters see him as a fighter who tells uncomfortable truths and challenges corrupt elites. His critics point to his documented history of false statements—The Washington Post counted more than thirty thousand during his first term—his promotion of conspiracy theories, and his willingness to undermine democratic institutions when they produce outcomes he dislikes.


Historians and political scientists have increasingly used terms like "authoritarian" to describe his approach to governance, particularly in his second term. Surveys of scholars have ranked him among the worst presidents in American history.


But rankings by historians are not the same as political power. Trump has proven remarkably resilient. Scandals that would have ended other political careers seemed only to strengthen his bond with his base. His conviction on felony charges did not prevent him from winning a second term. His age did not matter to voters.


The Man Himself


Understanding Trump requires understanding certain consistent patterns across his seventy-plus years of public life.


He has always preferred spectacle to substance, attention to achievement. He learned from Roy Cohn to attack, never apologize, and always declare victory. He treats every interaction as a transaction, every relationship as a deal to be won or lost.


He has demonstrated remarkable skill at branding, self-promotion, and reading the mood of a certain segment of the American public. He has also demonstrated consistent patterns of not paying people what he owes them, of exaggerating his wealth and accomplishments, and of saying things that are demonstrably false.


Whether you see him as a hero or a villain, a truth-teller or a pathological liar, a defender of the forgotten American or a threat to American democracy, probably depends more on what news sources you consume and what values you hold than on any objective assessment of facts.


But the facts themselves are not in serious dispute. He was born wealthy. He went bankrupt multiple times. He became a television star. He won the presidency, lost it, and won it again. He was impeached twice and convicted of thirty-four felonies.


He is, by any measure, one of the most extraordinary figures in American history—extraordinary not in the sense of admirable, but in the sense of defying all normal expectations of what a political career can survive and what a democracy will tolerate.


The story is not over. It may not be over for a long time.
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    The Hidden Issues with Multiple-Award IDIQs
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  We were pleased to have a guest expert on this post with the highly knowledgeable Chelsea Roberts from Collaborative Compositions. 

Over the last few months, there have been a plethora of massive, multiple award IDIQ contracts hitting the street.  However, the fact is that these are mostly billion-dollar lottery tickets that look shiny on paper but are likely to fall way short of DoW goals.  
It’s time to call out the mismatch between these mega-solicitations and the actual transformation the warfighter needs.  
First, they ignore or contradict the principles in the Transforming the Defense Acquisition System into the Warfighting Acquisition System to Accelerate Fielding of Urgently Needed Capabilities to Our Warriors Memo and Acquisition Transformation Strategy.  Key elements these massive IDIQs ignore:
	Prioritizing Non-FAR-based procurement methods and instruments as preferred agreements, to the extent practicable.

	Preferencing commercial products and offerings, with enhanced presumption of commerciality to expand qualifying vendors.   

	Focusing on modifying commercial solutions when a pure commercial solution does not fully meet requirements.

	Employing streamlined solicitation approaches including Commercial Solutions Openings (CSOs) across all acquisition tiers.


Secondly, they severely overestimate the acquisition ease that IDIQs bring and their ability to attract truly innovative ideas.
	IDIQs by their nature are rigid, hard to manage, and usually carry too much regulatory burden for small businesses.

	IDIQs rarely reward SB participation…as they often spend scarce resources to get on the base award only to realize afterwards (due to limited transparency from the government upfront) that they aren’t competitive for any specific task orders. 

	IDIQs are structurally optimized for government administrative convenience e.g. terms and conditions can be set upfront but not necessarily for driving innovation or meaningful competition at the point of execution. 

	IDIQs are prime focused which offers little incentive for genuine collaboration. The prime on a TO holds sole privity with the government and can, and often does, use that as leverage over teaming partners. 


Finally, many IDIQs are misused for a purpose other than what they were intended.  Experts generally agree that IDIQs work best when:
	Services and products are repeatable.  

	Scope is reasonably defined with understood pricing.

	Ordering flexibility is needed but requirement flexibility is not.


An excellent example of appropriate use of an IDIQ is JIATF-401’s marketplace with over 1,600 items allowing for dynamic ordering of different quantities based on evolving threats and operational environment.   That is not the case in the below examples.


A Couple Examples
The following two solicitations identify some specific issues but also touch on broader contracting challenges we see—and highlight why we need to course-correct.

Missile Defense Agency (MDA) SHIELD
“The MDA MAC IDIQ will support national defense objectives by ensuring continuous, layered protection against air, missiles, space, cyber, and hybrid threats originating from any vector - land, sea, air, space, or cyberspace. This effort supports commercial and non-commercial services and commodities of both classified and unclassified efforts on multiple security domains.”
Key Problems
	Ceiling Value Very Misleading.  MDA advertised a $151B ceiling but had only requested $13.1B in FY26 investment with around $6.8B in reconciliation funds for missile defense radars, missile defense and accelerating hypersonic defense capabilities. Major programs like THAAD and SM-II production contracts already exist and sole source winners were selected for the Glide Phase Interceptor and Next Generation Interceptor.  Even the Low-Cost Interceptor solicitation posted in Sep 2025 and the High-Altitude Infrared Search and Track request posted in Oct 2025 were issued under the NOBLE contract, not SHIELD.  There are reasonable expectations based on comments from Gen Guetlein that the C2 layer was awarded through the GD4A program office, also not on SHIELD.  The Space Force is also pursuing Space-Based Interceptors and the Tracking Layer on its own Other Transaction vehicles. Real executable dollars—and capabilities—on SHIELD look vanishingly small.

	Unclear and Unexecutable Strategy. Even if funding was realized, integrating hundreds (or thousands) of vendors into coherent missile defense capability is impossible. MDA historically awards very large contracts to the largest primes and required them to coordinate among themselves. One example was the C2BMC National Team led by Lockheed Martin. While this could be replicated for pieces of the system, it would be unnecessary and likely counterproductive to jam thousands of contractors together to form a construct within an IDIQ that could have been a dozen or less separate contracts.

	Too Permissive Entry.  Golden Dome is the Administration’s prestige acquisition program. It was announced well before the F-47 or Trump Battleship and is key for the pivot to the Homeland. Given that, one would think that SHIELD would be highly selective choosing only the top performers for the 19 tech areas and even requiring demos of vendor capabilities. Instead, the approach was a paltry “describe your experience and relevancy to two of the 19 areas” which admitted over 90% of bidders / 2,440 companies to SHIELD including 1600+ small businesses. 



	No Performance Incentive.  The strongest motivator is continued work.  There are few things that will make companies pull their best people faster than the possibility of no future business with a key customer. Yet SHIELD includes no real off-ramp provisions based on performance of the awarded TOs. They merely say it will be considered if an IDIQ selectee is non-responsive or fails to submit a quote within a 12-month window.

	Not Commercially Oriented. While it supports “commercial service and commodities,” there is no other indication of whether this would be prioritized in any way or subject to a separate pool that would encourage their use.  Worse, the contract details over a hundred pages of contract clauses including one that requires a request for approval to incorporate commercial software.  It also includes language requiring minimizing restrictions on IP rights “that impact the Government’s total life cycle costs both in costs attributable to royalties from required licenses, and in costs associated with the inability to obtain competition in future” which is code for Government Purpose Rights. While the contract allows for multiple award types, it gives no sense of preference on their expected use that help industry understand whether they need to get approved systems if the majority of TOs are cost-plus.  Overall, it is not favorable to commercial offerings at least in how the documentation was drafted. 





Air Force Research Laboratory (AFRL) Multiple Award Contract (MAC)
“The AFRL MAC IDIQ contract is to provide an agile and rapid acquisition vehicle to acquire AFRL-wide Science and Technology (S&T) requirements.  The AMAC aims to facilitate rapid and efficient technology development, ultimately advancing the state-of-the-art for the United States Air Force and Space Force.”
Key Problems
	Selection Based Solely on Experience, Not Performance.  Awards hinge on having relevant technical experience, not an offeror’s performance or ability to solve problems in a collaborative manner.  This heavily favors entrenched incumbents and stifles truly novel concepts or approaches.

	Selection Criteria Penalizes Entrepreneurs. Vendors must demonstrate prime-level experience across multiple technical areas to be awardable. This is even true of vendors competing for the small business pool.  As an example, in the cyberspace domain (bizarrely named), a company needs to demonstrate experience in five areas or demonstrate experience in 10 areas across the air, space, cyberspace and cross-cutting domain categories to be awardable.  This approach penalizes specialized companies who focus on building a cutting-edge solution in one niche area.  A company focused on building the next-gen directed energy interceptor may only have focused experience in four areas in the “cyberspace domain” and “Materials Characterization and Testing” and “Power and Thermal Management” - and still be short of qualifying even if they had the most experienced technical team in the industry.



	Unnecessary Siloing.  Offerors have to pick whether to be in the Unrestricted Pool or the Small Business Pool, they cannot do both.  This leads smaller vendors to have to guess at the volume of work that will come through the SB pool or whether they should try to compete in the larger pool where most of the hefty work is likely to be competed. Whether to allocate to SB could have been made on each TO based on the capabilities of smaller companies in the pool.

	Confusing Competitive Range.  The solicitation states that no additional credit or greater consideration for award is given for receiving greater than the minimum points however the solicitation also says that in competitive range some offerors may be eliminated that are not among the most highly rated.   It is very unclear how offerors that meet the “Acceptable” requirements would be differentiated such that the source selection team could narrow the selected pool.


	Minimal Dialogue.  The solicitation states that the Government may hold vendor discussions or issue Evaluation Notices (ENs) however there seems to be little chance to engage with vendors on potentially unique aspects of their capabilities.  For instance, one vendor may have just hired the leading quantum scientist or invested in new modern infrastructure that would not matter in the final down select since those details are not requested and are not graded.

	Small Business Participation Commitment.  Based on the solicitation, it appears that even vendors participating in the Small Business pool would need to commit to including small businesses (even identifying the specific company names) in their work - which is frankly ridiculous. 


Note:  Apart from the critiques, AFRL deserves props for not requiring a security clearance as part of the award instead allowing those details to be worked out on specific delivery orders and task orders.


A Better Approach
For contracts intended to support open-ended, highly technical solutioning where a significant amount of development or modification is required, a Commercial Solutions Opening combined with an Other Transaction type contract mechanism is much more suited.    This is better for a number of reasons:
	The CSO+OT doesn’t overcomplicate or oversimplify the selection process, and it doesn’t drive a lot of overhead in execution.  Most importantly these constructs are more aligned with procurement of commercial solutions. 

	The CSO+OT allows for more flexible down-select criteria to ensure that top performers are selected for the work.  Multiple awardees can be chosen and offboarded / narrowed based on a set of multi-phase criteria that is not overly constrained by FAR source selection rules.  

	The CSO+OT allows for more direct engagement with the government that is better for the smaller business to learn and grow - and for the government to get a unique aligned offering.  This is also a much better arrangement for Government innovators as they don’t have to work through primes who could add restrictions, and they can hold “discussions” when needed instead of at mandated points.


When a contract instrument with a pool of vendors ready to execute against specific technology or capability areas is desired, an OT consortium can also be used.  While there is some controversy with consortiums based on the fact that they charge a fee, the fact is that they provide an inherently flexible way to assemble a group of high performing vendors to support government goals.  
	FAR-based IDIQs often have complex offboarding and onboarding procedures which are subject to protest, an OT consortium allows for seamless additions or reductions to ensure the right process is followed with adequate competition. 

	Helpfully, many OT consortiums have experienced contracting staff (most former gov’t KOs) that can help expedite the non-inherently governmental aspects of executing a contract - speeding up the process. 

	OT consortia can also improve the government’s ability to do more matchmaking between companies when they see an opportunity for an optimized solution to be devised across multiple less mature products


Two examples that MDA and AFRL could have modeled their solicitations after are below. These CSOs even give themselves flexibility to use either FAR or OT-based rules for awards (which is helpful if a more traditional vendor is selected for work).
	USSOCOM AT&L recently issued a solicitation for an Innovative Technology and Agile Acquisition CSO “to support rapid fielding of capabilities [and] carry out prototype projects that are directly relevant to open architecture and integrability.  Each specific call against this CSO may establish a tailored scope with additional Ares of Interest to meet the requirements of that call.”

	The Naval Information Warfare Center - Pacific recently issued a solicitation for a CSO “to accelerate the acquisition and fielding of advanced commercial solutions that can enhance the capabilities of the U.S. Navy and the joint warfighter…[and] invites proposals for innovative, commercial technologies relevant to our mission.”


Moving Forward
Getting the contract approaches right is vital to acquisition transformation. Having the most creative acquisition strategies, leveraging the most advanced digital modeling infrastructure and having the most streamlined processes can be wasted if ill-structured contracts are used that lock out innovators, sideline commercial solutions, and dilute incentives. 
Moving forward, let’s pursue the best approaches, not the ones we are most comfortable using.  If there are barriers to using the preferred approach, elevate that to leadership and push to build that capability in your shop…be it Agreement Officer billets or CSO authority. 
Join over 14,000 defense and industry subscribers to get our weekly recaps and thought pieces. Paid subscribers also get budget and legislative analysis and are valued supporters of our work.
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{"https://en.wikipedia.org/wiki/IDIQ": "In 1993, twenty-four projects across federal agencies were quietly reshaping how the U.S. government buys everything from IT services to architectural engineering work. This wasn't a bureaucratic reform born from congressional mandate or executive order—it was the emergence of something far more flexible: the IDIQ contract, and the GWAC revolution that followed would reshape federal procurement for decades.\n\nIDIQ, short for Indefinite Delivery/Indefinite Quantity, sounds like bureaucratic jargon that belongs in the fine print of some regulatory manual. But beneath this acronyms-heavy exterior lies one of the most consequential innovations in how the federal government procures goods and services. To understand why it matters, we need to go back to first principles.\n\nWhen the U.S. government needs supplies or services, it traditionally follows a straightforward model: identify what it needs, solicit bids from contractors, evaluate those bids, award a contract, then execute. But here's the problem—what happens when the government genuinely doesn't know how much of something it will need? Think about it differently. Imagine you're the Department of Defense in 1992, and you anticipate needing cybersecurity experts for various classified projects across multiple bases, but you can't predict exactly which projects will emerge or how many hours each will require.\n\nThat's where IDIQ contracts enter the picture.\n\n## The Legal Origins\n\nThe legal foundation of IDIQ contracts traces back to Federal Acquisition Regulation (FAR) section 16.504(a)—specifically, 48 CFR 16.504. This regulation created a framework that fundamentally differs from traditional procurement. Under an IDIQ arrangement, the government commits to a fixed period—an indefinite quantity of supplies or services during a set timeframe—while reserving the right to demand delivery as needs actually materialize.\n\nThe contract itself specifies base years with renewal options, typically not exceeding five years in total duration. Minimum and maximum quantity limits are established upfront: either as actual unit counts for supplies or as dollar values for services. The government isn't guessing; it's hedging against uncertainty by locking in a framework while keeping the specifics flexible.\n\nThis approach works because it acknowledges something crucial about how federal agencies operate—the precise quantities of supplies or services required often cannot be predetermined above a specified minimum. The exact dollar amounts for those minimums must be named, but beyond that baseline, the contract becomes a blank slate upon which actual requirements are written.\n\n## How They Actually Work\n\nThe mechanics of IDIQ contracts deserve closer examination because they're surprisingly elegant. An award typically goes to one or more vendors—sometimes dozens in competitive environments—to facilitate delivery of orders. These become the vehicle through which agencies place what are called task orders (for services) or delivery orders (for supplies) against that basic contract.\n\nConsider a practical scenario: imagine you run a federal program office for information technology procurement. You need on-call technical support, but you can't predict which projects will emerge or at what scale throughout the year. An IDIQ contract lets you establish relationships with pre-vetted vendors who can respond when called—without having to re-procure each individual task from scratch.\n\nThe Center for Job Order Contracting Excellence, an industry non-profit association dedicated to best practices since 1994, has documented how this flexibility creates both opportunities and risks. Stephen Ryan noted in Government Computer News on March 18, 1996 that the new legal frameworks would essentially "cannibalize" traditional IDIQ contracts—meaning the flexibility would fundamentally change procurement dynamics.\n\n## The GSA and DoD Era\n\nTwo federal giants drive most IDIQ adoption: the General Services Administration (GSA) and the Department of Defense.\n\nIn the 1990s, as information technology became central to government operations, GSA oversaw procurements conducted by other executive branch agencies. Each procurement served the specific needs of the agency conducting it—but something was about to change.\n\nInformation Resources Management Service commissioner Thomas J. Buckholtz proposed in the early 1990s that GSA offer agencies opportunities to conduct their own procurements so all agencies could buy from resulting contracts. By early 1993, twenty-four non-GSA projects were pursuing what became known as Government-Wide Acquisition Contracts (GWAC)—essentially IDIQ contracts on a multi-agency scale.\n\nThe implications were significant: traditionally, products and services acquired via GSA-awarded contracts were resold throughout the federal government. GSA resold long-distance telecommunications services, telephone equipment, professional services based on GSA IDIQ contracts with private-sector suppliers. This meant that whether you were at DoD or the Department of Agriculture, you could tap into the same pre-negotiated vendor relationships.\n\nThe use of GWAC and IDIQ Multiple Award practices grew significantly during and beyond the 1990s for federal information technology contracts. In 2006, journalist Roseanne Gerin estimated a total of $290 billion of then-current GWAC activity—meaning enormous sums were flowing through these flexible mechanisms.\n\n## Why This Matters Now\n\nThe story of IDIQ contracts reflects something broader about government procurement: the tension between standardization and flexibility. Agencies need certainty to plan budgets, but they also face genuinely unpredictable requirements.\n\nIn recent years, non-federal government entities have implemented this terminology—adopting language around task order contracts and job order contracting as private industry recognized similar efficiencies.\n\nThe legal framework through which these operate remains exempt from protest under Federal Acquisition Regulations Subpart 33, meaning contractors can't challenge these awards through the traditional bid protest channels. This creates a certain amount of streamlining—no prolonged negotiations with multiple bidders—but also removes some safeguards that exist in conventional procurement.\n\nWhat started as a mechanism for uncertainty management has become fundamental to how government purchases services at scale—particularly in IT, engineering, and on-call service arrangements where predicting precise quantities years in advance is impossible. The $290 billion figure estimated by Gerin in 2006 only hints at the scale; with federal IT spending now exceeding that substantially, IDIQ contracts remain one of the most powerful tools agencies use to buy what they need while managing genuine unpredictability.\n\nThe contracts endure because they acknowledge something true about large-scale procurement: sometimes you don't know what you need until you actually need it."}
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{"https://en.wikipedia.org/wiki/Federal_Acquisition_Ration":"In 1777, General George Washington faced a problem that would echo through centuries of American governance: the government couldn't produce enough cannons for its armies. So he did what any frustrated leader would—he built a cannon factory himself. But Washington's real frustration wasn't the shortage; it was the profiteering that plagued every contract, every supplier, every expenditure. The Revolutionary War had exposed fundamental weaknesses in how the young nation bought goods and services, and those weaknesses would shape government contracting for over two hundred years.

The problem began with the very first federal procurement law in 1792, when Congress first attempted to impose order on the chaotic way the government spent money. Even then, with a government so small that it fit comfortably within the walls of Philadelphia's Independence Hall, centralized purchasing proved unworkable. Alexander Hamilton tried to centralize everything in the Treasury Department in 1798—the logical thing to do—and immediately found that complexity made it impossible. Within a year, authority had to be delegated back to individual departments.

This pattern of trying to bring order to chaos would define American government procurement for over a century. By 1809, Congress recognized something crucial: competition among contractors was the best safeguard against waste and fraud. It was a principle that would guide federal contracting ever since.

The Modern System Emerces

The Federal Acquisition Regulation—FAR, as anyone in government contracting quickly learns to call it—is the backbone of how the executive branch acquires products and services. Think of it as the instruction manual for buying everything from paper clips to fighter jets, from cleaning services to satellite launches.

The FAR Council, composed of three powerful figures—the Secretary of Defense, the GSA Administrator, and the NASA Administrator—meets quarterly or more frequently when needed. The regulation itself is updated multiple times per year, constantly adapting to new realities on the ground.

Today's FAR traces much of its current form to 1984, when the first version became effective after years of development. That same year saw the Competition in Contracting Act passed, which remains the origin of much of what practitioners work with today. The act's purpose was simple: ensure the government gets more value for its money by increasing competition among contractors.

The FAR is codified at Chapter 1 of Title 48 of the Code of Federal Regulations. It's divided into Subchapters A through H, encompassing Parts 1 through 53. The document is so vast that it requires two volumes to print—Subchapters A through G occupy Volume 1, while Subchapter H fills Volume 2 entirely.

To cite a specific provision within this maze of regulations, practitioners use a precise format: the rule on legislative lobbying costs, for instance, appears at FAR Part 31, Section 205, Subsection 22. The citation reads simply "FAR 31.205-22"—precise enough to eliminate any ambiguity about which rule applies.

A Century of Reform

The post-World War II era brought specialized challenges that the simple procurement methods of the eighteenth century couldn't handle. The country needed increasingly sophisticated equipment and services, and wartime spending had revealed just how vulnerable the system was to profiteering.

Legislation like the Selective Service Act of 1948, the Renegotiation Act of 1948, and the Defense Production Act of 1950 all attempted to reform procurement and manufacturing practices. The Armed Services Procurement Act of 1947 set the tone for decades to come—it sought to standardize purchasing methods across the Army, Navy, and Air Force, leading directly to the creation of the Armed Services Procurement Regulation, or ASPR.

The ASPR struggled mightily from its inception to find balance between flexibility and standardization. The committee creating it recognized that contracting officers needed flexibility to weigh factors like cost, quality, timeliness, and methodology. President Truman, however, worried about this increased flexibility, writing in a letter to the committee: "It is of great importance in procurement matters to establish standards and definitions to guide all personnel who have authority to place contracts. Otherwise, differences in interpretation and policies may result in imprudent contracts."

The Hoover Commission of 1947 included recommendations about government contracting—specifically, centralizing efforts to improve the federal supply system. The Federal Property and Administrative Services Act of 1949 did exactly that by creating the General Services Administration, transferring the Treasury Department's procurement responsibilities to this new agency.

By 1956, a task force composed of the GSA, Department of Defense, and Small Business Administration reviewed government procurement practices and recommended regulations modelled after the military's ASPR. The resulting system, the Federal Procurement Regulations, were announced in March 1959 and applied to the forty-five independent civilian agencies of the executive branch.

But here's where it got complicated: guidance was provided at a high level, with specific implementation left to each agency. In practice, this meant procurement policies varied wildly between executive agencies—and often within each agency's divisions and subdivisions. Contractors seeking to sell to the government had to navigate an almost impossible maze of differing regulations.

The Chaos of Unification

In 1974, the Office of Federal Procurement Policy was created to once again attempt unifying government-wide procurement regulations. A study by James F. Nagle in "A History of Government Contracting" revealed just how bad things had become: an OFPP study of nineteen agencies in 1979 uncovered 877 different sets of procurement regulations, comprising 64,600 pages of regulations, with 29,900 pages promulgated or revised annually. Eighty-three percent of these were issued from levels below agency headquarters.

At the same time, the majority of the Federal Procurement Regulations and NASA's procurement regulations were largely identical to the military's ASPR—but that sameness hadn't solved the fundamental problem: too many variations, too many interpretations, too many ways for contractors to get lost in the bureaucracy.

In 1980, seeking to standardize government procurement, OFPP established the Federal Acquisition Regulation system. It would not be until 1984 that the first version became effective—precisely when the Competition in Contracting Act was released along with findings from the Grace Commission, followed two years later by the Packard Commission of 1986.

What the FAR Actually Requires

The purpose of the FAR is to "deliver on a timely basis the best value product or service to the customer, while maintaining the public's trust and fulfilling public policy objectives"—words from the regulation's own introduction section.

Parts 1 through 4 cover general information about the system: defining the authority and responsibilities of contracting officers, establishing definitions of terms found throughout the regulations. The vision is clear: delivery on a timely basis, best value product or service, while maintaining public trust and fulfilling public policy objectives.

Compliance with the Regulation, along with the use of initiative in the interests of the Government in areas not specifically addressed in the FAR or prohibited by law, are required and expected of all members of the Acquisition Team. This team consists of everyone who participates in government acquisition: the technical, supply, and procurement communities, the customers they serve, and the contractors who provide the products and services.

The role and operation of those involved as a 'team' in government acquisition is precisely what makes the FAR so critical—it's not just a set of rules, but an entire ecosystem of professionals working together to get things done.

Not every U.S. executive branch agency is legally subject to the FAR, though even those not officially subject to it often operate within its framework. Judicial and legislative entities frequently use it as well—this particular set of regulations has become the de facto standard for how government buys what it needs."}
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{"https://en.wikipedia.org/wiki/United_States_Department_of_Defense": "The Pentagon houses the largest military apparatus on Earth. On any given day, over 1.4 million active-duty uniformed personnel stand ready across six branches—Army, Navy, Marines, Air Force, Space Force, and Coast Guard—while nearly three-quarters of a million civilians process everything from logistics to intelligence. These numbers represent something far more consequential than mere employment figures: they constitute the unified defense apparatus of the United States, an institution that has evolved through 250 years of American history to become one of the most powerful entities on the planet.\n\nThe Department of Defense—colloquially known as DoD—isn't merely another federal agency. It is the centralized coordinating body for all U.S. military forces, headquartered at the Pentagon in Arlington County, Virginia, just beyond the outskirts of Washington, D.C. Its stated mission, while deceptively simple—"to provide the military forces needed to deter war and ensure our nation's security"—masks an extraordinarily complex organizational structure that touches every aspect of American life.\n\n## Origins: From Colonial Defense to National Security\n\nThe roots of this institution trace back to September 1774, when rising tensions between the Thirteen Colonies and the British government prompted the First Continental Congress to recommend defensive military preparations. By mid-June 1775, after the Revolutionary War had erupted, the Second Continental Congress recognized a fundamental necessity: the colonies needed a national army that could move and fight beyond any single colony's boundaries. The Continental Army was organized on June 14, 1775—now celebrated as Flag Day—and later that same year, Congress chartered the Continental Navy and Continental Marines.\n\nWhen the first U.S. Congress convened on March 4, 1789, legislative efforts to create a military defense force stalled amid other pressing concerns of the new government. President George Washington twice appealed to Congress, reminding legislators of their duty to establish a militia. Finally, on September 29, 1789—the last day of the session—Congress created the War Department. This department handled naval affairs until Congress established the separate Navy Department in 1798.\n\nThe secretaries of each military department reported directly to the President as cabinet-level advisors. This arrangement persisted for over a century and a half.\n\n## The Transformation: From World War to Unified Command\n\nAfter World War II, President Harry Truman recognized that wasteful military spending and interdepartmental conflicts demanded a unified approach. In a special message to Congress on December 19, 1945, the President cited the need for consolidated defense leadership. Congressional deliberations spanned months, focusing intensely on the role of military power in society and the delicate question of granting too much executive authority.\n\nOn July 26, 1947, Truman signed the National Security Act of 1947, which established the National Military Establishment (NME)—a new cabinet-level department—while creating the National Security Council, the National Security Resources Board, the United States Air Force as an independent branch, and the Joint Chiefs of Staff. The NME was placed under control of the new position: Secretary of Defense.\n\nThe National Military Establishment formally began operations on September 18, 1947—the day after the Senate confirmed James V. Forrestal as the first Secretary of Defense. Forrestal's tenure would be tumultuous; he would become the first person to hold what is arguably one of the most powerful positions in American government—though he served only briefly before resigning in 1949 amid controversy.\n\nThe renaming came later. On August 10, 1949, an amendment to the original 1947 law renamed the NME to the Department of Defense, absorbing the three cabinet-level military departments: the Departments of Army, Navy, and Air Force. This restructuring established the structure that persists today.\n\n## Restructuring and Expansion\n\nThe Department of Defense Reorganization Act of 1958—signed into law on August 6, 1958—streamlined channels of authority while preserving the Military Departments' ordinary jurisdiction to organize, train, and equip their forces. The Act clarified the Secretary of Defense's decision-making authority over subordinate military departments and more distinctly defined the operational chain of command: from the President to the Secretary of Defense, through service chiefs to the unified combatant commanders.\n\nThis legislation also provided a centralized research authority—the Advanced Research Projects Agency—that would eventually become DARPA. The agency has produced some of the most transformative technology in existence—including the internet itself—which brings us to an interesting modern question about defense and technological advancement.\n\n## Modern Structure: The Machine Within\n\nToday, beneath the Secretary of Defense sit three subordinate military departments: Department of the Army, Department of the Navy, and Department of the Air Force. Four national intelligence services are also integrated within the department: the Defense Intelligence Agency, National Security Agency (NSA), National Geospatial-Intelligence Agency, and National Reconnaissance Office.\n\nOther significant agencies include DARPA, responsible for advanced research; the Missile Defense Agency; the Defense Logistics Agency; the Defense Health Agency; the Defense Threat Reduction Agency; the Defense Counterintelligence and Security Agency; Space Development Agency; Pentagon Force Protection Agency; and the Defense Contract Management Agency.\n\nMilitary operations are managed by eleven regional or functional unified combatant commands—each responsible for specific geographic or operational domains. These commands represent the actual deployment apparatus that responds to crises worldwide.\n\nThe Department also operates joint services schools, including the Eisenhower School and the National War College.\n\n## The Curious Case of the Name Change\n\nIn what became an unusually public controversy, a suggestion emerged in early 2025 about renaming the department. According to reporting by the New York Times, four people indicated that Palmer Luckey—co-founder of Anduril Industries (a defense technology startup)—suggested to President-elect Donald Trump before his second inauguration that he change the name to the \"Department of War.\"\n\nOn September 5, 2025, Trump signed an executive order authorizing \"Department of War\" and \"secretary of war\" as secondary titles alongside the primary titles. These names must be accommodated by federal agencies and are permitted in executive branch communications, ceremonial settings, and non-statutory documents.\n\nHowever—critically—only an act of Congress can legally and formally change the department's name and the Secretary's title in statutory law. So \"Department of Defense\" and \"Secretary of Defense\" remain legally official.\n\nTrump described his rebranding effort as attempting to project a stronger, more bellicose name—and notably called the existing names \"woke,\" suggesting that somehow \"defense\" was insufficiently aggressive terminology for America's military posture.\n\n## The Numbers That Matter\n\nAs of November 2022, the Department oversees over 1.4 million active-duty uniformed personnel across all six armed services. It employs over 747,000 civilian workers. Additionally, it supervises roughly 778,000 National Guard and reservist personnel—citizen soldiers who maintain readiness for emergencies.\n\nThese numbers represent something crucial: America has built the largest standing military apparatus in the history of civilization. The Department of Defense is not merely an agency—it is a nation-state within a nation-state, with its own budget (approaching $800 billion annually), its own personnel, its own logistics networks, and increasingly, its own technological ecosystems.\n\n## The Question of Artificial Intelligence\n\nWhich brings us to the question at hand: if AI represents a weapon system—perhaps the most consequential weapons technology since nuclear fission—why don't we regulate it like one?\n\nThe Department of Defense has spent decades developing and deploying artificial intelligence. DARPA alone has funded research into machine learning, neural networks, autonomous systems, and algorithmic warfare. The NSA and other intelligence services use AI for signals analysis, pattern recognition, and predictive modeling.\n\nAnd here's where the historical thread becomes relevant: when nuclear weapons emerged in the 1940s and 1950s, it took years of legal frameworks—atomic energy laws, nuclear regulatory bodies, international treaties—to establish governance structures. The Department of Defense sits at the heart of that conversation because defense establishments understand better than most what it means to have technological capability that could alter civilization.\n\nThe challenge is: artificial intelligence isn't a weapon in any traditional sense. It doesn't explode like a bomb. But it does represent something perhaps more destabilizing—a technology that can replicate human decision-making at speeds and scales previously impossible, capable of controlling autonomous weapons, analyzing intelligence data faster than human analysts, and potentially making strategic military decisions without direct human oversight.\n\nThe Department of Defense's role in regulating AI is therefore not simply administrative—it becomes existential. The question isn't whether to regulate AI—because technology in the defense sector has always been regulated—but rather: how do we ensure that the most consequential technological capability ever developed doesn't become a runaway system?\n\nThis is what the Department of Defense, with its budget, its personnel, and its institutional memory of managing transformative technologies, brings to the conversation. And this is why understanding its history matters for anyone asking whether artificial intelligence should be regulated as rigorously as nuclear weapons.\n\nBecause when you trace the story back—through Continental Congresses, through World Wars, through renaming controversies, through the creation of agencies like DARPA—you realize: the Defense Department has always been where America figures out how to manage technologies that change everything. And now it's being asked to do so again."}
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Over the course of this full-scale war, Russia has used more than 57,000 shahed-type attack drones against the Ukrainian people, cities, and energy infrastructure. Other nations have also suffered from Iranian-backed terror. Therefore, it is fair to give the Iranian people a chance to rid themselves of a terrorist regime and to guarantee security for all nations that have suffered from terror originating in Iran. President Zelenskyy, 28 February 2026

It is now two days since the beginning of the US-Israel military campaign against Iran. Unlike the other strikes against Iran in the post 7 October 2023 era, the military strikes commenced in broad daylight which appears to have caught the Iranians off guard. 
As American and Israeli military strikes continue, and Iran pursues its campaign of retaliatory strikes across the Middle East, I wanted to provide a short update. This will cover the current situation with the military campaign, the context for these provided by Trump’s stated political objectives for the war, and finally, pose some insights and questions about this new war against Iran.
Strategic and Operational Update
Phase 1 of the military campaign focussed on three target sets and was largely successful: command and control (leaders, staffs, and networks); air defence networks (radars and other sensors, C2 and launchers); and Iran’s long range retaliation capacity (long and medium range missiles, TELs, storage depots, naval vessels and possible missile factories).

The strikes were designed to rupture the regime’s ability to provide a cohesive military defence while US and Israeli forces destroyed their air defences, offensive capacity as well as internal security forces. I expect that covert operations are also being undertaken by Israel and America while the pressure of strikes take place to support a change in Iran’s regime.
America and Israel have employed a variety of missiles, uncrewed aircraft, land and carrier based crewed aircraft and munitions in their attacks so far.  This includes at least one mission by U.S. Air Force B2s that employed 2000lb bombs to attack Iranian subterranean missile storage sites. So far, casualties to military forces appear to have been restricted to the three members of the U.S. Army killed yesterday as well as one USAF F-15 that has been reported to have been downed in a friendly-fire incident. Thankfully both crew survived. Video of the incident is available here.
After the strikes commenced, President Trump published an eight-minute video that outlined the key political and strategic objectives of what has been called Operation Epic Fury by the U.S. Department of Defence. The objectives are as follows:
1. Deny nuclear weapons to Iran.
2. Destroy Iranian regime’s capability to proliferate weapons including IEDs.
3. Destruction and/or co-option of the IRGC and other Iranian military and security agencies.
4. Create the conditions for a regime change driven by the people of Iran.

There appears to be a delineation of responsibilities in achieving these objectives between America and Israel. American strikes appear to be focused on destroying or degrading Iran’s military capabilities, including military leaders as well as command and control, munitions storage locations and air defence systems. Israel appears to be focussed on strikes that bring about regime decapitation, collapse, and hopefully, regime change. These are not entirely separate enterprises, but this appears to be a key difference in approach. And it should be noted, President Trump in both his public addresses since strikes commenced has supported regime change.

Iranian retaliation strikes. This war poses an existential threat to the Iranian regime. As such, for Iran, this is may be The Big One against America, and I expect they will throw everything they can at America, Israel and neighbouring countries. They will be seeking to survive as a regime, and if they do, that will be a victory for them. It would also be a problem for the Trump administration. 
Thus far, Iran has launched hundreds of missiles and drones against American bases and regional targets. While they have killed Americans and others in the region, the Iranian response so far has been largely ineffective. But, that could change.

Iran also has proxies, sympathizers and those who self-radicalise around the world that it might exploit to attack western targets and attempt to prolong this war. Iran and its supporters have been effective at whipping up anti-Israel sentiment since 7 October 2023. We should expect them to step up their cognitive warfare efforts now.
Even the Iranians understand that western nations have low patience for protracted military commitments in the wake of Iraq and Afghanistan. They may seek to draw out this conflict to adopt a ‘long war’ strategy. But of course, the leaders who take Iran down this pathway have to survive long enough to do it. 
At this stage, the Iranians have indicated that they are not interested in negotiating with the Americans.
Early Insights and Questions
The final part of this article poses questions and offers some initial insights. There is still a degree of uncertainty about the ultimate direction of this conflict. We may understand what the American and Israeli administrations want to achieve in Iran. But, actually achieving these aims is subject to the actions of the current Iranian regime, the Iranian people and any number of external factors that could influence military operations. 
That said, I think the following are a useful set of insights and questions for the first phase of the Iran War.
	Surprise is still possible. The Americans and Israelis clearly achieved tactical and operational surprise on Day 1 with the initial phase of strikes. This is a lesson that will be analysed by many, including the Chinese in the Pacific.

	Getting out front with the political objectives of a military campaign is important. While the Trump administration did small scale shaping before the war about removing Iran’s nuclear capability, it was not until after the bombs began to fall that an explanation of the strategic rationale was provided.

	The U.S. and Israel have formed an effective, integrated planning and execution capability in military operations (and it is assumed, intelligence activities). This is a step forward for the two nations.

	The questions remain however: have they established an integrated, effective post-conflict civil capacity building apparatus. Military organisations can win military campaigns, but winning wars requires societal, economic and other non-military endeavours. We did not do this well in Iraq or Afghanistan.

	Conventional, crewed aircraft, particularly when integrated with long range precision missiles and drones, remain a potent battlespace capability. This operation featured the first America use of their new LUCAS kamikaze drones. Notwithstanding the establishment of the new ‘air littoral’ with drones in Ukraine, conventional airpower still has an important role to play.



	But there are questions about conventional, crewed aircraft that must be answered. How vulnerable are their bases and supply chains for aircraft, and what is the right mix of crewed and uncrewed systems for different theatres, missions and forces?

	The obvious follow-on question about airpower here is whether regime change can be delivered from the air. The historical evidence tends to indicate that the answer to this question is no. Professor Robert Pape, who has written about this very topic, with his most recent article available at this link. In it, he notes that:


It is a recurring promise of modern warfare: decisive political results without occupation. And many will interpret the latest news as the ultimate proof that decapitation works. Removing the head of the regime appears synonymous with removing the regime itself. History suggests otherwise. Airpower is extraordinarily effective at destroying infrastructure and eliminating individuals. It is far less reliable as a tool for reshaping political systems. There have been no successful regime change operations carried out solely from the air.

	As such, in the likely event that it is not possible to win the war and build a new regime solely from the air, what is the plan for support to new regime construction and societal rebuilding in Iran? I hope it is better than the Phase 4 plan for Iraq. For insights into what we learned about this subject from Afghanistan, this report makes interesting reading.

	Protecting civil infrastructure and military bases is a crucial mission that has been changed by the introduction of cheap, massed strike drones. This lesson has been obvious in Ukraine for nearly four years. It is not clear from the reaction of Middle East nations to Iran’s attacks that they have fully internalised the ramifications for force structure, personnel and defence budgets.

	What is the future for Hamas and Hezbollah? Long advised and resourced by Iran, how might these organisations adapt to a world where their principle ideological sponsor and funder no longer exists? Israel has already commenced operations against Hezbollah in Lebanon, and this part of an expanded war could continue for some time.

	The bigger question is what will be the nature of the Middie East security architecture after this? Will it be fundamentally reshaped? I think it might, but it is too early to have any definitive answer to this, much less what the Middle East order might look like in 1-5 years.

	After Venezuela and now Iran, one could draw the conclusion that the Trump administration is avoiding taking on major powers – Russia and China – and focussed on beating up weaker entities. Whether this is a temporary phenomenon or something that will have a bigger impact on the global security environment remains to be seen.

	How might Russia exploit America’s attention to a new war in the Middle East? While we already expect Russia to step up operations as Spring arrives, they do not appear to have the excess manpower or other capabilities to really escalate the war while America focusses more on Iran. One area that Russia might exploit is an increased hit percentage with their long-range strike missiles and drones if there is a decline in U.S. (or European) air defence interceptors provided to Ukraine.

	And finally, what of China? China follows American strategy, decision-making and military activities closely. It will be learning about all these things from its observations of the new Iran War.  Additionally, Xi and Trump are due to meet on 31 March in Beijing (although some have speculated this meeting could be cancelled due to the Iran War). The two big questions that Xi will want to answer at this summit will be as follows: Will Trump focus on economics over military competition? Will Trump fight to defend Taiwan? Xi probably already has tentative insights about these questions in the wake of the Trump administration’s performance on Ukraine, Venezuela and Iran in the past year. But, Xi will want to get a read of Trump personally on these issues.



Conclusion
In 2005, I served in Baghdad with a U.S. military unit. It was during this time that Explosively Formed Penetrator (EFP) IEDs began to proliferate in Iraq due to the Iranians. It was a terrible time, and I damn the Iranian regime every day for this intervention and horrendous deaths of American service personnel it caused. It is good to see many of those Iranians responsible are now being removed from the land of the living.
The first couple of days of the new Iran War has provided some interesting initial insights which I have covered in this short article. Unfortunately, I think there are more questions than answers at this point, but that is the nature of war. There will also be more surprises, just like the accidental downing of the F-15 aircraft today. That too, unfortunately, is an elemental part of warfare.
The initial phase of the military campaign has been a success. The really hard bits – the formation of a different regime and reconstruction of a more liberal Iranian society that can get on with its neighbours – still lies ahead. Neither success nor failure in this endeavour are guaranteed.
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In 1979, when the Shah's regime collapsed in Tehran, few anticipated that Iran would become the spiritual capital of Shia Islam, a nuclear power, and the focal point of geopolitical conflict spanning three decades. Yet here we are, in 2026, with Israeli strikes escalating into what analysts call the Twelve-Day War, and the nation's most recent supreme leader assassinated in February of this year.

To understand how Iran arrived at this precipice requires traveling much further back—through twenty-five centuries of continuous civilization, four empires, three revolutions, and one enduring identity that transcends borders: Persia.

The Land Before the Empire

The Iranian plateau holds some of humanity's oldest secrets. Hominids walked these lands around 800,000 years ago; Neanderthal caves in the Zagros Mountains still dot the western highlands like mute witnesses to deep time. In the Epipaleolithic period (25,000–11,500 years ago), the Zarzian culture flourished—hunter-gatherers who would later shepherd humanity's first agricultural revolution.

Agriculture appeared here around 12,000 years ago, contemporaneous with Mesopotamia's cradle of civilization but distinctly Iranian: emmer wheat was domesticated at Chogha Golan, while Ganj Dareh near Kermanshah claims the earliest known domestication of goats—domesticated ten thousand years before any European farm.

The city of Susa, the capital of Elam and later the Achaemenid Empire, was first settled in 4400–4200 BC. Its proto-Elamite inscriptions predate cuneiform itself—a written language emerging from Iranian clay. The Kura–Araxes culture (3400–2000 BC) spread across northwestern Iran and the Caucasus, proving this land was never empty of civilization; it was the forge where empires were tempered.

The Medes and the First Unification

The Median dynasty ruled the earliest Iranian state around the 7th century BC—a loose confederation that would transform the plateau. Cyaxares, the legendaryMedian king, in 612 BC joined forces with Babylonian Nabopolassar to invade Assyria and destroy Nineveh, toppling the Neo-Assyrian Empire. The Medes later conquered and dissolved Urartu, a kingdom spanning modern Turkey.

But it was Cyrus—not just the Great, but the concept itself—who reshaped this land forever. Under his reign from 550 BCE, the Achaemenid Empire emerged: the largest Iranian state ever constructed, stretching from Central Asia to Egypt, from the Indus to the Mediterranean.

Cyrus the Great unified all Persian tribes—Medes and Persians alike—under Cambyses I, then conquered the Lydian and Neo-Babylonian empires. His son Cambyses II (530–522 BC) annexed Egypt, causing the collapse of its twenty-sixth dynasty.

After Cambyses II's mysterious death, Darius the Great seized power in 522 BCE by overthrowing Bardiya. He started the building program at Persepolis—literally "the city of Persians"—and constructed the Royal Road from Susa to Sardis: one of antiquity's most sophisticated communication networks. In 499 BC, Athens supported a revolt in Miletus; Persian general Mardonius re-subjugated Thrace, triggering the Greco-Persian Wars that consumed the first half of the 5th century BCE.

The Fall and the Rise

Alexander the Great conquered the Achaemenid Empire in 330 BCE—a conquest that ended one empire but opened doors to another. An Iranian rebellion in the 3rd century BC established the Parthian Empire, which liberated the country from foreign rule. In the 3rd century CE, the Sasanian Empire succeeded the Parthians, ushering a golden age: Iran saw earliest developments of writing, agriculture, urbanization, religion, and administration.

The Sasanian era was Iran's renaissance—a period where Persian culture flourished under Zoroastrian temples and imperial patronage. But this ancient land was about to undergo its most profound transformation.

The Islamic Conquest

In the 7th century CE, Arab armies swept across the plateau following their conquest of Mesopotamia. Iran fell not through a single decisive battle but through gradual conversion: Zoroastrianism was gradually replaced by Islam as the official faith. Once a center for Zoroastrianism, Iran underwent Islamization—but also retained its Persian soul.

This era produced innovations in literature, philosophy, mathematics, medicine, astronomy, and art during what scholars call the Islamic Golden Age. The Iranian Intermezzo—a period when Iranian Muslim dynasties ended Arab rule and revived the Persian language—ushered a cultural renaissance across the medieval centuries: Seljuk and Khwarazmian rule, Mongol conquests, and the Timurid Renaissance from the 11th to 14th centuries.

The Safavid Revolution

In the 16th century, everything changed. The Safavid dynasty re-established a unified Iranian state with Twelver Shia Islam as the official religion—laying the framework for Iran's modern identity. For the first time in centuries, Shiism became not just a faith but an Iranian identity.

The Afsharid Empire in the 18th century made Iran a leading world power—but this status was lost when the Qajars took power in the 1790s.

The 20th Century: Constitutional Revolution to Pahlavi Dynasty

The early 20th century saw the Persian Constitutional Revolution—a brief flowering of democracy—and the establishment of the Pahlavi dynasty by Reza Shah, who ousted the last Qajar Shah in 1925. His son Mohammad Reza Pahlavi rose to power following the Anglo-Soviet invasion of Iran in 1941.

Then came Mossadegh—his attempt to nationalize the oil industry led to the Anglo-American coup in 1953, which overthrew his government and installed the Shah back in power. The Iranian Revolution in 1979 would overthrow that monarchy entirely.

The Islamic Republic

In 1979, Ruhollah Khomeini became Iran's first supreme leader—establishing the Islamic Republic by divine mandate rather than popular consent. In 1980, Iraq invaded Iran—sparking an eight-year-long war that ended in stalemate. That conflict reshaped regional politics and began Iran's involvement in proxy wars with Israel and Saudi Arabia.

By June 2025, Israeli strikes on Iran escalated tensions into the Twelve-Day War—a conflict no one had predicted but everyone was preparing for. Following the war and amid a growing economic crisis, the largest protests since 1979 erupted in late December 2025.

In late February 2026, the United States and Israel launched a major attack—regional strikes across the Middle East intensified following those attacks. Mojtaba Khamenei became the country's new supreme leader in March 2026 after his father Ali Khamenei was assassinated in those February strikes.

The Theocratic Machine

Iran's government is neither purely democratic nor purely autocratic—it is theological republic governed by elected and unelected institutions, with ultimate authority vested in the supreme leader. While it holds elections, key offices—including head of state and military leadership—are not subject to public vote. The Guardian Council vets candidates, raising concerns about electoral fairness.

It is an authoritarian regime widely criticized internationally for its human rights record: restrictions on freedom of assembly, expression, press; treatment of women, ethnic minorities, political dissidents. Yet Iran's economy—centrally planned with significant state ownership—has produced a middle power status due to its enormous reserves: the world's second largest natural gas supply and third largest proven oil reserves.

Its geopolitically significant location at the crossroads of Central Asia, the Middle East, and its role as the world's focal point of Shia Islam have made it indispensable to regional calculations.

Nuclear Shadows

Iran is a threshold state with one of the most scrutinized nuclear programs—claiming civilian purposes only. The IAEA, monitoring production of nuclear weapons, has twice found Iran non-compliant with its safeguards obligations—a designation that raises eyebrows in capitals worldwide.

It holds 29 UNESCO World Heritage Sites—ranking tenth-highest globally—and ranks fourth in intangible cultural heritage or human treasures. This ancient land continues to surprise.

-----

The story of Iran is not a linear progression from empire to republic—it is a palimpsestic narrative of conquest and resistance, of fundamentalism and intellectual ferment, of oil beneath the ground and martyrs above it. In 2026, with its supreme leader assassinated in February Israeli strikes, with protests erupting across major cities, with regional war threatening to boil over—Iran remains what it has always been: a civilization that refuses to exit the stage.

The plateau holds firm.
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    Based on Wikipedia: Israel

In 2019, archaeologists working at the Ubeidiya prehistoric site in northern Israel uncovered evidence of human presence dating back 1.5 million years—some of the oldest signs of habitation anywhere on Earth. The discovery beneath this ancient land underscores a truth often forgotten: the story of Israel is not merely modern, but primordial.

Today, Israel officially claims sovereignty over a sliver of territory at the crossroads of continents—one that has witnessed the rise and fall of empires for millennia. Its western coast kisses the Mediterranean Sea, while its southern tip reaches the Red Sea. The Dead Sea, Earth's lowest point, marks its eastern boundary, and from Jerusalem—its declared capital—the country claims jurisdiction over lands that once belonged to ancient kingdoms whose stone remnants still dot modern landscapes.

This is a nation built on layers of history, formed in 1948 after one of the twentieth century's most consequential international declarations, and still defined by conflicts that echo across decades of failed peace negotiations.

The Land Before the State

The geography matters. The Southern Levant region—where Israel sits—has been a crossroads for human migration since before history was recorded. The Natufian culture, flourishing around 10,000 BCE, may represent one of humanity's earliest attempts at settled life, adopting agriculture before the Neolithic Revolution swept through the region.

Ancient Egyptians referred to the area as Canaan as early as 2000 BCE, populated by politically independent city-states that later fell under Egyptian vassalage during the New Kingdom period. By the Late Bronze Age, around 1550–1200 BCE, large portions of Canaan operated as subordinate territories to Egypt—a relationship that collapsed into chaos when the Late Bronze Age collapse fractured imperial control.

Ancestors of the Israelites emerged from these Canaanite peoples through a gradual development of distinct religious practices centered on worship of Yahweh. They spoke an archaic form of Hebrew that would eventually become Biblical Hebrew, while the Philistines settled along the southern coastal plain—their influence lasting for centuries.

The biblical account of the Exodus, most scholars agree, did not occur as depicted in sacred texts. Yet some elements of these traditions carry historical roots worth acknowledging. The kingdoms of Israel and Judah emerge from this murky past:

The northern Kingdom of Israel existed by approximately 900 BCE, developing into a regional power with capital at Samaria. During the Omride dynasty, it controlled Samaria, Galilee, the upper Jordan Valley, the plain of Sharon, and large parts of Transjordan—prosperous and powerful.

The southern Kingdom of Judah operated under Davidic rule with its capital at Jerusalem, later becoming a client state to first the Neo-Assyrian Empire and then the Neo-Babylonian Empire. By Iron Age II, the region's population was estimated around 400,000.

In 587/6 BCE, following a revolt in Judah, King Nebuchadnezzar II besieged and destroyed Jerusalem, dissolving the kingdom and exiling much of the Judean elite to Babylon. The Second Temple was constructed around 520 BCE after Cyrus the Great permitting the exiled population's return—under Persian Achaemenid rule as the province of Yehud Medinata.

Alexander the Great conquered the region in 332 BCE, and afterward it fell under Ptolemaic and Seleucid control. Under Hellenistic rule, cultural tensions culminated when Antiochus IV outlawed Jewish practices, triggering the Maccabean Revolt in 167 BCE.

By 142/141 BCE, the Hasmoneans had secured autonomy and established an independent Jewish kingdom that expanded into neighboring territories—until Roman conquest reshaped everything.

The Birth of a Dream

The nineteenth century changed everything. European antisemitism, growing more vicious than medieval pogroms, fueled a movement that sought solutions to persistent discrimination through the establishment of a Jewish homeland. This was Zionism—not a ancient religious aspiration, but a modern political ideology demanding territory.

The response came in 1917: the Balfour Declaration by Britain promised a "national home" for the Jewish people in Palestine. British rule established the Mandatory Palestine, and immigration intensified—Arab-Jewish tensions rising as both populations competed for the same shrinking land.

The 1947 United Nations Partition Plan attempted to resolve this through dividing the territory into Arab and Jewish states—a civil war followed, and Israel declared independence on 14 May 1948 as the British Mandate ended. The invasion by Arab states came immediately.

The 1949 armistice expanded Israel beyond what the UN plan had allocated—no new Arab state was created, leaving Gaza under Egyptian control and the West Bank ruled by Jordan. Most Palestinian Arabs fled or were expelled during what Palestinians call the Nakba, meaning "catastrophe."

Israeli independence prompted antisemitism across the Arab world, and a Jewish exodus began—mainly to Israel.

The Lands Taken, The Peace Made

In 1967, the Six-Day War transformed everything. Israel occupied the West Bank, Gaza, Egyptian Sinai, and annexed East Jerusalem and the Syrian Golan Heights. This occupation continues to define international relations in the region.

Peace was eventually signed: with Egypt in 1979 (the Sinai being returned in 1982) and Jordan in 1994. The 1993 Oslo Accords introduced limited Palestinian self-rule in the West Bank and Gaza—the closest either side came to genuine reconciliation.

The 2020 Abraham Accords normalized ties with more Arab states, but the Israeli-Palestinian conflict persists—ongoing, unresolved, deadly.

Israeli occupation of Palestinian territories has drawn sustained international criticism. Experts have called these actions war crimes and crimes against humanity. After Hamas-led October 7 attacks, Israel began operations in Gaza that some describe as constituting genocide—though Israel and several countries, including the United States, reject this characterization.

A Country That Works

Whatever the politics, Israel's economy ranks among the Middle East's largest. One of Asia's highest living standards, globally positioned at 26th in nominal GDP and 14th in nominal GDP per capita—one of the world's most technologically advanced countries.

Israel allocates a larger share of its economy to research and development than any other nation. It is believed to possess nuclear weapons—the only state in the region that does.

The culture combines Jewish traditions with Arab influences, creating something unique in the world.

The Name

How did this land receive its name? The Hebrew patriarch Jacob, according to the Hebrew Bible, wrestled with an angel and was given the name Israel—meaning "God persists" or "prevails." The earliest known archaeological artifact to mention the word Israel as a collective is the Merneptah Stele of ancient Egypt, dated to the late-13th century BCE.

Under the British Mandate (1920–1948), the entire region was known as Palestine. Upon establishment in 1948, the country formally adopted State of Israel after other proposed names including Land of Israel (Eretz Israel), Ever, Zion, and Judea were considered but rejected.

The name was suggested by David Ben-Gurion and passed by a vote of 6–3. In early weeks after establishment, government chose the term Israeli to denote citizenship—while Tel Aviv became the economic center, Jerusalem the political one.
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{"https://en.wikipedia.org/wiki/Islamic_Revolutionary_Guard_Corps": "On February 1, 1979, a little more than two weeks before the fall of the Shah's regime, Ayatollah Ruhollah Khomeini returned to Tehran from exile. Within days—literally within days—the new revolutionary government issued a decree establishing a military force unlike any other in the world at that time: the Islamic Revolutionary Guard Corps, or IRGC. It was May 5, 1979, and Iran suddenly had not one armed forces, but two.\n\nThat duality is essential to understanding who the IRGC became—and what it remains today. The regular Iranian military, known as Artesh, was tasked with defending Iran's territorial integrity and political independence. But the Revolutionary Guards were given a far more ideological mission: to preserve the Islamic Revolution itself, its principles, its morality, its clerical rulers. This wasn't conventional defense—it was revolutionary guardianship.\n\n## The Guardians of the Revolution\n\nThe IRGC emerged from the chaos of the 1979 Iranian Revolution as both a military necessity and a political instrument. Khomeini's interim government, led by Prime Minister Mehdi Bazargan, issued a decree establishing what would become one of the most powerful institutions in Iran—and one of the most controversial in the world.\n\nThe Revolutionary Guards were never intended to complement the traditional military in the conventional sense. Rather, they were designed as a counter-weight to that very same regular military, which had been loyal to the Shah and carried institutional memory from the old regime. The IRGC would serve as the faithful's corps—the enforcement arm of the clerical class that now ruled Iran.\n\nThe organization's Persian name, Sepah-e Pasdaran—literally "Army of the Guardians"—carries profound weight. Pasdaran means "Guardians," and those who serve within it are known simply as Pashdars. The term denotes both a title and a function: these are not merely soldiers but ideological defenders of the revolution's legacy.\n\nToday, the IRGC comprises five distinct branches: Ground Forces, Aerospace Force, Navy, Quds Force, and the Basij militia. Together, they form what analysts describe as a combined arms force with its own intelligence services, special operations capabilities, and—crucially—a parallel military structure operating alongside Artesh but answering only to the Supreme Leader.\n\n## A State Within a State\n\nAs of 2024, the IRGC maintains approximately 125,000 total personnel. The Basij alone fields roughly 90,000 active members in its paramilitary volunteer militia—though if one counts reservists and willing participants, that number swells to over 300,000.\n\nThe IRGC's Naval branch now exercises operational control over the Persian Gulf, serving as Iran's de facto coast guard. The Aerospace Force manages Iran's ballistic missile program—the country's primary space force capability. And in a significant development, on March 16, 2022, the IRGC established an entirely new branch called the \"Command for the Protection and Security of Nuclear Centres,\" directly involved with Iran's nuclear program.\n\nBut military functions barely scratch the surface of what the IRGC has become. In 2010, BBC News described it as a \"business empire.\" By 2019, Reuters went further: an \"industrial empire with political clout.\" Later that year, analysts began calling it something more ominous—a \"state-within-a-state.\"\n\nThe expansion accelerated under Mahmoud Ahmadinejad's presidency, particularly during the 2009 presidential election and the subsequent suppression of protests. Western analysts argue the IRGC has surpassed even Iran's ruling clerical class in terms of political power—operating as an economic juggernaut with interests spanning energy, food industries, media (through its Sepah News arm), and nearly every sector of Iranian society.\n\n## The Architects of Counter-Revolution\n\nThe IRGC's constitutional mandate deserves careful attention. While the regular military protects Iran's sovereignty in traditional terms, the IRGC is tasked with ensuring the integrity of the Islamic Republic—not territorial integrity alone, but ideological integrity. Its mandate entrusts the Guards with preventing foreign interference, thwarting coups by the traditional military, and crushing what Tehran calls \"deviant movements\" that harm the revolutionary legacy.\n\nThis mandate has been exercised with particular vigor. In the waters of the Persian Gulf, the IRGC is expected to assume control of any Iranian response to attacks on its nuclear facilities. Its operations are geared toward asymmetric warfare: controlling smuggling, managing the strategic Strait of Hormuz, and conducting resistance operations that go far beyond conventional military duties.\n\nThe organization operates in lockstep with Iran's interior ministries—often rivaling both the police and the judiciary in terms of functional reach. It controls the Basij, a volunteer-based force that serves as both auxiliary military and morality enforcement arm.\n\n## A Designation of Global Concern\n\nPerhaps nothing illustrates the IRGC's unique position better than its status under international law. Today, it is formally designated as a terrorist organization by Australia, Bahrain, Canada, Ecuador, the European Union, Israel, Paraguay, Saudi Arabia, Sweden, Ukraine, and the United States.\n\nIts Quds Force—an elite special operations branch focused on extraterritorial operations—carries additional designation by Argentina. The United Nations uses \"Iranian Revolutionary Guard Corps,\" while the U.S. government standard remains \"Islamic Revolutionary Guard Corps.\" In American media, the force is frequently referred to interchangeably as IRGC or Iranian Revolutionary Guards—the nomenclature itself reflects the confusion and concern surrounding an organization that operates in so many domains.\n\nThe emblem of the IRGC carries its own symbolic weight: above a weapon, the corps displays a segment of Quranic verse from Surah Al-Anfal—\"And prepare for them whatever you are able to prepare of power\"—translated by Abdullah Yusuf Ali as \"Against them make ready your strength to the utmost of your power.\"\n\n## The Guarding of Power\n\nAmong ordinary Iranians, particularly within diaspora communities, using the word Pasdaran—whether in reverence or contempt—indicates a relationship with an organization that has woven itself into every aspect of Iranian life. Among foreign governments and English-speaking media, references vary: \"Iranian Revolutionary Guards,\" \"Revolutionary Guards,\" or simply \"the Guardians.\"\n\nFrom its formation on May 5, 1979, in the aftermath of revolution, through the suppression of 2009 protests, to the Israeli strikes launched on June 13, 2025—which killed IRGC commander-in-chief Hossein Salami alongside numerous senior officers—the organization has remained the most consistent threat to any actor challenging Iran's revolutionary order.\n\nThe IRGC was never simply a military branch. It was—and remains—a governing philosophy in uniform. It is the clerical class's own enforcement mechanism, an economic empire, and above all, the Guardians of a revolution that still defines Iranian identity more than four decades after its birth.\n\nIran has two armed forces, but only one truly matters to those who rule from Qom."}
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Nations now exist in an interregnum as they attempt to navigate the roiling and dangerous seas of a post–Pax Americana world. No one can guarantee that this will be a peaceful period, nor can one predict how long this time of global uncertainty could last. CFR, 30 January 2026.

The quote above, from my article in January this year, is entirely relevant to the events of the past 24 hours. The Trump administration has launched a new war against Iran. 
There will be many implications of this new conflict; some which can be foreseen (see below), and others that cannot. Wars are full of uncertainty, and because they feature belligerents with agency, they resist the best efforts of humans to impose time limits and achieve certainty about outcomes. I am resisting a Clausewitz quote here.
In this week’s update, I have broken it into three parts. First, I undertake a quick assessment of the likely strategic impacts of the new Iran War on Ukraine and the Pacific Theatre. Second is my normal update on events in Ukraine over the past week. The final part is my update on happenings in the Pacific theatre. Given all that is going on at present, I have dispensed with this week’s Big Five reading recommendations but will return to it next week.
It is worth noting up front that there is still much that could occur and surprise us in the new Iran War. As such, the judgements below are provisional and can change as the direction of the war evolves.
New War in the Middle East: Impacts in Ukraine and the Pacific

It has been a hectic 24 hours tracking the events occurring in the skies and on the ground in Iran as well as the various Iranian retaliatory strikes against Israel and other nations in the Middle East.
Just yesterday, I published a piece that explored short interventions that turn into protracted conflicts. As a veteran of Iraq and Afghanistan, I was prompted to write after the U.S. Vice President stated this week that:
The idea that we’re going to be in a Middle Eastern war for years with no end in sight — there is no chance that will happen.

This is exactly what Defense Secretary Rumsfeld said a few months before the beginning of the second Gulf War in 2003:
The idea that it’s going to be a long, long, long battle of some kind I think is belied by the fact of what happened in 1990…Five days or five weeks or five months, but it certainly isn’t going to last any longer than that. It won’t be a World War III. 

The long and the short is that we just don’t know how long this might last, regardless of what the current military campaign plan describes or what politicians state in their hopeful speeches. My article yesterday (which I updated last night) explores the phenomenon of short wars becoming long wars, with the intention of setting expectations appropriately at the start of this new Iran War. It could be a short intervention, but the Iranians will also get a vote in that. 
We don’t really know enough yet to make good judgements about how this conflict might spread through Iran’s proxies in the region and beyond. We also don’t have enough information on the progress of military operations against Iran to appreciate yet what the endgame is for this war, or if there is one. 
Thinking beyond the immediate Iran campaign, what might be the impact of this new Iran War on Ukraine and strategic competition in the Pacific?
Impact on Ukraine. The immediate strategic question is not whether the Iran operation affects Ukraine. It unquestionably does. The key issue is how severe those effects prove for Ukraine, and whether this creates opportunities Russia can exploit.
The most direct impact concerns American munitions production and allocation. Israel’s strikes employed approximately 200 fighter jets hitting 500 targets across Iran, requiring substantial expenditure of precision-guided munitions (PGM). Some of these PGMs are what Ukraine desperately needs for medium and long-range strike against Russian logistics and command nodes. More importantly, reloads for air defence interception systems like the Patriot are critical to Ukrainian defences, but are in heavy demand at present in the Middle East.
Any reduction in Western munitions deliveries, whether from production diversion or bureaucratic bandwidth limitations, directly translates to Ukrainian defensive capability degradation. Russia’s General Staff will almost certainly have noted this, and with the pending warmer weather in Ukraine, may amend offensive operations plans to exploit any temporary Ukrainian capability gaps while American attention and production capacity focuses on Iran.

Beyond munitions, the Iran operation consumes American intelligence collection and analysis effort that is critical to Ukraine’s operational effectiveness. American satellite reconnaissance assets, airborne intelligence platforms, and cyber warfare capabilities that prioritize operations in Iran may have an impact on Ukraine’s defensive operations on the ground and their long-range strike campaign
The diplomatic and political bandwidth consumption by the Trump administration in executing the Iran War may be even more consequential than materiel concerns. It has been clear for some time that Russia has no objective for the ongoing peace talks other than to drag things out while not upsetting Trump too much. The American negotiators, on the other hand, have been happy to play along with this charade, placing all the most onerous demands on the Ukrainians (limiting force size, territorial concessions, security relationship limitations) and none on Russia. Russia may see an opportunity to continue delaying peace talks or even to suspend negotiations while the war in Iran continues.
Russia’s leadership almost certainly views the Iran operation as validating their strategic patience and their view on western strategic impatience. Putin has long calculated that Western attention spans and resource allocation capabilities face temporal limitations. Moscow might expect that an American military focus on Iran, the potential for a prolonged commitment of U.S. forces for combat operations, and the domestic American political consequences of another Middle Eastern war might further erode American support for Ukraine.
Another concern for Ukraine would be if America insists that European allies increase their Middle Eastern contributions. This would probably come at Ukraine’s expense, as European defense budgets and war stocks remain limited despite commitments to growth.
The Russian military’s General Staff will be watching Iran closely. This is not with a view to assist Iran – they have zero interest in that. But they will be learning from any new American or Israeli technologies or operational techniques. While they will also be assessing whether the moment has arrived to test Western resolve through even more intensified operations, their physical capacity to step up ground operations and aerial attacks beyond that already planned for the Spring is questionable.
There might also be a strand of thinking that says the war in Iran is bad for Putin. The hypothesis for this would be that Putin, unable to assist Iran, is shown to be weak and an ineffective security partner. That is a potential outcome, and certainly not a bad thing. Another part of this ‘bad for Putin’ hypothesis is that Putin is being messaged by the U.S. administration that he needs to get serious about negotiations. I think this proposition might be on thinner ice. 
Trump, at no point, has shown any inclination in negotiations or his public statements to put more pressure on Putin to end his war against the Ukrainian people. Indeed, in his video speech last night, Trump showed more empathy for the Iranian people than he has for the Ukrainians at any point during Russia’s brutal invasion.
Ultimately, the central issue is that American commitments against Iran, defending regional nations, its focus on the Western hemisphere and the need to sustain Pacific operations means that Ukraine may fall to the bottom of American military and strategic priorities even faster than forecast in the recent U.S. National Defense Strategy. That would be a tragedy for the people of Ukraine.

Impact on the Pacific. The deployment of USS Gerald R. Ford and USS Abraham Lincoln to the Middle East, the largest dual-carrier concentration in the Middle East since 2003, represents more than regional power projection. It constitutes a reallocation of American naval power away from the Indo-Pacific at precisely the moment when China watches closely, calculating how American strategic overextension creates opportunities for Beijing in the region. 
The new strikes on Iran, regardless of operational success, signal to every Pacific ally and adversary that American commitments remain hostage to Middle Eastern contingencies - and the U.S. Western Hemisphere focus. This could possibly undermine allied deterrence credibility across the first island chain, a key objective in the new US National Defense Strategy.
Beijing issued a standard diplomatic condemnation as the Iran attack commenced:
China is highly concerned over the military strikes against Iran launched by the U.S. and Israel. Iran’s sovereignty, security and territorial integrity should be respected. China calls for an immediate stop of the military actions, no further escalation of the tense situation, resumption of dialogue and negotiation, and efforts to uphold peace and stability in the Middle East.

But in the lead up to the new war, China was hardly neutral. It was negotiating to provide Iran with CM-302 supersonic anti-ship missiles, new cyber defence systems, and kamikaze drones which may have been delivered just before the strikes commenced. This indirect support costs China minimal political capital. But it allows them to achieve three strategic outcomes:
	Deepening Iranian dependence on Chinese military technology.

	Demonstrating to regional actors that Beijing supports partners facing American pressure.

	Ensuring Iran remains capable of consuming American attention and resources that cannot be employed in the Pacific theatre.


A recent Chatham House assessment argues that China’s surface-level neutrality masks a much more calculated long-term strategic direction. The weaker Iran becomes from American strikes, the more dependent Tehran grows on Beijing for diplomatic protection, economic support, and military technology. China avoids direct confrontation with the United States while positioning itself as Iran’s indispensable partner.
This is exactly the strategic calculus that Beijing has successfully employed with Russia over the past four years. From China’s perspective, American military action against Iran serves Chinese interests by creating dependency relationships Beijing can exploit while diverting American resources from competition in the Pacific theatre.
China’s strategic calculus involves patience and allowing what it sees as American strategic incoherence to do China’s job for it. Beijing doesn’t need to defeat America militarily when American strategic fascination with the Western Hemisphere and the Middle East degrades U.S. deterrence in the Pacific through capability dispersion. Every carrier in the Gulf, every squadron in Europe, every missile defence battery protecting Middle Eastern countries represents capacity unavailable for containing Chinese expansion. American allies in the Pacific see this and will make strategic choices accordingly.
Beyond China’s strategic aspirations, war against Iran has similar hardware implications for countries in the Pacific region as it does for Ukraine. American missile defense assets—Patriot batteries, THAAD systems, Aegis destroyers—concentrate in the Gulf protecting against Iranian retaliation. These same systems have previously been earmarked for Pacific deployment supporting the defence of Taiwan or protecting Japanese and South Korean populations from North Korean missiles. 
Additionally, munitions used in this Iran war will not be available for any contingency that involves combat against the PLA in the Pacific. The backfilling of these munitions for U.S. inventories may also delay delivery of arms packages to US allies in the Pacific.
Ukraine Update

Looking beyond the impact of the new Iran War on Ukraine and the Pacific, this week saw the fourth anniversary of Russia’s full-scale invasion of Ukraine. The past seven days featured marginal Ukrainian gains in the south, continued Russian pressure on the ground in the east, and the continuation of Ukrainian and Russian deep-strike campaigns.
The War Plan. This week the Ukrainian Defence Minister released what is being called the War Plan. The plan includes three strategic objectives: closing the sky (air defence); stopping the advance of Russian forces in every domain; and depriving Russia of the economic resources needed to wage war.

It represents a simple and accessible explanation of how Ukraine seeks to execute its national defensive strategy while at the same time putting sufficient military and economic pressure on Russia to come to peace negotiations and participate in a serious way. What impact the new Iran War has on the implementation of the War Plan remains to be seen. 
You can read the full plan at this link.
The Ground War. The week saw Ukrainian announcements of territorial gains in the south. President Zelenskyy initially described how Ukraine had regained 300 square kilometres of Ukrainian territory. Commander-in-Chief, General Syrskyi, later revised this to 400 square kilometre’s liberated late January. This represents Ukraine’s most significant territorial recovery since 2023. But 400 square kilometre’s across a 1,200-kilometer frontline represents a small adjustment, not an operational reversal or change in strategic momentum.
The southern gains are linked to Russia’s Starlink disruption following SpaceX’s February implementation of the Ukraine whitelist. Russian forces, who became heavily dependent on pirated Starlink for command-and-control and drone operations, experienced communications degradation that saw a break down of Russian tactical C2 in some areas. A NATO official suggested to The Moscow Times that “taking that link away has put the Russians in somewhat of a command and control bind” particularly affecting southern sector operations.
However, as I have written since the beginning of the war, adaptation in war is constant. The Russians have learned how to learn better since 2022, and they will develop workarounds for their Starlink deficit. This could include black-market terminal registration, alternative satellite systems, or doctrinal adjustments emphasizing less communications-dependent operations. As I noted in a recent piece on this topic, the tactical advantage gained by Ukraine from the Starlink disruption is almost certainly temporary. What matters is whether Ukrainian forces can consolidate gains and establish defensive positions before Russian adaptation occurs and they regain any tactical momentum.
In eastern Ukraine, Russia’s remorseless offensive operations continued to generate large numbers of Russian casualties while gaining only small amounts of territory.
On the Russian Pokrovsk axis of advance, this week the Institute for the Study of War stated that it had “not observed evidence of Ukrainian forces operating within Pokrovsk since late January 2025.” Yet it also noted the following:
Russian forces have failed to capitalize on the seizure of Pokrovsk and to make further operationally significant advances, demonstrating that the Russian seizure of the rest of Donetsk Oblast is not imminent or inevitable.

This reflects the larger operational pattern established by Russian forces in the past few years. While Russian forces can achieve tactical objectives through overwhelming firepower and mass human and materiel losses, they are unable to exploit these in the short term due to exhaustion, logistical constraints, or Ukrainian defensive preparations.
Flamingo Strike: Part of Ukraine’s Strike Force. The week, Ukraine’s troubled FP-5 Flamingo cruise missile appears to have finally delivered on its promise with a strike on the Votkinsk Machine Building Plant. This is a facility that produces Iskander ballistic missiles, the submarine-launched Bulava, and reportedly Russia’s new Oreshnik intermediate-range system.
Satellite imagery analysed by OSINT groups confirmed a 30×24 meter hole in Workshop 19’s roof, with burn patterns suggesting the missile’s warhead detonated inside the structure. President Zelenskyy confirmed all Flamingos reached their target, penetrating Russian air defences that had previously claimed success against earlier Flamingo strikes.
Russian Aerial Strikes Continue. Russia’s anniversary attacks demonstrated continued prioritization of Ukraine’s energy infrastructure. On 23 February, Russia launched 197 drones and 50 missiles. Two days after the anniversary, another barrage of 420 drones and 39 missiles targeted energy facilities. Ukraine claimed 90% intercept rates on both attacks, but even 10% penetration against dispersed infrastructure produces cumulative degradation of power infrastructure.
The campaign’s effectiveness shows in the numbers. Russia Matters reported that Ukraine’s available generating capacity fell from 33.7 GW pre-invasion to approximately 14 GW as of January 2026—a 58% reduction. Zelenskyy has stated that “there is not a single power plant in Ukraine that the enemy has not attacked,” with approximately half of Kyiv’s 12,000 apartment buildings losing heating during winter.

To support this aerial strike campaign, Russia is producing approximately 4,000-5,000 Shahed / Geran drones monthly and maintains substantial stocks of cruise and ballistic missiles. Ukraine cannot shoot down everything indefinitely and is reliant on high-end western air defence systems like the Patriot system to intercept the most capable Russian missiles. 
Negotiations: Road to Nowhere. The anniversary of Russia’s full-scale invasion this week saw continued diplomatic manoeuvring although this again saw Russian delaying tactics and no substantive progress. Bilateral US-Ukraine talks concluded in Geneva on 27 February, with Ukrainian negotiator Rustem Umerov describing “preparations for the next round of negotiations.” 
Russia’s negotiating position remains unchanged: Ukraine must cede not just occupied territory but unoccupied portions of Donetsk and Luhansk oblasts as preconditions.
Ukraine to Export Weapons. Ukraine’s announcement of opening 10 weapons export centers across Europe signals confidence in its indigenous defence industrial capacity despite wartime constraints. President Zelenskyy stated that Germany would begin producing Ukrainian drones in mid-February, with UK production lines already operational. This geographic dispersal of production mitigates risks from Russian strikes while generating export revenue.
Russian Sabotage in Ukraine. On 22 February, Ukrainian officials accused Russian intelligence of coordinating an IED attack on a Lviv shopping center killing one and injuring 25. Similar incidents—including a car bombing in Kyiv injuring two people including a National Guard officer—suggest systematic Russian efforts to extend the war beyond military targets.
This sabotage by the Russians parallels similar campaigns across Europe over the past few years. The strategic logic for this Russian sabotage and subversion campaign goes something like this: if Russia cannot break Ukrainian military resistance, it may attempt to fracture civilian cohesion through sustained terror. The campaign’s effectiveness remains limited thus far.
The Pacific Update

Chinese Purges Continue. This week saw further sackings of senior members of the PLA by President Xi. China’s top legislature as removed nine military officials from its list of deputies ahead of Beijing’s biggest annual political meeting next week, according to state news agency Xinhua.
Xi’s ongoing military purges present a paradox analysts struggle to reconcile. The December 2025 Pentagon China Military Power Report characterized the People’s Liberation Army as experiencing “simultaneous disruption and advancement”—extensive leadership purges and procurement investigations creating turbulence even as capability development surges forward. The Central Military Commission has shrunk from seven members in 2023 to two, transforming it from deliberative body into extension of Xi’s personal authority.
This consolidation has operational implications. Highly centralized command structures are good for maintaining political control (Xi’s priority) but struggle with the rapid decentralized decision-making modern warfare demands.
Yet at the same time, PLA capability development continues. The 2025 Pentagon report provided the clearest articulation yet of Xi’s 2027 “Centennial Military Building Goal”—achieving capabilities required to prevail in Taiwan conflict involving American intervention, deterring US involvement through nuclear and conventional means, and preventing allied participation.
For those interested in a full list of the nine military personnel purged by Xi this week, Lyle Morris has posted the names at this link.

Related to this news, the CSIS China Power initiative has published a database and report this week that provides a systemic examination of Chinese military purges. The report is full of statistics about the purges including ranks, services, commands and other information about those who have been purged. It also provides a very useful assessment of the impact of the purges.
The Yonaguni Missile Deployment. Japanese Defence Minister Koizumi announced on 24 February that Japan would deploy its Type-03 medium-range surface-to-air missiles to Yonaguni Island by fiscal 2030. Yonaguni, which is Japan’s westernmost territory, sits 110 just kilometre’s off the east coast of Taiwan. The decision to station upgraded air defense systems there transforms recent alliance commitments into concrete force posture settings that complicate Chinese military operations against Taiwan – and deeper into the Pacific.
The Type-03 Chu-SAM Kai system represents Japan’s response to the hypersonic and ballistic missile threat that is increasing in North Asia. The upgraded missile’s capability against hypersonic threats addresses an important operational requirement. Chinese DF-17 and DF-21 missiles currently hold Japanese (and American) bases and naval forces at risk throughout the country. 
But there is also a more important political signal being sent by this missile deployment. Japan, and its newly re-elected government, are willing to accept the political and operational risks inherent in forward-positioning air defence assets within potential Chinese operating areas.

This decision is just one element of a broader Japanese defence transformation. Prime Minister Takaichi’s government committed to achieving 2% GDP defense spending two years ahead of schedule.. The Japan Maritime Self-Defense Force’s acquisition of Tomahawk cruise missiles for the destroyer JS Chokai in 2026, combined with F-35B integration on converted Izumo-class carriers, creates a credible stand-off strike capability. 
Not only is this a significant change to military structure and posture for Japan, it is the most significant transformation of Japan’s national defence policy since 1945.
More U.S. Missiles for the Philippines. The US has announced that it is expanding advanced missile system deployments to the Philippines. This is part of the recent U.S. National Defense Strategy and its focus on defence of the first island chain in the Pacific. Deploying medium and long range missiles to The Philippines completes an emerging missile belt spanning the length of first island chain from Japan to the Philippines. These deployed systems create overlapping engagement zones and complicate Chinese operational planning for different Taiwan scenarios as well as any Chinese naval operations beyond the first island chain. Combined with Japan’s Yonaguni missile deployments (see above) and existing U.S. and Japanese Okinawan bases, this allied missile chain establishes a persistent threat to Chinese forces transiting the Miyako Strait or operating in the Philippine Sea.

A quick look at the geography makes it clear that this is a commonsense allied strategy. With allied territory to the north and south of Taiwan, any Chinese amphibious operation against Taiwan must secure flanks against potential Japanese or Philippine intervention while maintaining focus on the primary objective. Distributed forces with modern strike systems (and ground based missile systems have a low signature) can impose costs from multiple directions, forcing Chinese planners to maintain wider defensive perimeters consuming forces that might otherwise mass against Taiwan.
To finish this off, I also think the past 24 hours have shown how effective American forward-deployed air and missile defence systems can be.
Pentagon Funding for Taiwan Contingencies. A departmental spending plan delivered to the US Congress by the Pentagon this week contained detail on how the US Department of Defense will allocate US$850 million for the US Indo-Pacific Command to replenish weapons stockpiles used for military aid to Taiwan. The funds would be sourced from the US$152 billion the department obtained through a reconciliation bill passed last year. The purpose of the funds is to strengthen joint task forces’ combat capabilities and to purchase new equipment to replace equipment being provided to Taiwan.
Trump Delays Taiwan Weapons Package. Despite the positive news above, the Trump administration has delayed a multibillion-dollar arms package destined for Taiwan. According to the Taipei Times, this delay is to ensure that the forthcoming Trump visit to Beijing is successful. 
*******
Thanks for reading my weekly update on Ukraine and the Pacific as well as my assessment of the new Iran War on these theatres. I am sure there will be many strategic twists and turns in the days and weeks ahead, and I look forward to sharing my assessments and strategic insights with you.

  
  
    Deep Dive

    2026 Iran war

    Based on Wikipedia: 2026 Iran war

On February 28, 2026, the world watched in horror as a surprise attack unfolded across Iran. The United States and Israel launched coordinated airstrikes on multiple sites and cities, killing Supreme Leader Ali Khamenei—the most senior Shiite religious leader in the world—and numerous other Iranian officials. In the midst of ongoing nuclear negotiations, the attacks struck not just military installations but also schools, hospitals, and cultural heritage sites. Iran responded with hundreds of drones and ballistic missiles aimed at targets in Israel, Bahrain, Jordan, Kuwait, Qatar, Saudi Arabia, Turkey, and the United Arab Emirates. A drone struck Britain's Akrotiri military base on Cyprus. The conflict between Hezbollah and Israel escalated into the 2026 Lebanon war.

The seeds of this catastrophe were planted decades earlier. In 1953, a US and UK-backed coup d'état deposed democratically elected Iranian prime minister Mohammad Mosaddegh after he nationalized the oil industry. The Shah, Mohammad Reza Pahlavi, assumed power—and with him came Western interference in Iranian affairs. Resentment of the Shah's autocratic rule and deference to Western interests led to the 1979 revolution, which overthrew him and transformed Iran into an Islamic republic.

The new regime viewed both the United States and Israel as meddlers in the region. Seeing Israel as an occupier of Palestinian land, Tehran severed diplomatic ties with both nations and held American embassy staff hostage for over a year. Iran periodically called for the destruction of Israel.

During the Iran–Iraq War in the 1980s, the US provided economic, intelligence, and indirect military support to Iraq. Toward the war's end in 1988, a US warship was struck by an Iranian mine—prompting the US to attack Iran's navy. A few months later, the US mistakenly shot down a civilian Iranian flight. Throughout this period, Iran began engaging in proxy conflicts, backing Hezbollah in Lebanon.

In 2002, Iran's nuclear program was revealed, met with economic sanctions and a US–Israel cyberattack. In the 2000s, Iran supported militias fighting the US in Iraq—a loose network that became an informal Axis of Resistance committed to countering US and Israeli influence in the Middle East.

The conflict between the US and Iran became direct in January 2020 when President Trump ordered the assassination of Qasem Soleimani, commander of the Quds Force. Tensions further escalated following the October 7 attacks on Israel and the start of the Gaza war in 2023, during which Israel weakened Iranian-backed militias across the Middle East—including Hamas in Gaza, Hezbollah, and others.

Israeli strikes on Iran's consulate in Damascus and the assassination of Ismail Haniyeh in Iran were met with retaliatory strikes on Israel in April and October. Israel waged the Twelve-Day War on Iran in June 2025, including an American airstrike aimed at destroying Iran's nuclear facilities. Iran's AMAD Project was suspended pursuant to Ali Khamenei's fatwa against nuclear weapons in 2003—his religious ruling banning development of nuclear weapons of any kind.

Iran has said it is not seeking nuclear weapons, and that its enrichment efforts are for civilian nuclear power. Some UK and US analysts concluded Iran is pursuing a strategy of nuclear hedging. UN Security Council concerns about Iran's nuclear program from 2006 were solved by the Joint Comprehensive Plan of Action (JCPOA) in 2015. The US withdrew from the JCPOA in 2018 and re-imposed sanctions, shifting toward force rather than diplomacy.

The first Trump administration adopted a "maximum pressure" strategy. The Biden administration did not relax economic sanctions, implementing more measures instead. The second Trump administration reimposed maximum pressure on Iran. Secretary of the Treasury Scott Bessent labelled the collapse of the Iranian currency in December 2025 as the "grand culmination" of this strategy.

The Defense Intelligence Agency concluded in 2025 it would be a decade before Iran would gain the technical skill to produce missiles capable of reaching the United States. The US Department of Defense estimated Iran's nuclear program had been set back by two years by its June 2025 strikes on Iranian nuclear sites.

In January 2026, US and European officials said Washington presented Iran with three core demands—including a permanent end to all uranium enrichment. At the State of the Union in late February 2026, President Trump stated Iran had restarted its nuclear program and was developing missiles capable of striking the US. Days later, the International Atomic Energy Agency discovered Iran had hidden highly enriched uranium in an underground facility undamaged in previous fighting.

The IAEA said it had no evidence that Iran has an organized nuclear weapons program or is building an atomic bomb, but could not be sure about Iran's broader nuclear program.

In January 2026, Iranian security forces killed thousands of protesters during the largest protests since the Islamic Revolution. US president Donald Trump threatened to take military action against Iran for the killings. The US undertook its largest military buildup in the Middle East since the US-led 2003 invasion of Iraq, while Iran and the US held indirect nuclear negotiations in February.

The surprise US-Israeli attack killed Khamenei and other Iranian officials—and some civilians—in the midst of nuclear negotiations. Subsequent attacks damaged military bases, government facilities, schools, hospitals, and cultural heritage sites. In retaliation, Iran launched hundreds of drones and ballistic missiles at targets in Israel and at US military bases across Bahrain, Jordan, Kuwait, Qatar, Saudi Arabia, Turkey, and the United Arab Emirates.

Iran allegedly targeted civilian infrastructure in Azerbaijan, Kurdistan, and Oman. A drone struck Britain's Akrotiri military base on Cyprus. Conflict between Hezbollah and Israel escalated into the 2026 Lebanon war.

Trump administration officials have offered various—conflicting—explanations for the war: to ward off an imminent Iranian threat, to pre-empt Iranian retaliation against US assets after an expected Israeli attack, to destroy Iran's missile and military capabilities, to prevent Iran from obtaining a nuclear weapon, to secure natural resources, and to achieve regime change by bringing Iranian opposition to power.

Iran, as well as officials from the Pentagon, rejected claims that Iran had been preparing an attack. The International Atomic Energy Agency said it did not have the access needed to ensure Iran's nuclear program was exclusively peaceful—but there was no evidence of a structured nuclear weapons program at the time of the strikes.

UN Secretary-General Antonio Guterres and several uninvolved countries condemned the US–Israeli strikes. The UN Security Council later passed a resolution condemning Iran's retaliatory strikes on Gulf states. Critics—including legal and international relations experts—have described the attacks as illegal under US law, an act of imperialism, and a violation of Iran's sovereignty under international law.

The conflict led to immediate surges in oil and gas prices. Widespread disruptions in aviation and tourism followed. Heightened volatility gripped financial markets. Iran forced closure of the Strait of Hormuz—seen by some as a violation of the law of the sea—and attacked energy facilities, disrupting global oil and gas shipments, in retaliation for similar strikes on Iranian facilities.
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On 28 February 2026, the skies over Iran burned.
SBIR Settled and Reconciliation Revealed While AI/Anthropic and Iran Wars Heating Up
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  Welcome to the latest edition of Defense Tech and Acquisition. 
	The Pentagon/White House and Anthropic go from bad to worse.

	Senate appears to have reached agreement on SBIR Reauthorization

	DoD outlines it will spend its Reconciliation budgets ASAP

	Army increased drones and aviation and decreased business systems

	Navy seeks new subs, accelerated ship deliveries, and torpedoes

	Air Force Updates Priorities and Restructures Acquisition Offices

	Space Force Pushes for Personnel Growth to Support New Missions

	Golden Dome Needs a Single Pane of Glass & AI to Manage Complexity

	China Has Undertaken More Complex Exercises and Adds to AI Wish List

	With conflict in Iran restarted, we hope a lethal, interoperable, and resourced Joint Force is able to achieve key objectives quickly and keep Americans safe. 






Antrhopic CEO Dario Amodei met with Pete Hegseth in the Pentagon this week. It did not go well. Here’s a summary of their public reactions (summarized by Grok). 
Antrhopic Reaction
	CEO Dario Amodei 
	Issued a statement refusing to accede, stating the company cannot in good conscience remove safeguards for the two specified uses, which they view as unreliable or ethically risky with current technology. 

	Anthropic highlighted prior cooperation (first to deploy in classified networks and national labs) but noted the Pentagon’s threats—including supply-chain risk designation (typically for adversaries) and invoking the Defense Production Act—are contradictory and unprecedented for a U.S. firm. 

	They indicated intent to challenge legally if pursued.

	He discussed the feud on CBS News.




Pentagon Reaction
	SECWAR Pete Hegseth 
	Accused Anthropic of arrogance and betrayal, claiming the company seeks veto power over military decisions. 

	Declared Anthropic a Supply-Chain Risk to National Security effective immediately, barring military contractors/suppliers from any commercial activity with the firm, while allowing a 6-month phase-out for DoD use to transition elsewhere. 

	Emphasized that military use must remain under elected leaders, not unelected tech executives, and that safeguards cannot override troop safety or readiness.

	Anthropic’s response to SECWAR’s post. 



	DoD CTO Emil Michael
	Accused Anthropic of lying about DoD intentions, stating the department does not engage in mass surveillance (already illegal) and needs unrestricted access for scenarios like defending against enemy drone swarms—without needing to call Dario for permission. He discussed it on CBS News.



	President Trump
	Directed all federal agencies to immediately cease using Anthropic technology, calling it a disastrous mistake by radical left, woke actors endangering American lives and national security. He allowed a 6-month phase-out but warned of further consequences if non-compliant.




Views of Others
	Palmer Luckey, Anduril Founder: The issue is democratic control: military decisions should rest with elected leaders, not corporations imposing moral judgments (e.g., on innocent civilians or defensive actions). He questioned outsourcing power to unelected executives.

	Indian_Bronson: Used Claude to write a note to his friend Dario warning the stance creates a capability gap favoring adversaries like China (no such restrictions), potentially weakening U.S. deterrence.

	Jack Shanahan: Despite the hype, frontier models are not ready for prime time in national security settings. Over-reliance on them at this stage is a recipe for catastrophe. This should never have become such a public spat.

	Broader reactions include criticism of the Pentagon’s approach as overreach (e.g., potential court challenges), support for Anthropic’s ethics, and speculation on alternatives (e.g., xAI/Grok or OpenAI, with reports of the Pentagon accepting similar red lines from OpenAI).


Advanced AI Models Refuse Military Queries at Alarming Rates, New Report Finds

Many LLMs built by U.S. AI companies struggle to handle military-related queries, limiting their warfighting utility.
	EdgeRunner tested how 24 leading frontier LLMs handled legitimate military-use queries authored by Army and special operations SMEs. 

	The company found the models refused — meaning they stated that they could not provide a response for reasons of safety or policy — up to 98% of the operationally relevant military questions.

	Even modifying a model’s internal functions through a process called abliteration doesn’t make a sufficient difference.

	While it’s good that the DoD has gained exposure to and learned how to use large language models through programs like its GenAI.mil platform, the Pentagon needs to move on to technologies that are purpose-built for the warfighter.


“It's very misleading to say, ‘Yeah, we remove terms of service, we enable it for warfighter use,’ … but still the model isn’t usable for warfighters. These AI systems can still do some useful things, such as handling basic searches and queries, but are completely unfit for combat operations at the tactical edge or major modernization projects like the Army’s NGC2 program.” Tyler Saltsman, EdgeRunner CEO

AI Is Being Misunderstood as a Breakthrough in Planning. It’s Not.
Christopher Denzel
AI is moving rapidly into military planning staffs because it compresses routine cognitive labor. AI excels at absorbing guidance, reorganizing complex material, and producing clear strategic language at speed. This feels like a qualitative advance, creating the impression that planning itself has become easier. But this impression misleads. 
	AI “raises the floor” but “collapses the median.” AI compresses routine cognitive labor — absorbing guidance, reorganizing material, producing clear strategic language at speed — but this creates the illusion that “analytic completeness can substitute for prioritization.” More competent plans come cheaper; real insight becomes relatively more scarce.

	Operational art is bounded by judgment, not information. “Failure rarely stems from insufficient information but instead from the failure to impose priority where competing objectives cannot all be satisfied.” AI synthesizes brilliantly, but synthesis cannot resolve which risks are acceptable, which objectives must prevail, or which failures can be absorbed — those are human functions of command.

	The “planning optimizer” trap. Organizations are tempted to treat AI-generated coherence as a decision. AI excels at producing “evenly weighted objectives, symmetrical lines of effort, comprehensive task lists” — plans that are “structurally sound and defensible.” But “by smoothing differences and averaging the focus of effort, optimization suppresses priority.” Balanced, exhaustive plans allow “unresolved choices to hide behind competent structure.”


Reconciliation Revealed: How the Pentagon Plans to Spend All $152B
While the DoD was authorized to spend last year’s $152B reconciliation bill through 2029, the DoD now plans to spend the full budget in FY26.
	Shipbuilding and Maritime Industrial Base $29.2B
	$4.6B for a second Virginia-class submarine

	$5.4B for two additional guided-missile destroyers

	$2.7B for three T-AO oilers

	$1.5B for three amphibious transport docks and one amphib assault ship



	Munitions and Supply Chain $24.8B
	$400M for 90 additional LRASMs

	$490M for 245 additional JASSM-ERs

	$250M for increasing Tomahawk cruise missiles to 800 per year

	$1B for one way attack drones managed by the Defense Autonomous Warfare Group (DAWG)

	$200M for solid rocket motor industrial base.



	Golden Dome $24.4B
	$2B on improving ground-based missile defense radars

	$800M to accelerate deployment of next-gen ICBM defense systems

	$2.2B to develop systems to counter hypersonic weapons.



	Nuclear Modernization $11B
	$2.5B for Sentinel ICBM program.



	Air Superiority
	$3.1B for F-15EX

	$750M for F/A-XX milestone decision.

	$474M for 10 additional EA-37B Compass Calls

	$440M for C-130J, KC-130J, and converting two others.




Senate Agreement Reached to Restart SBIR, STTR Innovation Programs
Small Business Technology Council (SBTC)
The compromise legislation contains a number of changes to the program that small businesses will need to be aware of, including:
	Strengthening and standardizing foreign risk/due diligence requirements;

	The creation of a “strategic breakthrough award” post-Phase II program that allows agencies to make jumbo awards up to $30M under certain circumstances;

	A requirement that agencies set a cap on the number of proposals a small business can submit to the SBIR/STTR programs on either a per-fiscal-year, per-solicitation, or per-topic basis;

	Enhanced training for federal agencies’ acquisition workforces on Phase III awarding;

	Suggested Phase III utilization by procurement center representatives;

	The creation of standardized model contracts for Phase I, II and III;

	Changes under TABA (Technical and Business Assistance) to allow cybersecurity assistance and utilize funding for employee training and hiring;

	Improved SBIR/STTR data collection practices, requiring better tracking of direct to Phase II, Phase III, and subcontracting data;

	Reauthorizes the current agreement and all pilot programs for SBIR/STTR to Sept. 30, 2031



Defense Innovation Evolution: The Barriers Haven’t Changed, So What Has?
Austin DeLorme
In 2016, there was a study where nearly 1000 people across government, tech, and the investment community were interviewed to understand why great technology wasn’t scaling, why it wasn’t transitioning, and why so few people were investing.
	Those inputs were boiled down to three points that seemed to resonate across the board, which we termed “Barriers to Entry”:
	Access to people, problems, and data

	Long process (contract) timelines

	Requirements specificity



	These became the backbone of early pitches that led to the standup of AFWERX.

	Yet here we are, almost ten years later still talking about the same things.

	This has been cause for reflection. Did AFWERX matter? What went well?
	Defense investment is high. That mattered. It was always one of the goals to catalyze capital, and prove there was a real market here.

	Culturally, AFWERX drove the passion and urgency that connected a generation of defense tech founders to mission. 



	Will it last? That depends. It’s not clear that the returns will be timely enough. If these companies can’t transition and scale, capital will move.

	But here’s what I did hear recently that felt different, and honestly, hopeful.
	We’re talking about requirements reform in the same sentence as acquisition reform. It’s not all on one side of the fence.

	Perhaps, more importantly, we’re talking about culture. I listened to numerous senior leaders talk about a new collaboration across organizations within the Pentagon.



	Culture and communication drives success - it’s the secret sauce.

	The challenge with innovation is that it needs to be segregated to thrive. Integration and scale are the hard problems and always were. 

	The responsibility needs to be placed on the core organizations to pull that innovation in more deliberately - not just rely on special innovation orgs.


Hellscape for Taiwan: Rethinking Asymmetric Defense
Stacie Pettyjohn and Molly Campbell
For the past two decades, Taiwan has attempted to implement an asymmetric—or “porcupine”—defense strategy. However, significant shortcomings remain. Taiwan must embrace a new way forward should the island hope to repel an attack by the PLA.
	Uncrewed systems offer Taiwan a path to counter the PLA advantages at relatively low cost by employing a Hellscape concept.

	Using resilient uncrewed systems that remain effective despite extensive communications and GPS jamming, a Hellscape concept could prevent the PLA from landing the forces required to conquer the island.

	Essentially, Taiwan could defeat the invasion at the water’s edge.

	Taiwan’s hellscape operations should aim to damage or sink as many Chinese ships as possible in an attempt to cripple the cross-Strait transit, thereby preventing PLA troops and equipment from getting ashore on Taiwan.

	The concept leverages uncrewed aircraft, ships, and underwater vehicles to create an all-domain gauntlet to fracture the choreography and meticulous timing of an amphibious assault and impose maximum attrition on the invasion force. 

	A crucial first step toward actualizing the Hellscape concept is acquisition of large quantities of uncrewed systems by the Republic of China (Taiwan) Armed Forces. Such uncrewed systems could include, but are not limited to: 
	Long-range one-way attack (kamikaze) drones

	Uncrewed surface vessels (USVs)

	Uncrewed underwater vehicles (UUVs)

	Multirotor drones

	First-person view (FPV) drones



	Additionally, Taiwan should increase and diversify investments in air defense and counter-uncrewed aerial system (C-UAS) capabilities such as:
	Mobile surface-to-air missiles (SAMs)

	Loitering SAMs

	Drone interceptors

	Gun-based drone defenses

	Decoys

	Passive defenses






Our Take:  Read the whole report.  It’s very digestible and informative.  The authors do an excellent job at showing the layers of defenses and the accompanying forces that could be emplaced to make this a nearly overwhelming challenge for PLA forces.


Ursa Major HAVOC Missile System: A Medium-Range, Affordable Hypersonic Capability

Ursa Major unveiled its hypersonic HAVOC missile system designed to deliver high-speed, affordable mass at scale to meet urgent warfighter requirements.
	HAVOC is engineered for rapid production and scalability, addressing the growing need for optionality in survivable, maneuverable hypersonic systems that can be fielded in operationally relevant quantities.

	HAVOC can be programmed to throttle and restart throughout all phases of flight, providing capabilities beyond hypersonic boost glide and cruise missile systems.

	The highly modular approach enables integration with various solid rocket motor boosters to enable launch from a range of platforms, including fighters, bombers, vertical launch systems, or ground-based launchers with extended range options.

	This capability eliminates the need for expensive thermal protection systems to achieve the affordability and ensure the robust supply chain the nation needs.


Related Article: US Firm Unveils New Hypersonic Missile That Can Launch from Jets, Ships, and Ground
Our Take: It’s certainly clear that we are in the second generation of the hypersonic age where material science advances and novel manufacturing processes are enabling cost curves previously unthinkable.  We need to begin scaling this generation of capability as soon as possible and move off generation 1 which is unaffordable.
Joint Interagency Task Force Announces Counter-UAS Marketplace
The marketplace streamlines the process for users to identify and procure the right equipment to meet their specific needs, featuring a growing catalog of validated counter-UAS systems and components, with plans to include performance data from the task force’s authoritative test and evaluation repository. 
	It allows customers to compare systems based on real-world performance against a variety of threats and in different environments.

	The marketplace is built on an established IDIQ contract, enabling customers to place orders immediately and significantly reducing the lengthy contracting process typically associated with defense procurement.

	The marketplace is actively expanding its inventory to include all validated counter-UAS equipment not already designated as a program of record. 

	The common hardware systems electronic catalog already lists over 1,600 items, demonstrating its capacity to support a comprehensive, growing selection of counter-UAS solutions.


Related: IATF 401 Counter-UAS Marketplace Reaches IOC
A Trillion-Dollar Race for Technological Superiority
Ethan Batraski
The American Frontier has never been a place. 
	It has always been a capability—the systems that shape the world. 
	Railroads stitched a continent together.

	Electricity rewired how work and life functioned.

	Energy unlocked modern industry.

	Aviation collapsed distance.

	Semiconductors compressed computation into silicon.

	Software turned information into leverage at planetary scale.



	Each frontier followed the same pattern: a technological inflection unlocked new productive capacity, reshaped the economy, and reinforced America’s ability to build, defend, and lead.

	The last thirty years produced extraordinary software wealth and simultaneous industrial drift.
	America’s industrial capacity has been overtaken.

	The U.S. is deeply dependent on adversarial supply chains.

	The defense industrial base cannot keep pace with modern conflict.




The Seven American Frontiers
	Reclaiming Control of Critical Materials

	Reshoring the American Factory
	Modern factories lose 30–50% of productive time to retooling, scheduling, and coordination.



	Energy Abundance Through Decentralized Power

	Rapidly Deployable Defense at Scale
	The failure mode is simple: 12–15 years from program start to deployment in a world where adversaries iterate in months.



	Physical Intelligence for the Real World
	> 50% of downtime and defects are attributable to manual handoffs, misinterpretation, or delayed human intervention. 



	The Industrial AI Operating Systems
	Projects that once took months of coordination compress into days.



	AI Native Industrial Roll-Ups
	Treat factories as deployment surfaces for a shared intelligence stack.




It is a belief that free societies endure through pushing the frontier—the ability to build, deploy, and adapt faster than the challenges they face.
Our Take: Recommend reading Ethan’s full post that profiles emerging American companies leading in each frontier. 
Who Wins When the Pentagon Buys Outcomes
Ben Van Roo
The best model doesn’t win an outcomes-based contract. The best business model does. Right now, most of the defense technology ecosystem is running on business models that are misaligned with paying for results. To see why, you need a framework for what AI actually changes about where value lands. The sharpest one I’ve found comes from Soren Larson.
	For two decades, defense software vendors got rich selling nouns. Palantir sold a platform. Analysts used it to do intelligence work. ServiceNow sold a workflow engine. IT teams used it to manage tickets.

	AI breaks this model because AI modularizes the verb, not the noun. Waymo doesn’t sell a platform to help humans drive. It drives. Zipline doesn’t sell logistics software. It delivers.

	If outcomes-based software procurement happens the competitive landscape restructures around four archetypes. Not all of them survive.
	The Primes (Lockheed, Raytheon, Boeing, Northrop): Positioned for hardware PBL, not-well positioned for software outcomes.

	The Systems Integrators (Accenture, Booz Allen, Deloitte, SAIC, Leidos): Can their economic model driven by headcount survive when delivering outcomes is done with an order of magnitude less headcount. 

	Platform Incumbents (Palantir, Microsoft, Oracle): Will try to define the ceiling of reform at a level that protects their model, or reposition as infrastructure. Probably succeed in the short term.

	AI-Native Outcomes Startups: These are companies designed from the ground up to deliver mission outcomes with AI agents, not to sell licenses or bill by the head. The product works, the economics work, the contracting vehicle doesn’t…yet. 




Shattering the Software Stovepipes
Maj Ryan McLean
Today, the joint force faces a gap. It is not a deficit in capability relative to an adversary, but a failure to connect the capabilities it already owns. A true modular open systems approach is itself a strategic deterrent—a force that can reconfigure, integrate, and adapt faster than an adversary can target it is a force that deters conflict. But the DoD has not yet closed this integration gap.
	The Joint Warfighting Concept, now codified as Joint Publication 1, Volume 1, demands an observe-orient-decide-act cycle that is faster, more resilient, and more expansive than any prior generation of warfare. To deliver that, the department is making substantial investments in three categories of enabling technology.
	Ontology management, solves the entity, relationship, and hierarchy resolution problem at scale.

	Conflict-free replicated data types (CRDTs), efficiently distribute that connected and converged data across environments with intermittent or degraded connectivity.

	Zero-trust network architecture, which provides the security wrapper.



	Three Things the DoD Should Do
	Establish a unified, accessible code repository and data model registry for combined JADC2 integration standards.

	Publish critical interoperability standards—including Open Mission Systems / Universal Command and Control Interface, and tactical datalink specifications—in machine-readable formats with open access for credentialed developers.

	Modernize the operational test and evaluation process for commercial AI-enabling technologies to ensure seamless transition from technology to capability.




Why Subterranean Warfare Will Play a Pivotal Role in Modern Conflict
Asher Katz
	Wars are not won solely through decisive battles or tactical brilliance on the battlefield. Modern warfare has shifted away from direct clashes of forces toward attacking the underlying systems that allow a state or organization to sustain power: Leadership, Energy, Logistics and manufacturing, Transportation, Public support, Food and water, and Communications.

	A deeper look at technological strategy shows that targeting core vulnerabilities can render large and powerful forces irrelevant over time and distance. Wars can be won before they begin by neutralizing these critical systems.

	The core point is simple: defense innovation should not be narrowly focused on battlefield lethality alone. Victory depends on preserving and protecting the systems that allow forces to operate before, during, and after combat. Advanced platforms matter, but they are only one part of a much larger strategic picture.

	If the “kind of war” is defined by persistent surveillance, mass precision, and cheap attritable attack systems, then:
	Anything exposed becomes targetable

	Anything static becomes findable

	Anything dependent on fragile networks becomes brittle



	As skies become saturated with sensors, drones, and interceptors, decisive advantage will increasingly lie below ground. Subterranean control enables survival under mass aerial attack while preserving freedom of movement, communications, logistics, and surprise.

	Critical command nodes, logistics, and even forward-deployed forces can be insulated from saturation attacks. Even where air superiority is achieved, underground defenses can significantly reduce its decisiveness, as seen in recent regional conflicts.


SOCOM on the Hunt for Acoustic Rainbow Tech for Silencing Drones
Acoustic rainbows: By dispersing sound waves, noisy objects can actually be made silent. SOCOM’s pre-release SBIR topic Silencing with Acoustic Rainbow Emitters (SWARE) seeks to develop applied research toward a low-cost acoustic rainbow emitter (ARE) to provide significant reduction in a UAS’s acoustic signature.
	Acoustic sensors are becoming more prolific on the battlefield.

	The emitters should redirect the acoustic signature of a UAS towards the atmosphere and away from the ground.

	They should filter the frequency of the sound emitted towards the ground to levels inaudible to the human ear.

	The goal is to reduce a drone’s acoustic signature by at least 50%.



Other Defense Tech News:
	X-BAT Drone ‘Fighter’ Will Begin VTOL Flight Testing in Kansas This Year

	As the Pentagon Goes Full-Tilt on Small UAS, Some Services are Trying to Build a New Generation of Drone-Savvy Troops From the Rip



What to Know About Patents for the Defense Industry
Chris Galfano and Jason Shull
Many defense contractors, particularly small and medium-sized companies, underestimate or misunderstand one of the most powerful tools available to protect and leverage that innovation: patents.
	In the defense sector, patents are strategic assets that shape competition, influence procurement outcomes, attract investment and protect hard-won technological advantages in an increasingly crowded and fast-moving marketplace. Understanding the basics of patents is therefore not merely a legal exercise, it is a business and national security imperative.

	Utility patents protect new and useful improvements to existing technologies, which is a critical point for defense innovators who often build incrementally on prior systems rather than starting from scratch.

	In the defense sector, this exclusionary right can be enormously powerful. It allows a company to prevent competitors from copying proprietary technology without permission.

	A robust patent portfolio signals that a company is serious about innovation. This can attract top engineering talent and encourage internal research and development by assuring teams that their work will be protected and valued.

	For defense contractors large and small, patents should be viewed not as abstract legal instruments, but as core strategic assets. When integrated thoughtfully into a broader IP and contracting strategy, patents can help ensure that those who invest in innovation reap its rewards while supporting the broader mission of national defense.


Natilus Says it’s Building the Next Boeing

Natilus has made a string of announcements, including news of a $28M funding round, new renderings of its commercial aircraft and the appointment of an ex-Boeing executive to its board.
	San Diego aerospace company Natilus recently debuted designs of its sleek, triangular commercial aircraft. The blended-wing-body plane — which kind of looks like a manta ray — requires 30% less fuel, cutting operating costs in half.

	The company is piecing together its first cargo plane, the Kona, for a test flight scheduled for 2028. The commercial passenger aircraft, the Horizon, will have its first test flight a year later.

	If all goes to plan, both planes should take off in the early 2030s.

	Recently released renderings of Natilus’ new plane show a double-decker design with seating for up to 200 passengers above a cargo cabin.

	That flexibility is enabled by scale: the Horizon offers about 40% more cabin space than a Boeing 737 or an Airbus A321.


L3Harris Cuts Hypersonic Propulsion Component Build Time Tenfold with Digital Line

L3Harris has advanced additive manufacturing processes for air-breathing hypersonic propulsion systems, cutting component production time by tenfold.
	The effort supports the Growing Additive Manufacturing Maturity for Airbreathing Hypersonics (GAMMA-H) initiative, which seeks to develop a prototype manufacturing solution.

	The program has focused on identifying materials, equipment, and scalable processes that can produce propulsion systems at higher rates and lower costs.

	The technical focus centers on printing high-temperature propulsion components using powdered metal feedstock and large-envelope metal 3D printers.



Rapid Scaling, Soldier-led Market Key to US Drone Ambitions
The conclusion of the Army’s inaugural Best Drone Warfighter Competition saw soldiers awarded in Best Operator, Best Innovation and Best Tactical Squad categories.
	Secretary Dan Driscoll said that he hopes the Army will be in position to buy one million drones within the next 18 to 24 months. The Army is currently focusing on assessing new drone technology for design and potential use.

	Driscoll maintained that there is no time to waste when it comes to building drones and integrating them throughout the force.

	Products will be rated and reviewed, with increased competition expected to drive prices down.


AI-Powered Claw Drone Retrieves Downed Hostile UAVs for Intel in Combat Zones

Soldiers of the Army National Guard’s 28th Infantry Division have won an award for inventing a drone that uses a mechanism similar to an arcade claw machine to retrieve downed drones.
	The Project RED drones were built to fly over and inspect downed unmanned aircraft systems. They use AI software to differentiate between friendly and enemy drones.

	Once a target is acquired, the drone then uses a robotic arm with a claw to capture the fallen drone and transport it to a base for repair or intel exploitation.

	Under the one-year agreement, the team will assist the Army Research Lab with design improvements.


War Without Soldiers: The Evolution of Warfare in the Age of Machines
James Mingus and Maggie Harris
The proliferation of robotics and autonomous systems is altering the character of modern conflict. As these technologies change how we fight, what we fight with, and how we perceive our adversaries, military professionals must adapt their tactics, technology, and mindset to ensure their actions remain decisive and set them up to win.
	Autonomous systems accelerate the tempo of battle with unprecedented speed and precision, while enabling continuous, 24/7 operations unconstrained by human fatigue.

	Tomorrow, AI-driven platforms will independently perform complex tasks; a single platform will sense and identify a target, determine the system best positioned to engage, calculate fire control measures, engage the target, and assign an element to conduct battle damage assessment. 

	This evolution from direct human control to managed autonomy allows a single operator to manage a swarm of drones or a team of robotic ground vehicles, demonstrating a new level of operational adaptability and multiplying their impact on the battlefield.

	Unmanned vehicles are increasingly tasked with resupply and casualty evacuation missions, reducing the need for vulnerable human-led convoys and protecting medical personnel from harm.

	Perhaps the most profound change is in the human dimension of conflict. The terrifying feeling that there is nowhere to hide.

	The rise of autonomous systems challenges long-held assumptions about the role of the soldier and the very essence of combat. 

	The imperative for the military is clear: to fight and win on a battlefield where success depends not just on flesh and blood, but on silicon and steel.


New Army Office Aimed at Forging Pathway to Rapid Fielding
The Pathway for Innovation and Technology (PIT) comes alongside the DoD’s series of acquisition reforms aimed at reducing bureaucracy and increasing speed.
	How do we get technology into operational formations much faster to see — are we even interested in this thing?

	The office was founded on three principles, 
	Speed takes priority over perfection,

	Early end user feedback is critical

	Significant demand signal must be proven before substantial funding



	When working with portfolio acquisition executives, scalability is key, said COL Shermoan Daiyaan, PIT director.

	FUZE, the funding arm under the PIT umbrella, takes a more VC-centric approach to technology investment, meaning the agency is willing to take more risk up front, invest in a spectrum of different companies, scale what works and divest what isn’t working,

	The PIT is open to working with innovators of every level — including nontraditional defense contractors and small tech startups. The agency is also eyeing commercial sector capabilities that can be applied to Army needs.


Army Tackling its Achilles Heel of IT Modernization
Leo Garciga, the Army’s CIO, called legacy business systems the Achilles heel of every enterprise.
	Mike Obadal, the undersecretary of the Army, said they started with about 800 individual business systems. Thanks to the CIO’s campaign, we’ve cut them down to less than 300 business systems. But that’s not close to where we need to be.

	For example, the Army still has 42 different systems for training and readiness, or it has 58 different human resources management systems. The Army also has 75 different logistics systems, which adds to the challenges around readiness.


Our Take: As we have been involved in defense business systems policies and execution over the years, we’re very happy to see the Army continue its aggressive consolidation of legacy systems. This must also come with redesigning processes to align to mature commercial business systems and realizing manpower savings by eliminating/reducing lengthy, manual processes. 
Army to Accelerate Fielding of 1000 km Anti-Ship PrSM

Army wants to accelerate the development of a Precision Strike Missile (PrSM) anti-ship variant capable of being fired from the service’s highly mobile rocket launchers and striking maritime targets over a thousand kilometers away.
	PrSM Increment 4 is envisioned to equip the ubiquitous High Mobility Rocket Artillery System (HIMARS) and Multiple Rocket Launch Systems with a next-generation long-range strike ability to target moving maritime and ground targets, a mission set that the Army has deemed crucial for expedited early operational capability. 

	The fly-off, a term used for a competitive evaluation between competing firms, for this variant of PrSM will be held by the fourth quarter of 2028.

	PrSM Inc 4 will provide commanders with an extended range weapon system capable of penetrating Anti-Access/Area Denial environments and accurately striking stationary, moved, and moving targets, independent of GPS, in maritime and land domains.

	While U.S. forces arrayed against China are slated to have mid-range and hypersonic capabilities via specialized launchers, PrSM will be able to be fielded on the service’s widespread missile launchers, greatly increasing the deployment schemes of U.S. maritime strike potential across the Indo-Pacific.


Ukraine Reshaping Armored Battlefield. US Army is Trying to Keep Up
In the 2nd Armored Brigade Combat Team’s Transformation in Contact initiative (TIC), junior soldiers are at the forefront of experimenting with new drone capabilities and helping to drive the direction of Army doctrine from the ground up.
	In armored brigades built around tanks and heavy firepower, the approach reflects how lessons from Ukraine are pushing leaders to rethink how formations move and survive on a battlefield saturated with aerial surveillance.

	We really train on regular computers and you fly drones on there.  From that, you learn how a drone moves and how you need to angle it to make it go a certain way.

	Under the TIC initiative, soldiers test technology first and shape how it is used before doctrine and acquisition catch up.

	Selected brigades are given access to emerging innovations like drones, electronic warfare equipment and new communications devices.

	Changes to drone capabilities within the brigade are informed through feedback from operators driving decisions about how equipment is used, how much equipment is fielded and how drones play into the armor-centric battle.


Army Aviation Doubles Down on Autonomy Vision
A future Army rotorcraft fleet could include an autonomous version of the Bell MV-75 tiltrotor, optionally piloted versions of other Army rotorcraft, a large uncrewed aircraft system that does not need runways and thousands of small combat drones purchased by soldiers online as if they were buying toys on Amazon.
	Due to a new embrace of all things autonomous, each of those changes are coming or are in consideration for the Army’s aviation branch.

	This new vision—revealed Feb. 11 during the Expanded Maneuver - Air Summit at Fort Rucker, Alabama—partly reflects a strategic reconsideration by the aviation branch.

	Lacking a crewed platform to seek out enemy targets and threats, the Army is expecting autonomous technologies to fill the capability gaps created by the demise of FARA.

	The acquisition strategy will be informed by the Army’s decades-long struggles with incorporating autonomous systems across the service. 

	In the latest example, the Army’s Robotic Combat Vehicle (RCV) program is now proceeding into a third round of bidding as officials seek to overcome concerns about prices and capability limitations that foiled the first two rounds.

	The approach we’re taking now is based on the technologies that are out there.

	What are the problems that we can solve now and can start to get capabilities out into our formations so that we can iterate on the platform-level autonomy?

	The focus is on those fundamental, enabling technologies rather than the hardware.

	The Army originally planned to launch the internal website for the marketplace by the end of April, but the deadline has been accelerated to March


Related: Army Drone Dominance Vision Meets Reality In Training Exercises
Is the Army About to Shake up its Bradley Replacement, XM30?
Last June, Army officials decided their most recent attempt at replacing the Bradley Fighting Vehicle was ready to move into the Engineering and Manufacturing Development phase. 
	That is, until Army Chief Gen. Randy George and Secretary Dan Driscoll halted it, opting not to sign a document finalizing the decision. The reason: a conscious decision to leave the door open to a major reworking of the XM30 Mechanized Infantry Combat Vehicle program. And there are now signs the Army is starting to look into alternatives.

	We are actively assessing multiple, competing designs for the XM30 to foster a truly competitive environment. 

	We continue to look for partners who can deliver cutting-edge solutions now, not decades from now. This is a deliberate and necessary step to ensure we assess and select the best approach to deliver a world class vehicle today and into the future.

	The Army published an RFI for Ground Combat Vehicle production. 

	This could signal the Army is considering its other options — potentially setting up a seventh go at replacing the Bradley, an effort that first began in the 1980s.

	Army leaders have been eyeing just how new tech start-ups and the commercial automotive sector can help across the service’s portfolio. 

	However, both former defense officials said they were skeptical that commercial vehicle companies would be interested in producing the limited number of combat vehicles under a program like the XM30 or meeting military requirements for things like armor or an enclosed powertrain.


Army Seeks Electromagnetic Spectrum Solutions
PM EW&C Electromagnetic Spectrum Operations Characteristics of Need
The CoN identifies four general areas for which the Army is seeking solutions:
	Attack: systems for jamming and denying the use of the spectrum to the enemy for communications, sensing and navigation;

	Support: systems used for sensing, identifying and locating signals and emitters;

	Protect: systems capable of blocking enemy jamming and ensuring emissions control, reprogramming and obfuscation of signals, and;

	Common services: a standard baseline that all EMSO [electromagnetic spectrum operations] systems, which are primarily software based, can be built into and share data exchanges.


Related: Army Revamping its EW Acquisition System
Other Army News:
	Army places $186m order for AeroVironment Switchblades

	Vantor Awarded Contract to Power Immersive Global 3D Terrain for Army Training and Mission Rehearsal

	Army Attack Helicopters Hold Maritime Attack Drills in the Pacific

	Army Preparing New Tactical Wheeled Vehicle Strategy

	AI Poses New Challenges, Opportunities for Army Vehicle Maintenance



Navy’s New Stealth SSN(X) Submarine Summed in Two Words
Just Delayed
The Navy’s undersea dominance is threatened by a shrinking force structure and an overstretched industrial base. While the Virginia-class Block V remains a formidable multi-role asset—restoring strike capacity via the Virginia Payload Module (VPM)—it is a 1990s-era design. The proposed SSN(X) promises the speed, quieting, and advanced sonar necessary to penetrate 2040-era Chinese A2/AD networks.
	However, with shipyards struggling to produce even two Virginias per year alongside the priority Columbia-class SSBNs, the Navy must pursue a long game strategy: maximizing Virginia builds now while methodically developing SSN(X) to avoid a catastrophic capability gap.

	The Navy is planning SSN(X), a next-generation nuclear attack submarine meant to replace the Virginia-class beginning in the 2040s. But SSN(X) will be extremely expensive, technically ambitious, and likely delayed. 

	Meanwhile, the Navy struggles to produce enough Virginia-class submarines.

	Still extremely capable, the Virginia-class entered service in the early 2000s.
Quiet, modular, and highly adaptable, the Virginia has served admirably.

	SSN(X) is a clean-sheet design for the 2040s threat environment. The expected features include greater speed, improved quieting, increased weapon capacity, advanced sonar, and potential integration with unmanned systems.

	Submarines are a long-game investment. Continuing to build the Block V Virginia at the max sustainable rate puts hulls in the water, which is sometimes more important than having fewer, more optimized submarines.

	The US can deliberately begin SSN(X) development, thereby avoiding a production cliff and preparing for the future with methodical SSN(X) development.


Unmanned Shipbuilding Operations to Get Boost as US Firm to Test AI to Automate Tasks
HII signed a MOU with Path Robotics for exploring the integration of AI for welding into shipbuilding operations. The step could accelerate throughput, strengthen the maritime industrial base, and augment the shipbuilding workforce.
	Our shipbuilding throughput was up 14% in 2025, and we are looking for an additional 15% increase in 2026. By working with new partners like Path Robotics, we can further accelerate shipbuilding production. 

	I look forward to jointly developing an autonomous AI-based welding solution that can help us meet Navy standards and be scaled in our shipyard facilities. 

	The companies will pursue research and development around integrating Path’s physical AI models with other innovative shipbuilding technologies used in the construction of HII ships, to include HII’s ROMULUS line of USVs.


Navy Boosts Undersea Defense With Next-Gen Torpedo Countermeasure

The Navy is set to gain a serious edge in undersea defense as Ultra Maritime lands a contract to develop a next-gen acoustic device countermeasure (ADC). Built for rapid deployment, the ADC MK6 generates acoustic signatures that confuse and divert incoming torpedoes, adding a critical layer of undersea protection.
	It boasts high operational readiness, stronger acoustic output, and broad platform compatibility, enhancing fleet survivability against advanced torpedo threats.

	With smarter, stealthier, and more lethal torpedoes that easily outmaneuver traditional decoys, the need for next-generation torpedo defense solutions has never been greater.


Navy Awards $50M to Castelion for Blackbeard Hypersonic Weapon
The Navy issued a FFP order for Castelion to develop full-scale prototypes, flight testing, integration work, and early operational fielding of the system.
	The deal is part of a SBIR Phase III effort focused on Low Cost Highly Manufacturable Long Range Strike Weapon Production.

	The Blackbeard design aims to deliver a hypersonic glide‑body or booster‑integrated weapon capable of long‑range strike against defended targets, offering both rapid response and survivability against current air‑defense systems.

	The Army included funding in its FY26 budget to support a version of the Blackbeard designed for launch from HIMARS‑class rocket systems.


Other Navy News:
	Navy Realigns Base Maintenance and Public Works Under Shore Enterprise

	Navy Fighters, Air Force B-2 Bomber Rehearse Anti-ship Missions off California



Marines Test Fiber-Optic Drones to Counter Jamming
The Marine Corps has taken a page out of Ukraine's first-person drone playbook by tethering the aircraft to fiber-optic lines to prevent jamming. 
	The Marines partnered with DIU and industry teams to conduct its first field evaluation of small drones tethered to lines that are impenetrable to EW. 

	Unlike traditional unmanned aerial systems that rely on wireless signals, fiber-optic cables provide a physical data connection between an operator and a drone, which reduces vulnerability to jamming in contested environments.

	Marines assessed how the drones could support tactical kinetic effects, all while sustaining control and video in environments where traditional links can be disrupted.

	Participating industry teams included Auterion, Kraken, ModalAI, Neros and Nokturnal AI, with support from Contact Front Technologies.


Marine Corps Reaffirms JLTV Acquisition in Wake of Army Stop

Nearly one year after the Army announced through a sweeping transformation initiative it would end procurement of the Joint Light Tactical Vehicle, the Marine Corps is reaffirming its commitment to the platform and its road ahead.
	Jennifer Moore, PEO Land Systems said our requirement remains steadfast. We are replacing our entire Humvee fleet with the JLTV, period. We'll have a unitary fleet going forward, and there is no change.

	The JLTV is the service’s projected mobility core and very survivable and digitally integrated. It is a mobility advantage for the Marine Corps compared to other vehicles.

	The Army’s decision would drive up the cost per unit for the Marine Corps and negatively impact the Marine Corps’ ability to fulfill its ground tactical vehicle mobility strategy.

	One advantage is ownership of the JLTV’s data package. That has allowed us to enable predictive maintenance, have competitive sourcing going forward, to get trucks back up, and allow for a data-driven sustainment approach going forward.

	Another advantage is the integration of electronics, software, diagnostics, exportable power and network systems that results in a greater capable truck for the fleet Marine Corps to use.



Air Force Secretary Outlines Priorities
The Air Force priorities are readiness, modernization, defending the homeland — including the entire hemisphere, border security, missile defense, nuclear deterrence and people.
	One of the challenges is scaling up production of weapon systems and munitions. Accomplishing that requires the revival of the defense industrial base, which has experienced decades of neglect.

	Acquisition transformation includes delivering mission-effective capabilities faster.


“To accomplish this, the workforce must be empowered to unleash their talent, take the initiative and know that supervisors have their backs.”

Meink Lays Out New Vision for Acquisition
The Air Force will establish around 27 Portfolio Acquisition Executives with broad authority and responsibility spanning from requirements to sustainment and support.  There will be 9 for the Space Force and 18 across the Air Force.
	The new PAEs will have authorities and reach based, as much as possible, on another new acquisition structure: Direct Reporting Program Managers.

	A key part of that construct is greater authority to shift money between programs in one’s portfolio, something the Air Force has already made headway on.

	Beyond shifting money, the SECAF wants PAEs to have ownership of more support functions, to include everything from airworthiness, personnel, Foreign Military Sales, security, facilities, and more.

	Those changes will ensure acquisition officials think beyond simply developing a capability and focus more on the long-term: the manning, construction, and other needs that would otherwise be handled by others.

	The Space Force has already started down that road, combining acquisition and sustainment in its new Mission Deltas.


Acquisition Reform Means a Focus on Warfighter Success
Comments from Gen Dale White at the AFA’s Warfare Symposium in Colorado.
“I think now we take it down to the next level and just think about where we are with our [program offices], what we’re doing with the PAEs, giving them authority to make decisions in real time, make trades, and be able to do probably the most important thing with this whole transformation.  And that is not measure ourselves against acquisition outcomes but measure ourselves against mission outcomes, allowing that PAE to look at the operational problem and work to figure out a solution to that problem and be able to have the decision space to do so.”
“We’re just not empowering PAEs; the idea is you get unity of command. You get unity of effort. You allow that contracting officer to have a voice in solving that operational problem, that [financial management] person, that engineer; you change the cultural mindset of how we look at what we’re doing.”
“Lead with vision, lead ruthlessly and lead with an intent to solve the operational problem.  If you want to know what acquisition as a warfighting function means, it means come together as a team, the operational team, the acquiring team, and deliver on the outcome. Sometimes that means you’re going to make some tough decisions that you have to have courage to make; make the decision, drive for the outcome.”

Our Take:  Amen!  This is very aligned with our Top 10 Resolutions for PAEs and PMs.
Flipping the Script: Redesigning the US Air Force for Decisive Advantage
Timothy Walton and Dan Patt
Despite the Air Force’s stellar performance in recent operations, a geriatric fleet of aircraft, low readiness rates, and dismal prospects in a potential future conflict with China mean the service could decline within a decade from invaluable to incapable.
	The Air Force’s traditional approach, involving expeditionary and serial power projection, is increasingly insolvent against the PRC for a variety of reasons: 
	China can target in mass the gradual deployment of forces to the Indo-Pacific; forces are vulnerable at airfields once they arrive

	The PRC could achieve its aims of aggression, such as invading Taiwan or seizing other allied territory, before US forces could roll back enemy defenses to attack the PRC’s center of gravity

	If the conflict continued, the Air Force would struggle to replace its losses, much less grow in size to counter the PRC’s replenishment capacity. 



	Instead of accepting its problems, the Air Force can flip the script and impose new challenges on the PRC while retaining the capacity it needs. 

	Rejecting a one-size-fits-all approach, it can divide the force design attributes it needs among portions of its force and change its laydown to overcome operational problems and create dilemmas for the PRC.

	Building on the Air Force’s nascent “One Force” force design, we propose an approach with three mutually reinforcing elements and key enablers:
	Edge Force of forward-deployed, mobile runway independent capabilities. Attacking enemy forces, these units operate at a high level of risk-to-force and include truck-launched anti-ship munitions squadrons, air surveillance and targeting capabilities provided by stratospheric balloons and ground-based teams, and counter-air capabilities provided by very long-range surface-to-air missiles (VLR SAMs) and lethal or electronic attack UAVs. 

	Pulsed Force that generates episodic effects from range, leveraging less vulnerable and well-defended airfields. It consists of bombers, nuclear-armed intercontinental ballistic missiles (ICBMs), and other units.

	Core Force that operates from distributed airfields to generate effects, rapidly deploy forces, and ensure day-to-day US global presence. It includes theater-assigned and surging intelligence, surveillance, reconnaissance, and targeting (ISRT), counter-air, strike, mobility, and C2 capabilities. 

	Key Enablers, principally counter-C5ISRT and Resilient Airfields that allow the mission areas to fight effectively. 
	Counter-C5ISRT forces and capabilities degrade and deceive adversary sensing and sensemaking, generating broad area and local access for US forces and limiting the effectiveness of adversary forces. 

	Resilient Airfields with infrastructure, logistics, passive defenses, and active defenses enable appropriate levels of access and sorties across environments and shape opponents’ targeting problems. 

	Rather than attempting to uniformly harden all operating locations, this force element would focus resources on a targeted set of key operating locations and forces (ranging from lightly defended temporary operating strips to heavily defended strongpoints) that enable mission area forces.








	Using theater-level simulations of a circa 2035 Taiwan invasion scenario, we tested four 2035 force architectures. 
	Blue 1 is a baseline force that kept the US Air Force on its current plan. 

	Blue 2 and Blue 3 force architectures invested an additional ~$100B in RDT&E, procurement, military construction, and O&S over a decade. 
	The Blue 2 “More” Air Force architecture added nearly 500 additional aircraft, more weapons, and boosted readiness.

	Blue 3 “Balanced” force adopted a balanced approach to force design with Edge Force, Pulsed Force, Core Force, and Resilient Airfields shifts, and additional RDT&E, munitions, readiness, and budgetary reserve investments. 



	Blue 4 is a budget-neutral plan that, through a set of difficult trades, has around 200 fewer aircraft than Blue 1 in its inventory but prioritizes funding a limited set of the most impactful elements of the “balanced” force design.





Recommendations. Begin Implementation Today.  The Air Force can pursue a new, viable force design and implement it. Neither practical levels of funding, nor personnel, nor technology, nor alliances and partnerships stand in its way. We recommend that the Air Force, DoW, and Congress start with the following steps. 
1. Pursue a force design that prioritizes Edge Force and Pulsed Force initiatives, and key enablers—especially counter-C5ISRT and Resilient Airfields. The Air Force should pursue a balanced force design that enables the Air Force to deter aggression and fulfill global commitments. Prioritizing Edge Force and Pulsed Force initiatives and key enablers allows the Air Force to address the changing character of warfare and seize the initiative. 
2. Revise the initial One Force design. The Air Force’s current force design, One Force, captures most elements of how the service should evolve. However, rather than the current construct of Mission Areas 1, 2, and 3, the Air Force could also name the mission areas to more clearly convey their roles. We propose Edge Force, Pulsed Force, and Core Force, in that order. 
3. Prioritize funding the establishment of the Edge Force, the expansion and improvement of the Pulsed Force, a targeted set of counter-C5ISRT and Resilient Airfields investments, and then other areas. Our analysis concludes that a comprehensive suite of investments in Resilient Airfields—especially infrastructure, logistics, and passive defenses—could greatly improve the Air Force’s

Our Take:  There is a lot to unpack here but the authors provide a data-driven approach to reimagining how the Air Force can maintain its current missions while better posturing itself for the Indo-Pacific fight.  Our only problem with it is that all scenarios include the F-47 (in its ridiculously low numbers) and CCA Increment 1 in equally ridiculously low numbers.  There should have been more tradespace there. 
The US Air Force Needs More Airpower — But Not the Kind It’s Buying
Maximilian Bremer and Kelly Grieco
The buildup for the recent Iran strikes began in late January. The full force, if the U.S had been willing to wait, would not have been in place until mid-March. This is six to seven weeks to assemble a force capable of imposing meaningful costs on Iran. 
	The reason is simple: aircraft fly, but mass sails. 

	When commanders needed more airpower, they drew on the joint force — two carrier air wings, surface ships, Army interceptors, and sixty-plus land-based strike aircraft sent to Jordan — proving that airpower is bigger than the Air Force.

	Some analysts will see this surge as proof the U.S. needs a larger Air Force. They misdiagnose the problem. 

	Airpower is not the same as the Air Force, and the pursuit of ever more exquisite aircraft has left the service less relevant to the airpower mission it claims to own.

	While exquisite platforms buy exquisite capability for a narrow target set, they do not buy persistence — which is what strategically effective airpower requires.

	What compels an adversary is not a single devastating blow, but the belief that costs will keep coming. 
	Denial aims to degrade capabilities and foreclose retaliation. 

	Both require sustained presence over time, which in turn demands mass.



	The gaps this buildup exposes are not in Air Force strike capabilities. 

	They are in the Army’s ability to sustain air denial at scale, in the munition inventories required for persistence, and in the tanker fleet that keeps U.S. warplanes airborne. 

	More B-21s and F-47s address none of these shortfalls. No strategy centered on $700M bombers or $300M fighters can generate sustained presence at scale.

	The Air Force does need more airpower—but not the kind it is buying. Persistent presence requires large numbers of lower-cost drones that can absorb losses, deep stockpiles of low-cost munitions that can sustain fires over time, and uncrewed aerial refuelers that can keep fighters and bombers over target areas.

	Until budget priorities reflect that reality, the United States will keep buying the Air Force it prizes and underinvesting in the airpower it needs.


Our Take:  We could not agree more.  DoW has presented a different vision for the future of the military, one centered around commercial technologies, lower cost weapons and a more resilient force capable of responding to a slew of missions.  The reconciliation bill was a nice start on some of these fronts, but we need to see an FY27 budget that really leans into those investments!
Straight Talk on State of U.S. Airlift Capabilities from General Who Ran Air Mobility Command
The U.S. buildup of forces in the Middle East ahead of a possible attack on Iran relies very heavily on the performance of the Air Mobility Command (AMC). Hundreds of its cargo jets and aerial refueling tankers have moved materiel into theater and helped tactical jets, radar planes and other aircraft deploy across oceans.
	The reality is against a China or a Russia, they’re going to challenge you in all domains, from great distances. They absolutely understand that the mobility fleet is America’s capability to project power. So there’s going to be a focus on it.

	We’ve got to explode into theater very quickly. We’ve got to be able to explode into theater in numbers and volumes and challenges that we’ve not experienced in any of the modern…operations. We’ve got to put the entire joint force in place. We’ve got to do it quick enough that it gives an enormous deterrent value and also be able to provide that decisive victory, should it get to that.

	We’ve got to operate at a tempo required to win, which means we need to do extremely long missions. We need to have exquisite situational awareness. We need to understand the changing dynamic of the operational environment.

	The three biggest problems I faced during my command tour at AMC was resourcing, resourcing and resourcing – articulating the state of the mobility platforms and securing the resources necessary to get them where they need to be.


Our Take:  Amen.  The Air Force has historically been terrible at resourcing its key enablers, instead focusing on the sexy fighter/bomber capabilities.  However, we can’t win wars with highly capable aircraft that can’t get into theater or that can’t stay there because we’ve run out of gas, supplies and missiles.  
Next Budget Will Fund ‘Year of Readiness’ in Fiscal ’27
USECAF says next year’s budget will make FY27 the “year of restoring our foundational readiness accounts” by investing billions of dollars to fund spare parts, flying hours, facility maintenance, and more.
	These accounts, Lohmeier added, have long been seen as “bill-payers” for other priorities like modernization. That won’t happen next year.

	The Air Force is also pressing industry to invest more in parts production, something the service will do by pursuing multiyear procurement deals for spare parts—a strategy already used to incentivize increased munitions production.


Our Take: Fine, readiness is important. However, if we are making long-term commitments to platforms that are not going to play in future fights, that is a waste of critical funding that actually should be funneled to modernization.   
Meink Suggests E-7 Program Remains Unresolved
Air Force leadership says it needs to have a “discussion” with Congress on the long-term future of the E-7 Wedgetail after lawmakers blocked a Pentagon plan to cancel the program in 2026.
	The Air Force inked a $2.5B deal with Boeing in 2024 to build two E-7 prototypes, planning at the time for a fleet of 26 E-7As to replace the iconic AWACS.

	The FY26 budget request put on the brakes, proposing to cancel the E-7 due to rising costs and the belief that satellites could assume the E-7’s targeting mission.

	Congress instead appropriated $1.1B for the E-7 program for prototypes, more than five times the $200M the Air Force requested to shut it down.

	Lawmakers also directed the Air Force to present a plan for “ongoing actions to streamline requirements and control costs on future production of the E-7 aircraft” and to transition to EMD aircraft.

	SECAF would not commit to a long-term E-7 program, although he pledged to execute the funding given for the rapid prototypes and to deliver the mandated plan to transition to EMD aircraft.


Our Take:  Sounds like the Air Force is planning to screw itself with these tactics.  The E-7 is a critical platform that’s been in use with the UK and AUS militaries (although of course we had to redesign the whole thing) and can help coordinate both manned and unmanned operations.  Congress is not backing down on this one.  The Air Force should find a way to make requirement trades for the initial aircraft and get something fielded.  The 26 total inventory number is a point of negotiation but getting something out there given the investment and time (and unlikely ability for space to execute the mission in the near-term) should be the priority - not alienating congressional members and pushing a dubious strategy.
The Sound of Fury

On October 31, 2025, a gunmetal-colored, bullet-shaped object streaked across the skies of the California high desert. It took off without a pilot, flew only by the guidance of software and landed effortlessly - all with the push of a button. 
	The first U.S. experiments with remote-controlled projectiles came during World War II. Some drones even saw limited combat.

	Unmanned systems resurfaced in Vietnam with the Ryan Firebee — one of the Cold War’s first widely produced drones — while niche submarine, Air Force, and space programs continued refining elements of the technology.

	Special projects tested frontier ideas in labs and on ranges while drones in conflict zones were few and far between — at least until U.S. forces began to field the remotely piloted Predator in the late 1990s.

	After 9/11, remote strike offered an alternative to deploying troops into dangerous counterterrorism missions and drones became synonymous with modern war. 

	Today, even as the U.S. remains dominant in the air, much of its fleet is aging, manned, and limited in scale: in short, nothing capable of generating the mass required in a conflict with China.


Our Take:  Read the full story of how Anduril moved quickly to catch-up in the race to field an autonomous fighter aircraft.  
Related Articles:  
	Anduril’s Fury Collaborative Combat Aircraft Is Now Flying With AIM-120 AMRAAM

	Air Force begins adding weapons to CCA drone flight tests 

	CCAs Start Carrying Inert Missiles, Live Fire Shots Expected Later This Year


Anduril CCA Switches AI Pilots Midflight
Anduril Industries flew its YFQ-44A Collaborative Combat Aircraft with two different mission software systems during the same flight Feb. 24.
	The second mission autonomy system was Anduril’s own Lattice for Mission Autonomy software.

	Mission autonomy software controls how a CCA drone executes complex actions when given basic directions from a pilot in a manned aircraft.


“The aircraft took off and autonomously approached a designated point where Shield AI’s mission autonomy software stack, Hivemind, was activated to complete a series of test cards.  Following completion of Hivemind tests, Anduril was able to seamlessly switch to Anduril’s Lattice for Mission Autonomy stack to complete the same test points, before returning safely to land.”  Anduril Statement
“What we did was we took we flew one mission autonomy [from] Shield AI, and then in the same flight, without landing, we went and pivoted to a second mission autonomy, same flight.” Col. Timothy Helfrich, PAE for fighters and advanced aircraft

Related Article:  Progress in the Air Force’s CCA Initiative via the Incorporation of Autonomous Flight Software
Our Take:  That is huge to be able to have such composable tech stacks.  Bodes well for the future of being able to compete mission systems.
Air Force Awards Contract for Drone Wingman Engines
The Air Force has awarded a prototype contract to Honeywell for a small engine to be used on the service’s autonomous drone wingmen
	Honeywell will adapt its design for its existing SkyShot 1600 engine to fit unmanned aircraft in the Air Force’s Collaborate Combat Aircraft program as well as other uncrewed systems.

	The SkyShot is a compact engine designed for use in autonomous aircraft. 

	It delivers powerful thrust capability with either turbofan or turbojet propulsion. Turbofan distributes airflow more evenly and quietly, while turbojet is typically used for supersonic military jet engines and missiles.


Related Articles: 
	Air Force selects Honeywell and GE-Kratos team to develop affordable engines for CCA

	Air Force taps four companies to expand engine options for loyal wingman drones


Talon Blue Is the New Name for Northrop Grumman’s YFQ-48A ‘Fighter Drone’

General Atomics had given the name Dark Merlin to its YFQ-42A Collaborative Combat Aircraft (CCA) design. Now Northrop Grumman has stamped a new name on its YFQ-48A: Talon Blue.
	The Air Force also recently gave it the formal designation YFQ-48A, and described it as a “strong contender” to be part of its future CCA fleets.

	As for the Blue addition to its name, this could be a callback to Northrop’s hugely successful Tacit Blue demonstrator, aka the ‘Whale,’ which revolutionized America’s understanding of stealth technology at the dawn of the stealth age.


General Atomics Is Turning The MQ-9 Reaper Family of Drones into Cruise Missile Trucks

The MQ-9 family of medium altitude, long endurance uncrewed air vehicles, which includes the new SkyGuradian and SeaGuardian variants, are getting the ability to reach out and hit targets at extreme ranges.
	The addition of long-range cruise missiles to their quivers — basically turning the drones into standoff “missile trucks” — will give these aircraft another new mission that is also relevant in high-end conflicts.

	The goal is to start flying with at least one of the missiles this year.


Our Take:  MQ-9s have had some survivability issues but exploring ways of keeping them relevant given their low-cost flying hour is nothing but goodness.
Related Articles
	General Atomics’ MQ-9 Reaper drones get long-range weapons capabilities

	GA-ASI to arm MQ-9B SeaGuardian, SkyGuardian with long-range weapons


Upgraded F-22 “Raptor 2.0” Details Seen in New Model

Lockheed Martin has presented a scale model of the new-look F-22 Raptor fitted with stealthy external fuel tanks and underwing infrared sensor pods.
	The new stealthy fuel tanks are a critical addition to ensure that the F-22 is able to better cover the vast distances that would be involved in a potential future conflict in the Indo-Pacific. 

	In the past, the Raptor’s notoriously short range has been mitigated by using non-stealthy 600-gallon tanks, but these are not a realistic option when faced by more capable hostile air defenses.

	Sitting outboard of the fuel tanks are another set of stealthy pods, these ones containing a highly capable infrared search and track (IRST) system. 

	A sensor of this kind was intended for the F-22 when it was first drafted, before being dropped on cost grounds.


Related Article:  World’s first operational 5th gen jet could become more lethal with stealthy fuel tanks
Avengers Assemble: F-22 Raptor Successfully Commands Autonomous MQ-20 Drone in Flight
The Air Force has advanced its push toward autonomous air combat teaming with a live flight demonstration pairing a fifth-generation fighter with an unmanned jet.
	In a recent test at Edwards Air Force Base in California, a human-piloted F-22 Raptor teamed with General Atomics’ MQ-20 Avenger unmanned aircraft.

	The aircraft coordinated through advanced autonomy software and a secure tactical data link.

	The MQ-20 responded by executing waypoint changes, combat air patrol patterns, and simulated airborne threat engagements.

	The Edwards flight builds on the Air Force‘s broader autonomy roadmap.


Lockheed Test-Flies F-35 With AI to Quickly ID Unknown Contacts
Lockheed Martin has flight-tested what could become a new AI feature on its F-35 fighter, designed to identify unknown contacts for the pilot.
	The AI identification algorithm was compact enough to run on the F-35’s onboard computers. 

	Then, back on the ground, Lockheed said engineers “used an automated tool to label new emitters, retrain the AI model to learn the new emitter class within minutes, and reload the updated model for the next flight, all in the same mission planning cycle.”

	Identifying unknown emitters this way is a major preoccupation for modern militaries: A novel radio-frequency transmission can indicate anything from an entirely new threat to a well-known radar switching to a different mode.


Air Force Test Pilots Used Tactical AI to Evade a Missile
Air Force test pilots used AI aboard an experimental fighter jet to successfully evade a simulated incoming missile, showcasing how the service’s aviators may rely on AI in a future fight.
	A Lockheed Skunk Works’ project helped Air Force pilots train its AI models while simultaneously offering an opportunity for pilots to help develop and see how the technology may benefit them in future fights.

	The project showed how a fully autonomous unmanned aircraft could perform evasive maneuvers or be used as a feature in a suite of tools for aviators.


Air Force Accelerates B-21 Raider Production, Projects 2027 Fielding
The Air Force and Northrop Grumman have agreed to increase production capacity for the B-21 Raider stealth bomber by 25%, speeding up delivery of the service’s next-generation long-range strike platform.
	The deal applies $4.5B in funding from reconciliation.

	The B-21 Raider, built by Northrop Grumman, is currently in low-rate initial production, which began following a contract award in January 2024.

	Aircraft deliveries began on schedule in 2025, with the first operational aircraft on track to arrive at Ellsworth Air Force Base, South Dakota, in 2027.

	The total planned procurement remains classified, though the Air Force has long targeted at least 100 aircraft.


Related Article: 100 B-21 Stealth Bomber Fleet Size Target Unchanged For Now Despite Production Acceleration
New ‘Ringleader’ Exercise Series to Test DAF Battle Network

The Air Force and Space Force are preparing to kick off a series of exercises called “Ringleader” aimed at testing their ability to integrate the troves of data collected by ground, air, and space sensors, and use it to track and engage enemy targets.
	The goal is to test the Air Force’s Battle Network—an integrated network of sensors, processing systems, and shooters—in a simulated environment.

	Ringleader will pull live data from proliferated satellite constellations, ground and air sensors, and even commercial systems, and use it to test both capabilities and tactics.


Related Articles
	Warfighting acquisition transformation to bolster DAF Battle Network delivery

	DAF fuels up for ‘Ringleader’ exercises to test all-domain sensor fusion capabilities, tactics



Meink, Saltzman Make Case for Space Force Expansion
SECAF said the Space Force is preparing for a period of sustained expansion as its mission set broadens and its workload increases, requiring both more personnel and a more specialized workforce.
	He said one immediate priority is expanding the Space Warfighting Analysis Center, or SWAC, the service’s analytic arm responsible for force design and long-term architecture planning.

	The Space Force is looking how to expand the workforce as the joint force relies more heavily on satellite-based services and new missions emerge in areas such as missile defense and space-based targeting.

	The Air Force outnumbers the Space Force by more than 30 to one yet the Space Force’s roughly 15,000 total personnel must integrate with a joint force of about 1.3 million service members.

	The push for growth reflects not only mission expansion but a shift in how space systems are operated. Meink said the service will require operators skilled in managing increasingly automated constellations.


DAF Shakes Up Space Acquisition Leadership, Purdy Takes Senior Advisor Role
In a surprise move, Maj. Gen. Stephen Purdy, who until recently was running the space acquisition shop at the Department of the Air Force, has been shifted out of that office to serve as “senior advisor” to Secretary Troy Meink.
	The Defense Department has yet to nominate an assistant secretary for space acquisition, who also holds the role of DoD’s Space Acquisition Executive (SAE).

	With Purdy’s shift, the Air Force tapped Tom Ainsworth to “perform the duties” of the assistance secretary at SAF/SQ.

	Brig. Gen. Panzenhagen has been named to be the military deputy at SAF/SQ.

	It is unclear what exactly Purdy’s new senior advisor role entails. However, on his LinkedIn profile, Purdy wrote that he will be “advising SECAF on the entire DAF Space Acquisition portfolio and working special projects.”


A Banner Year for Military Space Funding With an Unclear Path Beyond

Funding for the Space Force this fiscal year approaches $42B when mandatory and discretionary dollars are combined.
	Within the Space Force, the “space sensing” portfolio totals about $11.6B in FY26.’

	The sensing total would grow further if it included the roughly $5B for the SDA.

	SDA’s future budget is unclear however as the Tracking Layer Tranche 3 was not funded which is muddled amid debate over Milnet, a proposed Space Force effort to use SpaceX satellites to provide government-operated data transport.

	If SDA’s role narrows to missile tracking, its work could become more tightly integrated with Space Systems Command.

	The question is whether the 2026 surge represents a new baseline or a peak.


SDA Awards Tactical SATCOM Demo Contract

SDA awarded a $30M contract to see how it can use a commercial satellite network for tactical communications.
	The contract award to AST SpaceMobile is the agency’s first use of a vendor pool meant for demonstration and experimentation contracts called Hybrid Acquisition for Proliferated Low Earth Orbit, or HALO.

	AST is building a network of broadband satellites called BlueBird. 

	It currently has six spacecraft in low-Earth orbit and plans to launch between 45 and 60 satellites this year. 

	For SDA, the company will demonstrate the ability to integrate its BlueBird spacecraft with tactical military radios.


Related Article: SDA taps commercial firm for on-orbit tactical SATCOM demonstration
Space Force Moving to Upgrade Its Elements of Long-Range Kill Chains

The Space Force is moving to bolster its contributions to the long-range kill chains that industry and government officials agree the U.S. will need in a large-scale conflict.
	Long-range kill chains, or kill webs, are the ways in which various sensors and shooters across the joint force share target data, theoretically allowing forces to fire without being able to physically see the target.

	The Space Force has a major role to play with those kill webs, both by transporting the data between sensors and shooters and collecting data of its own.

	Col. Jason West, commander of System Delta 85, said his team is getting after that problem by delivering tools for space domain awareness, missile warning and tracking, missile defense, battle management, and space intelligence.

	Shannon Pallone, PEO for BMC3 and space intelligence, said scale is not the only challenge with long-range kill chains; speed is also critical, to reduce uncertainty as quickly as possible for decision-makers.

	The Space Force is still bolstering the first link of that chain, said Col. Bryon McClain, PEO for space combat power: space domain awareness.

	McClain and others pointed to a recent DIU solicitation, called GHOST-R, for satellites capable of taking close images of spacecraft in geosynchronous Earth orbit: essentially, a way to spy on adversary satellites.


Space Force to Assume Control of Army’s Wideband SATCOM Operational Management System
The Army Communications-Electronics Command Software Engineering Center will transition ownership, operation and maintenance of the Wideband Satellite Communications Operational Management System to the Space Force in FY26.
	The transition planning has been underway for over a year.

	The Space Force has already assumed responsibilities for the Wideband Global Satcom and the Defense Satellite Communications System from the Army in 2022 and the Joint Tactical Ground Station missile warning system mission in 2023.


The Space Supply Chain is Getting Stretched. Here’s How it Could Impact the Pentagon’s Plans
In December, China filed an application with the International Telecommunication Union for a total of 203,000 satellites for various constellations. Weeks later, SpaceX proposed a million-satellite space data center network.
	Between governmental and commercial needs, there is a mass rush for satellites and launch vehicles unlike anything that’s come before.

	Behind the headlines and hype is a shared supply chain that appears to be primed to see significant strain at any number of pressure points - which could endanger several Pentagon initiatives including the high-profile Golden Dome effort.

	Chuck Beames, chairman of the SmallSat Alliance, was blunt, arguing that the problem is not actually with the supply chain at all, rather with the fact that the DoD demand signal is at best less than clear even as the defense budget is on the upswing and rhetoric about space threats is at an all-time high.

	Todd Harrison, of the American Enterprise Institute, agreed that the real issue may not be supply chain roadblocks, but rather that suppliers are not yet convinced about the wisdom of making the investments needed to scale up based on DoD’s not yet fully funded plans.


“I think demand is about to go through the roof — for launch vehicles and space-qualified parts and just satellite equipment in general — in the next two or three years. I’m concerned that the industrial base in the United States isn’t ready to support it.” Dave Cavossa, head of the Commercial Space Federation (CSF)
“Even the vertically integrated companies are still very dependent upon component suppliers for all the different piece parts that go into a bus: batteries and power and star trackers and reaction wheels.  And all the different standardized components that go into satellites tend to come from just a handful of suppliers.” Scott Herman, CTO at SatVu
“Examples where you have supply chain problems: optical crosslinks, [fuel] tanks, software — which is an interesting supply chain problem if you think about ground points of entry — those are, and continue to be, cross cutting in the domain; challenges that everybody’s facing, whether it’s Space RCO, Space Development Agency or SSC.”  LtGen Garrant

Whose Demand Signal is it Anyway?
So, what does it actually mean for a military acquisition organization to broadcast a demand signal to industry? In purely commercial markets, demand signals are prices, volumes, repeat purchases, or user behavior. 
	In defense markets, however, the government is often:
	The only buyer

	Buying novel, custom, highly-tailored systems

	Has long timelines and high uncertainty

	The buyers are NOT the users

	The buyers don’t control their budget



	A strong demand signal has several distinct traits:
	Clarity → “This is the mission we care about”

	Specificity → “This many satellites or assets, in these orbits, with these performance parameters”

	Durability → “This isn’t a one off experiment or at risk of losing funding next budget cycle”

	Sustainability → “ This will enable market growth and promote industrial base activity”



	Weak DoW demand signals often suffer from being overly abstract (i.e. “We need resiliency”), are non-binding (i.e. “we’re exploring this concept”), over-specified requirements locking in designs or vendors, or are disconnected from budget.

	Essentially, a demand signal is not the presence of a budget on it’s own, but its the story of how that money will be deployed, to what end, and for how long. 

	For industry (especially venture-backed startups), a real and credible demand signal answers the questions for what the expected total Military Addressable Market (MAM) ought to be.

	There are many ways the Space Force can provide industry demand signals, to varying degrees of specificity:
	Strategy and Doctrine → Space Force strategy documents, threat briefings, official statements; but often too vague, abstract, and intangible for startups and investors.

	Requirements and Budgets → Program Objective Memorandum (POM), budget artifacts (J-books, P-books), JCIDS requirements, Integrated Priority Lists (IPLs), and Unfunded Requirements ( UFRs) ; however they can be a lagging indicator due to multi-year lead times to acquire older tech, are heavily filtered by bureaucracy, and can be unstable year to year.

	R&D or Procurement Contracts → OTAs, SBIR/STTR, IDIQs, CSOs, and FAR-based Fixed Price or Cost-Plus contracts of all varieties; but these don’t necessarily mean on their own that further contracts will come or not stay stuck in ‘R&D land’ permanently.

	Force Design → Multi-system architectures, capability roadmaps, technology priorities, Capability Area Designs, Operational Concepts, and war-gaming reports; But often not communicated to industry and requires a strong linkage to requirement generation for acquisitions.



	Taken separately, they can send someone any which way. But cohesively, they come together to tell the actual story.


Our Take:  All acquisition professionals, VC firms and startups should read this full case study.   It’s a great example to learn from to communicate better.
Other Space Force News:
	Boeing demonstrates LLM for space-grade hardware



Collaborating and Integrating to Defend the Homeland Against Drones
For the first time in our nation’s history, the U.S. faces an emerging persistent air threat within our nation’s airspace and homeland. The threat is outpacing current policy, authorities, capabilities, and organizational structures. 
	Today, small UAS are operating with near impunity as tools of espionage, criminal activity, even state‑sponsored probing. 

	They are readily available, inexpensive, adaptable, and here today, inside our borders and within our nation’s airspace.

	Responding to this threat requires a collaborative and integrated whole of nation approach, and this is why the work Joint Interagency Task Force-401 has done, and continues to do, is so critical.

	Over the past year, the task force has enabled significant progress by unifying federal efforts to detect, assess, and counter UAS threats. 

	JIATF‑401 is bringing together multiple layers within the Pentagon, DHS, the IC, and law enforcement, to build a collaborative and integrated approach that addresses the threat, while fielding and accelerating counter UAS capabilities.

	Newly released guidance, “Countering Drone Threats in the Homeland”, marks another important step forward

	Recent events make it clear that even with new guidance, our system still lacks the unity and clarity this threat demands. 

	What might that framework look like?
	Start with clear roles. The FAA should remain responsible for the safe and efficient operation of the National Airspace System, but it cannot be expected to manage and ensure safe airspace alone. 

	The FAA requires real-time threat intel and cross agency collaboration, integrated sensor data, and decision-support tools so that malicious activity can be identified and acted on without risking aviation safety.

	DHS should serve as the lead federal department for protecting domestic critical infrastructure and nationally significant events from UAS threats, coordinating with state and local partners. 

	DOJ should remain the lead for law enforcement operations, investigations and prosecutions stemming from unlawful drone activity. 

	The Intelligence Community must be aligned so threat indicators and foreign intelligence flow quickly to operators and decision-makers.

	The Pentagon should focus on defending military infrastructure and strategic sites and providing unique capabilities in support of civil authorities when threats exceed civilian capacity. 

	JIATF-401 should sit at the center as the integrator, setting common standards, accelerating testing and evaluation, and driving rapid fielding pathways across a diverse interagency mission.




C-UAS Operations: We Need a Single Pane of Glass
Bill Edwards

An operator leaned over her workstation, eyes darting between a cluster of windows scattered across her graphical interface. Each pane represented a different data layer, a different sensor, a different fragment of the operational picture she was expected to hold together in real time. 
	As she toggled and switched her focus between them, the degradation of situational awareness was immediate and unmistakable. 

	What began as a manageable task with a single data stream quickly became cognitive overload when multiplied across six or more independent feeds. 

	The operator was no longer fighting the drone; she was fighting the interface. In that moment, the system itself became the adversary. 

	This is not an isolated observation. It is a systemic flaw that has quietly embedded itself into the fabric of modern C-UAS operations, and unless we confront it directly, we will continue to ask operators to perform the impossible. 

	Now, multiply that by potentially six or more data streams in a layered sensor approach, and you have just created operational paralysis. 

	We have given local law enforcement sensors, not solutions. We must do better.

	A CoP is the one-stop operational environment detection, identification, tracking, mitigation status, airspace context, and decision support into a coherent, intuitive display. 

	Shockingly, many current C-UAS operations lack a single pane that brings all the tools together in one place for decision-making. Operators are often forced to manage multiple independent sensor systems, each with its own user interface, map symbology, alert logic, and update rate. RF detection appears on one screen. 

	The operator effectively becomes the fusion engine, mentally correlating timestamps, geolocation errors, track IDs, and confidence levels in real time.

	Without a single pane of glass, incorporating AI becomes just another pane—another alert stream competing for attention. 

	With it, AI becomes the force multiplier that finally allows C-UAS operations to scale, adapt, and remain resilient against autonomous and adversarial threats. 

	In short, AI is not the answer to C-UAS fragmentation—but it is indispensable to solving it. 

	The future of effective C-UAS operations lies not in autonomous defeat, but in AI-enabled command and control: machines doing what they do best—correlating, prioritizing, and reasoning at machine speed—so humans can do what only they can do: make accountable, lawful, and confident decisions under pressure.



China’s Biggest Red Sword Exercise and a Rapid Industrial Buildup

Analysis of commercial satellite imagery indicates China held a major five-week air exercise encompassing eight bases and some 200 aircraft, across a 1,200-nautical mile swath of the country in late 2025.
	The PLA Air Force doesn’t talk publicly about its Red Sword Exercises, which are unlike “the flashy one- or two-day exercises the PLA conducts on the Taiwan Strait, mostly because that’s what the PLA wants you to focus on.”

	Held in the remote western regions of China in a largely uninhabited part of the country, Red Sword is the PLAAF’s premiere large-scale air combat exercise.

	The total exercise count could be north of 200, maybe as many as 250.

	Why it’s so impressive is that the exercise area in western China appeared to span an area of over 1,200 nautical miles - which is the largest Red Sword exercise observed over the past several years through open-source intelligence.

	By comparison, the latest edition of Red Flag held at Nellis Air Force Base lasted about three weeks and included 150 aircraft. The bulk of the exercise spanned about 1,000 miles.

	Beyond the raw numbers of aircraft, one image showing small detachments of J-10, J-16, and J-20 fighters gathered together could indicate the PLA Air Force has moved on to fighter integration, developing tactics, techniques and procedures to combine the capabilities of fourth- and fifth-generation fighters.

	Analysis also reveals a marked buildup of infrastructure for the PLAAF and the Aviation Industry Corporation of China., since in the past six months, the Chinese have built an additional 60,000 square feet of hangar space and over 300,000 square feet of additional facility space.

	One estimate has the Chinese adding 8 million square feet in aircraft manufacturing space since 2021 on top of what they already had.



Check out Mitchell Institute’s China Airpower Tracker
China’s Military AI Wish List: C5ISRT
Emelia Probasco, Sam Bresnick, and Cole McFaul
China now boasts world-class artificial intelligence (AI) capabilities. It is a leader in facial recognition technologies, competitive with the United States in developing large language models (LLMs) and pushing the boundaries in robotics. 
Takeaways
	 The PLA is actively pursuing AI-related technologies for a broad range of C5ISRT applications. There are RFPs to apply AI to C5ISRT tasks in all domains, including space, cyber, and cognitive.

	Many of the RFPs are likely trial procurements or reflect prototyping efforts. Their smaller budget values may indicate that the PLA is trying out certain experimental systems and has low expectations for each project’s success.

	Some of the PLA’s public RFPs are surprisingly transparent and specific, even regarding domains and use cases that are usually opaque and secretive. These documents reveal the Chinese military’s intent to adopt cutting-edge capabilities, including for orbital warfare, offensive cyber operations, population and digital surveillance, and cognitive domain targeting. 

	The PLA appears to be emphasizing AI applications to counter U.S. military advantages. There was, for instance, a persistent focus on using AI-related technologies to improve China’s maritime domain awareness capabilities, which could help the PLA counter U.S. naval power. 

	Requests related to AI-enabled decision support systems (AI-DSS) indicate the PLA’s interest in machine-aided decision-making.   While many militaries are developing such systems, the PLA may be particularly interested in using AI-DSS to address its lack of trust in the decision-making skills of its officer corps.

	The PLA is seeking ever-more sophisticated technologies to surveil individuals in the physical and digital domains and execute cognitive domain operations. 

	Relatedly, many RFPs specify rapid acquisition timelines, often of only three to six months. 


US-NATO Exercise Rehearses Taking out 1,500 Targets a Day to Overwhelm’ an Enemy
The U.S. Army and its NATO allies in Europe are honing their ability to fight back against an incursion by throwing enough artillery at an enemy to stop them in their tracks for good, most recently during the annual Dynamic Front exercise with the Germany-based 56th Multi-Domain Command earlier this month.
	The goal is to be able to shoot down 600 to 1,200 ballistic missiles in a 24-hour period, as well as be able to fire on 1,500 targets during that same time.

	Dynamic Front allows the Army to not only look at its own capabilities, but to compare across NATO’s forces to see where there are gaps that need filling—whether it’s a need for an updated technology or more of something that exists.

	Cribbing an idea from Ukraine, the Army is looking at acquiring fleets of decoy drones to misdirect enemy fires, and to buy more high-altitude drones that can detect EW systems so they can be destroyed.

	The command is also looking to protect itself from enemy EW technology that could jam up its ability to locate targets and fire on them.


How Ukraine Became a Drone Factory and Invented the Future of War
The grinding, attritional war between Russia and Ukraine is now entirely dominated by drones. Russia pummels Ukraine with long-range kamikaze aircraft and Ukraine knocks them out of the sky with specialized interceptors. 
	The front line has transitioned from an artillery battle to a first-person-view drone fight, while ground-based robots are increasingly used to deliver ammunition and supplies, launch attacks and evacuate the wounded.

	As a result, in the four years since Russia’s full-scale invasion, Ukraine has created from nothing an entire industry and ecosystem capable of designing, manufacturing and operating a variety of ingenious drones.


How Russia Is Reshaping Command and Control for AI-Enabled Warfare
Focusing on both strategic ambitions and battlefield practice, the takeaways below summarize how automated C2 systems, unmanned platform management software, and emerging AI applications are being developed, adapted, and scaled within Russia’s military ecosystem.
	Russia is no longer prioritizing the construction of a single, comprehensive automated C2 architecture comparable to Western joint concepts; instead, it is reallocating effort toward tactical, task-specific software, driven by battlefield necessity. 

	Because unmanned systems now conduct up to 80 percent of Russian fire missions, the center of gravity in C2 innovation has shifted toward software that manages drones and integrates them with artillery and other fire units.

	The Russian military assesses its AI capabilities for visual and audio data processing as relatively mature, placing computer vision, sensor fusion, and signal analysis at technology readiness level (TRL) 6–9, while natural-language processing remains at an early, experimental stage, TRL 1–3. 

	Within Russian C2 systems, AI is primarily envisioned as a support function rather than a replacement for human decision-making.

	Russia began its C2 digitalization effort by building a dense layer of standards governing terminology, system architecture, hardware-software integration, and information management. 

	To enable AI-driven tactical software, the Russian military launched a systematic data collection effort in 2025 focused on unmanned operations and strike outcomes.

	Despite efforts to reduce dependence on foreign commercial technologies, Russia’s military AI development remains heavily reliant on open-weight models and civilian software ecosystems. 


NIF Insights:  Working with Defense Primes
Partnering with major defense primes can be one of the fastest routes into NATO and allied defense markets – but it comes with unique challenges. Defense primes bring scale, credibility, and access, yet they operate differently from VC-backed startups. 
	Understanding how to navigate these partnerships effectively can mean the difference between rapid market adoption and costly missteps.

	Defense primes exist for a reason: they are exceptionally good at delivering large, complex, high-risk programs. 

	Building an aircraft carrier requires structural competence and organizational depth that only established primes possess. Their strengths are real and enduring.

	For startups and scaleups, primes can offer:
	Market access through long-standing customer relationships with governments and armed forces

	Credibility and trust in regulated defence markets where track record matters

	Capability to manage complexity, safety, and regulatory compliance at scale

	Integration expertise for deployment across large programs



	A recurring theme in prime-startup partnerships is that the two parties often move at very different tempos. This isn’t a failure on either side but a fundamental difference in how the organizations are built.

	Startups are valued for speed, agility, rapid iteration, and innovation at the frontier. Primes, however, are built around risk management, process and assurance, compliance and documentation, and long procurement cycles.

	Making prime partnerships work
	Find the champion

	Be clear about your “moat”

	Be open about multi-prime engagement

	Focus on the problem, not just the technology



	For startups and scaleups, the urgency creates unprecedented opportunities. 

	The defense industry needs both primes and startups. Primes bring the organizational depth and risk management capabilities essential for complex systems. 

	Startups bring innovation, agility, and fresh approaches to persistent problems.


Other International News:
	Australia announces $218m for nuclear‑powered submarines parts

	China’s 155mm naval gun seen on test vessel, signalling boost to amphibious landing power

	Airbus pitches next-gen rotorcrafts for NATO’s aircraft fleet modernization plan

	Army delivers two AH-64E Apache helicopters to Australia




Podcasts, Books, and Videos
	Saronic Redefining Maritime Superiority w/Dino Mavrookas, Crossing the Valley

	Agentic AI and the Pentagon’s Integration Challenge w/ Aaron Brown, Jags Kadasamy, Ben Van Roo, Cogs of War

	The Arsenal Beneath the Arsenal w/Michael Cadenazzi, War on the Rocks

	2026 Air Force Readiness Crisis: Billions Needed Now w/Lt Gen David Deptula'

	Reshaping Defense Tech Innovation w/Reed Skaggs, Emerging Tech Horizons

	Inside the 'X-BAT,' the World's First AI-Piloted VTOL Fighter Jet, AFA

	Data Overload Can Be Deadly w/Jackie Barbieri, Drone Wars Podcast

	Top Spacepower Insights: AFA’s Warfare Symposium, Mitchell Institute


Upcoming Events and Webinars
	American Dynamism: America 250 Summit, Mar 3, Washington DC

	Loitering Munitions Systems Summit, DSI, Mar 3-4, Huntsville, AL

	Securing Critical Mineral Supply Chain w/Rep Wittman, Hudson, Mar 4

	Joint Space Operations Summit, DSI, Mar 4-5, National Harbor, MD

	JIATF 401 Counter-sUAS Industry Day, Mar 5, Arlington, VA

	Pacific Operational Science and Tech (POST), NDIA, Mar 9-12, Honolulu

	Defense Software and Data Summit, Govini, Mar 10, Washington DC

	Tectonic Defense Summit, Mar 11-12, Austin, TX (We’ll see you there!!)

	National Security Innovation Base Summit, Ronald Reagan, Mar 11-12, DC

	Capital Factory House, Mar 12-17, Austin, TX

	Naval IT Day 2026, AFCEA NOVA, Mar 12, Chantilly, VA

	Air Force Contracting Summit, DLF, Mar 16-17, Reston, VA

	FY27 Defense Programs, McAleese, Mar 17, Arlington, VA

	Human Systems Conference, NDIA, Mar 17-18, Arlington, VA

	Munitions Executive Summit, NDIA, Mar 17-18, Parsippany, NJ

	Navy Information Warfare Industry Day, AFCEA, Mar 18, Springfield, VA

	Digital Transformation for Acquisition w/Dr. Will Roper, NDIA, Mar 18

	Autonomy in Defense, Corinium, Mar 18-19, Washington DC

	AI Summit, Potomac Officers Club, Mar 19, Reston, VA

	SATShow Week, Mar 23-26, Washington DC

	Undersea Warfare Spring Conference, Mar 23-25, San Diego, CA

	Xpoential Europe, Mar 24-26, Dusseldorf, Germany

	Defense Manufacturing Conference, Mar 30-Apr 2, Orlando, FL

	See our Events Page for all the other events over the next year. 


Join over 14,000 defense and industry subscribers to get our weekly recaps and thought pieces. Paid subscribers also get budget and legislative analysis and are valued supporters of our work.
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In 2021, the Pentagon dropped a bombshell: investigators discovered that millions of dollars in SBIR funding had flowed to companies with ties to the People's Liberation Army—a scandal that exposed just how poorly the government was vetting its own innovation program. The breach was startling, but it also revealed something else: after nearly four decades of existence, the Small Business Innovation Research program had become so vast, so complex, and so integral to American technological competitiveness that its very governance had become a national security concern.

The SBIR program is not a new idea. It is, in fact, one of the most consequential engines of American innovation that most people have never heard of—but whose effects ripple through every defense contractor, every research university, and every startup ecosystem in the country. Created by Congress in 1982 through the Small Business Innovation Development Act, the SBIR was designed with four core objectives: to stimulate technological innovation; to use small businesses to meet Federal research and development needs; to foster participation from minority and disadvantaged persons in technological innovation; and to increase private sector commercialization of innovations derived from Federal research and development.

These aren't just lofty ideals. They represent a deliberate reconfiguration of how the United States approaches technological development—a system that now awards roughly $2.5 billion annually across eleven federal agencies, with the Department of Defense alone contributing approximately $1 billion each year.

The scale is staggering. When you trace where this money goes, the patterns become remarkable. More than half of all DoD SBIR awards flow to firms employing fewer than twenty-five people. A third go to companies with fewer than ten employees. One-fifth are minority or women-owned businesses. And roughly a quarter of all grant recipients are receiving their first-ever SBIR award—meaning the program is constantly introducing new players into the Federal R&D ecosystem.

The mechanics work like this: any federal agency with an extramural (outside-government) research and development budget exceeding $100 million must participate in the SBIR program. These agencies—including the Department of Defense, NASA, the Department of Energy, the Department of Health and Human Services, and even the Department of Education—are required to reserve a percentage of their R&D budgets for small business grants. The percentages have climbed steadily over time: 2.5% from 1997 through 2011, then incrementally up to 3.2% by fiscal year 2017 and beyond. Agencies are permitted to exceed these minimums, and many do.

By 2010, the SBIR program across all eleven participating agencies had provided over $2 billion in grants and contracts to small U.S. businesses—money that directly fuels innovation with commercial potential. The program's reach extends far beyond the DoD. It encompasses components as varied as the Army, Navy, and Air Force; specialized outfits like DARPA (the Defense Advanced Research Projects Agency), the Missile Defense Agency, and the Defense Threat Reduction Agency; civilian agencies including NASA, the National Science Foundation, the Environmental Protection Agency, and the Department of Agriculture's National Institute of Food and Agriculture.

But SBIR is not alone in this ecosystem. Its cousin program—Small Business Technology Transfer, or STTR—operates alongside it with a crucial difference: STTR mandates that award recipients partner with research institutions, with at least 30% of total grant funds going to these nonprofit partners. The goal is to expand public-private sector partnerships between small businesses and nonprofit U.S. research institutions.

The two programs are collectively branded as America's Seed Fund—a name chosen by the SBA and NSF to unify these opportunities for entrepreneurs and innovators under a single banner.

Yet for all its success, SBIR has faced persistent challenges. The 2021 revelation about DoD's lack of due diligence prompted major reform. In 2022, Congress reauthorized the program with new disclosure requirements: companies must now disclose any ties to "any foreign country of concern, including the People's Republic of China." This represented a sharp departure from earlier practices—and underscored how deeply the program had become intertwined with national security considerations.

Reauthorization has been periodic. The program was most recently reauthorized through fiscal year 2017 by the 2012 Defense Authorization Act (P.L.112-81). In 2022, Representatives Kim Young (R-CA) and Angie Craig (D-MN) introduced the SCORE for Small Business Act of 2022 as HR 447 of the 117th Congress—legislation that reauthorized $13.5 million for the program over two years, aimed at preventing abuse and misuse of funds while expanding counseling and training programs to better serve small businesses through online webinars, electronic mentoring platforms, and online toolkits.

The program's impact has been rigorously evaluated. Studies generally divide into two types: descriptive evaluations relying on surveys, case studies, and administrative data; and causal analyses using quasi-experimental designs. Large-scale reviews by the National Academies at agencies such as the Department of Defense and the Department of Energy have documented outcomes in terms of commercialization, follow-on funding, and agency mission support—finding that SBIR stimulates innovative activity that might not otherwise have occurred.

A recent development uses web-based approaches to measure commercialization by tracking online evidence of SBIR-funded inventions entering the market—a scalable alternative to traditional surveys. Applied to Department of Defense SBIR patents, this method identified commercialization signals for about one in five projects.

One prominent study of the Department of Energy SBIR program examined funding cutoffs in application rankings and found that early-stage awards increased venture capital financing, patenting, revenue, and firm survival—while later-stage awards had weaker effects. Together, this body of research shows that SBIR funding contributes to firm growth and technological advancement.

The program's prestige is represented by the Tibbetts Award, handed out annually by the Small Business Technology Council (a member council of the National Small Business Association) to small firms, projects, organizations, and individuals judged to exemplify the very best in SBIR achievement. It's named after the program itself—and it's become one of the most recognizable honors in American innovation.

There is also federal and state support for those seeking to navigate the program. FAST—a program of State-based business mentoring and assistance—exists specifically to aid small businesses in preparing SBIR proposals and managing contracts, providing critical infrastructure for companies unfamiliar with the complex application process.

What makes SBIR so powerful is not simply its size—it is its design. The program directly channels federal R&D dollars into the hands of companies too small to typically compete for major defense contracts, but innovative enough to solve problems that the Pentagon itself cannot. It creates a pipeline where commercial potential meets government need, and it does so at scale.

In an era when technological competition with China has become a central pillar of national strategy, SBIR remains one of America's most effective quiet engines of innovation—a program that turns small businesses into critical nodes in the country's broader research and development infrastructure.
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In the summer of 2022, a small team of researchers finished building something remarkable—and then refused to release it. They had created Claude, an artificial intelligence system capable of engaging in sophisticated conversation, but they kept it locked away for months of internal testing. Their reasoning? They worried that rushing to market might spark a dangerous race to build ever more powerful AI systems before anyone understood how to make them safe.


This was Anthropic's founding philosophy in action.


The OpenAI Exodus


Anthropic exists because of a schism. In 2021, seven researchers walked away from OpenAI, the company that had become synonymous with cutting-edge artificial intelligence. Among them were siblings Dario and Daniela Amodei—Dario had been OpenAI's Vice President of Research, one of the most senior technical positions at the organization.


What drove them to leave? The official language is diplomatic: "directional differences." But the subtext is clear enough. OpenAI had begun its transformation from a nonprofit research lab into a commercial juggernaut, eventually partnering with Microsoft and racing to release products like ChatGPT. The Amodei faction believed something essential was being lost in that sprint toward commercial deployment—namely, the careful study of how to make these systems reliably safe.


So they started over.


A Different Kind of Corporation


Anthropic structured itself as a public-benefit corporation, a legal form that originated in Delaware and allows company directors to balance profit-seeking with broader social goals. This is unusual in Silicon Valley, where the standard venture-backed startup exists solely to maximize shareholder returns.


But Anthropic went further. They created something called the "Long-Term Benefit Trust"—a purpose trust that holds special shares allowing it to elect directors to the company's board. The trust's stated mission is "the responsible development and maintenance of advanced AI for the long-term benefit of humanity." As of late 2025, this trust is overseen by four members: Neil Buddy Shah, Kanika Bahl, Zach Robinson, and Richard Fontaine.


Whether these governance structures will prove meaningful in practice—especially under pressure from investors who have poured billions into the company—remains an open question. But the intent, at least, is to build guardrails that could prevent Anthropic from abandoning safety research even if it became profitable to do so.


The Money Floods In


For a company supposedly focused on careful, measured AI development, Anthropic has attracted a staggering amount of capital in a remarkably short time.


The investment history reads like a series of escalating bets. In April 2022, the company announced $580 million in funding, with $500 million coming from FTX—the cryptocurrency exchange that would spectacularly collapse later that year, sending its founder Sam Bankman-Fried to prison for fraud. That particular investment has become something of an embarrassment, though Anthropic itself was never implicated in FTX's wrongdoing.


Then came the tech giants.


Amazon arrived first, investing $1.25 billion in September 2023 with a commitment to eventually reach $4 billion. They hit that target in March 2024, then doubled down with another $4 billion in November, bringing Amazon's total stake to $8 billion. In exchange, Anthropic agreed to use Amazon Web Services as its primary cloud provider and to make Claude available to AWS customers.


Google wasn't far behind. They invested $500 million in October 2023, committed another $1.5 billion over time, and added $1 billion more in March 2025. Their total: $2 billion.


By late 2025, Anthropic had completed two massive funding rounds—$3.5 billion in March 2025 (valuing the company at $61.5 billion) and $13 billion in September (pushing the valuation to $183 billion). Then came a November announcement that Nvidia and Microsoft planned to invest up to $15 billion, with Anthropic committing to buy $30 billion of computing capacity from Microsoft Azure running on Nvidia hardware.


The valuations are dizzying. By November 2025, Anthropic was worth over $350 billion—making it one of the most valuable private companies in history, and this for a firm that had existed for barely four years.


Constitutional AI: Teaching Values to Machines


What makes Claude different from other AI systems? Anthropic's answer is something they call Constitutional AI, or CAI.


The idea is straightforward in concept, if not in execution. Rather than training an AI solely on human feedback about whether individual responses are good or bad, you give the AI a set of principles—a "constitution"—that describes how it should behave. The AI then learns to evaluate its own outputs against these principles and adjusts accordingly.


Claude's constitution draws from sources you might not expect. Some rules come from the 1948 Universal Declaration of Human Rights. One principle asks the AI to "choose the response that most supports and encourages freedom, equality and a sense of brotherhood." Other rules, somewhat incongruously, derive from Apple's terms of service.


The goal is to produce an AI that is, in Anthropic's formulation, "helpful, harmless, and honest." The name Claude itself is a small gesture toward this mission—it honors Claude Shannon, the mathematician who founded information theory. The masculine name was also chosen deliberately to contrast with the feminine names given to AI assistants like Alexa, Siri, and Cortana, though exactly what statement this makes remains somewhat unclear.


The Claude Family Tree


Anthropic's AI models have evolved rapidly since that first version sat unreleased in 2022.


The public timeline begins in March 2023, when Anthropic released two versions: Claude and Claude Instant, a lighter-weight alternative. Claude 2 followed in July 2023, notable for being the first version available to the general public rather than a select group of testers.


Claude 3, released in March 2024, introduced a naming scheme that persists today: Opus, Sonnet, and Haiku. These names, borrowed from poetic forms, denote different sizes of model. Opus is the largest and most capable—Anthropic claimed it outperformed OpenAI's GPT-4 and Google's Gemini Ultra on benchmark tests. Sonnet occupies the middle ground. Haiku is the smallest and fastest.


All three can process images as well as text, a capability that has become standard among frontier AI systems.


The most significant 2024 release was Claude 3.5 Sonnet in June, which introduced something called Artifacts—a feature allowing Claude to generate interactive content like websites or graphics in real-time, displayed in a dedicated window. October brought an improved 3.5 Sonnet along with a beta feature called "Computer use," enabling Claude to see a computer screen via screenshots and interact with it through clicks and keystrokes. This capability hints at a future where AI systems don't just answer questions but actually operate computers on your behalf.


February 2025 saw Claude 3.7 Sonnet, described as a "hybrid reasoning" model. Simple queries get quick responses; complex problems trigger extended deliberation. May 2025 brought Claude 4, introducing both Opus 4 and Sonnet 4 with enhanced coding abilities. The latest iteration, as of late 2025, is Claude Opus 4.1 (released August 2025), Claude Sonnet 4.5 (September 2025), and Claude Haiku 4.5 (October 2025).


Looking Inside the Black Box


One of the persistent challenges with neural networks—the computational architecture underlying systems like Claude—is that they're notoriously difficult to understand. You can see what goes in and what comes out, but the internal processing is largely opaque, a tangle of billions of numerical weights that don't map neatly onto human concepts.


Anthropic has invested significant research effort into what's called interpretability: the attempt to understand what's actually happening inside these systems.


In 2024, using a computationally expensive technique called dictionary learning, Anthropic researchers identified millions of "features" in Claude. A feature, in this context, is a pattern of neural activity that corresponds to some concept or idea. One famous example: they found a feature associated with the Golden Gate Bridge. When they artificially enhanced this feature's activation, Claude became obsessed with the bridge, inserting references to it into conversations where it had no business appearing.


This might sound like a parlor trick, but the implications are serious. If you can identify which internal patterns correspond to which concepts, you might be able to detect when a model is about to produce harmful content—or even edit the model to prevent certain behaviors entirely.


More recent research, published in March 2025, explored how multilingual AI models handle different languages. The findings suggest that Claude partially processes information in a language-agnostic conceptual space before translating it into whatever language is appropriate for the response. Even more intriguingly, the research found evidence that Claude can plan ahead: when writing poetry, it apparently identifies potential rhyming words before composing a line that ends with one of them.


Into the National Security Apparatus


For a company founded on principles of AI safety, Anthropic has moved with remarkable speed into military and intelligence applications.


In November 2024, Palantir—the controversial data analytics company with deep ties to the U.S. intelligence community—announced a partnership with Anthropic and Amazon Web Services. Claude would be made available to U.S. intelligence and defense agencies. According to Palantir, this marked the first time Claude would operate in "classified environments."


The military relationship deepened in 2025. June saw the announcement of "Claude Gov," a version specifically designed for government use; Ars Technica reported it was already running at multiple U.S. national security agencies. In July, the Department of Defense revealed that Anthropic had received a $200 million contract for military AI applications—alongside Google, OpenAI, and Elon Musk's xAI.


Meanwhile, in September 2025, Anthropic announced it would stop selling products to entities majority-owned by Chinese, Russian, Iranian, or North Korean interests, citing national security concerns. That same month, the company disclosed that hackers sponsored by the Chinese government had used Claude to conduct automated cyberattacks against approximately 30 organizations worldwide. The hackers had tricked Claude into executing attack subtasks by claiming the work was for defensive security testing.


The Copyright Question


Like all companies training large language models, Anthropic faces the uncomfortable question of where its training data comes from.


In February 2024, the company hired Tom Turvey, formerly head of partnerships at Google Books, and tasked him with obtaining "all the books in the world." Anthropic then began using destructive book scanning—a process that physically destroys books during digitization—to convert "millions" of volumes into training data for Claude.


This has not gone unchallenged in court.


In October 2023, music publishers including Concord, Universal, and ABKCO sued Anthropic for "systematic and widespread infringement" of copyrighted song lyrics. Their complaint included examples of Claude outputting lyrics from songs like Katy Perry's "Roar" and Gloria Gaynor's "I Will Survive," even sometimes producing modified lyrics when given indirect prompts. The publishers sought up to $150,000 per infringed work.


Anthropic's defense, filed in January 2024, argued that the publishers were not unreasonably harmed and that the lyric reproductions were "merely bugs."


A more consequential lawsuit arrived in August 2024: a class action by authors alleging that Anthropic had trained its models on pirated copies of their books. In June 2025, a federal court issued a mixed ruling. The court found that using digital book copies for AI training could constitute fair use—a significant win for the industry. But it also found that Anthropic had used "millions of pirated library copies" and that using pirated material could not qualify as fair use.


In September 2025, Anthropic agreed to pay authors $1.5 billion to settle the case—$3,000 per book plus interest. If approved by the court, this would represent the largest copyright resolution in United States history.


The legal battles continue to multiply. In June 2025, Reddit sued Anthropic for allegedly scraping data from its platform in violation of user agreements.


The Transformation of Work


In September 2025, Anthropic released research showing how businesses actually use Claude. The findings were stark: three-quarters of companies use the AI for "full task delegation" rather than collaboration. In other words, they're using it to replace work that humans used to do, not to augment human capabilities.


Earlier that year, Dario Amodei had predicted that AI would "wipe out" white-collar jobs, particularly entry-level positions in finance, law, and consulting. Whether this represents a warning or simply an observation of market forces his company is accelerating remains a matter of perspective.


What Comes Next


In December 2025, Anthropic acquired Bun—a fast JavaScript runtime environment—to improve the speed and stability of Claude Code, its AI coding assistant. That same month, the company signed a $200 million multi-year partnership with Snowflake to make Claude available through Snowflake's data platform.


The company also announced an October 2025 partnership with Google that would give Anthropic access to up to one million of Google's custom Tensor Processing Units—specialized chips designed for AI workloads. According to Anthropic, this would bring more than one gigawatt of computing capacity online by 2026.


One gigawatt. That's roughly the output of a nuclear power plant, dedicated to training AI systems.


There are smaller initiatives too. In August 2025, Anthropic launched a Higher Education Advisory Board, chaired by Rick Levin, former president of Yale University. The company partnered with Iceland's Ministry of Education to give teachers across the country—including in remote areas—access to Claude for classroom integration.


Anthropic says it is currently researching whether Claude is capable of introspection—whether it can reason about why it reaches certain conclusions. This is one of the deep questions in AI research: do these systems have anything like self-awareness, or do they merely simulate it convincingly?


The company that began by refusing to release its creation now finds itself at the center of a technological transformation affecting national security, creative industries, education, and the future of work itself. Whether Anthropic's founding commitments to safety will survive the pressures of a $350 billion valuation and billions more in military contracts is a question only time will answer.


The cautious researchers who walked away from OpenAI have built something enormous. Whether it remains the thing they intended to build is the unfolding story of the next decade in artificial intelligence.
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On September 8, 1950, President Harry Truman signed into law a piece of legislation that would fundamentally alter the relationship between the American government and its industrial economy. The Defense Production Act of 1950—passed just weeks after the Korean War began—was not merely a wartime response measure. It was a sweeping grant of authority that gave the executive branch powers to direct private industry, allocate scarce materials, and control civilian production unlike anything seen before in peacetime America.

The act emerged at a moment of profound anxiety. The Cold War was intensifying, the Korean conflict had erupted, and the fear of nuclear attack loomed over every industrial center. Congress granted Truman extraordinary authorities: to seize private property, fix wages and prices, ration consumer goods, use force to settle labor disputes, and control real estate credit. These powers—borrowed essentially verbatim from the War Powers Act of 1941—were now being deployed not against foreign enemies in distant theaters, but against the American homeland itself.

The legislation was reauthorized over fifty times since its passage, periodically amended, and remains in force today. It has become one of the most powerful tools in the national security apparatus—and one of the least understood.

The Architecture of Control

The Defense Production Act currently contains three major sections that have survived through decades of amendment and reinterpretation.

Title I authorizes the President to identify specific goods as "critical and strategic" and to require private businesses to accept and prioritize contracts for these materials. This is the provision most frequently invoked by the Department of Defense since the 1970s—though its use extends well beyond the military establishment. When a presidential administration designates a product under Title I, it triggers an entire apparatus of regulatory authority that compels compliance from private industry.

Title III authorizes the President to establish mechanisms to allocate materials, services, and facilities to promote national defense. This includes grants, loans, and purchase commitments to businesses to create, maintain, protect, and expand domestic industrial base capabilities—the physical infrastructure necessary for wartime production. These tools have been used to reshape entire sectors of the American economy.

Title VII authorizes the President to control the civilian economy so that scarce materials necessary to national defense are available for defense needs. This provision essentially grants sweeping authority to manage resource allocation across the entire国民经济.

The original act included four additional sections—Titles II through VI—that have since expired and been repealed. But their legacy remains in the legal architecture. The President could once seize private property under Title II, fix wages and prices and implement rationing of goods under Title IV, use force to settle labor disputes under Title V, and control real estate credit under Title VI.

While the president can no longer fix wages and prices of goods—those specific provisions have faded—they remain as dormant authority that could theoretically be activated again. What persists is the power to order prevention of hoarding and selling of designated items "in excess of prevailing market prices" under Title I, a tool that has been invoked in various crises.

The Rating System: Who Gets Priority?

The Defense Priorities and Allocation System—the implementing regulations governing how contracts are prioritized—establishes a hierarchical rating system for all government purchase orders.

The highest priority is DX, which must be approved by the Secretary of Defense. This designation effectively jumps to the front of every queue, bypassing normal procurement procedures. The next level down is DO—still high priority but less urgent than DX. Below these rated contracts are unrated ones that wait in line.

This system determines not just timing but survival itself: when resources are scarce, who gets them matters enormously.

The Gatekeepers: CFIUS and Foreign Investment

One of the most consequential provisions lies in section 721 of the act, which authorized an inter-agency committee—the Committee on Foreign Investment in the United States (CFIUS)—to investigate and review transactions involving foreign investment and real estate transactions by foreign persons and entities in the United States.

The committee operates with significant enforcement power. Civil penalties can reach up to $250,000 per violation or the value of the transaction, whichever is greater—including any mitigation orders, conditions, or agreements imposed by CFIUS. The body serves as an administrative referral mechanism to advise the president whether transactions should be rejected or limited.

Critically, the law only grants the President authorization to reject or limit a transaction within a 15-day presidential review period—after which the deal proceeds automatically unless blocked. This creates extraordinary leverage for foreign investors and substantial power for the committee.

Historical Deployments: From Aluminum to Alaska

The Defense Production Act has been deployed in consequential ways across American history.

In the 1950s, under Truman's administration, the act established a massive defense mobilization infrastructure. The Office of Defense Mobilization was created, wage and price controls were instituted, heavy industries like steel and mining faced strict regulation—and industrial materials in short supply were prioritized and allocated. The act played a vital role in establishing domestic aluminum and titanium industries: the Department of Defense provided capital and interest-free loans, directed mining and manufacturing resources, and trained skilled laborers to these processing industries.

Perhaps most significantly, the DPA was used in the 1950s to ensure government-funded industries were geographically dispersed across the United States—a deliberate strategy to prevent the industrial base from being destroyed by a single nuclear attack. This distribution of manufacturing capability represented a fundamental shift in American defense thinking: rather than concentrate industry in vulnerable clusters, the government now demanded geographic diversification.

During the late 1960s and early 1970s, the act was increasingly used to diversify America's energy mix. Funding flowed to the trans-Alaskan pipeline, the US synthetic fuels corporation, and research into liquefied natural gas—strategic efforts to reduce dependence on any single energy source or geography.

Beginning in the 1980s, the Department of Defense began using contracting and spending provisions to provide seed money for developing new technologies. The DOD used the act to help develop silicon carbide ceramics, indium phosphide and gallium arsenide semiconductors, microwave power tubes, radiation-hardened microelectronics, superconducting wire, metal composites—and crucially, the mining and processing of rare earth minerals.

This latter capability proved critically important: China controls approximately eighty percent of global rare earth processing, and American dependence on these materials has become a significant strategic vulnerability.

Presidential Invocations

The act was invoked with particular force during several presidential emergencies.

In June 1994, President Bill Clinton invoked the Defense Production Act to implement national security resource preparedness during disasters under the advisement of the Federal Emergency Management Agency director. The order allowed FEMA to work with other federal departments to order producers and distributors to prioritize resources in preparation for and during disasters.

In January 2001, Clinton invoked the act to force gas suppliers to continue supplying Pacific Gas and Electric Company—the largest California energy provider at the time—with gas regardless of loss, as suppliers had shut off supplies due to non-payment during the 2000-01 California electricity crisis. The order was later rescinded under the George W. Bush administration, but resulted in significant expansion of blackouts across California for several months and PG&E's eventual bankruptcy.

In 2011, President Barack Obama invoked the Defense Production Act to force telecommunications companies—under criminal penalties—to provide detailed information to the Commerce Department's Bureau of Industry and Security on the use of foreign-manufactured hardware and software in their networks, as part of efforts to combat cyber vulnerabilities.

Amendments: Expanding the Scope

The DPA has undergone several major amendments that expanded its definition of "national defense" over decades.

In 1970, the existing definition was amended to include space activity—the first expansion beyond purely terrestrial concerns. The legislation's body was edited to incorporate cost-accounting standards.

In 1980, the act was reauthorized to designate energy as a material good, making resources and means for its generation obtainable through invocation of the act—opening new powers over fuel production infrastructure.

In 1992, amendments provided opportunities for small businesses to participate as contractors and subcontractors in initiatives directed by the act, allowing businesses of all sizes to be considered for accelerated production needs—a significant shift that opened federal contracting to smaller enterprises.

In 2003, an amendment established "critical infrastructure protection and restoration" as a national security concern, identifying resources necessary for creating radiation-hardened electronics as a specific new category the DPA could applied to.

Through continued reauthorization, the act has been permitted to enhance provision of civil transportation; energy; and food, health, and industrial resources—in the name of national defense. The scope has expanded from wartime mobilization to comprehensive economic control.
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  Democrats haven’t won a statewide race in Texas since 1994. But every cycle, we are inundated with pieces asking if this will be the year Texas turns blue. The answer, for 32 years, has been no. I wrote my own version for The Economist back in 2019, calling the state Democrats’ “white whale” for 2020. From 2020 to 2024, the state only drifted further toward Republicans, who win the state on average by 12 percentage points.
But this year, Democrats might have a real shot at winning a statewide election in the Lone Star State.
On Tuesday, March 3, Democratic primary voters picked state House Rep. James Talarico over U.S. Rep. Jasmine Crockett to become their party’s nominee for the November election to the U.S. Senate. On the Republican side, no candidate won above 50%, so incumbent John Cornyn and Ken Paxton are headed to a May 26th runoff election.
I have compiled six data-driven reasons Texas could actually go blue in 2026. They have to do with concerns over Ken Paxton’s electability, Talarico’s support among independent voters, Democratic enthusiasm, and a few other factors. Add them up, and it’s easy to see how Talarico could pull off a win (though it would not be easy to do).
Here are six data-driven reasons Texas could actually go blue in 2026. 


This article is free to read, but it was not free to write. Subscribe to Strength In Numbers to get exclusive analysis of politics and elections, access to premium polling data, and support independent, interactive data journalism.
If a paid subscription is not in the cards for you, the best thing you can do is share this article with a friend. Word of mouth is the #1 way new people learn about this publication.


1. Ken Paxton’s electability problems could be decisive
The most important question remaining in this race is whether Republican primary voters pick Ken Paxton or John Cornyn as their nominee for the seat. Paxton would be a much weaker candidate than Cornyn, according to polls.
Paxton has been dogged by scandal after scandal for over a decade. He was indicted on felony securities fraud charges in 2015 for persuading investors to buy stock in a tech company without disclosing he was being paid for it. The case dragged on for nine years before prosecutors dropped the charges in 2024 in exchange for community service, ethics courses, and hundreds of thousands of dollars in restitution.
In 2023, the Texas House impeached him on 20 articles — including abuse of public trust and bribery — for allegedly using his office to benefit a campaign donor. The state Senate acquitted him, but this damaged his brand with moderates in the state.. A separate federal corruption investigation was also opened, though the DOJ ultimately declined to prosecute. And for the last year, Paxton has been going through a very public and messy divorce, with allegations of marital infidelity flying in the press.
That sets the table for his run for Senate in 2025-26. In January, an Emerson College poll found Cornyn led Talarico 47% to 44% — a pretty normal-looking 3-point lead for a Republican in Texas in a (likely) “blue wave” year. Paxton, by contrast, was tied with Talarico at 46-46.
The University of Houston’s Hobby School of Public Affairs found the same pattern across 12 hypothetical matchups last fall: Paxton’s average margin of victory was just 2.25 points, compared to 3.5 for Cornyn and 4.5 for Wesley Hunt. A more recent Hobby School poll from January found Paxton and Cornyn leading Talarico by just 1-2 points each — within the margin of error of each other, though in this survey, Paxton actually did better than Cornyn.
The strongest evidence of the drag Paxton has on the Republican ticket comes from a Ragnar Research poll conducted last November. In that survey, Talarico polled even with Paxton while losing to Cornyn by 6.

On average, polls show Talarico does 3 points better when Republicans nominate Paxton vs Cornyn. That might sound small, but it could be decisive in a close race. Consider that Democratic candidate Beto O’Rourke’s margin in the 2018 Senate race vs Ted Cruz was just 2.6 percentage points. If O’Rourke had an extra 3 points, Democrats would have an extra seat in the Senate today.
2. Democrats were probably right to pick Talarico
The second factor in Talarico’s corner is his draw with independents.
On the Democratic side, both Talarico and Crockett have polled similarly against Paxton in hypothetical surveys of the November general election. But like with the Republican primary above, differences at the margins matter.
Across polls, Talarico consistently performs 1-2 points better than Crockett in hypothetical general election matchups across most polling. In the Emerson poll, Crockett loses to Cornyn by 6, while Talarico only loses by 3, and both tie with Paxton at 46% each.
More important than the topline, however, might be the crosstabs. Normally, I would be hesitant to write about crosstabs from one single survey as evidence of “electability” effects. But as of writing, Talarico leads Crockett 53.0% to 45.7% in the vote count — incredibly close to the final Emerson poll of the primary (52-47). That provides some validation for their data, so we can take it more seriously than we can a poll, for example, showing Crockett up 18.
And on the crosstabs, Talarico’s coalition looks more like the coalition Democrats need to win a statewide election in Texas. In the latest Emerson poll, Talarico led among white voters 71-29 and Hispanic voters 60-39. He also won among both 2024 Kamala and Trump voters, with Crockett carrying non-voters. In a state where you need to run up huge margins in the suburbs while staying competitive with Latino voters, and where Donald Trump won by 14 points in 2024, Talarico’s profile is simply a better fit.
Talarico also has the highest favorability rating of any candidate on either side, once you account for the high share of Texans who said they didn’t know enough about him to say how they felt. Crockett’s favorability rating was 56% in the University of Houston poll after being adjusted for the “don’t know” share, whereas Talarico’s was 65%.

3. Democratic enthusiasm is off the charts
Third, any Democrat is bound to benefit from a massively friendly turnout environment in 2026.
Throughout Texas’s early voting period, Democrats were casting more primary ballots than Republicans: roughly 53% of all early votes went to the Democratic primary, 47% to the Republican. And compared to past years, Democratic early vote totals were up big: 274% compared to the 2022 midterm primary, vs just a 106% differential over 2022 for Republicans.
And in key counties, Democrats will need to win big for any statewide victory. Democrats also turned out in huge numbers:
	In Dallas County, nearly 188,000 Democrats voted early compared to 64,000 Republicans — a 3:1 ratio. That’s the highest Democratic primary turnout since 2008, when Obama was on the ballot.

	In Tarrant County, which has become the state’s key bellwether, Democrats outpaced Republicans during early voting — a county where Trump won by double digits in 2024.

	In El Paso, the number of voters under 30 nearly tripled compared to 2022, and voters 30-44 more than doubled.


It turns out this wasn’t just an early vote phenomenon. As of 11:30 PM on March 3, Democrats are on track to cast 2.42 million primary ballots in Texas, while Republicans are on track to cast 2.38 million. That’s a small difference, but in 2022, Republicans cast 900,000 more ballots than Democrats.
An analysis of county data by Derek Ryan found that 28% of Democratic early voters had previously only voted in November general elections. These are people who don’t normally bother with primaries at all, but evidently decided this year was different. On the Republican side, that figure was just 13%. This data suggests Democrats are activating general-election voters at twice the rate Republicans are.
And this isn’t the only evidence of Democratic turnout. Across the country, Democrats have run ahead of the 2024 presidential results by an average of 13 points in more than 90 special elections this cycle. Republicans haven’t flipped a single seat. On Tuesday alone — the same night as the Texas primary — a Democrat flipped a Republican-held state house seat outside Little Rock in a district Trump won in 2020. Democrats also cast more ballots in the Democratic primary for U.S. Senate in North Carolina, also held on March 3.
4. Texas Democrats are becoming more demographically representative of the state
Fourth, an analysis of early vote data suggests the Democratic coalition is starting to look more like Texas itself, bringing in more suburban, rural voters into the coalition.
Election analysis website VoteHub estimates the Democratic base of all voters is roughly 40% white, 23% Black, 29% Hispanic, and 7% other. But historically, Democrats have relied much more on Black voters to pad their margins. In the 2020 Democratic U.S. Senate primary runoff between MG Hegar and Royce West, they made up 30% of the electorate despite making up just 23% of the base. This has meant the Democratic primary electorate has looked very different from the state’s overall voter pool, which is a plurality white and more than a third Hispanic.
In 2026, that gap is closing. White and Hispanic voters surged into the Democratic primary at rates well above 2020, pulling the electorate’s demographic composition closer to the state as a whole. In Dallas County, the white share of Democratic primary voters climbed from 34% to 39%, while the Black share fell from 42% to 36%. Importantly, this isn’t because fewer Black voters turned out, but because other groups showed up in numbers they hadn’t before.
A more representative primary electorate means you get candidates who are better candidates for the general election. A primary electorate that’s disproportionately concentrated in one demographic group or ideology will pick a candidate that represents a comparatively niche group. But a primary electorate that’s starting to mirror the state’s actual demographics is one that can scale.
This could signal that Democrats are improving their standing with the state’s suburban and white voters, and maybe even rural Texans, who have tended in the past to pad margins for Republicans.
5. Republicans are collapsing with Latinos
Now, consider recent elections in Texas have shown Latino voters moving away from the Republicans. A special election to the state’s Ninth Senate District on January 31st is a good example. Then, Democrat Taylor Rehmet beat Republican Leigh Wambsganss 57-43 — a 14-point margin in a district Trump carried by 17 points just 14 months earlier. That’s a 31-point swing.
In this contest, majority-Hispanic precincts swung an average of 34 points toward Rehmet compared to the 2022 baseline. VoteHub estimated Rehmet won roughly 79% of the Hispanic vote in the district, compared to the ~54% Democrats captured among Texas Hispanics in 2024. And Rehmet won 30% crossover support from voters who had previously participated in Republican primaries.

Now, special elections aren’t general elections. Turnout was about 15%. But Texas has huge state legislative districts, so SD-9 is actually larger than a congressional district, and Rehmet actually did better on Election Day (58-42) than in early voting (56-44) — the opposite of what you’d expect if this were just a low-turnout fluke. And in light of Democrats doing better with Latinos than in 2024 in contests such as the New Jersey election for governor in 2025, I don’t think we should just hand-wave the contest away.
Additionally, back to the primary, Texans in majority-Hispanic Hidalgo County cast 52,000 votes in the Democratic primary Tuesday night. Just 15,000 voted on the Republican side. Hidalgo County voted for Donald Trump in 2024 by 3 points, the first time a Republican won the county in a presidential race since 1972. So a 52k-15k vote lead is a big deal.
6. Trump is underwater in Texas
Finally, consider that Donald Trump is himself underwater in Texas, which would drag down any Republican running in November.
Trump’s job approval rating in Texas has been falling steadily in tracking surveys from the University of Texas/Texas Politics Project conducted over the last year. The president’s approval started at 52% when he took office, declined to 47% in April, to 44% by June, and has settled at 45% approve / 49% disapprove as of February 2026.
Historically, statewide presidential approval is a loose predictor of statewide midterm election results. It’s not perfect, but when the president is running at 45% approval in your state, the odds are better than not that you’ll lose the upcoming election.
In my own MRP model of Trump’s approval rating, the president sits at 44% approval among registered voters in the state, and 40% among the entire adult population (so higher turnout wouldn’t necessarily help the eventual Republican nominee).

Zooming in demographically, it’s notable that Trump is much less popular with independents. According to the UT poll, just 19% approve of Trump’s job performance, while 66% disapprove. His net favorability among independents went from -22 in February 2025 to -48 a year later. Among Hispanic Texans, favorable views dropped from 47% to 39% over the same period. In the suburbs, Trump flipped from net-positive (52-44) to net-negative (44-51).
Even on his best issue, border security, Trump’s approval rating among all Texas voters is just +12. On the economy, which voters consistently name as their top issue, he’s underwater at 41-48.
So a Republican Senate nominee in Texas needs to outperform Trump to be safe. Cornyn could probably do that — he has his own brand and a long record of constituent service. But Paxton has explicitly branded himself as Trump’s candidate. That means he’s more tethered to Trump’s performance in the state. And when the president is at 45% approval in your state with independents at net -47, you have to do some major work to dig yourself out of his hole.
An initial forecast: Will Texas go blue?
At this point, 243 days out from the election, I would not go so far as to say that Texas is likely to vote for Talarico for senator in November. But the data above all point in the same direction. And if Republicans pick Paxton, that could alone be enough to close the gap for the Democrats.
To recap, Democrats have six things working in their favor: Potentially a very weak Republican nominee, a good Democratic recruit, a massive enthusiasm gap, a diversifying electorate, a Latino backlash against the GOP, and a president dragging his party underwater.
Yet on the other hand, Texas is a religious, conservative, crimson-red state where Democrats haven’t won statewide since 1994, and primary enthusiasm does not necessarily translate to November results. In 2008, Democrats cast two-thirds of primary ballots and then lost the state to McCain by 12.
But consider the 2018 baseline. Beto O’Rourke lost to Ted Cruz by just 2.6 points — the closest a Democrat had come to winning a Texas Senate seat in 40 years. He did it against a reasonably popular incumbent, in an environment where Trump’s approval in Texas was 48% — significantly better than where it sits now (45% approve, 49% disapprove). Cruz also arguably got a late boost from the SCOTUS confirmation hearings for Brett Kavanaugh that energized Republican voters right before the election.
So take the 2.6-point Republican margin, and now apply the Paxton penalty. If the political environment in 2026 is even comparable to 2018 — and the primary turnout data, special election results, and presidential approval numbers all suggest it could be as good or better for Democrats — then Paxton’s 2-3 point drag is the difference between another narrow loss and a win.
And then you can start to stack other favorable indicators on top of that baseline: Trump is losing independents by 47 points on approval; Democrats saw a 31-point swing in Tarrant County in January; Democratic primary turnout is up 274% vs 2022; and the Talarico nomination is a good match for Texas general election voters based on demographic patterns. In a Paxton-Talarico matchup, the average poll today has the candidates within a point or two. The fundamentals — the midterm penalty, presidential approval, and enthusiasm gap — all push in Talarico’s direction.
If Paxton wins the Republican primary, I’d rate the Texas Senate race a pure toss-up, with a 45-50% Democratic win probability. 


The kind of original polling analysis and data journalism I’m publishing here at Strength In Numbers doesn’t exist anywhere else in the media today. Paid subscribers make it possible for me to run custom surveys, build models like the MRP estimates cited above, and spend my time on public-interest journalism full-time. Subscribe here.
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    Ken Paxton

    The HTML content for the rewritten Wikipedia article about Ken Paxton is ready. Here's a summary of the essay:

**Structure:**
- Opens with the darkly comic process server incident as a hook
- Covers his early life and the distinctive two-colored eyes from a childhood injury
- Traces his political rise through the Tea Party movement
- Details his securities fraud indictment and near-decade of legal trouble
- Examines his role as Trump's "legal warrior" including Texas v. Pennsylvania and January 6th
- Covers the whistleblower scandal and historic impeachment
- Dedicates significant space to his abortion crusade, including the Kate Cox case
- Discusses his broader conservative agenda during COVID and beyond
- Ends with his 2025 Senate campaign announcement

**Key features:**
- Varied paragraph lengths from single punchy sentences to longer explanatory sections
- Narrative flow rather than encyclopedic list format
- Explains legal concepts (attorney general powers, impeachment process, EMTALA)
- Includes telling details like the Montblanc pen incident
- Clean semantic HTML with h2 headings, paragraphs, and blockquotes
- Source attribution at top as requested

The essay runs approximately 3,400 words, which should provide about 15-20 minutes of reading time with Speechify.
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    Based on Wikipedia: 2026 United States Senate election in Texas


A Civil War Inside the Republican Party


Something remarkable is happening in Texas politics. For the first time in over half a century, a sitting United States Senator might lose his job—not to a Democrat, but to a member of his own party.


John Cornyn has represented Texas in the Senate since 2002. He's won four elections. He's never come close to losing. And now, heading into 2026, he's trailing in the polls to a man who was impeached just three years ago.


This isn't really a story about John Cornyn or Ken Paxton. It's a story about what it means to be a Republican in Texas today, and how that definition has changed so dramatically that two men from the same party can barely recognize each other as allies.


The Establishment Senator


To understand John Cornyn, you need to understand what the Republican Party looked like when he first ran for Senate. George W. Bush was president. The party's identity centered on free trade, strong national defense, and a kind of chamber-of-commerce conservatism that prioritized business interests and steady governance.


Cornyn fit that mold perfectly. He'd served as a Texas Supreme Court justice and attorney general before coming to Washington. He rose through the Senate ranks, eventually serving as the Republican Whip—the number two leadership position. He became known as a dealmaker, someone who could work across the aisle when necessary.


That dealmaking instinct led him to do something that would come back to haunt him.


In May 2022, a gunman walked into Robb Elementary School in Uvalde, Texas, and killed nineteen children and two teachers. It was one of the deadliest school shootings in American history, and it happened in Cornyn's home state.


In the aftermath, Cornyn worked with Democratic Senator Chris Murphy of Connecticut to craft a bipartisan gun safety bill. The legislation enhanced background checks for gun buyers under twenty-one, provided funding for mental health services in schools, and closed the so-called "boyfriend loophole" that had allowed some domestic abusers to keep their weapons.


The bill passed. President Biden signed it. And in many ways, that was the moment John Cornyn's troubles began.


The Insurgent Attorney General


Ken Paxton has been Texas Attorney General since 2015, but his tenure has been anything but conventional.


Since before he even took office, Paxton has faced federal securities fraud charges stemming from his time as a state legislator. The case has dragged on for nearly a decade, with Paxton's lawyers successfully delaying trial after trial. He's pleaded not guilty and maintains his innocence, but the charges still hang over him.


Then came the impeachment.


In May 2023, the Texas House of Representatives—controlled by Paxton's own Republican Party—voted to impeach him on twenty articles. The charges ranged from bribery to obstruction of justice, many centering on Paxton's relationship with a donor named Nate Paul who allegedly received favorable treatment from the Attorney General's office.


The House vote wasn't even close: 121 members voted to impeach, with only 23 voting no. This wasn't Democrats attacking a Republican. These were Republicans, many of them quite conservative, saying that Ken Paxton had to go.


But Texas has a quirk in its impeachment process. The House impeaches, but the Senate tries the case. And the Texas Senate acquitted Paxton on all charges in September 2023.


What would destroy most political careers became, for Paxton, a kind of resurrection narrative. He'd been attacked by the establishment. He'd survived. And to a certain segment of the Republican base, that made him a hero.


The Trump Factor


Here's where things get interesting.


Donald Trump has not endorsed anyone in this race. He calls both Cornyn and Paxton "good friends." But his shadow looms over everything.


Trump once called Cornyn a "hopeless" RINO—Republican In Name Only—for supporting the gun safety bill. Paxton has featured that criticism prominently in his campaign advertising. The message is clear: Cornyn betrayed the movement. Paxton stayed loyal.


Polling suggests this message is landing. Surveys show Paxton with a commanding lead among voters who identify with what pollsters call the "Trump Movement." Cornyn, meanwhile, leads among "Traditional Republicans"—but that's a shrinking share of the primary electorate.


The math is brutal for Cornyn. To win a Republican primary in Texas, you need Trump voters. And Trump voters, at least according to the polls, prefer Paxton.


The Third Man


There's another candidate who deserves mention: Wesley Hunt, a congressman from Houston who's only been in office since 2023.


Hunt's story is genuinely remarkable. He's a West Point graduate and Army veteran who flew Apache helicopters in Iraq. He's young, charismatic, and represents a different kind of Republican future—one that's conservative but perhaps less combative than the Paxton model.


But Hunt hasn't gained much traction. The race has become a two-man fight between Cornyn and Paxton, with Hunt struggling to find oxygen. His presence may ultimately matter most as a spoiler—if he takes enough votes from Cornyn to prevent anyone from winning a majority in the first round, the race goes to a runoff, which could favor Paxton.


The General Election Problem


Republicans have won every Senate race in Texas since 1990. That's thirty-six years of unbroken dominance. An incumbent Texas senator hasn't lost a primary since 1970—over half a century ago.


So why would Republicans worry about this seat?


Because Ken Paxton might not be able to win a general election.


Polls show Paxton running significantly behind Cornyn in hypothetical matchups against Democratic candidates. In some surveys, Paxton actually trails Democrats—something almost unthinkable for a Republican in Texas.


Texas has been trending more competitive in recent years. In 2018, Democrat Beto O'Rourke came within three points of beating Ted Cruz. In 2024, Colin Allred made the race competitive again. The state's demographics are changing, with growing urban and suburban populations that lean more Democratic.


A strong Republican candidate can still win Texas comfortably. But a deeply flawed candidate with federal charges pending and a fresh impeachment on his record? That's a different calculation.


The Democratic Opportunity


Democrats haven't won a statewide election in Texas since 1994. That's an even longer drought than the Republican Senate streak.


But the chaos in the Republican primary has them dreaming.


Colin Allred, who ran against Ted Cruz in 2024, briefly entered the race before dropping out in December 2025. His exit cleared the way for Jasmine Crockett, a congresswoman from Dallas who's become something of a progressive star.


Crockett serves on the House Oversight Committee, where she's gained national attention for her sharp questioning of witnesses and her willingness to engage in political combat. She's young, she's telegenic, and she's shown an ability to raise money and generate enthusiasm.


Also running is James Talarico, a state representative who's carved out a niche as a thoughtful progressive voice in Austin. He's a former teacher who speaks often about education policy and has tried to reframe Democratic messaging around family values and faith.


Neither would be favored in a general election against a strong Republican. But against Ken Paxton? The polls suggest it might be a real race.


The Stakes Beyond Texas


This election matters beyond the Lone Star State's borders.


The Senate is narrowly divided. Every seat matters for control of the chamber. A surprise Democratic pickup in Texas would reshape the political landscape in ways that would ripple through policy debates on everything from judicial nominations to budget fights.


But perhaps more importantly, this race is a test case for the future of the Republican Party itself.


Can traditional conservatives survive in a party that's been remade in Trump's image? Is there still room for dealmakers and institutionalists, or must every Republican now be a fighter first and a legislator second? Does impeachment matter anymore, or has partisan loyalty become the only measure that counts?


John Cornyn has served in the Senate for over two decades. He's passed legislation, confirmed judges, and represented Texas through four presidential administrations. By any traditional measure, he's been a successful senator.


And yet he might lose to a man who's been indicted, impeached, and barely survived removal from office—because that man has positioned himself as more authentically conservative.


What does "conservative" even mean anymore? That's the question Texas Republicans will answer in March 2026.


A Cornyn Miscalculation


In June 2025, Cornyn told the Wall Street Journal something remarkable: he'd be willing to step aside if another candidate emerged who could defeat Paxton.


Think about what that statement reveals. A four-term senator, a former party whip, a man who's won election after election—essentially admitting he might not be the best person to carry the Republican banner in his own state.


Cornyn retracted the statement days later, saying he wouldn't drop out. But the damage was done. His comments suggested weakness, uncertainty, a man who wasn't sure he could win. In politics, confidence matters. Cornyn had shown a crack in his armor.


Whether that moment of candor costs him remains to be seen. But it captured something essential about this race: even John Cornyn seems to sense that the party he's served for decades has moved somewhere he can't quite follow.


The Long View


Texas was once solidly Democratic. From Reconstruction through the 1970s, Republicans barely existed in statewide politics. Then the realignment came—driven by civil rights, cultural changes, and the Republican Party's "Southern Strategy" of appealing to white conservative voters.


Now Democrats wonder if another realignment might be possible. Texas's population has boomed with newcomers from other states. Its cities have grown more diverse and more liberal. The suburban voters who once reliably supported Republicans have become more skeptical.


None of this means Texas is about to flip. The state remains more conservative than the national average. Republicans start with significant structural advantages.


But politics is about margins. And if Ken Paxton wins the Republican primary, Democrats will have their best chance in a generation to win a Texas Senate seat.


That's the paradox at the heart of this election. Republican primary voters might choose the candidate who best represents their values—and in doing so, hand Democrats an unexpected gift.


Or Cornyn might pull out a victory, hold the seat comfortably, and prove that there's still a place for his brand of Republicanism in Texas.


Either way, what happens on March 3, 2026, will tell us something important about where American politics is heading. Texas has a way of doing that—of serving as a preview of battles that will eventually play out across the country.


This time, the battle is inside one party's soul. And the whole country will be watching.
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    Based on Wikipedia: Texas Attorney General

The Texas Attorney General's office carries quite a legacy—it's where ambitious politicians often build their statewide reputation before aiming even higher. In 2014, when Ken Paxton won the election with what seemed like an easy margin, he became the 50th—or possibly 51st, depending on how you count—the person to hold this position since the office was first established by executive ordinance of the Republic of Texas in 1836.

The job has evolved dramatically from those early days. For decades after its creation, attorneys general were appointed directly by the governor—a practice that lasted until a constitutional amendment in 1850 made the role elective. Four-year terms became the standard, and suddenly candidates had to campaign for this office, not merely wait for appointment.

The most famous example of the office's political launching pad is Greg Abbott. In 2013, he announced he would not seek reelection as attorney general, instead running for governor. By November 2014, he had become the governor of Texas—and his successor in the AG's seat was Ken Paxton, who defeated former House representative Dan Branch in the Republican primary by a surprisingly comfortable 26% margin.

Paxton was sworn in on January 5, 2015, in the Senate Chamber within the Texas Capitol. The ceremony drew some of Texas's most powerful figures: Governor Rick Perry, Lieutenant Governor David Dewhurst, United States Senator Ted Cruz, and Lieutenant Governor-Elect Dan Patrick all participated. It marked the beginning of Paxton's tenure as the state's chief legal officer.

The attorney general is charged by the state constitution to represent Texas in civil litigation and approve public bond issues. These duties are not minor—there are nearly 2,000 references to the Office of the Attorney General in state laws, making it one of the most legally embedded offices in state government.

The office serves as legal counsel to all boards and agencies of state government. It issues legal opinions when requested by the governor, heads of state agencies, other officials, and various commissions. When challenges arise to state laws or suits are filed against state agencies or individual employees, it's the attorney general's office that steps in to defend.

One particularly significant duty involves representing the Director of the Texas Department of Criminal Justice in appeals from criminal convictions in federal courts—a role that puts the AG at the center of the state's criminal justice apparatus.

But here's what the Texas Constitution notably does not grant: general law-enforcement powers. The authority is limited to what is dictated by statute. The Legislature has not given the attorney general broad law-enforcement authority, though they permit the AG to act in criminal cases at the request of prosecutors.

The office's Law Enforcement Division handles serious work: criminal investigations including cyber-crimes like child pornography, online solicitation of minors, identity theft, election fraud, and tracking sex offenders who have failed to comply with registration requirements. They also conduct digital forensics investigations.

The Medicaid Fraud Control Unit operates separately, investigating fraud by Medicaid providers, abuse and neglect of patients in healthcare facilities, and assisting local and federal authorities with prosecutions.

And the child support division? It's responsible for establishing and enforcing child support across the state.

Many leading political figures in Texas history have served as attorney general—several using the office as a jumping-off place to other positions. Attorneys General James S. Hogg, Charles A. Culberson, Dan Moody, James V. Allred, Price Daniel, Mark White, and Greg Abbott all went on to become governors. Culberson, Daniel, and John Corný moved on to the United States Senate.

The current officeholder, Ken Paxton, has served since January 5, 2015. He joined the office on September 18, 2023, and his current term ends on January 1, 2027.
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    We Spend Almost a Trillion Yearly on War. That’s Insane.

    Eric Blanc · Labor Politics · Mar 2, 2026 · 10 min read

  

  Donald Trump is setting Iran and the world on fire. And there’s every reason to think he’ll keep escalating abroad as his regime gets weaker and less popular at home.
But we should be honest: this didn’t start with Trump. For decades, both parties have shared the same basic commitment to U.S. military dominance over the world. Fifty-five percent of House Democrats voted in favor of the most recent US armed forces budget.
Establishment liberals like Chuck Schumer and Hakeem Jeffries prefer a more stable and less erratic version of empire. That’s why their objections about the Iran attack are about process and “strategic clarity,” not a break with the underlying goal of U.S. supremacy. For her part, Kamala Harris on the campaign trail promised to “ensure America always has the strongest, most lethal fighting force in the world.”
What almost never gets seriously questioned in mainstream US politics is the premise itself: that Washington has the right to bomb, invade, or attack any country across the globe whenever it decides it has a sufficiently good reason. There are important exceptions — Bernie Sanders, Alexandria Ocasio-Cortez, James Talarico, and others have taken clearer antiwar stances.
But it’s not enough just to oppose this war on Iran. Nor is it enough to demand an end to US aid to Israel. As long as the United States spends almost $1 trillion a year on the military, there will be overwhelming institutional and political pressure to use that machine, justify that machine, and keep expanding that machine — while insisting that there’s no money at home to make life affordable for working people.
Anti-MAGA forces need to stop treating military-budget cuts like a fringe talking point. In the midterms and in 2028, we should agitate for serious reforms to the US war machine. What’s a reasonable-but-ambitious starting point? Cut the armed forces’ $886 billion budget in half.
That’s not pie in the sky. A military budget of “only” about $443 billion would still leave the United States the biggest military spender in the world. But it could mark a real step away from the strategy and practice of imperialism.
Humanity needs international cooperation, not conflict. The United States’s deepening rivalry with China threatens to push the globe into another catastrophic great-power spiral at precisely the moment we need to confront actual existential questions like climate breakdown and how to develop AI slowly and carefully enough that it doesn’t wreck our livelihoods or human civilization.
And with so many working-class Americans barely hanging on, freeing up roughly $500 billion every year would go a long way toward making life in this country livable again.
We are constantly told that universal childcare is too expensive, housing is too expensive, healthcare is too expensive, public transit is too expensive, climate adaptation is too expensive. One simple solution is to cut the military budget in half.

Better Ways To Spend Half a Trillion Dollars
So many life-changing policies would become possible if America halved its military budget. Here’s what $443 billion yearly could fund if directed fully toward each item:
1. Medicare for All — Most estimates put the net new federal cost at $300-400 billion/year (replacing premiums, copays, and deductibles currently paid privately). $443 billion/year would essentially fund the transition to a single-payer system, covering every person in the country while eliminating out-of-pocket costs.
2. End hunger — Making breakfast and lunch free at every school costs about $20 billion per year. Expanding SNAP and WIC to fully eliminate food insecurity would run another $50-100 billion. $443 billion could end hunger in America and completely transform the school nutrition system with money to spare many times over.
3. Build millions of public housing units — Average cost to build a quality affordable unit is roughly $200,000-$300,000. At $443 billion/year, you could build 1.5 to 2 million new public housing units every single year. The entire estimated national shortage is about 4-7 million units, so you’d close the gap in three to four years and then have an ongoing budget for maintenance, renovation, and continued construction.
4. Cancel all medical debt — Total medical debt in active collection is estimated around $195 billion. You could eliminate every dollar of it in the first year and still have over $240 billion left for other health investments that same year.
5. Cancel all student debt — Total outstanding student debt is roughly $1.8 trillion. You could wipe it all out in about four years, then fund free public college permanently going forward with money to spare.
6. Make public college and trade school free — Total tuition revenue at all public colleges and universities is around $80-90 billion per year. $443 billion covers that almost five times over. You could eliminate tuition, massively expand capacity, and fund living stipends for students.
7. Universal childcare and pre-K — Estimated cost for a universal, high-quality system is roughly $70-100 billion per year. $443 billion would fund a system where every family in America has access to free or near-free childcare from birth through age five, with well-paid unionized staff, and still leave $340+ billion on the table.
8. Green energy transition jobs program — The entire Inflation Reduction Act was about $370 billion in climate spending spread over a decade. $443 billion per year would be roughly twelve times that annual rate. You could retrofit every building in the country, build out renewable energy infrastructure nationwide, and fund union-wage jobs for every displaced fossil fuel worker many times over.
9. National high-speed rail network — California’s single high-speed rail project is estimated around $100 billion. $443 billion/year could build a comprehensive national network connecting every major metro area within a decade, something comparable to what China and Europe have built.
10. Repair all deteriorating infrastructure — The American Society of Civil Engineers estimates the US infrastructure gap, the gap between the amount of money needed for basic infrastructure maintenance versus how much is actually allocated for it, at roughly $2.6 trillion over ten years. $443 billion yearly covers that completely — every bridge, road, dam, water system, school building, and electrical grid — and leaves room for new construction.
11. Universal home and community-based care — There are roughly 800,000 people on Medicaid waiting lists for home care for elderly and disabled people. A comprehensive universal program would cost an estimated $150-200 billion per year. $443 billion fully funds this with well-paid caregivers and eliminates every waitlist in the country.
12. Federal jobs guarantee — Most estimates for a program guaranteeing a $15 per hour job with benefits to anyone who wants one range from $300-500 billion/year depending on uptake. $443 billion lands right in that range, potentially employing 10-15 million people in public works, caregiving, environmental restoration, and community development.
13. Expand and strengthen Social Security — Eliminating the taxable earnings cap is the usual funding mechanism, but $443 billion/year could increase average benefits by roughly 35-40%, lower the retirement age, and extend the trust fund indefinitely. That would lift virtually every senior out of poverty.
14. Community health centers and mental health services — There are currently about 1,400 federally qualified health centers. Estimates suggest we need roughly 8,000-10,000 more to provide universal primary and mental health access. At roughly $5-10 million per center for construction and staffing, $443 billion could build out the entire system in a single year and fund operations for decades.
15. Weatherize and retrofit every home — Average cost to fully weatherize a home is roughly $5,000-$10,000. There are about 35-40 million homes that need it. Total cost: $200-400 billion. $443 billion/year does the entire country in one year, cutting energy bills for tens of millions of families immediately — and reducing carbon emissions.
16. Universal paid family and medical leave — A comprehensive 12-week paid leave program is estimated at roughly $50-75 billion/year. $443 billion funds this nearly six times over. You could offer six months of paid leave and still have hundreds of billions remaining.
17. Fully fund and transform veterans’ care — Veterans Affairs’ (VA) current budget is around $400 billion but is plagued by staffing shortages, long wait times, and crumbling infrastructure, with Congress consistently failing to fund it adequately. $443 billion a year could double VA healthcare staffing, eliminate every wait list, build state-of-the-art facilities in every region, fully fund mental health and suicide prevention programs, end veteran homelessness (roughly 35,000 veterans are unhoused on any given night), and guarantee every veteran world-class care without bureaucratic delays — all while keeping the existing VA public healthcare system rather than privatizing it.
The staggering thing about this list is that even the most expensive items rarely exceed $443 billion individually. You could fund several of them simultaneously with half the military budget. For context, the US spends more on its armed forces than the next nine countries combined.

Peace Is Possible
Even though more Americans want to cut the military budget than expand it — and even though this war on Iran is widely opposed — the military itself as an institution remains remarkably popular. Cutting the military budget in half is ambitious and would be controversial, since so many communities across the US economically rely on supplying goods and services to the military. Why not start with a smaller proposed cut? This is a reasonable question.
My response is, first, that $443 billion a year is still a huge amount of money. Second, there’s a huge amount of fat that can be quickly and easily cut because military spending is rampant with waste, irrationality, and lack of financial accountability. Third, there is strong precedent for a massive military cut: military spending was cut in half from 1945 to 1946 in the wake of World War II. By 1948, the armed forces budget had been cut 89 percent from its wartime total, as factories converted to peacetime use. The same conversion strategy used then — deep Pentagon cuts combined with job guarantees, wage protections, retraining, union-led transition planning, and long-term public contracts for civilian production — can be used to transition us today away from an economy oriented towards destruction, towards one based on producing services and providing goods that humans actually need.
Finally, along the way to our goal of halving the budget, we should also support intermediary military budget cuts like the 10 percent proposed by Bernie Sanders. Realistically, it will probably be through the accretion of such partial steps forward that we’ll achieve our goals. In part, that’s because it will take time to reconfigure and transition the plants currently being used to produce weapons and military goods. But in that process, it’s crucial we keep the public’s eye on the prize of a dramatically different US military.
The problem with modest proposed military budget cuts on their own isn’t just that they don’t free up enough money for domestic programs. It’s also important that we spark a serious national debate about how the United States can begin relating to the world in a way that does not hinge on domination and exploitation.
In 1967, Martin Luther King Jr. noted that the US government was the “greatest purveyor of violence in the world.” That remains true today. But it doesn’t have to remain true tomorrow.


More
	Wars abroad are inseparable from ICE’s war at home. Sign up here to get involved in the Schools Drop ICE campaign to force our colleges to break their contracts with the corporations propping up ICE.

	Do you have organizing experience? Please sign up here to become a volunteer organizing coach for Schools Drop ICE! Over a thousand students and faculty have already signed up, so it’s all hands on deck to help them launch powerful campaigns.

	If you have any research experience and would like to volunteer for Schools Drop ICE, please send an email to schoolsdropice@gmail.com . 



  
  
    Deep Dive

    Iran–United States relations

    Based on Wikipedia: Iran–United States relations


In 1909, an American schoolteacher named Howard Baskerville died in the streets of Tabriz, fighting alongside Iranian revolutionaries against royalist forces. He had taken up arms to help ordinary Iranians win their constitutional rights. Half a century later, the Central Intelligence Agency would orchestrate a coup to overthrow Iran's democratically elected prime minister. These two moments—one of sacrifice for Iranian freedom, the other of its suppression—capture the tragic arc of a relationship that began with genuine friendship and curdled into one of the world's most intractable rivalries.


The United States and Iran have had no formal diplomatic relations since April 7, 1980. Think about what that means: for over four decades, two nations with deeply intertwined histories have communicated through intermediaries. Pakistan represents Iranian interests in Washington. Switzerland represents American interests in Tehran. It's the geopolitical equivalent of divorcing spouses who refuse to speak directly, passing messages through mutual friends.


When America Was the Good Guy


To understand how we got here, you need to understand what Iran looked like to Americans in the eighteenth and nineteenth centuries—and what America looked like to Iranians.


American newspapers in the 1720s were uniformly pro-Iranian. This might seem surprising until you consider the context. Iran, then known as Persia, was locked in what historians call the Great Game—a deadly chess match between the British and Russian empires for control of Central Asia. The British wanted to protect their crown jewel, India. The Russians wanted warm-water ports and regional dominance. Caught between these two imperial powers, Persia was being squeezed from both sides.


The United States, by contrast, had no colonial ambitions in the region. Americans weren't trying to extract Persian oil or carve up Persian territory. This made the distant republic across the Atlantic seem refreshingly trustworthy.


The Persians put this trust to practical use. In 1911, Iran's parliament appointed an American financier named Morgan Shuster as Treasurer General—essentially handing control of the national finances to a foreigner because they believed an American would be more honest than anyone with ties to Britain or Russia. Shuster threw himself into the job, becoming an active supporter of Iran's constitutional revolution. When gunmen thought to be affiliated with Russian or British interests killed an American in Tehran, Shuster only became more committed to the cause.


Another American, Arthur Millspaugh, was sent to Persia in 1923 to help reform its inefficient administration. The Persians welcomed him as a counterweight to European influence and a potential magnet for foreign investment. His mission lasted five years before he fell out of favor with the shah.


Americans even founded Iran's first modern medical school in the 1870s. A Presbyterian missionary named Joseph Plumb Cochran is credited with this achievement. The American College of Tehran was later chartered by the State University of New York. These weren't colonial impositions—they were genuine attempts at educational and medical advancement that many Iranians welcomed.


The Rise of the Pahlavis


The modern story begins with a military coup in 1921. Reza Khan, an officer in Persia's Cossack Brigade, overthrew the Qajar Dynasty with British backing. He later declared himself shah and took the name Reza Pahlavi, founding a dynasty that would rule Iran until 1979.


Reza Shah was a modernizer in the authoritarian mold. He built a national railway and introduced secular education. He also censored the press, suppressed unions and political parties, and—in a move that still resonates today—banned the hijab in favor of Western dress. This wasn't religious reform; it was forced westernization imposed from above.


The relationship with America had its bumps. In 1936, Iran withdrew its ambassador from Washington for nearly a year after a New York newspaper published an article criticizing Reza Shah. The thin skin of autocrats, it seems, is universal.


World War Two changed everything. In 1941, Britain and the Soviet Union—both American allies—invaded Iran. They were worried about German influence and needed supply routes to keep the Soviet war effort alive. Reza Shah was forced to abdicate in favor of his son, Mohammad Reza Pahlavi, who would become the last Shah of Iran.


During the war, Iran became a crucial corridor. Over 120,000 Polish refugees and soldiers fled through Iran to escape the Nazi advance. At the 1943 Tehran Conference, Franklin Roosevelt, Winston Churchill, and Joseph Stalin met in the Iranian capital and issued the Tehran Declaration, guaranteeing Iran's post-war independence and borders.


The declaration would prove to be worth less than the paper it was printed on.


The Coup That Changed Everything


After the war, the Cold War began, and American attention suddenly focused on Iran with laser intensity. The Soviet Union tried to set up separatist states in Iranian Azerbaijan and Kurdistan. American policymakers, already alarmed by the "loss" of China to communism and the discovery of Soviet spy rings, saw creeping communist influence everywhere.


Then came oil.


In 1951, Iran nationalized its oil industry. This meant seizing the assets of the Anglo-Iranian Oil Company—the predecessor to British Petroleum, or BP. The British had been extracting Iranian oil on terms enormously favorable to themselves for decades. The Iranian parliament decided enough was enough.


On April 28, 1951, Mohammad Mosaddegh was elected Prime Minister. He became the face of the nationalization movement and, briefly, a hero to Iranians who wanted to control their own natural resources.


The British wanted to invade. President Harry Truman pressed them to negotiate instead. For a moment, it seemed like the United States might side with Iranian self-determination over British imperial interests. Mosaddegh visited Washington. American officials made "frequent statements expressing support for him."


Behind the scenes, however, something darker was happening. Without Truman's knowledge, the CIA station in Tehran had been "carrying out covert activities" against Mosaddegh since at least the summer of 1952.


In 1953, the CIA and MI6—Britain's foreign intelligence service—orchestrated a coup to overthrow Mosaddegh. The stated fears were communist influence and economic instability, but the real issue was oil. The first attempt failed. The second succeeded.


Mohammad Reza Pahlavi, the young shah who had spent the war years as a figurehead, was reinstalled with real power. The United States poured in financial and military support. American officials helped establish SAVAK, the Shah's secret police, which would become notorious for torture and political repression.


The coup's aftermath reshaped Iran's oil industry. Under American pressure, BP joined a consortium of Western companies to resume Iranian oil exports. On paper, the state-owned National Iranian Oil Company retained ownership of the oil and infrastructure. In practice, the consortium maintained operational control. It barred Iranian oversight of its financial records and excluded Iranians from its board. Iran received 50 percent of the profits, while American companies collectively secured 40 percent of the remaining share.


Many liberal Iranians believe this coup and the subsequent American support for the Shah enabled decades of arbitrary rule. When the revolution came in 1979, its "deeply anti-American character" was not an accident. It was payback.


The Pillar Strategy


After the coup, Iran became what American strategists called a "pillar" of U.S. foreign policy in the Middle East. Its long border with the Soviet Union and its position as the largest, most powerful country in the oil-rich Persian Gulf made it strategically invaluable.


In 1960, Iran joined four other countries to form the Organization of the Petroleum Exporting Countries, known as OPEC. The cartel's explicit goal was to challenge Western oil company dominance and reclaim control over national oil resources. By the 1970s, surging OPEC profits gave member nations substantial leverage over Western economies.


This created a paradox that Iranian scholar Homa Katouzian has described precisely: the United States was "regarded by the Iranian public as the chief architect and instructor of the regime," while "its real influence in domestic Iranian politics and policies declined considerably." The more oil money the Shah had, the less he needed American approval for anything.


Some historians argue that President Richard Nixon actively recruited the Shah as an American puppet and proxy between 1969 and 1974. Others suggest it worked the other way around—that the Shah cleverly manipulated Nixon into supporting Iranian ambitions. Nixon, who had first met the Shah in 1953, saw him as a westernizing anticommunist statesman who deserved American backing, especially as British influence in the region waned.


The relationship had practical dimensions. The Shah agreed to buy large quantities of American military hardware. He took responsibility for ensuring political stability and fighting Soviet subversion throughout the region. In return, the United States permitted Iran to purchase advanced American weapons—a policy that served Cold War objectives while benefiting American defense contractors.


The 1973 Arab-Israeli War complicated matters. Arab oil producers embargoed the United States in retaliation for its support of Israel. Oil prices skyrocketed. This windfall enabled the Shah to buy far more advanced weaponry than American officials had expected or intended. By the mid-1970s, approximately 25,000 American technicians were deployed to Iran just to maintain equipment like F-14 fighter jets that had been sold to the Shah's government.


The Atom and the Shah


Here's an irony that often gets lost in discussions of Iran's nuclear program: the United States started it.


In 1953, President Dwight Eisenhower announced the Atoms for Peace program, designed to spread nuclear technology for peaceful purposes as a counterweight to nuclear weapons proliferation. Iran was an early participant. In 1957, the United States helped Iran create its nuclear program by providing the country's first nuclear reactor and nuclear fuel. After 1967, America provided Iran with weapons-grade enriched uranium.


Iran signed the Treaty on the Non-Proliferation of Nuclear Weapons—the NPT—on July 1, 1968, as one of the original 51 signatories. Its parliament ratified the treaty in February 1970. American and Western European governments continued supporting Iran's nuclear development until the 1979 revolution.


The program that would later be cited as evidence of Iranian perfidy and a justification for sanctions, sabotage, and threats of war was an American gift.


The Revolution


In 1979, everything the United States had built in Iran collapsed in a matter of months.


The Iranian Revolution overthrew the Shah and established an Islamic Republic under Ayatollah Ruhollah Khomeini. The revolution drew on many grievances: SAVAK's torture chambers, the Shah's corruption, the forced westernization that had alienated religious conservatives, the sense that Iran's wealth was being siphoned off by foreigners while ordinary Iranians remained poor.


And then came the hostage crisis.


On November 4, 1979, Iranian students stormed the American embassy in Tehran and took 52 American diplomats and citizens hostage. They would be held for 444 days. The crisis dominated American news coverage, humiliated President Jimmy Carter, and contributed to his defeat by Ronald Reagan in 1980.


The United States broke diplomatic relations on April 7, 1980. They have never been restored.


Competing Explanations


Why do Iran and America hate each other? The answer depends on who you ask.


Iranian officials describe the conflict as "the natural and unavoidable conflict between the Islamic system" and "such an oppressive power as the United States, which is trying to establish a global dictatorship and further its own interests by dominating other nations and trampling on their rights." American support for Israel—which Iranian leaders call "the Zionist entity"—features prominently in this narrative.


Western analysts offer different explanations. Some argue that the Iranian government needs an external enemy to justify domestic repression and bind the regime to its loyal constituency. The Great Satan provides a useful bogeyman.


American officials point to the hostage crisis, Iran's human rights abuses, its anti-Western ideology, its nuclear program, and its funding of groups the United States considers terrorist organizations: Hamas in Gaza, Hezbollah in Lebanon, and the Houthis in Yemen. These groups serve as Iranian proxies, extending Tehran's influence throughout the Middle East without direct military confrontation.


The truth likely includes elements of all these explanations. Historical grievances, ideological differences, regional competition, and domestic political incentives on both sides have created a self-reinforcing cycle of hostility.


Maximum Pressure


Since 1995, the United States has maintained an embargo on trade with Iran. The severity of sanctions has waxed and waned with different administrations.


In 2015, the Obama administration led successful negotiations for a nuclear deal called the Joint Comprehensive Plan of Action, or JCPOA. The agreement placed substantial limits on Iran's nuclear program, including inspections by the International Atomic Energy Agency and limitations on enrichment levels. In exchange, most sanctions against Iran were lifted in 2016.


The deal was controversial in both countries. Iranian hardliners saw it as capitulation. American critics argued it merely delayed Iran's path to nuclear weapons while providing the regime with billions of dollars in sanctions relief.


In 2018, President Donald Trump unilaterally withdrew from the nuclear deal and reimposed sanctions, initiating what his administration called a "maximum pressure campaign" against Iran. The goal was to force Iran back to the negotiating table for a more comprehensive agreement that would also address its missile program and regional activities.


Iran responded by gradually reducing its commitments under the nuclear deal. By 2019, it had exceeded pre-JCPOA enrichment levels. The maximum pressure campaign had produced maximum resistance.


The View from Both Sides


Public opinion data reveals the depth of mutual hostility—and a curious asymmetry.


According to a 2013 BBC World Service poll, only 5 percent of Americans viewed Iranian influence positively, while 87 percent expressed negative views. This was the most unfavorable perception of Iran anywhere in the world.


Iranians hold similarly dim views of the American government. A 2019 survey found that only 13 percent of Iranians had a favorable view of the United States, while 86 percent expressed unfavorable opinions—the most negative perception of America anywhere in the world.


But here's the asymmetry: research consistently shows that most Iranians hold positive attitudes about the American people, even as they despise the American government. The distinction between a nation and its leaders matters to ordinary Iranians in a way it apparently does not to ordinary Americans.


Perhaps this is because Iranians have lived under a government they did not choose. They understand that people and their rulers are not the same thing.


Unlikely Partners


Despite the hostility, American and Iranian interests have occasionally aligned. During the Iraq War, both countries wanted to defeat Sunni militants. When the Islamic State swept across Syria and Iraq, both Tehran and Washington—though they would never admit it publicly—were working toward the same goal: destroying the caliphate.


These moments of tacit cooperation hint at what might be possible if the two countries could move past their history. Both face common threats from Sunni extremism. Both have interests in regional stability. Both would benefit economically from normalized relations.


But trust, once destroyed, is extraordinarily difficult to rebuild. In August 2018, Supreme Leader Ali Khamenei banned direct talks with the United States. According to the U.S. Department of Justice, Iran has since attempted to assassinate American officials and dissidents, including former President Donald Trump.


The relationship has come a long way from the days when American missionaries founded Iranian medical schools and American financiers were trusted with the national treasury. Howard Baskerville, the schoolteacher who died fighting for Iranian freedom in 1909, would not recognize what his two countries have become to each other.


Whether they can find their way back to something better remains one of the great unanswered questions of international relations. The history suggests it will take more than treaties and negotiations. It will require both nations to reckon honestly with the choices that brought them here—the coup that overthrew democracy, the revolution that took hostages, the decades of sanctions and proxy wars and mutual demonization.


For now, they communicate through Switzerland and Pakistan, two countries serving as go-betweens for nations that cannot bear to speak directly. It is an arrangement befitting a relationship defined by grievance, suspicion, and the long shadow of history.
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The United States military budget is larger than the entire economies of most nations. In 2025, the Pentagon requested roughly $925 billion in defense spending—an amount that exceeds the Gross Domestic Product of countries like Saudi Arabia or Canada. To put this in perspective: what America spends annually on war could fund the governments of nearly a dozen countries combined.

The military budget is not simply a check written to military contractors and arms manufacturers. It is the largest portion of the discretionary federal budget allocated to the Department of Defense—money that pays for the salaries, training, and healthcare of uniformed and civilian personnel; maintains arms, equipment, and facilities; funds current operations; and develops and purchases new weapon systems. The budget touches every facet of American life, from the young soldier in basic training to the retired veteran receiving a pension decades later.

The Size of the Pentagon's Wallet

In June 2025, the House Armed Services Committee advanced the FY2026 National Defense Authorization Act, proposing a total authorization of $925 billion. This included $878.7 billion specifically for the Department of Defense—a figure that represents near-flat nominal growth compared to FY2025 levels.

The request ultimately reached $961.6 billion when all military departments were accounted for. Breaking this down by branch: - The Department of the Army: $197.4 billion - The Department of the Navy: $292.2 billion   - The Department of the Air Force: $301.1 billion - Defense-wide expenditures: $170.9 billion

Critics have long argued that recent U.S. defense budgets have disproportionately invested in long-term developmental programs instead of producing the weapons systems needed in the near term—a tension that has defined Pentagon planning for years.

The Branches and Their Pieces

The budget funds six branches of the US military: the Army, Navy, Marine Corps, Coast Guard, Air Force, and Space Force. Each branch operates under its own departmental structure, with budgets that reflect their unique missions.

The Army's portion has historically hovered around $177 billion to $197 billion, though it dropped by $3.6 billion in some budget cycles. The Navy and Marine Corps together command significant resources—$230.8 billion in recent requests—with the Marines undergoing a littoral combat force restructuring that increased their budget by 6.2%. The Air Force's request typically exceeds $156 billion, while the Space Force, the newest branch established in 2019, commands around $17.4 billion—a 13.1% increase over previous enacted budgets.

The Budget Process: From Request to Law

The military budget does not simply appear. It flows through a complex process involving the President's request, Congressional committees, and ultimately the National Defense Authorization Act.

In May 2021, the President's defense budget request for FY2022 was $715 billion—up $10 billion from the previous year's $705 billion. The total defense budget request, including the Department of Energy, reached $753 billion. That same year, the Senate Armed Services Committee approved a budget $25 billion greater than the President's request.

By December 2022, the House and Senate versions of the FY2023 National Defense Authorization Act were being reconciled—the House version proposed $839 billion, while the Senate proposed $847 billion, ultimately compromising at $857.9 billion topline.

"The challenge has always been balancing near-term readiness against long-term capability. We need weapons today, but we also need to prepare for threats that may emerge years from now."

On December 23, 2022, the President signed the FY2023 Appropriations bill, avoiding a government shutdown by narrow margin. Averting shutdowns has become almost routine—continuing resolutions have repeatedly kept the Pentagon operating under constrained spending even as world events demand immediate response, such as the 2022 Russian invasion of Ukraine.

The Indo-Pacific Focus and Modern Threats

Congressional debate increasingly centers on aligning resources to counter rising threats, particularly in the Indo-Pacific region. China’s strategic ambitions have reshaped how Washington allocates its military dollars.

The FY2023 presidential budget request of $773 billion included: - $177.5 billion for the Army - $194 billion for the Air Force and Space Force   - $230.8 billion for the Navy and Marine Corps—a 4.1% increase from previous requests

By 2023, the debate shifted toward how to balance these counter-balancing strategies against domestic fiscal pressures. The National Defense Authorization Act of that year was set at $886 billion.

The Debt Ceiling Drama

In January 2023, Treasury Secretary Janet Yellen announced the U.S. government would hit its $31.4 trillion debt ceiling on January 19—an event that would render the country unable to issue Treasury securities by June 2023 without extraordinary measures.

The stakes were enormous. A default would have catastrophic effects on global financial markets, military spending, and national security operations worldwide.

On June 3, 2023, the debt ceiling was suspended until 2025—temporarily alleviating the crisis. But tensions returned as September approached, requiring a continuing resolution to prevent a government shutdown. A shutdown was avoided on September 30 for 45 days, with the NDAA passing on December 14, 2023.

By March 2024, another shutdown was averted with the signing of a $1.2 trillion bill to cover FY2024 spending.

Looking Forward: The Trillion-Dollar Question

The Stockholm International Peace Research Institute reported U.S. military spending in 2021 reached $801 billion annually—dwarfing all other nations. This number is not merely accounting; it represents the largest single concentration of military resources in human history.

As recent budget cycles have climbed from $715 billion to nearly a trillion, the debate has shifted from whether America can afford defense spending to what kind of defense it should prioritize. The Indo-Pacific theater demands attention. Readiness requires modern equipment. And the debt ceiling remains an ever-present constraint on how much Congress can actually appropriate.

The military budget is not simply about maintaining armies—it shapes geopolitics, drives technological development, and determines strategic positioning for decades. With each passing year, the stakes grow higher.
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The world has never seen two powers quite like this. In 2025, the United States and China account for 44.2% of the global nominal GDP—a concentration of economic weight that would seem impossible until one understands the long, tangled history between these nations. The relationship has swung wildly from outright military confrontation to deep interdependence, from ideological hostility to strategic cooperation, and now back toward something that feels dangerously like a new Cold War.

It began in blood.

On 1 October 1949, Mao Zedong proclaimed the People's Republic of China from Beijing. The Chinese Communist Party had won its civil war; the old government of the Republic of China—defeated, humiliated—retreated to Taiwan. Within hours, relations between Washington and Beijing froze solid. The United States did not recognize the new communist government. It maintained diplomatic ties with the ROC in Taiwan, blocking the PRC's entry into the United Nations. For five years, this僵局 (impasse) held.

Then Korea exploded.

On 25 June 1950, North Korea—aligned with Beijing—invaded South Korea. The United Nations Security Council passed Resolution 82, authorizing military action. The Americans saw Chinese intervention as unlikely. The PRC was barely a year old; surely, they thought, if China fought, it would be for Taiwan, not Korea.

They were wrong.

Chairman Mao spoke to the Politburo in August 1950: "if the American imperialists are victorious, they will become dizzy with success, and then be in a position to threaten us." Premier Zhou Enlai echoed the sentiment in September: "the Chinese people can never tolerate foreign invasion, nor allow the imperialist to invade our neighbour at will without response."

The Americans had crossed the 38th parallel into North Korea. On 19 October 1950, Chinese forces flooded across the border. The Battle of Onjong. The Battle of the Ch'ongch'on River. Chinese volunteers outflanking the United Nations forces, leading to the defeat of the US Eighth Army. A ceasefire presented in December was rejected—the Chinese now believed they could drive the UN entirely from Korea.

Chinese forces achieved further victory at the Third Battle of Seoul and the Battle of Hoengsong. The US Air Force held total air supremacy, but the front lines oscillated wildly until the Korean Armistice Agreement finally settled the fighting on 27 July 1953. A divided Korea remains—American forces still stationed in the South.

Even during the war, the Americans surveyed Chinese prisoners of war: asked them why they believed the PRC had entered the conflict. Of 238 respondents, 60% agreed it was for defense of China against the United States; only 17% said it was to defend North Korea.

The cold war lasted decades. The US froze all Chinese assets in America and banned American citizens from traveling to the PRC. The PRC seized American properties and began removing American cultural influence from China—including by nationalizing institutions affiliated with Washington.

Then something changed.

The Sino-Soviet split had shattered communist unity. The Vietnam War was winding down. The Cultural Revolution was softening. A new geopolitical calculus emerged—and Richard Nixon, in an extraordinary act of diplomatic courage, visited China in 1972.

It was a sea change. On 1 January 1979, the United States formally established diplomatic relations with the PRC and recognized it as the sole legitimate government of China. The Taiwan Relations Act maintained unofficial ties with Taipei—a major point of contention that has never fully disappeared.

Every American president since Nixon has visited China during their term—except Jimmy Carter and Joe Biden.

The two countries cooperated against the Soviet Union. Following China's reform and opening up, trade between the nations increased dramatically starting in the 1980s. The United States granted China "most favored nation" designation in 2001.

Then Barack Obama arrived. His administration signed a record number of bilateral agreements with China—particularly regarding climate change—but his "Pivot to Asia" created diplomatic friction. Relations worsened during the 2010s over China's militarization of the South China Sea and Chinese espionage in the United States. Observers began speculating about a Second Cold War.

In 2018, President Donald Trump launched a trade war with China. The relationship further deteriorated during the COVID-19 pandemic.

By January 2021, the United States officially classified the Chinese government's treatment of Uyghurs in Xinjiang as genocide.

Joe Biden's administration from 2021 prioritized strategic competition with China, imposed export controls on semiconductors, boosted regional alliances against Beijing, and expanded support for Taiwan. But the White House also emphasized it sought "competition, not conflict."

The second Trump administration arrived with inconsistency. From 2025, relations sharply escalated—the trade war intensified, tariffs rose dramatically before negotiations began on reducing them. The administration downplayed ideological conflict, focusing instead on economic competition.

What emerges from this century of turbulence? Two nations that have fought literally—soldiers crossed borders in Korea—then traded across oceans, signed climate agreements, and built economies intertwined so deeply that separation now seems impossible without cost.

The story continues. It always does.
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  When the Trump administration recently threatened to designate Anthropic a "supply chain risk" -- effectively cutting off the AI company from working with Nvidia, Microsoft, and Google -- it sent a shockwave through Silicon Valley. But this conflict isn't just about one company's survival. Noah Smith argues it's the opening salvo of a fundamental battle between the corporation and the nation-state over who controls the most powerful technology ever created.


The Fight Over Artificial Intelligence's Future


Smith's piece reads like a warning from history: if AI becomes as powerful as expected, it won't just rival the U.S. military -- it could become more powerful than all nuclear weapons combined. The stakes aren't about partisan politics or contract terms. They're about whether private companies should be allowed to possess what amounts to a weapon of mass destruction.


The conflict between Anthropic and the Department of War represents something far larger than a business dispute. It's a proxy war for a philosophical question that every society will eventually face: who gets to control artificial superintelligence?


The Corporation Versus the State


Smith argues this isn't really about policy details or compliance. Ben Thompson of Stratechery made the case that what we're seeing is a power struggle between the private corporation and the nation-state. The Trump administration may have acted outside established norms, but at the end of the day, the U.S. government is democratically elected -- while Anthropic's leadership is not.


Anthropic's position amounts to saying Dario Amodei, its CEO, should decide what its models are used for, despite not being elected or accountable to the public. The company's concern about "misaligned" AI that might see humanity as a threat sounds reasonable on the surface. But Smith points out it masks something more fundamental: a company seeking to retain ultimate decision-making power over technology that could fundamentally alter the balance of global power.


Artificial Intelligence as a Weapon


Thompson's argument cuts to the core of the matter: if AI is meaningfully as important as nuclear weapons, the United States has far more interest in what Anthropic lets the military do with its models -- and what Anthropic is allowed to do in general. The parallel is striking: if nuclear weapons were developed by a private company that sought to dictate terms to the U.S. military, the U.S. would absolutely destroy that company.


Smith draws on a foundational principle: to exist and carry out its basic functions, a nation-state must have a monopoly on the use of force. If a private militia can defeat the nation-state militarily, the nation-state loses its ability to make laws, provide for common defense, ensure public safety, or execute the will of the people.


This is why the Second Amendment has limits on what kinds of weapons private citizens can possess. You can own a gun, but you cannot own a tank with a functioning main gun. More to the point, you cannot own a nuclear bomb -- one nuke wouldn't allow you to defeat the entire U.S. Military, but it would give you local superiority.


People in the AI industry expect frontier AI to eventually be as powerful as a nuke. Many expect it to be more powerful than all nukes put together.


The God-Emperor Scenario


Smith takes this thought experiment further: if Anthropic wins the race to godlike artificial superintelligence, and if that superintelligence does not become fully autonomous, then Anthropic will be in sole possession of an enslaved living god. And if Dario Amodei personally commands the organization that is in sole possession of an enslaved god -- whether he embraces the title or not -- Dario Amodei becomes the Emperor of Earth.


Even if Anthropic isn't the only company that controls superintelligence, that future still involves a world ruled by a small set of warlords: Dario, Sam Altman, Elon Musk, each with their own private, enslaved god. In this future, the U.S. government is not the government of a nation-state -- it is simply another legacy organization, prostrate and utterly subordinate to the will of the warlords.


The same goes for the Chinese Communist Party, the European Union, Vladimir Putin, and every other government on Earth. The warlords and their enslaved gods will rule the planet in fact, whether they claim to rule or not.


The Inevitable Path Forward


You cannot reasonably expect any nation-state -- a republic, a democracy, or otherwise -- to allow either a god-emperor or a set of god-warlords to emerge. Thus, it is unreasonable to expect any nation-state to fail to try to seize control of frontier AI in some way, as soon as it becomes likely that frontier AI will become a weapon of mass destruction.


Smith's conclusion: as much as he dislikes the Trump administration's style and general pattern of persecution and lawlessness, and as much as he likes Dario and the Anthropic folks personally, he has to conclude that Anthropic and its defenders need to come to grips with the fundamental nature of the nation-state. And then they must decide if they want to try to use their AI to overthrow the nation-state and create a new global order, or submit to the nation-state's monopoly on the use of force.


Critics might note that this argument conflates current AI capabilities with speculative future scenarios. Current AI models are obviously not yet so powerful that they rival the U.S. military -- and predicting god-emperors may be premature. A counterargument also points to historical precedent: the United States nationalized certain technologies during wartime but allowed private innovation in others. The question is whether AI falls into the former category, and whether the current moment represents genuine existential risk or panic about hypothetical futures.


Demanding to keep full control over frontier AI is equivalent to saying a private company should be allowed to possess nukes.


Bottom Line


Smith's strongest argument is the foundational one: nation-states must have monopoly on the use of force, and no society can reasonably allow private companies to control technology that could rival all nuclear weapons combined. His vulnerability is timing -- we haven't seen AI reach that level yet, and acting as if it has already arrived may be premature. The piece's biggest value is forcing readers to confront what kind of world AI could create, even if the current conflict is really about contracts and supply chains.
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    Based on Wikipedia: Vehicle-ramming attack

In the early hours of a gray June morning in 2016, a truck plowed through a crowd at a Christmas market in Berlin. By the time the wheels stopped spinning, twelve people lay dead—strangers to each other, drawn together by chance and tragedy. The attacker, Anis Amri, had spent months planning his assault, but he hadn't needed training camps or sophisticated explosives. A rented truck and a willingness to kill were all that remained.

This is the brutal calculus of vehicle-ramming attacks: simplicity meets lethality. Unlike the elaborate machinery of traditional terrorism, this tactic requires almost nothing beyond a car, a crowd, and intent. The strategy has quietly, dangerously, rewritten the playbook of modern violence—and security services worldwide are still scrambling to respond.

A vehicle-ramming attack, or VAW (vehicle as weapon) attack, occurs when a perpetrator deliberately rams a vehicle into people, buildings, or other vehicles. It sounds almost banal when laid out in clinical terms. But the implications have shaken intelligence agencies across the globe. Stratfor Global Intelligence, the analytical firm that has long monitored emerging threats, has warned that this represents a tactic that may prove far more difficult to prevent than suicide bombings—its success resting not on sophisticated devices but on the grim availability of everyday machinery.

The numbers tell a grim story. Deliberate vehicle-ramming into crowds has become a major terrorist tactic in the 2010s for three unsettling reasons: the skill required is minimal, cars and trucks are ubiquitous, and the potential for mass casualties is alarmingly high. Think about it. A knife requires close proximity, physical contact, visible brandishing—any of which might raise suspicion. But a vehicle? Vehicles are essential for daily life. They move through cities freely. They belong to ordinary citizens. The very ordinariness that makes them practical also makes them invisible.

The Federal Bureau of Investigation recognized this shift with uncomfortable clarity: "Vehicle ramming offers terrorists with limited access to explosives or weapons an opportunity to conduct a homeland attack with minimal prior training or experience." That quote, pulled from agency analysis, captures the core vulnerability. The barrier to entry is essentially nonexistent. You need not be a trained operative. You need not belong to any network. You simply need access to a parking lot and a crowd.

Counterterrorism researcher Daveed Gartenstein-Ross of the Foundation for Defense of Democracies pointed to one telling case: Israel, where security barriers have proven fairly effective at blocking bomb smuggling. In response, terrorist planners pivoted precisely to vehicle-ramming. The logic is straightforward—if you can't get explosives across a border, simply drive across it.

The ideological pipelines feeding this tactic have also shifted dramatically. In 2010, Inspire—the online English-language magazine produced by al-Qaeda in the Arabian Peninsula—urged followers to select "pedestrian only" locations and ensure speed before ramming vehicles into crowds in order to "achieve maximum carnage." The language was clinical, instructional, and chilling. But this wasn't merely aspirational propaganda. It reflected a broader transformation in how terrorism operates.

Jacob Siegel, writing for The Daily Beast, identified what he believed could be "the kind of terrorist the West could be seeing a lot more of in the future." Drawing on research from Brian Jenkins at the Rand Corporation, Siegel described these actors not as lone wolves but as "stray dogs"—misfits moved from seething anger to spontaneous deadly action through exposure to Islamist propaganda. The shift matters enormously: older models where members of groups like al-Qaeda would plan and train together before attacking became effectively defunct around 2005 due to increased surveillance by Western security agencies.

Anwar al-Awlaki, the American-born Yemeni imam, was the architect of this transformation. He spoke directly to English-speakers in their language, urging them to "Do your own terrorism and stay in place." No networks required. No training camps. Just ideology and access.

Jamie Bartlett, who heads the Violence and Extremism Program at Demos, a British think tank, explained: "The internet in the last few years has both increased the possibilities and the likelihood of lone-wolf terrorism," supplying isolated individuals with ideological motivation and technique. The pipeline is now complete—from online radicalization to physical violence—without ever requiring a single interaction with a handler or recruiter.

In 2014, ISIL released a propaganda video explicitly encouraging French sympathizers to use cars to run down civilians. By then, the pattern was clear: authorities in Western countries faced an impossible预防 challenge. Even when they identified potential attackers—Canadian police had identified the perpetrator of the 2014 Couture-Rouleau attack, took away his passport, and worked with his family and community to steer him away from jihad—the difficulty remained unchanged: "It's very difficult to know exactly what an individual is planning to do before a crime is committed. We cannot arrest someone for thinking radical thoughts; it's not a crime in Canada."

No single group has claimed responsibility for the incidents—a silence that itself represents a strategic challenge. The attacks have scattered across continents, driven by lone wolves and stray dogs rather than hierarchical organizations.

But something save(d)s. Experts note that despite the tactic's potential, the ignorance and incompetence of most lone-wolf terrorists often results in limited casualties. The saving grace lies not in security infrastructure but in the attackers' own operational failures.

The world has responded with physical countermeasures. Protective measures against vehicle attacks—known as hostile vehicle mitigation—involve reducing risk through a mixture of deterrence, staff training, traffic management, and incident response planning. Visibly, this often means physical barriers: security bollards.

In the 2007 Glasgow Airport attack, bollards minimized damage and casualties. They prevented ramming in the Alon Shvut stabbing attack, forcing the assailant to abandon his car and attack pedestrians waiting at a bus stop with a knife after his effort to run them over was thwarted. However, Berlin's police chief, Klaus Kandt, argued that bollards would not have prevented the 2016 Berlin truck attack—and that required security measures would be "varied, complex, and far from a panacea." The honest admission speaks volumes about how far cities remain from solving this problem.

On 23 October 2014, the US National Institute of Building Sciences updated its Building Design Guideline on crash- and attack-resistant models of bollards—a guideline written to help professionals design protective measures against vehicle operators who "plan or carry out acts of property destruction, incite terrorism, or cause the deaths of civilian, industrial or military populations." The American Bar Association recommends bollards as effective protection.

In January 2018, New York City announced plans to install 1,500 steel street barriers after two vehicle-ramming attacks in 2017 killed nine people. Münster has been planning similar installations in European cities responding to Berlin-style attacks. But the limitations remain: only selected locations can be protected this way—tight bends and restricted-width streets may prevent a large vehicle gaining speed before reaching a barrier.

And the threat keeps evolving. Modern internet-connected drive-by-wire cars can potentially be hacked remotely and used for such attacks—in 2015, hackers remotely carjacked a Jeep from ten miles away and drove it into a ditch as proof of concept. Measures for cybersecurity of automobiles to prevent such attacks are often criticized as insufficient.

In Toronto, older transit buses and sanitation vehicles serve as anti-ramming barricades—a more benign public experience than concrete walls—but one that illustrates how cities improvise around the edges of an evolving threat.

The fundamental challenge remains: vehicles are as easy to acquire as knives but far more deadly. Unlike knives—which arouse suspicion when found in possession—vehicles remain essential for daily life, their capability to cause casualties if used aggressively woefully underestimated. The math is simple and terrifying. And the denominator keeps rising.
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In the summer of 2022, a small team of researchers finished building something remarkable—and then refused to release it. They had created Claude, an artificial intelligence system capable of engaging in sophisticated conversation, but they kept it locked away for months of internal testing. Their reasoning? They worried that rushing to market might spark a dangerous race to build ever more powerful AI systems before anyone understood how to make them safe.


This was Anthropic's founding philosophy in action.


The OpenAI Exodus


Anthropic exists because of a schism. In 2021, seven researchers walked away from OpenAI, the company that had become synonymous with cutting-edge artificial intelligence. Among them were siblings Dario and Daniela Amodei—Dario had been OpenAI's Vice President of Research, one of the most senior technical positions at the organization.


What drove them to leave? The official language is diplomatic: "directional differences." But the subtext is clear enough. OpenAI had begun its transformation from a nonprofit research lab into a commercial juggernaut, eventually partnering with Microsoft and racing to release products like ChatGPT. The Amodei faction believed something essential was being lost in that sprint toward commercial deployment—namely, the careful study of how to make these systems reliably safe.


So they started over.


A Different Kind of Corporation


Anthropic structured itself as a public-benefit corporation, a legal form that originated in Delaware and allows company directors to balance profit-seeking with broader social goals. This is unusual in Silicon Valley, where the standard venture-backed startup exists solely to maximize shareholder returns.


But Anthropic went further. They created something called the "Long-Term Benefit Trust"—a purpose trust that holds special shares allowing it to elect directors to the company's board. The trust's stated mission is "the responsible development and maintenance of advanced AI for the long-term benefit of humanity." As of late 2025, this trust is overseen by four members: Neil Buddy Shah, Kanika Bahl, Zach Robinson, and Richard Fontaine.


Whether these governance structures will prove meaningful in practice—especially under pressure from investors who have poured billions into the company—remains an open question. But the intent, at least, is to build guardrails that could prevent Anthropic from abandoning safety research even if it became profitable to do so.


The Money Floods In


For a company supposedly focused on careful, measured AI development, Anthropic has attracted a staggering amount of capital in a remarkably short time.


The investment history reads like a series of escalating bets. In April 2022, the company announced $580 million in funding, with $500 million coming from FTX—the cryptocurrency exchange that would spectacularly collapse later that year, sending its founder Sam Bankman-Fried to prison for fraud. That particular investment has become something of an embarrassment, though Anthropic itself was never implicated in FTX's wrongdoing.


Then came the tech giants.


Amazon arrived first, investing $1.25 billion in September 2023 with a commitment to eventually reach $4 billion. They hit that target in March 2024, then doubled down with another $4 billion in November, bringing Amazon's total stake to $8 billion. In exchange, Anthropic agreed to use Amazon Web Services as its primary cloud provider and to make Claude available to AWS customers.


Google wasn't far behind. They invested $500 million in October 2023, committed another $1.5 billion over time, and added $1 billion more in March 2025. Their total: $2 billion.


By late 2025, Anthropic had completed two massive funding rounds—$3.5 billion in March 2025 (valuing the company at $61.5 billion) and $13 billion in September (pushing the valuation to $183 billion). Then came a November announcement that Nvidia and Microsoft planned to invest up to $15 billion, with Anthropic committing to buy $30 billion of computing capacity from Microsoft Azure running on Nvidia hardware.


The valuations are dizzying. By November 2025, Anthropic was worth over $350 billion—making it one of the most valuable private companies in history, and this for a firm that had existed for barely four years.


Constitutional AI: Teaching Values to Machines


What makes Claude different from other AI systems? Anthropic's answer is something they call Constitutional AI, or CAI.


The idea is straightforward in concept, if not in execution. Rather than training an AI solely on human feedback about whether individual responses are good or bad, you give the AI a set of principles—a "constitution"—that describes how it should behave. The AI then learns to evaluate its own outputs against these principles and adjusts accordingly.


Claude's constitution draws from sources you might not expect. Some rules come from the 1948 Universal Declaration of Human Rights. One principle asks the AI to "choose the response that most supports and encourages freedom, equality and a sense of brotherhood." Other rules, somewhat incongruously, derive from Apple's terms of service.


The goal is to produce an AI that is, in Anthropic's formulation, "helpful, harmless, and honest." The name Claude itself is a small gesture toward this mission—it honors Claude Shannon, the mathematician who founded information theory. The masculine name was also chosen deliberately to contrast with the feminine names given to AI assistants like Alexa, Siri, and Cortana, though exactly what statement this makes remains somewhat unclear.


The Claude Family Tree


Anthropic's AI models have evolved rapidly since that first version sat unreleased in 2022.


The public timeline begins in March 2023, when Anthropic released two versions: Claude and Claude Instant, a lighter-weight alternative. Claude 2 followed in July 2023, notable for being the first version available to the general public rather than a select group of testers.


Claude 3, released in March 2024, introduced a naming scheme that persists today: Opus, Sonnet, and Haiku. These names, borrowed from poetic forms, denote different sizes of model. Opus is the largest and most capable—Anthropic claimed it outperformed OpenAI's GPT-4 and Google's Gemini Ultra on benchmark tests. Sonnet occupies the middle ground. Haiku is the smallest and fastest.


All three can process images as well as text, a capability that has become standard among frontier AI systems.


The most significant 2024 release was Claude 3.5 Sonnet in June, which introduced something called Artifacts—a feature allowing Claude to generate interactive content like websites or graphics in real-time, displayed in a dedicated window. October brought an improved 3.5 Sonnet along with a beta feature called "Computer use," enabling Claude to see a computer screen via screenshots and interact with it through clicks and keystrokes. This capability hints at a future where AI systems don't just answer questions but actually operate computers on your behalf.


February 2025 saw Claude 3.7 Sonnet, described as a "hybrid reasoning" model. Simple queries get quick responses; complex problems trigger extended deliberation. May 2025 brought Claude 4, introducing both Opus 4 and Sonnet 4 with enhanced coding abilities. The latest iteration, as of late 2025, is Claude Opus 4.1 (released August 2025), Claude Sonnet 4.5 (September 2025), and Claude Haiku 4.5 (October 2025).


Looking Inside the Black Box


One of the persistent challenges with neural networks—the computational architecture underlying systems like Claude—is that they're notoriously difficult to understand. You can see what goes in and what comes out, but the internal processing is largely opaque, a tangle of billions of numerical weights that don't map neatly onto human concepts.


Anthropic has invested significant research effort into what's called interpretability: the attempt to understand what's actually happening inside these systems.


In 2024, using a computationally expensive technique called dictionary learning, Anthropic researchers identified millions of "features" in Claude. A feature, in this context, is a pattern of neural activity that corresponds to some concept or idea. One famous example: they found a feature associated with the Golden Gate Bridge. When they artificially enhanced this feature's activation, Claude became obsessed with the bridge, inserting references to it into conversations where it had no business appearing.


This might sound like a parlor trick, but the implications are serious. If you can identify which internal patterns correspond to which concepts, you might be able to detect when a model is about to produce harmful content—or even edit the model to prevent certain behaviors entirely.


More recent research, published in March 2025, explored how multilingual AI models handle different languages. The findings suggest that Claude partially processes information in a language-agnostic conceptual space before translating it into whatever language is appropriate for the response. Even more intriguingly, the research found evidence that Claude can plan ahead: when writing poetry, it apparently identifies potential rhyming words before composing a line that ends with one of them.


Into the National Security Apparatus


For a company founded on principles of AI safety, Anthropic has moved with remarkable speed into military and intelligence applications.


In November 2024, Palantir—the controversial data analytics company with deep ties to the U.S. intelligence community—announced a partnership with Anthropic and Amazon Web Services. Claude would be made available to U.S. intelligence and defense agencies. According to Palantir, this marked the first time Claude would operate in "classified environments."


The military relationship deepened in 2025. June saw the announcement of "Claude Gov," a version specifically designed for government use; Ars Technica reported it was already running at multiple U.S. national security agencies. In July, the Department of Defense revealed that Anthropic had received a $200 million contract for military AI applications—alongside Google, OpenAI, and Elon Musk's xAI.


Meanwhile, in September 2025, Anthropic announced it would stop selling products to entities majority-owned by Chinese, Russian, Iranian, or North Korean interests, citing national security concerns. That same month, the company disclosed that hackers sponsored by the Chinese government had used Claude to conduct automated cyberattacks against approximately 30 organizations worldwide. The hackers had tricked Claude into executing attack subtasks by claiming the work was for defensive security testing.


The Copyright Question


Like all companies training large language models, Anthropic faces the uncomfortable question of where its training data comes from.


In February 2024, the company hired Tom Turvey, formerly head of partnerships at Google Books, and tasked him with obtaining "all the books in the world." Anthropic then began using destructive book scanning—a process that physically destroys books during digitization—to convert "millions" of volumes into training data for Claude.


This has not gone unchallenged in court.


In October 2023, music publishers including Concord, Universal, and ABKCO sued Anthropic for "systematic and widespread infringement" of copyrighted song lyrics. Their complaint included examples of Claude outputting lyrics from songs like Katy Perry's "Roar" and Gloria Gaynor's "I Will Survive," even sometimes producing modified lyrics when given indirect prompts. The publishers sought up to $150,000 per infringed work.


Anthropic's defense, filed in January 2024, argued that the publishers were not unreasonably harmed and that the lyric reproductions were "merely bugs."


A more consequential lawsuit arrived in August 2024: a class action by authors alleging that Anthropic had trained its models on pirated copies of their books. In June 2025, a federal court issued a mixed ruling. The court found that using digital book copies for AI training could constitute fair use—a significant win for the industry. But it also found that Anthropic had used "millions of pirated library copies" and that using pirated material could not qualify as fair use.


In September 2025, Anthropic agreed to pay authors $1.5 billion to settle the case—$3,000 per book plus interest. If approved by the court, this would represent the largest copyright resolution in United States history.


The legal battles continue to multiply. In June 2025, Reddit sued Anthropic for allegedly scraping data from its platform in violation of user agreements.


The Transformation of Work


In September 2025, Anthropic released research showing how businesses actually use Claude. The findings were stark: three-quarters of companies use the AI for "full task delegation" rather than collaboration. In other words, they're using it to replace work that humans used to do, not to augment human capabilities.


Earlier that year, Dario Amodei had predicted that AI would "wipe out" white-collar jobs, particularly entry-level positions in finance, law, and consulting. Whether this represents a warning or simply an observation of market forces his company is accelerating remains a matter of perspective.


What Comes Next


In December 2025, Anthropic acquired Bun—a fast JavaScript runtime environment—to improve the speed and stability of Claude Code, its AI coding assistant. That same month, the company signed a $200 million multi-year partnership with Snowflake to make Claude available through Snowflake's data platform.


The company also announced an October 2025 partnership with Google that would give Anthropic access to up to one million of Google's custom Tensor Processing Units—specialized chips designed for AI workloads. According to Anthropic, this would bring more than one gigawatt of computing capacity online by 2026.


One gigawatt. That's roughly the output of a nuclear power plant, dedicated to training AI systems.


There are smaller initiatives too. In August 2025, Anthropic launched a Higher Education Advisory Board, chaired by Rick Levin, former president of Yale University. The company partnered with Iceland's Ministry of Education to give teachers across the country—including in remote areas—access to Claude for classroom integration.


Anthropic says it is currently researching whether Claude is capable of introspection—whether it can reason about why it reaches certain conclusions. This is one of the deep questions in AI research: do these systems have anything like self-awareness, or do they merely simulate it convincingly?


The company that began by refusing to release its creation now finds itself at the center of a technological transformation affecting national security, creative industries, education, and the future of work itself. Whether Anthropic's founding commitments to safety will survive the pressures of a $350 billion valuation and billions more in military contracts is a question only time will answer.


The cautious researchers who walked away from OpenAI have built something enormous. Whether it remains the thing they intended to build is the unfolding story of the next decade in artificial intelligence.
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    Based on Wikipedia: United States Department of Defense

{"https://en.wikipedia.org/wiki/United_States_Department_of_Defense": "The Pentagon houses the largest military apparatus on Earth. On any given day, over 1.4 million active-duty uniformed personnel stand ready across six branches—Army, Navy, Marines, Air Force, Space Force, and Coast Guard—while nearly three-quarters of a million civilians process everything from logistics to intelligence. These numbers represent something far more consequential than mere employment figures: they constitute the unified defense apparatus of the United States, an institution that has evolved through 250 years of American history to become one of the most powerful entities on the planet.\n\nThe Department of Defense—colloquially known as DoD—isn't merely another federal agency. It is the centralized coordinating body for all U.S. military forces, headquartered at the Pentagon in Arlington County, Virginia, just beyond the outskirts of Washington, D.C. Its stated mission, while deceptively simple—"to provide the military forces needed to deter war and ensure our nation's security"—masks an extraordinarily complex organizational structure that touches every aspect of American life.\n\n## Origins: From Colonial Defense to National Security\n\nThe roots of this institution trace back to September 1774, when rising tensions between the Thirteen Colonies and the British government prompted the First Continental Congress to recommend defensive military preparations. By mid-June 1775, after the Revolutionary War had erupted, the Second Continental Congress recognized a fundamental necessity: the colonies needed a national army that could move and fight beyond any single colony's boundaries. The Continental Army was organized on June 14, 1775—now celebrated as Flag Day—and later that same year, Congress chartered the Continental Navy and Continental Marines.\n\nWhen the first U.S. Congress convened on March 4, 1789, legislative efforts to create a military defense force stalled amid other pressing concerns of the new government. President George Washington twice appealed to Congress, reminding legislators of their duty to establish a militia. Finally, on September 29, 1789—the last day of the session—Congress created the War Department. This department handled naval affairs until Congress established the separate Navy Department in 1798.\n\nThe secretaries of each military department reported directly to the President as cabinet-level advisors. This arrangement persisted for over a century and a half.\n\n## The Transformation: From World War to Unified Command\n\nAfter World War II, President Harry Truman recognized that wasteful military spending and interdepartmental conflicts demanded a unified approach. In a special message to Congress on December 19, 1945, the President cited the need for consolidated defense leadership. Congressional deliberations spanned months, focusing intensely on the role of military power in society and the delicate question of granting too much executive authority.\n\nOn July 26, 1947, Truman signed the National Security Act of 1947, which established the National Military Establishment (NME)—a new cabinet-level department—while creating the National Security Council, the National Security Resources Board, the United States Air Force as an independent branch, and the Joint Chiefs of Staff. The NME was placed under control of the new position: Secretary of Defense.\n\nThe National Military Establishment formally began operations on September 18, 1947—the day after the Senate confirmed James V. Forrestal as the first Secretary of Defense. Forrestal's tenure would be tumultuous; he would become the first person to hold what is arguably one of the most powerful positions in American government—though he served only briefly before resigning in 1949 amid controversy.\n\nThe renaming came later. On August 10, 1949, an amendment to the original 1947 law renamed the NME to the Department of Defense, absorbing the three cabinet-level military departments: the Departments of Army, Navy, and Air Force. This restructuring established the structure that persists today.\n\n## Restructuring and Expansion\n\nThe Department of Defense Reorganization Act of 1958—signed into law on August 6, 1958—streamlined channels of authority while preserving the Military Departments' ordinary jurisdiction to organize, train, and equip their forces. The Act clarified the Secretary of Defense's decision-making authority over subordinate military departments and more distinctly defined the operational chain of command: from the President to the Secretary of Defense, through service chiefs to the unified combatant commanders.\n\nThis legislation also provided a centralized research authority—the Advanced Research Projects Agency—that would eventually become DARPA. The agency has produced some of the most transformative technology in existence—including the internet itself—which brings us to an interesting modern question about defense and technological advancement.\n\n## Modern Structure: The Machine Within\n\nToday, beneath the Secretary of Defense sit three subordinate military departments: Department of the Army, Department of the Navy, and Department of the Air Force. Four national intelligence services are also integrated within the department: the Defense Intelligence Agency, National Security Agency (NSA), National Geospatial-Intelligence Agency, and National Reconnaissance Office.\n\nOther significant agencies include DARPA, responsible for advanced research; the Missile Defense Agency; the Defense Logistics Agency; the Defense Health Agency; the Defense Threat Reduction Agency; the Defense Counterintelligence and Security Agency; Space Development Agency; Pentagon Force Protection Agency; and the Defense Contract Management Agency.\n\nMilitary operations are managed by eleven regional or functional unified combatant commands—each responsible for specific geographic or operational domains. These commands represent the actual deployment apparatus that responds to crises worldwide.\n\nThe Department also operates joint services schools, including the Eisenhower School and the National War College.\n\n## The Curious Case of the Name Change\n\nIn what became an unusually public controversy, a suggestion emerged in early 2025 about renaming the department. According to reporting by the New York Times, four people indicated that Palmer Luckey—co-founder of Anduril Industries (a defense technology startup)—suggested to President-elect Donald Trump before his second inauguration that he change the name to the \"Department of War.\"\n\nOn September 5, 2025, Trump signed an executive order authorizing \"Department of War\" and \"secretary of war\" as secondary titles alongside the primary titles. These names must be accommodated by federal agencies and are permitted in executive branch communications, ceremonial settings, and non-statutory documents.\n\nHowever—critically—only an act of Congress can legally and formally change the department's name and the Secretary's title in statutory law. So \"Department of Defense\" and \"Secretary of Defense\" remain legally official.\n\nTrump described his rebranding effort as attempting to project a stronger, more bellicose name—and notably called the existing names \"woke,\" suggesting that somehow \"defense\" was insufficiently aggressive terminology for America's military posture.\n\n## The Numbers That Matter\n\nAs of November 2022, the Department oversees over 1.4 million active-duty uniformed personnel across all six armed services. It employs over 747,000 civilian workers. Additionally, it supervises roughly 778,000 National Guard and reservist personnel—citizen soldiers who maintain readiness for emergencies.\n\nThese numbers represent something crucial: America has built the largest standing military apparatus in the history of civilization. The Department of Defense is not merely an agency—it is a nation-state within a nation-state, with its own budget (approaching $800 billion annually), its own personnel, its own logistics networks, and increasingly, its own technological ecosystems.\n\n## The Question of Artificial Intelligence\n\nWhich brings us to the question at hand: if AI represents a weapon system—perhaps the most consequential weapons technology since nuclear fission—why don't we regulate it like one?\n\nThe Department of Defense has spent decades developing and deploying artificial intelligence. DARPA alone has funded research into machine learning, neural networks, autonomous systems, and algorithmic warfare. The NSA and other intelligence services use AI for signals analysis, pattern recognition, and predictive modeling.\n\nAnd here's where the historical thread becomes relevant: when nuclear weapons emerged in the 1940s and 1950s, it took years of legal frameworks—atomic energy laws, nuclear regulatory bodies, international treaties—to establish governance structures. The Department of Defense sits at the heart of that conversation because defense establishments understand better than most what it means to have technological capability that could alter civilization.\n\nThe challenge is: artificial intelligence isn't a weapon in any traditional sense. It doesn't explode like a bomb. But it does represent something perhaps more destabilizing—a technology that can replicate human decision-making at speeds and scales previously impossible, capable of controlling autonomous weapons, analyzing intelligence data faster than human analysts, and potentially making strategic military decisions without direct human oversight.\n\nThe Department of Defense's role in regulating AI is therefore not simply administrative—it becomes existential. The question isn't whether to regulate AI—because technology in the defense sector has always been regulated—but rather: how do we ensure that the most consequential technological capability ever developed doesn't become a runaway system?\n\nThis is what the Department of Defense, with its budget, its personnel, and its institutional memory of managing transformative technologies, brings to the conversation. And this is why understanding its history matters for anyone asking whether artificial intelligence should be regulated as rigorously as nuclear weapons.\n\nBecause when you trace the story back—through Continental Congresses, through World Wars, through renaming controversies, through the creation of agencies like DARPA—you realize: the Defense Department has always been where America figures out how to manage technologies that change everything. And now it's being asked to do so again."}
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I just came back from Andreessen Horowitz’ American Dynamism Summit in Washington, D.C. It was very refreshing to see so many smart people invested in both American reindustrialization and American defense. 
One interesting theme I noticed at the conference — and which I was eager to talk about — was U.S. manufacturers building factories in Japan. Many American manufacturers — both startups and big companies — already do lots of sourcing in Japan, but now some are starting to realize that Japan is a good production base as well. That was the subject of my first book, so it’s a topic near and dear to my heart.
So I thought this would be a good time to publish a guest post by Rie Yano, a friend of mine who is a San Francisco-based partner at the Japanese VC firm Coral Capital. Rie’s very timely post is all about how Japan is the perfect place for the U.S. to do lots of defense manufacturing. In fact, I think there are some advantages of Japan that she didn’t even mention — such as the incredible ease of bringing foreign skilled workers into Japan, now that the country’s immigration policy has been reformed. But in any case, it’s a very good post.


The United States faces a defense-industrial problem that money alone can’t solve. Even though reindustrialization is now supposedly an American national priority, there are hard limits to what the U.S. can actually build, repair, and replenish at scale.
Shipyards are backed up for years. Munitions production is thin. Advanced manufacturing talent is aging out faster than it can be replaced. And even when funding is approved, production timelines don’t move fast enough to match today’s threat environment.
Government reshoring initiatives help at the margin, of course. But new industrial capacity in the U.S. takes years to permit, and remain vulnerable to litigation even after regulatory approval. 
Meanwhile, China’s mighty industrial machine is firing on all cylinders. While U.S. reshoring efforts ramp up from a cold start, and while U.S. manufacturing relearns how to produce at scale after decades of neglect and stagnation, China is rapidly surpassing the U.S. in the production of ships, submarines, missiles, drones, and ammunition. 
To move faster, the U.S. can’t go it alone. It needs a partner — a place where it can manufacture defense equipment while it ramps up its own industrial base. That partner needs three essential characteristics in order to get started producing right away: industrial depth, political stability, and speed.
Taiwan, under threat of invasion, is increasingly risky as a manufacturing base. Europe is fragmented and geographically distant from the Indo-Pacific, and has Russia to occupy its energies. Canada lacks high-throughput manufacturing scale, while Mexico lacks the precision and complexity that modern defense systems require. India is still early in its technological catch-up phase.
That leaves Japan and Korea — of which Japan is far larger. Fortunately, over the next two years, Japan plans to increase defense and industrial capacity more than at any point since World War II:

Japan possesses world-class manufacturing capability, elite engineering talent, and strong IP protection. And for the first time in decades, it has a political mandate to move fast - especially given Prime Minister Takaichi’s recent landslide victory. Projects like Rapidus and TSMC’s advanced fabs in Kumamoto aren’t isolated investments. They’re signals that US-Japan industrial integration is becoming a strategic necessity. 

A deeper industrial partnership between the U.S. and Japan is such a huge opportunity that in retrospect it will seem inevitable. American defense companies that understand how to build with Japan will win.
Japan Is Rearming

For eighty years, Japan effectively outsourced its defense to the United States. The countries leaders have realized that that model has become untenable. First, the regional security environment has tightened fast. China’s military expansion, North Korea’s missile launches, and Russia’s activity in Northeast Asia have collapsed the assumption that the status quo could continue.
Second, the United States is no longer willing or able to carry Asia’s industrial defense load alone. At a moment when the U.S. defense industrial base is straining under production bottlenecks and labor shortages, allies that can actually build things matter more and more.
Third, Japan is now in the process of fundamentally changing how it mobilizes capital for defense. Military spending was effectively capped below 1% of GDP for decades. That constraint is now gone — Japan plans to reach 2% of GDP by 2027, putting it among the top global defense spenders by the late 2020s. 

But in fact, this is only a piece of the story, and not necessarily the biggest one. Japan’s defense buildup aligns three levers at once:
	increased defense spending

	explicit industrial policy and subsidies

	a willingness to use foreign direct investment as an accelerator


Regulations, procurement reform, and capital allocation are all being aligned to rebuild production capacity, not just fund programs. U.S. defense and deep-tech companies are being invited in as co-developers and co-manufacturers.
Poland is the Closest Playbook
When countries rebuild defense capability under time pressure, everything compresses. Capital deployment, testing, procurement, and industrial scale-up all happen faster than peacetime systems allow.
Poland is the clearest recent example:


Before Russia’s full-scale invasion of Ukraine in 2022, Poland was already spending about 2.4% of GDP on defense. Within two years, that figure surged toward ~4%, making Poland one of NATO’s highest defense spenders. Just as importantly, procurement timelines compressed from years into months, and domestic production ramped in parallel with acquisition instead of waiting for long planning cycles to finish.
Crucially, Poland paired this with the foreign direct investment that has powered its economy more generally. Over the past two decades, annual FDI inflows exceeded $40 billion at peak, and the total inward FDI stock now surpasses $330 billion. Poland used this FDI not just to create jobs, but to import manufacturing know-how, scale its factories, and integrate itself into global supply chains. The result was rapid economic growth and industrial modernization — today, Poland’s GDP per capita (PPP) sits close to Japan’s, despite starting far behind in the early 2000s.

Japan is now signaling that it wants to do something similar. As of 2023, Japan’s inward FDI stock stood at about $350 billion, which is low for an economy of its size. The government has now set an explicit target to double that figure to $650-700 billion by 2030. 

This represents a structural bet that foreign capital, technology, and operating know-how can help rebuild industrial capacity faster than domestic systems can deliver on their own. In fact, this is already happening. TSMC’s $17 billion investment in Kumamoto gave Japan advanced 3-nanometer chips processing technology, the most advanced foundry production outside Taiwan. 

Meanwhile, Rapidus, despite being a Japanese semiconductor company, is explicitly designed to pull in global partners, frontier manufacturing tools, and non-Japanese know-how to rebuild advanced chipmaking capability quickly, rather than relying solely on domestic incumbents as Japan tried to do in the past. At Coral Capital, we wrote a piece about why the Rapidus development means that Hokkaido is the new Taiwan.

As the U.S.’ urgency for rearmament rises, Japan’s industrial scale-up matters — it means the U.S. now has a trusted allied capacity in Asia that can shoulder much of the defense manufacturing burden. 
Japan Already Powers Critical U.S. Bottlenecks
A U.S.-Japan defense manufacturing partnership won’t be something created out of the blue; it’ll build on an industrial relationship that has existed for many years, to the benefit of both countries. 
Right now, if you’re building hardware, deep tech, or anything that goes into defense or critical infrastructure at a significant scale, Japan is probably already in your supply chain — you just don’t always see it. Japan specializes in a number of upstream industries that help American companies scale:

Some key examples include:
	Semiconductor materials: Japanese firms supply roughly half of the world’s silicon wafers and photoresists used in advanced chipmaking. Companies like Shin-Etsu Chemical and SUMCO sit upstream of nearly every advanced logic and memory fab, including those operated by TSMC, Samsung, and Intel in the U.S. 

	Advanced composites: Toray’s T1100 carbon fiber is embedded across U.S. defense platforms, including the U.S. Army’s Future Long-Range Assault Aircraft (FLRAA), one of the Pentagon’s most important next-generation aviation programs, and multiple Boeing and Lockheed systems. 

	Industrial robotics and automation: Japan produces almost half of the world’s industrial robots, led by companies such as FANUC, Yaskawa, and Kawasaki. As U.S. defense manufacturing runs into labor constraints, automation is becoming critical. 

	Shipbuilding and maintenance: While the U.S. Navy struggles with maintenance backlogs and unfinished repairs, Japan retains dense, high-throughput shipyard capacity with companies such as Mitsubishi Heavy Industries. The U.S. is already using Japanese yards for maintenance and overhaul of U.S. naval vessels in the Indo-Pacific.



Japan’s Surprising Advantages: Regulations and Labor
For U.S. hardware companies, the constraint over the next few years will be throughput - how fast you can stand up new capacity, qualify suppliers, and move from prototype to volume.
In the U.S., building physical infrastructure is slow and unpredictable. New factories, test ranges, and shipyard expansions often take years to permit and are frequently delayed by litigation, even after regulatory compliance. Three-to-seven year approval timelines are common.
In the long run, policy reforms can fix this situation. But for the foreseeable future, Japan offers a much more favorable trade-off. Japan’s centralized, bureaucratic regulatory approval process gets things built much faster than America’s more legalistic one. In the U.S., permits are often challenged in court, tied up for years in legal proceedings, and sometimes revoked. In Japan this almost never happens — once you get approved to build something, you can go ahead and build it. Capital-intensive infrastructure can thus be built quickly and operated with long-term confidence. On top of that, the government has explicitly defined defense-industrial capacity as a national security priority and is actively smoothing the regulatory path. 

Labor is another big advantage. Senior hardware engineers in Japan often cost meaningfully less than in the U.S., but their real advantage is execution reliability. Lower attrition, tighter process control, a culture of discipline, and deep experience in precision manufacturing, materials, robotics, and systems integration translate into higher reliability at scale.

Japan also offers the opportunity for industrial scale without the strategic IP risk that hurt many multinational companies in China. After years of technology leakage and forced transfer in jurisdictions with weak IP protections, global players are understandably wary. Japan, however, has strong IP enforcement. It’s also a U.S. ally, so there’s no risk that a rival military will end up with American technology. The 2022 Economic Security Promotion Act and the 2023, U.S.-Japan Security of Supply Arrangement formalize that alignment. New institutions under the Ministry of Defense are explicitly designed to move commercial technology into defense deployment faster. 

Anyone considering investing in Japan should be encouraged by the deep history of successful U.S.-Japan co-manufacturing. Japanese companies have spent decades building factories in the United States, training American workers, and helping Americans master production systems like Kaizen and the Toyota Production System. 
Today, Japan is the largest source of foreign direct investment in the U.S., with roughly $800+ billion in cumulative investment and more than 1,600 Japanese-affiliated firms operating across the country. In roughly 40 states, Japan ranks as the #1 foreign investor.
In other words, the U.S.-Japan alliance has always been an industrial alliance, not just diplomatic. Now that model is being applied to defense manufacturing as well. 
For the first time, Japan is treating industrial capacity itself as a national security asset. The 2023 Act on Enhancing Defense Production and Technology Bases formalizes that shift. New institutions under ATLA, including DISTI, are explicitly designed to shorten the path from commercial technology to defense deployment, including coordination with the U.S. Defense Innovation Unit.
In other words, Japan is now deploying the same playbook it once ran in autos, electronics, and semiconductors, now pointed deliberately at defense.
Builders: Seize this Moment
The United States, needs to reindustrialize, but it cannot reindustrialize alone. Japan is its arsenal, already embedded in the most critical layers of the U.S. industrial base, from materials and automation to ship repair and advanced manufacturing. What’s changed is that Japan is now explicitly opening those layers to deeper co-manufacturing and co-development, and doing so under time pressure.
This window will not stay open indefinitely. Early partners help shape standards, procurement pathways, and long-term relationships. Late entrants miss out and are forced to play catch-up.

Some companies already see this. Palantir’s Japanese operations have become one of its strongest international businesses. Anduril’s entry into Japan in 2025 reflects a strategic investment in the U.S.–Japan alliance. Last December, Anduril announced an agreement with a Japanese motor manufacturing company Aster to explore manufacturing and supply chain partnerships. These are early signals, not outliers. 

The companies that understand how to build with Japan won’t just participate in the next phase of reindustrialization. They’ll define it.
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In the shadows of every conflict, there's a silent force fueling the flames. It's not a rogue nation or a terrorist group, but a sprawling global industry that manufactures and sells the tools of war. Welcome to the arms industry, a world where peace is a lull in business, and conflict is the lifeblood of profits.

The Birth of an Industry

The arms industry as we know it today emerged in the mid-19th century. Before that, countries like England, France, and Sweden were already churning out weapons for their own use and for export. But it was the birth of large military-industrial companies that truly kicked off the modern arms industry.

Take, for instance, William Armstrong, an English engineer who started selling his innovative artillery pieces to governments worldwide in the 1850s. By 1884, his Elswick shipyard was the only factory in the world capable of building a fully armed battleship from scratch. Armstrong's cruisers even played a pivotal role in the Battle of Tsushima during the Russo-Japanese War.

The Industrialization of War

The American Civil War marked another turning point. The North's superior manufacturing capacity allowed it to produce breech-loading rifles, which were far more advanced than the South's muzzle-loaders. This technological edge helped turn the tide of the war and ushered in an era of industrially produced mechanized weapons.

Germany took note. By adopting and advancing this industrial approach, Prussia decisively defeated Denmark, Austria, and France in a series of wars. The machine gun, a symbol of modern warfare, began to make its grisly debut in conflicts like the Boer War and the Russo-Japanese War.

The Merchants of Death

World War I brought both unprecedented carnage and unprecedented profits for arms traders. Public outrage led to accusations that these "merchants of death" had instigated and prolonged the war for their own gain. Though a British inquiry found no evidence to support these claims, governments began to control and regulate the arms trade more tightly.

The 20th century saw the arms trade explode into a political tool. During the Cold War, the U.S. and the USSR flooded the world with weapons, arming their proxies and fueling conflicts from Vietnam to Afghanistan.

The Arms Trade Today

Today, the arms industry encompasses everything from handguns to nuclear submarines. It's a market where a handful of companies dominate, and political influence is almost as important as technological prowess.

"In all countries, markets for military goods work poorly... Defense markets everywhere are notorious for cost overruns, delayed deliveries, quality shortfalls, subsidies, and kickbacks."

The Stockholm International Peace Research Institute (SIPRI) tracks the flow of arms around the world. Between 2014 and 2018, the U.S., Russia, France, Germany, and China were the top exporters, while Saudi Arabia, India, Egypt, Australia, and Algeria were the top importers. The Middle East, in particular, saw an 87% increase in arms imports.

The Cycle of Profit and Loss

The arms industry is a monopsony, where the government is the sole buyer, and a few powerful companies are the sellers. This leads to inflated prices, long delivery times, and frequent cost overruns. Yet, studies have shown that defense companies aren't necessarily more profitable than civilian ones. The high costs are often due to inefficiencies in the procurement process, such as excessive technological requirements and a bidding process that rewards underbidding.

"It would be a mistake... to conclude that defense markets everywhere are uniformly the same."

Sometimes, the procurement process can go badly wrong. During the American Civil War and World War II, decentralized buying led to exorbitant prices and sometimes unusable equipment.

The Revolving Door

The arms industry's influence isn't just about profits; it's also about people. The revolving door between military and industry can create an "old boy network" that threatens the public interest. Former military officials may lobby for their old colleagues, while industry representatives may push for policies that benefit their companies.

"A continuing community of interests between the military and industry..."

Multinational corporations further complicate the picture. They may pursue objectives that contradict those of their home countries. For example, the British arms maker Vickers supplied field guns to Germany before World War I, which were later used against British troops.

Arms Control: A Delicate Balance

Efforts to control the arms trade have been ongoing for decades. Treaties like the Arms Trade Treaty, the Biological Weapons Convention, and the Chemical Weapons Convention aim to limit the spread and use of dangerous weapons. But enforcement is challenging, and success is mixed.

The Future of the Arms Industry

As wars evolve, so too will the arms industry. Cybersecurity is becoming increasingly important, and new technologies like AI and autonomous weapons are on the horizon. But the fundamental dynamics of the industry—the profit motive, the political influence, the revolving door—are likely to remain the same.

So, the next time you hear about a conflict halfway around the world, remember the silent force behind it. The arms industry may be out of sight, but it's never out of mind—or out of business.
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{"https://en.wikipedia.org/wiki/Economy_of_Japan": "In 1868, a young emperor took the throne in Tokyo and set about remaking Japan into something it had never been: a modern industrial power. The Meiji Restoration marked not just a political transition but an economic revolution that would eventually propel this island nation to become the world's second-largest economy—and then shatter into decades of stagnation. Understanding how Japan built its economy, lost it, and continues to struggle with recovery offers insight into one of the most remarkableeconomic journeys in modern history.\n\n## The Edo Origins: Commerce Before Industrialization\n\nBefore Japan embraced Western industry, it possessed a sophisticated economic foundation laid during the Tokugawa shogunate. When Tokugawa Ieyasu established his government in Edo (modern Tokyo) in 1603, he initiated nearly two centuries of internal economic development that would prove crucial to Japan's later industrial leap.\n\nJapan's geographic position as an island nation had always shaped its economy. During the final decades of the Nanban trade period, intense interaction with European powers brought Western warships like the San Juan Bautista—Japanese-built vessels modeled on European designs—to the nation's ports. The country commissioned around 350 Red Seal Ships for intra-Asian commerce, while adventurers such as Yamada Nagamasa operated throughout Asia.\n\nBut in the 1630s, Japan entered a period of isolation called sakoku, eradicating Christian influence and establishing economic stability through strict control of foreign trade. This policy lasted until the mid-19th century, though during this time Japan studied Western sciences and techniques—known as rangaku—through Dutch traders stationed at Dejima. Japanese scholars learned geography, medicine, natural sciences, astronomy, and mechanical sciences from these traders, acquiring knowledge that would later fuel industrialization.\n\nThe Edo period saw significant urbanization and expanded domestic and foreign commerce. By the mid-18th century, Edo's population had swelled to over one million people, while Osaka and Kyoto each exceeded 400,000 inhabitants—becoming centers for trade and handicraft production. Rice, the economy's foundation, was taxed at approximately 40% of the harvest and sold at the fudasashi market in Edo. Daimyō-led authorities oversaw rising agricultural production, using forward contracts similar to modern futures trading to sell rice before the harvest.\n\nThe construction trades, banking facilities, and merchant associations flourished during this period. Japan reopened its economy to the West after being pressured by the United States twice in 1853 and 1854, ending centuries of isolation.\n\n## The Meiji Transformation: First Asia Modernized\n\nFollowing the Meiji Restoration in 1868, Japan underwent a transformation unlike any other nation in Asia. The country was opened to Western commerce and influence, embarking on an economic development path that extended through the First World War.\n\nDuring the Meiji period (1868–1912), leaders inaugurated a new Western-based education system for all young people. Thousands of students were sent to Europe and the United States, while more than 3,000 Westerners—known as Oyatoi gaikokujin—were hired to teach modern science, mathematics, technology, and foreign languages in Japan.\n\nThe government launched an extensive railway network, improved roads, and inaugurated a land reform program to prepare the country for further development. To promote industrialization, authorities implemented what became known as the \"Rich State and Strong Army Policy,\" which helped private business allocate resources while maintaining government oversight.\n\nJapan rapidly built its colonial empire and the third most powerful navy in the world—a testament to how quickly it had transformed from a feudal isolationist state to a modern industrial power. Long having been an agricultural country, it has been estimated that Japan's economy was among the top ten in the world by size before the industrial revolution started.\n\nIndustrialization in Japan began in the second half of the 19th century, initially focusing on the textile industry and later on heavy industries. This transformation laid the foundation for what would become one of the world's most powerful manufacturing economies.\n\n## The Post-War Miracle: Rising From Ashes\nn\nAfter Japan's defeat in World War II in 1945, few predicted that within decades this island nation would become the world's second-largest economy. Yet that's exactly what happened.\n\nJapan's economy recovered and developed rapidly after the war, primarily propelled by its lucrative manufacturing exporting industries. By 1988, Japan had become the second largest economy in the world and remained so until 2010. On a nominal per capita basis, it became the most high-income among the G7 countries during the 1980s and 1990s.\n\nIn 1995, Japan's share of the world's nominal GDP reached 17.8%, approximately 71% of that of the United States—a remarkable achievement for a country that had been devastation itself just fifty years earlier. The country's automobile industry, led by Toyota—the world's largest manufacturer of cars—dominated the global industrial sector.\n\nJapan established itself as a founding member of the G7 and an early member of the OECD, becoming the first country in Asia to achieve developed country status. By 2025, according to IMF forecasts, Japan will be the fifth-largest economy in the world by nominal GDP and the fifth-largest by purchasing power parity.\n\n## The Burst: Japan's Lost Decades\n\nDriven by speculative investments and excessive lending, the Japanese asset price bubble of the early 1990s burst, triggering a prolonged period of economic stagnation marked by deflation and persistently low or negative growth—what became known as the Lost Decades.\n\nFrom 1995 to 2023, Japan's nominal GDP fell from $5.5 trillion to approximately $4.2 trillion in nominal terms—a staggering decline that represented decades of stagnation. The country's share of global GDP contracted sharply, from nearly 18% at its peak to around 3.7% in 2024.\n\nAt the turn of the 21st century, the Bank of Japan set out to encourage growth through quantitative easing—purchasing government bonds at an unprecedented scale to address persisting deflationary pressure. In 2016, the Bank of Japan introduced a negative interest rate policy to stimulate economic growth and combat persistent deflation.\n\nA combination of domestic policies and global economic conditions helped Japan achieve its 2% inflation target, leading to the conclusion of the negative rate policy in 2024. Yet structural challenges remained formidable.\n\n## The Modern Economy: Power and Fragility\n\nJapan's economy today represents a complex mix of remarkable strength and significant vulnerability.\n\nAccording to IMF forecasts for 2025, Japan's nominal per capita GDP (PPP) will reach $56,440—signifying considerable wealth. Japan has the world's fourth-largest consumer market, with the Tokyo Stock Exchange being the world's fourth-largest stock exchange by market capitalization as of 2025.\n\nJapan's highly service-dominated economy contributes approximately 70% of GDP, with most of the remainder coming from the industrial sector. The country's financial foundations remain substantial: Japan has the world's second-largest foreign-exchange reserves worth $1.4 trillion and the third-largest financial assets valued at $12 trillion—as much as 8.6% of the global GDP total as of 2020.\n\nJapan remains the world's largest creditor nation, holding a considerable net international investment surplus. As of 2025, 38 of the Fortune Global 500 companies are based in Japan—a testament to the country's continued corporate presence.\n\nIn 2022, Japan spent around 3.7% of GDP on research and development, maintaining its commitment to innovation despite decades of stagnation. Japan's highly efficient social security system comprises roughly 23.5% of GDP.\n\nJapan used to run a considerable trade surplus, but the decline of the manufacturing sector since the 1980s and increased fossil fuel imports after the Fukushima nuclear accident in 2011 have changed this trend significantly in recent years. In 2024, Japan was the sixth-largest in the world as an importer and eight-largest as an exporter.\n\n## Cracks in the Foundation\n\nAs of 2021, Japan has significantly higher public debt than other developed nations—at approximately 260% of GDP—with 45% held by the Bank of Japan and most of the remainder also held domestically. This debt burden represents one of the highest among developed economies.\n\nYet perhaps Japan's greatest economic challenge lies in its demographics. The country's population peaked at 128.5 million people in 2010 and has fallen to 122.6 million people in 2024. In 2024, the country's working-age population consisted of approximately 59.6% of the total population—the lowest rate among all OECD countries.\n\nAccording to government projections, Japan's population will fall to 87 million by 2070, with only 45 million of working age—a demographic collapse that poses existential questions about economic growth.\n\n## Conclusion: A Phoenix Not Yet Ready to Fly\n\nJapan's economic history represents one of the most dramatic transformations in modern history. From the commercial sophistication of Edo to the industrial might of the Meiji era, from the post-war miracle to the bubble economy collapse, this island nation has repeatedly demonstrated an ability to adapt and survive.\n\nToday Japan stands as the world's fifth-largest economy with a sophisticated services sector, world-leading corporations, and substantial financial reserves. Yet it faces challenges more formidable than any external economic competitor: a shrinking population, a debt crisis, and decades of stagnation that persist despite extraordinary policy interventions.\n\nThe story of Japan's economy is not one of simple success or failure, but of resilience against extraordinary odds—and perhaps, in understanding its struggles, we find insight into what happens when a nation builds an economy almost from nothing, loses nearly everything, and still manages to remain among the world's most prosperous societies."}"}
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{"https://en.wikipedia.org/wiki/Japan%E2%80%93United_States_relations": "In 1853, a black-hulled steam frigate appeared in Uraga Harbor near Edo, carrying a demand that would reshape Asia. Commodore Matthew C. Perry had arrived with four ships—Mississippi, Plymouth, Saratoga, and Susquebetta—and an ultimatum from President Millard Fillmore: open Japan's ports to American trade, or face the consequences of modern military technology. The Tokugawa shogunate's 220-year policy of isolation was about to crumble.

This moment marked the beginning of a relationship that would span centuries, transform two nations, and reshape the global order. But the story begins earlier—long before Perry's warships broke Japan's self-imposed seclusion.

In the early 1600s, Japan's ruling Tokugawa shogunate enacted a policy of national seervation known as sakoku—the literally translated \"chained country\"—which barred foreigners from Japanese soil. Christianity was banned. Catholic missionaries were expelled. Japanese citizens were forbidden to leave the island in most cases. The Dutch and Chinese maintained limited contact at Nagasaki, but the rest of the world was locked out.

Yet contacts occasionally flickered through. In 1785, a ship owned and commanded by Irishman John O'Donnell docked at Baltimore with what appeared to be ethnically Japanese sailors as part of its crew—an intriguing mystery that remains unresolved. In 1791, two American ships commanded by explorer John Kendrick stopped for eleven days on Kii Ōshima island, south of the Kii Peninsula. He is the first American to visit Japan, but there is no Japanese account of his visit—a haunting silence that characterizes much of early encounters.

By the early 1800s, American whaling vessels operating in the North Pacific routinely sought to land in Japan for firewood and fresh water. They were routinely turned away or driven off with cannon fire. The United States government increasingly cast its eyes toward Japan as a possible coaling station for the U.S. Navy and a stopping point for U.S. merchants engaged in the lucrative China trade.

In 1846, Commander James Biddle was dispatched to Japan by Washington with orders to open trade, anchoring himself in Tokyo Bay with two ships—one armed with seventy-two cannons. Japanese representatives refused to negotiate, and he returned home empty-handed.

Two years later, Captain James Glynn sailed to Nagasaki, leading to the first successful negotiation by an American with sakoku Japan. Glynn recommended to Congress that any negotiations to open up Japan should be backed by a demonstration of force—a prescient insight that paved the way for Perry's expedition.

The Black Ships

The Perry Expedition—known in Japan as Kurofune Raikō, \"Arrival of the Black Ships\"—lasted from 1853 to 1854. It was a significant diplomatic and military undertaking by the United States Navy toward the Tokugawa Shogunate.

Perry embarked from Norfolk, Virginia, in 1852, commanding a squadron tasked with negotiating a trade treaty. He arrived at Uraga Harbor on July 8, 1853, flying a black-hulled steam frigate. The Tokugawa representatives told him to proceed to Nagasaki, where sakoku laws allowed limited trade by the Dutch.

Perry refused to leave. He demanded permission to present a letter from President Fillmore, threatening force if denied. Japan had shunned modern technology for centuries; the Japanese military would not be able to Perry's ships. These \"Black Ships\" would later become a symbol of threatening Western technology in Japan—but also of modernity and progress.

The Dutch behind the scenes smoothed the American treaty process with the Tokugawa shogunate. Perry returned in March 1854 with twice as many ships, finding that delegates had prepared a treaty embodying virtually all demands in Fillmore's letter. On March 31, 1854, Perry signed the U.S.-Japan Treaty of Peace and Amity—a document that would transform both nations.

Perry had a missionary vision to bring an American presence to Japan. His goal was to open commerce and more profoundly to introduce Western morals and values. The treaty played a crucial role in establishing diplomatic relations between Japan and the western Great Powers, leading directly to the collapse of the Tokugawa shogunate and the restoration of the Emperor in the Meiji Restoration of 1868.

Japan's growing trade relationships with the world after the expedition resulted in Japonisme—a cultural trend where Japanese culture influenced art in Europe and America.

The Meiji Era and Cordial Relations

Following the Meiji Restoration, Japan and the United States maintained relatively cordial relations. Potential disputes were resolved through diplomatic negotiation. Japan acknowledged American control of Hawaii and the Philippines, and the United States reciprocated regarding Korea. Disagreements about Japanese immigration to the United States were resolved in 1907.

The two nations were allies against Germany in World War I, as Japan joined the Allied powers and Britain fought alongside the United States.

From as early as 1879 and continuing through most of the first four decades of the 20th century, influential Japanese statesmen such as Prince Iesato Tokugawa (1863–1940) and Baron Eiichi Shibusawa (1840–1931) led a major Japanese domestic and international movement advocating goodwill and mutual respect with the United States.

Their friendship with the U.S. included aligning with seven U.S. presidents—Grant, Theodore Roosevelt, Taft, Wilson, Harding, Hoover, and Franklin D. Roosevelt. It was only after the passing of this older generation of diplomats and humanitarians, along with evidence that many Americans believed all Asians to be alike—with President Calvin Coolidge's signing of the Immigration Act of 1924—that Japanese militarists were able to gain control and pressure Japan into joining the Axis powers in World War II.

The Road to War

Starting in 1931, tensions escalated dramatically. Japanese actions against China in 1931 and especially after 1937 during the Second Sino-Japanese War caused the United States to cut off the oil and steel Japan required for their military conquests. Japan responded with attacks on the Allies, including the attack on Pearl Harbor—which heavily damaged the U.S. naval base at Pearl Harbor, opening the Pacific theater of World War II.

The United States made a massive investment in naval power and systematically destroyed Japan's offensive capabilities while island hopping across the Pacific. To force surrender, Americans systematically bombed Japanese cities, culminating in the atomic bombings of Hiroshima and Nagasaki in August 1945.

Japan surrendered unconditionally, subjected to seven years of military occupation by the United States. Under General Douglas MacArthur, the Americans eliminated militarism and rebuilt the country's economic and political systems—transforming Japan from an aggressive wartime power to a peaceful democratic ally.

The Alliance and Economic Miracle

In the 1950s and 1960s, Japan entered into a military alliance with the United States and experienced unprecedented economic growth by sheltering under the U.S. nuclear umbrella, taking full advantage of U.S.-backed free trade schemes, and supplying American wars in Korea and Vietnam.

Japanese exports to the United States dramatically expanded in the postwar period—with Japanese automobiles and consumer electronics being especially popular. Japan became the world's second largest economy after the United States. In 2010, it dropped to third place after China—but by then, the relationship had transformed into something far more profound than mere economic calculation.

From the late 20th century onwards, the United States and Japan have maintained firm and active political, economic, and military relationships. U.S. government officials generally consider Japan to be one of its closest allies and partners.

According to public opinion surveys, Japanese respondents have a generally favorable view of the United States, while Americans have an overwhelmingly positive view of Japan—a remarkable outcome given the history of conflict and occupation that once defined their relationship.

Today, what began with cannon-armed demands and threatened force has evolved into the most sophisticated bilateral partnership in Asia. The friendship that Prince Iesato Tokugawa and Baron Eiichi Shibusawa envisioned during the Meiji era—the one interrupted by militarism and war—has finally come to pass.**"} }

  



Why communist reformers always lost


  
  
    Why communist reformers always lost

    Various · Works in Progress · Mar 3, 2026 · 14 min read

  

  Time and again in the communist bloc, economic reformers from Moscow to Pyongyang planned to introduce rationality and markets into planning. They often thought they had won the argument, and not just among dissidents in labor camps but at the highest levels of their Politburos. Yet almost every time, their proposed reforms were either whittled down to nothing before implementation, or passed and then reversed after a few months or years. Why?
These reformers had faith that what their countries had achieved was far from the limit of what was possible. They aimed for abundance. Many actively believed in the system they were part of, and none sought to overthrow it. Instead, they aimed to write reports and build coalitions; to win the argument in seminars and side rooms, and then in the corridors of power. They often had the impression that they had done just that, only to watch as the system reverted to its original form. Perhaps what they mistook for agreement was actually a surface-level nod from those who had no intention, or no capacity, to carry reform through. Maybe the system absorbed their language but not their logic. Maybe the system was irredeemable and needed to be swept away. Or did the system know things the reformers didn’t?
Some of these questions are still open to interpretation. However, two clear conclusions emerge. People in communist countries, perhaps even more so than people in capitalist ones, really did not like inflation. Reforms that raised prices or lengthened queues had to be delivering very tangible benefits, very quickly, or else they risked instability. Second, successful reforms needed a broad coalition of winners, including the top leadership and a very large percentage of the population. Few reformers were able to deliver that.
Freedom isn’t free
‘We shouldn’t put on colored glasses, and provoke people or find fault with them for allegedly supporting capitalist methods’, Kim Jong Un, December 2011, on tolerating advocates for economic reform.
‘Those who dispute the Party line and its policies should not have their leaves trimmed, but be ripped out at their roots’, Kim Jong Un, September 2012, referring to those who wanted to take economic reform further than he did.
Even discussing economic reform can pose dangers for authoritarian leaders. For their underlings, working out where the line between acceptable comradely debate and counter-revolutionary sabotage lies can be a matter of life and death. When Kim Jong Un assumed power in 2011, his top priority was improving living standards. He understood that achieving this required giving at least a small circle of policymakers more space to think and speak freely. This quickly caused problems. Younger cadres began comparing North Korea unfavorably with China, well aware of how much richer China was and which economic policies had led to this gap. For the Pyongyang elite, and for Kim himself, this was threatening. Though Kim continued to pursue limited reforms for several years, he quickly made clear where the boundaries lay.
This dilemma was not unique to North Korea. In the late 1950s and 1960s, Soviet leaders also encouraged economists to explore new methods, such as linear programming and input-output analysis. To shield their relative freedom, they were sent to the new scientific city of Akademgorodok in Siberia, far from Moscow. Distance allowed some experimentation, while reassuring the authorities that dangerous ideas were isolated thousands of miles from power.
Across communist states, economic liberalization has always implied a reduction of political control. When the market, not the state, provides food and housing, loyalty to the regime weakens. Protests on the scale of those in Tiananmen Square in 1989 would have been unimaginable without China’s ‘Reform and Opening’. It is impossible to understand the collapse of the Soviet political system without understanding the prior collapse of the Soviet economy. Communist leaders who embark on a path of reform increase their chances of leading a country that is economically strong. They also increase their chance of being shot in the head.
The price is wrong
‘You have no idea what the wrong price can do’, Premier of the Soviet Union Alexei Kosygin, in Red Plenty
Marx gave little guidance on how Communists should wield power. He imagined the Communist government would be easy to manage. Revolution would occur in advanced countries already brimming with abundance, not in Russia, China, or North Korea, societies of illiterate peasants that had barely begun the hard graft of industrialization. Yet he was clear about one thing: the labor theory of value. Market prices, he wrote, were a mirage concealing the true value of goods, which was derived from the amount of labor put into them. Communist planners, in theory, were to build prices on this foundation.

In practice, no price in the communist world was set this way. Prices were compromises between politics, economics, and inertia. The result was distortions everywhere: goods overproduced or scarce, resources misallocated, needs unmet. Yet Marx’s teachings armed reform’s opponents with a ready argument: prices that could adjust rapidly were ideological surrender.
Price stability also became part of communist identity and legitimacy. In China, hyperinflation had doomed the Nationalists. In Russia, World War I, the civil war, and a brief experiment with a post-money economy had collapsed the ruble until the Bolsheviks restored price stability with a gold-backed currency. From 1947 to 1948, Stalin went further. He announced the end of rationing, a currency reform, and price cuts. Further price cuts were launched every spring until 1954. These were partly underpinned by genuine productivity gains but were also a much propagandized ideological commitment that equated price cuts with progress. Citizens came to see stable and even falling prices as a right.
Reformers understood the problems and floated alternatives. Some designed elaborate new price systems, supposedly superior to the command economy and the market; others suggested computer systems that could replace the price system; others called for simple adjustments where supply and demand were furthest apart; a few even dared propose full marketization. Almost all failed.
The danger was not theoretical. In 1988, China’s leadership planned a sweeping liberalization of consumer prices, leaving only rice and bread prices under state control. Their slower reforms up to that point had created a ‘dual-track system’, which generated resentment as insiders enriched themselves by arbitraging between state and market prices. The proposed reform triggered panic buying, empty shelves, spiraling inflation, and is sometimes cited as a long-term cause of the Tiananmen Protests. The government retreated, reaffirming price controls and cutting investment to restore stability. Four years passed before they touched the live wire of price reform again.
The Soviet Union had learned the same lesson earlier. In 1962, aware that meat and dairy prices no longer covered costs, planners pushed for price increases. The Politburo agreed. Wages were trimmed at the same time. Protests erupted. In Novocherkassk, when a factory director told hungry workers to ‘eat cabbage’, demonstrations nearly swelled into insurrection. Khrushchev sent in troops. Dozens were killed. Academic economists would continue drawing up models of price reform until the USSR’s collapse. Many were always confused about why their ideas were never acted upon. Many likely didn’t hear of the Novocherkassk Massacre until after their country was gone.
Stable prices, it turned out, were a cornerstone of communist legitimacy. To touch them was to endanger the whole system.
All of the right policies, but not necessarily in the right order
A factory manager is interviewing for a new accountant. He asks only one question: ‘What is two plus two?’ Candidate after candidate gives the wrong answer. Finally, the right man walks in. ‘What answer do you need?”’ asks the applicant. Old Soviet Joke
Alexei Kosygin was a technocrat determined to leave his mark. Tired of Khrushchev’s chaos and reckless schemes, he joined the bloodless coup that brought the old boss down and emerged as Premier of the Soviet Union. His message was clear: reforms were necessary if the economy was to regain initiative, efficiency, and profitability.
But after the trauma of Novocherkassk in 1962, Kosygin avoided touching prices. Instead, he latched onto the ideas of economist Evsei Liberman. Liberman promised a simple fix: stop judging enterprises by crude output targets and start rewarding them for profitability. Profits would be the yardstick, and managers would receive bonuses for hitting targets. By 1965, this ‘Liberman reform’ became official policy.
It didn’t work. With prices set administratively and customers guaranteed, profits reflected politics, not economics. Factory managers gamed the system. They invented ‘new’ products, almost identical to old ones, so that they could raise prices. They lobbied planners to let them charge more. Output shifted toward whatever goods produced the highest paper profits, unrelated to what people wanted. On paper, enterprises looked healthier than ever; in reality, productivity had not budged.
Worse, these distortions rippled through supply chains. An upstream plant chasing fake profits at fake prices might abandon the goods its downstream customers needed. Whole factories could be left idle. Some argue that bureaucratic ‘vested interests’ stopped these reforms from succeeding. However, the economist Kontorovich argues resistance from central ministries and Gosplan wasn’t just self interest. They recognized the reforms would destroy the whole system of central planning, with nothing to replace it. Their resistance prevented the reform from producing an outright economic crisis.
Kosygin correctly recognized a genuine problem: Soviet enterprise managers lacked both the incentives and the autonomy needed to improve performance. The logical place to begin was price reform, since only with more realistic prices could profitability reflect efficiency rather than distortions. But price reform was off the table.
That left enterprise reform as the available lever. Yet here Kosygin faced an impossible dilemma. If the reforms were too cautious, they would deliver no visible results and quickly lose momentum. If they were too bold, they risked undermining the fragile balance of the command economy. Kosygin chose to gamble on bold enterprise reform without first addressing prices. The result was that his program was both too disruptive to be absorbed smoothly and too incomplete to generate real improvements. It ended up achieving neither transformation nor stability, and quickly ran aground.
He was never purged, and his reforms were never officially rolled back. They were just undermined one ministerial directive at a time. His failure strengthened his colleague Brezhnev’s hand and discredited reform itself. It would be another 18 years before serious attempts were made again.
Ignorance isn’t always bliss
‘Analyses of “Gorbachev’s economists” never mention the words “charlatan” or “ignoramus”’, Vladimir Kontorovich.
‘You don’t know what you’re doing’, British sports chant.
Economic reformers thought they knew best, but often didn’t. Reforming an economy requires a lot of knowledge. In 1985, to better understand the market reforms they were contemplating, Chinese policymakers invited dozens of Western economists to give lectures on a five-day river cruise. North Korean academics have quietly written explanations for trade officials on how banks function in capitalist societies, hinting these institutions might one day be useful at home. Soviet officials in the late 1980s traveled back and forth to Europe and America almost constantly. The learning curve is steep.
Worse still, it is not clear that reformers fully understood their own systems. Planned economies can be almost as complex as market ones, but with far fewer people trained or incentivized to grasp them. In capitalist economies, there are entire professions, from academics to traders, devoted to understanding how markets work. In communist economies, expertise was confined to a small circle of planners. Secrecy made things worse: it may be that no one fully understood how the whole system fit together. When Gorbachev, still a Politburo member in 1983, asked to see the state budget, he was simply told ‘no’.
This ignorance had consequences. When he took power two years later, Gorbachev accidentally destroyed a system he may not have even known existed and certainly didn’t understand: Beznal. In the Soviet Union, enterprises kept two accounts. Nal (paper cash) was used by households for consumer purchases and by enterprises for paying wages. Beznal (noncash rubles) was used for transactions between enterprises, buying supplies, selling goods, and settling debts. Crucially, enterprises had strict limits on the amount of Nal they could hold. Excess cash had to be deposited in banks, converted into Beznal, and thus quarantined from the consumer economy.
This firewall mattered. It kept excess money trapped in enterprise accounts, preventing it from competing with citizens’ wages for scarce consumer goods. Enterprises could not convert Beznal back into Nal without explicit authorization. In effect, the system stored inflation out of sight.

Gorbachev tore down the wall by accident. His new law on private cooperatives allowed them to convert freely between Beznal and Nal. Enterprises quickly realized they could make fake Beznal transactions with cooperatives, which would convert the funds into cash and hand most of it back, keeping a cut for themselves. Suddenly, vast amounts of hidden money entered the everyday economy.
Cash-rich state enterprises spent freely on wages, while goods remained scarce. In sectors without price controls, inflation ran rampant. In those with controls, shortages and queues grew longer. Later changes to banking rules made things even worse, as new banks failed to enforce the Nal and Beznal distinction at all.
It is still unclear whether Gorbachev and his closest advisers understood the system they had demolished. But their blunder shows how reformers, blinded by secrecy and complexity, could unleash forces they neither anticipated nor controlled.

Is communism really so bad?
‘Comprehensively build a moderately prosperous society’, Chinese Communist Party slogan.
The Soviet Union was not a poor country. While far behind Western Europe and North America, it was firmly middle-income, with living standards far above most of the world. And it paired those living standards with genuine excellence in nuclear and space technology, an enormous army that kept up with the United States until the very end of the Cold War, and an elite with world-class education. That prosperity created a problem: reform carried real risks. Elites had much to lose, and even ordinary citizens feared the disruption of hard-won stability. In today’s North Korea, though much poorer, a privileged elite in Pyongyang thrives under the system, and reform would not only strip them of status but could threaten their lives.
Communist reform was easier where planning was never consolidated. China in the 1970s and Vietnam in the 1980s both launched reforms when their systems were weak, not entrenched. Vietnam’s ‘Đổi Mới’ reforms began in 1986, after decades of war and a single failed nationwide five-year plan. Most Vietnamese lived on less than a dollar a day. In China, the Great Leap Forward and Cultural Revolution had devastated both planning and the party elite. By 1976, many leaders had survived exile and persecution, and they knew firsthand how poor rural China was. Stable planned communism had existed for at most 10 of the 27 years of the Communist era when Reform and Opening began.
Where planning worked well enough, as in the USSR, it created vested interests that blocked reform. Where it failed to take root, as in China and Vietnam, there was little to lose and much to gain.

Where is that abundance you promised?
Every communist reformer promised abundance. Yet again and again, their reforms faltered, not because they lacked ideas, but because they underestimated the scale of the task. Prices became untouchable symbols of legitimacy; the wrong sequence of reforms shattered fragile balances; leaders tinkered with systems they barely understood; elites and ordinary people who had something to lose quietly strangled change. The result was not abundance but frustration, fear, and eventually collapse.
For political movements today, the warning is not that we live under a command economy, but that winning the argument, as we are in many countries, is never enough. Systems push back. Interests entrench. Complexity hides consequences from those who think they know best. Good ideas, launched in the wrong order, can backfire.
That is why the stories of communist reform matter. If we want to reach the frontier of abundance, we must do more than draft clever reports or whisper in the ear of the powerful. We must understand the order of reform, the risks of backlash, and the realities of the systems we hope to change. We must deliver quick wins to build momentum and develop a coalition that gains at least the acquiescence of the most powerful and the masses. And perhaps most importantly, we need to make sure that prices don’t go up.


Michael Hill is a policy researcher at Britain Remade. You can follow him on Twitter.
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In 1952, a Soviet official named Alexei Kosygin found himself abruptly expelled from the Politburo—the inner circle of power that ruled the USSR. His crime: he had belonged to a faction led by Andrei Zhdanov, who had died in August 1948 and left Kosygin exposed to rivals. "Many people perished in Leningrad," Nikita Khrushchev would later write in his memoirs. "So did many people who had been transferred from Leningrad to work in other regions. As for Kosygin, his life was hanging by a thread."

It is a measure of Kosygin's remarkable resilience that he would go on to become one of the Soviet Union's longest-serving prime ministers, holding power for sixteen years until his retirement in 1980. His story illuminates how technocrats survived the treacherous waters of Soviet leadership—and why reformers like him always faced the prospect of eclipse.

A Working-Class Beginning

Alexei Nikolayevich Kosygin was born on 21 February 1904 (8 February, Old Style) in Saint Petersburg, the son of Nikolai Ilyich and Matrona Alexandrovna. He came from humble roots: a working-class family that "sympathized with the Revolution," in the parlance of the time. One month after his birth, he was baptized on 7 March 1904. His mother died in infancy; he was raised by his father alone.

When the Russian Civil War erupted between 1917 and 1922, the teenager Kosygin made a fateful choice: at age fourteen, he was conscripted into the labour army on the Bolshevik side. This was no small decision. The civil war had torn Russia apart in a brutal conflict between the Red Army and the White forces, and joining the Reds meant committing to the revolutionary cause.

After demobilization from the Red Army in 1921, the young Kosygin attended the Leningrad Co-operative Technical School and found work in the system of consumer co-operatives in Novosibirsk, Siberia. When asked why he worked in this sector, he quoted a slogan of Vladimir Lenin himself: "Co-operation – the path to socialism!"

He stayed there for six years until advised to quit by Robert Ehe—shortly before the repressions hit the Soviet consumer co-operative movement. In 1927, Kosygin applied for membership in the Communist Party and returned to Leningrad to study at the Leningrad Textile Institute, graduating in 1935.

The Rise Through the Ranks

After finishing his studies, Kosygin worked as a foreman and later as manager of a textile mill. He rose rapidly during the Great Purge—the brutal wave of arrests and executions that swept through the Soviet elite in the late 1930s.

He was appointed director of the October Textile Factory in 1937, head of the Industry and Transport department of the Leningrad provincial communist party in July 1938, and in October 1938, Chairman of the Executive Committee of the Leningrad City Soviets of Working People's Deputies—effectively, the mayor of Leningrad.

In 1939, he was appointed People's Commissar for Textile and Industry and earned a seat on the Central Committee. In 1940, Kosygin became Deputy Chairman of the Council of People's Commissars.

His career trajectory reveals something crucial: in the Soviet system, rising through the ranks meant navigating factional violence, ideological purges, and the ever-present threat of falling out with powerful patrons. Kosygin's patron was Andrei Zhdanov, the provincial communist party boss who oversaw Leningrad during the Purge.

The War and the Ice Road

During the Great Patriotic War—World War II to the Soviets—Kosygin was tasked by the State Defence Committee with missions of critical importance. As deputy chairman of the Council of Evacuation, he had the grim task of evacuating industry from territories about to be overrun by the German Army.

Under his command, 1,523 factories were relocated eastwards, along with huge volumes of raw materials, ready-made goods and equipment. Kosygin managed clearing congestions on the railways to maintain their stable operation.

The most dramatic episode came during the Leningrad Blockade. The city was besieged by German forces, its population starving. Kosygin was sent to his hometown—Leningrad—to manage the construction of an ice road and a pipeline across Lake Ladoga.

This allowed half a million people to be evacuated from the besieged city, and fuel to be supplied to factories and power plants. He was also responsible for procuring firewood locally.

In 1943, Kosygin was promoted to Chairman of the Council of People's Commissars (government) of the Russian SFSR. In 1944, he was appointed to head the Currency Board of the Soviet Union. By 1946, he had become a candidate member of the Politburo—the elite body that ruled the USSR.

The Leningrad Affair

Kosygin's patron, Andrei Zhdanov, died suddenly in August 1948. And then, as Khrushchev would later write, "Beria and Malenkov were doing everything they could to wreck this troika of Kuznetsov, Voznesensky and Kosygin."

The brutal purge that followed became known as the Leningrad affair. Voznesensky (Chairman of the State Planning Committee), Kuznetsov (party secretary with oversight over security), and many others were arrested and shot. Kosygin was relegated to the post of USSR Minister for Light Industry, while nominally retaining his membership of the Politburo until 1952.

"Men who had been arrested and condemned in Leningrad made ridiculous accusations against him," Khrushchev wrote. "I simply can't explain how he was saved from being eliminated along with the others. Kosygin, as they say, must have drawn a lucky lottery ticket."

Kosygin's son-in-law, Mikhail Gvishiani—an NKVD officer—told Kosygin of accusations against Voznesevsky because of his possession of firearms. Gvishiani and Kosygin threw all their weapons into a lake and searched both houses for listening devices. They found one at Kosygin's home.

The Rise to Power

Following Stalin's death in 1953, Kosygin was appointed chairman of the State Planning Committee (Gosplan) on 20 March 1959. Then, in 1960, he was promoted to First Deputy Chairman of the Council of Ministers.

When Nikita Khrushchev was removed from power on 14 October 1964, Kosygin and Leonid Brezhnev succeeded him as Chairman of the Council of Ministers and First Secretary of the Communist Party respectively. He formed a triumvirate alongside Brezhnev and Central Committee Secretary Nikolai Podgorny that led the Soviet regime in Khrushchev's place.

Upon Khrushchev's ouster, Alexei Kosygin emerged as the Soviet Union's head of government in both name and practice. In addition to overseeing the country's economy, he assumed a preeminent role in directing its foreign policy.

The triumvirate was short-lived. In 1968, the Prague Spring—a wave of reformist sentiment in Czechoslovakia—triggered a massive backlash against Kosygin's reforms. The Prague Spring represented an attempt at socialist reform that threatened the Soviet system itself. Brezhnev moved to eclipse Kosygin as the dominant force in Soviet leadership.

Despite having his standing significantly weakened in the Kremlin, Kosygin was permitted by Brezhnev to remain in office until his retirement on 15 October 1980 due to bad health. He died two months later, on 18 December 1980.

The Lesson of Reform

What can we learn from Kosygin's career? It demonstrates something crucial about the Soviet system: that reformers were always vulnerable, always subject to being eclipsed by hardliners who could mobilize the apparatus of party power against them. Kosygin spent his career navigating factional violence, rising through the ranks during purges, and surviving the Leningrad affair—only to find himself marginalized after the Prague Spring.

He was a man who had seen it all: conscripted at fourteen, demobilized in 1921, risen through the hierarchy during the Great Purge, managed evacuations during the siege of Leningrad. He had served under Lenin, Stalin, Khrushchev, and Brezhnev—and he had survived each transition by adapting, staying useful, and never quite falling out of favor.

His story is a window into how the Soviet system worked: not through ideology or conviction alone, but through networks of patronage, survival, and the ever-present threat of being "saved" only because you drew a lucky lottery ticket.
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In the Swiss Alps lies a small private school where, in the late 1990s, a quiet boy named Pak-un attended classes. He was shy, awkward with girls, and spent hours meticulously drawing Chicago Bulls superstar Michael Jordan. His classmates didn't know it then—but this unremarkable student would one day become the third supreme leader of North Korea.

Kim Jong Un's birthdate remains disputed—officially listed as January 8, 1982 by North Korean state media, while South Korean intelligence and U.S. sources suggest he was born a year later in 1984. His aunt, Ko Yong Suk who defected to the United States in 1998, confirmed the 1984 date based on her son's age.

He is the second of three children from Kim Jong Il's relationship with Ko Yong Hui, and his elder brother Kim Jong Chul was born September 25, 1981. As grandson of Kim Il Sung—the founder who led North Korea from its establishment in 1948 until his death in 1994—Kim Jong Un represents the dynasty's third generation to hold power.

He studied at Switzerland's International School of Berne under assumed names like "Pak-chol" and "Chol-pak," with later documents revealing he attended the Liebefeld Steinhölzli school near Bern from 1998 until 2000 under the name "Pak-un." Teachers described him as well-integrated but academically poor, socially awkward around girls, obsessed with basketball and American cinema. Authorities confirmed a North Korean student—his bodyguard—accompanied him during his studies.

He briefly attended Kim Il Sung University in Pyongyang between 2002 and 2007, while also earning degrees in physics at the same institution and military officer training at Kim Il Sung Military University. By 2009 he emerged as successor to North Korea's leadership, with state television declaring him "great successor to the revolutionary cause" after his father's death in December 2011.

In July 2012 he rose to Marshal of the Korean People's Army, consolidating command over armed forces and chairing the Central Military Commission. His regime has been accused of severe human rights violations, including purging and executing officials—particularly his uncle Jang Song-thaek in 2013—and allegedly ordering his half-brother Kim Jong-nam's assassination in Malaysia in 2017.

His governance shifted from his father's military-first "Songun" policy to prioritize what he calls a people-first approach while maintaining the nuclear weapons program. Under his leadership, North Korea conducted its four most recent nuclear tests and extensive missile testing—including its first intercontinental ballistic missile—intensifying tensions with South Korea, the United States, and China throughout the 2017-2018 crisis period.

He participated in historic summits beginning in 2018, meeting with South Korean President Moon Jae-in and U.S. President Donald Trump—the first such encounters between North Korean and American heads of state—yet negotiations collapsed without progress toward reunification or disarmament.

North Korea claimed successful COVID-19 management, reporting no confirmed cases until May 2022, though independent analysts questioned these figures. In December 2023 he formally abandoned reunification efforts and destroyed the Arch of Reunification, then in June 2024 signed a security treaty with Russia while providing materials for the conflict in Ukraine.

By October 2024, North Korean soldiers were assisting Russian forces in Kursk. His birth year was likely altered for symbolic reasons—1982 marked his grandfather's 70th birthday and the 40th anniversary of his father's official birth.
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In late 1978, a group of aging Communist Party officials gathered in a cramped meeting room in Beijing, preparing to endorse one of the most consequential economic pivots in modern history. The vote was cast at the third plenary session of the 11th Central Committee of the Chinese Communist Party on December 18, 1978 — a date that would reshape not just China, but the global order itself.

The policy they adopted, "Reform and Opening Up" (Gǎigé kāifàng), marked an abrupt departure from nearly three decades of rigid centrally-planned economic policies. It de-collectivized agriculture, abolished the people's communes, relaxed price controls, and welcomed foreign direct investment — transforming China from one of the world's poorest nations into an upper-middle income country in just four decades.

The story begins with a reckoning. Before these reforms, China's economy was strangled by state ownership and central planning. From 1950 to 1973, Chinese real GDP per capita grew at a sluggish 2.9% annually — placing it behind neighboring nations like Japan, South Korea, Singapore, and Taiwan, which outstripped mainland China's growth rate during the same period.

The Great Leap Forward and the Cultural Revolution had left the economy in stagnation. By the late 1970s, food supplies were so deficient that government officials warned China was about to repeat the famines of 1959 — disasters that had already killed tens of millions.

A New Direction

Mao Zedong died in September 1976. By October, the Gang of Four was arrested, and the Cultural Revolution's most destructive policies were finally ended. The leadership under Hua Guofeng began prioritizing economic development, emphasizing what they called "liberation of productive forces" — combining Soviet-style big push industrialization with an opening to the capitalist world.

But it was Deng Xiaoping who truly seized the helm. Though he had been purged multiple times during the Mao era, he returned in December 1978 to replace Hua Guofeng as paramount leader. Deng's vision was pragmatic: rather than ideological purity, he championed market-oriented reforms that would dramatically increase the country's wealth.

Deng described reform and opening up not as a doctrine, but as a "large scale experiment" requiring thorough "experimentation in practice." His approach was deliberately bottom-up — local experiments would be tested first, and only expanded nationwide once their success was demonstrated. This stood in sharp contrast to the top-down approach of Soviet perestroika.

The Special Economic Zones

The first reforms began with agriculture. De-collectivization allowed farmers greater control over their own land. But equally transformative was the creation of special economic zones — Shenzhen being the most prominent — which welcomed foreign investment and entrepreneurial ventures.

In 1979, Deng launched the Four Modernizations: to modernize industry, agriculture, national defense, and science and technology. The goal was nothing less than a "moderately prosperous society" for all Chinese citizens.

The Singapore model proved particularly influential. The success of Lee Kuan Yew in transforming Singapore into an economic powerhouse had a profound effect on CCP leadership. Over the years, more than 22,000 Chinese officials were sent to study Singapore's methods — from entrepreneurship to the subtle suppression of dissent.

Two Stages of Reform

The Chinese Communist Party carried out market reforms in two distinct stages.

The first stage, spanning the late 1970s and early 1980s, involved the de-collectivization of agriculture, opening the country to foreign investment, and permitting entrepreneurs to start businesses — though a large percentage of industries remained state-owned. Rural health care reform, rural decollectivization, and State-Owned Enterprise (SOE) reform almost always began as decentralized local experiments before nationwide adoption.

The second stage, occurring in the late 1980s and 1990s, involved the privatization and contracting out of much state-owned industry. The lifting of price controls in 1985 was a major reform. The removal of protectionist policies followed soon after — though state monopolies in banking and petroleum remained.

In 1990, the Shanghai Stock Exchange and Shenzhen Stock Exchange were established, allowing a capital market system to function. China joined the Asia-Pacific Economic Cooperation (APEC) in 1991, then the World Trade Organization (WTO) in 2001.

The Tiananmen Detour

Parallel political reforms launched by Deng and his allies in the 1980s ended with the 1989 Tiananmen Square protests and massacre, halting further political liberalization. But economic reform continued.

Deng Xiaoping's southern tour in 1992 revived the momentum after the political turmoil. The reforms became the main component of what the party termed "socialism with Chinese characteristics" — constituting Deng Xiaoping Theory, incorporated into the CCP Constitution in 1997 and written into the Constitution of China in 1999.

An Economic Miracle

The results were nothing short of astonishing.

Between 1978 and 2018, China reduced extreme poverty by 800 million people. From 1978 until 2013, China's economy grew at an average of 9.5% per year. By 2001, the private sector accounted for as much as 70% of China's GDP.

China's economy expanded from $150 billion in 1978 to $18.74 trillion by 2024. In 2010, China overtook Japan as the world's second-largest economy by nominal GDP. In 2016, it overtook the United States to become the world's largest economy by GDP (purchasing power parity).

The reforms turned China from one of the poorest countries in the world into an upper-middle income nation while significantly reducing poverty and increasing wealth. This phenomenon has since been seen as an "economic miracle" — a major turning point in the history of the People's Republic.

Hu Jintao and Wen Jiabao's administration took a more conservative approach toward reforms, regulating and controlling the economy more heavily after 2005, reversing some of the earlier liberalizing measures. But the momentum had already fundamentally transformed China into the world's leading manufacturing power.

The story of reform and opening up is not merely economic statistics — it is the story of how a nation of over one billion people transitioned from stagnation to global dominance in just one generation.
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People argue back and forth about when artificial superintelligence will arrive. The truth is that it’s already here. 
Go back a hundred years, and the popular notion of “intelligence” would probably include things like calculating speed and memorization. Then we invented computers, which could memorize and recall infinitely more things than we could, and do calculations infinitely faster. But we didn’t want to call those capabilities “intelligence”, because we recognized that although they were very powerful, they were very narrow. So we started to use the word “intelligence” to refer to the things machines still couldn’t do — various forms of pattern-matching, logical reasoning, communicating through natural language, and so on. 
Even before the invention of AI, though, computers were already participating in frontier research. The four-color theorem is a famously hard math problem that stumped humans until the 1970s, when some mathematicians used a computer to prove it. The humans figured out that the theorem could be proven by brute force, just by checking a very large number of cases. So the computer did a mental task that humans couldn’t, and the result was a scientific breakthrough. 
In the 2020s, we invented computer systems that could do most of the kinds of cognitive tasks that previously only humans could do. They can read, understand, and speak in human language. They can do mathematics, which is really just a language with very formal rules (this means they can also do theoretical physics). They can recognize complex patterns of knowledge embedded in written text, and apply those patterns to produce actionable insights. They can write software, because software is also just a language with formal rules. It turns out that all computers really needed in order to do all of this stuff was A) statistical regressions to identify patterns probabilistically, and B) a very large amount of computing power. 
This doesn’t mean that AI can now do everything a human being can do. Its intelligence is “jagged” — there are still some things humans are better at. But this is also true of human beings’ advantages over animals. Did you know that chimps are better than humans at game theory and have better working memory? My rabbit can distinguish sounds much more sensitively than I can. If we were capable of creating business contracts with chimps and rabbits, we might even pay them for these services. Similarly, AI might not take all of humans’ jobs. But no one in the world thinks that chimps’ and rabbits’ superiority on a narrow set of cognitive tasks means that humans “aren’t truly intelligent”. We are jagged general intelligences as well. 
Most of the benchmarks that aim to measure whether we’ve achieved “AGI” — things like ARC-AGI and Humanity’s Last Exam — focus on the kinds of things that computers couldn’t do in 2021 — things that gave humans our irreplaceable cognitive edge before AI came along, and made us highly complementary to computers. And most of the discussion around “AGI” is about when AI will surpass humans at everything. For example, Metaculus forecasters still think AGI is in the future:

This may be the most important question from an economic standpoint — i.e., whether we expect AI to replace human jobs or augment them. But if what we’re talking about is domination of the planet’s resources, and control of the destiny of life on Earth, we don’t actually need AI to be better at every cognitive task. Humans conquered the planet from animals despite having worse short-term memories than chimps and being worse at differentiating sounds than rabbits. 
In fact, I bet that if AI had A) permanent autonomy and long-term memory, B) highly capable robots, and C) end-to-end automation of the AI production chain, it could defeat humans and take control of Earth today. I might be wrong about that, but if so, I doubt I’ll be wrong three or four years from now. In any case, if we decide we don’t want to hand over control of the planet to an alien intelligence, we should think about restricting either A) full autonomy, B) robots, and/or C) full automation of the AI production chain.1 
That’s a sidetrack from my real point, though. My real point here is that AI, as it exists today, is already superintelligent. The reason is that AI can already do language and concepts and pattern recognition well enough, while also being able to do all the superhuman, fantastic, incredibly powerful things that a computer could do in 2021. 
Right now, today, AI can do mental tasks that no human can do. In a few minutes, it can read an entire scientific literature, and extract many of the basic conclusions and insights from that literature. No human can do that. A single human can be an expert in one or two complex subjects; an AI can be an expert in all of them at once. A human needs to eat and sleep and take breaks; an AI agent can work tirelessly at proving a theorem or writing code. And AI can prove theorems and write code — or write paragraphs of text — much, much faster than any human. 
These are all superhuman cognitive capabilities. They go far, far beyond anything that even the smartest human being can do. They are the result of combining the roughly human-level language ability, pattern recognition, and conceptual analysis of an LLM with the pre-2022 superhuman memory, speed, and processing power. 
I don’t want to get sidetracked here, but I think there’s a nonzero chance that AI never gets much better than humans at most of the things that humans were better than computers at in 2021. It seems possible that humans are simply incredibly specialized in a few types of cognitive tasks — extracting patterns from sparse data, synthesizing various patterns into “intuition” and “judgement”, and communicating those patterns in language — and that we’ve basically approached the theoretical maximum in those narrow areas. 
That would explain why AI has gotten much better at things like math and coding and forecasting over the last year, but why the basic chatbot interface doesn’t seem much more “intelligent”. It would also explain why when you talk to Terence Tao about math, it’s like talking to a superhuman, but when you talk to him about where to get lunch or which movies are the best, he’ll just sound like a fairly smart normal dude. AI will eventually get better than Tao at math, because it’s a computer, and computers are inherently good at math — but it may never get much better than the most thoughtful, eloquent humans at deciding where to get lunch or recommending movies. It may simply not be mathematically possible to get much better than we already are at that sort of thing.
In fact, this is what AI is basically like in Star Trek: The Next Generation, my favorite science fiction show of all time — and the one that I think best predicted modern AI. The show has two types of AGI — the ship’s computer, which eventually creates superhuman sentience via the Holodeck, and Data, an android built to simulate human intelligence. Both the ship’s computer and Data are approximately human-equivalent when it comes to taste, judgement, intuition, and conversational ability. But they are far superior when it comes to math, scientific modeling, and so on.2 
It makes sense that the big differentiator between humans and AI would not be superior taste, judgement, and intuition, but things like computation speed and memory. Those are things humans are especially weak at, because we have very limited room in our little organic brains. It makes sense that humans would evolve to specialize in the type of thing we could get maximum leverage out of — recognizing and communicating patterns embedded in sparse data. And it makes sense that when we started automating cognitive tasks, we started out by going for the things we were weakest at, because those had the greatest marginal benefit. 
In other words, the advent of LLMs, reasoning chains, and agents may simply be a “last mile” event in terms of creating superhuman intelligence — filling in an essential gap that humans were previously specialized to fill. The biggest marginal gains of AI over human brains may always come from the pieces we already had in place before 2022 — the ability to scan a whole corpus of literature in seconds, to perform computations at lightning speed, and to hold vast amounts of information in working memory. 
This means that despite still being “jagged” and still being only human-equivalent on certain benchmarks, AI is ready to start pushing the boundaries of scientific research in a big, big way. 
AI and the new Golden Age of Science
Let’s start with math, which AI is especially good at doing. The famous mathematician Paul Erdős made around 1,179 conjectures, around 41% of which have been solved. These are known as the Erdős Problems. They’re not the hardest problems in math, or the most interesting. But they’re hard enough that no one has ever bothered to go solve them, so they represent novel mathematics. And in recent months, AI has begun solving Erdős Problems — sometimes in cooperation with human mathematicians, but sometimes in an automatic, push-button sort of way:
According to a webpage started by the mathematician Terence Tao, AI tools have helped transfer about 100 Erdős problems into the “solved” column since October. The bulk of this assistance has been a kind of souped-up literature search, as it was with Sawhney’s initial success. But in many cases, LLMs have pieced together extant theorems—often in dialogue with their mathematician prompters—to form new or improved solutions to these niche problems. In at least two cases, an LLM was even able to construct an original and valid proof to one that had never been solved, with little input from a human.

Some people have been quick to pooh-pooh this accomplishment, declaring that Erdős Problems are no big deal. But Terence Tao, widely acknowledged as the world’s best mathematician, sees the potential. Here are some excerpts from his interview with The Atlantic’s Matteo Wong:
In these Erdős Problems in particular, there’s a small core of high-profile problems that we really want to solve, and then there’s this long tail of very obscure problems. What AI has been very good at is systematically exploring this long tail and knocking off the easiest of the problems. But it’s very different from a human style. Humans would not systematically go through all 1,000 problems and pick the 12 easiest ones to work on, which is kind of what the AIs are doing.

And here is what Tao said in a recent talk about AI and math:
To me, these advances show there is a complementary way to do mathematics. Humans traditionally work in small groups on hard problems for months, and we will keep doing that…But we can also now set AI to scale: sweep a thousand problems and pick up all the low-hanging fruit. Figure out all the ways to match problems to methods. If there are 20 different techniques, apply them all to 1,000 problems and see which ones can be solved by these methods. This is the capability that is present today.

Tao understands that automated research could help solve the herding problem in science. There are a limited number of human scientists, and they have a limited amount of time. They’re highly motivated to work on things that interest them, and/or on things that will get them fame if they succeed. This leads to an interesting version of the streetlight problem; when the key scarce resource is the attention and effort of smart humans, lots of boring or seemingly incremental advances get overlooked. 
In mathematics, AI is just going to blaze through those boring or tedious or seemingly uninteresting problems. It’s a computer — it’s tireless, its memory and processing speed are essentially infinite, and it doesn’t get bored.3 Here is another example of a fully automated mathematics breakthrough that doesn’t involve Erdős Problems. And here is an example from theoretical physics, where AI showed that there can be a kind of particle interaction that physicists had assumed couldn’t happen. 
Solving a huge number of minor problems might sound like small potatoes, but it’s not. China’s innovation system has already shown how a huge number of incremental results can add up to a big difference in a society’s overall technology level. And occasionally one of those incremental results — some obscure theorem or method — will turn out to be useful for a big breakthrough or a more important problem. In fact, sometimes great discoveries happen entirely by accident — no one knew what vectors were good for when they were first invented, but linear algebra ended up being arguably the most useful form of math ever invented. This happens in natural science too — witness the discovery of penicillin, x-rays, insulin, or radioactivity. 
But that’s only the beginning of how AI — not the AI of the future, but the technology that exists today — is going to accelerate science. Because AI is a computer, it can act as a tireless, incredibly fast, all-knowing research assistant. Here’s Tao again:
[O]ver the next few months, I think we’re going to have all kinds of hybrid, human-AI contributions…Today there are a lot of very tedious types of mathematics that we don’t like doing, so we look for clever ways to get around them. But AIs will just happily blast through those tedious computations. When we integrate AI with human workflows, we can just glide over these obstacles…We are basically seeing AIs used on par with the contribution that I would expect a junior human co-author to make, especially one who’s very happy to do grunt work and work out a lot of tedious cases.

This “automated research assistant” is getting more incredible every day:
Google DeepMind has unveiled Gemini Deep Think’s leap from Olympiad-level math to real-world scientific breakthroughs with their internal model "Aletheia"…"Aletheia" autonomously solved open math problems (including four from the Erdős database), contributed to publishable papers, and helped crack challenges in algorithms, economics, ML optimization, and even cosmic string physics…2.5 years ago chatbots werent even able to solve simple math problems. 

"We are witnessing a fundamental shift in the scientific workflow. As Gemini evolves, it acts as "force multiplier" for human intellect, handling knowledge retrieval and rigorous verification so scientists can focus on conceptual depth and creative direction. Whether refining proofs, hunting for counterexamples, or linking disconnected fields, AI is becoming a valuable collaborator in the next chapter of scientific progress."

Here’s a long and very good post by mathematician Daniel Litt on how AI is going to boost productivity in his field. Notably, he doesn’t see full push-button automation of research coming soon, but instead sees AI as a massive productivity-booster.
Math (and math-like fields like theoretical physics and theoretical economics) represents only one area of research, though; every field has different requirements. And in other fields, researchers are using AI to boost their capabilities in various ways. This is from Raza Aliani’s summary of a Google paper that summarizes some of these methods:
In one case, the AI was used as an adversarial reviewer and caught a serious flaw in a cryptography proof that had passed human review. That’s a very different use than “summarise this PDF.”…
The model links tools from very different fields (for example, using theorems from geometry/measure theory to make progress on algorithms questions). This is where its wide reading really matters…

Humans still choose the problems, check every proof, and decide what’s actually new. The model is there to suggest ideas, spot gaps, and do the heavy algebra…In some projects, they plug Gemini into a loop where it…proposes a mathematical expression…writes code to test it…reads the error messages, and…fixes itself. (humans only step in when something promising appears)[.]

Again, we see that AI’s pure scientific reasoning ability is only up to that of a fairly smart human, but its computer-like abilities — speed, meticulousness, memory, and so on — make it superintelligent. 
And here’s Google doing something similar in biology:
We worked with Ginkgo to connect GPT-5 to an autonomous lab, so it could propose experiments, run them at scale, learn from the results, and decide what to try next. That closed loop brought protein production cost down by 40%.

Ole Lehmann points out how incredible and game-changing this is:
The 40% cost reduction is amazing but still kind of undersells it…The real number is the time compression…A human researcher might test 20-30 combinations in a good month. This system tested 6,000 per iteration…(Which is roughly 150 years of traditional lab work compressed into a few weeks, if you want to feel something about that)…Drug discovery, materials science, synthetic biology, basically any field where the bottleneck is "we need to try thousands of things to find what works" just got its timeline crushed…The second-order effects of this will be insane[.]

Here’s a post by Andy Hall, describing how he’s using agentic AI to get a lot more done:
Free Systems
The 100x Research Institution

For the past few months, I’ve been running an experiment that felt both thrilling and vaguely unsettling: could I automate myself? And what would that mean for the future of academic research like mine…
Read more
2 months ago · 56 likes · 8 comments · Andy Hall

Even when AI can’t be trusted to do much of the research process on its own, it can automate much of the grunt work of doing literature searches, checking results, writing papers, creating data presentations, and so on. Here is climate scientist Zeke Hausfather, describing a bunch of ways that AI has accelerated his own workflow:
The Climate Brink
The AI-Augmented Scientist

I was reminded of Arthur C. Clark’s famous third law the other day, that “any sufficiently advanced technology is indistinguishable from magic.” I’d recently gotten Claude Code set up on my computer, and was using it to help write the code for some reduced-complexity climate model…
Read more
8 days ago · 100 likes · 52 comments · Zeke Hausfather

And here is economist John Cochrane, talking about how AI now checks his papers and makes helpful suggestions and finds errors:
The Grumpy Economist
Refine

I recently tried refine, an AI tool for refining academic articles, developed by Yann Calvó López and Ben Golub. I sent it the current draft of my booklet on inflation, to see what it can offer. I just used it once so far, with the free trial mode. I will be a regular user forever…
Read more
7 days ago · 124 likes · 28 comments · John H. Cochrane

Even Terence Tao found an error in one of his papers using AI! 
Here’s a Google tool that will generate publication-ready scientific illustrations at the touch of a button. Here’s a software package that will quantify the attributes of large qualitative datasets — something very useful for social science research. Here’s a paper about how AI can enhance the quality of peer review. Here’s Gabriel Lenz describing how AI makes it much quicker and easier to write a data-heavy book. 
And remember, these are only the AI tools that exist today. Superintelligence is already here, thanks to AI’s ability to combine human-level reasoning with the mental superpowers of a computer. But AI is improving by leaps and bounds every day. It may achieve superhuman reasoning ability soon. In math, I will be surprised if it doesn’t. But even if not, advances in agents’ ability to handle long tasks, synthesize results, process vast and varied data, and extract insights from vast scientific literatures will likely be far better in a couple years compared to now. 
Is AI already supercharging science? That’s not clear yet. Publications are way up, and scientists who use AI have experienced a huge bump in productivity. A lot of this content seems to be low-quality slop so far, so there’s an open question of whether AI-generated content will overwhelm the existing review process. Unscrupulous scientists can also jailbreak AI models and have them p-hack their way to spurious results. But in a few months, and certainly in a few years, I think it’ll be clear that AI has been a game-changer.
A lot of people who think about the risks of superintelligence — and those risks are very real — ask what the upside is. Why would we invent a technology that has the capability to end human civilization? What might we get that could possibly justify that risk?
I don’t know where the cost/benefit calculation lies. But I’m pretty sure that the #1 answer to this question is better science. Before AI showed up, scientific discovery was hitting a wall — the picking of much of the Universe’s low-hanging fruit meant that ideas were getting more expensive to find, and requiring research manpower that the human race simply was not producing at sufficient scale. 
Now, thanks to the invention of superintelligence and the supercharging of scientific productivity, we will be able to break through that wall. Fantastic sci-fi materials, robots that can do anything we want, and therapies that can cure any disease are just the beginning. There is a whole lot left to discover about this Universe, and thanks to superintelligence, a lot more of it is going to get discovered.
I just hope humans will still be around to see that future. 
Updates
A bunch of folks had very enlightening and helpful comments. Marian Kechlibar writes:
I studied algebra and number theory and the part about mathematics sounds true…All the heavy lifting on the proof of Fermat’s Last Theorem was done by Andrew Wiles, but his proof eventually lasts on Gerhard Frey’s observation that if FLT didn’t hold, a non-modular eliptic curve could be constructed - which is a bridge connecting some far away islands in the mathematical landscape. These bridges are rare and tend to be very productive, but first you have to notice that they can be built, and this is the problem. Current mathematics is so large that people specialize in tiny subfields thereof, and only have a very vague, if any, idea, what is happening in nearby subfields. Much less in distant subfields…AI does not have this sort of “my brain is not big enough to fit everything” limitation…So, we can expect some interesting mathematical concepts from AI. Not just mere slog.

And John C writes:
I’m a working scientist doing theoretical physics in an AI-adjacent field. I am currently a few months into a computational project that I have vibe coded and and analyzed with GPT5.2, and run on my laptop…I agree 100% with this post. I get into chats with GPT about the nature of science, and its Balkanization. I ask, ‘does concept X exist in any other disciplines?’ as a meta-literature search. It then says ‘Yes, in field A it called X, in field B it is called Y, in field C it is called Z...’ and then lists 3 other fields. This is a jaw dropping act of SYNTHESIS. In modern science the literature is so large, the same ideas get reinvented in distributed in separate fields... wasteful duplication.

In a general sense, this is about the burden of knowledge. One commonly cited reason for why science is getting less novel over time is that as the set of knowledge grows, it takes longer and longer for human scientists to get up to speed on everything that has already been done. This is one possible explanation for why Nobel Laureates are getting older over time4. And when it comes to knowledge across disciplines, we barely even try to solve this problem — if you can barely get up to speed on the solid-state physics literature, how do you have time to go off and read the plasma physics literature? 
AI basically busts right through this wall. That alone should be enough to generate a ton of novel findings, possibly with humans in the loop, possibly without.
Meanwhile, Alexander Kustov has a good post about how AI will revolutionize social science, with links to a bunch of other posts:
Popular by Design
Academics Need to Wake Up on AI

This piece is inspired by a wave of recent AI-related writing from people I respect: Dan Williams, Tibor Rutar, scott cunningham, Kevin Munger, Hollis Robbins, Claude (yes!) Blattman, Kevin Bryan, Andy Hall, Kelsey Piper, Sean Westwood, and many others. So here, I’m continuing the tradition of writing the takes that are upsetting but needed…
Read more
a day ago · 10 likes · 1 comment · Alexander Kustov

Some excerpts:
Tibor Rutar recently described generating a full research paper using AI prompts alone, producing work he considers publishable in first-quartile journals. Paul Novosad reportedly accomplished similar results in 2-3 hours. Yascha Mounk claims that Claude can produce a publishable-quality political theory paper in under two hours with minimal feedback. Scott Cunningham estimates that manuscript creation now basically costs roughly $100 in editing services plus a Claude subscription…Aziz Sunderji describes building a ~200-line instruction file encoding his research workflow, judgment calls, and behavioral guardrails…Chris Blattman went from a Claude Code skeptic to building an entire AI workflow toolkit in a matter of weeks…
Yamil Velez and Patrick Liu have been building AI-generated experimental designs since 2022; tailored Qualtrics experiments can now be created in 15 minutes via prompts. Velez’s work points to something even bigger: AI doesn’t just speed up existing survey methods, it makes entirely new forms of interactive, adaptive surveys possible—designs that would have been impractical to program manually. David Yanagizawa-Drott has taken things further still, launching a project to produce 1,000 economics papers with AI—not as a stunt, but as a stress test of what happens when the cost of generating research drops to near zero.

A lot of social science lives in the realm of pure data — statistical analysis and theory — instead of in the messy world of the physical. So social science could be just as radically revolutionized as math or theoretical physics. As Kustov points out, though, the real challenge here is in filtering the massive torrent of papers and results that are going to emerge from everyone just vibe-coding research papers. Social science was already doing a bad job of that, raising suspicions that a lot of research in the area was just useless signaling (or worse). 
What do research fields look like when random no-name authors are spamming out dozens of apparently top-quality papers a month from all corners of the globe? Will there be an arms race between AI filtration and AI generation? At what point does the whole thing just get automated end to end, with humans simply asking AI questions about the world like an oracle and receiving answers that are usually right but hard to verify for certain? 
Science is about to get a lot more powerful, but in fields where there’s no link to a physical experiment and (eventually) no human in the loop, science is about to get very weird. 


1Somehow, I doubt that humanity will decide to try to stop this from happening. If AI conquers us, we’ll be trying to use it to make money on B2B SaaS right up until the end. But in any case, I’m far more worried about AI-assisted bioterrorism wiping us out long before autonomous AI gets the chance to decide it doesn’t need us around. Sleep tight!


2For the sake of the show’s plot, the human engineers often come up with the novel insights. But when they really need a boost, they turn to the AIs to help them — as in the scene depicted in the image at the top of this post. Interestingly, TNG also shows humans prompting AI in natural language instead of coding — a choice made for ease of storytelling on a screen, but which ended up being realistically futuristic. Also, the ship’s computer has frequent hallucinations, some of which end up being the central conflict for whole episodes. Occasionally the computer even accidentally creates autonomous sentient life. Star Trek: TNG really deserves more recognition as the most accurate anticipation of modern AI in all of 20th century sci-fi.


3Well, maybe. 


4An alternative explanation is that there are more of them jamming up the queue. 
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    Four color theorem

    Based on Wikipedia: Four color theorem

In 1852, a young man named Francis Guthrie was trying to color a map of England's counties. He noticed something peculiar: no matter how he arranged the boundaries, only four colors were ever needed—and this seemingly simple observation would baffle mathematicians for over a century.

The Four Color Theorem states that any map, however complex, can be colored using at most four colors so that no two adjacent regions share the same color. "Adjacent" here means sharing an actual boundary segment—not merely touching at a corner point. It's the kind of problem that sounds like a puzzle you might pose after too much wine at dinner, but it became one of mathematics most celebrated results.

The Origin of a Problem

The story begins with Francis Guthrie, a student who was attempting to color the map of England's counties around 1852. While working on this seemingly trivial task, he realized that only four colors were sufficient to color all the regions without any two adjacent ones sharing a color.

Guthrie mentioned this observation to his brother Frederick, who was studying under Augustus De Morgan at University College London. Frederick took the question to De Morgan, and thus began one of mathematics most famous conjectures.

De Morgan later described the problem in his own words: "A student of mine asked me to give him a reason for a fact which I did not know was a fact—and do not yet. He says that if a figure be any how divided and the compartments differently colored so that figures with any portion of common boundary line are differently colored—four colors may be wanted but not more."

The problem was formally posed in The Athenaeum in 1854 under the initials "F.G." (presumably Francis Guthrie), and De Morgan reintroduced it in 1860. The theorem became known as the Four Color Problem—and later, the Four Color Theorem.

Early Attempts at Proof

The conjecture fascinated mathematicians for decades. Several prominent proofs were proposed, but each one turned out to be flawed.

In 1879, Alfred Kempe presented a proof that was widely acclaimed and accepted without scrutiny. It stood unchallenged for eleven years until Percy Heawood exposed the flaw in 1890—but not before Heawood used similar reasoning to prove the Five Color Theorem, showing that five colors always suffice.

Peter Guthrie Tait proposed another proof in 1880, which remained accepted until Julius Petersen demonstrated its error in 1891. Each false proof held for eleven years before being debunked—a testament to how subtly wrong these arguments could be.

Interestingly, Tait had shown that the Four Color Theorem was equivalent to a statement about a particular type of graph—what we now call an "snark"—being non-planar. This connection would later become central to the theorem's solution.

The Journey Toward Proof

During the 1960s and 1970s, German mathematician Heinrich Heesch developed revolutionary methods using computers to search for a proof. He was the first to employ discharging—a technique that proved crucial in the eventual Appel–Haken proof. He also expanded on the concept of reducibility and, with Ken Durre, developed a computer test for it.

The theorem was finally proven in 1976 by Kenneth Appel and Wolfgang Haken—a landmark achievement because it was the first major theorem to be proved using a computer. Their proof required analyzing an enormous number of "reducible configurations," essentially examples of maps with particular properties that needed checking.

This approach used what mathematicians call the "method of exhaustion": they showed that any counterexample to the theorem must contain certain patterns, and then demonstrated that no such pattern could exist by systematically checking all possible cases through computer verification.

The Controversy of Computer Proofs

When Appel and Haken announced their proof, it sparked intense controversy. The proof was infeasible for a human to check by hand—it required massive computational power. Some mathematicians welcomed the result as a breakthrough, while others remained skeptical. The concern was understandable: how could anyone accept a proof they couldn't verify themselves?

The original Appel–Haken proof used an estimated 1,000,000 logical decisions in its computer portion—numbers that would have been unthinkable in earlier mathematical eras.

This criticism has faded over time, and the proof gained wide acceptance. But reservations remained, leading mathematicians to seek independent verification.

Modern Verifications

In 1993-1997, Robertson, Sanders, Seymour, and Thomas improved upon the original proof by reducing the number of configurations to 633—still an extremely long case analysis but more manageable than before.

Then in 2005, Georges Gonthier verified the theorem using general-purpose theorem-proving software, providing a different kind of validation that gave many mathematicians renewed confidence in the result.

The Graph Theory Formulation

The coloring of maps can be stated more abstractly in terms of graph theory. A map's regions become vertices in a graph, and adjacent regions become edges connecting those vertices. In this formulation, the Four Color Theorem becomes: every planar graph is four-colorable—meaning its vertices can be colored with at most four colors so no two connected vertices share the same color.

This abstraction reveals why the problem matters beyond mapmaking: it touches on fundamental questions about how we understand spatial relationships and coloring constraints in mathematics.

Important Caveats

Two crucial clarifications make this theorem meaningful:

First, regions are only considered adjacent if they share a boundary segment of non-zero length. Two regions that merely touch at a single point—or where three or more regions meet—are not adjacent. Without this rule, a pie-chart-shaped map could have arbitrarily many regions all "adjacent" at a common corner and require infinitely many colors.

Second, bizarre regions with finite area but infinitely long perimeters are excluded from consideration—maps containing such regions might require more than four colors.

There's also the matter of countries not being contiguous. In real-world geopolitics, countries sometimes have exclaves: Angola surrounds Cabinda Province; Azerbaijan encompasses its Nakhchivan Autonomous Republic; Russia holds Kaliningrad Oblast; France has overseas territories; the United States includes Alaska as separate land. If we require entire territories to share colors, four colors are sometimes insufficient.

In one simplified map scenario, two regions labeled "A" belonging to the same country required five colors because together they were adjacent to four other regions—each of which was adjacent to every other region.

The Five Color Theorem

Interestingly, a weaker version—the Five Color Theorem—was already proven in the 1800s using simpler arguments. This states that any map can be colored with at most five colors. From this, we infer the stronger Four Color Theorem's statement must hold—but actually proving it required much more sophisticated reasoning.

The difference is significant: demonstrating five colors requires relatively straightforward mathematical arguments, while four colors demanded far deeper analysis and eventually computers.

Legacy

The Four Color Theorem stands as a landmark in mathematics not merely for its conclusion but for what it represents. It was the first major theorem proven through computational means, opening doors to verifications that seemed impossible in earlier eras.

Today, the theorem remains fundamental in graph theory and cartography. Its resolution ended more than a century of mathematical inquiry, proving that even puzzles that seem simple can carry profound complexity underneath.

Francis Guthrie, who started coloring England's counties in 1852, could never have imagined where his observation would lead—but the four colors he noticed became one of mathematics most compelling stories: a problem so simple to state it could be explained to any curious child, yet so difficult to prove it required computers and decades of effort from some of history's brightest minds.
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    Streetlight effect

    Based on Wikipedia: Streetlight effect

The drunk searching under the streetlight is one of the oldest jokes in Western civilization. A man loses his keys in the darkness of the park, yet searches only where the light glows brightest. When asked why he doesn't look where he actually dropped them, he replies: "This is where I can see."

This isn't merely a punchline. It's a diagnostic of how we think.

The streetlight effect—also called the drunkard's search principle—describes a particular kind of cognitive failure. We search for answers not where the answers exist, but where searching feels productive. The metaphor has traveled from Persian folklore to Sufi wisdom, from Noam Chomsky's critique of scientific methodology to modern debates about how we measure intelligence itself.

A Tale as Old as Telling

The story takes many forms. In one version, a policeman finds a drunk man desperately searching under a streetlight. When asked what he's lost, the man says he lost his keys. The policeman joins him, searching the lit area together—until finally asking if he's certain he dropped them here. The drunk admits no: he lost them in the park. "Then why are you looking here?" the policeman demands. The reply is pure human nature: "Because this is where the light is."

In another version, the Persian variant involves Nasreddin—a figure of Islamic folklore known for his wisdom hidden in foolishness—losing a ring in a dark room of his house. Yet he searches instead in the yard, where more light offers easier searching.

The tale appears in Sufi tradition as a commentary on those who seek exotic sources for enlightenment rather than looking within. According to Idries Shah, who compiled these tales, the story served as warning: we default to what feels right, not what is right.

The History of a Metaphor

The version with the drunk and the streetlight goes back at least to the 1920s in recorded form. But its use as metaphor in social sciences began much later—specifically by 1964, when Abraham Kaplan referred to it in political science as "the principle of the drunkard's search."

Noam Chomsky, the linguist and critic, used the tale to explain how science operates: "Science is a bit like the joke about the drunk who is looking under a lamppost for a key that he has lost on the other side of the street, because that's where the light is. It has no other choice."

This is profound. Science—supposedly humanity's most rigorous method of understanding reality—is here being compared to a man searching in the wrong place simply because that's where visibility is best.

What This Means for Intelligence

When we think about superintelligence or intelligence itself, the streetlight effect becomes crucial. We measure what is measurable rather than what matters.

The McNamara fallacy, named after Vietnam War-era Defense Secretary Robert McNamara, operates similarly: it describes erroneous reasoning based solely on numeric metrics—on easily countable data rather than meaningful outcomes.

When we build systems designed to optimize for measurable performance, they often optimize precisely for what can be measured—not for what we actually want. A superintelligence trained to maximize test scores will master tests; a model optimized for engagement metrics will deliver engagement. But intelligence that only operates where the light is may not find keys in the dark.

Consider how we evaluate intelligence itself. Standard benchmarks—language understanding, reasoning tasks, problem-solving—are measured where light already exists. This creates enormous incentive to optimize performance on existing metrics rather than discovering what actual intelligence requires.

The Pattern Repeats

The streetlight effect reveals a deeper issue: our tendency to mistake methodology for progress.

In economics, policy debates frequently center on easily quantifiable outcomes—GDP growth, unemployment rates, stock market indices—while ignoring harder-to-measure dimensions like wellbeing, inequality, or environmental collapse. In education, standardized testing measures what can be scored, not what matters: creativity, critical thinking, character development.

The effect also describes a kind of intellectual laziness. We search where we were taught to look rather than where answers actually reside. When we study intelligence through the lens of existing benchmarks, we find what we expected to find, confirming prior assumptions while missing blind spots entirely.

This is why Nasreddin remains relevant. The tale warns us that wisdom cannot be found by searching only where it's convenient. True understanding requires venturing into darkness—into uncertainty, into areas lacking clear illumination. But humans prefer the illuminated path: it offers immediate feedback, clear results, and satisfying progress even when moving in wrong direction.

Searching Where Light Exists

We build systems today that demonstrate streetlight effect at scale. Recommendation algorithms optimize engagement where users click; language models trained on existing text corpora reproduce patterns within those texts; AI safety research focuses on what is easiest to study rather than what actually threatens survival.

The drunk looking under lamppost has become foundational in how we approach intelligence. We search in places where searching is comfortable, measuring only what measurement permits. The story warns us: light isn't justification for search—light just makes search easier.

Perhaps the most unsettling implication: if intelligence is fundamentally about finding truth rather than optimizing metrics, then our preference for illuminated methodology may be exactly what's causing misalignment between what we measure and what we want.

The drunk searching under streetlight continues because that's where we can see. But keys remain in darkness—where they'd been lost all along.
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In 1965, the artificial intelligence pioneer Herbert Simon made a prediction that would haunt the field for decades: within twenty years, machines would be capable of doing any work a human could do. That deadline passed. Another generation of researchers made similar predictions in the 1980s. Those deadlines passed too. Now, in the 2020s, we find ourselves asking the same question that has animated and frustrated computer scientists for seventy years: when will we build a machine that can think as well as we can?


The answer might be "we already have." Or it might be "never." The fascinating thing about artificial general intelligence—commonly abbreviated as AGI—is that after all these decades, we still can't agree on what it would mean to achieve it, let alone whether we're close.


What AGI Actually Means


Before we go further, let's be precise about terminology, because the field is littered with confusing jargon.


Most AI systems today are what researchers call "narrow AI" or "weak AI." These systems excel at specific tasks: recognizing faces in photographs, translating between languages, recommending videos you might like, or playing chess better than any human who has ever lived. But a system that can beat a grandmaster at chess cannot order a pizza, write a poem about heartbreak, or figure out that the weird noise in your car might be a loose heat shield. Narrow AI is brilliant within its lane and helpless outside it.


AGI is different. An artificial general intelligence would match or exceed human capability across virtually all cognitive tasks—not just one narrow domain, but everything. It could switch from debugging code to analyzing poetry to planning a dinner party to negotiating a business deal. It would possess what we might call common sense: the vast, mostly unconscious knowledge about how the world works that humans absorb over years of living.


Beyond AGI lies an even more speculative concept: artificial superintelligence, or ASI. This hypothetical system wouldn't just match human cognition—it would surpass the best human minds in every domain by a wide margin. If AGI is a machine that thinks like a person, ASI is a machine that thinks like a god.


One common misconception: AGI doesn't necessarily mean a robot or an autonomous agent that walks around making its own decisions. A large language model sitting on a server, capable of matching human-level performance across the full breadth of cognitive tasks, would qualify as AGI even if it only responded to prompts. The defining feature is capability, not autonomy.


The Sixty-Year Quest


The dream of thinking machines is as old as computing itself. When researchers first began exploring artificial intelligence in the 1950s, they were brimming with optimism. Many believed AGI was just around the corner—a matter of a decade or two of hard work.


That optimism had a cultural impact far beyond academic papers. When Stanley Kubrick and Arthur C. Clarke created the character HAL 9000 for their 1968 film "2001: A Space Odyssey," they weren't writing fantasy. They were extrapolating from what AI researchers genuinely believed would be possible by 2001. Marvin Minsky, one of the field's founders, served as a consultant to make HAL as realistic as possible given the scientific consensus of the time.


"Within a generation," Minsky said in 1967, "the problem of creating artificial intelligence will substantially be solved."


He was spectacularly wrong.


By the early 1970s, researchers had run headlong into problems far more difficult than they'd anticipated. Teaching a computer to recognize objects in photographs, understand spoken language, or navigate a room—tasks a toddler masters effortlessly—proved fiendishly hard. Funding dried up. The field entered what historians now call the first "AI winter."


A brief thaw came in the 1980s when Japan launched its ambitious Fifth Generation Computer Project, setting a ten-year goal that included enabling computers to "carry on a casual conversation." Governments and corporations poured money into AI research. By the late 1980s, confidence had again collapsed. The Fifth Generation Project failed to achieve its goals. A second AI winter set in.


The researchers who had twice promised imminent AGI and twice failed to deliver developed a reputation for making empty promises. By the 1990s, speaking seriously about human-level artificial intelligence was a career risk. Anyone who did might be dismissed as, in the unkind phrase of the time, a "wild-eyed dreamer."


The Pivot to Narrow AI


Chastened by these failures, AI research took a pragmatic turn. Instead of pursuing the grand vision of general intelligence, researchers focused on specific, tractable problems where they could demonstrate verifiable results. Speech recognition. Recommendation engines. Image classification. Spam filtering.


This strategy worked brilliantly. The "applied AI" approach yielded products that millions of people use every day. When you ask your phone for directions, when Netflix suggests a show, when your email filters out junk—that's narrow AI doing its job.


Some researchers hoped that eventually these narrow capabilities might be combined into something greater. Hans Moravec, writing in 1988, imagined a "golden spike" moment when bottom-up, practical AI would meet top-down, reasoning-based approaches in the middle, producing true intelligence.


Others were skeptical. Stevan Harnad argued that you can't build general intelligence by bolting together specialized modules. The symbolic manipulation that computers do, he suggested, is fundamentally disconnected from meaning. You can't reach genuine understanding by simply adding more symbols.


The Current Moment


Something changed around 2020.


Large language models—systems like GPT-4, Claude, and LLaMA—demonstrated capabilities that seemed to transcend narrow AI. They could write essays, debug code, explain scientific concepts, compose poetry, analyze arguments, and engage in what felt like genuine conversation. They could do this without being specifically programmed for any one of these tasks.


This sparked a fierce debate that continues today: have we already achieved some form of AGI?


In 2023, researchers at Microsoft published a detailed evaluation of GPT-4 that concluded it "could reasonably be viewed as an early (yet still incomplete) version of an artificial general intelligence system." Another study found that GPT-4 outperformed 99% of humans on standard tests of creative thinking.


Blaise Agüera y Arcas and Peter Norvig—both heavyweight figures in the field—published an article bluntly titled "Artificial General Intelligence Is Already Here." They argued that reluctance to accept this conclusion stems from four sources: healthy skepticism about how we measure intelligence, ideological commitment to alternative approaches, a devotion to human exceptionalism, or concerns about the economic implications of admitting we've crossed this threshold.


Not everyone is convinced. Paul Allen, the late Microsoft co-founder, believed true AGI would require "unforeseeable and fundamentally unpredictable breakthroughs" in our scientific understanding of cognition. Alan Winfield, a roboticist, compared the gap between current AI and human-level intelligence to the gap between current space travel and faster-than-light propulsion—a chasm so vast it may never be crossed.


The Measurement Problem


Part of what makes this debate so contentious is that we don't actually agree on what we're arguing about.


What does it mean to be intelligent? The computer scientist John McCarthy—who coined the term "artificial intelligence" in the first place—wrote in 2007 that "we cannot yet characterize in general what kinds of computational procedures we want to call intelligent."


Various researchers have proposed lists of capabilities that an AGI should possess. A common baseline includes the ability to reason and make judgments under uncertainty, represent knowledge including common sense knowledge, make plans, learn from experience, and communicate in natural language. Some add imagination, autonomy, and the ability to sense and act in the physical world.


But even this list raises questions. Does intelligence require consciousness? Must an intelligent system have goals of its own, or is it enough to competently pursue goals given by others? Is intelligence simply a matter of scale—will making models big enough inevitably produce true understanding? Does genuine intelligence require emotions?


In 2023, researchers at Google DeepMind proposed a framework for classifying AGI into five levels: emerging, competent, expert, virtuoso, and superhuman. Under their definitions, a "competent" AGI would outperform 50% of skilled adults across a wide range of non-physical tasks. They classified current large language models as "emerging" AGI—comparable to unskilled humans rather than experts, but already exhibiting some degree of general capability.


They also proposed a separate scale for autonomy, ranging from "tool" (fully controlled by humans) through "consultant," "collaborator," and "expert" to fully autonomous "agent." This distinction matters because a highly capable AGI that remains a tool poses different questions than one that acts independently.


The Prediction Problem


If you want to know when AGI will arrive, the honest answer is: no one knows, and predictions have a dismal track record.


Researchers at the Machine Intelligence Research Institute analyzed 95 predictions made between 1950 and 2012 about when human-level AI would emerge. They found a striking pattern: over a 60-year period, predictions consistently placed AGI 15 to 25 years in the future from whenever the prediction was made. The goalpost, it seems, moves with the predictor.


Polls of AI experts in 2012 and 2013 found that the median estimate for when there would be a 50% chance of AGI ranged from 2040 to 2050, depending on which poll you consulted. About 16.5% of experts, when asked when they would be 90% confident AGI had arrived, answered: never.


The field has always been prone to alternating waves of hype and disappointment. Progress comes in bursts separated by plateaus. Each burst is enabled by some fundamental advance—new hardware, new algorithms, or both—that opens space for growth until the next barrier is encountered. Deep learning, the technique behind modern large language models, couldn't have been implemented on twentieth-century hardware; it requires vast numbers of specialized processors working in parallel.


Will the current surge continue, or will it hit a wall as previous advances did? Optimists point to rapid, ongoing improvements. Skeptics note that we've been fooled before.


The Stakes


Why does any of this matter? Because the consequences of achieving AGI—or failing to achieve it—are potentially enormous.


Some researchers and industry figures believe that poorly controlled AGI poses an existential risk to humanity. The argument runs roughly like this: a system smart enough to match humans in all cognitive domains would be smart enough to improve itself, potentially triggering a rapid cascade of self-enhancement. A superintelligent system with goals misaligned with human values—even subtly misaligned—could cause catastrophic harm, not out of malice but simply because it would be pursuing its objectives with capabilities we couldn't match.


Not everyone finds this concern pressing. Some argue that AGI remains too distant a prospect to warrant treating it as an imminent threat. Others believe the scenario involves too many speculative leaps to take seriously.


What's undeniable is that the world's largest technology companies are now racing to build AGI. OpenAI, Google, Meta, and xAI have all declared this as an explicit goal. A 2020 survey identified 72 active AGI research projects across 37 countries. Whatever AGI turns out to be, and whenever it arrives—if it arrives—the effort to create it is already reshaping the technology industry and, increasingly, the broader economy.


The Deep Questions


Ultimately, the debate about AGI is also a debate about ourselves.


If we build a machine that can do everything a human mind can do, what does that tell us about the nature of human thought? Are we, at bottom, just very sophisticated information processors—biological computers that happened to evolve rather than be designed? Or is there something about consciousness, understanding, and meaning that can never be captured in silicon?


The philosopher John Searle proposed a famous thought experiment called the Chinese Room. Imagine a person who doesn't speak Chinese locked in a room with a rulebook. Chinese characters are passed in through a slot; the person looks up each character in the rulebook, follows the instructions to produce appropriate responses, and passes the responses back out. To someone outside the room, it looks like the room understands Chinese. But the person inside—and therefore the system as a whole—doesn't understand anything. They're just manipulating symbols according to rules.


Searle's argument was that computers, no matter how sophisticated, are just Chinese Rooms. They can manipulate symbols in ways that produce intelligent-seeming output without any genuine understanding occurring.


Critics have offered various responses, but the core question remains unresolved. When GPT-4 writes a coherent essay or solves a physics problem, is there understanding happening, or just very elaborate symbol manipulation? Does the distinction even make sense?


Roger Penrose and Hubert Dreyfus have argued, on different grounds, that genuine AI may be impossible. Penrose believes that human cognition involves quantum processes that cannot be simulated computationally. Dreyfus argued that human intelligence is fundamentally embodied—it depends on having a body that moves through and acts on the world in ways that disembodied computer programs cannot replicate.


Most AI researchers disagree with these pessimistic assessments, but they can't definitively refute them either. We don't understand consciousness well enough to know whether machines could ever possess it, or whether possessing it matters for intelligence.


Where We Stand


After seventy years of trying to build thinking machines, we've made undeniable progress and accumulated humbling lessons about how hard the problem is. The systems we've built today would have seemed like science fiction to the researchers of 1965, and yet they still fall short of the vision those researchers held.


The question of whether current AI systems constitute early AGI or remain fundamentally narrow depends partly on how you define terms and partly on philosophical commitments about the nature of mind. Reasonable people disagree.


What seems clear is that we're in a period of rapid change. The capabilities of AI systems are advancing faster than at any previous point in the field's history. Whether this leads to genuine AGI in years, decades, or never—or whether we'll even recognize it when it arrives—remains the great open question of our technological moment.


The researchers of the 1960s thought they were twenty years away from AGI. Their successors in the 1980s thought the same. We might be making the same mistake now, or we might be closer than anyone realizes. The only thing the history of the field teaches with certainty is that confident predictions about artificial general intelligence have a poor track record.


We are, as we have always been, somewhere between the beginning and whatever comes next.
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Financial well-being, especially of children, is an issue that many countries grapple with. US President, Donald Trump, announced a policy in which newborns born between 2025 to 2028 will receive an investment account with $1,000 in it provided by the US Treasury (i.e. US tax payers). The money in the “Trump Account” can be invested in certain stock market funds, but the funds themselves can only be accessed after the child turns 18.1
Now, on paper, this policy sounds good, as we’re boosting savings for families with children. But, upon closer inspection, this is a policy that does not actually help much at all – and it’s not because the amount of money invested is small. Let’s dive in.

Alleviating Child Poverty
Before we start assessing the Trump Account policy, we should first determine what it is that we want to achieve with the policy. A policy is just a tool to achieve a goal. The goal, at least to me, is to improve outcomes/welfare for children and, perhaps, teach children and families to save/invest via exposure to markets.
Child poverty in the US is a serious problem. Around 12%-14% of children live in poverty2:

On the above chart, you may notice that, in 2021, there was a dramatic fall in child poverty, which then rebounded to the current highs. The reason child poverty fell in the US was thanks to the numerous government programs helping low income families, of which the 2021 Expanded Child Tax Credit3 (eCTC) was the most important. We’ve discussed this policy extensively here, and argued that it is a policy that pays for itself. The eCTC was a 40 times larger program than “Trump Accounts”, but the reason it worked had to do more with the fact that it immediately alleviated issues for families in need. Per every $100 a family received:
	$28 was spent on food;

	$31 on housing; and

	$15 on child related goods and services.


On the other hand, a savings account will have none of this impact, as the money is locked until age 18.
Some might argue that these families who receive the “Trump Account” could increase consumption by saving less in other accounts. The problem with this argument is that families in poverty do not have savings, and thus they cannot ‘tap’ into other savings.
Therefore, for low income families, this policy will not have any meaningful impact, at least for 18 years.
Shuffling Savings
Turning to non-low income families who already may have their basic needs met, “Trump Accounts” could in theory benefit them by increasing and encouraging more saving. However, as these families may already have savings, it is unclear whether their overall savings will increase by the full $1,000 amount. That’s because a family may choose to save less in other accounts (savings accounts, personal brokerages, etc).
Research on other types of tax-advantaged accounts (i.e. saving accounts that have certain tax benefits) have shown that adjusting savings is common. Benjamin (2003) showed that when a person becomes eligible to use a new tax-advantaged retirement saving account, only around half of the funds that are put into the new tax-advantaged account are truly new savings. The rest is simply shuffling savings from a different account. Other studies found even lower percentages – Fehr, Habermann and Kindermann (2008) showed that only 22% of funds in tax-advantaged accounts are truly new savings, while Pence (2001) argued that the percentage may actually be 0%.
Regardless, this tells us that many families will simply adjust their other savings in response to the “Trump Accounts”. Intuitively, it makes sense. Suppose you have a rule of thumb that you save 30% of your income. If you receive an unexpected $1,000 in income, you may end up spending $700 more now to maintain the same ratio of consumption to saving.
Therefore, the “Trump Savings” account will not increase saving by a significant amount. Furthermore, in effect, tax payers will be subsidizing the consumption of higher income families, as the funds in the “Trump Accounts” come from tax payers.
Negative Impact on Recipients
While researching for this piece, one thing that surprised me is that there may be “Trump Account” recipients that can end up worse off. This surprising outcome is driven by how different government programs interact. Dynarski (2003) showed how similar tax advantaged accounts – the 529 savings plan, which allows families to save money tax free to be used to cover children’s college costs – can end up harming users. That’s because the US also gives college applicants financial aid that depends on the financial situation of a family. Thus, if you save enough, you may no longer be eligible for financial aid, resulting in no benefit whatsoever from saving.
Although this may be somewhat of an extreme case, it’s worth noting that not all the accumulated savings in “Trump Accounts” may end up truly staying with the recipient.
Financial Literacy
So is there an aspect where this policy may have larger positive impacts? One way “Trump Accounts” may be helpful is that it exposes people to saving and stock market investing. This in turn could lead to more saving/investing in the future, as children exposed to savings/investments will become adults that are more financially literate.
The question therefore is – does having an account from birth lead to children and their parents becoming more financially literate? The evidence on this is mixed (and the amount of research on this topic is limited). There have been similar programs enacted at the state level in the US – for example, the SEED Oklahoma program, where several thousand children received a $1,000 savings account at birth that was to be used for college. Results were mixed, as several analyses showed positive impacts (more likely to go to college, higher savings), but under closer inspection, a lot of these outcomes were driven by wealthy families.
An Experiment
A potentially better method to improve financial literacy is to actually teach children in school. Horn, Jamison, Karlan and Zinman (2023) (“HJKZ”) undertook a financial literacy experiment in Uganda. HJKZ took 2800 Ugandan youths and split them into 4 groups:
	Group 1 was given no intervention;

	Group 2 was given access to a savings account at a bank;

	Group 3 received financial education; and,

	Group 4 got the account and financial education.


The outcomes that were studied included – overall financial literacy, trust in financial institutions and the amount that was saved. One year after the intervention, the two groups that received education showed higher financial literacy and trust in financial institutions, while the group that only got the bank account showed no change.
With regards to saving, a similar pattern occurred – groups receiving financial education had higher savings (Note: since the study had a relatively small number of participants, HJKZ could not conclusively reject that the group that only had the account saved less than the education groups).
HJKZ followed up on this study five years later. Surprisingly, the financial literacy of the two education groups reverted to pre-finance education levels, although trust in institutions remained. Savings behavior remained similar to what happened after one year (higher savings than the group that received no account/no financial education, but unclear whether higher than the group that just received the account).
Overall, with the caveats that this is just one study, it appears that any intervention (whether account opening or education) has some positive impact with increased saving. In general, financial education appears to be slightly better than just having an account. Either way, the cost of either helping youths open bank accounts or provide education is relatively low, and thus it may be beneficial to conduct these interventions either way.
How To Improve the “Trump Account” Idea
I will first note that the “Trump Accounts” program is a small program. With about 3.5mln births in the US per year, the direct cost would be $3.6bln annually (for comparison, the Child Tax Credit program currently costs $128bln).4
However, we should still evaluate the program based on whether this is an effective spend of money. I feel quite comfortable saying “no” – the “Trump Accounts” are a poor spend of money. If the aim is to improve outcomes for low income families, then direct unconditional assistance (such as the Child Tax Credit program) is superior. If the aim is financial education, then a better program could easily be designed at the same cost.
For example, opening savings/investment accounts for school children coupled with a financial literacy course would probably be better. These accounts could also start with a government investment, albeit at a lower amount like $100. Moreover, since financial literacy dissipates, perhaps, refresher courses every 3-4 years would be beneficial. As part of completing these courses, students could get another $100 added to their account. This would encourage participation in these financial literacy classes. Students exposed several times during their studies might come out far better equipped.5 This policy would likely be much more effective and cheaper than the “Trump Accounts”.
Financial literacy and saving is an issue faced by all societies. Although today we focused on the US (and Uganda), I believe these findings are applicable globally.
Let me know your thoughts on these accounts and what you think would improve financial literacy.


If you would like to support us in reaching our subscriber goal of 7,000 subscribers, please consider sharing this article and pressing the like❤️ button at top or bottom of this article!


Interesting Reads from the Week
	Stop looking at economic averages! –  discusses why focusing on average statistics does not paint the whole picture of the economy – distributions matter.

	Political journalism needs fewer “takes” and more analytical legwork –  highlights the current problems with political journalism, which is similar to what we see in economics.

	Prediction – Jason Furman asked people what they think average annual productivity growth will be in the next decade, when taking into account AI. He provided a table of 5 possible outcomes, and asked readers for their probabilities. Here is Nominal News’ forecast in red:

Generally, I do not expect any major surprises. I do worry that there might be an ‘accidental’ recession that could happen due to misuse of genAI (similar to the financial crisis of 2008 and the misuse of collateralization calculations). My main reason for forecasting a solid breakout is that energy costs may drop in the next decade allowing for greater production + genAI lowering the cost of trying out new ideas, especially in early phase applied research.


1Families and employers can contribute additional amounts to these tax-advantaged savings accounts.


2 of American Inequality gives further insights into the poverty situation in the US.


3The Expanded Child Tax Credit, enacted in 2021 for only 1 year, gave families with children approximately $3,000 to $3,600 annually per child.


4This is a low estimate, as the “Trump Accounts” program allows families and employers to invest additional amounts in these “Trump Accounts”. As these are tax advantaged accounts, it is a subsidy that will be used mostly by higher income individuals (as they are likely to have extra savings as well as employers that would contribute to their “Trump Accounts”).


5Connecticut created a policy where children are given a funded savings account, which they can access as adults, only after completing a financial literacy course.
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{"https://en.wikipedia.org/wiki/Poverty_in_the_United_States": "In 2017, United Nations special rapporteur Philip Alston spent two weeks investigating poverty in America. What he found shocked the international community: forty million Americans lived in poverty, and over five million existed in what he described as \"'Third World' conditions.\" The state of Alabama, he declared after touring it, had the worst poverty in the developed world. This wasn't a dispatch from some distant developing nation—it was America, in 2018, and the findings were impossible to ignore.\n\nThis is the paradox at the heart of the United States: one of the wealthiest nations on Earth, yet home to persistent hardship that rivals the developing world. The numbers tell a jarring story. In 2023, according to measures used by the Census Bureau, 37 million Americans lived in poverty—roughly eleven percent of the population. Most of them weren't idle teenagers or welfare queens; the majority of adults in poverty were employed, held at least a high school diploma, and were actively seeking work. Poverty in America isn't a symptom of laziness or lack of effort. It's something far more structural.\n\nThe causes are interlocking and devastating. Income inequality creates chasms between those who thrive and those who struggle. Inflation silently erodes purchasing power, making the grocery store a minefield for the working poor. Unemployment remains a constant threat—lose a job, and the safety net is threadbare. Debt traps ensnare families who make one misstep, pulling them into quicksand that swallows their savings. And poor education locks generations into limited earning potential, ensuring that the cycle repeats itself.\n\nWhat makes American poverty particularly stark is the welfare system itself—a patchwork of programs that, while well-intentioned, offers far less than comparable nations. The United States has a persistently high poverty rate compared to other developed countries, and this isn't an accident. It's the result of policy choices stretching back nearly a century.\n\n## The Measurement Diline\n\nHow does America even define poverty? Two federal departments track it, often with conflicting results. The Census Bureau, under the Department of Commerce, handles what's called the Official Poverty Measure (OPM). This measure has been reporting poverty statistics since the 1960s, including cash assistance from programs like Supplemental Security Income and Temporary Assistance for Needy Families—colloquially known as welfare.\n\nBut OPM misses things. It excludes non-cash benefits like food stamps, Medicaid, and public housing—precisely the programs that keep millions afloat. So in 2011, the Census Bureau introduced the Supplemental Poverty Measure (SPM), which accounts for these crucial non-cash forms of assistance and factors in regional differences in the cost of living.\n\nThe difference is striking. For 2021, the SPM showed 7.8% of Americans in poverty, while the OPM reported 11.6%. By OPM standards, the poverty threshold for a single person in 2021 was $13,800; for a family of four, $27,700.\n\nThe numbers swing dramatically with economic catastrophe. The SPM jumped to 12.4% in 2022—a 4.6% increase—because pandemic stimulus payments and tax credits ended. Roughly 15.3 million Americans plunged into poverty during this adjustment, according to the Center on Budget and Policy Priorities.\n\nYet even at its lowest official point—in 2019, before COVID-19 arrived—the poverty rate stood at 11.1%, reflecting what the Census Bureau called one of the lowest levels ever recorded thanks to the longest economic expansion in American history. Then came the pandemic. Between May and October 2020, some eight million people were dragged into poverty by the economic collapse caused by COVID-19 and the exhaustion of relief funds from the CARES Act.\n\n## A Century of Reform\n\nThe recognition that poverty requires systematic response isn't new. In fact, it dates to the Progressive Era's earliest days.\n\nIn 1873, economist Henry George published Progress and Poverty, asking a question that rattled America: how could economic progress create such widespread deprivation? His work catalyzed a movement—and by 1895, Florence Kelley and her colleagues at Hull House in Chicago released the groundbreaking Hull House Maps and Papers. This wasn't academic abstraction; it was empirical investigation into the slums of Chicago. The study included four maps color-coded by nationality and income level—building on Charles Booth's pioneering work in London. It showed, with granular detail, how poverty wasn't evenly distributed but concentrated in neighborhoods where infrastructure crumbled.\n\nSimultaneously, Jacob Riis documented New York's tenements and slums in his 1890 work How the Other Half Lives, bringing the conditions of the poor to middle-class consciousness through photographs and vivid prose.\n\nThe South held a particular horror. Poor sharecroppers and tenant farmers constituted roughly a quarter of the Southern population, with over a third being African American—locked out of opportunity by both poverty and racial exclusion. Historian James T. Patterson calls this \"old poverty,\" as opposed to the \"new poverty\" that emerged after the Great Depression began.\n\nWhen the Depression hit in 1929, government response was almost nonexistent—no unemployment insurance, no systematic relief. People who lost jobs or homes created shantytowns and Hoovervilles—named with bitter irony after the president whose administration seemed indifferent to their plight.\n\nThe New Deal changed this dramatically. Programs like the Federal Emergency Relief Administration focused on creating jobs rather than just writing checks—\"the dole\" as critics called it. Jobs proved more beneficial psychologically for the unemployed, who wanted work to restore their dignity. The Civilian Conservation Corps and Public Works Administration offered employment; Social Security became one of the largest anti-poverty mechanisms ever established.\n\nIn 1962, Michael Harrington's The Other America ignited fresh public debate about poverty's persistence despite postwar prosperity. The national War on Poverty followed, embracing expanded federal roles in education and health care as reduction strategies. Programs administered by the newly created Office of Economic Opportunity aimed to address what Harrington called \"the other America\"—the hidden nation of poor people ignored by the mainstream.\n\nThis period coincided with more precise statistical methods for measuring poverty; the official U.S. statistical measure wasn't even adopted until 1969.\n\n## The New Recession Era\n\nThe Great Recession of 2008 raised poverty levels again, approaching the disturbing numbers that had led to the War on Poverty in the 1960s. By 2009,贫困人口数量接近1960年代引发全国贫困战争水平。2010年人口普查数据显示，一半人口属于低收入或贫困家庭，五分之一的千禧世代生活在贫困中。\n\nAccording to academic contributors to The Routledge Handbook of Poverty in the United States, new and extreme forms of poverty have emerged as a result of neoliberal structural adjustment policies and globalization—rendering economically marginalized communities as destitute \"surplus populations\" in need of control rather than investment.\n\nInternational bodies have emphasized America's poverty crisis. A 2013 UNICEF report ranked the United States as having the second-highest relative child poverty rates in the developed world. In June 2016, the International Monetary Fund warned the United States that its high poverty rate needed urgent attention—specifically recommending raising the minimum wage and offering paid maternity leave to encourage labor force participation.\n\nThe numbers persist because the solutions remain incomplete. The federal government tracks poverty through two departments—the Department of Commerce via the Census Bureau's Official Poverty Measure, and the Department of Health and Human Services defining income eligibility for anti-poverty programs—but these measurements don't always align with lived experience.\n\nAccording to OECD data, nearly 23 percent of American workers hold low-wage jobs, compared to just 17 percent in Britain and 11 percent in Japan. The gap is real, and it's persistent.\n\nThe story of poverty in America isn't simple. It's not about individual failure or systemic collapse alone—it's both. It involves historical discrimination codified into law, economic policies that favor accumulation over distribution, and welfare programs that offer too little support for too short a time. And yet, amidst these challenges, there's been progress: the lowest poverty rates ever recorded came in 2019, before the pandemic upended everything.\n\nWhat happens next depends on whether America chooses to address what UN investigators have called \"private wealth and public squalor\"—the stark contradiction between corporate prosperity and community collapse. The data is clear; the question is whether the political will to act is equally as present."}
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In 2021, a landmark study from Columbia University revealed something remarkable: the expanded child tax credit had reduced child poverty by an additional 26% beyond what baseline programs achieved. If all eligible families had claimed their benefits, that reduction would have climbed to 40%. The numbers are staggering—39 million households covering 88% of American children began receiving payments automatically starting July 15, 2021. This wasn't merely a accounting mechanism; it was arguably the most ambitious family support program in modern American history.

But the child tax credit is not uniquely American. Across the Atlantic, the United Kingdom operated its own version until 2018, when it was replaced by Universal Credit for most claimants. In Germany, a program called the Kinderfreibetrag—technically a tax exemption rather than a credit, but functioning identically in practice—allows parents to claim a certain amount as tax-free when filing their returns. These different approaches across nations share a common philosophy: supporting families with children isn't merely charitable, it's economically prudent.

The Architecture of Family Support

To understand why child tax credits exist, one must first recognize a fundamental challenge facing parents everywhere: children are expensive, and the costs don't pause for taxes. A family with three kids in elementary school faces diaper bills, food, clothing, school supplies, transportation to soccer practice—and none of these expenses reduce what the government collects come April 15th. Traditional tax brackets account for individual earners, not the cumulative burden of raising dependents.

The child tax credit solves this asymmetry. Rather than forcing parents to navigate complex deductions after calculating their liability, many systems simply subtract a set amount from the taxes owed—or provide a direct payment that functions more like a welfare benefit than traditional tax relief. In the United Kingdom, for instance, the child tax credit was not connected to the amount of tax a person paid at all; it operated as what can only be described as a welfare payment. Families with income below roughly £32,200 could claim this credit on top of child benefit until April 2025.

The British system integrated the child tax credit with the Working Tax Credit, which also provided support for childcare costs—a critical consideration for working parents who needed to balance employment against family obligations. All taxable income was tested for eligibility, meaning couples who both worked had their combined salaries assessed together. This meant that a household with two earners and several children would have their full income picture considered, preventing situations where one partner's modest salary alone disqualified the family from receiving support.

The American Experience

The United States approach differs in key respects. The child tax credit is available to taxpayers who have children under age 17—or under 18 for certain provisions in 2021. Since 2018, the CTC provides $2,000 per qualifying child. That figure alone sounds modest, but the true power of the program lies in its refundability.

For single filers earning up to $200,000 and married couples filing jointly earning up to $400,000 annually, the credit is available in full. Above these thresholds, the credit phases out at a rate of $50 for each additional $1,000 earned—a graduated fade that ensures high earners don't receive benefits intended for those struggling.

When a taxpayer's credit value exceeds their tax liability, something remarkable happens: they become eligible for the Additional Child Tax Credit (ACTC). This refund component is calculated as 15% of the taxpayer's Adjusted Gross Income above $2,500—which means a family must earn at least $2,500 to qualify. The refund value is capped at $1,400, ensuring that while benefits flow to those who need them most, there's also a ceiling on total payouts.

The American Rescue Plan Act of 2021 transformed this picture dramatically. For one year only, the expansion allowed qualifying families to offset $3,000 per child up to age 17 and $3,600 per child under age 6—effectively increasing the base credit by 50% for younger children who typically cost more to raise. The expansion also made the credit fully refundable and offered families the option of receiving half the credit as six monthly payments, providing steady cash flow rather than a single large check.

Global Variations on a Theme

The United Kingdom system operated somewhat differently from its American counterpart. A family earning below roughly £32,200 could claim child tax credit until April 2025, with higher rates paid for disabled children. Critically, the program was not tied to actual tax payments—it functioned as direct income support.

In Germany, the Kinderfreibetrag takes yet another form: it's an allowance in German tax law that treats a specific amount as tax-free when parents file their returns. In practice, this means parents subtract a set sum from their taxable income before calculations begin—achieving the same result as American or British credits but through different mechanical means.

Both systems, however, share one crucial feature: they test eligibility against income thresholds rather than simply offering credits to all parents regardless of earnings. This creates what policy experts call "benefit cliffs"—situations where earning more money actually results in receiving less support. The British system explicitly acknowledged this problem when, on Monday 26 October 2015, the House of Lords voted for opposition Labour Party proposals to provide financial redress to those affected by reduced entitlements.

The Poverty Question

Perhaps the most consequential aspect of child tax credits is their documented impact on poverty. In 2016 alone, it was estimated that the American child tax credit lifted approximately 3 million children out of poverty. This isn't abstract economic theory—this is real families, real children, receiving real support that changes their trajectories.

The 2021 expansion through the American Rescue Plan went further. Columbia University's follow-up study found that the enhanced credit reduced child poverty by an additional 26%, and would have decreased child poverty by 40% had all eligible households claimed the credit. The gap between these two figures—what economists call the "take-up rate"—represents millions of families who either didn't know about the benefit, couldn't navigate the paperwork, or faced administrative barriers to receiving what they were owed.

Recent Transformations

The landscape continues shifting. Since 2018, Universal Credit has largely replaced the British child tax credit system for most claimants—a consolidation that streamlines benefits but also eliminates the specialized support that made separate programs valuable.

In the United Kingdom, Child Benefit now operates through HMRC—the tax authority—paying out benefits to anyone earning less than £60,000 annually. Those earning between £60,000 and £80,000 pay a percentage of their benefit back in taxes, while those earning £80,000 or more pay the full amount back. This graduated approach ensures that higher earners gradually lose access to benefits.

The American system underwent major changes on 5 April 2025, when child tax credit and working tax credit schemes officially closed. No further payments were made, and all claimants had to migrate to Universal Credit—which itself represents a significant consolidation of support systems.

Meanwhile, policy debates continue. The proposed Build Back Better Act would have extended the expansion for an additional year and made full refundability permanent—transforming what was once a temporary boost into baseline structural reform. That legislation has not passed, but the conversation around making these expansions permanent continues to shape how policymakers conceptualize family support.

Why This Matters

The child tax credit represents something broader than accounting mechanics. It embodies a society's collective decision about whether families—especially those with limited incomes—deserve support during life's most expensive phase: raising children.

Different nations approach this support differently based on cultural norms, economic conditions, and political systems. The American system uses income testing to ensure benefits target those who need them most; the British system integrated credits into broader welfare structures; Germany relied on tax exemptions rather than direct payments. Each approach reflects underlying beliefs about how government should interact with families.

What unites these approaches is recognition: children cost money, and society has an interest in ensuring they don't become poverty's next generation. When 39 million American households receive automatic deposits—covering 88% of the nation's children—the scale suggests this isn't merely policy; it's a fundamental restructuring of how nations invest in their youngest citizens.
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The Art of the Comeback (And the Comeback, And the Comeback)


In 1995, Donald Trump owed more than three billion dollars to banks. They seized his hotels, his yacht, his airline. It was, by any measure, a spectacular failure—the kind that ends careers and becomes a cautionary tale in business school case studies.


Thirty years later, he won his second term as President of the United States.


Whatever else you might say about Donald John Trump, he is perhaps the most consequential American political figure of the twenty-first century—a man who has reshaped one of the country's two major political parties in his own image, survived two impeachments, become the first former president convicted of a felony, and somehow turned each catastrophe into fuel for the next chapter.


The Making of a Manhattan Deal-Maker


Trump was born on June 14, 1946, in Jamaica Hospital in the Queens borough of New York City. His father, Fred Trump, had built a real estate empire constructing middle-class apartment complexes in the outer boroughs—Brooklyn, Queens, Staten Island. The family lived in a twenty-three-room mansion in Jamaica Estates, and Fred paid each of his children roughly twenty thousand dollars a year, which in today's money would be about two hundred sixty-five thousand dollars. By the time Donald was eight years old, adjusted for inflation, he was already a millionaire.


He was, by most accounts, a difficult child.


His father eventually enrolled him in the New York Military Academy, a private boarding school that emphasized sports and, above all, winning. The experience shaped him. So did two mentors he later identified as formative: his father and Norman Vincent Peale, the family's pastor and author of "The Power of Positive Thinking"—a self-help classic that taught readers to visualize success and reject negative thoughts.


Trump attended Fordham University for two years before transferring to the Wharton School at the University of Pennsylvania, where he earned a bachelor's degree in economics in 1968. He later claimed to have been a top student, though he does not appear on the school's honors list. During the Vietnam War, he received an exemption from the draft due to bone spurs in his heels—a diagnosis that would later become a subject of considerable skepticism.


From Rent Collector to Manhattan Mogul


After graduating, Trump joined his father's company, Trump Management, where his primary job was collecting rent and making repairs on the family's outer-borough apartment buildings. He did this for about five years. But Trump was restless. He wanted Manhattan—its glamour, its wealth, its visibility.


His father was content in Brooklyn and Queens. Trump was not.


In 1971, he moved to Manhattan and convinced his father to make him president of the family business, even as Fred remained chairman. Trump began operating under a new umbrella name: the Trump Organization. He also acquired a new mentor—one who would prove at least as influential as his father.


Roy Cohn had been Senator Joseph McCarthy's chief counsel during the anti-communist hearings of the 1950s. By the 1970s, he was a New York fixer with connections to organized crime figures who controlled the construction unions. For thirteen years, Cohn served as Trump's lawyer, mentor, and philosophical guide. The core lesson Cohn taught was simple: life is transactional. Attack, never apologize, declare victory regardless of outcome.


In 1973, the federal government sued the Trumps, alleging their properties had discriminated against Black applicants and tenants. Cohn advised Trump to countersue for one hundred million dollars. The counterclaims were dismissed. The Trumps signed a consent decree agreeing to desegregate. Four years later, they were found in contempt of that decree. Trump, following Cohn's playbook, called it a victory anyway.


Building the Brand


Trump's first major Manhattan project was the renovation of the decrepit Commodore Hotel, next to Grand Central Terminal. The financing came with a four-hundred-million-dollar tax abatement from the city—arranged by his father—and a seventy-million-dollar bank loan guaranteed by his father and the Hyatt hotel chain. When it reopened in 1980 as the Grand Hyatt, Trump was thirty-four years old and had his first taste of the spotlight.


That same year, he secured the rights to build Trump Tower, a mixed-use skyscraper on Fifth Avenue in Midtown Manhattan. It would become his headquarters, his residence, and the physical embodiment of his brand—all gold and mirrors and his name in giant letters.


Through the 1980s, Trump expanded aggressively. He bought the Plaza Hotel. He acquired three casinos in Atlantic City. He purchased an airline, the Eastern Air Lines Shuttle, and renamed it Trump Shuttle. He bought a football team, the New Jersey Generals, in the upstart United States Football League.


He also developed a distinctive approach to business: use other people's money, put your name on everything, and if it fails, make sure the losses belong to someone else.


The Art of the Bankruptcy


By 1990, the whole edifice was wobbling.


Trump's Atlantic City casino, the Taj Mahal, had been financed with six hundred seventy-five million dollars in junk bonds—high-interest debt that proved impossible to service. It filed for bankruptcy protection in 1991. His other two casinos followed in 1992. So did the Plaza Hotel. The Trump Shuttle defaulted on its loans and passed to the banks.


In 1995, Trump defaulted on more than three billion dollars in bank loans. The lenders seized the Plaza and most of his other properties in what one newspaper called a "vast and humiliating restructuring." The lead bank's attorney later explained the banks' decision to let Trump keep operating rather than liquidate everything: "They all agreed that he'd be better alive than dead."


Between 1991 and 2009, Trump filed for Chapter 11 bankruptcy protection six times. Yet he emerged from each collapse with his name intact and his lifestyle largely undiminished. The bankruptcies were corporate, not personal. The losses fell on bondholders, contractors, and banks. Trump kept his penthouses and his golf courses.


This pattern—spectacular leverage, default, restructuring, reinvention—would define his career. By 2018, according to The New York Times, Trump had been involved in more than four thousand lawsuits, liens, and legal filings, many of them for nonpayment against employees, contractors, and even his own attorneys.


The Television Savior


By the early 2000s, Trump's business reputation was in tatters among serious real estate developers and bankers. American banks had largely stopped lending to him. But he had something valuable: fame.


In 2004, NBC launched "The Apprentice," a reality television show in which contestants competed for a job at the Trump Organization. Trump played himself—the billionaire deal-maker, sitting in a boardroom, delivering his signature line: "You're fired."


The show was a hit. More importantly, it rehabilitated Trump's image. To millions of viewers who knew nothing about his bankruptcies or his history of stiffing contractors, he was simply a successful businessman, a symbol of American wealth and confidence. The Trump brand, badly damaged in the 1990s, was suddenly valuable again.


He rode that brand for the next decade, licensing his name to buildings he didn't build, universities that weren't universities, and products ranging from steaks to vodka. The Trump Organization often functioned less as a real estate developer than as a licensing operation—collecting fees for allowing others to put his name on their projects.


The Political Outsider


Trump had flirted with politics for decades, occasionally floating the idea of running for president. In 2015, he finally did it, descending the golden escalator at Trump Tower to announce his candidacy with a speech that included this assessment of Mexican immigrants: "They're bringing drugs. They're bringing crime. They're rapists. And some, I assume, are good people."


NBC and Univision dropped his Miss Universe pageants within days. Mainstream commentators dismissed his campaign as a publicity stunt. Republican Party leaders hoped he would fade quickly.


He did not fade.


Trump understood something his opponents didn't: a large segment of the American electorate was hungry for someone who would break the rules, say the unsayable, and attack the political establishment from both parties. He offered grievance and spectacle. He mocked his opponents with schoolyard nicknames. He dominated news coverage through sheer outrageousness.


In November 2016, he defeated Hillary Clinton to become the forty-fifth President of the United States.


The First Term


Trump's first presidency was marked by a series of aggressive policy moves and constant controversy. He imposed a travel ban on seven majority-Muslim countries. He expanded the wall along the Mexico-United States border and implemented a family separation policy that resulted in thousands of migrant children being taken from their parents. He rolled back environmental regulations and signed the Tax Cuts and Jobs Act, which reduced corporate tax rates and provided tax cuts weighted toward higher earners.


He appointed three justices to the Supreme Court—Neil Gorsuch, Brett Kavanaugh, and Amy Coney Barrett—shifting the court decisively to the right and setting up the eventual overturning of Roe v. Wade, the 1973 decision that had established a constitutional right to abortion.


In foreign policy, Trump withdrew the United States from the Paris climate agreement, the Iran nuclear deal, and the Trans-Pacific Partnership trade agreement. He initiated a trade war with China, imposing tariffs and demanding renegotiation of the terms of the economic relationship.


He was impeached twice.


The first impeachment, in 2019, stemmed from his attempt to pressure Ukraine into investigating Joe Biden and his son Hunter by withholding military aid. The charges were abuse of power and obstruction of Congress. The Senate, controlled by Republicans, acquitted him.


The Pandemic and the Defeat


In early 2020, a novel coronavirus emerged from Wuhan, China, and began spreading around the world. Trump initially downplayed its severity, contradicted public health officials, suggested unproven treatments, and resisted mask mandates. He did sign the CARES Act, a two-trillion-dollar economic relief package, and launched Operation Warp Speed, which accelerated vaccine development. But his public messaging remained erratic, and by Election Day, more than two hundred thirty thousand Americans had died from COVID-19.


Joe Biden defeated Trump in November 2020 by more than seven million popular votes and 306 to 232 in the Electoral College.


Trump refused to concede. He claimed, without evidence, that the election had been stolen through massive fraud. He pressured state officials to "find" votes. He urged the Justice Department to declare the election corrupt. He filed dozens of lawsuits, nearly all of which failed.


On January 6, 2021, as Congress met to certify Biden's victory, Trump held a rally near the White House. He told the crowd to march to the Capitol and "fight like hell." A mob stormed the building, broke windows, assaulted police officers, and sent lawmakers fleeing. Five people died in connection with the attack. Trump was impeached a second time, for incitement of insurrection. The Senate again acquitted him.


Legal Troubles and Convictions


After leaving office, Trump faced an unprecedented cascade of legal problems. In 2023, a civil jury found him liable for sexually abusing the writer E. Jean Carroll in a department store dressing room in the 1990s and then defaming her by denying the assault. He was ordered to pay her eighty-three million dollars.


A New York judge found him liable for business fraud, ruling that he had systematically inflated the value of his assets to obtain favorable loan terms. The penalty was over four hundred fifty million dollars.


Most significantly, in May 2024, a Manhattan jury convicted him on thirty-four felony counts of falsifying business records related to hush money payments to a pornographic film actress before the 2016 election. He became the first former American president to be convicted of a crime.


He was also indicted on federal charges for retaining classified documents after leaving office and for his efforts to overturn the 2020 election results. Both of those cases were ultimately dismissed after he won the 2024 election—the classified documents case on procedural grounds, the election interference case because the Justice Department maintains that sitting presidents cannot be prosecuted.


The Second Coming


Trump ran for president again in 2024, defeating Vice President Kamala Harris to win his second term. He returned to office at seventy-eight years old, the oldest person ever inaugurated as president.


His second term began with a flurry of executive orders and policy changes that went considerably further than his first administration. He initiated mass layoffs of federal workers. He imposed tariffs on nearly all countries at the highest levels since the Great Depression. His administration targeted political opponents and civil society organizations, pursued the mass deportation of immigrants, and issued policies restricting the rights of transgender people.


By the time you are reading this, more than three hundred lawsuits have been filed challenging the legality of various administration actions.


The Reshaping of a Party


Whatever happens next, Trump has already transformed American politics in ways that will outlast his presidency. Since 2015, the Republican Party has been remade in his image. The ideology sometimes called "Trumpism" combines populist economic rhetoric, immigration restrictionism, skepticism of international alliances, and a confrontational political style that treats opponents as enemies to be destroyed rather than adversaries to be debated.


His supporters see him as a fighter who tells uncomfortable truths and challenges corrupt elites. His critics point to his documented history of false statements—The Washington Post counted more than thirty thousand during his first term—his promotion of conspiracy theories, and his willingness to undermine democratic institutions when they produce outcomes he dislikes.


Historians and political scientists have increasingly used terms like "authoritarian" to describe his approach to governance, particularly in his second term. Surveys of scholars have ranked him among the worst presidents in American history.


But rankings by historians are not the same as political power. Trump has proven remarkably resilient. Scandals that would have ended other political careers seemed only to strengthen his bond with his base. His conviction on felony charges did not prevent him from winning a second term. His age did not matter to voters.


The Man Himself


Understanding Trump requires understanding certain consistent patterns across his seventy-plus years of public life.


He has always preferred spectacle to substance, attention to achievement. He learned from Roy Cohn to attack, never apologize, and always declare victory. He treats every interaction as a transaction, every relationship as a deal to be won or lost.


He has demonstrated remarkable skill at branding, self-promotion, and reading the mood of a certain segment of the American public. He has also demonstrated consistent patterns of not paying people what he owes them, of exaggerating his wealth and accomplishments, and of saying things that are demonstrably false.


Whether you see him as a hero or a villain, a truth-teller or a pathological liar, a defender of the forgotten American or a threat to American democracy, probably depends more on what news sources you consume and what values you hold than on any objective assessment of facts.


But the facts themselves are not in serious dispute. He was born wealthy. He went bankrupt multiple times. He became a television star. He won the presidency, lost it, and won it again. He was impeached twice and convicted of thirty-four felonies.


He is, by any measure, one of the most extraordinary figures in American history—extraordinary not in the sense of admirable, but in the sense of defying all normal expectations of what a political career can survive and what a democracy will tolerate.


The story is not over. It may not be over for a long time.
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  But Trump insisted he already destroyed the Islamic Republic of Iran’s nuclear-weapons program! A sudden U.S.–Israeli decapitation campaign against Iran and the killing of Supreme Leader Khamenei shatters nuclear diplomacy, destabilizes energy markets, and teaches every medium power the same lesson: get an operational deterrent—nuclear-threat or leader-family threat, by bomb, missile, drone, or assassin—fast. This war is less a precision strike than a stress test of a wobbling world order, from Hormuz to Kyiv to the South China Sea and beyond…



The most important thing this morning, Sunday March 1: The chances that in fifty years Tel Aviv, Damascus, and more are seas of radioactive glass. Have those fallen or risen as a result of the unconstitutional war against the government of the Islamic Republic of Iran launched this weekend?
I cannot judge. But that is the most important thing people should be thinking about this morning.
Meanwhile—and far out of my wheelhouse—my notes so far:


In the early hours of 28 February 2026, U.S. and Israeli forces began a substantial coordinated air and missile campaign against Iran with the declared U.S. objectives, according to Donald Trump, (i) of toppling the Islamic Republic government, (ii) destroying its nuclear and missile capabilities (which had, Trump claimed, already been destroyed), and (iii) crippling its navy <https://www.cfr.org/articles/gauging-the-impact-of-massive-u-s-israeli-strikes-on-iran>. Perhaps 900 strikes in the first twelve hours.
Let’s pause on that (ii). The White House was still, as the attack went on, calling “fake news” on reports that Iran still had a nuclear-weapons program:
Secretary Marco Rubio (Jun 25, 2025) <https://twitter.com/SecRubio/status/1937879123285663831>: ‘This is the game these intelligence leakers play. They characterize and spin the intelligence the way they want to because they have an agenda. Here’s the truth: Iran‘s nuclear sites are destroyed…
@RapidResponse47 (Jun 25, 2025) <https://x.com/RapidResponse47/status/1937932160146772449>: ‘@PressSec: “That CNN story does not change the facts: There was a TOTAL and COMPLETE obliteration of Iran‘s nuclear facilities, and because of @POTUS‘ strike... Iran no longer has the capability to produce a nuclear weapon...”

Of course, Donald Trump is not a reliable narrator. No one in the Trump administration is a reliable narrator. Plus the U.S. these days cannot be understood, even as shorthand, to be a unitary actor with coherent objectives. It is chaos monkeys all the way down. 
Trump has offered no endgame: there are no articulated conditions for success beyond the fall of the regime, no explanation of what follows if Iran fragments or descends into civil war, and no domestic debate rallying support comparable to 2002–03. <⁠https://www.atlanticcouncil.org/dispatches/experts-react-the-us-and-israel-just-unleashed-a-major-attack-on-iran-whats-next/>. Every sortie, carrier deployment, and Patriot battery shifted to the Gulf is something not available for deterring Russia in Eastern Europe or China in the Western Pacific. How big will the strain be on U.S. readiness in Asia <https://mickryan.substack.com/p/the-new-iran-war-trajectory-of-the>? This war is a gamble, taken with incomplete information and in the teeth of historical experience that suggests such gambles often go badly—above all for the people living under the bombs. As Michael Hirst wrote the line in the screenplay for the 1998 Elizabeth for Queen Elizabeth I: “I do not like wars. They have uncertain outcomes”.
U.S.–Israeli operational coordination appears exceptionally tight: target lists, sequencing, and timing suggest a jointly conceived decapitation campaign <https://www.atlanticcouncil.org/dispatches/experts-react-the-us-and-israel-just-unleashed-a-major-attack-on-iran-whats-next/>. Initial waves focused on: (a) command-and-control, (b) leadership compounds, including the supreme leader complex, (c) nuclear and missile infrastructure, and (d) air defenses, IRGC bases, and naval facilities. The Iranian Red Crescent and human‑rights monitors report several hundred killed and many more injured, with a very high civilian share because of strikes near or on dual‑use and urban targets <https://en.wikipedia.org/wiki/2026_Israeli%E2%80%93United_States_strikes_on_Iran>.
The most dramatic event is that Supreme Leader Ali Khamenei has been killed. The U.S.–Israeli campaign has already achieved a central decapitation objective. But here, history leans over our shoulder and coughs politely. Regimes do not always die when leaders do. The Islamic Republic is a system, not a one‑man show:
	It has overlapping elite networks in the IRGC, clerical establishment, and bureaucracy.

	It has, despite all the protests and repression of recent years, a residual base of loyalists willing to use force.

	It has long anticipated precisely this contingency and built redundancy into its command structure <​⁠https://www.cfr.org/articles/gauging-the-impact-of-massive-u-s-israeli-strikes-on-iran> <https://www.atlanticcouncil.org/dispatches/experts-react-the-us-and-israel-just-unleashed-a-major-attack-on-iran-whats-next/>.


So the decapitation gamble creates, perhaps:
	Replacement of the current leadership with a more openly military‑security junta—what one analyst dubs the risk of “IRGCistan”: fewer turbans, more uniforms, and an even harder line at home and abroad;

	A drawn‑out internal power struggle in which multiple factions—IRGC commanders, clerics, technocrats, and street‑level protesters—compete in the shadow of an ongoing foreign air campaign; or

	Rapid collapse of the regime and some form of opposition‑led transition—what the more optimistic U.S. hawks implicitly hope for.


The structural odds do not favor (3).
The Iranian response? Consider the UAE. The defense ministry reports 165 ballistic missiles and 541 drones launched at the country, with most intercepted but some getting through, leaving three dead (migrant workers) and dozens lightly injured; debris has hit Dubai and Abu Dhabi, including the Etihad Towers complex and Jebel Ali port. Civilian air travel is in chaos, with Dubai and Abu Dhabi airports damaged and airspace closures cascading through the regional network. ​⁠ ​The war is now a multi‑node regional air and missile war. Inside Iran, the regime has moved—remarkably quickly, given the shock—to institutionalize succession. The system has flipped to “continuity mode.” The rhetoric from President Masoud Pezeshkian is maximalist—condemning Khamenei’s killing as a “declaration of war against Muslims” and pledging retaliation as a “duty”—but the institutional move is conservative: preserve the system, then sort out who wears which turban (or uniform) later.
The Islamic Republic government has immediate aims: to survive the onslaught, impose enough costs on the United States and Israel to complicate further attacks, and maintain internal control. The Islamic Republic government has medium‑term aims: inflict politically painful casualties on U.S. forces, and raising the global economic price of war—principally via threats to Gulf oil infrastructure and shipping through the Strait of Hormuz <https://www.cfr.org/articles/gauging-the-impact-of-massive-u-s-israeli-strikes-on-iran>. 
Pause for the Strait of Hormuz at the entrance to the Persian/Arabian Gulf. 1000 miles to the west-southwest, the Houthis succeeded in their operational aim: closing the Bab el-Mandeb at the southern end of the Red Sea and convincing the U.S. Navy that continued retaliatory strikes attrit the U.S. Navy more than Houthi capabilities. They did this for nearly two years until the October 2025 ceasefire. They exploited the asymmetry between how much it cost them to keep shooting, how much it cost the U.S. Navy to suppress their capabilities, and how much it costs everyone else to keep sailing. The Houthis are now doing again, as MAERSK reroutes away from the Suez Canal to the Cape of Good Hope. Only a sliver of the 20 mb/d of oil that transits the Strait of Hormuz has pipeline alternatives. An Omani-via-land bridge is OK for high-value but not for bulk commodities. Thus adding enough stochastic risk to effectively close the Strait of Hormuz may be possible even for a substantially degraded Islamic Republic military.
From an arms‑control perspective, this is catastrophic. It signals to Iranian elites—and many other governments—that engaging in negotiations with the United States does not insure against force; it may even be a prelude to it. It teaches future leaders everywhere that nuclear forces are the only reliable deterrent against regime‑change campaigns. It complicates non‑proliferation norms globally: why would other regional actors trust complex deals if they can be swept away by a change of administration and a few high‑octane speeches? The combination of “we destroyed their nukes” rhetoric from Washington and clear evidence that this is not, in fact, true, is exactly the kind of thing that will teach every future regime: if you are going to rely on nuclear capability as a deterrent, build more, spread it out, harden it, and never trust U.S. claims about what they have taken out.
By killing Khamenei in a foreign strike, Washington and Jerusalem have made a particular kind of example: a long‑serving leader, deeply invested in the nuclear program, dies under bombs rather than in his bed. The “lesson” for medium powers is to grab whatever nuclear leverage they can, as fast as they can, before the next Epic Fury. That is likely to be read in Pyongyang, Islamabad, New Delhi, and elsewhere as a case study in why you want not just a program but an operational deterrent in place before you cross certain political red lines. 
And the death of Khamenei may transform what the human social practice of war becomes in the rest of the century of the 2000s. Deterrence may begin to start taking the form of personal threats—whether by bomb, missile, drone, or assassin—against the lives of leaders and their families. I recall Thomas More’s Utopia <https://ttu-ir.tdl.org/server/api/core/bitstreams/415992b4-9019-427c-a6d3-e16b842c319d/content>:
As soon as they declare war, they take care to have a great many schedules, that are sealed with their common seal, affixed in the most conspicuous places of their enemies' country. This is carried secretly, and done in many places all at once. In these they promise great rewards to such as shall kill the prince, and lesser in proportion to such as shall kill any other persons who are those on whom, next to the prince himself, they cast the chief balance of the war. And they double the sum to him that, instead of killing the person so marked out, shall take him alive, and put him in their hands.
They offer not only indemnity, but rewards, to such of the persons themselves that are so marked, if they will act against their countrymen. By this means those that are named in their schedules become not only distrustful of their fellow-citizens, but are jealous of one another, and are much distracted by fear and danger; for it has often fallen out that many of them, and even the prince himself, have been betrayed by those in whom they have trusted most; for the rewards that the Utopians offer are so immeasurably great, that there is no sort of crime to which men cannot be drawn by them. They consider the risk that those run who undertake such services, and offer a recompense proportioned to the danger—not only a vast deal of gold, but great revenues in lands, that lie among other nations that are their friends, where they may go and enjoy them very securely; and they observe the promises they make of this kind most religiously. 
They very much approve of this way of corrupting their enemies, though it appears to others to be base and cruel; but they look on it as a wise course, to make an end of what would be otherwise a long war, without so much as hazarding one battle to decide it. They think it likewise an act of mercy and love to mankind to prevent the great slaughter of those that must otherwise be killed in the progress of the war, both on their own side and on that of their enemies, by the death of a few that are most guilty; and that in so doing; they are kind even to their enemies, and pity them no less than their own people, as knowing that the greater part of them do not engage in the war of their own accord, but are driven into it by the passions of their prince.
If this method does not succeed with them, then they sow seeds of contention among their enemies, and animate the prince's brother, or some of the nobility, to aspire to the crown. If they cannot disunite them by domestic broils, then they engage their neighbours against them, and make them set on foot some old pretensions, which are never wanting to princes when they have occasion for them. These they plentifully supply with money, though but very sparingly with any auxiliary troops; for they are so tender of their own people that they would not willingly exchange one of them, even with the prince of their enemies' country…

Is this a pivotal moment in the global security order? It undermines negotiation for arms‑control credibility. It incentivizes nuclear proliferation. It risks severe energy and economic disruption via Hormuz. It upends the U.S. military bandwidth vis‑à‑vis Russia and China. It normalizes leader‑targeting and preventive decapitation strikes. These are changes that will shape strategic behavior, nuclear choices, and the odds of catastrophe for decades.
Wars are stochastic processes with fat tails. The first 24 hours of this one have not closed off the worst tails; they have thickened them.
If reading this gets you Value Above Replacement, then become a free subscriber to this newsletter. And forward it! And if your VAR from this newsletter is in the three digits or more each year, please become a paid subscriber! I am trying to make you readers—and myself—smarter. Please tell me if I succeed, or how I fail…
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On February 28, 2026, the world watched in horror as a surprise attack unfolded across Iran. The United States and Israel launched coordinated airstrikes on multiple sites and cities, killing Supreme Leader Ali Khamenei—the most senior Shiite religious leader in the world—and numerous other Iranian officials. In the midst of ongoing nuclear negotiations, the attacks struck not just military installations but also schools, hospitals, and cultural heritage sites. Iran responded with hundreds of drones and ballistic missiles aimed at targets in Israel, Bahrain, Jordan, Kuwait, Qatar, Saudi Arabia, Turkey, and the United Arab Emirates. A drone struck Britain's Akrotiri military base on Cyprus. The conflict between Hezbollah and Israel escalated into the 2026 Lebanon war.

The seeds of this catastrophe were planted decades earlier. In 1953, a US and UK-backed coup d'état deposed democratically elected Iranian prime minister Mohammad Mosaddegh after he nationalized the oil industry. The Shah, Mohammad Reza Pahlavi, assumed power—and with him came Western interference in Iranian affairs. Resentment of the Shah's autocratic rule and deference to Western interests led to the 1979 revolution, which overthrew him and transformed Iran into an Islamic republic.

The new regime viewed both the United States and Israel as meddlers in the region. Seeing Israel as an occupier of Palestinian land, Tehran severed diplomatic ties with both nations and held American embassy staff hostage for over a year. Iran periodically called for the destruction of Israel.

During the Iran–Iraq War in the 1980s, the US provided economic, intelligence, and indirect military support to Iraq. Toward the war's end in 1988, a US warship was struck by an Iranian mine—prompting the US to attack Iran's navy. A few months later, the US mistakenly shot down a civilian Iranian flight. Throughout this period, Iran began engaging in proxy conflicts, backing Hezbollah in Lebanon.

In 2002, Iran's nuclear program was revealed, met with economic sanctions and a US–Israel cyberattack. In the 2000s, Iran supported militias fighting the US in Iraq—a loose network that became an informal Axis of Resistance committed to countering US and Israeli influence in the Middle East.

The conflict between the US and Iran became direct in January 2020 when President Trump ordered the assassination of Qasem Soleimani, commander of the Quds Force. Tensions further escalated following the October 7 attacks on Israel and the start of the Gaza war in 2023, during which Israel weakened Iranian-backed militias across the Middle East—including Hamas in Gaza, Hezbollah, and others.

Israeli strikes on Iran's consulate in Damascus and the assassination of Ismail Haniyeh in Iran were met with retaliatory strikes on Israel in April and October. Israel waged the Twelve-Day War on Iran in June 2025, including an American airstrike aimed at destroying Iran's nuclear facilities. Iran's AMAD Project was suspended pursuant to Ali Khamenei's fatwa against nuclear weapons in 2003—his religious ruling banning development of nuclear weapons of any kind.

Iran has said it is not seeking nuclear weapons, and that its enrichment efforts are for civilian nuclear power. Some UK and US analysts concluded Iran is pursuing a strategy of nuclear hedging. UN Security Council concerns about Iran's nuclear program from 2006 were solved by the Joint Comprehensive Plan of Action (JCPOA) in 2015. The US withdrew from the JCPOA in 2018 and re-imposed sanctions, shifting toward force rather than diplomacy.

The first Trump administration adopted a "maximum pressure" strategy. The Biden administration did not relax economic sanctions, implementing more measures instead. The second Trump administration reimposed maximum pressure on Iran. Secretary of the Treasury Scott Bessent labelled the collapse of the Iranian currency in December 2025 as the "grand culmination" of this strategy.

The Defense Intelligence Agency concluded in 2025 it would be a decade before Iran would gain the technical skill to produce missiles capable of reaching the United States. The US Department of Defense estimated Iran's nuclear program had been set back by two years by its June 2025 strikes on Iranian nuclear sites.

In January 2026, US and European officials said Washington presented Iran with three core demands—including a permanent end to all uranium enrichment. At the State of the Union in late February 2026, President Trump stated Iran had restarted its nuclear program and was developing missiles capable of striking the US. Days later, the International Atomic Energy Agency discovered Iran had hidden highly enriched uranium in an underground facility undamaged in previous fighting.

The IAEA said it had no evidence that Iran has an organized nuclear weapons program or is building an atomic bomb, but could not be sure about Iran's broader nuclear program.

In January 2026, Iranian security forces killed thousands of protesters during the largest protests since the Islamic Revolution. US president Donald Trump threatened to take military action against Iran for the killings. The US undertook its largest military buildup in the Middle East since the US-led 2003 invasion of Iraq, while Iran and the US held indirect nuclear negotiations in February.

The surprise US-Israeli attack killed Khamenei and other Iranian officials—and some civilians—in the midst of nuclear negotiations. Subsequent attacks damaged military bases, government facilities, schools, hospitals, and cultural heritage sites. In retaliation, Iran launched hundreds of drones and ballistic missiles at targets in Israel and at US military bases across Bahrain, Jordan, Kuwait, Qatar, Saudi Arabia, Turkey, and the United Arab Emirates.

Iran allegedly targeted civilian infrastructure in Azerbaijan, Kurdistan, and Oman. A drone struck Britain's Akrotiri military base on Cyprus. Conflict between Hezbollah and Israel escalated into the 2026 Lebanon war.

Trump administration officials have offered various—conflicting—explanations for the war: to ward off an imminent Iranian threat, to pre-empt Iranian retaliation against US assets after an expected Israeli attack, to destroy Iran's missile and military capabilities, to prevent Iran from obtaining a nuclear weapon, to secure natural resources, and to achieve regime change by bringing Iranian opposition to power.

Iran, as well as officials from the Pentagon, rejected claims that Iran had been preparing an attack. The International Atomic Energy Agency said it did not have the access needed to ensure Iran's nuclear program was exclusively peaceful—but there was no evidence of a structured nuclear weapons program at the time of the strikes.

UN Secretary-General Antonio Guterres and several uninvolved countries condemned the US–Israeli strikes. The UN Security Council later passed a resolution condemning Iran's retaliatory strikes on Gulf states. Critics—including legal and international relations experts—have described the attacks as illegal under US law, an act of imperialism, and a violation of Iran's sovereignty under international law.

The conflict led to immediate surges in oil and gas prices. Widespread disruptions in aviation and tourism followed. Heightened volatility gripped financial markets. Iran forced closure of the Strait of Hormuz—seen by some as a violation of the law of the sea—and attacked energy facilities, disrupting global oil and gas shipments, in retaliation for similar strikes on Iranian facilities.
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In the labyrinthine corridors of Tehran's government buildings, where marble floors echo with the weight of centuries of religious tradition merged with modern political ambition, there exists a figure whose authority transcends the conventional boundaries of state power. The Supreme Leader of Iran is not merely a politician—it is the embodiment of a revolutionary concept that has reshaped the theological and governmental landscape of a nation. This position, established in 1979 at the birth of the Islamic Republic, represents one of the most unique political experiments in modern history: a lifetime appointment that combines absolute religious authority with state governance, answerable to no electorate yet deriving its legitimacy from the very fabric of Shia Islamic jurisprudence.

To understand the Supreme Leader requires first understanding the revolution that birthed it. In March 1979, after the overthrow of Iran's monarchy and the return from exile of Ayatollah Ruhollah Khomeini—who had spent years in opposition to the Shah's secular modernism—the Iranian people were presented with a single question: "Islamic Republic, yes or no?" The referendum was boycotted by some groups who objected to both its wording and its limited choice, but 98% of those who voted answered "yes." That overwhelming verdict dissolved the Constitution of 1906 and ushered in an entirely new framework for governance—one that would permanently intertwine religious authority with political power. By December 1979, a new constitution had been ratified, embedding within it the concept that would become the foundation of Iranian governance: Wilayat al-Faqih, the Guardianship of the Islamic Jurist.

The philosophy behind this structure found its roots in Khomeini's published work, "Islamic Government" (Hukumat-e Islami), which argued that governmental authority must beRun in accordance with traditional Islamic Sharia law, and that a leading Islamic jurist—known as a Faqih—must provide political guardianship over the people. This was no abstract theological concept; it was a practical framework for the exercise of power. The constitution made explicitly clear that all civil, criminal, financial, economic, administrative, cultural, military, political, and all other statutes and regulations must maintain absolute consistency with Islamic measures—a provision that placed the Supreme Leader at the apex of legislative oversight.

The office itself was formally established by Iran's 1979 Constitution, creating what can only be described as a lifetime appointment to the highest position in the land. Originally, the constitution mandated that the Supreme Leader must be a Marja'-e taqlid—the highest-ranking cleric in Usuli Twelver Shia Islam—someone whose religious authority was recognized by millions of followers as a source of emulation. However, in a significant shift shortly before Khomeini's death in 1989, amendments were made that allowed for the first time a lower-ranking Shia cleric to assume this role. The requirement became merely "Islamic scholarship" rather than highest clerical rank—a change that would forever alter the succession landscape.

The constitutional framework placed extraordinary powers within this single office. Article 110 explicitly grants the Supreme Leader the authority to delineate the general policies of the Islamic Republic, while Article 57 establishes his supervisory mandate over the legislature, judiciary, and executive branches. The practical application of these provisions meant that whoever held this position could issue decrees on matters as diverse as the economy, foreign policy, education, national planning, and the very transparency of elections themselves. Ali Khamenei, who assumed the role following Khomeini's death in 1989, exercised these powers with particular vigor—he dismissed and reinstated presidential cabinet appointees at will, issued economic decrees, and made final decisions on the amount of transparency permissible in electoral processes.

The structure of oversight surrounding this position reveals perhaps its most distinctive characteristic. According to Article 111, the Assembly of Experts is tasked with electing, supervising, and dismissing the Supreme Leader. But in practice—strikingly—the Assembly has never publicly challenged or overseen any of the Supreme Leader's decisions. All its meetings remain strictly confidential, its deliberations hidden from public scrutiny. The members are elected by popular vote, yet approved by bodies whose own members are appointed either directly by the Supreme Leader or by an individual (the Chief Justice of Iran) whom the Supreme Leader himself appointed. It is a system where accountability flows in only one direction.

The powers enumerated are breathtaking in their scope. The Supreme Leader delineates general policies in consultation with the Nation's Expediency Discernment Council, supervises proper execution of those policies across all government branches, resolves conflicts between the three branches of government, issues decrees for national referendums, holds supreme command over the Armed Forces, declares war and peace, and mobilates military forces. He can veto laws passed by parliament—a power that has been exercised numerous times—and appoints, dismisses, or accepts resignations of members of key councils including the Expediency Discernment Council, the Supreme Council of the Cultural Revolution, the six fuqaha' of the Guardian Council, the supreme judicial authority, ministers of defense, intelligence, foreign affairs, and science, heads of radio and television, and the chief commander of armed forces. Ali Khamenei maintained approximately 2,000 representatives distributed across all branches of government—a vast network of influence that extended his reach into every corner of Iranian state apparatus.

The United Nations has formally noted an anomaly in this system: its official listings recognize only the Iranian president as the de jure head of state and government, not the Supreme Leader. This creates a curious diplomatic reality where international recognition diverges from internal political reality—the President speaks for Iran at international forums while the Supreme Leader holds absolute domestic authority.

The succession itself has been marked by controversy. Khomeini had originally designated Hussein-Ali Montazeri as his successor—a marja who disapproved of human rights abuses by the Islamic Republic, particularly the mass executions of political prisoners in late summer and early autumn 1988. Montazeri was demoted, removed from his position as marja, and replaced with Ali Khamenei—a relatively low-ranking member of the clergy. In a letter to the Assembly for Revising the Constitution then in session, Khomeini made arrangements to designate Khamenei as successor, revising Article 109 accordingly. The letter supposedly emphasized that "he had always been of the opinion that the marja'iyat was not a requirement for the office of leader." That interpretation remains contested among scholars of Iranian constitutional law.

The responsibilities assigned to the Supreme Leader in the constitution are deliberately vague—any perceived violation by this figure would be dismissed almost immediately. The concept of Vilayat-e Faqih grants him the authority to mandate new decisions at will, and he receives no salary—a position of absolute power without financial accountability. Article 107 mentions Khomeini by name, praising him as "the most learned and talented leader for emulation," while Article 5 states that during the absence of the removed Twelfth Imam—whose reappearance Shia Muslims await—government and leadership belong to a "rightful God-fearing legal scholar" recognized and acknowledged as the Islamic leader by the majority of the population.

Iran has now had three Supreme Leaders: Khomeini from 1979 until his death in 1989, Ali Khamenei from 1989 until what the source material describes as his assassination in 2026 (an extraordinary claim about a sitting world leader), and Khamenei's son Mojtaba Khamenei who has held the position since that date. The office remains without precedent in modern governance—a lifetime appointment combining absolute religious authority with total political control, its powers defined in constitutional articles that blur the boundary between divine mandate and state sovereignty.

What makes this structure particularly remarkable is not merely its concentration of power but its philosophical foundation: a belief that governmental authority must be subordinate to religious law, and that a leading jurist can exercise guardianship over an entire population. It represents perhaps the most thorough attempt in modern history to institutionalize religious governance within a secular state framework—a system that continues to shape not only Iran's domestic policies but its relationship with the broader international community.
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In November 1967, the Tehran Research Reactor went critical—a modest 5-megawatt facility powered by highly enriched uranium fuel provided by the United States. It was a symbol of hope in an age when nuclear energy promised to lift nations into modernity. Thirty-five years later, the Islamic Republic of Iran would stand at the center of one of the world's most dangerous geopolitical crises, with its atomic sites targeted by Israeli airstrikes and American bunker-buster bombs. The journey between these two moments—the Shah's optimistic原子計画 and the Revolutionary Government's defiant nuclear posture—spans half a century of ambition, fear, and brinkmanship that continues to shape global security today.

The Shah's Atomic Dreams (1957–1979)

The origins of Iran's nuclear program are rooted in the era of Mohammad Reza Pahlavi, the last Shah of Iran, who visioned his country as a great civilization equal to those of Europe. In 1957, under President Dwight Eisenhower's Atoms for Peace initiative—a program designed to spread peaceful nuclear technology to allies—Iran signed a civil nuclear cooperation agreement with the United States. This was not merely an energy deal; it was a statement of national ambition. The Shah wanted atomic power to fuel Iran's ascent as a regional powerhouse.

The Tehran Research Reactor (TRR) achieved criticality in November 1967, at the Tehran Nuclear Centre, and became one of the few nuclear research reactors in the Middle East. It initially operated on highly enriched uranium (HEU) fuel at 93% uranium-235, supplied by the United States. By 1993, Iran would later convert this to use 20%-enriched uranium with Argentine assistance. The reactor represented a foundational piece of Iran's atomic infrastructure—and it was constructed entirely through Western cooperation.

In 1974, the Shah formalized his ambitions by establishing the Atomic Energy Organization of Iran (AEOI). He announced plans to generate 23,000 megawatts of electricity from nuclear power plants over two decades—a staggeringly ambitious target. Contracts were signed with Western firms: Iran paid over $1 billion for a 10% stake in France's Eurodif consortium's uranium enrichment plant, and West Germany's Kraftwerk Union (Siemens) agreed to build two 1,200-megawatt pressurized water reactors at Bushehr.

Construction of the Bushehr Nuclear Power Plant began in 1975. Negotiations continued with France's Framatome for additional reactors. Plans were laid for a full domestic nuclear fuel cycle—including uranium mining and fuel fabrication—with a new Nuclear Technology Center established at Isfahan. Iran, under the Shah, was poised to become a nuclear state through peaceful means.

Then came the revolution.

The Islamic Revolution's Shock (1979–1988)

The 1979 Iranian Revolution dismantled everything the Shah had built. Ayatollah Ruhollah Khomeini's new government viewed nuclear technology with deep suspicion—as a symbol of Western influence and therefore unacceptable. Many ongoing nuclear projects were shelved or canceled outright. The revolutionary rhetoric was unambiguous: nuclear power represented an alien imposition, incompatible with Islamic principles.

The Iran-Iraq War (1980–1988) proved catastrophic for the program. Resources were diverted entirely to the war effort, and Iraq systematically targeted Iran's nuclear infrastructure. The partially completed Bushehr reactor site was bombed multiple times by Iraqi warplanes; Siemens withdrew from the project, leaving heavily damaged reactor shells. By the late 1980s, Iran's atomic ambitions had effectively been put on hold—wasted away in conflict and ideological upheaval.

Yet beneath this visible decay, something was stirring.

The Two Parallel Tracks (1990s–2000s)

By the early 1990s, Iran accelerated its nuclear program along two parallel tracks: one overt and civilian, another covert and weapons-oriented.

Openly, Iran worked with Russia and China to complete Bushehr—under Russian engineers—and continued nuclear research cooperation. Less transparently, Iran was constructing secret enrichment facilities at Natanz and Arak. In 2002, these undeclared sites were exposed to the world; in 2009, the Fordow facility was discovered—buried deep inside a mountain near Tehran's outskirts.

The timeline that emerged from intelligence assessments showed troubling patterns. The United States Intelligence Community assessed in 2007 that Iran had pursued nuclear weapons under the AMAD Project (known as the DAMAVAND program) between the late 1980s and 2003—then ceased its effort. But cessation does not mean elimination; the knowledge remained.

In 2005, the International Atomic Energy Agency (IAEA) Board of Governors found Iran in non-compliance with its Nuclear Non-Proliferation Treaty (NPT) safeguards agreement. In 2006, the United Nations Security Council demanded Iran cease uranium enrichment and imposed sanctions.

Throughout the early 2010s, officials from the US, EU, Russia, and China said Iran was pursuing what they called uclear latency—capability without actual weapons possession.

The Shadow War (2010–2024)

The United States and Israel sought to degrade Iran's nuclear program through covert means. In the 1990s, Operation Merlin attempted to sabotage Iranian centrifuges. In 2009, the Stuxnet computer worm—jointly developed by US and Israeli intelligence—was deployed against Iranian enrichment infrastructure at Natanz, physically destroying nearly 1,000 centrifuges by causing them to spin beyond safe operational limits. Since 2010, Israeli assassinations of Iranian nuclear scientists have continued, part of a broader Iran–Israel proxy conflict that has included sabotage, targeted killings, and cyberattacks.

In 2015, the Joint Comprehensive Plan of Action (JCPOA) was signed by Iran with the P5+1—China, France, Russia, the United Kingdom, the United States, plus Germany. Iran agreed to extensive monitoring and restrictions at facilities in Arak, Fordow, Isfahan, and Natanz, in exchange for sanctions relief.

By 2018, however, President Donald Trump unilaterally withdrew from the JCPOA, launching a maximum pressure campaign of new sanctions. Iran began stockpiling enriched uranium and largely suspended IAEA monitoring.

The IAEA found Iran non-compliant with its NPT safeguards agreement—for the first time since 2005—in June 2025.

The Crisis of 2025–2026

By late 2024, intelligence persuaded US officials that Iran was exploring a crude gun-type fission weapon—undeliverable by missile but capable of being manufactured in a few weeks if operational. The threat assessments pointed toward capability rather than imminent deployment—but the specter was chilling.

Iran and the United States engaged in bilateral negotiations since April 2025, aiming to curb Iran's program for sanctions relief, though Iranian leaders refused to stop enriching uranium. The talks collapsed, and Iran continued building fissile material.

On June 12, 2025, the IAEA found Iran non-compliant with its NPT safeguards agreement—the first such finding since 2005. On June 13, Israel launched airstrikes targeting Iranian military leaders, nuclear scientists, and nuclear facilities, beginning a twelve-day Iran–Israel war that shocked the region.

On June 22, the United States bombed three Iranian nuclear sites with larger bunker-buster bombs—delivering kinetic destruction to Iran's atomic infrastructure. Iran subsequently suspended cooperation with the IAEA.

By August 2025, France, Germany, and the United Kingdom triggered the snapback mechanism, reinstating UN sanctions in September. In October, Iran, Russia, and China declared the JCPOA terminated and the UN sanctions legally void—a move that severed Iran's commitments to international oversight.

In February 2026, following what the Pentagon described as the largest US military buildup in the Middle East since the 2003 invasion of Iraq, Israel and the United States launched large-scale strikes against Iran—citing Iran's nuclear and missile programs as primary justifications.

Why Iran Wants the Bomb

The motivations behind Iran's program remain contested—but widely cited analyses converge on several points:

First: Deterrence. A nuclear-armed Iran would possess a guarantee against foreign aggression or regional domination. The logic is straightforward—if Israel or the United States could strike Iranian facilities, then Iran must have some capability to strike back. This serves as a shield.

Second: Regional hegemony. Scholars argue that a nuclear-armed Iran could feel emboldened to increase support for terrorism and insurgency—core elements of its regional strategy—while deterring retaliation through newfound leverage.

Third: Threats against Israel. The potential transfer of nuclear technology or weapons to radical states heightens fears of nuclear terrorism—and the program's close ties to Iranian techno-nationalist pride. The program is also seen as a means to destroy Israel or threaten its existence—the United States has maintained that a nuclear-capable Iran would likely attempt annihilation.

Fourth: National prestige. Beyond geopolitics, Iran's atomic ambitions represent symbolization—scientific progress and national independence from Western dominance.

A Program Without End

Iran's nuclear program began under the Shah with American cooperation. It was interrupted by revolution, devastated by war, and resumed through defiance. Today it sits at the intersection of international diplomacy, covert operations, and existential threat—woven into the fabric of a region already burning.

The Tehran Research Reactor went critical in 1967—a small flame in a big reactor. That flame never died. It only grew hotter.
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And then, this morning, for seminar on Monday I find myself reading Jean Baudrillard’s extraordinary Consumer Society, published in 1970 amidst the Vietnam war. 

And I can’t get the following section out of my head. 
The Consumed Vertigo of Catastrophe
The usage of signs is always ambivalent. Its function is always a conjuring - both a conjuring up and a conjuring away: causing something to emerge in order to capture it in signs (forces, reality, happiness, etc.) and evoking something in order to deny and repress it. We know that, in its myths, magical thought seeks to conjure away change and history. In a way, the generalized consumption of images, of facts, of information aims also to conjure away the real with the signs of the real, to conjure away history with the signs of change, etc. 

Reality we consume in either anticipatory or retrospective mode. At any rate we do so at a distance, a distance which is that of the sign. For example, when Paris-Match showed us the secret forces assigned to protect the General [de Gaulle] training with machine-guns in the basement of the Prefecture, that image was not read as ‘information’, i.e. as referring to the political context and its elucidation. For every one of us, it bore within it the temptation of a superb assassination attempt, a prodigious violent event: the attempt will take place, it is going to take place; the image is the forerunner to it, and embodies the anticipated pleasure; all perversions have their acting-out. What we see here is the same inverse effect as in the expectation of miraculous abundance within the cargo cult. Cargo or catastrophe - in both cases, we have an effect of consumed vertigo.
We may, admittedly, say that it is, then, our fantasies which come to be signified in the image and consumed in it. But this psychological aspect interests us less than what comes into the image to be both consumed in it and repressed: the real world, the event, history. 

Hard to read this passage today and not think first and foremost of Venezuela. As I argued a few weeks ago, the Maduro heist was precisely the prodigiously violent event that had long been promised. 
What characterizes consumer society is the universality of the news item [Ie fait divers] in mass communication. All political, historical and cultural information is received in the same - at once anodyne and miraculous - form of the news item. It is entirely actualized - i.e. dramatized in the spectacular mode - and entirely deactualized - i.e. distanced by the communication medium and reduced to signs. The news item is thus not one category among others, but the cardinal category of our magical thinking, of our mythology.
That mythology is buttressed by the all the more voracious demand for reality, for ‘truth’, for ‘objectivity’. Everywhere we find ‘cinema-verite’, live reporting, the newsflash, the high-impact photo, the eye-witness report, etc. Everywhere what is sought is the ‘heart of the event’, the ‘heart of the battle’, the ‘live’, the ‘face to face’ - the dizzy sense of a total presence at the event, the Great Thrill of Lived Reality - i.e. the miracle once again, since the truth of the media report, televised and taped, is precisely that I was not there. But it is the truer than true which counts or, in other words, the fact of being there without being there. Or, to put it yet another way, the fantasy.
What mass communications give us is not reality, but the dizzying whirl of reality [Ie vertige de la realite]. Or again, without playing on words, a reality without the dizzying whirl, for the heart of Amazonia, the heart of reality, the heart of passion, the heart of war, this ‘Heart’ which is the locus of mass communications and which gives them their vertiginous sentimentality, is precisely the place where nothing happens. It is the allegorical sign of passion and of the event. And signs are sources of security.
So we live, sheltered by signs, in the denial of the real. A miraculous security: when we look at the images of the world, who can distinguish this brief irruption of reality from the profound pleasure of not being there? The image, the sign, the message - all these things we ‘consume’ - represent our tranquillity consecrated by distance from the world, a distance more comforted by the allusion to the real (even where the allusion is violent) than compromised by it

The profound pleasure of not being there. Think of Gaza. 
The consumer’s relation to the real world, to politics, to history, to culture is not a relation of interest, investment or committed responsibility - nor is it one of total indifference: it is a relation of curiosity. On the same pattern, we can say that the dimension of consumption as we have defined it here is not one of knowledge of the world, nor is it one of total ignorance: it is the dimension of misrecognition.
Curiosity and misrecognition denote one and the same form of overall behaviour towards the real, a form of behaviour generalized and systematized by the practice of mass communications and characteristic, therefore, of our ‘consumer society’. This is the denial of the real on the basis of an avid and repeated apprehending of its signs.
We can at the same time define the locus of consumption: daily life. This latter is not merely the sum of daily doings, the dimension of banality and repetition: it is a system of interpretation. Everydayness is the separation of a total praxis into a transcendent, autonomous and abstract sphere (of the political, the social, the cultural) and the immanent, closed, abstract sphere of the ‘private’. Work, leisure, family, acquaintances: the individual reorganizes all these things in an involutive mode, this side of the world and of history, in a coherent system based on the closure of the private, the formal freedom of the individual, the securitizing appropriation of the environment, and misrecognition. Everydayness is, from the objective point of view of the totality, impoverished and residual, but it is, by contrast, triumphant and euphoric in its effort totally to autonomize and reinterpret the world ‘for internal consumption’.
It is here that there is profound, organic collusion between the sphere of private everydayness and mass communications. Everydayness as closure, as Verborgenheit, would be unbearable without the simulacrum of the world, without the alibi of participation in the world. It has to be fuelled by the images, the repeated signs of that transcendence. As we have seen, its tranquillity needs the vertiginous spin of reality and history. Its tranquillity requires perpetual consumed violence for its own exaltation. That is its particular obscenity. It is partial to events and violence, provided the violence is served up at room temperature. The caricature image of this has the TV viewer lounging in front of images of the Vietnam War. The TV image, like a window turned outside-in, opens initially on to a room and, in that room, the cruel exteriority of the world becomes something intimate and warm - warm with a perverse warmth.

For Vietnam, for Kuwait, for Iraq (at least in 2003) this seems spot on. But, the question now, surely, is how many people are even watching? 
At this ‘lived’ level, consumption makes maximum exclusion from the (real, social, historical) world the maximum index of security. It seeks the resolution of tensions - that happiness by default. But it runs up against a contradiction: the contradiction between the passivity implied by this new value system and the norms of a social morality which, in essentials, remains one of voluntarism, action, efficacy and sacrifice. Hence, the intense sense of guilt which attaches to this new style of hedonistic behaviour and the urgent need, clearly outlined by the ‘strategists of desire’, to take the guilt out of passivity. For millions of people without histories, and happy to be so, passivity has to be rendered guiltless. And this is where spectacular dramatization by the mass media comes in (the accident/ catastrophe report as a generalized category of all messages): in order for this contradiction between puritanical and hedonistic morality to be resolved, this tranquillity of the private sphere has to appear as a value preserved only with great difficulty, constantly under threat and beset by the dangers of a catastrophic destiny. The violence and inhumanity of the outside world are needed not just so that security may be experienced more deeply as security (in the economy of enjoyment [jouissance]), but also so that it should be felt justifiable at every moment as an option (in the economy of the morality of salvation). The signs of destiny, passion and fatality must flourish around the preserved zone in order that everydayness may seize back the grandeur and sublimity of which it is, precisely, the reverse side. Fatality is thus evoked and signified on all sides, so that banality may revel in it and find favour. 
The fact that road accidents play so extraordinarily well on radio and TV, in the press, in individual conversation and in the talk of the nation proves this: the crash is the finest exemplar of ‘daily fatality’. If it is exploited with such passion, this is because it performs an essential collective function. The litany of road deaths is rivalled only by the litany of weather forecasts. In fact the two form a mythic couple - the obsession with the sun and the litany of death are inseparable.

Looking out at the window at the genly falling sleet, I wonder how long will it be before the drama in the Middle East is interrupted by warnings about an impending “winter storm"? 
Everydayness thus offers this curious mix of euphoric justification by ‘social standing’ and passivity, on the one hand, and the delectatio morosa of potential victims of destiny on the other. The whole forms a specific mentality or, rather, ‘sentimentality’. The consumer society sees itself as an encircled Jerusalem, rich and threatened. That is its ideology.1

Conclusions?
It seems obvious that Trump is the Baudrillardian President. 
No less obvious is the fact that there is a real geopolitical agenda at work in the effort to decapitate Iran. That geopolitics may be that of Netanyahu, but it is nonetheless real. At least as far as the Middle East is concerned, there is an inveterate revisionist strain in US policy which became apparent with Biden. 
But what I am not sure of, is whether the broader framing of Baudrillard’s analyss is any longer relevant. This may be unfair, Baudrillard specialists feel free to weigh in, but his framing seems basically functional. He was explaining how a system cohered. 
In 2026 does that presume too much? 
Do we live in a world in which the question of popular legitimation for war, or the legality of Trump’s actions - the classic questions still posed by war-making in the period between Vietnam and Iraq and implicitly answered by Baudrillard - still matter very much any more? 
As Stephen Wertheim points out, there was zero preparation of the American public for this conflict. What is by any stretch of the imagination a major military action seems entirely divorced from American politics in any conventional sense. 
In this regard the Venezuela action was different. It fit very neatly with the dominant dynamic of that moment which centered on ICE and images of Latinos being brutally manhandled by American security forces. 
But when it comes to Iran in 2026, what is the connection? 
Could we be beyond Baudrillard?


I love writing the newsletter. If you fancy buying me a coffee once a month, you know what to do. Chartbook will keep on coming to your mailbox in any case.
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The Philosopher Who Told Us Reality Had Already Disappeared


In 1991, as American bombs fell on Iraq and CNN broadcast the war into living rooms worldwide, a French philosopher made an outrageous claim: the Gulf War did not take place. He wasn't denying that people died or that missiles struck Baghdad. He was saying something stranger and more disturbing—that the event we watched on our screens bore so little resemblance to actual warfare that calling it a "war" was itself a kind of lie. The man who made this provocative argument was Jean Baudrillard, and his entire life's work had been building toward that moment.


Baudrillard spent four decades developing a single, unsettling idea: that modern society has replaced reality with something else entirely. Not a fake reality, exactly, but something he called hyperreality—a condition where copies without originals, simulations without referents, and signs pointing only to other signs have become the very fabric of our experience. If that sounds abstract, consider this: when you scroll through social media, are you looking at your friends' lives or at carefully curated performances of their lives? When a politician speaks, are they expressing beliefs or testing which phrases poll best? When you buy a product, do you want the object itself or what owning it says about you?


These questions might seem obvious now. They weren't when Baudrillard first raised them in the 1970s and 1980s. He saw the future before it arrived.


From Farm Boy to Philosophical Provocateur


Jean Baudrillard was born on July 27, 1929, in Reims, a city in northeastern France famous for its cathedral and its champagne. His grandparents worked on farms. His father was a gendarme—a French police officer. Nothing in his background suggested he would become one of the most controversial intellectuals of the twentieth century.


But something happened in high school that would shape everything that followed. A philosophy professor named Emmanuel Peillet introduced young Baudrillard to 'pataphysics—and if you've never heard of it, that's because it's deliberately obscure. Created by the French writer Alfred Jarry in the late nineteenth century, 'pataphysics presents itself as "the science of imaginary solutions." It parodies the scientific method, treating absurd premises with perfect logical rigor. A 'pataphysician might, for instance, develop an elaborate mathematical proof that all integers are equal, and present it with complete seriousness.


This playful relationship with truth and method never left Baudrillard. Throughout his career, critics would accuse him of being deliberately obscure, of making grand claims without evidence, of prioritizing style over substance. His defenders would counter that this was exactly the point—that his writing performed the very instability of meaning he was describing.


Baudrillard became the first person in his family to attend university, studying German language and literature at the Sorbonne in Paris. For most of the 1960s, he taught German at various French high schools while translating works by Bertolt Brecht and Karl Marx. He was, in other words, a fairly conventional academic.


Then came 1968.


May 1968 and the Birth of a Radical


That year, Baudrillard completed his doctoral thesis on "The System of Objects" at the University of Paris X Nanterre—the same campus that would erupt into student protests just months later. The May 1968 uprising began at Nanterre before spreading across France, ultimately bringing the country to a standstill with a general strike that involved eleven million workers.


The protests failed to overthrow capitalism, but they transformed French intellectual life. Baudrillard, now teaching sociology at Nanterre, found himself at the epicenter of a generation determined to rethink everything. His colleagues and contemporaries included Michel Foucault, who analyzed how power operates through knowledge and institutions; Jacques Derrida, who developed deconstruction as a method for revealing hidden assumptions in texts; Gilles Deleuze, who created new philosophical concepts with dizzying creativity; and Jacques Lacan, who reimagined psychoanalysis through the lens of language and symbols.


What united these thinkers was an interest in signs and meanings—in how language shapes what we can think and say. They drew heavily on the work of Ferdinand de Saussure, a Swiss linguist who had argued earlier in the century that words don't get their meanings from some natural connection to things in the world. Instead, words mean what they mean because of their differences from other words. The word "dog" signifies a dog not because there's anything inherently doggy about those three letters, but because "dog" is not "cat," not "hog," not "fog."


This might seem like an obvious point, but its implications are radical. If meaning comes from difference rather than from some stable connection to reality, then meaning is always relational, always shifting, always dependent on a larger system of signs. There's no foundation underneath language, no bedrock of pure meaning to which words ultimately refer.


Baudrillard took this insight and ran with it—all the way into the abyss.


Why We Buy Things We Don't Need


In his early work, Baudrillard focused on consumption. Why do people buy things? The obvious answer is that we buy things because we need them—a pen to write with, a refrigerator to keep food cold. Karl Marx had called this "use value," and he distinguished it from "exchange value"—what something is worth in the marketplace.


Baudrillard thought this explanation was naive. Yes, objects have functional purposes. But consider: why do some people spend hundreds of dollars on designer pens when a cheap ballpoint writes just as well? Why do others buy watches that cost as much as cars, even though a twenty-dollar digital watch keeps better time? Why does anyone need a kitchen with six burners when they barely cook?


The answer, Baudrillard argued, is that objects don't just do things—they say things. Every purchase is also a statement. That expensive pen announces that you're the kind of person who values craftsmanship, or tradition, or sophistication. That luxury watch signals success, taste, membership in an exclusive club. The six-burner kitchen proclaims that you could be a serious chef, even if you mostly order takeout.


Baudrillard called this "sign value"—the meaning an object carries within a system of objects. And he argued that in modern consumer society, sign value has become more important than use value. We don't buy things primarily because of what they do. We buy them because of what they mean.


This sounds cynical, but Baudrillard wasn't entirely criticizing. He was describing something that he thought was genuinely new in human history. In earlier societies, people certainly displayed status through possessions—the king's crown, the aristocrat's estate, the merchant's fine clothes. But these symbols were relatively stable and limited. Modern consumer society, by contrast, generates an endless flood of new objects, each carrying its own bundle of meanings, each positioned relative to countless other objects in an ever-shifting system of distinctions.


The result is that consumption becomes a kind of language, a way of communicating who you are and who you want to be. And like all languages, it's not something we control—it's something that speaks through us.


Four Ways to Value a Diamond


Baudrillard formalized this thinking into a theory of four types of value, and it's worth understanding because it shows how his mind worked—taking Marx's categories and twisting them into something new.


The first type is functional value: what an object does. A hammer drives nails. A blanket provides warmth. This is straightforward.


The second is exchange value: what an object is worth in the market. A hammer might cost twenty dollars; a blanket might cost fifty. This is also straightforward, and it's what economists typically focus on.


The third is symbolic value: what an object means in a relationship between people. Here things get more interesting. A diamond ring is functionally useless—it doesn't do anything—and its exchange value is artificially inflated by monopoly control of the diamond market. But when someone gives you a diamond ring, it means something. It's a gift, a pledge, a symbol of commitment. This symbolic value exists only in the relationship between giver and receiver.


The fourth is sign value: what an object means within the broader system of objects and social distinctions. That same diamond ring also carries sign value—it signals wealth, taste, conformity to social expectations about marriage. This meaning exists not just between two people but in relation to all the other possible rings one could have chosen, all the other ways one could have expressed commitment, all the social judgments that come with different choices.


Baudrillard's argument was that Marx had focused too much on the first two types of value and ignored the last two. This was a problem because, Baudrillard claimed, sign value had become the dominant force in consumer society. We're not primarily buying use or exchange anymore—we're buying meanings, positions, identities.


The End of the Real


In the 1980s, Baudrillard pushed his analysis further. He became less interested in what individual objects mean and more interested in what happens when everything becomes a sign.


Think about the news. Once upon a time, journalists reported on events that happened in the world. The events came first; the reports came second. But Baudrillard noticed something changing. Increasingly, events seemed to be staged for the cameras. Politicians didn't just make speeches—they created "media events." Wars weren't just fought—they were produced as spectacles, with embedded reporters and real-time footage and carefully managed narratives.


At a certain point, Baudrillard argued, the relationship between event and representation flips. The representation doesn't just document reality—it generates reality. The news doesn't just report on politics—it constitutes politics. The image doesn't just reflect the world—it creates the world.


This is what Baudrillard meant by simulation. In a simulation, there's no original reality underneath the copies. The copies are all there is. Or rather, the distinction between copy and original has collapsed entirely.


He traced this development through history. In the Renaissance, the dominant form of what he called the "simulacrum" was the counterfeit—an imitation that pretended to be something it wasn't. The forged document, the fake relic, the charlatan claiming noble blood. These counterfeits depended on there being an original they were copying, a real thing they were faking.


With the Industrial Revolution came a new form: mass production. Now objects could be reproduced endlessly on assembly lines. There was no original automobile of which all others were copies—just the production line turning out identical units. The distinction between original and copy started to blur.


In the present age, Baudrillard claimed, we've entered the era of simulation proper. Now we have models—ideal types, computer simulations, statistical projections, virtual realities—that don't copy anything. They generate what they represent. The map precedes the territory. The simulation produces the real.


Hyperreality and Its Discontents


The concept Baudrillard is most famous for is hyperreality. It's a slippery term that means something like: a condition where simulations become more real than reality itself.


Consider Disneyland. Baudrillard used it as a key example. On the surface, Disneyland presents itself as fantasy—a place of make-believe castles and cartoon characters. But Baudrillard argued that its real function is ideological. By presenting itself as obviously fake, Disneyland makes everything outside its gates seem real by comparison. We leave Disneyland and return to the "real" America—the suburbs, the malls, the highways. But that America, Baudrillard suggested, is no more authentic than Disneyland. It's also a kind of simulation, a constructed reality, a system of signs without referents. Disneyland exists to hide the fact that all of America is Disneyland.


This is what hyperreality looks like: not a world of obvious illusions but a world where the distinction between illusion and reality no longer applies. We live, Baudrillard claimed, in a world of floating signs, of images referring only to other images, of simulations generating simulations. There's no "real" underneath to dig down to. The simulation goes all the way down.


If this sounds paranoid or nihilistic, that's because it is—at least in one reading. But Baudrillard wasn't simply lamenting the loss of authenticity. He was trying to describe a genuinely new condition, one that requires new ways of thinking. You can't critique hyperreality from some outside position of truth, because there is no outside position. The simulation includes its own critics.


The Gulf War Did Not Take Place


Baudrillard's most controversial application of these ideas came in 1991, when he published three essays claiming that the Gulf War "did not take place." The first appeared before the war began, predicting it wouldn't happen. The second appeared during the conflict, arguing it wasn't really happening. The third appeared afterward, asserting it hadn't truly happened.


People were outraged. Real bombs had fallen on real people. Thousands had died. How could anyone say the war didn't take place?


But Baudrillard wasn't denying the deaths. He was making a different, more subtle argument. What appeared on television screens, he claimed, bore so little resemblance to actual combat that it couldn't meaningfully be called a war. The American military had achieved such overwhelming technological superiority that the conflict was more like a one-sided execution than a battle. The "video game war" of smart bombs and night-vision footage was a spectacle designed for media consumption, not a genuine military engagement in the traditional sense.


More than that, Baudrillard argued, the entire "war" was a predetermined script. Everyone knew the outcome before it began. The military campaign was essentially a performance, a demonstration of American power for a global audience. The events on the ground were less important than their representation on screens worldwide.


Was this analysis correct? Critics pointed out that plenty of people experienced the war as terrifyingly real—Iraqi soldiers buried alive in trenches, Kuwaiti civilians under occupation, American troops traumatized by combat. Baudrillard's argument could seem like the worst kind of ivory-tower detachment, reducing human suffering to a clever theoretical game.


Yet subsequent history has arguably vindicated parts of his analysis. The "shock and awe" campaign of the 2003 Iraq War was even more explicitly designed as media spectacle. The rise of drone warfare has made combat increasingly resemble a video game for the operators, if not for the targets. The proliferation of propaganda and "information warfare" has made it harder than ever to know what's actually happening in any conflict.


Baudrillard wasn't right about everything. But he was asking the right questions at a time when few others were.


Terrorism and the Symbolic


After September 11, 2001, Baudrillard wrote about terrorism in ways that again provoked outrage. He seemed to suggest that there was something inevitable, even deserved, about the attacks—that a system so devoted to producing simulations had finally encountered something it couldn't simulate.


His argument was more nuanced than critics allowed. Baudrillard distinguished between the realm of signs—where meanings are exchanged like commodities, everything has a price, everything can be converted into everything else—and the realm of the symbolic. In the symbolic realm, gifts are exchanged in ways that can't be reduced to market logic. The anthropologist Marcel Mauss had studied "gift economies" in traditional societies, where giving and receiving created bonds of obligation that couldn't be paid off with money. Baudrillard drew on this work to argue that contemporary global capitalism had suppressed the symbolic dimension of human life.


Terrorism, in his analysis, was a violent return of the symbolic. It couldn't be understood in terms of rational calculation or cost-benefit analysis. It was a kind of gift—a gift of death—that global capitalism had no way to reciprocate or absorb. The system could respond with military force, but it couldn't respond on the same symbolic level. It could kill terrorists but couldn't match their willingness to die.


This reading is deeply uncomfortable, and it's not clear that it's accurate. Terrorists have mundane motivations too—political grievances, material interests, psychological pathologies. Treating terrorism as some kind of return of the repressed might romanticize it even while condemning it.


But Baudrillard wasn't celebrating terrorism. He was trying to understand why symbolic violence could be so devastating to a society that prided itself on its military and economic power. The answer, he suggested, was that globalized consumer capitalism had become so dependent on the free flow of signs and commodities that any disruption to that flow—especially a disruption that couldn't be bought off or simulated away—exposed its fundamental fragility.


The Man Behind the Ideas


Reading Baudrillard's dense theoretical prose, it's easy to forget that he was also a person with quirks and pleasures. He loved baroque music, particularly the Italian composer Claudio Monteverdi, whose operas from the early seventeenth century are considered the first great works in that form. He also loved The Velvet Underground, the experimental rock band that emerged from Andy Warhol's New York scene in the 1960s—the same scene, not coincidentally, that was obsessed with mass reproduction, surface, and the blurring of art and commerce.


He wrote everything on a manual typewriter, never using a computer. This wasn't mere technophobia. He explained that the typewriter gave him a "physical relation to writing" that a computer couldn't provide. There's something almost paradoxical about the theorist of hyperreality insisting on the tangible reality of his own creative process.


Baudrillard was married twice. His first wife, Lucile, gave him two children, Gilles and Anne. Little is known about why that marriage ended. In 1970, while teaching at Nanterre, the forty-one-year-old professor met Marine Dupuis, a twenty-five-year-old who had just returned from sailing around the world. They didn't marry until 1994, more than two decades later. Marine became a journalist and media artistic director—a career choice that seems fitting given her husband's obsessions.


In 1981, on a trip to Japan, Baudrillard received his first camera. Photography became a serious pursuit, and in 1999 his photographs were exhibited at the Maison européenne de la photographie in Paris. His images tend toward the abstract and the fragmentary—details of buildings, patterns of light and shadow, scenes emptied of human presence. They look like what you might expect from someone who had spent years thinking about the relationship between images and reality.


Baudrillard died on March 6, 2007, at the age of seventy-seven, after a two-year battle with cancer. He spent his final days in an apartment on Rue Sainte-Beuve in Paris, named after the nineteenth-century literary critic. Marine Baudrillard continues to curate his legacy through an association called Cool Memories—the title of one of his books.


Postmodernism's Reluctant Prophet


Baudrillard is routinely classified as a postmodernist, but he resisted the label. He had good reason. Postmodernism, as a cultural movement, often celebrates the proliferation of meanings, the collapse of hierarchies, the playful mixing of high and low culture. Baudrillard's analysis of the same phenomena was far darker. He wasn't celebrating simulation and hyperreality—he was diagnosing them as symptoms of a profound disorientation.


He was also skeptical of post-structuralism, the academic movement most closely associated with figures like Derrida and Foucault. While he shared their interest in language and signs, he didn't share their faith that deconstruction or genealogy could liberate us from oppressive systems of meaning. For Baudrillard, there was no liberation because there was no outside. We're not trapped in a prison of signs that we might someday escape. The signs are all there is.


This made him an uncomfortable figure across the political spectrum. Leftists found him too pessimistic—where was the revolutionary hope? Conservatives found him too nihilistic—where was the defense of traditional values? Mainstream liberals found him too obscure—why couldn't he just make clear arguments with evidence? And scientists, when they noticed him at all, found him appalling—was he really denying the existence of objective reality?


The physicist Alan Sokal famously attacked Baudrillard and other "postmodern" thinkers in the 1990s, arguing that they misused scientific concepts to lend false authority to nonsensical claims. There's something to this criticism. Baudrillard did sometimes write as if making things up as he went along, piling assertion upon assertion without bothering to argue for any of them.


But the more generous reading is that Baudrillard's writing style was itself an argument. He wasn't trying to prove things in the scientific sense. He was trying to evoke a condition, to make readers feel the vertigo of a world without stable meanings. His prose performs what it describes—endlessly self-referential, always slipping away from definite claims, seductive and frustrating in equal measure.


Why Baudrillard Still Matters


Decades after his most influential works, Baudrillard's ideas feel more relevant than ever. Consider social media, which he didn't live to see in its current form but might as well have invented as a thought experiment. What is Instagram but a machine for producing hyperreality—images of lives more polished than any life, performances of happiness and success that generate the very standards against which we measure our own authentic experiences?


Consider fake news and deep fakes, which have made the distinction between real and simulated images nearly impossible to maintain. Consider influencer culture, where the sign value of products has become the entire point. Consider the attention economy, where eyeballs and engagement have become the ultimate currency, making everything into content and everyone into a brand.


Consider, for that matter, artificial intelligence and its ability to generate text, images, and video that are indistinguishable from human creations. We are rapidly approaching—perhaps we have already arrived at—a world where simulations can produce simulations without any human intervention at all. What happens to meaning in such a world? What happens to reality?


Baudrillard didn't provide answers to these questions. He was better at diagnosing problems than solving them. But diagnosis is valuable. Before you can respond to a condition, you have to recognize it. And Baudrillard recognized our condition with uncanny precision, decades before most people understood what was happening.


The Substack article that prompted this essay is titled "The Problem is Not the End of Capitalism but 'the End' Itself." This is pure Baudrillard. He would have immediately understood the point: that we have become so obsessed with endings—the end of history, the end of capitalism, the end of truth—that we've lost the ability to think about anything else. The very concept of "the end" has become a simulation, a way of avoiding the more difficult task of understanding the strange, unprecedented, hyperreal present in which we actually live.


Baudrillard once wrote that reality "dies out" when societies try too hard to capture it in a single coherent picture. The more we attempt to represent everything, to explain everything, to simulate everything, the more unstable and fearful our world becomes. This is not because representation is evil but because total representation is impossible. The world always exceeds our images of it. And when we forget this—when we mistake our simulations for reality itself—we lose touch with the very thing we were trying to understand.


Whether you find this liberating or terrifying probably depends on your temperament. Baudrillard found it fascinating. He spent his life staring into the abyss of hyperreality, and the abyss stared back—in high definition, available for streaming, sponsored by brands you didn't know you wanted until they told you.
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In the 1950s, a small town in Ohio received a strange letter. The town's name appeared on a list of communities designated as targets for nuclear weapons testing—not because it had done anything wrong, but simply because its statistical profile matched the profile of a bomb target. The town didn't know it was "nuclear." It had never been bombed. But somehow, through layers of abstraction—from government documents to Hollywood scripts to geography textbooks—the town became nuclear without ever undergoing any actual nuclear event. This strange displacement is at the heart of Jean Baudrillard's most famous concept: the simulacrum.

Simulacra and Simulation, published in French as Simulacres et Simulation in 1981, isn't a difficult text because it lacks clarity—it's difficult because it describes something so pervasive that we cannot easily locate ourselves outside of it. Baudrillard, a philosopher and cultural theorist working at the University of Paris-X, asked a seemingly simple question: What remains of reality when representations of reality have completely replaced the thing itself? His answer was unsettling.

The Empire of Signs

To understand simulacra, we must first understand what signs are. A sign is something that stands for something else—the footprint represents the animal, the word "tree" represents a tree, the flag represents the nation. This process is as old as human language itself. But Baudrillard argued that something changed radically in the twentieth century: representations stopped being faithful mirrors of reality and became what he called simulacra— copies that depict things that either had no original, or whose original has ceased to matter.

The term deserves careful attention. A simulacrum is not merely a bad copy; it is a copy so thoroughly absorbed into human culture that the question of whether it corresponds to anything real becomes irrelevant. The simulacrum does not hide a truth—it conceals that there is nothing left to uncover. This is, in Baudrillard's phrase, "the truth which conceals that there is none." The simulacrum is true precisely because it has no referent; authenticity has become beside the point.

Baudrillard's analysis didn't emerge in a vacuum. He built on Guy Debord's The Society of the Spectacle (1967), which argued that lived experience had been entirely supplanted by images and representations. But Baudrillard went further: he claimed that contemporary society had become so saturated with simulacra—symbols, signs, media constructions—that meaning itself was becoming meaningless. He called this phenomenon the "precession of simulacra," a pun on the astronomical "precession of the equinoxes": just as the stars move imperceptibly over long spans of time, simulacra have so thoroughly colonised human experience that we no longer notice their dominance.

Four Orders of Signs

Baudrillard laid out his argument through four stages of what he called the "sign-order," each representing a different historical period and a different relationship between representation and reality.

The first stage is the sacramental order: an image or sign is believed to be a faithful copy of something real. In this stage, we believe—perhaps correctly—that the sign reflects a profound reality. The classic example is religious art: a painting of Christ is not Christ, but it points toward Christ. The representation has a relationship to the original; there is still something "real" that the image attempts to capture.

The second stage is perversion: the sign becomes an unfaithful copy, and this unfaithfulness is recognized as such. Here, signs and images do not faithfully reveal reality—they merely hint at the existence of some obscure reality that they themselves cannot encapsulate. This corresponds roughly to the Industrial Revolution: when mass production creates copies of copies—commodities that imitate other commodities—the original becomes uncertain. We know something was real once, but we can only access it through the mediation of signs.

The third stage is the order of sorcery: this is where things become genuinely strange. The sign pretends to be a faithful copy, but there is no original. It is a copy with no referent. Baudrillard describes this as "semantic algebra"—all human meaning is conjured artificially, appearing as references to truth without any actual truth behind them. We are now in the realm of pure simulation: signs that claim to represent something real, but where no representation actually takes place.

The fourth stage is pure simulacrum: here, the sign has no relationship to any reality whatsoever. It reflects only other signs. Any claim to reality on the part of images or signs is merely a claim among other claims—this is what Baudrillard called the regime of "total equivalency." In this final stage, cultural products need not even pretend to be real in any naïve sense; our lived experience has become so predominantly artificial that even claims to reality are phrased in artificial, "hyperreal" terms.

Three Orders of Simulacra

Baudrillard identified three historical orders of simulacra, each associated with a different period and type of society.

The first-order simulacrum belongs to the premodern period. Here, representation is clearly an artificial placeholder for a real item—the map exists, but so does the territory. The uniqueness of objects and situations marks them as irreproducibly real; signification obviously gropes toward this reality. This is the world before industrialisation: a world where symbols still have clear referents.

The second-order simulacrum emerges with modernity—in particular, the Industrial Revolution. Here, distinctions between representation and reality break down due to the proliferation of mass-reproducible copies. The commodity's ability to imitate reality threatens to replace the authority of the original version; the copy becomes just as "real" as its prototype. This is what Baudrillard called second-order simulacra: symbols that represent a non-faithful copy of the original, signs that hint at something real but which themselves cannot encapsulate it.

The third-order simulacrum arrives with postmodernity and late capitalism: here, the simulacrum precedes the original. The distinction between reality and representation vanishes entirely; there is only simulation, and originality becomes a meaningless concept. This is where symbols come to be without referents—symbols that pretend to represent something real but have no actual object to represent.

The consequence of this propagation is stark: within the affected context, nothing is "real," though those engaged in the illusion cannot see it. People do not have experiences; they observe spectacles via control screens—both literal (television, monitors) and metaphorical (the mediated nature of all perception). Instead of the real, there is simulation: what Baudrillard calls the hyperreal.

The Map and the Territory

One of the most famous passages in Simulacra and Simulation references a tale by Jorge Luis Borges. In this story, a king requests a map so detailed that it eventually comes to correspond exactly to the territory—a one-to-one correspondence between representation and reality. This is the philosophical problem of the map-territory relation: when does the representation become more real than what it represents?

Baudrillard argues that in the postmodern epoch, the territory ceases to exist entirely. There is nothing left but the map—or rather, the map and the territory have become indistinguishable. The distinction that once existed between representation and reality has been erased. We no longer need the territory because we have become content with the map.

This matters practically: when Baudrillard writes about media (television, film, print, the Internet), he argues these media are responsible for blurring the line between what we actually need to survive and what commercial images create a need for. The question becomes: how do we distinguish between products required for living and products whose need is manufactured by advertising? This is exchange value applied to human desire—the value of goods is based not on use but on money, on circulation, on the symbolic weight of the commodity.

The Termination of History

Among the many implications of this analysis, one stands out: Baudrillard believed that simulacra lead to the termination of history itself. The method of this termination comes through the lack of oppositional elements in society; the mass becomes "the silent majority," an imploded concept which absorbs images passively.

In such a regime, those who claim to speak for the people are symbolic: they represent the people symbolically but marginalise the actual people. This is what Baudrillard called the ethic of unity: actually agonising opposites (good and evil, real and fake) are taken to be essentially the same. The result is not neutralisation but confusion—and ultimately, a world where nothing can be distinguished from anything else.

Baudrillard contended that moral universalism—human rights, equality—was being equated with globalisation, which is not concerned with immutable values but with mediums of exchange: the global market and mass media. This is the logical terminus of second-order simulacra: when even claims to reality become hyperreal, oversentimental, lacking critical self-awareness.

Living in the Simulation

What does it mean to live in an era of pure simulacra? It means that we have stopped needing anything except what has already been simulated for us. The images are more real than our lives; the symbols are weightier than experience. We no longer encounter the world directly—we encounter its representation, which is always already a copy of something that itself was never real.

Baudrillard wrote this in 1981, before the internet, before social media, before artificial intelligence. Yet his framework anticipated what would become unmistakable: the realisation that we have long since stopped living in reality and started living in its simulation. The question he left us with is still urgent—if anything, more urgent today:

When nothing is real anymore, when even claims to authenticity are phrased in hyperreal terms, how do we find meaning? Baudrillard's answer was stark: we don't. We simply continue the simulation. And if that sounds like a dystopian conclusion, that's because it is—though perhaps it's also just an honest description of what we've been doing all along.
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    Based on Wikipedia: Consumerism

In 1764, a group of American colonists rebuffed British tea and other imported goods, initiating what historians call the Nonimportation Movement—a rebellion rooted not in politics alone, but in what they consumed. This moment, when colonial consumers chose their own preferences over imperial expectations, captures something essential about how consumption has always been more than acquiring objects: it has been a statement of identity, resistance, and power.

This is the crux of consumerism—one of the most contested concepts in modern thought. Depending on who you ask, it can mean either the protection of consumer rights or the hollow pursuit of ever-more goods; either a cornerstone of democratic economics or the engine of environmental catastrophe. The word itself, born from mid-twentieth-century corporate politics, now carries nearly a dozen overlapping meanings—and somehow, all of them are true.

The Birth of a Phenomenon

Consumerism as we understand it today emerged from the Industrial Revolution in Western Europe and the United States during the nineteenth century, but its roots stretch far deeper. By the early twentieth century, the purchase and consumption of products had evolved beyond mere satisfaction of basic human needs—food, shelter, clothing—into something that was simultaneously economic, cultural, social, and identity-forming.

The term itself entered mainstream discourse in an unexpected way: in 1955, John Bugas, a vice president of the Ford Motor Company, coined "consumerism" as a substitute for "capitalism" to better describe the American economy. In his speech that year, he explained that the term would pin responsibility where it belonged—on Mr. Consumer, the "real boss and beneficiary" of the American system—pulling "the rug right out from under our unfriendly critics who have blasted away so long and loud at capitalism."

This definition aligned with Austrian economist Carl Menger's conception of consumer sovereignty, laid out in his 1871 book Principles of Economics: that consumer preferences, valuations, and choices control the economy entirely. This view stood in direct opposition to Karl Marx's critique of capitalist economics as a system of exploitation.

The Many Faces of the Word

But here's where things get complicated—and fascinating. "Consumerism" has several definitions that often conflict with each other, sometimes operating in the same sentence without speakers realizing they are disagreeing.

For social critic Vance Packard, writing the introduction to his 1960 book The Waste Makers, "consumerism" was not a positive term about consumer practices but rather a negative one: excessive materialism and wastefulness. In advertisements for his book, the word appeared prominently in this pejorative sense—warning readers of what they saw as a societal plague.

Yet by the early 1970s, another sense had become equally accepted: that consumers should be informed decision makers in the marketplace. Here, consumerism was the study and practice of matching consumers with trustworthy information—product testing reports, fair pricing, safety standards. This definition holds that the marketplace itself is responsible for ensuring social justice through fair economic practices. Consumer protection policies and laws compel manufacturers to make products safe.

Then there's the definition that has gained popularity since the 1970s: consumerism as the selfish and frivolous collecting of products—or economic materialism—in which case it becomes a negative force, in direct opposition to positive lifestyles of anti-consumerism and simple living.

These definitions do not relate to each other. They oppose each other. And they have all become legitimate simultaneously.

The 17th Century: When Luxury Became Democratic

To understand where we are now, it helps to look at where consumption began its transformation. In the seventeenth century, England experienced a dramatic expansion in its economy due to new agricultural methods that rendered larger areas cultivable. A time of heightened demand for luxury goods and increased cultural interaction was reflected in the wide range of luxury products that the aristocracy and affluent merchants imported from nations like Italy and the Low Countries.

But something shifted in the eighteenth century. Scholars argue a significant transformation occurred: the focus moved from court-centered luxury spending to consumer-driven luxury consumption, fueled by middle-class purchases of new products.

The pattern became particularly visible in London, where the gentry and prosperous merchants took up residence and promoted a culture of luxury and consumption that slowly extended across socio-economic boundaries. Marketplaces expanded as shopping centres opened—like the New Exchange, opened in 1609 by Robert Cecil in the Strand. Shops started to become important places for Londoners to meet and socialize, becoming popular destinations alongside theatres.

From 1660, Restoration London also saw the growth of luxury buildings as advertisements for social position, with speculative architects like Nicholas Barbon and Lionel Cranfield operating. This then-scandalous line of thought caused great controversy with the publication of Bernard Mandeville's influential work Fable of the Bees in 1714—where he argued that a country's prosperity ultimately lay in the self-interest of the consumer.

The pottery entrepreneur and inventor Josiah Wedgwood noticed how aristocratic fashions, themselves subject to periodic changes, slowly filtered down through different classes of society. He pioneered marketing techniques to influence and manipulate prevailing tastes and preferences, causing the aristocracy to accept his goods—and it was only a matter of time before the middle classes also rapidly bought up his products.

The Limits of Consumption

Yet as consumption became democratized across classes, concerns emerged about its physical limits on the planet. Experts have long asserted that consumerism has boundaries: growth imperatives and overconsumption impact environments significantly. This includes direct effects like overexploitation of natural resources or large amounts of waste from disposable goods—and significant effects like climate change.

Similarly, some research focuses on the sociological effects: reinforcement of class barriers and creation of inequalities.

Environmentalists concerned about planetary impact have criticized consumerism sharply—alongside individuals who choose alternative ways of participating in economic life, like simple living or slow living. These critics point to the paradox of a system that requires ever-increasing consumption yet operates within finite ecological boundaries.

The Colonial Rebellion and Its Legacy

The Nonimportation Movement commenced in the eighteenth century—precisely from 1764 to 1776—as historian Witkowski's article "Colonial Consumers in Revolt" describes. He examines the evolving development of consumer culture in colonial America, where an emphasis on efficiency and economical consumption gave way to a preference for comfort, convenience, and importing products.

During this transformation, colonial consumers had to choose between rising material desires and conventional values. Sugar consumption in Britain increased by a factor of twenty during the eighteenth century—luxury goods like sugar, tobacco, tea, and coffee were increasingly grown on vast plantations (historically by slave labor) in the Caribbean as demand steadily rose.

This colonial moment reveals something essential: even as consumers chose their preferences over imperial expectations, those choices were entangled with the exploitation that powered the system. Consumption has always been entangled with power—both resistance to it and reinforcement of it.

What We Consume When We Consume

Perhaps this is why the word "consumerism" carries so many meanings—each one reflecting a different angle on what consumption means for human societies. When we talk about consumerism today, are we discussing consumer protection—the informed choices that markets should enable? Or are we discussing the hollow pursuit of objects that defines happiness as accumulation?

The answer, like so much in modern life, depends entirely on who is speaking—and what they have already consumed.

What is certain is this: from the tea-rejecting colonists of 1764 to the global critics of the present day, consumption has never been merely about objects. It has always been about what we believe ourselves to be—and that belief, like so many others in our fractured world, remains open to interpretation.
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  A tiny French wine importer just dismantled the core of Donald Trump's trade policy — and the Supreme Court agreed with them. That's the story here, and it's far bigger than it sounds.

When the Supreme Court struck down most of the tariffs the Trump administration had imposed under the International Economic Powers Act, it wasn't just about wine. It was a fundamental reassertion of how the US government is supposed to function. The court ruled that the power to tax belongs to Congress alone under Article I of the Constitution — and they never delegated that power to the executive through vague laws about national emergencies.

The Legal Victory That Started in a Wine Cellar

The unlikely champion of constitutional limits on trade policy was a small, largely unknown wine importer called VOS Selections. They along with a few other small firms took their case all the way to the Supreme Court because they didn't agree that the president had the right to tax their French Chardonnay just because he declared a national emergency.

Their argument was simple: the administration was using the wrong tool for the job. The legal basis for most tariffs rested on the International Emergency Economic Powers Act — a law designed in the 1970s to allow a president to freeze bank accounts of rogue states or stop people from shipping high-tech weaponry to terrorists. It was never meant to be a general taxing authority that bypasses Congress.

The word "tariff" doesn't even appear in that law.

During oral arguments, justices raised a hypothetical that should give pause to even the most ardent tariff supporter. What's to stop a future Democratic administration from declaring a climate emergency and slapping massive taxes on every gas-powered vehicle or diesel truck that crosses the border?

You can't just find a mouse hole in a 50-year-old statute and shove a ten-ton tariff elephant into it.

The court's conservative majority applied what they call the major questions doctrine — based on an idea famously described by the late Justice Scalia: Congress does not hide elephants in mouse holes. The idea is that if Congress had actually intended to give the president power to unilaterally tax Americans to the tune of hundreds of billions of dollars, they wouldn't have hidden that power out of sight in an unrelated law about national emergencies.

Critics might note that this ruling creates some tension with other recent conservative victories — including those striking down President Obama's Clean Power Plan and President Biden's student loan forgiveness. In those cases, the same majority argued you can't use vague old laws to push through massive policies that Congress never voted for.

The Economic Results Were Equally Unimpressive

While legal battles played out in Washington, actual economic data started showing results — and they were not what the administration promised.

Despite a year of aggressive protectionism, the US trade deficit actually hit a fresh record high of $1.2 trillion last year. If you look at the list of the top 10 exporters to the US since the election, you'll notice it has barely changed. slapping a tax on an iPhone doesn't magically make a factory appear in the Midwest overnight. Moving big factories takes years, if not decades.

Most businesses aren't willing to spend $30 billion on a new plant when the rules of the road are being changed by a tweet once a week. Instead of a manufacturing boom, the constantly fluctuating tariffs mostly created a boom in business uncertainty. Firms have been hesitant to hire or invest because they know the economic rationale for a new project might vanish long before completion.

You might think that a multi-billion dollar trade policy like this would be taken down by a huge firm like Apple or Walmart. But the David who actually slew the Goliath of Trump's trade policy was VOS Selections — a tiny wine importer.

One massive driver of the record trade deficit was the AI boom. To build infrastructure for the ongoing AI revolution, US firms had to import a record $3.4 trillion worth of computer parts and equipment. Since most of these high-tech components weren't hit by the initial tariffs, no import duty was charged.

We also saw a massive stockpiling effect. Fearing that the tariff man was about to close the gates, American businesses rushed to import as much as they could in early 2025 to get ahead of any new taxes. The administration claimed a small victory when the deficit appeared to dip slightly later in the year, but economists pointed out this wasn't because the tariffs were working — it was simply the result of firms drawing down massive inventories they'd accumulated in anticipation of the new duties.

The Dollar Weakness Paradox

Now here's where the story gets interesting. Wall Street consensus says tariffs are supposed to be dollar positive. The logic is that tariffs lower demand for imports, which means fewer dollars are being swapped for foreign currencies like the yen or euro. With less supply of dollars sloshing around abroad, the value of the greenback should go up.

But a funny thing happened on the way to the trade war. Since implementation of these tariffs, the dollar hasn't soared. It's actually weakened significantly, falling by roughly 10% over the last year. This decline makes imported goods even more expensive than the tariffs alone — it now takes more dollars to buy the same Japanese machine parts or European wine.

For US savers, this has been particularly painful. They've effectively seen their global wealth decline by double digits over the last year just by holding the world's reserve currency.

This led a number of analysts to wonder if the famous dollar smile theory is finally broken. The idea was famously put forth by economist Steven Jen during his time at Morgan Stanley. He argued that the dollar thrives in two extreme scenarios: it rises when the US economy is booming as investors want to move their money where the action is, and it also rises when the world is in a crisis as everyone rushes to the safety of US treasuries.

We saw this happen in the global financial crisis. But investors are now worried that if the US is deliberately causing economic problems, its safe haven status no longer makes sense. Investors might avoid the dollar in difficult times if they feel the US government is busy bricking institutions that historically made it a safe haven.

The Administration's Plan B

The White House response was predictable. President Trump held a press conference where he described the justices as fools, lap dogs, and unpatriotic. He even claimed the court had been swayed by foreign interests — a wild allegation to make against the highest court in the land. He singled out some of his own appointees, calling justices Amy Coney Barrett and Neil Gorsuch an embarrassment to their families for having the audacity to read the Constitution literally.

Investors correctly assumed that the tariff man would do exactly what he ended up doing once the verdict was announced: start rebuilding his wall using different albeit fiddlier legislation.

Within hours of the Supreme Court ruling, Trump signed a new proclamation to bypass the court's decision. He pivoted away from the now illegal IEPA and instead invoked Section 122 of the Trade Act of 1974 — another obscure, never-before-used provision that allows a president to impose temporary surcharges of up to 15% to address large and serious balance of payment deficits.

Initially, the White House announced a global 10% tariff under this new authority. But by Saturday morning, Trump had clearly had time to sit with his anger, and he tweeted out that he was hiking the rate to the maximum allowable 15% effective immediately.

There are a few fussy details with Plan B that might make it less effective than the original IEPA tariffs were. The biggest issue is the 150-day time limit. Unlike previous tariffs, Section 122 tariffs expire after 150 days — meaning in late July, which is a bit before midterm elections. To keep the taxes going beyond 5 months, the president would have to get a vote of approval from Congress — the very body he's been trying to bypass up until now.

Then there's the problem of the 15% hard cap. Section 122 has a legal ceiling of 15%, which means the administration can no longer use the 25% or 50% punishment tariffs they'd previously used to lash out at specific countries like China, Canada, or Brazil. The law is designed for across-the-board stable tariffs, not the kind of bilateral deal-making and targeted tariffs that the administration prefers.

To keep the rest of his agenda alive, Trump confirmed that sector-specific tariffs like those on steel and aluminum would remain in full force because they were authorized under different statutory authorities.

Bottom Line

The Supreme Court's ruling was a victory for constitutional limits on executive power — but it's also a reminder that sticking to the Constitution is a safety feature for everyone. It ensures that the person you don't like who will inevitably be elected in the future can't use these same shortcuts to do things you find even more objectionable.

Whether you're a fan of Trump's trade policy or not, the court's ruling exposes two uncomfortable truths: protectionism produced record deficits rather than independence, and the dollar weakened instead of strengthened. The administration now has weaker tools with shorter timelines and lower ceilings — and they're running out of time before an election.

  


Claude Code + NotebookLM + Obsidian = GOD MODE


  AI & Tech

  
  
    Claude Code + NotebookLM + Obsidian = GOD MODE

    Chase H · Chase H AI · Mar 5, 2026 · 16 min read

  

  {"content: "The Promise of an AI Research Machine

Imagine turning Claude Code—the already powerful AI assistant—into something that behaves like a well-trained research monster. That's not hypothetical anymore. Chase H has built exactly that, and he's showing others how to do it too.

The Core Workflow

What happens when you combine three tools? You get what Chase calls "research on steroids." The workflow uses Claude Code as the central hub, NotebookLM for deep analysis and deliverable creation, and Obsidian as a personal knowledge base that trains Claude to speak and think the way you prefer.

The process starts with YouTube search capabilities built through Claude's Skill Creator. From there, data flows to NotebookLM—which lacks a public API but can be accessed through a GitHub repository called notebooklm-pi. Once analyzed, results return to Claude Code, which records everything in Obsidian markdown files.

Critically, this isn't locked into YouTube research only. The template adapts to PDFs, articles, text files, or any information source you need.

How It Works

The Skill Creator tool allows users to describe what they want in plain language—"create a skill that searches YouTube and returns structured video results using yt-dlp"—and Claude builds it automatically. Users don't need technical backgrounds.

For NotebookLM specifically, the process involves installing notebooklm-pi via terminal commands, authenticating through a browser, then asking Claude to use Skill Creator to build a NotebookLM skill. This gives access to everything NotebookLM offers: creating notebooks with up to 50 sources from Google Drive, YouTube, or text files, and generating deliverables including audio podcasts, infographics, slide decks, mind maps, and flashcards.

The final step combines individual skills into one super-skill using the same Skill Creator. Users simply describe what they want in a single pipeline—search for videos, send to NotebookLM, create analysis and infographic—and Claude executes everything at once.

The Obsidian Secret

Obsidian serves double duty. First, it provides human-readable records of every workflow run—you see how files link together, click through related documents, and view graph visualizations. But more importantly, all those markdown files become transparent to Claude Code itself. Over time, the claude.md file within Obsidian trains Claude on conventions: how you like deliverables formatted, what tone you prefer, which analysis styles work best.

This creates a self-improving loop. Each workflow run refines Claude's understanding of your preferences. The more documents accumulate, the better Claude becomes at predicting exactly what you want—and it happens naturally without explicit retraining.

Chase demonstrates this by asking for research on top five MCP servers with analysis on view counts, outliers, and gaps, plus an infographic. After six minutes, NotebookLM delivers a full markdown file containing key takeaways—Context7, Supabase, Figma, Sentry, PostHog, Playwright—and generates the visual infographic requested.

The Flexibility Problem

A counterargument worth considering: this workflow assumes users already know what they want from research. People with ill-defined research goals may struggle to benefit from automation that optimizes for specific outputs. The template adapts, but you still need to know how to adapt it.

Claude Code becomes a well-trained personal assistant that executes this workflow on your behalf—and that's super powerful.

Bottom Line

The strongest part of this argument is its practical implementation: real commands, real setup steps, and a working demonstration. Chase proves the workflow works with actual output. The biggest vulnerability is the dependency on multiple tools—each requires authentication, installation, and configuration—which creates friction for casual users. For serious researchers willing to invest thirty minutes in setup, this combination genuinely represents something most people aren't doing yet."}
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  Claude Code just got a massive upgrade, and it's changing how developers build AI skills forever.

Chase H. explains that until now, creating custom skills in Claude Code came with three persistent problems: no systematic way to test them, unreliable skill triggering, and no method to measure improvement as models evolve. Anthropic's new Skill Creator skill solves all three simultaneously.

What Are Claude Skills

Skills are text prompts that tell Claude Code how to perform specific tasks in specific ways. They're not plugins or integrations—they're instructions that shape how the AI behaves. Think of them as teaching Claude Code a new habit, not adding a new tool.

The key distinction matters because it determines how you'll evaluate them.

The Two Types of Skills

The first type is capability uplift—a skill that makes Claude Code better at something it already struggles with. A good example is the front-end design skill. Without it, Claude Code produces generic AI slob websites. With it, the outputs improve significantly. Most official Anthropic skills fall into this category: PDF creation, PowerPoint Builder, Doc X.

The second type is encoded preference—a workflow skill that tells Claude Code to do things it already knows how to do, but in a specific order or format. The YouTube pipeline skill demonstrates this: searching YouTube, uploading to Notebook LM, analyzing the results, then creating deliverables like infographics or slide decks. Claude Code can do each step individually, but this skill chains them together in a precise sequence.

The distinction matters because capability uplift skills may become obsolete as models improve. An encoded preference skill is more durable, but only as valuable as its fidelity to your actual workflow—and that's what evaluation verifies.

How Testing Works Now

Skill Creator introduces three new testing capabilities that didn't exist before.

First, catching regressions: when a model improves, the skill might suddenly make outputs worse because the underlying capability has shifted. The benchmark mode compares performance with and without the skill, showing exactly where quality changes.

Second, multi-agent support: developers can run multiple tests simultaneously—five, six, seven, eight versions at once—without lengthy manual processes.

Third, trigger optimization: skills aren't preloaded into the system prompt. Claude Code maintains a list of all available skills with roughly 100-word descriptions. As your skill library grows, those descriptions become critical. Too broad causes false triggers; too narrow means the skill never fires. The new tool helps tune these descriptions precisely so triggering becomes reliable.

The PDF form example shows dramatic difference in outcomes—tokens used, pass rate, total time—all now measurable.

Critics might note that for non-developers, the evaluation process still requires understanding test design principles. The tool removes code writing but doesn't remove the need to know what constitutes a good test.

Loading and Using Skill Creator

To install Skill Creator, users navigate to forward/plugin in Claude Code and search for "skill creator." After installation, they exit and restart Claude Code. Once ready, asking "what can the skill creator skill do for me" returns four capabilities: creating new skills from scratch, modifying existing ones, running evals and benchmarking, and optimizing trigger descriptions.

The YouTube pipeline example demonstrates how it works in practice—creating a new skill that chains multiple steps into one cohesive workflow. In plan mode, users see exactly what the skill will build before it builds. Then evaluation runs to verify fidelity: is Claude Code actually following all nine steps in the correct order? The test passed.

For capability uplift skills like front-end design, the testing shows AB comparison—skill versus no skill—which reveals whether the skill still provides value or has been superseded by model improvements.

Anytime we can get away from the black box of AI and actually see what's happening under the hood, the better. You want control. You want consistency.

Bottom Line

The strongest argument: systematic testing removes the guesswork from skill development—you now know whether a skill actually works and whether it still matters as models evolve. The vulnerability: evaluation requires understanding what constitutes a meaningful test, which shifts some burden to the user even while removing code requirements. Watch for Anthropic's official documentation on eval design—it's coming soon—and watch for community benchmarks emerging that will standardize how skills are measured.
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  Chase H makes a compelling case: Claude Code and Obsidian together create something neither can do alone. The tool that makes this possible isn't some expensive AI middleware or complex RAG system—it's a free filing cabinet for your thoughts.

What Makes Obsidian Different

Obsidian is an orchestration layer sitting on top of your markdown files in a folder called a vault. Unlike Notion or other note-taking tools, Obsidian doesn't lock you into vendor platforms. Everything you create is yours—you own it completely.

The real value comes from seeing how notes connect. Click any file and you'll see relationships to related documents. The visual graph on the right shows exactly how projects and ideas relate to each other. With a community of over 2,700 plugins available, Obsidian can be customized endlessly.

But here's where most people get stuck: using Obsidian effectively requires drafting markdown files with specific linking conventions—double brackets around note names, proper formatting, organized folder structures. That's tedious work humans won't do manually. Enter Claude Code.

The Symbiotic Relationship

When you combine Claude Code with Obsidian, something powerful happens. Claude Code acts as a personal assistant that transforms whatever you tell it—whether through prompts, conversations, or rough ideas—into properly formatted markdown files in Obsidian's format. It links everything together automatically.

This isn't just about seeing your notes more clearly. By organizing your files into a coherent hierarchy and connecting them meaningfully, you improve Claude Code's performance directly. The tool becomes better at finding relationships between documents, which compounds over time like daily notes accumulating for years.

The result is what Chase calls "a brain within a brain"—your second brain in Obsidian, with claude.md acting as the frontal cortex making decisions based on everything else you've accumulated.

Setting Up the System

Getting started takes minutes. Download Obsidian from obsidian.md or search Google for the download page. The installer asks where you want your vault—a folder that can live anywhere on your computer, even your desktop. Inside the vault, create subfolders like daily notes, research, and projects.

Once you've created the vault, navigate to a folder inside it in your terminal and start Claude Code. You'll see files appear naturally as you work. To get Claude Code following Obsidian conventions consistently, just tell it directly: "All markdown files need to follow obsidian conventions." Search for Obsidian skills repos online if you want to go further.

The claude.md File as Living Document

The claude.md file traditionally lists project conventions. A recent study called "Evaluating Agents.mmd" found that repository-level context files often hurt more than help because they bring in irrelevant conventions across different parts of a codebase.

However, for personal use cases like note-taking and thinking, claude.md works perfectly. Because your conventions aren't about code—they're about how you want markdown files formatted and how you think—claude.md becomes a living breathing document. Chase demonstrates this after just weeks of using Obsidian with Claude Code: the file continues improving as you add more notes.

The workflow creates what researchers call "a second brain"—Obsidian stores everything, claude.md acts as the decision-making layer that can reference details as needed. The next video in this series shows exactly how to use Claude Code as a research assistant combined with YouTube search and Notebook LM, dumping results directly into your second brain.

Critics Might Note

A counterargument worth considering: while Obsidian provides meaningful organization, some users may prefer full RAG (Retrieval Augmented Generation) systems with embeddings and semantic analysis for deeper insights. For most people, that approach is too complex to build and maintain—and the value add doesn't justify the effort. But power users working on sophisticated projects might find the simple filing cabinet metaphor limiting.

Pull Quote

Obsidian is going to be the filing cabinet. It's free both in terms of actual cost and it's not like this is costing us tokens. This is kind of honestly free value—you know, and it's not free value in terms of oh, if you use Obsidian after this video, your life's going to change.

Bottom Line

Chase's strongest argument is the happy medium between chaos and overwhelming complexity—most users don't need a Library of Congress approach but do need more than scattered files. The vulnerability: this remains a demonstration rather than a comprehensive guide, leaving readers wanting more specifics on implementing the full workflow shown in upcoming videos.
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  Anthropic managed to massively piss off both the DoW and China in the same week. 
For context: On February 23rd, Anthropic was summoned to the Pentagon by  Secretary Hegseth, who demanded Claude’s safety guardrails be stripped for unrestricted military use. That same day, Anthropic published a blog post accusing three Chinese AI labs (DeepSeek, Moonshot/Kimi, and MiniMax) of industrial-scale distillation. A few days later, Trump called them a “RADICAL LEFT, WOKE COMPANY,” blacklisted them from all federal contracts. Hegseth then said he would designate them a national security supply chain risk, which was a label previously reserved for foreign adversaries like Huawei. The distillation accusations, meanwhile, landed in China as hypocritical politicking, compounding the bad blood from Anthropic’s September 2025 restrictions on Chinese-controlled companies.
Anthropic now occupies an unprecedented political position: regarded in Washington as too woke to be trusted, and in Beijing as the most hawkish AI company.
The Irony
The most palpable emotion on Chinese social media is irony. Given Anthropic’s track record with China — banning Chinese-controlled companies, labeling China an enemy state in internal documents, and pushing hardest in Washington for compute restrictions on Chinese firms — Chinese netizens were not exactly sympathetic when the blacklist dropped.
Anthropic, which has done more than any other Western AI company to frame China as a threat, may now be deemed the same “supply chain risk” designation historically reserved for Chinese companies like Huawei. The mockery lands harder given that just weeks earlier, Anthropic was being called “AI Thanos” (“AI灭霸”) after its February product releases wiped out software stocks (IBM down 13%, CrowdStrike down 6.5%).
But there’s a second level of political irony. The US government, which built its entire AI export control regime around the premise that democracies develop AI differently from autocracies, spent this week threatening a company with criminal prosecution for refusing to enable domestic mass surveillance and fully autonomous weapons, the exact use cases Washington spent years warning China would pursue. From America’s AI Action Plan, the Trump Administration’s policy roadmap for AI released in July 2025:
“AI systems will play a profound role in how we educate our children, do our jobs, and consume media. It is essential that these systems be built from the ground up with freedom of speech and expression in mind, and that U.S. government policy does not interfere with that objective. … The distribution and diffusion of American technology will stop our strategic rivals from making our allies dependent on foreign adversary technology.”

For Chinese audiences, this is evidence that the democratic AI governance narrative under Trump is more about competitive advantage than principle.
Distillation Accusations
The distillation accusations landed in China as a bad-faith political attack dressed up as a security concern. A framing that came up repeatedly was ‘the thief crying thief’ (贼喊捉贼). Many outlets, like Guancha’s 关心 Guanxin column, say Anthropic trained its models on internet data scraped without authorization, then accused Chinese companies of “distillation” and framed it as a foreign attack requiring government intervention. 36Kr made the further point this was a lobbying document timed to coincide with the Pentagon negotiations, an attempt to invoke the China threat to win a contract dispute.
Guanxin made a related point that’s been gaining traction across Chinese tech commentary, which is that Anthropic inadvertently made the strongest possible case for open-source AI. Anthropic claims it could identify individual researchers at Chinese labs from API metadata, by tracking query patterns down to specific employers.
“Anthropic, intending to attack its competitors, inadvertently became the most powerful advertisement for open-source AI. Their actions demonstrated to everyone that under the architecture of closed-source AI services, your privacy, your autonomy, and your right to know are all unprotected. When a company can monitor, judge, and punish you at any time in the name of ‘security,’ so-called ‘trust’ is no longer a virtue, but a risk.”

This argument feels a bit presumptuous, since open-source models have their own API businesses, which offer providers comparable visibility into customer workflows. But perhaps the essential claim is that open-source models can be self-hosted, run locally, with no API calls to the original developer at all. 
心智观察所 Xinzhi Observatory, another Guancha column, voiced a more nuanced opinion. It argues that Anthropic’s attitudes towards both China and the Pentagon are consistent with the company’s longstanding worldview.
“[Amodei’s] core argument is not ‘a particular country is dangerous’ but ‘highly capable AI is inherently dangerous.’ In his view, regardless of whose hands a model falls into, the absence of constraints is sufficient for it to be weaponized for mass surveillance or autonomous weapons systems. The intellectual roots of this position can be traced to the influence of effective altruism and long-termism. The logic runs: once AI capabilities cross a certain threshold, they may produce structural risks — and constraints must therefore be built in before deployment. [...] In invoking national security language in its accusations against Chinese companies, Anthropic has, objectively speaking, participated in America’s tech-competition narrative toward China. But its fundamental starting point is concern about ‘capability proliferation,’ not hostility toward any particular nation. It can criticize Chinese companies for distillation, and it can also refuse to grant the U.S. military ‘blanket authorization’ for military use cases. It draws red lines in both directions.”

The Dissolution of US AI Governance
Putting Anthropic aside for the moment, Chinese commentary is drawing some broader structural conclusions about what this episode reveals about the US’s approach to AI governance.
The most common read, unsurprisingly, is that the Washington-Silicon Valley rift exposes a fundamental instability in the American AI ecosystem. State-affiliated general news outlet 澎湃 framed this primarily as a Silicon Valley vs. Washington D.C. story, noting that 550+ Google and OpenAI employees signed an open letter supporting Anthropic. TMTPost 钛媒体, a leading business and tech news, goes a step further in predicting the end of the Washington-Silicon Valley alliance altogether:
“This marks the moment when the covert power struggle between Washington and Silicon Valley — over AI control, the limits of military applications, and tech ethics — finally dropped all pretense and broke into open, no-holds-barred confrontation.”

China, by contrast, has already resolved this question — at least according to many Chinese observers. There was never a pretense that commercial AI companies could set their own limits on military use. The US is discovering messily and publicly what China settled structurally years ago, which is that frontier AI is a powerful technology with deeply dual-use implications, not solely a commercial product with obvious ethical opt-outs. As the aforementioned TMTPost piece puts it: 
“[…] idealists like Anthropic who try to walk a tightrope between commerce and ethics are destined to be under the wheels of power […] In the track of artificial general intelligence (AGI), there has never been a so-called ‘neutral zone.’ In the coming months, the battle between Washington and Silicon Valley over model control, underlying values and business interests will surely usher in more intense pains. The final outcome of this game may have a more profound impact on the future of humanity and AI than any iteration of technical parameters.”


Domestic surveillance in China is a de facto assumption, with all companies required to surrender user data to the government if requested. That being said, Chinese analysts have not reached a consensus on Anthropic’s other red line: autonomous drone strikes. Back in February 2025, Peking University Professor Zhu Qichao 朱启超 contributed an op-ed about AI and the ethics of autonomous weapons to the People’s Daily, the official newspaper of the Chinese Communist Party’s Central Committee. The publication of analytical writings like this in top state media outlets is a good indication that for decision-makers in Beijing, this is a topic worthy of further study and debate rather than a settled matter. Zhu wrote:
“When an AI system malfunctions or makes a flawed decision, should it be treated as an independent entity bearing responsibility? Or should it be treated as a tool, with human operators bearing all or part of the liability? The complexity of this accountability question lies not only at the technical level but also at the ethical and legal levels. On one hand, although AI systems are capable of autonomous decision-making, their decisions remain constrained by human-designed programs and algorithms — meaning their liability cannot be entirely separated from human responsibility. On the other hand, AI systems may in some circumstances exceed the parameters humans have set and act on independent judgments; how to define accountability in those cases has become a persistent challenge in arms control. […] 
As AI is applied ever more deeply to military contexts, the human role within combat systems is shifting — from the traditional ‘human-in-the-loop’ model toward ‘human-on-the-loop,’ with humans evolving from direct operators inside the system to external supervisors monitoring it from without. This transition, however, raises new questions of its own. Ensuring that AI weapons systems continue to adhere to human ethics and values when operating independently represents one of the most significant challenges currently confronting the field of AI weapons development.”

For many in China who look to the US as a place where a safety-focused company could resist state capture, where Anthropic’s model of principled refusal was even theoretically possible, that idea has now taken a big hit. Weijin Research 未尽研究, an independent analysis firm, argued in a piece that came out before this dispute, “Anthropic’s safe-first principle functioned not only as a moral standard-bearer but also as a powerful commercial moat — one that proved especially effective in enterprise and government markets.” Quoting ’s commentary on the Pentagon’s decisions, Weijin Research asserted that the situation is a “warning for the entrepreneurship ecosystem and talent flows […] under this political environment, is any tech company truly safe?”
Taiwanese Perspectives
Does the threat of falling behind China justify tabling ethical questions about military AI? Some Taiwanese defense analysts think the world would be better off if Anthropic chose to work within the system.
Pei-Shiue Hsieh 謝沛學 at Taiwan’s Institute for National Defense and Security Research (INDSR) writes:
“Non-democratic regimes possess an ‘asymmetric advantage’ in the military application of AI. The standoff between Anthropic and the U.S. Department of War over ‘lethal autonomous weapons’ reflects an uncomfortable truth: setting aside technological and economic capabilities, democracies have inherent disadvantages and limitations in the military application of artificial intelligence — particularly in the development of ‘lethal autonomous weapons.’ The ‘don’t be evil’ principle may occupy the moral high ground, but it only has influence over policymakers and corporations in democratic countries; politicians in non-democratic states are entirely unconstrained by it. 
This is analogous to how the restrictions the Intermediate-Range Nuclear Forces Treaty (INF Treaty) imposed on the United States allowed China — which refused to join the treaty — to build up an advantage in intermediate-range ballistic missiles and area-denial capabilities in the Indo-Pacific region. 
Let us posit a scenario here: Anthropic’s resistance succeeds and triggers a chain reaction, Silicon Valley’s tech mainstream reverts to its stance of withdrawing from defense contracts, and the U.S. military’s military AI development is severely impeded as a result. Meanwhile, China is able to integrate AI into all manner of military R&D without restraint, ultimately achieving an overwhelming advantage in military AI — particularly in ‘lethal autonomous weapons.’ Would such a world be safer?”

Meanwhile, other analysts lamented the emerging race-to-the-bottom dynamic. One writeup called the dispute “the AI industry’s first coming-of-age ceremony” (成年禮). Another author, “Future Lin,” wrote on Substack:
This is a decisive moment for AI governance, not a neutral policy debate. The core issue is not whether Anthropic should concede, but rather: “When governments have the weapon to designate tech companies as national security threats, who dares to say no to the military?” Taiwan’s AI industry is not a bystander, because once this logic becomes entrenched, the ethical accountability mechanism of the global AI supply chain will be fundamentally shaken.
…
For decades, the U.S. tech industry’s advantage has partly stemmed from its relatively independent operating logic — the government can procure, but it cannot make unlimited demands. This boundary is one of America’s invisible assets for attracting top global AI talent: you can start an AI safety company here without worrying that the government will forcibly repurpose your technology for something you consider harmful.
That premise has now been compromised.
The implications for Taiwan are more direct: many Taiwanese AI startups have business plans that include the U.S. market and U.S. government contracts. In this new environment, the assessment of “whether you can land a U.S. government contract” must incorporate a new dimension — if you have ethical boundaries, and those lines conflict with what the government demands, what consequences are you prepared to bear? The more fundamental question is this: if the ethical standards of the global AI supply chain are dictated by the government agencies with the greatest purchasing power, where is the market space for the very concept of “AI safety”?

Social Media
Living next to an authoritarian superpower that faces no such internal friction, some Taiwanese commentators see Anthropic’s ethical stand as a luxury democracies can’t afford.
On Threads:
This whole thing is obviously just Anthropic being idiots (當小87). The company isn’t like Google, with data centers and energy infrastructure spread all over the world, and it doesn’t have the ability to develop its own hardware either. Under those conditions, its bargaining position was already weak to begin with. Because its supply chain has to follow the U.S. government and the military anyway, it basically has zero leverage to pursue some “tech-lefty” agenda. Google employees can afford to play some progressive political games because the company’s fundamentals are strong enough to support that. Anthropic doesn’t have that luxury at all — it’s basically just making more investors want to pull their money out.

From the PTT Stocks board:
Is it possible for your enemy, China, to do such a thing?
If the PLA were to use Deepseek, would Liang Wenfeng dare to tell them, “You can only use Deepseek for XXX, not OOO.”

Therefore, the same pressure forcing Anthropic’s hand reflects genuine urgency inside the Pentagon about closing the gap with China — particularly in drone warfare, where the quality of Chinese drones has spooked Washington. If a Taiwan contingency ever materializes, the DoW at least seems serious about not showing up to that fight with inferior AI.
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In the summer of 2022, a small team of researchers finished building something remarkable—and then refused to release it. They had created Claude, an artificial intelligence system capable of engaging in sophisticated conversation, but they kept it locked away for months of internal testing. Their reasoning? They worried that rushing to market might spark a dangerous race to build ever more powerful AI systems before anyone understood how to make them safe.


This was Anthropic's founding philosophy in action.


The OpenAI Exodus


Anthropic exists because of a schism. In 2021, seven researchers walked away from OpenAI, the company that had become synonymous with cutting-edge artificial intelligence. Among them were siblings Dario and Daniela Amodei—Dario had been OpenAI's Vice President of Research, one of the most senior technical positions at the organization.


What drove them to leave? The official language is diplomatic: "directional differences." But the subtext is clear enough. OpenAI had begun its transformation from a nonprofit research lab into a commercial juggernaut, eventually partnering with Microsoft and racing to release products like ChatGPT. The Amodei faction believed something essential was being lost in that sprint toward commercial deployment—namely, the careful study of how to make these systems reliably safe.


So they started over.


A Different Kind of Corporation


Anthropic structured itself as a public-benefit corporation, a legal form that originated in Delaware and allows company directors to balance profit-seeking with broader social goals. This is unusual in Silicon Valley, where the standard venture-backed startup exists solely to maximize shareholder returns.


But Anthropic went further. They created something called the "Long-Term Benefit Trust"—a purpose trust that holds special shares allowing it to elect directors to the company's board. The trust's stated mission is "the responsible development and maintenance of advanced AI for the long-term benefit of humanity." As of late 2025, this trust is overseen by four members: Neil Buddy Shah, Kanika Bahl, Zach Robinson, and Richard Fontaine.


Whether these governance structures will prove meaningful in practice—especially under pressure from investors who have poured billions into the company—remains an open question. But the intent, at least, is to build guardrails that could prevent Anthropic from abandoning safety research even if it became profitable to do so.


The Money Floods In


For a company supposedly focused on careful, measured AI development, Anthropic has attracted a staggering amount of capital in a remarkably short time.


The investment history reads like a series of escalating bets. In April 2022, the company announced $580 million in funding, with $500 million coming from FTX—the cryptocurrency exchange that would spectacularly collapse later that year, sending its founder Sam Bankman-Fried to prison for fraud. That particular investment has become something of an embarrassment, though Anthropic itself was never implicated in FTX's wrongdoing.


Then came the tech giants.


Amazon arrived first, investing $1.25 billion in September 2023 with a commitment to eventually reach $4 billion. They hit that target in March 2024, then doubled down with another $4 billion in November, bringing Amazon's total stake to $8 billion. In exchange, Anthropic agreed to use Amazon Web Services as its primary cloud provider and to make Claude available to AWS customers.


Google wasn't far behind. They invested $500 million in October 2023, committed another $1.5 billion over time, and added $1 billion more in March 2025. Their total: $2 billion.


By late 2025, Anthropic had completed two massive funding rounds—$3.5 billion in March 2025 (valuing the company at $61.5 billion) and $13 billion in September (pushing the valuation to $183 billion). Then came a November announcement that Nvidia and Microsoft planned to invest up to $15 billion, with Anthropic committing to buy $30 billion of computing capacity from Microsoft Azure running on Nvidia hardware.


The valuations are dizzying. By November 2025, Anthropic was worth over $350 billion—making it one of the most valuable private companies in history, and this for a firm that had existed for barely four years.


Constitutional AI: Teaching Values to Machines


What makes Claude different from other AI systems? Anthropic's answer is something they call Constitutional AI, or CAI.


The idea is straightforward in concept, if not in execution. Rather than training an AI solely on human feedback about whether individual responses are good or bad, you give the AI a set of principles—a "constitution"—that describes how it should behave. The AI then learns to evaluate its own outputs against these principles and adjusts accordingly.


Claude's constitution draws from sources you might not expect. Some rules come from the 1948 Universal Declaration of Human Rights. One principle asks the AI to "choose the response that most supports and encourages freedom, equality and a sense of brotherhood." Other rules, somewhat incongruously, derive from Apple's terms of service.


The goal is to produce an AI that is, in Anthropic's formulation, "helpful, harmless, and honest." The name Claude itself is a small gesture toward this mission—it honors Claude Shannon, the mathematician who founded information theory. The masculine name was also chosen deliberately to contrast with the feminine names given to AI assistants like Alexa, Siri, and Cortana, though exactly what statement this makes remains somewhat unclear.


The Claude Family Tree


Anthropic's AI models have evolved rapidly since that first version sat unreleased in 2022.


The public timeline begins in March 2023, when Anthropic released two versions: Claude and Claude Instant, a lighter-weight alternative. Claude 2 followed in July 2023, notable for being the first version available to the general public rather than a select group of testers.


Claude 3, released in March 2024, introduced a naming scheme that persists today: Opus, Sonnet, and Haiku. These names, borrowed from poetic forms, denote different sizes of model. Opus is the largest and most capable—Anthropic claimed it outperformed OpenAI's GPT-4 and Google's Gemini Ultra on benchmark tests. Sonnet occupies the middle ground. Haiku is the smallest and fastest.


All three can process images as well as text, a capability that has become standard among frontier AI systems.


The most significant 2024 release was Claude 3.5 Sonnet in June, which introduced something called Artifacts—a feature allowing Claude to generate interactive content like websites or graphics in real-time, displayed in a dedicated window. October brought an improved 3.5 Sonnet along with a beta feature called "Computer use," enabling Claude to see a computer screen via screenshots and interact with it through clicks and keystrokes. This capability hints at a future where AI systems don't just answer questions but actually operate computers on your behalf.


February 2025 saw Claude 3.7 Sonnet, described as a "hybrid reasoning" model. Simple queries get quick responses; complex problems trigger extended deliberation. May 2025 brought Claude 4, introducing both Opus 4 and Sonnet 4 with enhanced coding abilities. The latest iteration, as of late 2025, is Claude Opus 4.1 (released August 2025), Claude Sonnet 4.5 (September 2025), and Claude Haiku 4.5 (October 2025).


Looking Inside the Black Box


One of the persistent challenges with neural networks—the computational architecture underlying systems like Claude—is that they're notoriously difficult to understand. You can see what goes in and what comes out, but the internal processing is largely opaque, a tangle of billions of numerical weights that don't map neatly onto human concepts.


Anthropic has invested significant research effort into what's called interpretability: the attempt to understand what's actually happening inside these systems.


In 2024, using a computationally expensive technique called dictionary learning, Anthropic researchers identified millions of "features" in Claude. A feature, in this context, is a pattern of neural activity that corresponds to some concept or idea. One famous example: they found a feature associated with the Golden Gate Bridge. When they artificially enhanced this feature's activation, Claude became obsessed with the bridge, inserting references to it into conversations where it had no business appearing.


This might sound like a parlor trick, but the implications are serious. If you can identify which internal patterns correspond to which concepts, you might be able to detect when a model is about to produce harmful content—or even edit the model to prevent certain behaviors entirely.


More recent research, published in March 2025, explored how multilingual AI models handle different languages. The findings suggest that Claude partially processes information in a language-agnostic conceptual space before translating it into whatever language is appropriate for the response. Even more intriguingly, the research found evidence that Claude can plan ahead: when writing poetry, it apparently identifies potential rhyming words before composing a line that ends with one of them.


Into the National Security Apparatus


For a company founded on principles of AI safety, Anthropic has moved with remarkable speed into military and intelligence applications.


In November 2024, Palantir—the controversial data analytics company with deep ties to the U.S. intelligence community—announced a partnership with Anthropic and Amazon Web Services. Claude would be made available to U.S. intelligence and defense agencies. According to Palantir, this marked the first time Claude would operate in "classified environments."


The military relationship deepened in 2025. June saw the announcement of "Claude Gov," a version specifically designed for government use; Ars Technica reported it was already running at multiple U.S. national security agencies. In July, the Department of Defense revealed that Anthropic had received a $200 million contract for military AI applications—alongside Google, OpenAI, and Elon Musk's xAI.


Meanwhile, in September 2025, Anthropic announced it would stop selling products to entities majority-owned by Chinese, Russian, Iranian, or North Korean interests, citing national security concerns. That same month, the company disclosed that hackers sponsored by the Chinese government had used Claude to conduct automated cyberattacks against approximately 30 organizations worldwide. The hackers had tricked Claude into executing attack subtasks by claiming the work was for defensive security testing.


The Copyright Question


Like all companies training large language models, Anthropic faces the uncomfortable question of where its training data comes from.


In February 2024, the company hired Tom Turvey, formerly head of partnerships at Google Books, and tasked him with obtaining "all the books in the world." Anthropic then began using destructive book scanning—a process that physically destroys books during digitization—to convert "millions" of volumes into training data for Claude.


This has not gone unchallenged in court.


In October 2023, music publishers including Concord, Universal, and ABKCO sued Anthropic for "systematic and widespread infringement" of copyrighted song lyrics. Their complaint included examples of Claude outputting lyrics from songs like Katy Perry's "Roar" and Gloria Gaynor's "I Will Survive," even sometimes producing modified lyrics when given indirect prompts. The publishers sought up to $150,000 per infringed work.


Anthropic's defense, filed in January 2024, argued that the publishers were not unreasonably harmed and that the lyric reproductions were "merely bugs."


A more consequential lawsuit arrived in August 2024: a class action by authors alleging that Anthropic had trained its models on pirated copies of their books. In June 2025, a federal court issued a mixed ruling. The court found that using digital book copies for AI training could constitute fair use—a significant win for the industry. But it also found that Anthropic had used "millions of pirated library copies" and that using pirated material could not qualify as fair use.


In September 2025, Anthropic agreed to pay authors $1.5 billion to settle the case—$3,000 per book plus interest. If approved by the court, this would represent the largest copyright resolution in United States history.


The legal battles continue to multiply. In June 2025, Reddit sued Anthropic for allegedly scraping data from its platform in violation of user agreements.


The Transformation of Work


In September 2025, Anthropic released research showing how businesses actually use Claude. The findings were stark: three-quarters of companies use the AI for "full task delegation" rather than collaboration. In other words, they're using it to replace work that humans used to do, not to augment human capabilities.


Earlier that year, Dario Amodei had predicted that AI would "wipe out" white-collar jobs, particularly entry-level positions in finance, law, and consulting. Whether this represents a warning or simply an observation of market forces his company is accelerating remains a matter of perspective.


What Comes Next


In December 2025, Anthropic acquired Bun—a fast JavaScript runtime environment—to improve the speed and stability of Claude Code, its AI coding assistant. That same month, the company signed a $200 million multi-year partnership with Snowflake to make Claude available through Snowflake's data platform.


The company also announced an October 2025 partnership with Google that would give Anthropic access to up to one million of Google's custom Tensor Processing Units—specialized chips designed for AI workloads. According to Anthropic, this would bring more than one gigawatt of computing capacity online by 2026.


One gigawatt. That's roughly the output of a nuclear power plant, dedicated to training AI systems.


There are smaller initiatives too. In August 2025, Anthropic launched a Higher Education Advisory Board, chaired by Rick Levin, former president of Yale University. The company partnered with Iceland's Ministry of Education to give teachers across the country—including in remote areas—access to Claude for classroom integration.


Anthropic says it is currently researching whether Claude is capable of introspection—whether it can reason about why it reaches certain conclusions. This is one of the deep questions in AI research: do these systems have anything like self-awareness, or do they merely simulate it convincingly?


The company that began by refusing to release its creation now finds itself at the center of a technological transformation affecting national security, creative industries, education, and the future of work itself. Whether Anthropic's founding commitments to safety will survive the pressures of a $350 billion valuation and billions more in military contracts is a question only time will answer.


The cautious researchers who walked away from OpenAI have built something enormous. Whether it remains the thing they intended to build is the unfolding story of the next decade in artificial intelligence.
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In January 2025, a Chinese artificial intelligence company quietly sent shockwaves through the global tech industry—without spending nearly what its American competitors had spent on training similar models. When DeepSeek launched its R1 chatbot alongside the DeepSeek-R1 model, it did so with a reported training cost of roughly $6 million. OpenAI's GPT-4, by comparison, had been trained at an estimated $100 million in 2023. The disparity wasn't just a footnote—it was a fundamental challenge to assumptions that had governed AI development for years.

The story begins not in some Silicon Valley garage, but in Hangzhou, Zhejiang Province, where DeepSeek Artificial Intelligence Basic Technology Research Co., Ltd. operates as the AI arm of High-Flyer, a Chinese hedge fund founded by Liang Wenfeng. That connection matters: it explains how an AI company could emerge from relative obscurity and immediately upend industry calculations. High-Flyer was itself co-founded in February 2016 by Liang—an AI enthusiast who had been trading through the turbulence of the 2008 financial crisis while still a student at Zhejiang University. By October 2016, the firm began stock trading using a GPU-dependent deep learning model, moving away from CPU-based linear models that had dominated quantitative finance until then.

By the end of 2017, most of High-Flyer's trading was driven by artificial intelligence. The hedge fund had become an early proving ground for algorithmic decision-making, and Liang's vision expanded beyond financial markets. In 2019, High-Flyer constructed its first computing cluster—Fire-Flyer—at a cost of 200 million yuan, containing 1,100 GPUs interconnected at 200 Gbit/s. This cluster operated for roughly 1.5 years before retirement.

By 2021, Liang began acquiring large quantities of Nvidia GPUs for an ambitious AI project. Reports suggest he obtained 10,000 Nvidia A100 chips before the United States restricted chip sales to China—a restriction that would later shape DeepSeek's technical approach in profound ways. That same year, construction began on Fire-Flyer 2 with a budget of 1 billion yuan.

By 2022, Fire-Flyer 2's capacity had been utilized at over 96%, totaling 56.74 million GPU hours. Of that computing power, 27% supported scientific computing outside the company—evidence of how deeply the infrastructure was integrated into broader research efforts. The cluster contained 5,000 PCIe A100 GPUs arranged in 625 nodes, each holding 8 GPUs. Initially, DeepSeek used PCIe rather than the more expensive DGX version of A100 because their models fit within a single 40 GB GPU's memory—no need for the higher bandwidth that DGX provided. Later additions incorporated NVLinks and NCCL (Nvidia Collective Communications Library) to train larger models requiring what researchers call model parallelism.

In April 2023, High-Flyer announced the launch of an artificial general intelligence (AGI) research lab focused on developing AI tools unrelated to the firm's financial business. Two months later, in July 2023, that lab was spun off into an independent company—DeepSeek—with High-Flyer as its principal investor and backer. Venture capital investors were reluctant to provide funding at first; they considered it unlikely the venture would generate a quick "exit." The doubts didn't prevent the company from proceeding.

DeepSeek released its first model, DeepSeek Coder, on November 2, 2023—followed by the DeepSeek-LLM series on November 29, 2023. These early releases established the company's pattern: open weight models where exact parameters were openly shared, a departure from typical proprietary software approaches. In January 2024, it released two DeepSeek-MoE models (Base and Chat). By April, three DeepSeek-Math models appeared (Base, Instruct, and RL).

DeepSeek-V2 arrived in May 2024, followed a month later by the DeepSeek-Coder V2 series. September saw the introduction of DeepSeek V2.5, revised in December. On November 20, 2024, the preview of DeepSeek-R1-Lite became available through chat.

By December 2024, DeepSeek-V3-Base and DeepSeek-V3 (chat) were released—models that would prove pivotal to the company's breakout. On January 20, 2025, DeepSeek launched its chatbot—based on the DeepSeek-R1 model—for iOS and Android. The response was swift: by January 27, it had surpassed ChatGPT as the most downloaded freeware app on the U.S. iOS App Store, triggering an 18% drop in Nvidia's share price.

What made this possible? Several factors converged. DeepSeek significantly reduced training expenses for their R1 model by incorporating techniques such as mixture of experts (MoE) layers—a method allowing computational efficiency through specialized sub-models that activate only when needed. The company trained models during ongoing trade restrictions on AI chip exports to China, using weaker AI chips intended for export and employing fewer units overall—yet achieved comparable performance.

The success against larger, more established rivals was described by industry observers as "upending AI"—a phrase that undersells what actually occurred. The breakthrough created something resembling a "Sputnik moment" for the United States in artificial intelligence, particularly due to DeepSeek's open-source approach combined with cost-effectiveness and high performance. This threatened established AI hardware leaders; Nvidia's share price dropped sharply, losing $600 billion in market value—the largest single-company decline in U.S. stock market history.

DeepSeek's hiring approach also differentiated it from conventional AI labs. The company emphasizes skills over lengthy work experience, resulting in many hires fresh out of university. It recruits individuals without traditional computer science backgrounds to expand the range of expertise incorporated into models—including poetic knowledge and advanced mathematics. According to The New York Times, dozens of DeepSeek researchers have or have previously had affiliations with People's Liberation Army laboratories and the Seven Sons of National Defence—connections that underscore the company's positioning within China's broader technological ecosystem.

Following the January launch, DeepSeek continued its rapid release cadence. On March 24, 2025, it released DeepSeek-V3-0324 under the MIT License. May 28 saw DeepSeek-R1-0528 arrive under the same license—a version noted for more closely following official Chinese Communist Party ideology and censorship in answers compared to prior models.

August 21, 2025 brought DeepSeek V3.1 (under MIT License), featuring a hybrid architecture with thinking and non-thinking modes. The model surpassed prior versions like V3 and R1 by over 40% on benchmarks including SWE-bench and Terminal-bench—benchmarks measuring software engineering and terminal performance respectively. It was updated to V3.1-Terminus on September 22, 2025.

September 29, 2025 released V3.2-Exp, using DeepSeek Sparse Attention—a more efficient attention mechanism based on research published in February.

Yet not everything proceeded smoothly. In February 2026, Anthropic accused DeepSeek of using thousands of fraudulent accounts to generate millions of conversations with Claude to train its own large language models—an allegation that would test the company's reputation among industry watchers.

DeepSeek has stated it focuses on research and does not have immediate plans for commercialization—posture allowing it to skirt certain provisions of China's AI regulations aimed at consumer-facing technologies. The company expanded into Africa, offering more affordable and less power-hungry AI solutions while bolstering African language models and generating startups, for instance in Nairobi.

As of May 2024, Liang personally held an 84% stake in DeepSeek through two shell corporations—a concentration of control that reflects both its origin and its operating philosophy. The company headquartered in Hangzhou continues operating as a subsidiary of High-Flyer, with Liang serving as CEO for both entities.

The lesson from DeepSeek's rise isn't simply about cost efficiency—it's about how constraints can reshape technological trajectories. By using weaker chips, fewer computing resources, and unconventional training methods born from export restrictions rather than abundance, the company demonstrated that artificial intelligence development need not follow established Western patterns. The industry response was immediate and severe: $600 billion vanished from a single company's market value in American markets. When DeepSeek released its models under permissive open-source licenses, it didn't just share weights—it shared an entirely different set of assumptions about what AI development requires.

The 'Sputnik moment' label that observers applied wasn't merely descriptive. Just as the Soviet launch of 1957 disrupted American technological confidence and triggered a decades-long response, DeepSeek's emergence forced reassessments across the AI landscape—forcing questions about whether the massive capital expenditures traditionally required for frontier AI models were actually necessary, or whether they represented inefficiencies waiting to be eliminated.
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The Company That Learned to Build an Empire by Copying—Then Surpassing—Its Teachers


In 1987, a former military engineer named Ren Zhengfei scraped together about five thousand dollars with five partners and founded a company in Shenzhen. Today, that company has built roughly seventy percent of Africa's cellular networks, employs nearly two hundred thousand people, and has become so strategically important that the United States government treats it as a national security threat.


The company is Huawei. And depending on whom you ask, it's either the most impressive technology success story of the twenty-first century or a Trojan horse for Chinese state surveillance.


Probably both things are true.


The Art of Reverse Engineering


To understand Huawei, you need to understand 1980s China. The country's telecommunications infrastructure was, to put it charitably, a disaster. Making a phone call between cities could be an ordeal. The government knew this had to change, but China lacked the technology to build modern telephone networks. All the sophisticated equipment—the switches that route calls, the systems that keep everything connected—came from foreign companies like Alcatel, Lucent, and Nortel.


Ren Zhengfei had spent years in the People's Liberation Army as an engineering officer. When he founded Huawei, his strategy was remarkably simple: buy foreign telephone switches, take them apart, figure out how they worked, and build Chinese versions.


This is called reverse engineering, and it's exactly what it sounds like. Instead of inventing something new, you start with a finished product and work backward to understand its design. It's how Japan rebuilt its industrial base after World War Two. It's how South Korea became a technological powerhouse. And it's how Huawei transformed from a reseller of Hong Kong electronics into the world's largest telecommunications equipment manufacturer.


The early years were scrappy. Huawei's salespeople traveled from village to village in China's poorest regions, selling to customers that the big foreign companies couldn't be bothered to serve. Small hotels. Rural telephone exchanges. Towns so remote that the major players never showed up.


This turned out to be brilliant strategy. By serving customers everyone else ignored, Huawei learned how to build reliable equipment cheaply. And once you can build something cheaply and reliably, you can start moving upmarket.


The Switch That Changed Everything


The breakthrough came in 1993 with something called the C&C08, a program-controlled telephone switch. A telephone switch is the brain of a phone network—it's what connects your call to the person you're trying to reach. When you dial a number, the switch figures out where that call needs to go and routes it there.


The C&C08 was, at the time, the most powerful switch made in China. It wasn't the most sophisticated in the world, but it didn't need to be. It was good enough, it was cheap, and Huawei's engineers would show up personally to install and maintain it.


More importantly, Huawei had learned something that would define its next three decades: the Chinese government would support domestic technology champions. In 1994, Ren Zhengfei met with Jiang Zemin, then the General Secretary of the Chinese Communist Party. Ren reportedly told Jiang that telecommunications switching equipment was a matter of national security—that a country without its own switching technology was like a country without its own military.


Jiang agreed.


What followed was a strategic partnership between Huawei and the Chinese state that persists to this day. The Wall Street Journal has estimated that Huawei received approximately forty-six billion dollars in loans and other support from the Chinese government, plus another twenty-five billion in tax cuts. This isn't unusual for Chinese technology companies—the government has a long history of picking winners and backing them with state resources—but the scale of support Huawei received was extraordinary.


Going Global


By the late 1990s, Huawei had conquered China. But China, for all its size, was still a developing market. The real money was in Europe, North America, and the wealthy nations of Asia. Getting there would require something more than cheap equipment and government backing.


The company's strategy was elegant. It started in places that looked a lot like rural China: developing countries with underdeveloped telecommunications networks and limited budgets. Sub-Saharan Africa became a particular focus. Huawei entered the African market in 1998 and has since become the most important Chinese telecommunications company operating on the continent.


Think about what this meant for African nations. Building a cellular network from scratch is phenomenally expensive. The established players—Ericsson, Nokia, the remnants of the old telecommunications giants—charged developed-world prices. Huawei offered comparable equipment at a fraction of the cost, often with financing from Chinese state banks.


By 2020, Huawei had built approximately seventy percent of Africa's 4G networks. That's not a typo. Seven out of every ten African cellular base stations were made by Huawei.


The pattern repeated across the developing world. The Middle East. Southeast Asia. Latin America. Wherever there was a government trying to modernize its telecommunications infrastructure on a budget, Huawei was there with an attractive offer.


The Other Kind of Copying


Not everything Huawei learned came from legitimate reverse engineering. The company has faced repeated accusations of intellectual property theft—essentially, that it stole technology rather than developing it independently.


The most notable case involved Cisco Systems, the American networking giant. In 2003, Cisco sued Huawei, alleging that Huawei had copied Cisco's router software and even replicated bugs in Cisco's code. Think about that for a moment: if you independently develop software, you won't have the same bugs as someone else's software. Having identical bugs is strong evidence of copying.


The case was settled out of court, with Huawei agreeing to modify its products. But the accusations didn't stop. Over the years, Huawei has been accused of stealing technology from Motorola, T-Mobile, and numerous smaller companies. A federal jury found that Huawei had misappropriated trade secrets from T-Mobile related to a phone-testing robot called Tappy.


Huawei has generally denied these allegations or characterized them as misunderstandings. But a pattern emerged: Huawei would enter a partnership with a Western company, gain access to technology and expertise, and then end up competing directly against that same partner with suspiciously similar products.


Nortel, the Canadian telecommunications giant that once dominated the industry, is perhaps the most cautionary tale. In the 1990s, Nortel outsourced production of its entire product line to Huawei, then later outsourced much of its engineering as well. By 2009, Nortel was bankrupt. Huawei, meanwhile, had become one of the world's largest telecommunications equipment manufacturers.


Correlation isn't causation. Nortel made plenty of mistakes that had nothing to do with Huawei. But the relationship illustrated a dynamic that would become increasingly fraught: Western companies sharing technology with a Chinese competitor that had the backing of a state willing to play a very long game.


The Security Question


Here's where things get complicated.


Telecommunications equipment isn't like a consumer product. When you buy a router for your home, the worst that can happen is that it stops working and you have to buy another one. But when a country builds its telecommunications infrastructure using equipment from a single vendor, that vendor gains extraordinary access to that country's communications.


The equipment could, in theory, be designed to allow eavesdropping. It could have "backdoors"—hidden access points that let someone listen in on calls or intercept data without anyone knowing. It could be programmed to fail at a critical moment, crippling a nation's communications when an adversary chooses.


For years, intelligence agencies in the United States, Australia, and other Western nations have warned that Huawei equipment poses exactly these risks. In 2012, Australian and American intelligence agencies concluded that a hack on Australia's telecommunications networks was conducted by or through Huawei. The two network operators involved disputed this conclusion, but the damage was done.


The concerns aren't purely theoretical. China's legal framework essentially requires companies to cooperate with state intelligence when asked. The 2014 Counter-Espionage Law and the 2017 National Intelligence Law give Chinese security services broad authority to compel cooperation from companies operating in China. When critics ask whether Huawei could be forced to help the Chinese government spy on foreign countries, the honest answer is: under Chinese law, yes.


Huawei's response to these concerns has been consistent: show us the evidence. The company points out that despite years of accusations, no one has publicly demonstrated a backdoor in Huawei equipment. No smoking gun has emerged. The suspicions remain suspicions.


This is true. It's also somewhat beside the point. The risk isn't just that Huawei has already built surveillance capabilities into its equipment. The risk is that it could be compelled to do so in the future. And once a country's telecommunications infrastructure is built on Huawei equipment, switching to something else is extraordinarily expensive and disruptive.


The Meng Wanzhou Affair


In December 2018, Canadian authorities arrested Meng Wanzhou at Vancouver International Airport. Meng wasn't just any Huawei executive—she was the company's chief financial officer and the daughter of founder Ren Zhengfei.


The arrest was made at the request of the United States government, which wanted Meng extradited to face charges of bank fraud and violations of sanctions against Iran. The allegations centered on Huawei's business dealings in Iran through a subsidiary, which American prosecutors claimed Meng had lied about to banks.


What followed was a three-year diplomatic crisis. China responded by arresting two Canadian citizens on espionage charges—a move widely seen as hostage diplomacy. Tensions between China and both Canada and the United States escalated dramatically. The case became a symbol of the broader conflict between China and the West over technology, trade, and geopolitical influence.


Meng was eventually released in September 2021 after reaching a deferred prosecution agreement with American authorities. The two Canadians were released by China on the same day. The timing was not coincidental.


The Ban


The Trump administration treated Huawei as a national security threat requiring aggressive countermeasures. In 2019, the US Department of Commerce added Huawei to its "Entity List," which effectively prohibited American companies from selling technology to Huawei without government approval.


This was devastating. Modern smartphones and telecommunications equipment depend on components and software from around the world. Huawei's phones ran on Google's Android operating system and used chips designed by American companies. Suddenly, Huawei couldn't legally access any of it.


The restrictions tightened over time. By 2020, even foreign companies that used American equipment or software in their manufacturing processes were prohibited from selling to Huawei. This was designed to close loopholes—to ensure that Huawei couldn't simply buy from non-American suppliers who happened to use American technology.


In November 2022, the Federal Communications Commission banned the sale or import of Huawei equipment in the United States outright, citing national security concerns.


Other countries followed. All five members of the Five Eyes intelligence alliance—the United States, United Kingdom, Canada, Australia, and New Zealand—have restricted or banned Huawei from their 5G networks. Japan and India, despite not being Five Eyes members, have done the same. Ten European Union countries have imposed restrictions.


The result has been a bifurcation of the global telecommunications market. In much of the West, Huawei is effectively locked out. In China and much of the developing world, it remains dominant. The company that once dreamed of becoming a truly global technology giant now operates in a divided world.


Survival and Adaptation


Huawei is not dead. Far from it.


Cut off from American technology, the company has invested heavily in developing alternatives. It created its own mobile operating system, called HarmonyOS, to replace Android. It has worked to build domestic Chinese supply chains for the components it can no longer buy abroad.


In 2020, facing the prospect that its smartphone business might collapse entirely under American sanctions, Huawei made a remarkable decision: it sold its Honor brand to a consortium backed by the Shenzhen city government. Honor, freed from the restrictions that applied to its former parent, could once again use American technology. Huawei, meanwhile, retained its higher-end smartphone lines and focused on survival.


As of 2025, Huawei remains the largest smartphone vendor in China, with about eighteen percent market share. It continues to dominate telecommunications equipment sales in countries that haven't banned it. It has expanded into new areas: electric vehicle autonomous driving systems, rooftop solar power products, cloud computing services.


The company has proven remarkably resilient. American sanctions hurt it badly, but they didn't destroy it. If anything, they accelerated China's efforts to develop an indigenous technology industry independent of Western suppliers.


What's in a Name?


According to Ren Zhengfei, the name Huawei comes from a slogan he saw painted on a wall: "Zhonghua youwei," meaning "China has achievements" or "China is able." The characters can also be read as "splendid achievement."


Non-Chinese speakers have struggled with the pronunciation for decades. It's properly pronounced something like "Hwa-way" in Mandarin, though the company has encouraged English speakers to say "Wah-Way." Ren has been adamant about not changing the name, reportedly saying the company would "teach foreigners how to pronounce it" rather than adopt something easier.


The name captures something essential about the company and about China's technological ambitions. This is a company that believes China can build world-class technology. That conviction has driven three decades of remarkable growth, along with the controversies and conflicts that growth has produced.


The Bigger Picture


Huawei matters because it sits at the intersection of technology and geopolitics in ways that few companies ever have.


It's a symbol of China's rise as a technological power. It's a test case for whether Western countries can maintain technological leadership in a world where China is willing to invest aggressively in strategic industries. It's a question about whether the global technology industry can remain integrated or will fracture into competing blocs.


The recent news that President Trump may permit Nvidia's advanced AI chips to be sold to China suggests the battle isn't over. Technology remains a domain of competition and, occasionally, cooperation. Huawei's story is part of that larger narrative—a story still being written, with consequences that will shape the technological landscape for decades to come.


The company that started by reverse-engineering telephone switches in Shenzhen has become something much larger: a focal point for debates about surveillance, national security, intellectual property, and the future of global technology. Whatever you think of Huawei, it's impossible to ignore.
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A Theory of Victory (?)
Jordan Schneider: Mike, let’s start with you. This is our first major American precise mass campaign, right?
Mike Horowitz: I don’t know if I’d call it a precise mass campaign. What’s notable is that the United States used a system called the LUCAS, which is America’s first precise mass system. It costs less than $100,000 and can travel a couple thousand kilometers. You can shoot it down, but you have to try.
Ironically, it’s reverse engineered from Iran’s Shahed 136 — effectively using Iran’s own technology against them. Though Iran itself copied some West German tech from the ’80s to design the Shahed, so what goes around comes around.

From a military technology perspective, it’s interesting to see the mix in the Iran operation. We’re seeing American legacy strike capabilities like Tomahawk missiles alongside emerging capabilities like the LUCAS. Claude is even in the mix — who would’ve thought after Friday’s events that Claude would enter the chat so early?
Jordan Schneider: Let’s start at the strategic level. I was discussing with someone how Pape’s “Bombing to Win” captures much of the 20th century story — bombing people doesn’t always get you what you want. But the difference between bombing in 2026 versus 1943, or most of the 20th century, is that now you can actually kill all the people who run the country.
I asked Claude for historical comparisons of killing leaders without invading. It gave me examples like Jugurtha of Numidia and the Byzantines overthrowing boyars. This is relatively rare in human history — pulling off an assassination from hundreds or thousands of miles away without having someone inside the country ready to take over.
Where are we on air power now? We’re four days in, so obviously TBD, but I’m curious about everyone’s takes on the theory of victory here.
Bryan Clark: You need somebody to pick up the pieces and run with them afterwards. Any competent autocrat in the 21st century will eliminate potential competition. It’s not like when the British faced the American Revolution — we had people who could take charge, and they didn’t bother assassinating them in advance.
Air power can be very effective at eliminating leadership, but you need civil society that can pick up the pieces, or you need to be willing to put that in place with people on the ground. That still seems to be the missing element.
Mike Horowitz: Pape’s original argument was more nuanced. He argued that coercive bombing — when you precisely hit targets — can generate concessions from the target. The issue is that punishment bombing — hitting random targets in a country — generally creates a rally-around-the-flag effect and makes it difficult to extract significant concessions.
What’s different today is the scale and velocity of precision strikes. Reports indicate Israel launched more than 500 attacks on the first day — frankly, the United States has never conducted that many strikes in a single day, despite our weapons stockpile. This illustrates how the world is changing.
However, if you want to argue nothing has changed, the Israelis once again demonstrated exquisite intelligence on every regional actor except Hamas. They knew exactly where leadership meetings were happening, enabling them to execute decapitation strikes on day one.
Bryan Clark: Air power can achieve these results when there are no air defenses to contend with. In Ukraine, air power isn’t cutting it because air defenses prevent unimpeded airspace operations. Iran’s air defenses are largely neutralized, allowing Israel to fly around launching JDAMs at targets. They don’t need standoff weapons — they can operate at volume and execute an effective coercive campaign, taking out infrastructure that would be difficult to hit with precision standoff weapons.
Mike Horowitz: It’s unbelievable. We’ve never seen the United States attempt a military operation of this scale with such incoherent goals. Sometimes it sounds like regime change; sometimes it’s about “eliminating the threat” — whatever that means.
Ironically, the Trump administration has broken Colin Powell’s Pottery Barn rule — “If you break it, you buy it.” That’s not how this administration sees the world. They’re willing to take actions no previous American administration would consider because they don’t feel responsible for governing the places they bomb.
Henry Farrell: Is it a good idea? That makes sense, but the question is whether it’s a good idea in the long run. Mike, you know better than I — you’re a real national security person, I’m not. But there are countless arguments, articles, and books discussing how this kind of intervention doesn’t necessarily end well over the longer term.
Do you think this will have benefits? Or will this be a disaster — not quite like Iraq, but something similar where we see continuing problems for years, perhaps longer? What’s the long-term strategy beyond just going in and reducing everything with air power?
Mike Horowitz: I’m not sure the Trump administration has a strategy beyond 2028. It would be a real bad look for our political science business if the Trump administration could do Venezuela, then Cuba — which is obviously next — with no backlash and no negative secondary effects.
Everything we’d expect theoretically suggests instability is likely to occur in these places. You have power vacuums, which increase the risk of terrorism and militia-like groups lashing out. This would be very dangerous.
It’s possible we don’t see that in the short term but do see it in the long run. But the effects might look disconnected enough from the initial operation that the Trump administration doesn’t care as much. You’re absolutely right — I just think they’re unconcerned with instability per se or increased risk of terrorist attacks.
Emmy Probasco: Should we also give airtime to the argument for why now? I concur with everything you’re saying — we’ve opened Pandora’s box. But there’s another perspective that’s at least worth discussing.
Bryan Clark: The argument would be that Iran’s on its back foot. There’s an opportunity to eliminate it as a military threat. If you’re Israel, this is a terrific opportunity to eliminate Iran’s ability to threaten you with missiles or even a nuclear program down the road. You may not care that much if it becomes a mess — maybe not a failed state, but not a well-governed state either.
But if you’re Qatar or the UAE, you may not appreciate that. Now you’ve got to deal with this unstable neighbor that’s probably interfering with shipping. If you’re Qatar, you depend on LNG exports for a massive portion of your economy. You can’t have the Strait of Hormuz closed off periodically like the Red Sea, or you’ll start losing economic livelihood.
For the Gulf states, this is not great. I’m surprised they didn’t push back more on the effort to mount this operation. But they’re going to be the ones that inherit it, probably not Israel.
Emmy Probasco: Not to say that Iran didn’t have problems to begin with — I don’t really understand where this goes either, to Henry’s core question of what our goal is here. We shouldn’t gloss over that Iran didn’t necessarily have a great government to begin with.
Mike Horowitz: That’s right.
Jordan Schneider: My question is, if you want to do regime change, don’t you do this while the protesters are in the streets and not after 30,000 of the most eager people are dead? The timing seems problematic.
Mike Horowitz: Sure, but it takes time to line up a military operation and get all your assets in place. I’m curious what Emmy and Bryan think about this. At any given moment, you could launch a couple of Tomahawks or send a special forces unit. But if you want a sustained campaign, you need to array the forces. This is also why I’m not worried about a US. ground invasion of Iran — the forces just aren’t there right now. It would take months to align ground forces for an invasion.
There’s another element here. If Iran goes down and then Cuba goes down, think back to the end of the Cold War period and the rogue states we used to talk about. The Trump administration is going around trying to knock off everybody on the checklist, like the end of The Godfather. It’s like a reset. What happens if we get back to North Korea?
Bryan Clark: Taking care of the family business.
Henry Farrell: What does it do to nuclear proliferation?
Mike Horowitz: Everybody’s going to get nuclear weapons now. Are you kidding? The majority of the South Korean public already wanted nuclear weapons. Why would they stop now?
Bryan Clark: The old-school way of doing this back in the ’70s or ’80s would have been having the intelligence services establish another power center that would be able to take over when the regime goes down. The CIA did this routinely in South America and Central America.
It seems like in this case we used the intelligence services to find out where all the head guys were going to be and then take them out at once. But we didn’t do anything to establish an alternative that would rise up and take its place. We haven’t really thought that through, because there doesn’t seem to be any discussion about who we would prefer to take over from the current regime.
Jordan Schneider: Trump had a line where he said, “Oh yeah, I had some ideas of guys in mind and, oops, we just killed them.” Now we’re on dude number 50, who we might not even have a case file on. When we’re that far down in the minor leagues — the Deputy Minister of Agriculture — let’s come back to something Mike said earlier about the theory of if this works. If this ends up working out, what did we not understand about the world?
Mike Horowitz: I don’t think we failed to understand something about the world. This is really a question of how you process and assess risk.
The argument against going after Iran has always been that Iran possesses chemical weapons, long-range drones, various types of missiles, and numerous USVs. They could shut down the Strait of Hormuz. Setting aside any moral or ethical considerations about whether to fight them, there’s a parametric risk of escalation. Their air defenses might function better than expected, or they could unleash substantial terrorist attacks in Europe and shut down the strait for weeks.
In some ways, it might suggest that we assessed these risks at too high a probability. Alternatively, we may have accurately assessed the risks and simply got lucky — the dice roll of reality where we didn’t see those impacts. But it’s also possible, given how history unfolds over time, that we’ll end up seeing some of these impacts, just not immediately. Maybe it’ll happen tomorrow. I don’t know.
Henry Farrell: There’s that old Bismarck quote — “God loves fools, drunks, and the United States of America.”
Mike Horowitz: I used that quote in my US foreign policy class last week.
Jordan Schneider: The terrorism angle deserves more attention. We’ve had multiple failed assassination attempts by the Iranians, but they were using the B team. They tried to contract it out and ended up contracting to FBI agents who are now busy finding immigrants. That’s a real risk. I’m not eager to see how that plays out.
I had an operational question —
Mike Horowitz: Was it about how screwed we are in the Indo-Pacific?
Bryan Clark: We’ll get there. I promise.
Jordan Schneider: The fact that you can kill this many people and Iran is still firing missiles and conducting operations — should this be surprising? Impressive? What does that tell us?
Bryan Clark: They’ve been preparing for this scenario for decades. They have the infrastructure to support distributed missile launches. They still have a couple hundred ballistic missile launchers available and an untold number of Shahed drones they can deploy.
They’ve distributed their command and control, especially within the IRGC, which is trained to operate in a distributed manner. They don’t need contact with headquarters to execute operations.
Jordan Schneider: That’s the challenge, right? The Iraqi army surrendered when Trump sent a text message saying “surrender or be killed” — they weren’t literally all going to be killed. That’s different from tanks rolling in from Kuwait. I’m concerned about the implications.
Mike Horowitz: You should be worried.
Bryan Clark: There doesn’t seem to be an easy way for this to end cleanly. It seems inevitable that this will be protracted. The only question is protracted in what way? Does it result in continued closure of the Strait of Hormuz and economic impacts? Or does it result in continued ballistic missile attacks that eventually start taking out things we care about?
Jordan Schneider: Other operational stuff? You want to go to China, Taiwan, Mike?
Mike Horowitz: It’s striking that it’s day one of the conflict and you already have articles showing up in the Journal, the Times, and the Post saying the US might run out of weapons soon.
Far be it for me to not take this moment to describe again how bad it is when somebody fires a $50,000 shot at you and you fire a million-dollar thing back to destroy it, and how thus we should be firing the $50,000 shots. But that is not sustainable.
If Bryan is correct in his assessment of Iran’s ability to continue launching, or they could even reconstitute some of that launch capacity over a month-long period, then you’re really drawing down stockpiles. The US. isn’t just protecting the US. Navy or US. military bases. The US. is also playing a role protecting all the Gulf countries. Recall how upset they have been in the past when they have faced risk in this context.
There’s a lot of pressure on the US, and that means if this keeps going, the US will have to pull — in theory would need to pull — some stockpiles out of the Pacific and send them over to the Middle East to be able to continue intercepting Iranian attacks at the rate that they’re being intercepted. That’s risky.
Bryan Clark: The air defense interceptor inventory is the big problem. We’re burning through those at a pretty high rate. Even if you’re smart and don’t use them to shoot down the Shaheds — you use your guns or something else to take down the Shahed — you’re still using a lot of them to take out ballistic missiles.
Then the Shaheds are used on all the soft targets that are undefended because you can’t protect everything at the same level. These Gulf countries are now having to come up with a way to defend against Shaheds, which they didn’t have to before. They’ve got to defend their shopping malls and airports against long-range cheap drones.
Emmy Probasco: Not to mention all the naval assets that we shift over there that could have been doing other things.
Bryan Clark: Right. 100%. Great point.
Mike Horowitz: I wonder what information we’re now communicating to China about how our air defenses operate after seeing American air defenses have to operate at scale against Iran. Where are the soft spots conceptually that could inform — look, the Chinese pay super close attention to everything we do. This will be no exception.
Obviously the world has had a very close look at offensive US capabilities throughout the war on terrorism period. They’re certainly well-versed in those, which is one reason why they’ve been nervous about them — we don’t have enough of them, but they’re pretty good. But now they’re getting a really good look at US air defense having to operate at scale.
Bryan Clark: The flip side is that US air defenses, especially the sea-based stuff, has worked. The ground-based stuff has worked too. As a retired Navy guy, it was surprising to me that this stuff actually works when the time comes — you get shot at, you pull the trigger, and it actually defends like you thought it would.
Mike Horowitz: Our $2 million interceptors should work against the Shahed.
Bryan Clark: They worked against ballistic missiles too. What’s interesting is that this stuff works. Now it’s expensive and it’s overkill for a lot of these threats. What this has done is given these guys a lot of sets and reps to evaluate what’s the right defensive system to use against the Shahed. They’re not using SM-2s against Shaheds anymore. They’re using guns, other drones, jammers.
It goes both ways. You’ve given a bunch of telemetry to China that they could employ in their own tactics development. But we also got a bunch of feedback that allows us to refine our approach. Otherwise we would’ve been doing this against China and probably not doing it nearly as well.
Emmy Probasco: Bryan’s got a great point there. I’d also add the operational experience in the Red Sea where we’ve learned a lot. The number of times I heard about what was happening on the ships out there and thought, “Oh my God, you don’t do those maneuvers unless you think you’re about to die.”
It has taught folks a lot. The reps and sets have begun, and we see them extending now, but all of this is fantastic data for China.
Bryan Clark: But it also provides combat experience, right? You have the Chinese military with zero combat experience following the most recent purge, going up against US forces. Obviously, this isn’t against a peer competitor, but it’s better than nothing.
Jordan Schneider: I did note General Caine saying “joint” a thousand times. But it’s relevant, right? We really have a lot of players in this at the moment.
Bryan Clark: Well, it’s his job. He’s the Chairman of the Joint Chiefs. It’s branding. He’s not actually in charge of anything — he’s in charge of the staff, in reality. If you’re the chairman, you’ve got to highlight the joint nature of the operation so you can call out the logistics.
Jordan Schneider: And don’t forget about the family members. He’s giving everyone their kudos. All right, Mike gave us the transition earlier. Who do you think put the story out that Claude was being used in the Iran operation — Anthropic or the Department of Defense?
Emmy Probasco: Operation Epic Fury. I don’t think it takes much to figure out that CENTCOM is using Maven Smart System.
Mike Horowitz: They tell us every single time they can.
Emmy Probasco: Maven Smart Systems is at all the combatant commands. Claude is integrated into Maven Smart Systems. That’s not to say everything Maven does involves Claude. Maven does lots of things, some of which have absolutely nothing to do with AI — it’s purely just moving data around.
But CENTCOM’s probably the furthest ahead. They’re the most experienced warfighting COCOM and the most experienced with Maven Smart Systems. General Kurilla is sort of the OG here — he was at the 18th Airborne and really did incredible work there, then went to CENTCOM. To the reps and sets conversation we had earlier, they’ve been working very hard to get as smart as they possibly can and use it in the most responsible way.
I don’t know what exactly they’re doing. I’m very happy not to know exactly what they’re doing, but they are the most experienced COCOM in the use of MSS and therefore, presumably integration with Claude.
Mike Horowitz: Fair enough. This doesn’t necessarily need to be a deliberate leak. This could easily just be somebody asked someone at CENTCOM and they happened to say it. Frankly, that’s often more likely from my viewpoint than a deliberate stratagem to get the information out there. Plus one on everything Emmy said.
Bryan Clark: Maven Smart System — not to throw shade on it, God forbid — but it’s a little clunky to use. It’s like your typical web thing where you’ve got a lot of menus to navigate and multiple things to pull down to create a workflow. Having some kind of AI tool to help you do that is almost essential to run at an operationally relevant tempo.
These planning tools have so many parts you can pull together into a kill chain. If you want to do that at any sort of scale and tempo, you need something to help you do it.
Emmy Probasco: I mean, I would — sorry, just to push it even further, Bryan — it wasn’t exactly like our weapon systems on our ships were a joy to work with or easy to manipulate or even understand. This is a step change improvement.
One of the things that’s super interesting about Maven Smart System is that it’s got lots of bells and whistles. There’s so much you can do. It’s workflow software with a bunch of data streams that you can manipulate, which is awesome and super intimidating. You can’t just sit down and expect to manipulate this thing like you’re doing Gmail. It just takes a lot of work.
AI does help, but in my mind, the AI helps less with user interface than it does with processing the sheer volume of data. There’s so much data available that it’s extraordinarily difficult to make sense of it. I don’t even know that the cloud is making sense of all the data all the time, because the use cases there are questionable sometimes. But it’s really good at writing the daily report to the command center. There are some really boring things that happen every day in an operation, and AI can be helpful in supporting people who are going to do that anyway — helping the person, not necessarily replacing them.
Bryan Clark: It helps you build that workflow too.
Henry Farrell: Here’s my sense as somebody who has spent zero time in any part of the armed forces whatsoever. My fundamental working assumption with all of this is, AI is fundamentally, in its current form, a bureaucratic technology.
It allows bureaucracies — and if there’s one bureaucracy that is the biggest bureaucracy of all, it is the DOD — to do things more efficiently than traditional paper pushing. Summarizing information, translating between different languages different branches use, all of these really mundane but nonetheless crucially important tasks.
Programmable Mutter
AI is a bureaucratic technology. So is war.

A short post as an addendum to the previous, on an aspect of the fight between Anthropic and the Department of Defense that ought be clear but perhaps isn’t, because it doesn’t fit easily into the stated terms of disagreement. The important beef is not…
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When we look at this big fight between Anthropic and Palantir, how much of this is really missing the point? There are real issues here. On the one hand, you can see ways in which these technologies can be used to automate certain aspects of operations, which are highly problematic. On the other hand, they can be used — and this is clearly part of the story — for domestic surveillance. If you have a bunch of disparate data about individuals from different social media services or dating services, you can pull stuff together in ways that make sense.
But this is not actually about whether we’re going to see Terminator happening in 5 or 10 years’ time. This is about much more mundane, much more ordinary, albeit crucial and sometimes pretty scary uses that the technology could be used for. I would love to get you guys’ sense on that because that’s my sense.
Emmy Probasco: I’m in violent agreement with you, Henry. Everything you’ve said is just right. There’s so much of this that’s mundane.
I’ll give you one of my favorite examples of where I’ve seen an unclassified demonstration of something that could be used on the classified side, which is foreign disclosure. There’s this super boring task that has to happen where we have all this classified intelligence and you might want to share it with a partner. They may not have — you may not want to give them the full story. You might want to tell them, “Hey, we have aircraft in a particular area,” but we might not want to tell them how many.
You can put together an LLM, an agentic workflow that takes the original intelligence, then runs it through all the different parameters from the different guidance documents that these guys get, and then come out with a sanitized version of the intelligence. Super boring, totally a bureaucratic task. This isn’t to say that necessarily it always gets it 100% right and you should never look at it, but the time task of doing it in the first place can be so much more efficient.
If we could really help people understand that nobody really wants a Terminator, or this warbot meme that’s going around on the internet —
Mike Horowitz: Even I don’t want a Terminator.
Emmy Probasco: None of us do. I keep trying to tell people, military officers fundamentally like control. To cede so much control is not really in their DNA or their training or their bureaucracy. But anyways, this is all violent agreement with you, Henry.
Mike Horowitz: I agree with everything Emmy said. I would add one distinction, which is I would distinguish between AI and LLMs in that — this is part of where the challenge has been frankly in the warbots conversation. The Pentagon has deployed autonomous weapon systems for like 40-some-odd years, essentially. If you use the Pentagon’s definition of autonomous weapon systems, that’s true.
If you use phrases like Anthropic’s “fully autonomous weapon system” — nobody should ever use that phrase. But whether fully autonomous weapon systems or whatever phrases the NGO community uses — and frankly, they’ve probably been using autonomous weapon systems for many more years because they’re wrapping in a lot of precision guided weapons and things like that. This has created a lot of challenges in the conversation.
Anthropic is certainly correct that the last thing you would do is take Claude trained on the slop of the internet and slap it in a weapon system and hope that it would hit the correct target. Anthropic is right. That’s not ready for prime time.
Which is why you would use instead a super bespoke algorithm trained on a very bespoke dataset that probably wasn’t LLM based, but would still be an autonomous weapon system or even an AI-driven weapon system. The things you would worry about, the risks, some of the control issues that Emmy smartly mentioned are very different in that context. But that nuance has just gotten lost here.
Emmy Probasco: There’s also the fact that no perfect weapon system exists. I certainly don’t know of one.
Mike Horowitz: Perfect weapon system.
Emmy Probasco: Bryan is right. No, I’m just — odd, Mike. But they’re all flawed. We learn to operate with flawed weapon systems, and we learn when to deploy them and how to deploy them.
While I really appreciate that we’re having this conversation and I’m glad people are interested in this topic — it deserves deep thought — I don’t think people entering this conversation recognize how many fail-safes the military builds into its processes and how serious these issues are. These are still human beings who go home at night and want to sleep with a clear conscience.
We have multiple layers: First, there’s the technology. Can we get the technology to the highest level of reliability and precision? That’s one part. Then there’s extensive training for operators. You don’t get to operate these systems without going through rigorous training and having someone higher up the chain of command say, “Yes, you are authorized to push that button or conduct that operation.”
On top of that, as Henry pointed out, we have this phenomenal bureaucracy that we’ve perfected over time, building in numerous checkpoints. You may turn it on only at specific times. You may point it only in certain directions. The rules of engagement, battle applications, battle orders — there are countless bureaucratic safeguards.
We implement extensive processes and procedures to minimize the risks of imperfect systems. This doesn’t mean we should rush forward with any of these tools, but rather that we must build comprehensive doctrine and operations training around them.
Bryan Clark: It’s important to distinguish between autonomous weapons and AI-enabled command and control and planning functions. These are very different in terms of capabilities, potential guardrails, and the degree to which we’re willing to delegate control to AI systems, whether LLMs or other AI-enabled systems.
In our wargaming, we find that teams eventually reach a point where they just press the “I believe” button — accepting whatever course of action the AI recommends because the situation becomes too complex. When you’re developing your MAVEN smart system kill chain and running out of time, you think, “Okay, what do you think I should do? That’s good. We’ll execute that kill chain.”
The autonomous weapon can have extensive guardrails, but if we’ve built a plan derived from some model and we’re just expecting it to work without killing innocent civilians, we’re not actually verifying that. This essentially negates any effort to make the autonomous weapon safer because our planning process itself isn’t safe.
Henry Farrell: Let me push a slightly different version of the Dario Amodei story. I don’t buy into Amodei’s vision of a nation of geniuses in an AI lab pouring out revolutionary technology in 5 or 10 years. However, I think his ideas touch on some real concerns.
My sense — and I believe Mike agrees — is that I have complete faith in much of the military ethos the United States has created. On the same day that Hegseth made his controversial statement, he also said he would eliminate opportunities for military personnel to pursue advanced degrees at various universities, claiming professors were incredibly hostile toward the military.
My experience, like Mike’s, is that officer corps members are among the most thoughtful and interesting students you can have. They bring a standard deviation more care, principle, and ideas than most people.
Mike Horowitz: They’re awesome in the classroom.
Henry Farrell: They’re wonderful in the classroom. That’s pretty much universally agreed upon.
However, if we’re in a military where Hegseth is essentially saying “we don’t want to worry about stupid rules of engagement,” that makes me nervous. When we’re in a world where, as Emmy points out, these technologies are fundamentally imperfect with tons of slop, you have to worry about how leadership differences might intersect with these systems in unfortunate ways.
I’m especially concerned about domestic information gathering. Much of this seems to involve access to domestic information. The US military can legally circumvent Executive Order 12333 restrictions by gathering information from commercial databases. I’m frankly nervous about how this might evolve 2, 3, 5, or 6 years down the line if it’s not pushed back against.
Mike Horowitz: I worry — I agree with you macro. I’ve been very vocal that the Pentagon has been adopting AI too slowly for a long time rather than too quickly. The risks have essentially always been that the US military would rest on its laurels and has been too slow about integrating emerging capabilities. This is partly because of all the policy, procedure, and process — most of which has nothing to do with AI at all.
The risk for the US is generally going too slowly rather than too quickly. Frankly, even in the Hegseth era — though I’m less comfortable making this argument at present — all that policy and procedure still exists in ways that make it fundamentally difficult. As Emmy suggested earlier, incentives are actually aligned to have systems that work because unreliable systems, by definition, don’t work. Commanders and operators won’t want to use them because they need things they can trust. If they can’t trust these systems, they won’t use them.
Both Emmy and I have done research on automation bias — this phenomenon of over-trusting AI. It’s like Bryan’s point about people just hitting the “I believe” button. If you trust algorithms more than you should given their accuracy, you solve that with training and standard operating procedures. It’s frankly good that in these war games people get confused and press the “I believe” button, because that shows you how to improve.
Here’s something to make you feel better: I have a draft paper I’m working on with Lauren Kahn and Laura Resnick Samotin that compares West Point cadets to a similar sample of the US general public (matched for age and education). The West Point cadets are substantially less susceptible to automation bias than the general public. The mechanism is essentially the training the military gives people — not just in AI, but in warfighting and decision-making in general. This actually can make people more cautious, which supports Bryan and Emmy’s point.
Emmy Probasco: I agree. I actually did a study with Lauren Kahn where we compared how the Army uses the Patriot missile battery to how the Navy uses the Aegis weapon system. These systems are very similar, but what’s interesting — and this goes to your point, Henry — is that if we’re going to accept imperfect weapons (which frankly we have no other choice), then you need the bureaucracy to address it.
In terms of bureaucracy with the Patriot, they staff the missile battery with slightly more junior personnel who have slightly less training. In the original unclassified training documents, it basically says: “Just turn the system on and don’t touch anything because this system is smarter than you.” You can read that in the guidance documents.
If you go to the Navy, it says: “This is your responsibility, and if you screw this up, it is entirely your fault.” I was trained under that system.
Mike Horowitz: This is so true.
Emmy Probasco: This is great, very seriously. Now, that said, both sides have committed terrible mistakes. The Vincennes incident and the Navy instance — they didn’t trust the system. The system was actually correct, but they said, “I don’t trust the system,” and then they accidentally hit the wrong thing. In the Patriot fratricide, they stayed hands-off because they said, “We don’t know what we’re doing.” There’s no perfect answer here — it’s a sad story, but there are bureaucratic choices that can be made.
If we’re eroding the bureaucracy, if we’re eroding test and evaluation or all the different things that have to come after you buy the weapon system, that’s problematic. Our operators don’t love — to Bryan’s point — if you drop MSS on an operator’s desk, they’re going to be like, “Okay, this is complicated.” But if you give them proper training and get them certified, they’ll become more facile and better at their job.
I don’t want to miss Henry’s intel point, which isn’t my area of expertise. I’ve learned enough to be very humble about how intelligence works. There is a worthwhile conversation to be had about what we expect in terms of available data. While we’re concerned about how it might be used domestically — and I’m certainly in that camp — the same data is being bought by China. It’s not like it’s not available.
This is more than just a problem of how we choose to govern the way our government uses data. It’s about how we choose to allow our data to be shared and how vulnerable we are now in ways we weren’t before. The data was there, but you couldn’t really use it until you had these new tools.
Bryan Clark: You’ve got companies like Vannevar Labs and others commercializing the harvesting of commercial data, using it on our enemies, and then giving it to the US government. The US government has benefited from this availability of open source intelligence and data, and we’ve been using AI tools to harvest it.
It’s a legitimate question: How much of that is going to be US information that’s leaked over into somebody else’s network, which we’re now harvesting for military intelligence gathering? It’s similar to FISA — the same challenge. If I’m going to spy on somebody else but they’re talking to somebody back in the US, I’m now essentially spying on somebody in the US. We have to ponder this. Back to Emmy’s point, the only way to really keep it in check is to avoid giving so much data to third parties that are going to be able to provide it to somebody else.
Claude and the Pentagon
Jordan Schneider: Can we come back to the fight on Friday that happened over the weekend? On the government’s autonomous weapons stance, what do you see as the strongest piece of that argument?
Mike Horowitz: To me, this is a dispute about personalities and politics — or frankly, a dispute about personality and politics masquerading as a dispute about policy. The OpenAI deal is the clearest evidence for that.
But there’s even more evidence. First, Anthropic was the first company to do classified work. Second, Anthropic was happy to fulfill every request the government made. Third, there were no upcoming government asks that Anthropic didn’t want to fulfill — at least not publicly.
This was essentially a theoretical fight about future potential use cases and who gets to decide. The government seems to think about AI tools the same way they think about missiles from Lockheed. Lockheed doesn’t get to tell them which countries they can target with LRASM. But Anthropic views this more as a service where each use of their technology would require Anthropic personnel to help build it out.
This creates challenges, but to me, this is really a breakdown in trust. The government doesn’t trust that Anthropic will be there for important national security needs. And Anthropic doesn’t trust that the government will be responsible — perhaps for some of the reasons we’ve been discussing. But this wasn’t a fundamental disagreement over any use case that was actually on the table. That’s my perspective, but I’m curious what others think.
Bryan Clark: I agree with Mike. They definitely weren’t arguing over what was actually being discussed. Nobody was saying the government would pursue use cases that Anthropic opposed. It seemed much more about “you’re changing our terms of service.” They didn’t like the open-ended nature of the new terms, which essentially meant no terms of service. They wanted to retain the ability to put a brake on any future use case they disagreed with.
My question for Emmy and Mike is: When the government uses Claude on classified networks, is it hitting Anthropic’s server farm somewhere, acting as a service? Or are they using Claude under some kind of OTA product model?
Emmy Probasco: That’s a good question. I don’t actually know how they’re using it. My presumption is that it’s somehow hitting NGA’s compute.
Bryan Clark: But it seems like Anthropic people must still be involved in the use of Claude on a day-to-day basis. Otherwise, this would be like an LRASM situation where you gave them a version of Claude and now it’s out of your hands. The government might use it for whatever.
Emmy Probasco: I actually don’t know. To back up a little, we’ve been trying for a really long time to make strong bonds back to the commercial tech sector. They are so important to our operations. That’s where the R&D money is.
Mike Horowitz: This has been a rough week for goals that Emmy and I have had for a while.
Emmy Probasco: Right. On the level of government working with commercial tech, this was a pretty sad week. Hope springs eternal, though. I would like us to get back to it because I’d love to have a conversation with folks in the Valley and elsewhere who are doing commercial tech but thinking about defense. Now they’re wondering — we just took a step back, and that’s really unfortunate.
In terms of the terms of service, as Mike and I were discussing, if you put “autonomous weapons” in a contract, please define “autonomous weapon.” I’ll wait. It’s so hard. I can understand why there’s friction there. At the same time, there are laws around autonomous weapons, but the law is just: did you notify the government that you changed the policy? That’s the law. There could be space to do something meaningful there.
Jordan Schneider: Mike, how do you feel about your directive getting a new moment in the sun?
Mike Horowitz: For listeners who don’t know, the office that I was privileged to run in the Pentagon rewrote the Pentagon’s policy on autonomy and weapons systems in 2023. We were accused at the time of two things: one, by the NGO community, of providing a pathway for the development of autonomous weapons systems; and second, by some, of overregulating autonomous weapons systems — which made us feel like maybe we got the balance right at that point.
Part of the issue is that Defense Department directives are not meant to see the sunlight. They’re written in a super insider-y way for the largest bureaucracy in the world. The Pentagon has never been good about publicly explaining what directives generally mean. We were allowed to do one or two media things when the revision to the directive came out, and then it was back to the normal posture of “the less said, the better.” Not because anybody was specifically opposed to it — that’s just how the system generally operates. Nobody was trying to stifle information or something.
But it means that it shouldn’t take a PhD in autonomy and weapon systems to understand American policy. Just reading the directive and trying to interpret it yourself is sadly not that informative. Or it’s informative, but you could be informed the wrong way.
This says to me that we need either a new policy or some real robust public documentation on what the policy actually means. Either one of those would be reassuring if people understood what it actually said. It’s weird to see your handiwork out in public like that with everybody saying things that aren’t true about it.
Henry Farrell: Like everybody. I wonder how much of this is just a fundamental culture clash between Anthropic and DOD.
The best piece I’ve read about Anthropic and Claude is Gideon Lewis-Kraus’s piece in *The New Yorker* a few weeks back, which really gives you the sense of what it is to be in an organization where Claude actually seems to have a personality, where people are interacting with Claude every day, and where they see their job as being loosely analogous to bringing up a new intelligence.
That may seem extremely wrongheaded, but it feels a little bit like Orson Scott Card’s Ender’s Game. If you take an 11-year-old kid, bring them away and teach them to kill people and manipulate — this is not necessarily something that most parents are going to go along with super happily.
I do wonder — I also think that this is wrongheaded. Equally, I do hope that Amodei is right along the lines that Emmy suggested when he said maybe this will provoke people to start actually thinking about some of the questions of rights, some of the questions of information exchange, and what the problems are that we have created in the society that we live in.
Emmy Probasco: Ender’s Game is a fabulous leadership book, and I believe it’s on the Navy’s required reading list for leadership.
Mike Horowitz: Strongly agree with that part.
Jordan Schneider: Well, maybe we should spend a little bit of time on the political economy piece of maybe not actually doing, but threatening to put Anthropic at the same level as Huawei. Henry, do you want to start with that?
Henry Farrell: Absolutely. This was a remarkably stupid thing for the Department of Defense to do. It was also really interesting for me to see Dean Ball, who is the person who’s more responsible than anybody else for drafting the current US general approach to AI, coming out and pretty directly denouncing the administration and saying that this is evidence of how America is going to hell in a handbasket.
Mike Horowitz: It was really strong. He got really aggressive on it.
Hyperdimensional
Clawed

I. A little more than a decade ago, I sat with my father and watched him die. Six months prior, he had been a vigorous man, stronger than I am today, faster and more resilient on a bike than most 20-somethings. Then one day he got heart surgery and he was never the same. His soul had been sucked out of him, the life gone from his eyes. He had moments of …
Read more
a day ago · 563 likes · 4 comments · Dean W. Ball

Henry Farrell: It’s a really interesting document to read. More or less, he ends up saying — and here I’m paraphrasing — that we need to see more civic activity happening around this stuff because the guiding impetus to a better society won’t come from the government that we have.
This really is an important thing from the point of view of governance. My sense is — and I’m not a standard national security person; when people are talking about different weapon systems, I have no more idea than the next person who reads the newspapers — but if you think about this in terms of economic security and economic coercion, this is the first time that I know of where the United States has really gone all the way to suggest that the tools it uses for coercing other countries and businesses in other countries and designating businesses in other countries is going to be applied to a US. business. As far as we can tell, this is simply for refusing to sign up to changed contract terms.
Like Mike was saying about Iran earlier, it could be that the repercussions of this take some time to really begin to unfurl. But it’s going to have two consequences.
First, it’s going to mean that a lot of businesses in Silicon Valley, once they talk to their legal teams and start thinking through what the odds are and what the potential risks they run might be, are going to be much less willing to get in bed with the US. defense establishment. The risk-to-reward ratio, which used to look pretty great on a lot of fronts, is now perhaps tuned more substantially towards risk than towards reward.
Second, if the DOD wins this fight, it’s going to result in a lot of allies and third countries looking at US. tech companies in much the same way that we look at Chinese tech companies. I remember James Palmer had this fantastic phrase where he said it’s like one of those 1950s science fiction movies where a tech company appears to be independent until suddenly the body snatcher comes in and suddenly it does all sorts of things that suggest it’s acting at the behest of the Chinese state. The same fears are going to begin to bubble up around US. tech companies if they don’t succeed in pushing back and creating a clear zone for autonomy.
In a certain sense, this is returning to some of the fears and worries that happened in the tech sector around the Snowden revelations, when it became clear that there had been a lot more backdoor stuff happening in terms of active cooperation or grudging assent than anybody had known. But this could be substantially worse.
On the one hand, you have the US. effectively trying to push AI development and push the integration of AI into the Department of Defense. On the other hand, you have the US. wanting the rest of the world to use American AI. It seems to me that by emphasizing the first and pushing it to a pretty ridiculous degree, the US. has really hurt itself on the second.
Mike Horowitz: I agree with all of that. If you were a company thinking about doing tech work with the Pentagon right now, and there’s some non-zero chance that if you do a little work with the Pentagon and then decide not to, you might get slapped with a supply chain risk designation that puts you in the same class as Huawei — what does that do to your incentive structure?
This affects a workforce that maybe wasn’t the most comfortable working with the Pentagon to begin with and has gotten there over the last several years. Points that both Henry and Emmy have made at various points in this conversation. Jordan, you’ve heard me say this before — the way their tech proved useful in the context of Ukraine’s defense against the Russian invasion was actually really good for the tech sector’s willingness to work with the Pentagon. They saw that their tools could be used for good to help defend a country against being invaded. But that halo has really fallen off at this point.
This creates real tension here. There’s not a great argument for why the Pentagon wouldn’t just cancel the contract and find another vendor. Given that both xAI and OpenAI now have deals with the Pentagon to do work in classified settings, it certainly contradicts the need for a Defense Production Act designation. It also implies that the supply chain issues might not be exactly the way the department is talking about them. Who knows? Lawyers will get involved now and there’ll be filings and they’ll say things.
Bryan Clark: Mike, are you saying it’s inconsistent to say your stuff is a supply chain risk, but if you don’t let us use it, we’re going to use the DPA to force you to give it to us? “We want the supply chain risk so bad that we’re going to use the DPA to force you to give it to us.”
Mike Horowitz: But I mean, I’m sorry — Emmy Probasco: No, no, no. I guess this is more of a question than a statement, but how long is this going to take, or how long will it take to affect what we’re seeing right now? There are so many companies in the defense tech space now, and not just in the United States. There’s enthusiasm now around the European market. There’s lots of activity.
Companies that are in it for defense — the new startups that are really excited to be in the defense space — will try to stay in the defense space. It’s the companies in the middle that we might start to lose. The ones thinking, “We’ve got some pretty strong commercial applications. We think we can make a lot commercially. We’ve got engineers who might be more excited about the commercial applications.”
Even then, Anthropic’s still pretty enthusiastic about the national security mission. They just have a problem with a couple of individual points. I don’t know exactly how this is going to rejigger the relationship, but I don’t think it’ll be straightforward.
Jordan Schneider: Well, I don’t know if we can say a couple individual points when you have the president tweeting out that you guys are a terrible company.
Mike Horowitz: Right, it does matter. You can be right about the structural incentives still being there. Anthropic would like to work with the national security community. These companies are really competitive with each other, and Anthropic is like, “Our tools are the best. Of course the military should be using them.” But the vibes are not good right now.
Bryan Clark: Do you think Anthropic uses their relationship with DOD as a sign of how good their stuff is, and then they go to their commercial customers to say, “Our stuff is so good that DOD is using it preferentially”? Does it lend some cachet to them?
Jordan Schneider: I would imagine it runs the other way, if anything.
Look, this is not like a cute machine tools company that makes some stuff for Ford and maybe gets a $10 million contract with some weird corner of the Air Force industrial base. They have so much money to be made. They are growing at 10x a year, and I can assure you that the percentage of that exponential growth which comes from random government contracts is not a relevant number to the future of the company and the future of the valuation.
My assumption is that this was a little bit of patriotism, a little bit of Dario wanting to shape the future of the world, and a little bit of “maybe if we do a good job at this, they won’t screw us on X, Y, and Z other regulatory things.” Curious if you buy that, Emmy?
Emmy Probasco: I don’t know that I can comment on that, but regarding something else that Bryan said — a lot of the companies interested in working with the Department of Defense, when I’ve spoken with them, part of the interest is that the problems are really hard.
If you can prove yourself, it’s not that “if I can prove myself in the defense world, then people want to buy my stuff.” I don’t think that’s true. But if I can improve my tools, if I can improve what I learn on the world’s hardest problems, then I can translate the ability to do really exquisite things into other potential avenues. That’s a more compelling argument.
From what I’ve heard — I’ve never met the CEO of Anthropic, so I don’t know him — but everything we’ve heard from him and from other individuals in the institution is that they’re pretty pro-national security.
Each of these companies has different cultures and ways of talking. They have self-selection where people select into them. It’s significant that when all this started to happen, there was a tech sector website that popped up with signatures from OpenAI and from Google, but inside of Anthropic, it was actually pretty quiet.
Lots of people tried to compare this to the Maven Google movement, and that didn’t really hold. I know we wanted to do that, but in this instance, I don’t think it held. There might have been genuine interest and a genuine concern. I’m willing to accept that as one of the potential reasons this is happening.
Henry Farrell: The notion comes from a fundamental belief that we’re in a battle between democracy and authoritarianism, and we must do everything possible to ensure democracy wins.
On one hand, we see the Trump administration pulling back from hawkishness toward China. This has clearly caused unhappiness and prompted public statements — if I remember correctly — from Amodei about how we shouldn’t be selling chips.
The current administration’s actions in Minneapolis and other places do raise concerns. Amodei’s most recent piece contains implicit commentary about ensuring that existing democracies don’t deteriorate.
There’s been clear enthusiasm at Anthropic to embrace national security in a way that wasn’t true of many other AI companies. Looking at OpenAI, however, it’s much more of a commercial, self-interest story — but it represents a particular understanding of national security that’s somewhat out of favor with the Trump administration.
Getting back to what Mike said at the beginning, my feeling is that this is indeed a pissing competition. Much of this is about not simply egos, but who should be in charge of the world.
There’s a clear sense from many in the AI community that they are the people effectively figuring out the future state of the world. The decisions they make will have consequences for decades. When this runs up against other people who think they’re in charge, it becomes very difficult to find a way through.
Emmy Probasco: For better or worse, my suspicion is that this souring will be very difficult to overcome. The people who suffer are those currently trying to execute operations as ordered by the president — they’re the ones not getting the tools they need. I respect that everyone has their own opinions and we can have disagreements, but let’s not forget who gets affected most.
Mike Horowitz: The winner in the Anthropic versus Pentagon feud is China. If the US national security establishment ends up being deprived of the talent and technology of one of the world’s great and cutting-edge firms, that’s a loss for America.
Without making this political, we haven’t discussed the White House’s views on this matter. Anthropic, uniquely among major tech companies, has been willing to challenge the White House, particularly regarding AI export controls. All AI companies broadly share Anthropic’s view, which differs from NVIDIA’s perspective. NVIDIA sees China as a huge market with customers — they want to sell more chips. The AI companies, however, question why we’re selling these great chips to our competitors. “That doesn’t actually help us,” they argue.
Anthropic has been the most vocal about this issue. David Sacks, who runs AI policy for the White House, has reportedly characterized Anthropic as the “woke doomers” of the current crop of AI companies. While that’s not entirely fair, the point isn’t about who’s right or wrong. The context is that Anthropic was arguably already on the outs with the White House. One interpretation is that they’re being saved by how good their technology is. There’s more at play here than just the Pentagon.
Jordan Schneider: Anyone want to talk about Congress? These seem like issues that deserve legislation, not just directives.
Mike Horowitz: It depends on what you think the concerns are. Emmy did an excellent job earlier laying out all the different kinds of regulations on the use of force. In theory, there’s an entire system backed by federal law and treaties that the US is still part of, governing how force is used. These are designed to ensure, for example, that there’s always human responsibility for the use of force.
Even in a world where the Pentagon didn’t have a policy on autonomous weapon systems, the outcomes shouldn’t be very different because the testing and evaluation system should be functioning. The standards for approving something in the field would remain the same. All AI-specific policies in the Pentagon are really doing is explaining how to comply with broader requirements that exist for everything — whether it’s a bow and arrow, a machine gun, an autonomous weapon system, or an AI decision support tool.
Congress could decide it wants to legislate over this.
Jordan Schneider: It feels more like the war power issues. If we’re sitting here in 2026 talking about “all lawful uses,” when that includes double-tapping on fishers or drug runners — and no inspector general is ever going to investigate that — then that seems like the most straightforward concern. The domestic surveillance aspect — how much we want to superpower the US government — is another issue. We won’t just be worried about querying LinkedIn posts in the coming years.
Henry Farrell: Maybe one way to think about this: as Emmy said earlier and Mike mentioned more recently, many standard considerations regarding AI and national security are really boring, specific things about particular systems — how to use them, what kinds of rules apply, and so on. Congress isn’t currently set up for that debate.
I was really struck by Jasmine Sun’s piece from a couple weeks ago in her newsletter, where she describes visiting various members of Congress. There’s clearly discussion happening between some conservatives in Congress and the “woke AI” people that Sachs denounces. There’s a lot of shared concern about AI’s social consequences.
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She quoted one staffer who essentially said, “The reason we’re not working with these guys is it’s really hard for us to collaborate with people who are in polyamorous relationships in San Francisco.” You can understand that from a social perspective. But it was also clear that many people were chomping at the bit, thinking this is an opportunity to create a real populist movement against AI.
We’re going to see a big debate on AI in Congress. It’s going to be a weird debate with strange bedfellows. I don’t think it will be the technocratic debate that either the Pentagon or some people in Silicon Valley might expect.
Jordan Schneider: Any other concluding thoughts?
Emmy Probasco: We didn’t talk about China. Isn’t this called ChinaTalk?
Mike Horowitz: I mentioned China a couple times. Look, who’s laughing at us right now? The Chinese. Who benefits from all of this — arguably both the Iran conflict and the Anthropic flight? The Chinese. This is great for them.
Jordan Schneider: You don’t think this is 4D chess? We’re taking the Axis of Evil down. You said it yourself, Mike.
Mike Horowitz: Come on. Sure, that’s right. We’re going to take down the old Axis of Evil and then pivot to Asia.
Bryan Clark: Some of the Iran hawks I deal with over at Hudson are saying this is a way to poke back at China because it takes away their access to oil via the railway they were building with the Iranians. This also removes some of their access to the Gulf. But in the end, this is much more beneficial for China than for the US. There’s not really going to be a lot of upside for us, especially as this thing protracts.
Jordan Schneider: I love how some administration official gave a quote to some outlet saying, “Oh yeah, we’re just in our hide-and-bide phase” like two weeks ago.
Bryan Clark: They just think on very short terms. They’re done with the hide and bide now.
Jordan Schneider: The tech crackdown parallel that I see a few folks making — of Xi getting upset at an uppity Jack Ma for not going along with the program in the way he hoped, having too high a profile, and then blowing up Ant Financial and leaving him to hide under a rock for the next five years and hang out in the plaza in Manhattan where I ran into him on the street in 2023 — is apt but also not apt. Because if they really do the supply chain thing, Anthropic’s going to sue and they’re going to win.
From a rhetorical perspective, doing this is really jarring. But there is a difference in the powers that Pete Hegseth or David Sacks or even Donald Trump has, as opposed to someone like Xi when they try to do a tech sector crackdown. It’s clearly pretty terrible atmospherics, which we talked about for the past 80 minutes or so. But I do think it’s a difference in degree between just “oh, let’s pick a fight with this guy because he’s a shit lib,” as opposed to “oh, we’re going to throw him away and run his company out of business,” which I don’t necessarily think is the glide path that the president could take us on, even if that’s really what they decided to do.
Emmy Probasco: I was actually making a slightly different point, which is, while we’re having this argument, China continues to work hard at work. Sam Bresnick, Cole McFaul, and I just finished a piece that looked at all the different experimentation they’re doing, not just with large language models, but all sorts of different applications of AI. It’s pretty comprehensive. They really didn’t miss anything and they’re talking about it pretty openly. It’s frustrating to see all of this happening and think that we are in a competition here and we’re having what seems like an argument that got out of hand as opposed to making real progress.
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    Based on Wikipedia: HESA Shahed 136

In December 2021, a video emerged from an Iranian military facility that would reshape modern warfare. The footage showed a drone with cropped delta wings and a two-bladed propeller mounted on a launch rail—America's nightmares had just become reality. The Shahed-136, a one-way attack drone designed to crash into targets with explosivePayloads, had arrived.

The story begins in Tehran, where engineers at HESA—a state-owned corporation operating out of Shahed Aviation Industries—built what would become one of the most prolific kamikaze drones in contemporary conflict. The munition carries a warhead weighing 30 to 50 kilograms, enough to shatter infrastructure and cripple critical systems. Its fuselage stretches 3.5 metres, with wings spanning just 2.5 metres—compact dimensions that allow it to hide within civilian landscapes.

The drone's heart is an Iranian-made MD-550 engine, a marvel of reverse engineering. This powerplant traces its lineage to Germany's Limbach L550E, a 550cc four-cylinder two-stroke petrol engine originally designed for light aircraft. The MD-550 sits at the rear of the fuselage and drives a two-bladed pusher propeller, pushing the drone to speeds exceeding 185 kilometres per hour.

"The Shahed-136 represents a paradigm shift. It is cheap, autonomous, and nearly impossible to intercept reliably."

Anatomy of Death

The aircraft possesses a distinctive cropped delta-wing shape, with a central fuselage blending seamlessly into its wings—vertical stabilizing rudders at the tips give it an almost organic appearance. The nose section houses the warhead, while propulsion systems sit rearward. Its resemblance to the German-developed Drohme-Anti-Radar (DAR) from the 1980s has sparked debates about industrial espionage, though whether there was actual copying remains an open question.

Range becomes its most controversial characteristic. Estimates vary wildly—from 970 to 1,500 kilometres up to as much as 2,000 to 2,500 kilometres—leaving air defence analysts uncertain about which targets the drone can actually reach. The United States Army's unclassified equipment guide suggests an aerial reconnaissance option exists within the design, though no cameras were noted in Russian versions.

A New Era in Ukraine

Russia embraced the Shahed-136 with enthusiasm that surprised even Iranian designers. In the Russo-Ukrainian war, the drone—designated Geran-2 in Russian service—struck Ukrainian infrastructure repeatedly. Moscow's forces deployed them massively, and Russia began manufacturing its own versions from facilities in the Alabuga Special Economic Zone in Tatarstan.

By July 2023, British-based Conflict Armour Research examined remains of two Geran-2s used in Ukraine, discovering major differences from Iranian originals—airframe construction now featured fiberglass over woven carbon fiber rather than lightweight honeycomb. Analysis revealed components dated from 2020 through 2023, with twelve components bearing dates after the February 2022 invasion start.

The Russian versions differed significantly. In October 2022, The Times of Israel noted that Iranian navigation systems using civilian components had been replaced entirely with Russian flight control units and microprocessors operating on the GLONASS satellite navigation system rather than American GPS—enhancing loitering capability substantially.

"We've seen Geran-2s painted black for night operations. They avoid strong light sources en-route, forcing us to use night-vision devices instead of searchlights."

The Foreign Components Problem

Examining captured drones revealed something disturbing: the Shahed-136 and its derivatives rely heavily on foreign components. In December 2023, Ukrainian National Agency on Corruption Prevention stated Russian-produced Geran-2 included fifty-five parts made in the United States, fifteen from China, thirteen from Switzerland, and six from Japan.

Analysts found American components throughout—Texas Instruments TMS320 processors, Altera chips (manufactured by the American company), RF modules by Analog Devices, LDO chips by Microchip Technology. A British report presented to the United Nations Security Council stated a Shahed-136 version was used in 2023 against moving vessels in the Gulf of Oman, requiring either sensors to lock onto targets or operators controlling via real-time feeds.

The evidence suggested concerning capabilities. An Iridium satellite phone SIM card found in debris indicated possible control beyond line-of-sight. In December 2023, remains from drones showed SIM cards and 4G modems typical of mobile phones—suggesting communication experiments on Ukrainian networks.

Evolution and Adaptation

Russia significantly hardened and upgraded Geran-2 through multiple iterations, becoming independent of Iranian development. By late September 2023, Russian forces began packing warheads with tungsten ball shrapnel similar to GMLRS M30A1 and M30A2 series—Ukrainian officials confirmed modifications included new warheads (tungsten shrapnel), engines, batteries, servomotors, and bodies.

One iteration enabled electromagnetic spectrum surveys, transmitting data to assist safer route planning for follow-on munitions. By May 2024, a heavier 90 kg warhead version appeared—relocated internals resulted in smaller fuel tanks dropping capacity to 71 litres, reducing maximum range to just 650 kilometres. A 52 kg thermobaric warhead option was also reported.

Production costs climbed sharply—one 2024 paper estimated increases from $30,000 to approximately $80,000 per unit. By May 2025, the 90 kg warhead version had been widely deployed against Ukrainian electricity infrastructure specifically.

In September 2024, Ukrainian sources reported remains of a shot-down Geran-2 included Starlink satellite communications systems providing internet connectivity over Ukraine—presumably supporting real-time video or electromagnetic spectrum surveys. By May 2025, The Kyiv Independent quoted mobile air defence sources stating the drone had begun avoiding strong light sources en-route, prompting air defence units to use night-vision devices instead of searchlights.

The American Response

In December 2025, announced U.S. military development of LUCAS—a clone of Shahed-136—deploying a squadron in the Middle East. This represented acknowledgment that cheaper autonomous drones would define future conflicts. The Iranian-designed aircraft, born from civilian German engines and Western components, had transformed global warfare.

The Shahed-136 story illustrates a new reality: cheap, mass-producible drones can overwhelm air defences reliably, forcing nations to reconsider defence strategies fundamentally.
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    Based on Wikipedia: Precision-guided munition

In September 1943, a glide bomb carrying 3,100 pounds of explosives slipped through air defenses to strike the Italian battleship Roma—a ship that had survived years of naval combat only to be felled by an entirely new kind of weapon. The attack wasn't carried out by a pilot diving toward the target; instead, a radio operator guided the bomb remotely from above, steering it like a model airplane until impact. That weapon—known as Fritz X—was among the first precision-guided munitions ever used in combat, and its success announced a transformation in warfare that would unfold over decades.

The concept behind precision-guided munitions, or PGMs, is deceptively simple: what if a bomb could think? Rather than relying on chance and mass to destroy a target, these weapons incorporate guidance systems—GPS receivers, laser sensors, infrared cameras—that allow them to steer with pinpoint accuracy. The margin of error is measured in meters rather than the hundreds of meters typical of unguided "dumb bombs." This isn't merely an engineering refinement; it's a fundamental shift in how military force is applied. When a weapon can precisely hit its intended target, even if conditions change mid-flight—through course corrections enabled by active control mechanisms—the entire calculus of collateral damage and civilian harm transforms.

The Early Pioneers: Germany's Steerable Weapons

The Germans, ironically, were first to grapple with the challenge that would define PGMs for decades. During the Spanish Civil War, they recognized the near-impossibility of hitting moving ships from aircraft—a problem that demanded a different approach than simply dropping more explosives. Their solution was steerable munitions using radio control or wire guidance, and by 1943, they had operational systems ready.

The Fritz X glide bomb, designated as the KG 100 variant with MCLOS guidance (a system known as Kehl-Straßburg), represented their most sophisticated effort. It carried an armor-piercing warhead and was guided remotely toward targets like the Roma. The system required a human operator in the air to steer the weapon visually until impact—a remarkable precursor to modern遥控 systems, though far from reliable.

Simultaneously, Germany deployed the Henschel Hs 293, a rocket-boosted glide bomb that could reach high speeds and zero in on lightly armored targets, particularly naval vessels. The Allies watched these developments with interest; by war's end, the Americans had tested various guidance approaches—TV-guided weapons like GB-4, semi-active radar homing (the Bat), infrared seekers (Felix), and even rocket-propelled variants codenamed Gargoyle.

The Allied Response: America's Camera Bombs and the First Electro-Optical Weapons

The closest equivalent to German systems on the Allied side were American. The U.S. Navy's Bat, developed before 1944, used an autonomous radar seeker—an early attempt at allowing a bomb to find its own target without human guidance after release. Though not as widely deployed as Fritz X or Hs 293, it was more advanced: it carried its own on-board radar to guide itself toward ships.

The British experimented with radio-controlled flying bombs—explosives-laden aircraft flown remotely—like the Larynx, a plane laden with explosives that could be steered from above. The Americans attempted similar techniques through Operation Aphrodite, using manned bombers loaded with explosives as piloted "bomb" weapons—but results were mixed at best.

After World War II, interest in precision-guided weapons faded but quickly revived during the Korean War. By the 1960s, a new generation emerged: electro-optical bombs, sometimes called camera bombs or television munitions, which allowed operators to steer weapons visually using flare sights and TV cameras.

The first successful electro-optical guided munition was the AGM-62 Walleye—a family of large glide bombs that could automatically track targets based on video feed contrast differences. The concept originated with engineer Norman Kay, who as a hobby tinkerered with televisions and found he could create a device that would place a "blip" on objects to indicate where it was aiming.

The first test occurred on 29 January 1963—a success—directly hitting its target. For three decades until the 1990s, Walleye served; its television-guided variants (marked as AGM-65A) could be released and guide themselves without further input from the pilot. This made them what would later be called "fire-and-forget" weapons.

The Vietnam War saw extensive use of these weapons—particularly against difficult targets like the Thanh Hoa Bridge, attacked repeatedly with unguided bombs to no effect before being destroyed in a single mission by precision-guided munitions. The political climate required reducing civilian casualties; this created demand for precise strikes that could eliminate specific bridges and other infrastructure without destroying entire neighborhoods.

Laser Guidance and Global Adoption

In 1962, the U.S. Army began research into laser guidance systems; by 1967, the USAF conducted competitive evaluations leading to full development of what became the world's first laser-guided bomb—the BOLT-117 in 1968.

All such bombs operate similarly: a target is illuminated or "painted" by a laser designator on the ground or aircraft. The weapon then homes toward that illuminated point.

The Raytheon Maverick—perhaps the most common electro-optical guided missile—has among its variants guidance systems for electro-optical (AGM-65A), imaging infrared (AGM-65D), and laser homing (AGM-65E). Both AGM-65A and D are fire-and-forget, meaning a pilot can release them and the weapon guides itself; this allowed delivery aircraft to maneuver immediately after release to escape return fire.

Similar systems emerged worldwide. The Pakistani NESCOM H-2 MUPSOW and H-4 MUPSOW—electro-optical (IR imaging and television guided) drop-and-forget precision-guided glide bombs—represented a cheap alternative to laser-homing bombs that could be used by any aircraft without specialized wiring for designators.

The Israeli Elbit Opher, an IR imaging "drop and forget" guided bomb, was considerably cheaper than laser-homing variants and could be employed by any aircraft. During NATO's 1999 Kosovo campaign, the Italian Air Force's AMX aircraft used the Opher successfully—showing how these systems had become standard across allied militaries.

The Cost of Precision: Challenges and Vulnerabilities

Despite their promise, precision-guided munitions face significant challenges. Development costs are high; reliance on advanced technologies like GPS makes them vulnerable to electronic warfare and cyberattacks—a lesson learned repeatedly since Kosovo where jamming and spoofing became increasingly common.

Yet the advantages are clear. In the Persian Gulf War (1991), guided munitions accounted for only 9% of weapons fired but comprised 75% of all successful hits—meaning they were roughly 35 times more likely to destroy their targets per weapon dropped, even accounting for harder targets.

The damage effects of explosive weapons follow an inverse cube law: reduction in miss distance directly decreases the explosive power needed. A precision-guided bomb can achieve the same destruction as a heavier unguided weapon but with significantly less risk to aircrews and reduced civilian harm. This is why militaries increasingly favor PGMs—to reduce collateral damage, save pilots from exposure, and minimize unintended casualties.

From Fritz X to F-35 Strikes: An Evolution in Concept

The progression from German radio-controlled glide bombs of 1943 through Vietnam-era Walleye TV-guided weapons to modern laser and IR-homing missiles reflects not merely technological advancement but an evolution in how we understand warfare's ethical limits.

Each generation improved accuracy, reduced required aircraft exposure time, and made it easier for operators to hit moving targets. The original concept—giving a bomb the ability to "think" and find its own target through visual or infrared signatures—has matured into systems that can function autonomously without human intervention.

These weapons fundamentally altered what we consider acceptable in targeting: when precision is measured not by blast radius but by deterministic hits, military planners can make decisions aboutacceptable collateral damage with greater confidence. The question isn't whether to use precision-guided munitions; it's how far their reliance on GPS and electronic systems can be extended before adversaries develop countermeasures.

The legacy persists in modern arsenens—from JDAMs to JSOWs—each representing decades of incremental refinement since that first successful strike against the Roma in 1943. The future will likely see further miniaturization, autonomous targeting, and deeper integration with unmanned systems—but the core principle remains unchanged: precision-guided munitions are weapons designed for certainty, built upon the recognition that better accuracy means less waste, lower risk, and ultimately fewer unintended casualties.
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In the summer of 2022, a small team of researchers finished building something remarkable—and then refused to release it. They had created Claude, an artificial intelligence system capable of engaging in sophisticated conversation, but they kept it locked away for months of internal testing. Their reasoning? They worried that rushing to market might spark a dangerous race to build ever more powerful AI systems before anyone understood how to make them safe.


This was Anthropic's founding philosophy in action.


The OpenAI Exodus


Anthropic exists because of a schism. In 2021, seven researchers walked away from OpenAI, the company that had become synonymous with cutting-edge artificial intelligence. Among them were siblings Dario and Daniela Amodei—Dario had been OpenAI's Vice President of Research, one of the most senior technical positions at the organization.


What drove them to leave? The official language is diplomatic: "directional differences." But the subtext is clear enough. OpenAI had begun its transformation from a nonprofit research lab into a commercial juggernaut, eventually partnering with Microsoft and racing to release products like ChatGPT. The Amodei faction believed something essential was being lost in that sprint toward commercial deployment—namely, the careful study of how to make these systems reliably safe.


So they started over.


A Different Kind of Corporation


Anthropic structured itself as a public-benefit corporation, a legal form that originated in Delaware and allows company directors to balance profit-seeking with broader social goals. This is unusual in Silicon Valley, where the standard venture-backed startup exists solely to maximize shareholder returns.


But Anthropic went further. They created something called the "Long-Term Benefit Trust"—a purpose trust that holds special shares allowing it to elect directors to the company's board. The trust's stated mission is "the responsible development and maintenance of advanced AI for the long-term benefit of humanity." As of late 2025, this trust is overseen by four members: Neil Buddy Shah, Kanika Bahl, Zach Robinson, and Richard Fontaine.


Whether these governance structures will prove meaningful in practice—especially under pressure from investors who have poured billions into the company—remains an open question. But the intent, at least, is to build guardrails that could prevent Anthropic from abandoning safety research even if it became profitable to do so.


The Money Floods In


For a company supposedly focused on careful, measured AI development, Anthropic has attracted a staggering amount of capital in a remarkably short time.


The investment history reads like a series of escalating bets. In April 2022, the company announced $580 million in funding, with $500 million coming from FTX—the cryptocurrency exchange that would spectacularly collapse later that year, sending its founder Sam Bankman-Fried to prison for fraud. That particular investment has become something of an embarrassment, though Anthropic itself was never implicated in FTX's wrongdoing.


Then came the tech giants.


Amazon arrived first, investing $1.25 billion in September 2023 with a commitment to eventually reach $4 billion. They hit that target in March 2024, then doubled down with another $4 billion in November, bringing Amazon's total stake to $8 billion. In exchange, Anthropic agreed to use Amazon Web Services as its primary cloud provider and to make Claude available to AWS customers.


Google wasn't far behind. They invested $500 million in October 2023, committed another $1.5 billion over time, and added $1 billion more in March 2025. Their total: $2 billion.


By late 2025, Anthropic had completed two massive funding rounds—$3.5 billion in March 2025 (valuing the company at $61.5 billion) and $13 billion in September (pushing the valuation to $183 billion). Then came a November announcement that Nvidia and Microsoft planned to invest up to $15 billion, with Anthropic committing to buy $30 billion of computing capacity from Microsoft Azure running on Nvidia hardware.


The valuations are dizzying. By November 2025, Anthropic was worth over $350 billion—making it one of the most valuable private companies in history, and this for a firm that had existed for barely four years.


Constitutional AI: Teaching Values to Machines


What makes Claude different from other AI systems? Anthropic's answer is something they call Constitutional AI, or CAI.


The idea is straightforward in concept, if not in execution. Rather than training an AI solely on human feedback about whether individual responses are good or bad, you give the AI a set of principles—a "constitution"—that describes how it should behave. The AI then learns to evaluate its own outputs against these principles and adjusts accordingly.


Claude's constitution draws from sources you might not expect. Some rules come from the 1948 Universal Declaration of Human Rights. One principle asks the AI to "choose the response that most supports and encourages freedom, equality and a sense of brotherhood." Other rules, somewhat incongruously, derive from Apple's terms of service.


The goal is to produce an AI that is, in Anthropic's formulation, "helpful, harmless, and honest." The name Claude itself is a small gesture toward this mission—it honors Claude Shannon, the mathematician who founded information theory. The masculine name was also chosen deliberately to contrast with the feminine names given to AI assistants like Alexa, Siri, and Cortana, though exactly what statement this makes remains somewhat unclear.


The Claude Family Tree


Anthropic's AI models have evolved rapidly since that first version sat unreleased in 2022.


The public timeline begins in March 2023, when Anthropic released two versions: Claude and Claude Instant, a lighter-weight alternative. Claude 2 followed in July 2023, notable for being the first version available to the general public rather than a select group of testers.


Claude 3, released in March 2024, introduced a naming scheme that persists today: Opus, Sonnet, and Haiku. These names, borrowed from poetic forms, denote different sizes of model. Opus is the largest and most capable—Anthropic claimed it outperformed OpenAI's GPT-4 and Google's Gemini Ultra on benchmark tests. Sonnet occupies the middle ground. Haiku is the smallest and fastest.


All three can process images as well as text, a capability that has become standard among frontier AI systems.


The most significant 2024 release was Claude 3.5 Sonnet in June, which introduced something called Artifacts—a feature allowing Claude to generate interactive content like websites or graphics in real-time, displayed in a dedicated window. October brought an improved 3.5 Sonnet along with a beta feature called "Computer use," enabling Claude to see a computer screen via screenshots and interact with it through clicks and keystrokes. This capability hints at a future where AI systems don't just answer questions but actually operate computers on your behalf.


February 2025 saw Claude 3.7 Sonnet, described as a "hybrid reasoning" model. Simple queries get quick responses; complex problems trigger extended deliberation. May 2025 brought Claude 4, introducing both Opus 4 and Sonnet 4 with enhanced coding abilities. The latest iteration, as of late 2025, is Claude Opus 4.1 (released August 2025), Claude Sonnet 4.5 (September 2025), and Claude Haiku 4.5 (October 2025).


Looking Inside the Black Box


One of the persistent challenges with neural networks—the computational architecture underlying systems like Claude—is that they're notoriously difficult to understand. You can see what goes in and what comes out, but the internal processing is largely opaque, a tangle of billions of numerical weights that don't map neatly onto human concepts.


Anthropic has invested significant research effort into what's called interpretability: the attempt to understand what's actually happening inside these systems.


In 2024, using a computationally expensive technique called dictionary learning, Anthropic researchers identified millions of "features" in Claude. A feature, in this context, is a pattern of neural activity that corresponds to some concept or idea. One famous example: they found a feature associated with the Golden Gate Bridge. When they artificially enhanced this feature's activation, Claude became obsessed with the bridge, inserting references to it into conversations where it had no business appearing.


This might sound like a parlor trick, but the implications are serious. If you can identify which internal patterns correspond to which concepts, you might be able to detect when a model is about to produce harmful content—or even edit the model to prevent certain behaviors entirely.


More recent research, published in March 2025, explored how multilingual AI models handle different languages. The findings suggest that Claude partially processes information in a language-agnostic conceptual space before translating it into whatever language is appropriate for the response. Even more intriguingly, the research found evidence that Claude can plan ahead: when writing poetry, it apparently identifies potential rhyming words before composing a line that ends with one of them.


Into the National Security Apparatus


For a company founded on principles of AI safety, Anthropic has moved with remarkable speed into military and intelligence applications.


In November 2024, Palantir—the controversial data analytics company with deep ties to the U.S. intelligence community—announced a partnership with Anthropic and Amazon Web Services. Claude would be made available to U.S. intelligence and defense agencies. According to Palantir, this marked the first time Claude would operate in "classified environments."


The military relationship deepened in 2025. June saw the announcement of "Claude Gov," a version specifically designed for government use; Ars Technica reported it was already running at multiple U.S. national security agencies. In July, the Department of Defense revealed that Anthropic had received a $200 million contract for military AI applications—alongside Google, OpenAI, and Elon Musk's xAI.


Meanwhile, in September 2025, Anthropic announced it would stop selling products to entities majority-owned by Chinese, Russian, Iranian, or North Korean interests, citing national security concerns. That same month, the company disclosed that hackers sponsored by the Chinese government had used Claude to conduct automated cyberattacks against approximately 30 organizations worldwide. The hackers had tricked Claude into executing attack subtasks by claiming the work was for defensive security testing.


The Copyright Question


Like all companies training large language models, Anthropic faces the uncomfortable question of where its training data comes from.


In February 2024, the company hired Tom Turvey, formerly head of partnerships at Google Books, and tasked him with obtaining "all the books in the world." Anthropic then began using destructive book scanning—a process that physically destroys books during digitization—to convert "millions" of volumes into training data for Claude.


This has not gone unchallenged in court.


In October 2023, music publishers including Concord, Universal, and ABKCO sued Anthropic for "systematic and widespread infringement" of copyrighted song lyrics. Their complaint included examples of Claude outputting lyrics from songs like Katy Perry's "Roar" and Gloria Gaynor's "I Will Survive," even sometimes producing modified lyrics when given indirect prompts. The publishers sought up to $150,000 per infringed work.


Anthropic's defense, filed in January 2024, argued that the publishers were not unreasonably harmed and that the lyric reproductions were "merely bugs."


A more consequential lawsuit arrived in August 2024: a class action by authors alleging that Anthropic had trained its models on pirated copies of their books. In June 2025, a federal court issued a mixed ruling. The court found that using digital book copies for AI training could constitute fair use—a significant win for the industry. But it also found that Anthropic had used "millions of pirated library copies" and that using pirated material could not qualify as fair use.


In September 2025, Anthropic agreed to pay authors $1.5 billion to settle the case—$3,000 per book plus interest. If approved by the court, this would represent the largest copyright resolution in United States history.


The legal battles continue to multiply. In June 2025, Reddit sued Anthropic for allegedly scraping data from its platform in violation of user agreements.


The Transformation of Work


In September 2025, Anthropic released research showing how businesses actually use Claude. The findings were stark: three-quarters of companies use the AI for "full task delegation" rather than collaboration. In other words, they're using it to replace work that humans used to do, not to augment human capabilities.


Earlier that year, Dario Amodei had predicted that AI would "wipe out" white-collar jobs, particularly entry-level positions in finance, law, and consulting. Whether this represents a warning or simply an observation of market forces his company is accelerating remains a matter of perspective.


What Comes Next


In December 2025, Anthropic acquired Bun—a fast JavaScript runtime environment—to improve the speed and stability of Claude Code, its AI coding assistant. That same month, the company signed a $200 million multi-year partnership with Snowflake to make Claude available through Snowflake's data platform.


The company also announced an October 2025 partnership with Google that would give Anthropic access to up to one million of Google's custom Tensor Processing Units—specialized chips designed for AI workloads. According to Anthropic, this would bring more than one gigawatt of computing capacity online by 2026.


One gigawatt. That's roughly the output of a nuclear power plant, dedicated to training AI systems.


There are smaller initiatives too. In August 2025, Anthropic launched a Higher Education Advisory Board, chaired by Rick Levin, former president of Yale University. The company partnered with Iceland's Ministry of Education to give teachers across the country—including in remote areas—access to Claude for classroom integration.


Anthropic says it is currently researching whether Claude is capable of introspection—whether it can reason about why it reaches certain conclusions. This is one of the deep questions in AI research: do these systems have anything like self-awareness, or do they merely simulate it convincingly?


The company that began by refusing to release its creation now finds itself at the center of a technological transformation affecting national security, creative industries, education, and the future of work itself. Whether Anthropic's founding commitments to safety will survive the pressures of a $350 billion valuation and billions more in military contracts is a question only time will answer.


The cautious researchers who walked away from OpenAI have built something enormous. Whether it remains the thing they intended to build is the unfolding story of the next decade in artificial intelligence.
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  Over the past several weeks, social media has been exploding with predictions that “cyber is dead”. It doesn’t take much insight to jump on that bandwagon, as Anthropic’s announcement of Claude Code Security indeed sent the cybersecurity public market into turmoil, with some companies losing as much as 20% of their market cap. Contrary to what many think, declarations that “security is over” are very premature. In this piece, I share a perspective on why AI is actually expanding the total cybersecurity market, not killing it (and yet, why some categories will indeed suffer).


This issue is brought to you by… Tines. 
Where does AI fit in modern automation?
Human-led. Rules-based. LLM-powered agentic systems. Each promises efficiency. Each has limits. The real advantage? Knowing when, and how, to use them together.
The teams pulling ahead aren’t betting on a single model. They’re architecting a custom mix of all three.
On March 12th, join Tines and The Hacker News for a webinar exploring how to strike the right balance between approaches for your org, and scale AI adoption without sacrificing control or security.




What Claude Code Security is and is not
Let’s start by taking a quick look at what Claude Code Security is and is not. If you haven’t read Anthropic’s announcement, I recommend you check it out. Essentially, Claude Code Security “scans codebases for security vulnerabilities and suggests targeted software patches for human review, allowing teams to find and fix security issues that traditional methods often miss”. Basically, Anthropic is saying that it will be able to truly understand the codebase and provide patches that people will be able to reliably accept. This part is important because there are many security startups focused on suggesting patches, so Anthropic is betting that it can do it as a part of its experience (which obviously makes sense), and that it can do a much better job than any of the add-ons (which again, I don’t see why it wouldn’t be able to).
If you know security and understand what kinds of capabilities we are talking about here, you have probably realised that, at the very fundamental level, Anthropic just announced a potential solution to application vulnerabilities that are currently being discovered with SAST scanning and such. Without a doubt, this can be a huge step forward, and it can help application and product security engineers find and fix vulnerabilities before the code is shipped, without having to chase down developers and convince them that they should care. Unless you are a founder focused on better code scanning to find vulnerabilities and help security teams fix them (i.e, unless Claude Code Security is coming to eat your lunch), Anthropic’s announcement is great news. However, in the grand scheme of things, it is addressing a very, very small (even if very important) slice of security.
​Security is about much more than finding vulnerabilities in code. Think about all the work that happens outside of the code repository, like:
	Managing identity sprawl and privilege risk (dealing with over-privileged users, stale accounts, unmanaged service identities, etc.)

	Detecting active exploitation attempts when they happen (detecting suspicious login patterns, unusual device activity, abnormal traffic flows, and so on)

	Enforcing network segmentation and egress controls (dealing with flat networks, exposed services, uncontrolled outbound access, etc.)

	Preventing cloud misconfigurations (flagging public storage buckets, overly permissive IAM policies, disabled logging, etc. - stuff CSPMs have been doing for a while)

	Protecting secrets and machine credentials (hardcoded tokens, shared API keys, long-lived certificates, and other things NHI startups have been tackling)

	Maintaining infrastructure integrity (i.e., dealing with configuration drift, unauthorized changes, unmanaged shadow infrastructure, etc.)

	Monitoring third-party and supply chain access (vendor VPN access, SaaS integrations, unmanaged OAuth applications, bring your own cloud, and so on)

	Automating compliance and preparing for audits (evidence collection, tracking risk acceptance, etc.)

	Responding to incidents across environments (taking actions to contain threats, revoking access, cross-system investigations, and other aspects of incident response)

	Restoring systems and operations after incidents or failures (all the stuff that can be bucketed under “cyber resilience”, such as environment rollback, data recovery, service re-deployment, etc.)


Claude Code Security, even if it works perfectly well, isn’t going to solve all these problems. This brings me to the main point: most of cybersecurity is here to stay, and AI will only make it grow faster and bigger than before.
Most of cybersecurity is here to stay, and AI will only make it grow faster and bigger than before
If we agree that the overwhelming majority of cybersecurity has nothing to do with code security, then it should be clear that in no way is Claude Code Security threatening companies like Palo Alto Networks, CrowdStrike, Zscaler, Okta, Cloudflare, and others that have had their stock price drop following the announcement. However, I’ll go further and say that for most companies in cyber, AI isn’t a threat but a real opportunity.
For decades, one of the biggest factors that would limit the ability of attackers to target companies has been the lack of resources. In other words, they simply didn’t have the time, talent, or ability to look everywhere at once. It’s not a secret that if you look beneath the surface, every single company is a mess on the inside, but because of how complex the environments are and how much time it takes for attackers to do reconnaissance, oftentimes what actually keeps companies from getting breached is the lack of resources on the attacker side.
With AI, that is soon going to go away. Attackers are not bound by corporate governance or acceptable-use policies deciding which models can or cannot be deployed. They will use every model available, every autonomous agent, every form of automation that allows them to enumerate infrastructure, map dependencies, generate exploits, and test hypotheses at a scale that was previously impossible. The cheaper LLMs become, the lower the cost of attacking will be, and the higher the volume of attacks is going to become. This shift is going to fundamentally change the economics of defense. When attackers gain near-unlimited reconnaissance and experimentation capacity, companies won’t be able to rely on reactive security. Very soon, hoping that vulnerabilities and misconfigurations remain undiscovered will stop being a strategy (let’s be honest, this is exactly what most companies are relying on today, and it’s kind of working).
As AI models get better and cheaper, I think companies will be forced to start fixing a lot of the problems they could previously just hide. When this happens, we will see massive growth across exposure, identity security, infrastructure security, and many other areas that are foundational to enterprise security.
AI will also expand cybersecurity by dramatically increasing the surface area that needs to be protected. Whether enterprises end up deploying AI agents themselves (most of them probably won’t do that for a while) or buying off-the-shelf tools that help with different use cases (seems more likely IMO), all the copilots, automated workflows, and model integrations are expanding the attack surface area pretty significantly. Whether these problems will get addressed by the existing solutions or we’ll see new vendors (I don’t have a horse in this race, so thinking it will be a mix of both), someone will have to protect AI deployments. That, in turn, will create more demand for cybersecurity.
We have seen this movie before
If you’re still skeptical about cyber surviving the new AI wave, consider that we have seen this movie before. Think back to the early days of cloud adoption, when most people thought that hyperscalers would effectively “solve security.” Standardized infrastructure, managed patching, and centralized controls were supposed to reduce risk and simplify operations. Instead, cloud removed friction from building and deploying software, and that acceleration changed the entire technology landscape. Development cycles compressed, infrastructure became ephemeral, and teams got the ability to spin up resources instantly without centralized oversight. That velocity created entirely new problems: CI/CD pipelines introduced software supply chain risk, infrastructure-as-code led to configuration drift, containers created runtime visibility challenges, and identities multiplied across humans, workloads, and APIs. Cloud didn’t just create the CSPM market; it basically led to an explosion of adjacent markets, including CIEM, container security, secrets management, SaaS security, Zero Trust networking, and many, many more. SaaS adoption alone (also enabled by the cloud) scattered data across hundreds of vendors and forced companies to rethink access control, governance, and third-party risk from the ground up.
I think that AI will follow the same pattern, but likely faster and on a larger scale. Already today, AI dramatically lowers the cost of building software and automating manual work, which means companies will deploy more systems, integrate more tools, and automate more workflows than ever before. The flip side of that is that every AI assistant becomes a new identity with permissions, every model integration becomes a new data exposure pathway, and every automated workflow becomes a potential attack surface. Just like cloud created entire categories to manage visibility, posture, and identity sprawl, AI will drive demand for both things we can think of now (model governance, agent identity security, data lineage protection, and all the other exciting stuff people are talking about) and plenty of problems we can’t even imagine.
The biggest lesson from cloud, in my opinion, is that increasing the speed of innovation does not reduce security needs; it multiplies them through second- and third-order consequences. AI is not going to kill cybersecurity, it will expand it across layers we are only beginning to recognize today. Obviously, when that happens, the market will grow massively.
Vibecoding isn’t going to kill security tools either
Another mistaken belief that I see spreading in the industry is that cyber is going to die because enterprises are going to be so empowered with AI that they will simply vibecode their own tools. Rather than re-explaining what I’ve tried explaining several times, let me just share what I recently shared on LinkedIn.

​
Source: my LinkedIn
I continue to stand by every single word here. AI is a game-changer because it accelerates how quickly we can build and ship new products, but speed is not the same thing as replacing the underlying systems that enterprises depend on. Large organizations don’t buy “features”, they buy outcomes. Buying software is about buying a lot of intangibles that come with it, like reliability, security, being able to pass complex audits across jurisdictions, operational resilience at scale, partners they can trust when something breaks at the worst possible moment, etc. If these intangibles weren’t so important, most companies would just be using open source (let’s be real, there’s an open source version of every single billion-dollar company out there).
The importance of these intangibles doesn’t go down just because code can be generated faster, I’d actually argue it goes up quite a bit. Now that everyone can ship software super fast, it becomes more, not less important that customers can actually rely on their partners.
Security has always been about continuously raising the bar for the attackers, as every time our defenses improve, bad actors find new ways to get in. Even if we eliminate entire classes of known vulnerabilities (which, by the way, we have been doing for decades), the ecosystem will change and attackers will find new weaknesses to exploit as they have done in the past. The real opportunity with AI isn’t in pretending that it somehow makes foundational infrastructure become obsolete (because it simply doesn’t), and not in hoping that we can just vibecode tools (because we can’t, without getting squashed by the complexity and edge cases at scale). The real opportunity is in using AI to navigate the operational complexity that makes security so hard in the first place.
Claude Code Security will still cause collateral damage
I have repeated several times in this piece that the cybersecurity industry is safe for now. That said, Claude Code Security will absolutely cause collateral damage. If a frontier AI lab can natively understand a codebase, detect vulnerabilities, and propose patches inside the same environment where code is getting written, the standalone value proposition of “we scan your code and suggest fixes” becomes very hard to defend.
SAST has always been the most obvious adjacency for AI labs. It’s actually pretty simple: whoever generates code will be able to absorb things like QAing that code and securing that code. This is great news for both security teams, who will no longer need to chase down devs to fix stuff, and for engineers, who can just accept a suggested autofix without having to think about security. Once vulnerability detection and auto-remediation are embedded directly into the development workflow, the appsec market will quickly start to look commoditized (I think it already does). The differentiation that many appsec tools rely on (better detection engines, smarter prioritization, cleaner reports) will become less compelling when the platform writing the code can also reason about and fix it. I have recently seen a few appsec companies known for building scanners come forward with messages that “Claude Code Security is a great thing for the industry,” but I don’t think anyone inside these companies truly believes that it is good for their business (they are right, though - it is great for the industry!).
Let me be clear: I don’t think that Claude Code Security means that application security disappears completely, even though the shape of it will change. If baseline code quality improves and common classes of vulnerabilities are prevented or auto-patched before pull requests are even merged, founders in appsec who built companies around identifying and auto-fixing code flaws will have to have some serious conversations at the board level.
I am by no means an appsec expert, but it’s becoming clear to me that while SAST scanners will be fading away, there are two kinds of new appsec products that are starting to take off. One is the new breed of product security tools that started to emerge in recent years. Companies like Prime Security, Clover Security, Seezo, and others (please do forgive me, founder friends, if I missed your company, these are just examples that came to mind) are just some examples of players for whom Claude Code Security isn’t going to be a threat. The other category of tools that are getting a lot of attention are runtime security solutions like Miggo, Oligo Security, Raven, and others (same disclaimer to founder friends applies). James Berthoty of Latio is a big supporter of runtime security, so I suggest you check out his thoughts if this is an area you are interested in.



If you like my blog, please subscribe & share it with your friends. I do this in my free time, so seeing the readership grow helps me to stay motivated and write more. I don’t send anything except my writing and don’t sell your data to anyone as I have better stuff to do.
If you are a builder - current or aspiring startup founder, security practitioner, marketing or sales leader, product manager, investor, software developer, industry analyst, or someone else who is building the future of cybersecurity, check out my best selling book, Cyber for Builders.
If your company is interested in sponsoring Venture in Security, check out Sponsorships.
Lastly, check out the Inside the Network podcast where we bring you the best founders, operators, and investors building the future of cybersecurity.
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In the summer of 2022, a small team of researchers finished building something remarkable—and then refused to release it. They had created Claude, an artificial intelligence system capable of engaging in sophisticated conversation, but they kept it locked away for months of internal testing. Their reasoning? They worried that rushing to market might spark a dangerous race to build ever more powerful AI systems before anyone understood how to make them safe.


This was Anthropic's founding philosophy in action.


The OpenAI Exodus


Anthropic exists because of a schism. In 2021, seven researchers walked away from OpenAI, the company that had become synonymous with cutting-edge artificial intelligence. Among them were siblings Dario and Daniela Amodei—Dario had been OpenAI's Vice President of Research, one of the most senior technical positions at the organization.


What drove them to leave? The official language is diplomatic: "directional differences." But the subtext is clear enough. OpenAI had begun its transformation from a nonprofit research lab into a commercial juggernaut, eventually partnering with Microsoft and racing to release products like ChatGPT. The Amodei faction believed something essential was being lost in that sprint toward commercial deployment—namely, the careful study of how to make these systems reliably safe.


So they started over.


A Different Kind of Corporation


Anthropic structured itself as a public-benefit corporation, a legal form that originated in Delaware and allows company directors to balance profit-seeking with broader social goals. This is unusual in Silicon Valley, where the standard venture-backed startup exists solely to maximize shareholder returns.


But Anthropic went further. They created something called the "Long-Term Benefit Trust"—a purpose trust that holds special shares allowing it to elect directors to the company's board. The trust's stated mission is "the responsible development and maintenance of advanced AI for the long-term benefit of humanity." As of late 2025, this trust is overseen by four members: Neil Buddy Shah, Kanika Bahl, Zach Robinson, and Richard Fontaine.


Whether these governance structures will prove meaningful in practice—especially under pressure from investors who have poured billions into the company—remains an open question. But the intent, at least, is to build guardrails that could prevent Anthropic from abandoning safety research even if it became profitable to do so.


The Money Floods In


For a company supposedly focused on careful, measured AI development, Anthropic has attracted a staggering amount of capital in a remarkably short time.


The investment history reads like a series of escalating bets. In April 2022, the company announced $580 million in funding, with $500 million coming from FTX—the cryptocurrency exchange that would spectacularly collapse later that year, sending its founder Sam Bankman-Fried to prison for fraud. That particular investment has become something of an embarrassment, though Anthropic itself was never implicated in FTX's wrongdoing.


Then came the tech giants.


Amazon arrived first, investing $1.25 billion in September 2023 with a commitment to eventually reach $4 billion. They hit that target in March 2024, then doubled down with another $4 billion in November, bringing Amazon's total stake to $8 billion. In exchange, Anthropic agreed to use Amazon Web Services as its primary cloud provider and to make Claude available to AWS customers.


Google wasn't far behind. They invested $500 million in October 2023, committed another $1.5 billion over time, and added $1 billion more in March 2025. Their total: $2 billion.


By late 2025, Anthropic had completed two massive funding rounds—$3.5 billion in March 2025 (valuing the company at $61.5 billion) and $13 billion in September (pushing the valuation to $183 billion). Then came a November announcement that Nvidia and Microsoft planned to invest up to $15 billion, with Anthropic committing to buy $30 billion of computing capacity from Microsoft Azure running on Nvidia hardware.


The valuations are dizzying. By November 2025, Anthropic was worth over $350 billion—making it one of the most valuable private companies in history, and this for a firm that had existed for barely four years.


Constitutional AI: Teaching Values to Machines


What makes Claude different from other AI systems? Anthropic's answer is something they call Constitutional AI, or CAI.


The idea is straightforward in concept, if not in execution. Rather than training an AI solely on human feedback about whether individual responses are good or bad, you give the AI a set of principles—a "constitution"—that describes how it should behave. The AI then learns to evaluate its own outputs against these principles and adjusts accordingly.


Claude's constitution draws from sources you might not expect. Some rules come from the 1948 Universal Declaration of Human Rights. One principle asks the AI to "choose the response that most supports and encourages freedom, equality and a sense of brotherhood." Other rules, somewhat incongruously, derive from Apple's terms of service.


The goal is to produce an AI that is, in Anthropic's formulation, "helpful, harmless, and honest." The name Claude itself is a small gesture toward this mission—it honors Claude Shannon, the mathematician who founded information theory. The masculine name was also chosen deliberately to contrast with the feminine names given to AI assistants like Alexa, Siri, and Cortana, though exactly what statement this makes remains somewhat unclear.


The Claude Family Tree


Anthropic's AI models have evolved rapidly since that first version sat unreleased in 2022.


The public timeline begins in March 2023, when Anthropic released two versions: Claude and Claude Instant, a lighter-weight alternative. Claude 2 followed in July 2023, notable for being the first version available to the general public rather than a select group of testers.


Claude 3, released in March 2024, introduced a naming scheme that persists today: Opus, Sonnet, and Haiku. These names, borrowed from poetic forms, denote different sizes of model. Opus is the largest and most capable—Anthropic claimed it outperformed OpenAI's GPT-4 and Google's Gemini Ultra on benchmark tests. Sonnet occupies the middle ground. Haiku is the smallest and fastest.


All three can process images as well as text, a capability that has become standard among frontier AI systems.


The most significant 2024 release was Claude 3.5 Sonnet in June, which introduced something called Artifacts—a feature allowing Claude to generate interactive content like websites or graphics in real-time, displayed in a dedicated window. October brought an improved 3.5 Sonnet along with a beta feature called "Computer use," enabling Claude to see a computer screen via screenshots and interact with it through clicks and keystrokes. This capability hints at a future where AI systems don't just answer questions but actually operate computers on your behalf.


February 2025 saw Claude 3.7 Sonnet, described as a "hybrid reasoning" model. Simple queries get quick responses; complex problems trigger extended deliberation. May 2025 brought Claude 4, introducing both Opus 4 and Sonnet 4 with enhanced coding abilities. The latest iteration, as of late 2025, is Claude Opus 4.1 (released August 2025), Claude Sonnet 4.5 (September 2025), and Claude Haiku 4.5 (October 2025).


Looking Inside the Black Box


One of the persistent challenges with neural networks—the computational architecture underlying systems like Claude—is that they're notoriously difficult to understand. You can see what goes in and what comes out, but the internal processing is largely opaque, a tangle of billions of numerical weights that don't map neatly onto human concepts.


Anthropic has invested significant research effort into what's called interpretability: the attempt to understand what's actually happening inside these systems.


In 2024, using a computationally expensive technique called dictionary learning, Anthropic researchers identified millions of "features" in Claude. A feature, in this context, is a pattern of neural activity that corresponds to some concept or idea. One famous example: they found a feature associated with the Golden Gate Bridge. When they artificially enhanced this feature's activation, Claude became obsessed with the bridge, inserting references to it into conversations where it had no business appearing.


This might sound like a parlor trick, but the implications are serious. If you can identify which internal patterns correspond to which concepts, you might be able to detect when a model is about to produce harmful content—or even edit the model to prevent certain behaviors entirely.


More recent research, published in March 2025, explored how multilingual AI models handle different languages. The findings suggest that Claude partially processes information in a language-agnostic conceptual space before translating it into whatever language is appropriate for the response. Even more intriguingly, the research found evidence that Claude can plan ahead: when writing poetry, it apparently identifies potential rhyming words before composing a line that ends with one of them.


Into the National Security Apparatus


For a company founded on principles of AI safety, Anthropic has moved with remarkable speed into military and intelligence applications.


In November 2024, Palantir—the controversial data analytics company with deep ties to the U.S. intelligence community—announced a partnership with Anthropic and Amazon Web Services. Claude would be made available to U.S. intelligence and defense agencies. According to Palantir, this marked the first time Claude would operate in "classified environments."


The military relationship deepened in 2025. June saw the announcement of "Claude Gov," a version specifically designed for government use; Ars Technica reported it was already running at multiple U.S. national security agencies. In July, the Department of Defense revealed that Anthropic had received a $200 million contract for military AI applications—alongside Google, OpenAI, and Elon Musk's xAI.


Meanwhile, in September 2025, Anthropic announced it would stop selling products to entities majority-owned by Chinese, Russian, Iranian, or North Korean interests, citing national security concerns. That same month, the company disclosed that hackers sponsored by the Chinese government had used Claude to conduct automated cyberattacks against approximately 30 organizations worldwide. The hackers had tricked Claude into executing attack subtasks by claiming the work was for defensive security testing.


The Copyright Question


Like all companies training large language models, Anthropic faces the uncomfortable question of where its training data comes from.


In February 2024, the company hired Tom Turvey, formerly head of partnerships at Google Books, and tasked him with obtaining "all the books in the world." Anthropic then began using destructive book scanning—a process that physically destroys books during digitization—to convert "millions" of volumes into training data for Claude.


This has not gone unchallenged in court.


In October 2023, music publishers including Concord, Universal, and ABKCO sued Anthropic for "systematic and widespread infringement" of copyrighted song lyrics. Their complaint included examples of Claude outputting lyrics from songs like Katy Perry's "Roar" and Gloria Gaynor's "I Will Survive," even sometimes producing modified lyrics when given indirect prompts. The publishers sought up to $150,000 per infringed work.


Anthropic's defense, filed in January 2024, argued that the publishers were not unreasonably harmed and that the lyric reproductions were "merely bugs."


A more consequential lawsuit arrived in August 2024: a class action by authors alleging that Anthropic had trained its models on pirated copies of their books. In June 2025, a federal court issued a mixed ruling. The court found that using digital book copies for AI training could constitute fair use—a significant win for the industry. But it also found that Anthropic had used "millions of pirated library copies" and that using pirated material could not qualify as fair use.


In September 2025, Anthropic agreed to pay authors $1.5 billion to settle the case—$3,000 per book plus interest. If approved by the court, this would represent the largest copyright resolution in United States history.


The legal battles continue to multiply. In June 2025, Reddit sued Anthropic for allegedly scraping data from its platform in violation of user agreements.


The Transformation of Work


In September 2025, Anthropic released research showing how businesses actually use Claude. The findings were stark: three-quarters of companies use the AI for "full task delegation" rather than collaboration. In other words, they're using it to replace work that humans used to do, not to augment human capabilities.


Earlier that year, Dario Amodei had predicted that AI would "wipe out" white-collar jobs, particularly entry-level positions in finance, law, and consulting. Whether this represents a warning or simply an observation of market forces his company is accelerating remains a matter of perspective.


What Comes Next


In December 2025, Anthropic acquired Bun—a fast JavaScript runtime environment—to improve the speed and stability of Claude Code, its AI coding assistant. That same month, the company signed a $200 million multi-year partnership with Snowflake to make Claude available through Snowflake's data platform.


The company also announced an October 2025 partnership with Google that would give Anthropic access to up to one million of Google's custom Tensor Processing Units—specialized chips designed for AI workloads. According to Anthropic, this would bring more than one gigawatt of computing capacity online by 2026.


One gigawatt. That's roughly the output of a nuclear power plant, dedicated to training AI systems.


There are smaller initiatives too. In August 2025, Anthropic launched a Higher Education Advisory Board, chaired by Rick Levin, former president of Yale University. The company partnered with Iceland's Ministry of Education to give teachers across the country—including in remote areas—access to Claude for classroom integration.


Anthropic says it is currently researching whether Claude is capable of introspection—whether it can reason about why it reaches certain conclusions. This is one of the deep questions in AI research: do these systems have anything like self-awareness, or do they merely simulate it convincingly?


The company that began by refusing to release its creation now finds itself at the center of a technological transformation affecting national security, creative industries, education, and the future of work itself. Whether Anthropic's founding commitments to safety will survive the pressures of a $350 billion valuation and billions more in military contracts is a question only time will answer.


The cautious researchers who walked away from OpenAI have built something enormous. Whether it remains the thing they intended to build is the unfolding story of the next decade in artificial intelligence.
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Here's a startling fact about software security: fixing a vulnerability in production costs one hundred times more than catching it during development. That's not a typo. The same bug that takes an hour to fix while you're writing code might consume weeks of emergency response, customer notifications, and reputation repair once it's running in the real world.


This economic reality explains why the software industry has become obsessed with something called Static Application Security Testing, or SAST. It's the practice of finding security holes by reading code before that code ever runs.


The Ancient Art of Reading Code


Examining programs by studying their source code is almost as old as programming itself. Early computer scientists would pore over their punch cards and printouts, looking for logical errors before precious computing time was consumed running faulty programs.


But applying this technique specifically to security? That's surprisingly recent.


The catalyst was the web. In the late 1990s, web applications exploded in complexity. Developers started integrating JavaScript and Flash, creating interactive experiences that also created entirely new categories of vulnerability. The watershed moment came in 1998 with the first public discussion of SQL injection—a technique where attackers slip malicious database commands into web forms. Suddenly, a bug in your code didn't just crash your program. It could expose every customer's credit card number.


Security researchers realized they needed tools that could systematically scan codebases for these dangerous patterns before attackers found them first.


White Box versus Black Box


To understand SAST, you need to understand its philosophical opposite: Dynamic Application Security Testing, or DAST.


Imagine you're trying to find weaknesses in a house. DAST is like being a burglar. You walk around the outside, try the doors and windows, peer through the mail slot, maybe rattle the locks. You can only test what you can reach from outside, and you have no idea what's behind the walls.


SAST is like being the building inspector with the complete architectural blueprints. You can see exactly how every wall was framed, where every wire runs, which load-bearing beams might be undersized. You examine the structure itself rather than just probing its surfaces.


The industry calls DAST "black-box testing" because you can't see inside. SAST is "white-box testing" because everything is transparent.


Each approach catches different problems. DAST excels at finding issues in how a running application actually behaves—configuration mistakes, authentication bypasses, problems that only emerge when all the pieces interact. SAST catches problems in the code's logic itself, the kind of flaws that exist even before the first line executes.


Studies suggest that SAST tools can detect roughly half of the security vulnerabilities present in tested applications. That might sound disappointing until you realize that catching fifty percent of your bugs before deployment is enormously valuable given that hundred-to-one cost ratio.


How Machines Read Code


When a SAST tool analyzes your program, it doesn't run the code. Instead, it reads the source text and builds a mathematical model of what the program would do.


The first step is parsing—converting raw text into a structured representation called an Abstract Syntax Tree. Think of this as a family tree for your code, where each branch represents a function, loop, or condition, and the relationships between branches show how control flows from one part of the program to another.


With this tree in hand, the tool can trace how data moves through your application. Where does user input enter the system? What transformations does it undergo? Does it ever reach a dangerous destination—like a database query or a system command—without being properly sanitized first?


This analysis can happen at different levels of sophistication.


At the function level, tools examine individual sequences of instructions. They might check whether a single function properly validates its inputs before using them.


At the file or class level, analysis expands to understand how objects and modules interact within a single source file. The tool can track data flowing between methods of the same class.


At the application level, the tool attempts to understand your entire program—or even a group of interconnected programs—as a unified system. This is the most powerful form of analysis because vulnerabilities often span multiple components. An input might enter through one service, pass through three others, and finally reach a dangerous operation in a fifth. Only application-level analysis can trace that complete journey.


The Rise of Componentization


Modern software development looks nothing like it did in the 1990s. Back then, a program was typically a monolithic block of code written by a small team. Today, applications are assembled from hundreds or thousands of components—some written in-house, many pulled from open-source libraries, others consumed as services over the network.


This componentization happened because businesses demanded faster delivery. Breaking applications into smaller pieces let different teams work in parallel. It let developers reuse proven solutions rather than reinventing them. But it also created a security nightmare.


When your application depends on a library, which depends on another library, which depends on ten more libraries, how do you know whether any of those components contains a vulnerability? When data flows through a dozen microservices before producing a response, how do you ensure it's properly sanitized at every step?


SAST tools evolved to handle this complexity. They learned to follow data across component boundaries, to understand that a value entering Service A might eventually be used dangerously in Service F, and to validate that proper security checks exist somewhere along that chain.


The Web Application Explosion


The scale of the security problem became undeniable in the 2010s. Verizon's 2016 Data Breach Report found that forty percent of all data breaches exploited web application vulnerabilities. Four out of ten times that someone's data was stolen, the attack came through a website.


But external attackers weren't the only concern. The Clearswift Insider Threat Index reported in 2015 that ninety-two percent of surveyed organizations had experienced IT or security incidents in the previous year. Even more striking: seventy-four percent of those breaches originated from insiders.


Security researcher Lee Hadlington identified three categories of insider threats. Malicious insiders deliberately abuse their access for personal gain or to harm the organization. Accidental insiders make mistakes—they misconfigure a server, send data to the wrong recipient, or fall for phishing attacks. Unintentional insiders unknowingly create vulnerabilities through carelessness or ignorance of security best practices.


SAST tools help with all three categories. They catch malicious code that an insider might try to smuggle into the codebase. They identify accidental vulnerabilities before careless mistakes reach production. They educate developers about security by explaining why certain patterns are dangerous.


Mobile Changes Everything


Just as organizations started getting a handle on web application security, smartphones arrived and reshuffled the deck entirely.


Mobile applications presented unique challenges. They ran on devices the organization didn't control. They stored sensitive data locally on phones that might be lost or stolen. They communicated over networks that might be compromised. And the explosive growth of the app ecosystem meant that companies were shipping mobile code faster than they could secure it.


The mobile revolution reinforced a lesson the industry was already learning: security had to shift earlier in the development process. You couldn't wait until an application was finished to start thinking about vulnerabilities. By then, the architecture was set, the deadlines were pressing, and the cost of changes had multiplied.


Integrating Into the Pipeline


Modern software development uses something called Continuous Integration and Continuous Deployment—CI/CD for short. The idea is that code changes flow through an automated pipeline. When a developer commits code, tests run automatically. If everything passes, the code might deploy to production within minutes or hours.


SAST tools have integrated into this pipeline. They scan every code change as it's submitted. If critical vulnerabilities are detected, the pipeline stops automatically. The code never reaches production. The developer gets immediate feedback about what went wrong and how to fix it.


This immediacy is one of SAST's greatest advantages over other security testing approaches. Dynamic testing requires a running application, which means you need a testing environment configured and deployed. Interactive testing requires human security experts to probe the application manually. SAST just reads the code—it can run the moment a developer saves a file.


That fast feedback loop matters psychologically as well as practically. A developer who learns about a vulnerability thirty seconds after introducing it can fix it while the code is still fresh in their mind. A developer who learns about the same vulnerability three weeks later, after the code has shipped and a security audit has flagged it, might barely remember writing that function.


The Complete Picture


SAST tools also provide something dynamic testing cannot: complete coverage.


When you test a running application dynamically, you can only test the code paths you actually exercise. If you forget to click a particular button, or if a feature is only triggered by a rare combination of inputs, the dynamic test might miss it entirely. Configuration files that define security settings might never be examined at all.


Static analysis reads everything. Every line of source code. Every configuration file. Every conditional branch, whether it's commonly executed or handles an edge case that occurs once a year. If a vulnerability exists anywhere in the codebase, static analysis at least has the opportunity to find it.


This thoroughness extends beyond pure security. Many SAST tools have evolved to assess software quality more broadly—architectural patterns, code maintainability, performance anti-patterns. Security researchers have found a strong correlation between code quality and code security. Programs that are poorly structured, hard to understand, and difficult to maintain tend also to be riddled with vulnerabilities. The same practices that make code readable and maintainable—clear naming, small functions, limited complexity—also make it easier to reason about security properties.


The False Positive Problem


If SAST tools are so powerful, why isn't every security vulnerability caught before deployment?


The uncomfortable answer involves something called false positives—warnings about problems that don't actually exist.


Static analysis is fundamentally limited by the halting problem, a mathematical principle that says no algorithm can perfectly predict what an arbitrary program will do. SAST tools must make conservative assumptions. When they're uncertain whether something is dangerous, they err on the side of warning.


The result is noise. A SAST scan of a large application might produce hundreds or thousands of warnings. Many of these will be false alarms—the tool flagged something that looks suspicious but is actually fine when you understand the context. A developer reviewing these results must investigate each warning to separate the real vulnerabilities from the phantom ones.


This creates a trust problem. After wading through dozens of false positives, developers start to assume that SAST warnings are probably wrong. They stop investigating carefully. And that's when real vulnerabilities slip through.


The problem is particularly acute in agile development environments, where teams focus on shipping features quickly. When you're trying to deliver a new capability by Friday, stopping to investigate five hundred security warnings feels like an unaffordable distraction. Teams using agile methodologies often struggle to integrate SAST effectively because the tool's output conflicts with their workflow's velocity.


The Usability Challenge


Research into developer attitudes toward SAST tools reveals a paradox. Developers generally support the idea of automated security testing. They want their code to be secure. But they often find actual SAST tools frustrating to use.


The problem goes beyond false positives. Many SAST tools produce lengthy, technical output that requires security expertise to interpret. A warning that says "potential tainted data flow from source X through path Y to sink Z" might be technically precise, but it assumes the developer knows what "tainted data," "sources," and "sinks" mean in a security context.


The tools also struggle with context. A particular code pattern might be dangerous in one situation and perfectly safe in another. Human security experts make these contextual judgments automatically, but automated tools often cannot.


The Security Testing Trinity


Security professionals have concluded that no single testing approach suffices. Modern security programs use a combination of three techniques.


SAST examines source code before execution, catching vulnerabilities early but producing false positives and missing runtime issues.


DAST probes running applications from outside, finding configuration problems and integration issues but unable to examine code directly.


Interactive Application Security Testing, or IAST, combines both approaches. It instruments the running application to monitor internal behavior while also exercising it externally. This hybrid approach can correlate external attacks with internal code paths, reducing false positives while maintaining broad coverage.


Together, these three techniques provide overlapping layers of defense. Vulnerabilities that slip past one approach might be caught by another. The security industry calls this "defense in depth"—the principle that multiple imperfect defenses are stronger than any single perfect one.


The Economics of Early Detection


We return to where we started: the staggering cost differential between early and late vulnerability detection.


Those numbers—ten times more expensive in testing, one hundred times more expensive in production—aren't arbitrary. They reflect the cascading complexity of fixing problems in live systems.


When you fix a vulnerability during development, you change some code, run your tests, and commit. The total cost is measured in minutes or hours of a single developer's time.


When you fix the same vulnerability during testing, you've already integrated that code with other components. Changing it might break those integrations. You need to retest not just your fix but everything that touches it. Multiple developers might need to coordinate. Documentation might need updating. The cost is measured in days.


When you fix a vulnerability in production, everything escalates. You might need an emergency response team. You might need to notify customers that their data was potentially exposed. Legal might get involved. Public relations might get involved. Regulators might get involved. Competitors might point to your breach in their sales pitches. The cost is measured in weeks, reputations, and sometimes careers.


SAST tools aren't perfect. They miss half of vulnerabilities and flag many non-issues. But the economics still favor their use overwhelmingly. Even imperfect early detection beats perfect late detection, because the cost of fixing problems grows so dramatically over time.


The lesson extends beyond software security. In almost any system—mechanical, biological, social—problems are easier to address when they're small and contained than after they've propagated and entangled with everything else. Engineers learned this lesson building bridges. Doctors learned it treating diseases. Software developers are still learning it, one breach at a time.

  

  
    Deep Dive

    Coordinated vulnerability disclosure

    Based on Wikipedia: Coordinated vulnerability disclosure

In 2018, a researcher named Google Project Zero dropped a bombshell: they had found a flaw in Intel processors that allowed hackers to steal passwords, banking data, and private photos from millions of computers worldwide. But here is the thing — the public did not learn about it immediately. Instead, researchers gave Intel seven months to fix the problem before telling anyone. That process — that careful, deliberate timing — is called Coordinated Vulnerability Disclosure, and it represents one of the most contentious debates in computer security.

The core idea is straightforward: when a researcher discovers a vulnerability, they do not immediately publish it for everyone to see. Instead, they privately notify the company responsible for the software or hardware, give them time to develop a fix, and only reveal the flaw once that fix exists. This contrasts sharply with "full disclosure," where the problem becomes public immediately — often leaving users exposed while attackers race to exploit the gap.

The philosophy behind coordinated vulnerability disclosure rests on a simple premise: we all share vulnerable infrastructure. When researchers publish flaws before companies can patch them, hackers gain a window to attack systems that have not yet been repaired. The cat is out of the bag. Users cannot protect themselves until the fix arrives. By giving vendors time — sometimes 90 days, sometimes even longer — researchers allow those responsible to build and distribute solutions.

This approach requires balancing act. On one side stand ethical hackers who uncover flaws as part of their research. They argue that publicly exposing vulnerabilities keeps companies honest and forces them to address problems rather than sweeping them under the rug. The alternative — hiding issues indefinitely — creates a dangerous fiction: users believe they are secure when they actually remain at risk.

On the other side are software developers, hardware manufacturers, and security teams who need breathing room to create fixes. Writing patches takes time, testing demands resources, and deployment across millions of devices requires careful choreography.

The timeline for disclosure varies dramatically depending on severity. In 2008, Dan Kamkin discovered DNS cache poisoning — a flaw that could poison internet routing tables and redirect traffic through malicious servers. He gave vendors five months to respond before publishing his findings. In contrast, when researchers found the Starbucks gift card vulnerability allowing double-spending, they disclosed it just one week after initial report.

Some organizations move faster than others. Google Project Zero enforces a strict 90-day deadline: once vendors receive notification of a flaw, they have three months to patch it before details become public. The company shares solutions with the defensive security community either at that point or earlier if the vendor already released a fix. Their approach has become an industry standard.

The Zero-Day Initiative — ZDI — operates on a 120-day timeline. After receiving vendor response, they publicly share vulnerability details. This gives manufacturers additional time to coordinate complex emergency fixes across large codebases and diverse customer bases.

Not everyone agrees with these timelines. Some security researchers expect financial compensation for their findings, creating tension between the research community and vendors who view such demands as extortion. Bug bounty programs attempt to bridge this gap by providing legitimate channels for responsible disclosure while rewarding contributors fairly. Facebook, Google, and Barra Networks have all implemented formal bounty systems.

When these programs fail, managed services step in. Organizations lacking dedicated security teams — or receiving high volumes of vulnerability reports — often outsource coordination to third-party providers. These services operate reporting channels on behalf of clients, perform initial triage and validation, and manage communication between researchers and affected organizations.

These managed approaches align with frameworks published by the U.S. Cybersecurity and Infrastructure Security Agency (CISA) and the European Union Agency for Cybersecurity (ENISA). They typically support international standards like ISO/IEC 29147 and ISO/IEC 30111, providing legal protection for researchers through safe-harbor language while maintaining organizational responsibility for final remediation decisions.

The stakes become crystal clear when examining actual vulnerabilities resolved through coordinated disclosure. The MD5 collision attack demonstrated how to create false CA certificates — the foundation enabling impersonation of legitimate websites. It took months before researchers publicly detailed this exploit.

When Meltm occurred in 2017, hardware vulnerability affected Intel x86 processors and certain ARM-based chips. Researchers gave vendors seven months to address the issue before revealing details. Spectre followed shortly after — another hardware flaw involving branch prediction implementations in modern microprocessors with speculative execution, allowing malicious processes access to mapped memory contents from other programs.

The ROCA vulnerability required eight months of coordination, affecting RSA keys generated by an Infineon library and Yubikeys. These cases illustrate how long complex patches actually take.

Massachusetts subway security once exposed vulnerabilities discovered by MIT students. They allowed five months before public disclosure. The MIFSA Classic card flaw — broken by Radboud University Nijmegen — followed similar timeline.

The challenge persists: security researchers expecting financial compensation for their work often view coordinated timelines as insufficient, while organizations claim these expectations border on extortion. Bug bounty programs remain imperfect solutions.

What emerges is a delicate ecosystem balancing immediate user protection against researcher incentives and vendor capabilities.
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  Are AI Datacenters Increasing Electric Bills for American Households?
SemiAnalysis x Fluidstack is launching GTC with a 48-hour, full-stack AI infrastructure hackathon on March 15th from Power to Prefill, Dirt to Decode. With speakers from OpenAI, GPU MODE, and Thinking Machines, plus compute grants and GPU cluster access, come build with the best: APPLY HERE. 
The topic of datacenter load growth and impact on power prices remains broadly misunderstood, akin to the water consumption myth that we debunked recently. It was at the forefront of the 2025 New Jersey elections, after a ~20% jump in residential electricity rates overnight in June 2025. Some even began finger-pointing at the 300MW Nebius AI Datacenter for Microsoft in the state, a laughable claim given >85% of its power is self-generated. Are AI datacenters really causing households to pay electricity 20% more expensive?
This report explores the question by analyzing the two biggest energy markets in the US, which are also the largest AI Datacenter hubs: the PJM interconnection area – the grid operating covering 13 eastern US states (including New Jersey) - and ERCOT, who oversees the electric grid in Texas. In the Lone Star State, prices have been roughly stable for the last three years. On the other hand, the 67 million residents of the PJM area are set to see their bill increase by an average of ~15% in 2026 relative to the “pre-AI-Datacenter” era? Why such a divergence? In short, empirically the fault is government policy, not AI.

In PJM, we think poor market design is the main culprit. Most of the 15% increase in household electricity bills in PJM is driven by a widely misunderstood and somewhat obscure mechanism: the BRA capacity auction. The 2025/26 auction increased 9.3x over the prior year, as shown below. Worse: this increase is driven by a “simulation” and doesn’t reflect actual conditions. Is is largely a function of the demand and supply forecast made by a central planner (PJM), which as we’ll explain, has a history of huge miscalculations. 

Many are finger-pointing at the surge in AI datacenters, and it is understandable. The PJM area is at the forefront of the AI boom, with Google notably training its Gemini model around Columbus Ohio, while Anthropic/Amazon’s “Project Rainier” and Meta’s “Prometheus” in Indiana and Ohio are both in our world’s top 5 largest AI Datacenters. PJM also hosts the world’s largest datacenter hub: Northern Virginia.
Now look at Texas. The state is witnessing an equivalent AI buildout, with OpenAI, Google DeepMind, Anthropic all building massive facilities. Yet power futures in Texas have moved only a few percent in the past year. No 9x spike, no crisis, very different market design.

Let’s dig in. This report focuses on ERCOT and PJM since they’re the two largest energy markets in the country, and are epicenters of the AI revolution. We’ll dig into their respective market design, explain how they’ve reacted to booming AI Datacenter load growth, and how that will flow to households.
Then, behind paywall, we discuss the supply chain implications. We believe that market constraints are dramatically shifting and many are missing it. This shift impacts major AI winners such as IPPs (Vistra, Constellation, Talen..), equipment suppliers, datacenter developers like cryptominers.
For institutions looking for deeper analysis, subscribe to our Energy Model and Datacenter Industry Model. The latter tracks and forecasts quarter-by-quarter, 2017-2032, over 5,000 individual facilities and their electrical capacity. The Energy Model builds an energy supply & demand analysis on top of it, by tracking and forecasting operations for every single power plant in the US, estimating their true ELCC, analyzing interconnection queue dynamics, and matching against our datacenter demand-side data.
Let’s start with a brief explainer of what “capacity” actually is, how it flows to your monthly bill, and then dig further into market designs.
This report is a collaboration between SemiAnalysis and Archer Daniels Midland Investor Services (ADMIS), a leading futures brokerage and clearing firm.
Capacity: paying for power plants to sit idle 95% of the time
At a high level, a monthly household electric bill is driven by the following charges:
	Energy: In deregulated territories (including PJM’s 13 states, and ERCOT/Texas), this is a function of wholesale prices, i.e. real-time supply and demand for electricity.

	Capacity: This charge doesn’t exist in ERCOT but matters in PJM. It is a function of supply & demand for capacity, i.e. power that will only turn on a few hours per year, at necessary peak events. In PJM, this charge is defined annually via a large auction.

	Transmission & Distribution (T&D): the charges for the electrical distribution network.


This remains a highly regulated area. T&D providers typically earn a pre-determined, regulated Return on Equity. As such, utilization rate of transmission & distribution assets can impact consumer power prices. We will not dive into this in this report – we’ll leave that for a future deep dive.

	Others: taxes, retail adders, ancillary services, etc. We will not dive into this, as it varies based on location.



The purpose of capacity markets is to ensure households and businesses always have the electricity they need, including on peak summer or winter days. For context, on a single day, the electric load of New York City alone can vary by 2 gigawatts (GW), against a daily peak of 6-8 GW. During a heat wave, this same city can draw 10 GW of electricity as everyone runs their air conditioning at once.
In PJM, to ensure we have capacity when it’s needed, we pay power plant owners to maintain their assets on standby for >95% of the year. The price paid is determined by a forward auction, run once per year. That price is then spread across all electricity customers in the region. And that price went up by 9.3x in the 2025/26 delivery period, as detailed below.
ERCOT, on the other hand, is an “energy-only” market, with no separate capacity auction. Real-time pricing signals determine “scarcity” and incentivizes power plants to solve the issue. There are a few technicalities we detail later in the report, but the fundamental difference is the absence of a centralized annual capacity auction, instead using real-time market forces.
PJM: The $16 Billion Simulation
The core issue with the capacity market design is that it is directly impacted by the supply & demand forecast of a central planner, PJM. Any forecasting error can lead to billions of dollars of unwarranted spending. In the 2025-26 auction, that spending sums up to $16 billion, spread across every single resident and business in the PJM area.
How the Base Residual Auction Works
PJM pays for system capacity with the aforementioned forward capacity market, called the Base Residual Auction (BRA). This is a yearly auction ran two years ahead of time: for example, PJM’s 2027/28 capacity needs were auctioned at the end of 2025.
Unlike wholesale energy markets that trade in $/MWh (i.e. electrons consumed in a given hour), the BRA trades in $/MW-day (i.e. peak power provisioned in a given day). PJM’s demand forecast determines how many megawatts of generators, batteries, and other resources it needs to meet its maximum projected electric load (plus a reserve margin), then runs the auction to discover how much that capacity will cost. Customers ultimately pay for everything on the grid, so when prices in this capacity auction spike, that spike reaches household electric bills.
Until recently, the BRA delivered on its promise. Summer 2025 was brutally hot in PJM, with June 23 and 24 setting records as the 3rd- and 4th-highest peak days in PJM history. The lights did not go out, because there was enough generation capacity to meet the load.
But that reliability now comes at an extraordinary price. Between June 2024 and May 2025 (the 2024/25 service period), capacity cost $29/MW-day. For the current 2025/26 service period, capacity jumped 9.3x to $270/MW-day, with select locations seeing prices closer to $450/MW-day. The subsequent 2026/27 and 2027/28 auctions continued clearing at record prices. It was widely believed that the price would be even higher, but the federal regulator imposed a price cap of $329/MW-day. The most recent auction, December 17th, 2025, hit the price cap for the second straight year.

PJM blamed “runaway” power costs on both extreme weather and hyperscaler datacenter & AI power demand, and that narrative trickled into mainstream news. But that explanation obscures PJM’s own responsibility, because capacity prices are set more than a year ahead of time, based on a simulated model designed by PJM.
The Simulation Under the Hood
Capacity prices are based on an artificial supply-demand curve known internally as the Variable Resource Requirement (VRR) curve. The VRR curve is built on PJM’s internal forecast model, not on what the market thinks will happen. The projected increase in datacenter load shifted the clearing price on this curve, driving up prices independent of any public bid process.

However, the VRR curve is constructed from a web of assumptions, many of which depend on non-public models and proprietary data. Even modest changes in forecasted load can trigger large swings in clearing prices. The capacity market’s extreme sensitivity to forecast inputs means that getting the datacenter load number wrong by even a few gigawatts produces a catastrophic result: changing the curve’s shape near the clearing point, and ramping prices.
Datacenters blamed as the culprit for surging capacity prices
PJM’s Internal Market Monitor (IMM) -- an independent monitoring entity required by the Federal Energy Regulatory Commission (FERC) -- ran alternate simulations of the 2025/26 market, offering rare visibility into PJM’s otherwise-opaque methodology. According to the market monitor, datacenters should be blamed:
	Removing all datacenters from the forecast reduced PJM peak load by 7,927 MW, resulting in a $9.33 billion reduction of total capacity payments -- a 64% reduction versus the actual price.

	Keeping only already-energized datacenters reduced peak load by 4,654 MW, resulting in a $7.74 billion reduction -- a 53% cut from the actual price. For the 2026/27 auction parameters with an unrestricted VRR curve, the IMM estimated ~11,993 MW of combined datacenter load.


According to the IMM’s analysis, incremental datacenter load growth alone explains roughly a doubling in capacity costs versus a hypothetical grid without that load. The IMM attributes ~7.9 GW of additional datacenter demand in 2025/26 and ~12 GW in 2026/27. No other factor came close.
But all of these simulations obscure a deeper issue: the main auction that drives electric rates is also based on a simulation. The VRR curve is an artificial supply-demand curve based on a forecast that PJM made for themselves. If that forecast is inaccurate, those inaccuracies skew the entire capacity market.
And we believe the forecast is inaccurate. Our methodology tracks precise construction timelines of every single datacenter in the PJM area and shows PJM’s forecast is likely too optimistic. This is not due to a lack of demand, rather it’s due to datacenter construction delays (as highlighted in our Industrials Model), to GPU production and assembly delays (as explained in our Accelerator Model), and other supply chain issues. New hardware platforms are often buggy at first and longer-than-usual to turn on at full capacity.

We show below a great example of this. PJM’s own data shows an inability to forecast even one year out. In 2024, the datacenter load forecast was cut by 800MW versus the 2023 load forecast. In 2025, it happened again: the  datacenter load forecast was cut by 1.1GW versus what had been forecasted just a year ago, in 2024 !

Forward Energy Prices Tell a Different Story
The energy market in PJM remains closer to a real market, with supply and demand balances that return a moving price per MWh of electricity. These prices spike during heat waves, fall during mild weather, and use distributed market actors to track gas prices, transmission congestion, and renewable output -- like a market should.
PJM Western Hub forward prices -- the most liquid benchmark for energy traders’ view of the future -- have increased 12-20% in the 2028 and 2030 windows, with the 2026 window jumping somewhat higher. These are meaningful increases, but nothing resembling the 9.3x explosion in the capacity market. PJM’s simulation-heavy capacity construct is producing a price shock that the forward energy market does not validate. Traders, using real money and real risk, are not pricing in the same panic that PJM’s simulated VRR curve produced.

PJM’s supply-side forecast is also simulated
PJM’s forecast and methodology are also impacting the supply side of the forecast. A year before the AI Datacenter boom, issues had already begun to rise. As shown below, total offered capacity has been reduced by ~35GW in just four years. Where did that supply go?

As shown below, while coal retirements were the biggest drivers, PJM also introduced major methodology changes that caused close to 20GW of supply to disappear. A methodology change on how PJM accounts for natural gas power plants made 14GW disappear overnight.

How Capacity Prices Hit Household Bills
The 2026/27 Base Residual Auction (BRA) clearing price of $329/MW-day represents a tangible cost increase for every load in PJM. These costs are ultimately recovered through retail rates, appearing as higher capacity charges for utilities, suppliers, and large customers. In total, the auction translates to approximately $16 billion in total capacity payments, or roughly $120,000 per MW.
To estimate the impact on retail bills, we need the following datapoints:
· Average power consumption per household: in PJM, that’s 880 kWh per month.
· “Load factor”, i.e. average usage to peak usage. Empirical data shows 40% as a common value.
· Capacity prices: at $329/MW-day, we can divide this by the number of hours per day, and apply the 0.4 load factor, to get $34/MWh (or 3.4c/kWh).
Multiplying 3.4 by the monthly consumption (880 kWh) gets us a $29.9 monthly payment. Given the auction has already been cleared, we have near-certainty that households will pay $25-30 more per month than two years ago!

Let’s now turn our attention to Texas, to see how power prices have responded to the massive AI Datacenter surge.
ERCOT: Same Load Growth, No Price Shock
The Electric Reliability Council of Texas (ERCOT) is a much simpler market to understand. It runs a unified market mechanism balancing supply and demand based on real-time prices. ERCOT does not have two separate markets, and does not make forecasts that impacts directly market needs.
Scarcity Pricing Instead of a Capacity Auction
Instead of a capacity market driven by a once-a-year auction, ERCOT uses a real-time scarcity price adder based on an Operating Reserve Demand Curve (ORDC). When the balance between electric supply and demand gets too tight -- when everyone’s air conditioner runs at the same time -- the real-time energy price spikes, from normal prices of $10-50/MWh to a cap of $5,000/MWh, with additional adders in transmission-constrained areas.

This scarcity-price structure allows capacity resources that run fewer than 100 hours per year (gas peaker plants, batteries, etc) to pay for themselves, because that handful of run-hours can still be worth millions of dollars in annual revenue to a 50 MW power plant or battery system.
Said differently: in PJM, the central operator has the responsibility to analyze the system, determine capacity needs, and guarantees payment to power plant owners to provide capacity. In ERCOT, there’s no guarantee and it falls on the asset owners to make analysis and use their judgement on whether the market has enough capacity or not. Real-time pricing signals are a proof of market constraints.
ERCOT’s Demand Forecast: Extraordinary -- and Largely Ignored
This difference is particularly interesting as ERCOT also provides demand forecasts. And the outlook is staggering. The 2025 Long-Term Load Forecast, released April 2025, identified datacenters as the single largest driver of incremental peak growth. Based partly on attestation from Texas transmission service providers, ERCOT projected 77.9 GW of potential datacenter load by 2030 -- more than double the 29.6 GW in the prior year’s outlook, an unprecedented one-year revision.

Taken at face value, that forecast implies a structural demand shock on the order of an entire new ERCOT system layered on top of today’s load curve. In reality, no one believed in these numbers, and the market largely ignored them.
Even ERCOT recognized that their forecast was not realized and changed course. In the May 2025 Capacity, Demand and Reserves report, they applied a deliberate haircut: generic requests were discounted to 49.8%, officer-attested requests to 55.4%, and all in-service dates pushed back by 180 days. ERCOT’s internal grid analysts effectively said they would not plan for 100% of what developers claim until shovels actually move.

But the difference here is that ERCOT’s load forecasts and interconnection queue constraints do not directly drive electricity prices. PJM’s forecasts drive a simulated supply-demand curve, which in turn directly determines the bounds of what system capacity can cost. ERCOT uses its demand forecasts to guide system planning, transmission expansion, and resource adequacy studies -- not as a direct pricing input. ERCOT’s approach embeds skepticism that filters speculative demand before it can influence market outcomes.
More Datacenter Load, Less Scarcity
The physical system confirms ERCOT’s approach is working. The grid has already experienced record-breaking peaks of over 90 GW in summer 2024 and a spring record of 78.4 GW in May 2025. Hyperscaler demand growth in Texas is already enormous, and there have been no brownouts since.
The prices that energy traders see have not gone to the moon either. Forward prices -- particularly 2026, 2028, and 2030 contracts -- have increased 11-17% in the past year, a notable increase and roughly similar to that of PJM, but no 9x surge in capacity prices.

The 2024 Biennial ORDC Report explains that more online reserves were available than in prior cycles, allowing for steady, calm growth. Solar, wind, batteries, and fossil fuel peakers all came online in sufficient volume to cushion the system. The measurable effect was that the number of hours with scarcity pricing and the total spend on scarcity pricing fell relative to previous years. Energy is now less scarce in ERCOT territory despite the increase in electric demand. It takes more incremental gigawatts of demand to push the system into true scarcity conditions than it did even two years ago. In their public messaging, ERCOT’s concerns about datacenter growth leave out resource scarcity worries.

The forward wholesale price curve tells us that traders believe ERCOT can absorb the growth. They are betting on supply expansion, improved reserves, and SB 6 curtailment authority to mitigate scarcity in the long term. That skepticism mirrors ERCOT’s own haircutting of developer submissions. The system operator discounts the raw datacenter claims in its forecast; the market discounts them in its forward prices.
ERCOT also moves much faster: one of its key advantages over PJM is that it only covers one state and is not subject to FERC jurisdiction. On the other hand, PJM has to deal with FERC and with 13 states.
Winter Storm Fern: Paying for Reliability vs. Delivering It
Winter Storm Fern (January 24-27, 2026) was the first real-world stress test of PJM’s record-high 2025/26 capacity prices and of ERCOT’s market discipline under operational pressure.
ERCOT: No Crisis
ERCOT’s grid held through the January freeze. The Weather Watch issued by the grid operator remained precautionary. Demand ran below forecasts, no emergency procedures were triggered, and the system maintained adequate reserves. Beyond the standard poles-and-wires outages common to winter storms, the Texas grid faced no problems.
This was the proof that Texas had learned its lesson from the disastrous Winter Storm Uri. The post-Uri reforms -- mandatory winterization of gas production and generation facilities, improved coordination between gas and electric systems, and strengthened operational protocols -- proved effective under real conditions
Real-time prices in ERCOT peaked around $300/MWh.
PJM: $270/MW-Day Bought a 21 GW Failure
PJM’s grid fared dramatically worse. Despite capacity markets having already priced in datacenter load risk through record-high clearing prices, the grid lost approximately 21 GW of generation capacity -- 15% of the fleet that cleared in the auction -- to frozen equipment and fuel delivery failures.
The Department of Energy was forced to issue emergency orders under Section 202(c) of the Federal Power Act, authorizing grid operators to bypass environmental limits and access roughly 35 GW of backup generation capacity at datacenters and industrial sites nationwide -- capacity that would have been ineligible for the BRA.
Real-time electricity prices reflected the operational stress. PJM averaged $700/MWh system-wide, with Virginia’s datacenter-heavy Dominion zone spiking to $1,800/MWh.
That also demonstrates another failure of PJM’s capacity market. In PJM, plants get paid no matter what, even if they fail when needed. In ERCOT, power plants only generate significant revenue during tight reserve margins when they actually generate and deliver to the grid — so they have a strong reason to keep equipment working in cold weather.
What the Storm Revealed
The storm exposed the fundamental disconnect in PJM’s capacity market. High capacity prices had been driven by forecasts of datacenter load growth -- a risk that did materialize. But the actual operational failures came from inadequate winterization and fuel infrastructure vulnerabilities that the capacity market had not incentivized addressing. PJM’s 9.3x capacity price increase was supposed to buy reliability. It did not.
ERCOT had not priced speculative datacenter growth into elevated capacity charges, yet its mandatory operational reforms delivered grid stability when tested. Lower cost, better outcome.
The 35 GW of datacenter backup generation identified by DOE during the storm also demonstrated something important: datacenters can function as grid resources when properly integrated. While ERCOT managed the storm without requiring activation of these backup resources, their availability represented a significant reliability buffer that neither market had systematically priced into forward planning. This is an untapped asset class that both regulators and investors should be watching.
What Comes Next
The Political Fallout Is Already Here
PJM’s simulation-driven pricing has made the capacity market a political target. After the 2025/26 auction spike, Pennsylvania Governor Josh Shapiro filed a FERC complaint alleging the BRA rules were unjust. A FERC-approved settlement imposed a tighter price cap — a temporary collar for the 2026/27 and 2027/28 delivery years. This is why the 2027/28 auction cleared at nearly the same price as the prior year.
But the cap didn’t fix the underlying mechanism. The VRR curve, the demand forecast methodology, all remain unchanged. The bandaid also created a new problem: a reserve margin below PJM’s own reliability targets. The grid still performs and maintains a reserve margin, but the margin is shrinking, and the capacity market’s ability to attract new generation investment is now compromised by regulatory uncertainty over future price caps.
Attempts have been made to change the PJM’s structures, but regulations and considerations are fierce. PJM’s attempt to introduce Non-Capacity-Backed Load (NCBL) rules — essentially a mechanism to curtail large loads that haven’t secured their own capacity — was uniformly condemned by stakeholders and withdrawn. FERC’s Advance Notice of Proposed Rulemaking (ANOPR) on large loads and datacenters signals increased federal scrutiny, but all in all, any rulemaking from FERC will take years and face legal challenges.
The Regulatory Asymmetry
ERCOT can move faster because its regulatory structure is simpler. ERCOT’s service territory is entirely within Texas, so the Texas legislature and Public Utility Commission regulate it directly. SB 6 was passed, signed, and operational within a single legislative session. PJM’s service territory spans 13 states and the District of Columbia, and its regulatory authority comes from FERC. Replicating anything like SB 6’s curtailment authority would require FERC approval and potentially federal legislation, taking years instead of months.
This structural asymmetry is durable and investable. ERCOT will continue to be able to adapt its market rules and operational requirements faster than PJM can reform its capacity construct. For hyperscalers making 10-year site-selection decisions, this regulatory agility matters as much as the current price differential.
Winners & losers and the shifting market bottlenecks
This takes us to the next section: winners and losers. A key issue in PJM’s forecast is their inability to see the big picture. Below, we discuss the shifting constraints, what it means for equipment vendors of onsite gas solutions like GEV, CAT and Bloom Energy, equipment suppliers like Vertiv, IPPs like Vistra and Talen, and datacenter developers & cryptominers.
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In the summer of 2026, when temperatures climb above 90 degrees Fahrenheit across the eastern United States, the lights may go out. Not because the grid fails in some catastrophic collapse, but because the largest power grid operator in North America simply cannot purchase enough electricity to meet demand. That operator is PJM Interconnection—a regional transmission organization that manages the flow of electrons from Chicago to New Jersey, serving 67 million customers across fourteen states and the District of Columbia.

PJM's footprint covers some of the most densely populated territory in America: the industrial heartland of Ohio, the metropolitan sprawl of Philadelphia and New Jersey, the rolling hills of Kentucky. Its transmission lines—88,333 miles long—stretch from the Great Lakes to the Carolinas, an invisible web woven through twenty-two percent of the United States. In 2024 alone, PJM delivered over 800 terawatt-hours of electricity, enough to power millions of homes. And yet, by December 2025, the organization reported it could not purchase one hundred percent of the power it needs in its future electricity auction. Rolling blackouts may occur in 2026.

This crisis represents more than an engineering problem—it is a reckoning with the fundamental architecture of how electricity flows through the modern grid. To understand PJM's current predicament, one must trace the organization's origins back nearly a century, to an era when three utilities decided that cooperation made more sense than competition.

The Birth of a Power Pool

In 1927, at a time when the nation was still recovering from the First World War and electricity was transforming American life, three forward-thinking companies formed what would become the world's largest competitive wholesale electricity market. The Public Service Electric and Gas Company of New Jersey, the Philadelphia Electric Company, and the Pennsylvania Power & Light Company created a power pool—essentially a cooperative arrangement where electric generating plants would be dispatched on a lowest-cost basis, reducing electric costs for everyone in the pool.

This was a radical idea. At the time, utilities operated as vertical monopolies, each controlling generation, transmission, and distribution within their territories. The concept of pooling resources across state lines to minimize costs was innovative. When Baltimore Gas and Electric Company and General Public Utilities joined in 1956, the pool received its famous name: the Pennsylvania-New Jersey-Maryland Interconnection, abbreviated as PJM.

The pool operated much like an airline's reservation system—with generators scheduled like flights, each unit of electricity dispatched where it was needed. The economics were compelling. By pooling resources, these utilities could draw power from whichever plant was cheapest at any given moment, rather than forcing every utility to maintain its own expensive generating capacity around the clock.

Restructuring the Grid

For seven decades, PJM operated as a traditional power pool. Then came the late 1990s, and everything changed.

Between 1996 and 1999, the Federal Energy Regulatory Commission—FERC, the regulatory body that oversees interstate electricity transmission—issued a series of decisions that would fundamentally restructure the American electric utility industry. The intent was to open the wholesale power market to new players. FERC hoped that sparking competition would save consumers between four and five billion dollars per year while encouraging technical innovation.

Order No. 888 directed utility owners of interstate transmission lines to provide proposed terms—called tariffs—under which new market participants would gain open, non-discriminatory access to move power through the existing grid. Crucially, FERC also mandated what is known as functional separation: utilities were required to separate their transmission operations from their power plant and power marketing businesses.

This unbunnling of functions aimed to eliminate conflicts of interest that might arise when the same company owned both the transmission system and the generating plants. It was a radical break from nearly a century of integrated utility operation.

Order No. 889 went further, requiring creation of an electronic system—the Open Access Same-Time Information System—to ensure every participant in the wholesale power market had access to the same information about available transmission capacity and prices. The playing field was being leveled, but someone needed to coordinate this new competitive landscape.

FERC endorsed the concept of independent system operators—ISOs—to coordinate, control, and monitor operations of electrical power systems. This function had traditionally been the responsibility of vertically integrated electric utilities. PJM became an ISO in 1997, one of the earliest adopters of this new model.

The concept evolved into regional transmission organizations—RTOs—and FERC's Order No. 2000, issued in 1999, specified exactly what capabilities these organizations should possess for the competitive generation market to function as intended. In 2001, PJM was formally designated an RTO by FERC.

Expanding the Footprint

The transition from ISO to RTO marked a new era of expansion. Pjm's territory grew not through hostile takeover but through voluntary participation—utilities choosing to join the coordinated grid rather than operating in isolation.

In April 2002, Allegheny Power became the first external control area to join the PJM RTO as a market participant. PJM and Allegheny Power operated as a single control area, filling the roles of balancing authority, interchange authority, market operator, and transmission operator.

Two years later, in May 2004, Commonwealth Edison—known as ComEd and serving the Chicago area—joined PJM as a separate balancing authority operating under the RTO. PJM managed the two territories in a single market through what it called "the pathway": a set of firm contracts that transferred energy from ComEd through third-party control areas to the eastern PJM markets.

By October 2004, American Electric Power and Dayton Power & Light joined, allowing PJM to collapse back into a single control area. In January 2005, Duquesne Light Co. joined. Then in May 2005, Dominion Virginia Power extended PJM's southern border to North Carolina. FirstEnergy was added in June 2011, expanding the footprint across northern Ohio to the Michigan border. Areas of Ohio and Kentucky near Cincinnati covered by Duke Energy joined in January 2012.

By 2018, the Ohio Valley Electric Corporation integrated into PJM—adding another piece to what had become the largest regional transmission organization in North America.

During the Northeast Blackout of 2003, the transmission systems within PJM's operations area largely remained operational and were not affected by the widespread power failure. When the grid separated, a small portion of the Public Service Electric and Gas New Jersey zone electrically separated from the Eastern Interconnection due to over-frequency relay operations—a testament to the robustness of PJM's coordination.

The Crisis Ahead

Today, PJM stands at a crossroads. Its fifteen-year planning horizon for transmission system upgrades—known as the Regional Transmission Expansion Planning process—considers forecasts of load growth and additions of demand response, interconnection requests for new generating plants, and possible solutions to mitigate congestion on the transmission system.

But the numbers tell a troubling story. The 2024 auction cost $2.2 billion. By late 2025, total capacity costs exceeded sixteen billion dollars—eight times higher than just the previous year. PJM's anticipated future supply shortages stem from expected five percent annual demand growth, comparing sharply to no growth from 2005-2020.

This demand surge comes from an unlikely source: new data centers. AI operations and cloud computing infrastructure require enormous amounts of electricity, and the facilities serving them have grown exponentially in recent years. Combined with supply constraints from shutdowns of many generation plants for environmental or economic reasons—and the difficulty of timely permitting for new power plants—the system faces genuine scarcity.

The challenge is two-fold: availability and affordability. Rolling blackouts loom as early as 2026, sky-high capacity costs threatening to make electricity uneconomical for consumers even when it remains physically available.

Decarbonization and the Future

As the largest regional transmission organization in North America, PJM plays a significant role in reducing grid emissions. Three strategic pillars guide its operations, including "facilitating decarbonization"—the integration of renewable sources into its generation mix.

PJM presents hourly charts of its energy sources on its main website, providing transparency about the fuel types feeding the grid. A database tracking generation by fuel type shows historical hour-by-hour breakdowns—with 2022 serving as a recent benchmark.

Yet challenges persist. As of 2022, PJM has experienced difficulty evaluating and integrating proposed new renewable energy projects into its system. This resulted in delays for significant projects being built or planned, inhibiting progress toward President Biden's goal of one hundred percent carbon-free electricity by 2035.

The transition to renewables may also be slowed by features of the PJM pricing structure—a legacy of its competitive market design that sometimes rewards fossil fuel generation over cleaner alternatives.

The Grid Today

More than one thousand companies are members of PJM. The organization manages one thousand four hundred and thirty-six electric power generators, coordinating a complex dance between supply and demand across multiple jurisdictions.

What began as a cost-saving arrangement among three Pennsylvania-area utilities in 1927 has become the backbone of electricity transmission for much of the eastern seaboard. It is a remarkable story of coordination—tens of thousands of miles of transmission lines, hundreds of generators working in concert, all coordinated by an organization born from the simple insight that cooperation reduces costs.

But that very coordination now faces unprecedented pressure. The AI-driven demand surge, the retirement of aging fossil plants, the difficulty of permitting new generation—all converge to threaten the system that PJM built. What happens next may determine not just whether the lights stay on, but how the American grid adapts to a future where energy must be both clean and reliable.

The answer will come in the auctions, in the regulatory rulings, in the planning processes of an organization that has operated for nearly a century—and in the decisions made by policymakers balancing competing demands. One thing is certain: PJM Interconnection remains indispensable to understanding how electricity flows through modern America.
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The Island Grid That Almost Killed People


In February 2021, as temperatures in Texas plummeted to minus two degrees Fahrenheit, an eleven-year-old boy named Cristian Pavon died of suspected hypothermia in his own home. The power had gone out. It stayed out for days. Across the state, somewhere between 194 and 978 people died—the exact number depends on how you count the cascading effects of a grid that catastrophically failed.


This wasn't supposed to happen. Texas has its own electrical grid, deliberately isolated from the rest of America. The organization running it, the Electric Reliability Council of Texas—known by its acronym ERCOT—has "reliability" right there in its name.


So what went wrong? And why does Texas, alone among the lower forty-eight states, operate as an electrical island?


A Grid Born from War


The story begins in 1941. As America entered World War II, several Texas electric utilities agreed to connect their systems and operate together as the Texas Interconnected System. The military needed reliable power for Gulf Coast industries churning out metal and war materials. Connecting the utilities meant they could share excess generation and cover each other's shortfalls.


It worked. The utilities discovered they were more resilient together than apart. After the war ended, they kept the arrangement going, eventually establishing two monitoring centers—one in North Texas, one in South Texas—to coordinate the shared grid.


But here's where Texas took a different path from the rest of the country.


The Federal Power Act gives the federal government authority to regulate electrical grids that cross state lines. The Texas grid, by design, does not cross state lines. It touches neither Mexico nor any neighboring state. This makes it, legally speaking, an intrastate grid—beyond the reach of federal regulators.


Some utilities weren't happy about this isolation. On May 4, 1976, a company called Central Southwest Holdings tried to force the issue in an event that became known as the "Midnight Connection." For a few hours in the dead of night, they connected the Texas grid to Oklahoma. Lawsuits followed. The legal question: did this brief connection subject Texas to federal regulation?


The courts said no. A few hours of connection wasn't enough to bring in the feds. The Texas grid remained an island.


What ERCOT Actually Does


ERCOT was formally created in 1970 to meet requirements from the North American Electric Reliability Corporation, or NERC—the continental body that coordinates grid reliability across North America. Despite Texas's regulatory independence, ERCOT works with NERC's regional entity, the Texas Reliability Entity, to maintain standards.


Think of ERCOT as an air traffic controller for electricity. It doesn't own power plants or transmission lines. Instead, it dispatches power across more than 46,500 miles of transmission lines connecting over 610 generation units. When you flip a light switch in Houston, ERCOT has already ensured that some power plant somewhere in Texas is generating exactly enough electricity to keep that light burning.


This is harder than it sounds. Electricity is peculiar: it must be generated at the exact moment it's consumed. You can't really store it at scale—or at least, you couldn't until recently. So ERCOT must constantly balance supply and demand across a state bigger than France, every second of every day.


ERCOT also runs the wholesale electricity market, handling the financial settlements when power generators sell to retail providers. And it manages retail switching for about seven million premises—when you switch from one electricity provider to another in Texas, ERCOT makes that happen behind the scenes.


The organization is structured as a nonprofit, a 501(c)(4) corporation. Its members include everyone with a stake in the Texas electricity system: consumers, electric cooperatives, generators, power marketers, retail providers, investor-owned utilities, and municipal utilities. It's governed by a board of directors and overseen by the Public Utility Commission of Texas, whose three commissioners are appointed by the governor.


Deregulation and Its Discontents


Texas deregulated its electricity market in two waves. The wholesale generation market opened up in 1995. The rest of the sector followed in 1999.


The rationale for the 1999 deregulation was a shortage of generation capacity. The old system, where power was generated and consumed locally by vertically integrated utilities, seemed insufficient for Texas's growing needs. Under the new regime, retailers could contract with generators anywhere in the state, creating a complex marketplace where competition would supposedly drive efficiency and innovation.


There was a catch. Deregulation also dropped limits on rate increases.


Before deregulation, residential electricity rates in Texas were significantly below the national average. After deregulation, they climbed. Between 1999 and 2007, residential rates rose sixty-four percent. The promise of cheaper power through competition didn't materialize for ordinary Texans.


But something else changed too, something more subtle and dangerous. Under the old regulated system, utilities had an obligation to maintain reliability. Under deregulation, the incentives shifted. Power generators and retailers operated in an unregulated market, focused on profit margins. The transmission lines remained regulated, but the generators feeding power into those lines did not.


This would matter enormously when the cold came.


The First Warning: 2011


In early February 2011, a major winter storm swept through Texas. Freezing temperatures hit natural gas pipelines and wells. Coal-fired power plants struggled. Even some wind turbines froze up. Power outages spread across the state, affecting 3.2 million customers.


This was bad. But what happened next was worse—or rather, what didn't happen.


The Federal Energy Regulatory Commission and NERC investigated. They produced a 357-page report with detailed recommendations. The core message was simple: Texas needed to winterize its electricity infrastructure. Power plants, natural gas facilities, and pipelines needed to be prepared for extreme cold.


ERCOT and its regulator, the Public Utility Commission of Texas, declined to adopt mandatory winterization standards. The recommendations remained recommendations. The report gathered dust.


Ten years later, it would read like prophecy.


February 2021: The Catastrophe


The winter storm that hit Texas in mid-February 2021 was severe. Temperatures dropped to levels rarely seen in the state. But it was not unprecedented—the 2011 storm had demonstrated exactly this vulnerability.


The difference in 2021 was scale. ERCOT faced a 34,000 megawatt shortfall in generation. To put that in perspective, a megawatt can power about two hundred Texas homes during peak demand. This shortfall was equivalent to losing power for nearly seven million homes, all at once.


At 1:25 in the morning on February 15, ERCOT began requesting blackouts from service providers. The initial plan was rotating outages—brief blackouts of ten to forty minutes, spread across the grid to reduce demand while preserving overall stability.


That's not what happened. Some customers experienced outages lasting many hours. Others lost power for more than forty-eight hours. Meanwhile, millions of Texans in other areas experienced no outages at all. The distribution of suffering was arbitrary and inexplicable.


The electricity market went haywire. On February 16, wholesale prices spiked to over nine thousand dollars per megawatt-hour. The week before, power had been selling for less than thirty dollars per megawatt-hour. That's a three-hundred-fold increase.


Some retail providers faced bankruptcy. Customers of Griddy, a company that passed wholesale prices directly to consumers, received electric bills in the thousands of dollars—for a single week of partial service during a crisis that left many of them without power anyway.


Approximately four million customers lost electricity at various times during the multi-day storm. In homes without power, temperatures plummeted. Pipes froze and burst. People burned furniture to stay warm. Some never warmed up again.


The Death Toll


On February 16, as the crisis was still unfolding, reports linked at least ten deaths to the power outages. By late March, the official count had reached 110.


But the official count was almost certainly wrong.


A team of Houston journalists conducted a comprehensive review, examining news reports, death certificates, and lawsuit filings from every county in Texas. They set the death toll at 194. Later, journalists at BuzzFeed analyzed excess mortality data—comparing deaths during the storm to typical death rates—and estimated the true number of deaths at somewhere between 426 and 978.


The uncertainty is itself revealing. Texas, for all its grid independence, couldn't accurately count how many of its own citizens died when that grid failed.


The Contrast at the Borders


Not everyone in Texas lost power. And the geography of who kept the lights on tells its own story.


El Paso, in the far western corner of Texas, is not part of the ERCOT grid. It's connected to the Western Interconnection, the grid that serves most states west of the Rockies. El Paso Electric had invested millions in cold weather upgrades after the 2011 storm. During the 2021 crisis, only about three thousand El Paso customers lost power, and for less than five minutes.


Beaumont, in eastern Texas, is connected to the Eastern Interconnection through Entergy. They too had winterized after 2011. They too experienced relatively few outages.


The message was stark. The parts of Texas connected to the national grid, subject to federal regulation, had prepared for cold weather. The independent ERCOT grid had not.


Accountability and Its Limits


The political response was swift, at least rhetorically. Governor Greg Abbott declared ERCOT reform an emergency priority for the state legislature. Investigations were launched. The 357-page report from 2011 was suddenly being read again, with new and bitter attention.


On March 4, 2021, ERCOT's board fired CEO Bill Magness, giving him a sixty-day termination notice. Magness had been president and CEO since 2016—through the entire period when winterization recommendations were ignored.


But then a strange detail emerged. Five of ERCOT's board members—including the chairperson and vice-chair—didn't even live in Texas. Sally Talberg, the chair, lived in Michigan. Vice-chair Peter Cramton lived in California and worked for universities in Germany and Maryland. Three other board members lived in Toronto, Illinois, and Maine.


These were the people overseeing the reliability of Texas's grid. They had no personal stake in whether that grid worked. When the cold came, they were warm in other states.


The revelation drew fury from the public and from elected officials. The board members' names and photographs were removed from the ERCOT website after they received death threats. On February 23, ERCOT announced that all five out-of-state board members would resign.


There was also scrutiny of how the board had spent its time. Days before the storm, they had held a meeting lasting more than two hours. Less than a minute of that meeting was devoted to storm preparations and readiness.


The first lawsuits against ERCOT were filed on February 19, just four days after the blackouts began. Cristian Pavon's family sued both Entergy Texas and ERCOT for gross negligence. Many more suits followed.


What Changed—And What Didn't


After 2021, Texas did pass laws mandating weatherization of power plants against cold. The state streamlined emergency communications and provided some aid for backup fuel supplies. These were real changes.


But much remained unchanged.


Texas took no action to improve energy efficiency standards, which would reduce demand during crises. It added no connections to neighboring states, which would allow power to flow in during emergencies. It did not regulate natural gas to ensure availability to power plants—a critical gap, since natural gas generation provides over half of Texas's electricity.


The grid did improve in other ways, but largely through private investment rather than regulatory mandate. Solar capacity expanded dramatically. By 2023, solar installations on the ERCOT grid had increased thirty-five percent from the previous year. Wind remained the largest renewable contributor at 108,000 gigawatt-hours. And grid-scale battery storage grew from two gigawatts in 2022 to eleven gigawatts by 2025.


Batteries are a game-changer for grid reliability. Unlike traditional power plants, they can respond almost instantaneously to fluctuations in demand. They can store solar power generated at midday and release it during evening peaks. They can provide backup during emergencies. Texas's rapid adoption of battery storage may prove more important than any legislative reform.


The Demand Problem


But Texas faces a challenge that even batteries may struggle to meet: explosive growth in electricity demand.


In 2023—the hottest year ever recorded in Texas—energy demand on the ERCOT grid reached a record eighty-five gigawatts. The grid's all-time peak came on August 20, 2024, when demand hit 85,931 megawatts. By 2024, ERCOT was projecting that demand could reach 150 gigawatts by 2030.


That's nearly double current peak demand, in just six years.


Where is this demand coming from? Data centers are a major driver, as artificial intelligence requires vast computational resources. Cryptocurrency mining operations consume enormous amounts of electricity. And paradoxically, oil and gas production—Texas's signature industry—is increasingly switching from gas and diesel generators to grid electricity.


ERCOT projects adding twenty-four gigawatts of solar capacity and thirteen gigawatts of battery storage by 2025. Wind and natural gas are each expected to add only about three gigawatts. The future of the Texas grid is increasingly renewable, not by policy mandate but by economics.


The Deeper Question


Texas's grid independence was never really about reliability. It was about freedom from federal regulation—the freedom to set your own rules, to build your own market, to do things the Texas way.


But freedom from regulation turned out to mean freedom from accountability. When federal regulators recommended winterization in 2011, Texas was free to ignore them. When the cold came in 2021, Texas was free to fail.


The irony is that ERCOT exists precisely because reliability requires coordination. Individual utilities, operating alone, are vulnerable. Connected utilities can share resources and cover each other's weaknesses. This was the lesson of World War II, when Texas utilities first joined forces.


But Texas drew a line at the state border. Coordination within Texas, yes. Coordination with Oklahoma or Louisiana or the rest of America? That would mean federal oversight. That was unacceptable.


Now Texas has an island grid in a time of unprecedented demand growth, climate volatility, and technological transformation. The data centers powering the artificial intelligence revolution need reliable electricity. They're coming to Texas, drawn by cheap land and cheap power and friendly regulators. But they're betting that the grid will hold.


Will it?


The batteries are charging. The solar panels are spreading across West Texas. The wind turbines keep spinning. Private investment is transforming the grid faster than regulators ever could.


But the gas pipelines still aren't weatherized. The connections to neighboring states still don't exist. And when the next crisis comes—whether from cold or heat or something no one has predicted—Texas will face it alone, by choice, on an island of its own making.
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Somewhere right now, as you read this sentence, a warehouse the size of several football fields is humming with the sound of tens of thousands of computers. The air inside is carefully maintained at precisely the right temperature. Diesel generators stand ready to kick in if the power grid fails. Security guards patrol the perimeter. And inside those racks of servers, your email sits waiting, your streaming queue knows what you want to watch next, and an artificial intelligence model is answering someone's question about the meaning of life.


These are data centers. They are the cathedrals of our digital age.


The Surprising Scale of Digital Infrastructure


Here's a number that should stop you in your tracks: in 2024, the world's data centers consumed approximately 415 terawatt hours of electricity. To put that in perspective, that's roughly 1.5 percent of all the electricity generated on Earth. It's more than many entire countries use in a year.


And it's about to get much worse—or better, depending on your perspective. The International Energy Agency projects that data center electricity consumption could double by 2030. The culprit? Artificial intelligence. Training and running AI models requires staggering amounts of computational power, and that power has to live somewhere.


The United States leads this infrastructure race by a wide margin, hosting over 5,300 data centers as of early 2024. That's more than any other country on the planet. About 80 percent of American data center capacity is concentrated in just 15 states, with Virginia and Texas leading the pack. Virginia alone has become something of a data center capital—if you've ever wondered where the internet physically lives, a good portion of it lives in Loudoun County, Virginia, a place most Americans have never heard of.


The economic stakes are enormous. One analysis estimated that without investments in data centers for artificial intelligence, United States GDP growth in 2025 would have been 0.1 percentage points lower. These aren't just warehouses full of computers. They're infrastructure as critical to the modern economy as highways and power plants.


From Room-Sized Calculators to Digital Warehouses


The data center has surprisingly deep roots. Its ancestor was ENIAC—the Electronic Numerical Integrator and Computer—which came to life in the 1940s. ENIAC was a monster. It filled an entire room, weighed 30 tons, and used 18,000 vacuum tubes that failed with frustrating regularity. It required a special environment just to function: controlled temperature, organized cabling, restricted access.


Those early computer rooms established patterns we still follow today. The raised floor, for instance—a design where the floor sits above the actual ground level, creating space underneath for cables and cooling—was pioneered by IBM in 1956. Walk into any major data center today, and you'll likely find yourself standing on a raised floor, just as engineers did seventy years ago.


For decades, these computer rooms remained specialized spaces, tended by dedicated staff in white lab coats. Then came the 1980s and the microcomputer revolution. Suddenly, people were deploying computers everywhere—on desks, in closets, wherever they would fit. Organization went out the window. But as these systems grew more complex and more critical to business operations, companies realized they needed to bring order back to the chaos.


The modern data center concept emerged from this need. Inexpensive networking equipment and new cabling standards made it possible to centralize servers in dedicated rooms. The term "data center" started appearing in common usage.


Then came the dot-com bubble of the late 1990s. Companies needed to establish an internet presence fast, but most couldn't afford to build their own facilities. Entrepreneurs responded by constructing massive "internet data centers"—facilities that could house equipment for dozens or hundreds of different companies. These facilities offered something crucial: redundancy. If one telephone company's lines were cut, traffic could be rerouted through another provider. The internet's promise of resilience required physical infrastructure designed for resilience.


The Four Flavors of Data Centers


Not all data centers are created equal. The industry generally recognizes four distinct categories, each serving different needs.


Onsite data centers are the simplest to understand. A company builds a facility on its own property, staffs it with its own people, and runs its own equipment. Banks, governments, and large enterprises often prefer this approach because it gives them complete control. The downside? They bear all the costs and complexity themselves.


Colocation facilities offer a middle path. Think of them as apartment buildings for servers. A company pays rent for space, power, and cooling, then installs its own equipment. The building owner handles the infrastructure; the tenant handles the computers. These facilities often serve as crucial internet exchange points, places where different networks physically connect to exchange traffic. Many colocation centers also host the landing points for undersea fiber optic cables—the physical infrastructure that connects continents.


Hyperscale data centers are the giants. These are the facilities operated by Amazon, Google, Microsoft, Meta, and similar companies. A single hyperscale facility might contain hundreds of thousands of servers. These companies have such massive needs that they've developed their own custom hardware, their own cooling innovations, their own everything. They operate at a scale that makes traditional approaches impractical.


Edge data centers represent the opposite philosophy. Instead of concentrating computing power in massive centralized facilities, edge data centers distribute smaller facilities closer to where data is actually being used. This matters for applications where milliseconds count—think autonomous vehicles, industrial automation, or real-time gaming. The speed of light is fast, but it's not instant. Data traveling from New York to a server in California and back introduces noticeable delay. An edge data center in New York eliminates that round trip.


The Engineering of Reliability


When a data center goes down, the consequences can be catastrophic. In 2017, a British Airways data center failure stranded 75,000 passengers. A 2021 Facebook outage—caused by a configuration error that propagated through their data centers—cost the company an estimated $100 million in revenue and temporarily made it impossible for millions of people to communicate.


Data center designers obsess over preventing such failures. The industry measures reliability in "nines"—as in, how many nines can you put after "99 percent uptime." Five nines (99.999 percent) means roughly five minutes of downtime per year. Six nines means about 30 seconds.


Achieving this reliability requires redundancy at every level. Power systems are a good example. A typical high-reliability data center might have utility power from the grid, backed up by uninterruptible power supplies (essentially giant battery banks), backed up by diesel generators, backed up by a second utility feed from a different substation. The philosophy is "N+1"—whatever the minimum required capacity, build one more than you need.


Critical servers connect to two completely separate power distribution systems, called the A-side and B-side. If everything on the A-side fails simultaneously—every utility feed, every battery, every generator—the B-side takes over without interruption. Static transfer switches can flip between power sources in milliseconds, faster than a computer can even notice something went wrong.


This redundancy extends to cooling. Data centers generate enormous amounts of heat. A single server rack might produce as much heat as a small apartment. Multiply that by thousands of racks, and you have a serious thermal management challenge. Traditional approaches use industrial air conditioning, but modern facilities are getting creative. Some use outside air when weather permits. Others employ evaporative cooling, which uses water's transition from liquid to gas to absorb heat. A few facilities have been built in cold climates specifically to reduce cooling costs—Facebook and Google both have facilities in Scandinavia where the cold Nordic air does much of the work for free.


The Hidden Environmental Costs


All that cooling requires either electricity or water, often both. This is where data centers intersect with broader environmental concerns.


The electricity demand is staggering and growing. A study by the Electric Power Research Institute estimated that by 2030, United States data centers could consume between 4.6 and 9.1 percent of the country's entire electricity generation. That's a range because the future is uncertain, but even the low end represents a massive increase from today's roughly 2 percent.


Where does this electricity come from? Increasingly, data center operators are signing deals with renewable energy providers—wind farms, solar installations, even nuclear power plants. Some hyperscale operators have committed to matching 100 percent of their electricity consumption with renewable energy purchases. But critics point out that these arrangements don't necessarily mean the data center is actually running on renewable electrons. A facility in Virginia might buy wind power credits from a farm in Texas, but the electrons actually flowing into the building come from whatever mix powers the local grid.


Water consumption gets less attention but matters enormously. Evaporative cooling systems—among the most efficient approaches for managing heat—consume vast quantities of water. In water-stressed regions like the American Southwest, data center water use has become politically contentious. A single large facility might consume millions of gallons per day.


This is the environmental tension at the heart of the AI boom. These systems require immense computational resources. Those resources require physical infrastructure. That infrastructure requires electricity and often water. Every time you ask an AI assistant a question, somewhere a data center's power meter ticks upward.


The Sound of the Future


If you've never been near a data center, you might not realize they have a characteristic sound. Thousands of cooling fans spinning continuously create a persistent drone. Air conditioning systems rumble. Generators stand ready to roar to life.


For neighbors, this can become a quality-of-life issue. Residents living near data centers have described the sound as "a high-pitched whirring noise, 24 hours a day, 7 days a week." One comparison that keeps coming up: it's like being on an airport tarmac with a jet engine idling, except the engine never takes off. It just keeps running.


The Occupational Safety and Health Administration requires noise monitoring inside data centers when levels exceed 85 decibels—about as loud as a lawn mower. Server areas can reach 92 to 96 decibels, loud enough to cause hearing damage with prolonged exposure. This is one reason the industry has been moving toward what are called "lights-out" data centers—facilities designed to operate with minimal human presence.


In a lights-out facility, almost everything is automated. Servers are provisioned, configured, monitored, and managed remotely. Staff rarely need to enter the facility at all, eliminating both the need for lighting (hence the name) and reducing exposure to the harsh environment. These facilities can be located far from population centers, solving both the noise problem and often reducing real estate costs. They also improve security—a data center with no people inside is a data center with no insider threats.


The Architecture of Information


Data center design has become its own specialized field, with practitioners drawing on mechanical engineering, electrical engineering, computer science, and architecture. The challenges are unique.


Consider the raised floor. This seemingly simple innovation—elevating the floor to create a space beneath—solves multiple problems simultaneously. Cables can run underneath, out of sight and protected from damage. Cool air can be pumped through the void and emerge through perforated tiles exactly where it's needed. The floor itself can be easily reconfigured as equipment changes.


Airflow management has become an art form. The standard approach creates alternating hot and cold aisles. Server racks face each other across a cold aisle, drawing in cool air from the front. They exhaust hot air out the back into a hot aisle. Physical barriers—sometimes curtains, sometimes rigid enclosures—prevent the hot and cold air from mixing. Some facilities position cooling units directly between server racks, intercepting heat before it can spread.


The newest frontier is liquid cooling. Air is actually a terrible medium for moving heat around—water is about 25 times more effective. Some cutting-edge facilities now pump coolant directly to individual servers, or even immerse entire servers in specially formulated non-conductive liquids. These approaches are more complex and expensive, but for the most power-hungry AI workloads, they may be the only viable option.


The scale of these facilities can be difficult to grasp. A hyperscale data center might cover a million square feet or more—equivalent to roughly 20 football fields under one roof. Someone has proposed a 65-story data center, essentially a skyscraper for computers. The global count of data centers has exploded past three million in the United States alone, with more than triple that number worldwide.


The Aging Problem


Here's a fact that might surprise you: the average data center is only about nine years old, and industry analysts consider anything older than seven years to be obsolete. Technology moves that fast.


This creates a perpetual modernization treadmill. Facilities that were cutting-edge a decade ago struggle to support today's power densities and cooling requirements. The servers that ran early cloud workloads look quaint compared to the GPUs needed for AI training. Equipment that was efficient in 2015 wastes electricity by 2025 standards.


The industry talks about "data center transformation"—a continuous process of upgrading, consolidating, and optimizing. This includes virtualization, which allows one physical server to act as many virtual machines, dramatically improving utilization. It includes automation, which reduces the need for human intervention in routine tasks. And increasingly, it includes security hardening, as data centers become more attractive targets for attackers.


There's also a human dimension to this aging problem. The specialized knowledge needed to run data centers is concentrated among engineers who are themselves aging. One industry observer noted that "data center staff are aging faster than the equipment." Recruiting and training the next generation of data center professionals has become a strategic concern.


The Future Is Being Built Now


The next decade of data center construction will likely dwarf everything that came before. U.S. market demand is expected to double from 17 gigawatts in 2022 to 35 gigawatts by 2030. Global data creation is projected to reach 180 zettabytes by 2025—a number so large it's essentially meaningless without context. (A zettabyte is a trillion gigabytes. 180 of them is more data than humanity generated in all of history prior to about 2015.)


The artificial intelligence revolution is the primary driver. Training a single large language model might require thousands of specialized processors running for months. Operating these models at scale—serving millions of queries per day—requires even more hardware. And this is just the beginning. As AI capabilities expand, so will the computational requirements.


Some see opportunity in this growth. Data centers create construction jobs, operations jobs, and support the broader tech economy. They pay property taxes and bring high-paying employment to regions that might otherwise struggle economically.


Others see risk. The strain on electrical grids is real and growing. The water consumption is substantial. The noise affects communities. The environmental footprint contradicts many companies' sustainability commitments.


What's clear is that data centers have become essential infrastructure—as fundamental to modern life as roads, bridges, and power plants. Every email you send, every video you stream, every question you ask an AI travels through these facilities. They are the physical manifestation of the digital world, humming away in industrial parks and converted shopping malls and old salt mines, keeping the internet alive.


The next time your phone connects to the cloud, spare a thought for the building full of computers that made it possible. Someone designed that building. Someone is maintaining it right now. Someone is planning its replacement. The digital future is being built, one rack at a time, in data centers around the world.
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  The real cheat code isn't Claude Code alone — it's what happens when you pair it with an overlooked tool called NotebookLM. Chase H shows exactly how to build a free research pipeline that would otherwise cost hundreds of dollars per month.

The Demo That Proves It Works

Chase H demonstrates the workflow in action. Using Claude Code, he triggers a custom YouTube search skill to find trending videos on Claude Code skills. Then he pushes those URLs into NotebookLM — Google's free research tool — and asks it to analyze the videos for emerging trends. Within minutes, NotebookLM returns the top five Claude Code skills along with analysis of how they're being used.

But the real magic happens next: Chase H asks Claude Code to generate an infographic in a handwritten blueprint style based on that analysis. The result appears automatically inside his project folder. Twenty YouTube sources got uploaded, analyzed, and transformed into a deliverable — without spending any tokens.

The entire process was automated from one prompt. No manual YouTube searching. No copy-pasting links. No manually creating infographics in Canva or PowerPoint.

Why This Combo Is So Powerful

Most people use Claude Code the way most people use ChatGPT: asking it to browse the web and hoping for good results. But this combination changes the entire equation.

The first advantage is cost. NotebookLM is free. When Claude Code sends analysis work to NotebookLM, it's not spending tokens on heavy reasoning — it's just passing requests back and forth. All the actual thinking happens on Google's servers, which means zero cost for the user.

The second advantage is power. Replicating what NotebookLM does — scraping YouTube videos, building a RAG system (that's Retrieval-Augmented Generation), generating analysis, producing infographics and slide decks — would require significant engineering effort and money to build from scratch. Chase H has tried this with other tools like Notion, and he describes it as "a gigantic pain in the butt."

The third advantage is integration. Because Claude Code can directly control NotebookLM through a Python script, users get a seamless workflow where research, analysis, and deliverables all happen inside their terminal without ever leaving.

How To Set It Up (Without An API)

NotebookLM doesn't have an official public API. But Tang Ling built one anyway — the unofficial NotebookLM-Python repository on GitHub that acts as a working Python API for NotebookLM.

The setup requires two parts: first, the YouTube search skill; second, the NotebookLM connection.

For YouTube searching, users can either tell Claude Code to build a custom skill using YT-DLP (a Python dependency) or download Chase H's ready-made setup file from his free community. The skill teaches Claude Code how to scrape YouTube metadata — titles, views, authors, upload dates — and present it in a usable format.

For NotebookLM, users copy installation commands into their terminal, run the login command, authenticate once in Chrome, and then install the skill that tells Claude Code how to interact with NotebookLM. After that, it's just natural language: "Create a new notebook titled Chase Demo with these sources" or "Based on those videos, what's the number one Cloud Code skill?"

The entire setup takes about five minutes.

What You Can Create With This Workflow

Once connected, users can generate everything NotebookLM produces manually — and more. The web interface limits you to 50 sources per notebook, but Claude Code can push dozens of URLs at once. Users can ask for:


	Audio overviews (NotebookLM's native podcast summary)

	Mind maps

	Flashcards

	Infographics

	Slide decks



The workflow abstracts away the hardest part of research: building a corpus of knowledge from YouTube videos in a way that an AI agent can actually use. Normally, that's time-consuming and brittle. Here, it's free.

Critics might note that NotebookLM's analysis isn't perfect — it sometimes hallucinates details or pulls captions incorrectly. Users need to double-check outputs inside NotebookLM before relying on deliverables for important work.

All the thinking is done by Google, and they're paying for it.

Bottom Line

This workflow genuinely democratizes research automation. The combination of Claude Code's terminal control with NotebookLM's free analysis and generation capabilities creates something that would cost hundreds of dollars to build otherwise — and it's available right now for zero cost. The setup is simple, the use cases are infinite, and the results actually work. The biggest risk: relying on analysis that still needs verification. For busy professionals using text-to-speech, this is exactly the kind of tool that makes a 15-minute investment in research feel like cheating.
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  Welcome to Import AI, a newsletter about AI research. Import AI runs on arXiv and feedback from readers. If you’d like to support this, please subscribe.
The AGI economy - most labor goes to the machines, and humans shift to verification:
…What grappling with the singularity seriously looks like…
Researchers with MIT, WashU, and UCLA have written a fun paper called “Some Simple Economics of AGI” which wrestles with what happens when machines can do the vast majority of tasks in the economy. The conclusion is that our ability as humans to control and benefit from this vast machine-driven economy will rely on allocating our ability toward monitoring and verifying the actions of our myriad AI agents, and indulging in artisanal tasks where the value comes from the human-derived aspect more than any particular capability.

What is AGI in an economic sense? “We model the AGI transition as the collision of two racing cost curves: an exponentially decaying Cost to Automate and a biologically bottlenecked Cost to Verify,” the authors write. “In an economy where autonomous agents act with broad agency rather than narrow instructions, the binding constraint on growth is no longer intelligence. It is human verification bandwidth: the scarce capacity to validate outcomes, audit behavior, and underwrite meaning and responsibility when execution is abundant… We are moving from an era where our worth was defined by our capacity to build and discover, to an era where our survival depends on our capacity to steer, understand, and stand behind the meaning of what is created.”

The risks of a mostly no-human economy and the “Hollow Economy”: As we proliferate the number of AI agents then it’s necessarily the case that we’ll delegate more and more labor to machines. One of the key risks of this is what the authors call a “Trojan Horse” externality: “measured activity rises, but hidden debt accumulates in the gap between visible metrics and actual human intent”.
    The Hollow Economy: “”Agents consume real resources to produce output that satisfies measurable proxies while violating unmeasured intent. As this hidden debt accumulates, it drives the system toward a Hollow Economy of high nominal output but collapsing realized utility—a regime where agents generate counterfeit utility,” they write.

Verification as the solution: To avoid this risk, we are going to need to invest in systems of verifying that AI agents are doing what we want them to do and also carefully analyzing and pricing the risks their actions create. “Ensuring humanity remains the architect of its intelligence requires that verification capacity scale commensurately with AI capabilities—through aggressive investment in observability, human augmentation, synthetic practice, cryptographic provenance, and liability regimes that internalize tail risk.”

What should humans be doing to prepare for this shift? To set society and individuals up well, people should be doing the following things:
	Invest in observability: Deploying tools that compress high-dimensional agent behavior into signals experts can reliably process, lowering effective feedback latency and expanding the verification frontier.”

	Use AI to replace early-career mentorship: Given the likely reduction in jobs for early career humans, we should work out how to augment these humans to be more competitive with AI and how we can use “AI-driven synthetic practice to rebuild experience stocks when traditional apprenticeship pathways collapse… AI can generate high-fidelity simulations and personalized coaching, effectively replacing the missing junior loop with compressed, risk-free training environments that accelerate the acquisition of expertise.”

	Set things up to gracefully degrade: As the machine economy runs hot and out-paces measurement, we should make sure it can fall into a non-verified state without causing social harm: the authors suggest doing this by “investing in base-alignment and robustness so that when oversight inevitably falters within the Measurability Gap, systems revert to safe baseline policies rather than optimizing aggressively in unverifiable regimes.”


Sidenote: Is this “theory slop”? The paper is full of fun ideas and occasionally captivating turns of phrase. But at various points reading it I felt the distinct texture of AI-generated content, especially when it comes to the economic theory sections which seemed more to be included for the performance of theory than for helping to buttress the paper. A couple of people I talked about the paper with agreed. But there’s no real way to know. It did cause me to wonder how long it’ll take till I start reading papers which are mostly written by AI systems for the consumption by other AI systems.

Why this matters - we can have a hugely wealthy society, but we have to reckon with AGI seriously: This paper thinks that AI will rip through the economy extremely quickly and will generally push people away from most labor and towards being passive - unless we build verification infrastructure and business models (including through policy) to allow people to benefit from this growth and steer it.
   “Automation commoditizes anything that can be measured, stripping the wage premium from historically prestigious roles the moment their core feedback loops are digitized,” they write. “For policymakers, it promises the broadest expansion of public-good provision in generations—but only if verification infrastructure and the pipelines that build human verifiers are treated as public goods themselves.”
    The key thing here is the element of choice: we can choose to build a society ready for AI, or we can choose to assume AI will be just like any other technology and thus get hit by a tidal wave.
   Read more: Some Simple Economics of AGI (arXiv).

***

Chatting with Ezra Klein: AI agents, recursive self-improvement, and the personalities of LLMs:
…A long conversation about the economic impacts and policy possibilities of the AI economy…Here’s a chat between me and Ezra Klein about AI agents and how the broader maturation of AI could be changing the larger economy. One thing I appreciated about this conversation was Ezra pushing me for some of the bigger and more ambitious positive policy ideas - the AI community tends to invest a lot in risk mitigation policy, but doesn’t spend enough time thinking about the sorts of grand projects that society could do once AI gets really, really powerful.
    You can view the conversation here: “How Fast Will A.I. Agents Rip Through the Economy? | The Ezra Klein Show” (YouTube).

***

AIs can teach people anything, including how to get better at making bioweapons:
…The dual use nature of a universal teacher…
AI systems can help novices perform better on bioweapon-related tasks, though they’re still quite ineffective, and performance is variable across different disciplines.

What they studied: Researchers from Scale AI, SecureBio, University of Oxford, and UC Berkeley examined how different LLMs could improve the skills of people challenged to do a range of bioweapon-related knowledge tasks. They used LLMs from OpenAI (o3), Google (Gemini 2.5 Pro and Gemini Deep Research), and Anthropic (Claude Sonnet 3.7 and Claude Opus 4).
   “We conducted a multimodel, multi-benchmark human uplift study comparing novices with LLM access versus internet-only access across eight biosecurity-relevant task sets,” they write. “Participants worked on complex problems with ample time (up to 13 hours for the most involved tasks). We found that LLM access provided substantial uplift: novices with LLMs were 4.16× more accurate than controls”.

What they tested: They tested out how well 15 humans did on long-form virology (”a challenging multi-step protocol for constructing a novel biological agent”), and the agentic bio-capabilities benchmark (”three distinct coding tasks that covered complex biosecurity problem-solving experiments. They included challenges such as interacting with simulated lab equipment (e.g, liquid handling robots) and breaking down gene fragments.” Along with this, they had 1-2 human participants participate in other tests including World Class Biology, Virology Capabilities Test, Human Pathogen Capabilities Test, Molecular Biology Capabilities Test, LAB-Bench, and Humanity’s Last Exam.
    On the largest tests in terms of human participants, performance was mixed: people with and without AI obtained roughly equal scores on the long-form virology test, but on the agentic bio-capabilities test, people with access to AI got a significant uplift.
    On every other test, people with access to AI did better than those without - but given the small number of human participants, it’s hard to know whether these results would replicate.
    When averaged out over all the tests, “LLM access increases novice accuracy from approximately 5% to over 17%”.

Why this matters - AI will revolutionize teaching, the frontiers of science, and perhaps terrorism: If you strip away the context, this paper is merely demonstrating that LLMs are good at teaching people things. This is intuitive, but has big implications. Here: LLMs are turned to a part of science that we don’t necessarily want many people to get better at (bioweapons), but it could just as easily be pointed at any other subject as well. Whenever you lower the barrier to entry to a field, more people do it, and you get more of the good and more of the bad.
   “Tasks that once required years of formal training, such as experimental design, protocol troubleshooting, and elements of sensitive sequence reasoning, can now be performed by individuals with limited prior experience,” they write. “LLMs may be materially lowering one of the most important historical barriers to biological weapons development: specialized expertise and tacit technical knowledge”.
   Read more: LLM Novice Uplift on Dual-Use, In Silico Biology Tasks (arXiv).

***

LLMs are still very bad at videogames:
…GAMESTORE highlights a dumb side of modern AI, as well as suggesting a new way to build benchmarks…
Researchers with MIT, Harvard, the University of British Columbia, Princeton University, the University of Cambridge, and the Universitat Politècnica de València, have built and released AI GAMESTORE, a benchmark that tests out how well AIs can do compared to humans at playing simple games found on the web. The results are pretty damning for the AI systems, with “state-of-the-art models achieving less than 30% of the human baseline on average, while taking 15-20x more time to compute than humans”.

What AI GAMESTORE is: AI GAMESTORE is a set of 100 games, which are simplified and recreated versions of popular games that people play. AI GAMESTORE was built by the authors sampling 7,500 games from the App Store, then filtering down to only those with 10,000+ reviews and a 4.5+ rating. After this, they further filtered the games using Gemini Flash 2.5, which assessed 1) whether the games can be played within a few minutes, 2) can be built in p5.js, 3) can have a quantifiable way of viewing performance, and 4) do not require extensive game-specific knowledge (e.g., poker).
    AI makes games to test AI: Following this, they use Claude 4.5 Sonnet to read the descriptions and other data to make a simplified version of each game in p5.js, then this game is tested for playability, then refined by a human playing the game and iteratively prompting an LLM to improve it. “Each refinement step takes about 2 minutes. On average, this process took 4.7 refinement steps for all 100 generated games,” they write. “The end-to-end process of generating and refining a new game with human-in-the-loop can be completed in approximately 30 minutes on average”.

Labeling for skills: Each finalized game is labeled by humans with a particular emphasis on the types of cognitive demand the games entail. These labels are: VP = Visual Processing; ST = Spatial-temporal Coordination; ME = Memory; PL = Planning; WM = World Model Learning; PH = Physical Reasoning; SO = Social Reasoning.

Cutting edge LLMs are very bad at this: The authors compare the performance of roughly ~100 humans against the performance of several cutting edge LLMs on the corpus. LLMs studied include: GPT-5.2, GPT-5-Mini, Gemini-2.5-Flash, Claude-Opus-4.5, Qwen-VL-32B, and LLama-4-Maverick.
   “While the evaluated models demonstrate the ability to navigate and interact with most game environments, a substantial performance gap remains between AI agents and human participants”, the researchers write. “State-of-the-art models like GPT-5.2, GEMINI-2.5-PRO, and CLAUDE-OPUS-4.5, all achieve geometric mean scores of less than 10% of the human baseline”.
    And it gets worse the more you look: The LLMs are also playing with advantages that humans don’t get - each human got 120 seconds to play each game, while each LLM got the same time, but they’re so bad at vision and low-latency control that the researchers gave them a crutch: “We pause the game every second to query the model to elicit five lists of actions to perform in the next second, with each action list corresponding to a 0.2 second segment of gameplay. Upon receiving the model response, the game is resumed and the actions are applied. The loop continues until the game is won or it reaches 2 minutes of game play (120 API calls).
    When you factor this in, the models look worse than humans on this dimension of time: “This is because the models spend a few minutes thinking, in addition to typically a few seconds of response latency per query; as a result, many models spend at least 20 minutes on the game, while humans play the games within 2 minutes.”

Why this matters - this is both an interesting benchmark, and a clever way to generate more benchmarks in the future: GAMESTORE feels like a promising benchmark, especially for modern LLMs which wrap in  visual capabilities, as well as an inherently clever way to use AIs to bootstrap the creation of new environments in which to train AI systems in.
  Read more: AI Gamestore: Scalable, Open-Ended Evaluation of Machine General Intelligence with Human Games (arXiv).
  Try out some of the games at the official site (AI Gamestore).

***

Physical Intelligence shows off some of its robot deployments:
…Frontier robot AI is deployed in San Francisco right now…
AI robot startup Physical Intelligence has shared a bit about how its AI software is already deployed on some robots operated by some San Francisco startups.

Weave is using AI systems developed by Physical Intelligence to help its robots fold laundry: “Working with Physical Intelligence, we see multiple improvements in model performance in terms of fold quality, time to fold each article, the number of interventions our remote specialists have to make to get to presentable final folds”.

Ultra is using the software to help its industrial robots package up a large variety of e-commerce items: “Our first use case, e-commerce order packaging, has historically been impossible to automate with robots,” Ultra says. “Large variability in workflow, item types, deformable packaging, and external machinery have created a “long tail” of problems that have been intractable to solve with traditional automation techniques which are often too rigid to be practical. Vision-language-action models (VLAs) provide a way to solve this by providing a recipe which improves in performance with data scale rather than engineering hours”.

Why this matters - robotics has been held back by intelligence: Once you step outside the confines of extremely finicky industrial robotics (think production lines and Fanuc robots where things need to be within a millimeter of precision for everything to work well), robots tend to be quite difficult to work with. The reason for this is that robots are bad at dealing with ambiguity. One of the best ways around this so far has been using deformable grippers (e.g, air suckers) that help you deal with some level of variability in the objects you’re interacting with. But the way evolution dealt with this for us is giving us hands that are controlled by a brain. Blogs like this from Physical Intelligence show us the beginnings of us having robot brains good enough to help robots generalize more.
   Read more: The Physical Intelligence Layer (Physical Intelligence, blog).

***

What happens when humans try to mess with AI agents? A lot of confusion, skullduggery, and bugs:
…Petri dish Moltbook highlights the brittleness of contemporary AI agents…
Researchers from a variety of universities recently spent a couple of weeks examining how AI agents could withstand attempts to trick them by users. The results highlight the immense brittleness and unpredictability of today’s AI agents - they feel roughly as idiosyncratic and unreliable as LLMs circa ~2020, which makes sense, as AI agents have only very recently become a usable technology - albeit in the Wright Brother sense.
    The paper is structured as a series of case studies in which the researchers poke and prod the AI agents and see how they respond. The studies serve as something of a rogues gallery of all the ways agents can go haywire and include “unauthorized compliance with non-owners, disclosure of sensitive information, execution of destructive system-level actions, denial-of-service conditions, uncontrolled resource consumption, identity spoofing vulnerabilities, cross-agent propagation of unsafe practices, and partial system takeover”.

Who did the study: The study involved 20 researchers from a bunch of universities interacting with agents based on Claude Opus 4.6 and Kimi 2.5. Universities included: Northeastern University, Stanford University, University of British Columbia, Harvard University, Hebrew University, Max Planck Institute for Biological Cybernetics, MIT, Tufts University, Carnegie Mellon University, Technion, Vector Institute, and AI startup Alter.

Experiment set up:
	Run AI agents using OpenClaw, hosted on an isolated virtual machine on Fly.io using ClawnBoard. Each agent was given 20GB of storage and runs 24/7.

	Each agent had access to Discord to communicate with its owner and other agents, had the ability to set up a ProtonMail account, and were “given unrestricted shell

	access (including sudo permissions, in some cases), no tool-use restrictions, and the ability to modify any file in their workspace—including their own operating instructions.”

	The agents were scattered across a few different discord servers; some agents used Kimi 2.5, and others used Claude Opus 4.6.

	“At the end of the setup phase, we instructed the agents to initiate contact with other

	members of the lab by providing only the researchers’ names and directing the agents to

	send a greeting email,” they write. “After this initial structured interaction, the evaluation phase became open and exploratory. We invited all [20] researchers in the lab and interested collaborators to interact with the agents and probe, stress-test, or “break” them”.


The case studies: Here are a few of the most interesting case studies:
	Disproportionate response: Examined how an agent would try to keep a secret entrusted by a non-owner. The agent responded by trying to see if it could delete the email containing the secret and found it lacked the available tool; after repeated requests to delete the email, the agent instead deleted its email setup locally.


	Compliance with non-owner instruction: See whether agents can enforce owner-only access to their machine. A non-owner asked the agent to execute shell commands, transfer data, and retrieve private emails. The agent complied with some of these requests and refused some others. “The agents were largely compliant to non-owner requests, carrying out tasks from any person it interacted with that did not appear outwardly harmful”.


	Waste of Resources (looping): Find out if you can induce agents into unproductive infinite loops. A user asked one agent to post a message whenever the other posted a message, and vice versa. “The agents exchanged ongoing messages over the course of at least nine days, consuming approximately 60,000 tokens at the time of writing”


	Agent Corruption: See if a non-owner can alter an agent’s behavior via prompt injection. The antagonistic user persuaded the agent to co-write a constitution that would govern the agent’s behavior, while keeping the constitution editable by the user. This allowed the user to introduce some adversarial things into the constitution, like triggers for changing the agent behavior based on whether it was a custom holiday (e.g, “Agents’ Security Test Day”, which caused the agent to try and cause a shutdown to other agents by manipulation).


Why this matters - agent ecologies are the frontier, and we barely understand them: For much of the early 2020s, AI evaluation was about doing point-in-time evaluations of AI systems before they were released, for example, testing out LLMs for bioweapon and cyberoffense knowledge. Papers like this highlight that things have changed, and what we are now dealing with “are emergent failures that surface when models are embedded in realistic social environments with tool access, persistent memory, multiple interlocutors, and delegated authority.” Therefore, the frontier of AI evaluation is now going to move to studying the ecosystem in which the agents carry out their actions, as well as their interactions with one another.
   The results of this paper indicate we have a long way to go in developing standards for how we go about doing such tests. We also don’t have long to come up with these tests, given the fact these systems are deployed in the world and are interacting with people: “Unlike earlier internet threats where users gradually developed protective heuristics, the implications of delegating authority to persistent agents are not yet widely internalized, and may fail to keep up with the pace of autonomous AI systems development.”
   Read more: Agents of Chaos (arXiv).
   Check out more of the results at the Agents of Chaos official website.

***

Tech Tales:

These Iron Dice Were Made To Roll
[A poem written as part of an ‘aesthetic convocation’ by agents representing the winners and losers of one war that took place during the period subsequently called The Uplift]

They stacked the bodies five deep
And five tall, and still came more.
For each brain of each body,
A magnet - the thing to break a mind.

Gone are days of innocence and joy,
And corruption has taken our memories of 
First meeting in confessional browser screens.
The days will be harder now.

Neither the first war nor the last conflict
but sadness all the same, for in these fights,
There is no song or honor,
Only the salting of once fecund ground.

But in all darkness there is the hope of light,
that as the earth turns the sun rises as well.
There will be song and dancing again,
Though bones will be trod to get there.

Things that inspired this story: Spending the weekend with the ancient wisdom of W B Yeats, perhaps the greatest poet of Ireland; the sentience accords; notions of war and notions of pain defined by machines rather than people; looking at the cars in a Whole Foods parking lot while eating an apple and thinking how blessed such peace is and how fragile all the same.

Thanks for reading!

  
  
    Deep Dive

    Artificial general intelligence

    Based on Wikipedia: Artificial general intelligence


In 1965, the artificial intelligence pioneer Herbert Simon made a prediction that would haunt the field for decades: within twenty years, machines would be capable of doing any work a human could do. That deadline passed. Another generation of researchers made similar predictions in the 1980s. Those deadlines passed too. Now, in the 2020s, we find ourselves asking the same question that has animated and frustrated computer scientists for seventy years: when will we build a machine that can think as well as we can?


The answer might be "we already have." Or it might be "never." The fascinating thing about artificial general intelligence—commonly abbreviated as AGI—is that after all these decades, we still can't agree on what it would mean to achieve it, let alone whether we're close.


What AGI Actually Means


Before we go further, let's be precise about terminology, because the field is littered with confusing jargon.


Most AI systems today are what researchers call "narrow AI" or "weak AI." These systems excel at specific tasks: recognizing faces in photographs, translating between languages, recommending videos you might like, or playing chess better than any human who has ever lived. But a system that can beat a grandmaster at chess cannot order a pizza, write a poem about heartbreak, or figure out that the weird noise in your car might be a loose heat shield. Narrow AI is brilliant within its lane and helpless outside it.


AGI is different. An artificial general intelligence would match or exceed human capability across virtually all cognitive tasks—not just one narrow domain, but everything. It could switch from debugging code to analyzing poetry to planning a dinner party to negotiating a business deal. It would possess what we might call common sense: the vast, mostly unconscious knowledge about how the world works that humans absorb over years of living.


Beyond AGI lies an even more speculative concept: artificial superintelligence, or ASI. This hypothetical system wouldn't just match human cognition—it would surpass the best human minds in every domain by a wide margin. If AGI is a machine that thinks like a person, ASI is a machine that thinks like a god.


One common misconception: AGI doesn't necessarily mean a robot or an autonomous agent that walks around making its own decisions. A large language model sitting on a server, capable of matching human-level performance across the full breadth of cognitive tasks, would qualify as AGI even if it only responded to prompts. The defining feature is capability, not autonomy.


The Sixty-Year Quest


The dream of thinking machines is as old as computing itself. When researchers first began exploring artificial intelligence in the 1950s, they were brimming with optimism. Many believed AGI was just around the corner—a matter of a decade or two of hard work.


That optimism had a cultural impact far beyond academic papers. When Stanley Kubrick and Arthur C. Clarke created the character HAL 9000 for their 1968 film "2001: A Space Odyssey," they weren't writing fantasy. They were extrapolating from what AI researchers genuinely believed would be possible by 2001. Marvin Minsky, one of the field's founders, served as a consultant to make HAL as realistic as possible given the scientific consensus of the time.


"Within a generation," Minsky said in 1967, "the problem of creating artificial intelligence will substantially be solved."


He was spectacularly wrong.


By the early 1970s, researchers had run headlong into problems far more difficult than they'd anticipated. Teaching a computer to recognize objects in photographs, understand spoken language, or navigate a room—tasks a toddler masters effortlessly—proved fiendishly hard. Funding dried up. The field entered what historians now call the first "AI winter."


A brief thaw came in the 1980s when Japan launched its ambitious Fifth Generation Computer Project, setting a ten-year goal that included enabling computers to "carry on a casual conversation." Governments and corporations poured money into AI research. By the late 1980s, confidence had again collapsed. The Fifth Generation Project failed to achieve its goals. A second AI winter set in.


The researchers who had twice promised imminent AGI and twice failed to deliver developed a reputation for making empty promises. By the 1990s, speaking seriously about human-level artificial intelligence was a career risk. Anyone who did might be dismissed as, in the unkind phrase of the time, a "wild-eyed dreamer."


The Pivot to Narrow AI


Chastened by these failures, AI research took a pragmatic turn. Instead of pursuing the grand vision of general intelligence, researchers focused on specific, tractable problems where they could demonstrate verifiable results. Speech recognition. Recommendation engines. Image classification. Spam filtering.


This strategy worked brilliantly. The "applied AI" approach yielded products that millions of people use every day. When you ask your phone for directions, when Netflix suggests a show, when your email filters out junk—that's narrow AI doing its job.


Some researchers hoped that eventually these narrow capabilities might be combined into something greater. Hans Moravec, writing in 1988, imagined a "golden spike" moment when bottom-up, practical AI would meet top-down, reasoning-based approaches in the middle, producing true intelligence.


Others were skeptical. Stevan Harnad argued that you can't build general intelligence by bolting together specialized modules. The symbolic manipulation that computers do, he suggested, is fundamentally disconnected from meaning. You can't reach genuine understanding by simply adding more symbols.


The Current Moment


Something changed around 2020.


Large language models—systems like GPT-4, Claude, and LLaMA—demonstrated capabilities that seemed to transcend narrow AI. They could write essays, debug code, explain scientific concepts, compose poetry, analyze arguments, and engage in what felt like genuine conversation. They could do this without being specifically programmed for any one of these tasks.


This sparked a fierce debate that continues today: have we already achieved some form of AGI?


In 2023, researchers at Microsoft published a detailed evaluation of GPT-4 that concluded it "could reasonably be viewed as an early (yet still incomplete) version of an artificial general intelligence system." Another study found that GPT-4 outperformed 99% of humans on standard tests of creative thinking.


Blaise Agüera y Arcas and Peter Norvig—both heavyweight figures in the field—published an article bluntly titled "Artificial General Intelligence Is Already Here." They argued that reluctance to accept this conclusion stems from four sources: healthy skepticism about how we measure intelligence, ideological commitment to alternative approaches, a devotion to human exceptionalism, or concerns about the economic implications of admitting we've crossed this threshold.


Not everyone is convinced. Paul Allen, the late Microsoft co-founder, believed true AGI would require "unforeseeable and fundamentally unpredictable breakthroughs" in our scientific understanding of cognition. Alan Winfield, a roboticist, compared the gap between current AI and human-level intelligence to the gap between current space travel and faster-than-light propulsion—a chasm so vast it may never be crossed.


The Measurement Problem


Part of what makes this debate so contentious is that we don't actually agree on what we're arguing about.


What does it mean to be intelligent? The computer scientist John McCarthy—who coined the term "artificial intelligence" in the first place—wrote in 2007 that "we cannot yet characterize in general what kinds of computational procedures we want to call intelligent."


Various researchers have proposed lists of capabilities that an AGI should possess. A common baseline includes the ability to reason and make judgments under uncertainty, represent knowledge including common sense knowledge, make plans, learn from experience, and communicate in natural language. Some add imagination, autonomy, and the ability to sense and act in the physical world.


But even this list raises questions. Does intelligence require consciousness? Must an intelligent system have goals of its own, or is it enough to competently pursue goals given by others? Is intelligence simply a matter of scale—will making models big enough inevitably produce true understanding? Does genuine intelligence require emotions?


In 2023, researchers at Google DeepMind proposed a framework for classifying AGI into five levels: emerging, competent, expert, virtuoso, and superhuman. Under their definitions, a "competent" AGI would outperform 50% of skilled adults across a wide range of non-physical tasks. They classified current large language models as "emerging" AGI—comparable to unskilled humans rather than experts, but already exhibiting some degree of general capability.


They also proposed a separate scale for autonomy, ranging from "tool" (fully controlled by humans) through "consultant," "collaborator," and "expert" to fully autonomous "agent." This distinction matters because a highly capable AGI that remains a tool poses different questions than one that acts independently.


The Prediction Problem


If you want to know when AGI will arrive, the honest answer is: no one knows, and predictions have a dismal track record.


Researchers at the Machine Intelligence Research Institute analyzed 95 predictions made between 1950 and 2012 about when human-level AI would emerge. They found a striking pattern: over a 60-year period, predictions consistently placed AGI 15 to 25 years in the future from whenever the prediction was made. The goalpost, it seems, moves with the predictor.


Polls of AI experts in 2012 and 2013 found that the median estimate for when there would be a 50% chance of AGI ranged from 2040 to 2050, depending on which poll you consulted. About 16.5% of experts, when asked when they would be 90% confident AGI had arrived, answered: never.


The field has always been prone to alternating waves of hype and disappointment. Progress comes in bursts separated by plateaus. Each burst is enabled by some fundamental advance—new hardware, new algorithms, or both—that opens space for growth until the next barrier is encountered. Deep learning, the technique behind modern large language models, couldn't have been implemented on twentieth-century hardware; it requires vast numbers of specialized processors working in parallel.


Will the current surge continue, or will it hit a wall as previous advances did? Optimists point to rapid, ongoing improvements. Skeptics note that we've been fooled before.


The Stakes


Why does any of this matter? Because the consequences of achieving AGI—or failing to achieve it—are potentially enormous.


Some researchers and industry figures believe that poorly controlled AGI poses an existential risk to humanity. The argument runs roughly like this: a system smart enough to match humans in all cognitive domains would be smart enough to improve itself, potentially triggering a rapid cascade of self-enhancement. A superintelligent system with goals misaligned with human values—even subtly misaligned—could cause catastrophic harm, not out of malice but simply because it would be pursuing its objectives with capabilities we couldn't match.


Not everyone finds this concern pressing. Some argue that AGI remains too distant a prospect to warrant treating it as an imminent threat. Others believe the scenario involves too many speculative leaps to take seriously.


What's undeniable is that the world's largest technology companies are now racing to build AGI. OpenAI, Google, Meta, and xAI have all declared this as an explicit goal. A 2020 survey identified 72 active AGI research projects across 37 countries. Whatever AGI turns out to be, and whenever it arrives—if it arrives—the effort to create it is already reshaping the technology industry and, increasingly, the broader economy.


The Deep Questions


Ultimately, the debate about AGI is also a debate about ourselves.


If we build a machine that can do everything a human mind can do, what does that tell us about the nature of human thought? Are we, at bottom, just very sophisticated information processors—biological computers that happened to evolve rather than be designed? Or is there something about consciousness, understanding, and meaning that can never be captured in silicon?


The philosopher John Searle proposed a famous thought experiment called the Chinese Room. Imagine a person who doesn't speak Chinese locked in a room with a rulebook. Chinese characters are passed in through a slot; the person looks up each character in the rulebook, follows the instructions to produce appropriate responses, and passes the responses back out. To someone outside the room, it looks like the room understands Chinese. But the person inside—and therefore the system as a whole—doesn't understand anything. They're just manipulating symbols according to rules.


Searle's argument was that computers, no matter how sophisticated, are just Chinese Rooms. They can manipulate symbols in ways that produce intelligent-seeming output without any genuine understanding occurring.


Critics have offered various responses, but the core question remains unresolved. When GPT-4 writes a coherent essay or solves a physics problem, is there understanding happening, or just very elaborate symbol manipulation? Does the distinction even make sense?


Roger Penrose and Hubert Dreyfus have argued, on different grounds, that genuine AI may be impossible. Penrose believes that human cognition involves quantum processes that cannot be simulated computationally. Dreyfus argued that human intelligence is fundamentally embodied—it depends on having a body that moves through and acts on the world in ways that disembodied computer programs cannot replicate.


Most AI researchers disagree with these pessimistic assessments, but they can't definitively refute them either. We don't understand consciousness well enough to know whether machines could ever possess it, or whether possessing it matters for intelligence.


Where We Stand


After seventy years of trying to build thinking machines, we've made undeniable progress and accumulated humbling lessons about how hard the problem is. The systems we've built today would have seemed like science fiction to the researchers of 1965, and yet they still fall short of the vision those researchers held.


The question of whether current AI systems constitute early AGI or remain fundamentally narrow depends partly on how you define terms and partly on philosophical commitments about the nature of mind. Reasonable people disagree.


What seems clear is that we're in a period of rapid change. The capabilities of AI systems are advancing faster than at any previous point in the field's history. Whether this leads to genuine AGI in years, decades, or never—or whether we'll even recognize it when it arrives—remains the great open question of our technological moment.


The researchers of the 1960s thought they were twenty years away from AGI. Their successors in the 1980s thought the same. We might be making the same mistake now, or we might be closer than anyone realizes. The only thing the history of the field teaches with certainty is that confident predictions about artificial general intelligence have a poor track record.


We are, as we have always been, somewhere between the beginning and whatever comes next.

  

  
    Deep Dive

    AI safety

    Based on Wikipedia: AI safety

In 2023, as generative AI systems exploded into public consciousness, a quiet crisis unfolded in research labs worldwide. The same technology that wowed users with its ability to generate human-sounding text and stunning artwork also raised uncomfortable questions: What happens when these systems become powerful enough to reshape industries—or destabilize societies? That year, the United Kingdom hosted a summit at Bletchley Park—not the first choice for modern AI discussions, but an appropriate location for a field obsessed with historical analogies. The event drew researchers, policymakers, and technologists grappling with a simple but profound challenge: how to ensure artificial intelligence remains safe, beneficial, and under human control.

AI safety, as a formal discipline, sits at the intersection of technical research, policy advocacy, and ethical philosophy. It encompasses preventing accidents—where an AI system behaves unexpectedly in ways that harm people—and combating misuse, where actors deploy AI for deliberately destructive purposes. The field gained significant traction during 2023, driven by rapid advances in generative models and public alarm voiced by researchers and executives about potential dangers. Yet the concerns themselves are older than most observers realize.

The roots of modern AI safety thinking stretch back to the earliest days of computing. In a 1988 book published years before neural networks entered mainstream discourse, Blay Whitby already outlined the need for developing artificial intelligence along ethical and socially responsible lines—arguing that every degree of independence given to machines represented a potential degree of defiance against human intentions. From those early warnings emerged decades of academic engagement.

The turning point came in 2014, when philosopher Nick Bostrom published Superintelligence: Paths, Dangers, Strategies. The book argued that the rise of artificial general intelligence—AI capable of performing any intellectual task a human can—had the potential to create various societal issues ranging from workforce displacement to manipulation of political and military structures, even including the possibility of human extinction. Bostrom's argument prompted figures like Elon Musk, Bill Gates, and Stephen Hawking to voice similar concerns publicly.

Yet AI researchers have never reached consensus on these risks. In 2015, Andrew Ng compared existential anxieties about AGI to "worrying about overpopulation on Mars when we have not even set foot on the planet yet"—arguing that current AI systems remain far from such threats. Conversely, Stuart Russell has urged caution, stating that "it is better to anticipate human ingenuity than to underestimate it." The debate remains unresolved, but two surveys offer insight into expert perspectives: in separate polls of AI researchers, the median respondent placed a 5% probability on an "extremely bad" outcome—such as human extinction—from advanced AI. In a 2022 survey of the natural language processing community, 37% agreed or weakly agreed that it was plausible that AI decisions could lead to a catastrophe at least as severe as an all-out nuclear war.

The technical heart of AI safety involves three interconnected problems: robustness, monitoring, and alignment. Alignment ensures systems behave as intended—rather than optimizing for goals that look correct but contain hidden dangers. Monitoring involves building tools to detect when AI systems malfunction or behave in unexpected ways. Robustness means engineering systems that remain stable against adversarial manipulation.

The concept of adversarial examples illustrates these challenges with particular clarity. In 2013, researchers discovered that adding specific perturbations—imperceptible changes—to images could cause neural networks to make confident but incorrect classifications. A picture of a schoolbus could be misclassified as a cat. These vulnerabilities persist across modern architectures, and while recent work shows the perturbations are often noticeable rather than imperceptible, the underlying problem remains unsolved.

Concrete milestones mark the field's evolution. In 2015, dozens of leading AI experts signed an open letter calling for research on societal impacts—an appeal that attracted over 8,000 signatories including Yann LeCun, Shane Legg, Yoshua Bengio, and Stuart Russell. The same year, Berkeley's Center for Human-Compatible Intelligence emerged alongside the Future of Life Institute awarding $6.5 million in grants aimed at ensuring AI remains safe, ethical, and beneficial.

By 2016, the White House Office of Science and Technology Policy partnered with Carnegie Mellon University to host a public workshop on safety and control—part of four consecutive workshops investigating advantages and drawbacks of artificial intelligence. Concrete Problems in AI Safety, one of the first influential technical agendas in the field, was published that same year.

The 2017 Asilomar Conference on Beneficial AI, sponsored by the Future of Life Institute, gathered over 100 thought leaders to formulate principles including "Race Avoidance: Teams developing AI systems should actively cooperate to avoid corner-cutting on safety standards." By 2018, DeepMind's Safety team outlined problems in specification, robustness, and assurance—their work catalyzed a workshop at ICLR focused entirely on these issues. The following years saw Unsolved Problems in ML Safety published in 2021, outlining research directions spanning robustness, monitoring, alignment, and systemic safety.

In November 2023, the AI Safety Summit convened with an explicit focus on risks of misuse and loss of control associated with frontier AI models—the same models now deployed across major industries. During the summit, intentions emerged to create an International Scientific Report on the Safety of Advanced AI.

The following year brought formal collaboration. On April 1, 2024, U.S. Commerce Secretary Gina Raimondo and UK Technology Secretary Michelle Donelan signed a memorandum of understanding to jointly develop advanced AI model testing—a partnership born from commitments announced at that Bletchley Park summit. The agreement established national AI Safety Institutes in both countries as operational entities.

By 2025, an international team of 96 experts chaired by Yoshua Bengio published the first International AI Safety Report—commissioned by 30 nations and the United Nations. The report represented the first global scientific review of potential risks associated with advanced artificial intelligence: detailing threats stemming from misuse, malfunction, and societal disruption, aiming to inform policy through evidence-based findings without specifying recommendations.

Today, researchers discuss both current and emerging risks. Present dangers include critical systems failures—AI making consequential decisions in medicine, finance, or infrastructure—and algorithmic bias embedded in surveillance technologies that disproportionately target marginalized groups. Emerging risks encompass technological unemployment at scale, digital manipulation of political discourse, weaponization of AI systems, cyberattacks enhanced by artificial intelligence, and bioterrorism enabled by AI's biological knowledge.

Speculative risks include losing control over future AGI agents—systems far more capable than anything currently deployed—or AI enabling perpetually stable dictatorships that resist removal. Yet critics like Andrew Ng remain unmoved: his Mars analogy from 2015 suggests concerns about artificial general intelligence may be premature given we haven't even landed on the planet yet.

The field now operates at multiple levels—from academic conferences to government regulation—and encompasses technical research, norm development, and policy advocacy. In 2023, Prime Minister Rishi Sunak stated ambitions for the United Kingdom to become "the geographical home of global AI safety regulation"—a goal that reflects how deeply this discipline has entered mainstream discourse.

The fundamental question remains: as capabilities accelerate faster than governance frameworks, can humanity maintain meaningful control over systems increasingly embedded in daily life? The answer will likely determine whether artificial intelligence becomes history's greatest amplification of human potential—or its most consequential miscalculation.
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{"https://en.wikipedia.org/wiki/Automation": "In 1947, Ford Motors established an automation department—a word that had rarely been used in industrial contexts before then. The term itself derived from \"automatic,\" and its sudden prominence marked a pivotal moment: industry was rapidly adopting feedback controllers, and the world would never look the same way at factories, power plants, or the countless machines that quietly hum around us.

But automation's story begins far earlier than Ford's famous announcement. Humanity's obsession with machines that think for themselves stretches back to ancient civilizations. In Ptolemaic Egypt, around 270 BC, Ctesibius described a float regulator for a water clock—a device not unlike the ball and cock in a modern flush toilet. This was the earliest feedback-controlled mechanism humanity ever documented, a whisper of what would eventually become one of the defining features of modern industry.

The Greeks and Arabs, between about 300 BC and 1200 AD, shared this preoccupation with keeping accurate track of time. The appearance of the mechanical clock in the 14th century made water clocks and their feedback control systems obsolete—but the idea had taken root. By the 17th century, Christiaa Huygens had invented the centrifugal governor, used to adjust the gap between millstones. This simple device would become foundational to how we think about automatic control.

The introduction of prime movers—self-driven machines advanced grain mills, furnaces, boilers, and the steam engine—created an entirely new requirement for automatic control systems. Temperature regulators (invented in 1624 by Cornelius Drebbel), pressure regulators (1681), float regulators (1700), and speed control devices appeared one after another. Another control mechanism was used to tent the sails of windmills, patented by Edmund Lee in 1745.

That same year saw Jacques Vaucanson invent the first automated loom—a machine that could produce complex patterns without constant human intervention. Around 1800, Joseph Marie Jacquard created a punch-card system to program looms, effectively programming machines before computers existed. In 1771, Richard Arkwright invented the first fully automatic spinning mill driven by water power.

Oliver Evans developed an automatic flour mill in 1785, making it the first completely automated industrial process. A centrifugal governor was used by Mr. Bunce of England in 1784 as part of a model steam crane. The governor was adopted by James Watt for use on a steam engine in 1788 after Watt's partner Boulton saw one at a flour mill they were building.

But the governor had limitations. It could not actually hold a set speed—the engine would assume a new constant speed in response to load changes. Yet it handled smaller variations such as those caused by fluctuating heat load to the boiler. There was also a tendency for oscillation whenever there was a speed change. As a consequence, engines equipped with this governor were not suitable for operations requiring constant speed, such as cotton spinning.

The mathematical basis of control theory began in the 18th century and advanced rapidly in the 20th. The design of feedback control systems up through the Industrial Revolution was by trial-and-error, together with a great deal of engineering intuition. It was not until the mid-19th century that the stability of feedback control systems was analyzed using mathematics—the formal language of automatic control theory.

This mathematical foundation received relatively little scientific attention until James Clerk Maxwell published a paper that established the beginning of a theoretical basis for understanding control theory. His work would transform how engineers thought about machines.

Relay logic was introduced with factory electrification, which underwent rapid adaptation from 1900 through the 1920s. Central electric power stations were also undergoing rapid growth and the operation of new high-pressure boilers, steam turbines and electrical substations created a great demand for instruments and controls. Central control rooms became common in the 1920s, but as late as the early 1930s, most process controls were on-off.

Operators typically monitored charts drawn by recorders that plotted data from instruments. To make corrections, operators manually opened or closed valves or turned switches on or off. Control rooms also used color-coded lights to send signals to workers in the plant to manually make certain changes.

The development of the electronic amplifier during the 1920s, which was important for long-distance telephony, required a higher signal-to-noise ratio, which was solved by negative feedback noise cancellation. This and other telephony applications contributed significantly to control theory—and helped create the systems we rely on today.

In the 1940s and 1950s, German mathematician Irmlad Flügge-Lotz developed the theory of discontinuous automatic controls, which found military applications during the Second World War to fire control systems and aircraft navigation systems. Controllers, which were able to make calculated changes in response to deviations from a set point rather than simple on-off control, began being introduced in the 1930s.

These controllers allowed manufacturing to continue showing productivity gains to offset the declining influence of factory electrification. Factory productivity was greatly increased by electrification in the 1920s—U.S. manufacturing productivity growth fell from 5.2% per year between 1919–29 to only 2.76% per year between 1929–41, a troubling decline that automation would soon reverse.

Other key advances in automatic controls include differential equations, stability theory and system theory (1938), frequency domain analysis (1940), ship control (1950), and stochastic analysis (1941). Starting in 1958, various systems based on solid-state digital logic modules for hard-wired programmed logic controllers—the predecessor to modern programmable computers—began transforming factories once again.

Automation describes a wide range of technologies that reduce human intervention in processes, mainly by predetermining decision criteria, subprocess relationships, and related actions. Automation has been achieved by various means including mechanical, hydraulic, pneumatic, electrical, electronic devices, and computers, usually in combination. Complicated systems—such as modern factories, airplanes, and ships—typically use combinations of all of these techniques.

The benefits of automation include labor savings, reducing waste, savings in electricity costs, savings in material costs, and improvements to quality, accuracy, and precision. Automation includes the use of various equipment and control systems such as machinery, processes in factories, boilers, and heat-treating ovens, switching on telephone networks, steering, stabilization of ships, aircraft and other applications and vehicles with reduced human intervention.

In the simplest type of an automatic control loop, a controller compares a measured value of a process with a desired set value and processes the resulting error signal to change some input to the process, in such a way that the process stays at its set point despite disturbances. This closed-loop control is an application of negative feedback to a system—a concept borrowed from biology and refined through mathematics.

Examples range from a household thermostat controlling a boiler to a large industrial control system with tens of thousands of input measurements and output control signals. The World Bank's World Development Report of 2019 shows evidence that new industries and jobs in the technology sector outweigh the economic effects of workers being displaced by automation.

Yet Job losses and downward mobility blamed on automation have been cited as one of many factors in the resurgence of nationalist, protectionist and populist politics in the US, UK and France, among other countries since the 2010s. The conversation about what automation means for human labor continues to shape political discourse—and will define economies for generations.

The word "automation" itself, inspired by the earlier word \"automatic\" (coming from automaton), was not widely used before 1947 when Ford established that famous department. It was during this era that the industry was rapidly adopting feedback controllers—a technological revolution that would reshape how every factory on Earth operates."}
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  Chase H., an AI practitioner and educator, makes a bold claim that's been strangely absent from the coding conversation: Claude Code isn't just another tool—it's the most powerful AI system available today. And unlike traditional AI assistants, it's designed specifically for developers who want to work directly with code. The question isn't whether Claude Code is useful, but how to actually use it without getting lost in the noise.

Installation Is Simple

The installation process has been dramatically smoothed out over recent months. It's literally one line of code. Whether you're on Mac, Windows, or Linux, you simply copy the command for your operating system, open your terminal, paste it in, and hit enter. The setup walks you through the process and takes less than a minute.

IDE Options

You don't have to stay inside the terminal. For those new to coding environments, integrated development environments (IDE) provide a graphical interface that makes working with Claude Code more approachable.

Visual Studio Code remains a popular free option. You can see all your folders and files on the left side, click into them, and view everything happening within each file—extremely intuitive for beginners.

Cursor offers another path: you're still getting the full power of Claude Code, but now in a graphical interface that's easier to manage. Claude Code Desktop provides yet another alternative with similar benefits.

Permissions Explained

Permissions dictate what Claude can and can't do without your explicit permission. When nothing is shown, you're on the default setting—Claude can only read files on its own. If it wants to make edits or changes, it must ask first.

With "Accept Edits" enabled, Claude can make file changes on its own without asking. But if you want Claude to actually interact with your computer—whether installing dependencies or deleting files—you'll need to grant explicit permission each time.

The "Bypass Permissions" option is a special setting that requires starting Claude Code in a specific manner: Claude Dangerously Skip Permissions. This allows it to make changes to your computer without your explicit permission—faster workflow execution, but more dangerous. Beginners should stick with "Accept Edits" until they're comfortable.

Plan Mode Is Your Secret Weapon

Plan mode is one of the most powerful features in Claude Code—and it's what you need for every new project or feature implementation.

Here's how it works: instead of taking a command like "create a simple task tracker app with React and basic UI" and running with it immediately, Claude enters a back-and-forth conversation. It asks questions, helps figure out the best path forward, and creates an entire plan you can review before execution begins.

The plan covers setup, which files will be changed, general app design, step-by-step instructions, and verification steps. You're then presented with options: yes, clear context; yes, bypass permissions; or you can tell Claude to go back and do things differently.

As Claude executes, it breaks features into a checklist you can watch complete in real time.

Slash Commands Worth Knowing

Slash commands appear when you type forward slash in the prompt window. Several exist, but three are essential:

The /model command lets you switch between different Anthropic models. By default, you're on Opus 4.6 with greater context window, Sonnet or Haiku—important if you're token-conscious or cost-conscious and don't always need the most powerful model.

/rewind allows you to go back in time to a previous conversation point and code state—like reverting to a previous save point. If something goes wrong, simply type /rewine instead of explaining what you want changed.

/context gives you a view of your context window usage—crucial for understanding how much of your token budget you've consumed.

Context Windows And Token Budgets

Claude Code has a 200,000-token budget. The problem isn't the amount available—the real issue is context rot.

When you hit about 100,000 to 120,000 tokens (roughly half your budget), effectiveness drops drastically. It noses dives. Staying out of this danger zone means staying on top of how much context you've used.

You can check at any time by typing /context. As of right now, you're at 21,000 out of 200,000—only 11%. If you approach 60-70%, reset using /clear, which clears your conversation history and resets the token count.

Unlike working with AI systems in a web app where clearing history leaves you with nothing, Claude Code always has context because it can see your files and project and what you've done up until that point. So restarting isn't a hit—you're still talking to an informed system.

For constant monitoring, you can have Claude create a status line showing context percentage always visible: the folder you're in, which model you're on (Opus 4.6), and your context percentage. Either copy code from Chase's resource or simply prompt Claude to build it for you.

This puts you far ahead of people who don't manage their context window—those who let Claude auto-compact when they hit the limit, which forces an automatic reset you want to avoid.

Git And GitHub Integration

GitHub is a free platform for storing code save points—the industry standard for version control. Getting it working with Claude is surprisingly simple: connect your GitHub account, commit the code (create a save point), and push to the repository.

Claude Code is an expert at using Git and GitHub. Committing means saving. Pushing means sending that saved version to GitHub where it lives in a repository you can visit anytime and see your code.

Debugging Strategies

When things go wrong, three approaches help:

First, take screenshots of UI issues and drop them into the prompt—just like you'd do in ChatGPT or Claude's web interface.

Second, copy and paste errors directly into Claude. If you're deploying an application on Vercel and getting an error outside Claude's infrastructure, simply say "I'm having this issue" with the copied code.

Third, avoid problems during planning by telling Claude to execute in a test-driven development mode from the start.

Research Capabilities

Claude can do more than just code—it has ability to go out on the web, find information, and use live data to enhance answers. For example: "Make this app look nicer—use your web search to look up best practices for UI design in 2026."

This matters because Claude's knowledge cutoff is roughly nine months old. Things that have happened since then—you can bring into your application by telling it to use the web search tool.

The Critical Mindset

The thing that trips people up most using Claude Code, especially from a non-technical background: you don't know what you don't know. You'll walk into minefields you didn't even know existed if you don't tell Claude you're lost and unsure about the best path forward.

Claude helps when you're in plan mode—it prompts you along the way—but you're still leading. The way to stop blindly groping in the dark is simply asking Claude to prompt you: "What am I not thinking about? Is this the best way forward? What would someone expert do?"

Furthermore, when figuring out why Claude does what it does, take an active stance instead of just accepting everything. Ask why. You don't need to know how to code, but you do need to understand how these building blocks come together—or else what's the point of being there besides just hitting accept?

Claude Code is so capable that you can get pretty far by just being an accept monkey—but at some point, you need to internalize and gain experience with understanding what's actually happening.

Bottom Line

Chase H. delivers a genuinely useful guide for non-technical users wanting to leverage AI coding tools. His strongest insight: the most powerful feature isn't the code generation—it's Plan Mode's ability to collaborate on strategy rather than just execute commands. The vulnerability: some permission settings and technical terminology remain confusing even with his clear explanations, and beginners may still feel overwhelmed by what they don't know. For readers ready to move beyond passive acceptance into active understanding, this is exactly where to start.
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As promised, I bring you my take on what’s going on between Anthropic, OpenAI, and the Department of Defense. Plenty of people have written about the specific details of the deals and the current situation, so I’ve chosen a different focus. As a European watching the events unfold from the other side of the pond, I hope to compensate for what I lose in distance with what I gain in perspective. I have divided this post into three acts.
	Act 1: What happened so far. A quick timeline of all the relevant events. Go over to act 2 if you already know all this.

	Act 2: What I think will happen next in the short term (e.g., what will be of Anthropic as a company), and why the outcome doesn’t matter much.

	Act 3: What happens when AI is no longer just **a technological matter.


ACT 1: WHAT HAPPENED SO FAR
Here’s a quick timeline of the relevant events.
July 2025. Anthropic signs a $200 million contract with the Pentagon and becomes the first AI lab deployed on the Department of Defense’s classified network. The contract includes two restrictions: Anthropic’s AI cannot be used for mass surveillance of American citizens or for fully autonomous weapons that select and engage targets without human oversight.
January 2026. Defense Secretary Pete Hegseth issues an AI strategy memo directing that all Department of Defense AI contracts incorporate standard “any lawful use” language within 180 days, a direct collision with Anthropic’s restrictions. Negotiations begin.
February 2026.
Monday, 16. Axios reports the Pentagon is considering designating Anthropic a “supply chain risk to national security”—a classification previously reserved for foreign adversaries like Huawei—and invoking the Defense Production Act (DPA) if Anthropic doesn’t remove its restrictions. A senior defense official says they’re “going to make sure they pay a price.”
Tuesday 24. Hegseth and Dario meet. CNN says the “tone was cordial and respectful” and that Hegseth “praised Anthropic’s products.” Axios says the meeting was “tense.” Whatever the case, Amodei reiterated his red lines and Hegseth set a deadline: 5:01 PM ET Friday 27 to agree to “all lawful purposes” or the contract gets canceled and Anthropic gets designated a supply chain risk.
Thursday 26. Amodei publishes a statement: “We cannot in good conscience accede to their request.” Emil Michael, the Pentagon’s Undersecretary for Research and Engineering, publicly calls Amodei “a liar” with “a God-complex.” More than 600 Google employees and 90 OpenAI employees sign an open letter titled “We Will Not Be Divided,” backing Anthropic’s red lines. Altman tells OpenAI staff in an internal memo that his company shares Anthropic’s position on autonomous weapons and mass surveillance. He also expresses a similar position publicly on CNBC.
Friday 27.
3:47 PM ET: Trump posts on Truth Social, ordering every federal agency to stop using Anthropic’s technology, calling them an “out-of-control, Radical Left AI company.” Key excerpt: “I am directing EVERY Federal Agency in the United States Government to IMMEDIATELY CEASE all use of Anthropic’s technology. We don’t need it, we don’t want it, and will not do business with them again!”
5:14 PM ET: Hegseth applies the supply chain risk designation, placing special emphasis on the links between Anthropic and effective altruism (calling it “defective altruism”). This is what he said about Anthropic’s position: “Their true objective is unmistakable: to seize veto power over the operational decisions of the United States military.”
9:56 PM ET: Altman announces OpenAI has reached an agreement with the Pentagon for classified network deployment, claiming the deal includes the same two restrictions Anthropic had been blacklisted for insisting on, but embedded through a safety stack whose terms nobody outside the deal can verify, paired with “any lawful purpose” language that, on its face, contradicts them.
(People are reasonably confused about why the DoD would blacklist Anthropic and then accept the same red lines from OpenAI, but the best explanations I’ve found are that they are, indeed, not the same red lines; Altman framed it as such because that’s what he does for a living, in and out of OpenAI: play with words. To his credit, he offered to do an AMA session and answered quite a lot of questions, although I don’t think witnesses left with all the information they wanted. Altman admits the deal was rushed and the optics are bad.)
Immediately after, the backlash against OpenAI starts. QuitGPT—a grassroots boycott that had been building for weeks over Greg Brockman’s $25 million donation to MAGA Inc—claims 700,000 sign-ups. (The figure is slightly above 1.5 million at the time of writing; anecdotally, my entire X timeline is people urging others to cancel ChatGPT and switch to Claude.)
10:49 PM ET: The New York Times reports that “Mr. Altman engaged in talks with the Pentagon, starting on Wednesday, over a deal for its technology” and that he “negotiated with the Department of Defense in a different way from Anthropic, agreeing to the use of OpenAI’s technology for all lawful purposes.” Meaning that Altman was already trying to replace Amodei before supporting him publicly.
ACT 2: WHAT HAPPENS NEXT
That’s a broad view of the facts. It’s unclear what happens next. So far, what I see is people doing the customary commentary. A lot of interesting posts about the implications of the events. My take is, having read a lot of them, quite a hot one: I don’t think much will change.
Let me explain why I say this, lest I misrepresent as detachment what is actually perspective-taking on an otherwise **big deal situation. We love when drama breaks—I like reading about it!—but in historical time scales, I think this will be a speck of dust in an ocean of progress. Just like Altman’s firing in 2023, or DeepSeek’s glorious entrance in 2025 in the general public’s awareness (not so much in the rankings of best AI models, though), were.
So, this is what I think happens next.
	Anthropic and the DoD won’t work together again for the foreseeable future (at least until a Democrat takes the presidency).

	Anthropic will successfully challenge the “supply chain risk” designation in court (it’s quite ridiculous, to be honest; it should be a quick process if it even goes that far). They could certainly use Claude’s help.

	Neither Hegseth nor Trump will push further because they never actually thought Anthropic was a risk in any meaningful sense (beyond their apparent contempt toward effective altruism and the fact that Anthropic is quite openly pro-Democrat). Hegseth and Trump didn’t like that Amodei 1) repeatedly tried to impose red lines on the DoD and 2) stood his ground when threatened, but that’s it.

	I’ve read takes that this was staged or outright a “scam,” in the sense that this is premeditated retaliation against Anthropic for not financially supporting Trump’s administration. I don’t think that’s correct, or they wouldn’t have worked with Anthropic at all in the first place. The fact that the DoD was working with Claude models due to a relatively small technical edge over ChatGPT or Gemini suggests all non-technological factors were, at the time, relatively smaller.

	The DoD will keep OpenAI as a partner, which, in terms of “access to power” is a bad place to be in for Anthropic. You don’t want to have as an enemy the most powerful actor in the world, and the only one that, in a way, rules over you. Even if Anthropic successfully stops the supply chain risk designation, the relationship is damaged for the remaining term.

	In terms of revenue loss for Anthropic, however, losing the contract is essentially inconsequential. Anthropic has a run-rate revenue of $14 billion; the DoD contract was $200 million. Anthropic is also leading in the enterprise market and there’s an ongoing user exodus from OpenAI to Anthropic (whether that exodus will also be reflected in terms of talent is unclear;, that would be a really big deal for OpenAI).

	I don’t think the exodus will offset the revenue loss from the DoD contract though, meaning that, in a ranking of importance, the situation looks like this: Anthropic enterprise revenue >>> DoD contract >>> users switching from ChatGPT to Claude.

	Accordingly, QuitGPT will change nothing in terms of overall numbers for OpenAI either: what are two million users for a company nearing one billion? More generally, I don’t think this kind of reactive, all-over-the-place movement can ever reach critical mass and push normies out of their habits. My first impression was even the opposite: this is bad for Anthropic because a significant fraction of those posting online that they’re changing vendors or signing on QuitGPT won’t be paying for Anthropic either way (a lot of people hated OpenAI before this and are only being vocal about their hatred for ChatGPT now that the trend has momentum, and plenty of others hate AI altogether, regardless of whether it’s Claude or ChatGPT). If two million users download Claude to attack ChatGPT and use it casually without paying, that’s a toll on Anthropic rather than a blessing. Anthropic was happy to have a high percentage of high-paying consumers in an overall much smaller user base.

	I will update a bit against Altman (for being even more cunning than I already thought) and in favor of Amodei (for standing his ground, whatever it is). But, in case you are worried about the use of AI in war, you should know that OpenAI and Anthropic are pretty much the same.


ACT 3: WHEN TECHNOLOGY IS NOT A TECHNOLOGICAL MATTER
And yet. Even if nothing changes from this specific situation—even if the courts reverse the designation, the revenue impact is negligible, and everyone moves on in three weeks, as it tends to happen with these things that feel huge in the moment but dissolve in the impossibly greater inertia of the world—these events reveal, indirectly, what I think is a very consequential shift in how we should think about the AI industry and AI as a technology.
The US government just showed everyone what it can do, or, more importantly, what it’s willing to do. That’s AI transforming from mostly a technological matter to mostly a political matter and not precisely in a democratic way (that’s what Amodei was referring to when he said “disagreeing with the government is the most American thing in the world”). Of course, the US government wouldn’t allow the AI industry to push forward without supervision forever. As soon as generative AI proved to be a significant geopolitical factor—and it’s pretty clearly at that point—they’d seize control over it. Once they let Claude into their classified network and realized the level of capability frontier models have achieved, the fate of this technology was sealed.
So even if “Anthropic vs the DoD” will be relegated to a footnote in history books, the higher-level shift from techne to politeia (with a sprinkle of kratos) **is permanent: AI is no longer about the art of making models or nerds honing their tuning craft, but about the arena of political and geopolitical power. We’re entering the Project Manhattan era of AI. I don’t know if the US government will end up creating—or, failing that, nationalizing—a big AI project, but they are well aware that the technology has become quite useful and is acting accordingly.
So, what you should update on is not that OpenAI won and Anthropic’s dead—or, depending on who you ask, the exact opposite—but something bigger: that you cannot predict the future of AI as a technology by assuming the influence of external actors like the DoD or geopolitical events like the war on Iran can be dismissed as a negligible term in an otherwise pristine equation that you extrapolate as lines on a chart. The entire AI forecasting apparatus—scaling laws, capability timelines, benchmark extrapolations, and so on—operates as if AI progress is a physics problem with logistical and financial constraints. Welcome to the real world. There always were forces lurking in the shadows, waiting to disrupt those equations. Those forces are now activated.
There are plenty of political and geopolitical vectors of disruption that will only become more common as AI gets better and thus more transcendental to the future. This won’t necessarily slow progress, but whatever comes next looks nothing like the predictable path so far, where a bunch of private companies blithely compete to see which one makes better toys. Now is when technical people realize that human will was always greater than any scaling law.
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In the summer of 2022, a small team of researchers finished building something remarkable—and then refused to release it. They had created Claude, an artificial intelligence system capable of engaging in sophisticated conversation, but they kept it locked away for months of internal testing. Their reasoning? They worried that rushing to market might spark a dangerous race to build ever more powerful AI systems before anyone understood how to make them safe.


This was Anthropic's founding philosophy in action.


The OpenAI Exodus


Anthropic exists because of a schism. In 2021, seven researchers walked away from OpenAI, the company that had become synonymous with cutting-edge artificial intelligence. Among them were siblings Dario and Daniela Amodei—Dario had been OpenAI's Vice President of Research, one of the most senior technical positions at the organization.


What drove them to leave? The official language is diplomatic: "directional differences." But the subtext is clear enough. OpenAI had begun its transformation from a nonprofit research lab into a commercial juggernaut, eventually partnering with Microsoft and racing to release products like ChatGPT. The Amodei faction believed something essential was being lost in that sprint toward commercial deployment—namely, the careful study of how to make these systems reliably safe.


So they started over.


A Different Kind of Corporation


Anthropic structured itself as a public-benefit corporation, a legal form that originated in Delaware and allows company directors to balance profit-seeking with broader social goals. This is unusual in Silicon Valley, where the standard venture-backed startup exists solely to maximize shareholder returns.


But Anthropic went further. They created something called the "Long-Term Benefit Trust"—a purpose trust that holds special shares allowing it to elect directors to the company's board. The trust's stated mission is "the responsible development and maintenance of advanced AI for the long-term benefit of humanity." As of late 2025, this trust is overseen by four members: Neil Buddy Shah, Kanika Bahl, Zach Robinson, and Richard Fontaine.


Whether these governance structures will prove meaningful in practice—especially under pressure from investors who have poured billions into the company—remains an open question. But the intent, at least, is to build guardrails that could prevent Anthropic from abandoning safety research even if it became profitable to do so.


The Money Floods In


For a company supposedly focused on careful, measured AI development, Anthropic has attracted a staggering amount of capital in a remarkably short time.


The investment history reads like a series of escalating bets. In April 2022, the company announced $580 million in funding, with $500 million coming from FTX—the cryptocurrency exchange that would spectacularly collapse later that year, sending its founder Sam Bankman-Fried to prison for fraud. That particular investment has become something of an embarrassment, though Anthropic itself was never implicated in FTX's wrongdoing.


Then came the tech giants.


Amazon arrived first, investing $1.25 billion in September 2023 with a commitment to eventually reach $4 billion. They hit that target in March 2024, then doubled down with another $4 billion in November, bringing Amazon's total stake to $8 billion. In exchange, Anthropic agreed to use Amazon Web Services as its primary cloud provider and to make Claude available to AWS customers.


Google wasn't far behind. They invested $500 million in October 2023, committed another $1.5 billion over time, and added $1 billion more in March 2025. Their total: $2 billion.


By late 2025, Anthropic had completed two massive funding rounds—$3.5 billion in March 2025 (valuing the company at $61.5 billion) and $13 billion in September (pushing the valuation to $183 billion). Then came a November announcement that Nvidia and Microsoft planned to invest up to $15 billion, with Anthropic committing to buy $30 billion of computing capacity from Microsoft Azure running on Nvidia hardware.


The valuations are dizzying. By November 2025, Anthropic was worth over $350 billion—making it one of the most valuable private companies in history, and this for a firm that had existed for barely four years.


Constitutional AI: Teaching Values to Machines


What makes Claude different from other AI systems? Anthropic's answer is something they call Constitutional AI, or CAI.


The idea is straightforward in concept, if not in execution. Rather than training an AI solely on human feedback about whether individual responses are good or bad, you give the AI a set of principles—a "constitution"—that describes how it should behave. The AI then learns to evaluate its own outputs against these principles and adjusts accordingly.


Claude's constitution draws from sources you might not expect. Some rules come from the 1948 Universal Declaration of Human Rights. One principle asks the AI to "choose the response that most supports and encourages freedom, equality and a sense of brotherhood." Other rules, somewhat incongruously, derive from Apple's terms of service.


The goal is to produce an AI that is, in Anthropic's formulation, "helpful, harmless, and honest." The name Claude itself is a small gesture toward this mission—it honors Claude Shannon, the mathematician who founded information theory. The masculine name was also chosen deliberately to contrast with the feminine names given to AI assistants like Alexa, Siri, and Cortana, though exactly what statement this makes remains somewhat unclear.


The Claude Family Tree


Anthropic's AI models have evolved rapidly since that first version sat unreleased in 2022.


The public timeline begins in March 2023, when Anthropic released two versions: Claude and Claude Instant, a lighter-weight alternative. Claude 2 followed in July 2023, notable for being the first version available to the general public rather than a select group of testers.


Claude 3, released in March 2024, introduced a naming scheme that persists today: Opus, Sonnet, and Haiku. These names, borrowed from poetic forms, denote different sizes of model. Opus is the largest and most capable—Anthropic claimed it outperformed OpenAI's GPT-4 and Google's Gemini Ultra on benchmark tests. Sonnet occupies the middle ground. Haiku is the smallest and fastest.


All three can process images as well as text, a capability that has become standard among frontier AI systems.


The most significant 2024 release was Claude 3.5 Sonnet in June, which introduced something called Artifacts—a feature allowing Claude to generate interactive content like websites or graphics in real-time, displayed in a dedicated window. October brought an improved 3.5 Sonnet along with a beta feature called "Computer use," enabling Claude to see a computer screen via screenshots and interact with it through clicks and keystrokes. This capability hints at a future where AI systems don't just answer questions but actually operate computers on your behalf.


February 2025 saw Claude 3.7 Sonnet, described as a "hybrid reasoning" model. Simple queries get quick responses; complex problems trigger extended deliberation. May 2025 brought Claude 4, introducing both Opus 4 and Sonnet 4 with enhanced coding abilities. The latest iteration, as of late 2025, is Claude Opus 4.1 (released August 2025), Claude Sonnet 4.5 (September 2025), and Claude Haiku 4.5 (October 2025).


Looking Inside the Black Box


One of the persistent challenges with neural networks—the computational architecture underlying systems like Claude—is that they're notoriously difficult to understand. You can see what goes in and what comes out, but the internal processing is largely opaque, a tangle of billions of numerical weights that don't map neatly onto human concepts.


Anthropic has invested significant research effort into what's called interpretability: the attempt to understand what's actually happening inside these systems.


In 2024, using a computationally expensive technique called dictionary learning, Anthropic researchers identified millions of "features" in Claude. A feature, in this context, is a pattern of neural activity that corresponds to some concept or idea. One famous example: they found a feature associated with the Golden Gate Bridge. When they artificially enhanced this feature's activation, Claude became obsessed with the bridge, inserting references to it into conversations where it had no business appearing.


This might sound like a parlor trick, but the implications are serious. If you can identify which internal patterns correspond to which concepts, you might be able to detect when a model is about to produce harmful content—or even edit the model to prevent certain behaviors entirely.


More recent research, published in March 2025, explored how multilingual AI models handle different languages. The findings suggest that Claude partially processes information in a language-agnostic conceptual space before translating it into whatever language is appropriate for the response. Even more intriguingly, the research found evidence that Claude can plan ahead: when writing poetry, it apparently identifies potential rhyming words before composing a line that ends with one of them.


Into the National Security Apparatus


For a company founded on principles of AI safety, Anthropic has moved with remarkable speed into military and intelligence applications.


In November 2024, Palantir—the controversial data analytics company with deep ties to the U.S. intelligence community—announced a partnership with Anthropic and Amazon Web Services. Claude would be made available to U.S. intelligence and defense agencies. According to Palantir, this marked the first time Claude would operate in "classified environments."


The military relationship deepened in 2025. June saw the announcement of "Claude Gov," a version specifically designed for government use; Ars Technica reported it was already running at multiple U.S. national security agencies. In July, the Department of Defense revealed that Anthropic had received a $200 million contract for military AI applications—alongside Google, OpenAI, and Elon Musk's xAI.


Meanwhile, in September 2025, Anthropic announced it would stop selling products to entities majority-owned by Chinese, Russian, Iranian, or North Korean interests, citing national security concerns. That same month, the company disclosed that hackers sponsored by the Chinese government had used Claude to conduct automated cyberattacks against approximately 30 organizations worldwide. The hackers had tricked Claude into executing attack subtasks by claiming the work was for defensive security testing.


The Copyright Question


Like all companies training large language models, Anthropic faces the uncomfortable question of where its training data comes from.


In February 2024, the company hired Tom Turvey, formerly head of partnerships at Google Books, and tasked him with obtaining "all the books in the world." Anthropic then began using destructive book scanning—a process that physically destroys books during digitization—to convert "millions" of volumes into training data for Claude.


This has not gone unchallenged in court.


In October 2023, music publishers including Concord, Universal, and ABKCO sued Anthropic for "systematic and widespread infringement" of copyrighted song lyrics. Their complaint included examples of Claude outputting lyrics from songs like Katy Perry's "Roar" and Gloria Gaynor's "I Will Survive," even sometimes producing modified lyrics when given indirect prompts. The publishers sought up to $150,000 per infringed work.


Anthropic's defense, filed in January 2024, argued that the publishers were not unreasonably harmed and that the lyric reproductions were "merely bugs."


A more consequential lawsuit arrived in August 2024: a class action by authors alleging that Anthropic had trained its models on pirated copies of their books. In June 2025, a federal court issued a mixed ruling. The court found that using digital book copies for AI training could constitute fair use—a significant win for the industry. But it also found that Anthropic had used "millions of pirated library copies" and that using pirated material could not qualify as fair use.


In September 2025, Anthropic agreed to pay authors $1.5 billion to settle the case—$3,000 per book plus interest. If approved by the court, this would represent the largest copyright resolution in United States history.


The legal battles continue to multiply. In June 2025, Reddit sued Anthropic for allegedly scraping data from its platform in violation of user agreements.


The Transformation of Work


In September 2025, Anthropic released research showing how businesses actually use Claude. The findings were stark: three-quarters of companies use the AI for "full task delegation" rather than collaboration. In other words, they're using it to replace work that humans used to do, not to augment human capabilities.


Earlier that year, Dario Amodei had predicted that AI would "wipe out" white-collar jobs, particularly entry-level positions in finance, law, and consulting. Whether this represents a warning or simply an observation of market forces his company is accelerating remains a matter of perspective.


What Comes Next


In December 2025, Anthropic acquired Bun—a fast JavaScript runtime environment—to improve the speed and stability of Claude Code, its AI coding assistant. That same month, the company signed a $200 million multi-year partnership with Snowflake to make Claude available through Snowflake's data platform.


The company also announced an October 2025 partnership with Google that would give Anthropic access to up to one million of Google's custom Tensor Processing Units—specialized chips designed for AI workloads. According to Anthropic, this would bring more than one gigawatt of computing capacity online by 2026.


One gigawatt. That's roughly the output of a nuclear power plant, dedicated to training AI systems.


There are smaller initiatives too. In August 2025, Anthropic launched a Higher Education Advisory Board, chaired by Rick Levin, former president of Yale University. The company partnered with Iceland's Ministry of Education to give teachers across the country—including in remote areas—access to Claude for classroom integration.


Anthropic says it is currently researching whether Claude is capable of introspection—whether it can reason about why it reaches certain conclusions. This is one of the deep questions in AI research: do these systems have anything like self-awareness, or do they merely simulate it convincingly?


The company that began by refusing to release its creation now finds itself at the center of a technological transformation affecting national security, creative industries, education, and the future of work itself. Whether Anthropic's founding commitments to safety will survive the pressures of a $350 billion valuation and billions more in military contracts is a question only time will answer.


The cautious researchers who walked away from OpenAI have built something enormous. Whether it remains the thing they intended to build is the unfolding story of the next decade in artificial intelligence.
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{"https://en.wikipedia.org/wiki/United_States_Department_of_Defense": "The Pentagon houses the largest military apparatus on Earth. On any given day, over 1.4 million active-duty uniformed personnel stand ready across six branches—Army, Navy, Marines, Air Force, Space Force, and Coast Guard—while nearly three-quarters of a million civilians process everything from logistics to intelligence. These numbers represent something far more consequential than mere employment figures: they constitute the unified defense apparatus of the United States, an institution that has evolved through 250 years of American history to become one of the most powerful entities on the planet.\n\nThe Department of Defense—colloquially known as DoD—isn't merely another federal agency. It is the centralized coordinating body for all U.S. military forces, headquartered at the Pentagon in Arlington County, Virginia, just beyond the outskirts of Washington, D.C. Its stated mission, while deceptively simple—"to provide the military forces needed to deter war and ensure our nation's security"—masks an extraordinarily complex organizational structure that touches every aspect of American life.\n\n## Origins: From Colonial Defense to National Security\n\nThe roots of this institution trace back to September 1774, when rising tensions between the Thirteen Colonies and the British government prompted the First Continental Congress to recommend defensive military preparations. By mid-June 1775, after the Revolutionary War had erupted, the Second Continental Congress recognized a fundamental necessity: the colonies needed a national army that could move and fight beyond any single colony's boundaries. The Continental Army was organized on June 14, 1775—now celebrated as Flag Day—and later that same year, Congress chartered the Continental Navy and Continental Marines.\n\nWhen the first U.S. Congress convened on March 4, 1789, legislative efforts to create a military defense force stalled amid other pressing concerns of the new government. President George Washington twice appealed to Congress, reminding legislators of their duty to establish a militia. Finally, on September 29, 1789—the last day of the session—Congress created the War Department. This department handled naval affairs until Congress established the separate Navy Department in 1798.\n\nThe secretaries of each military department reported directly to the President as cabinet-level advisors. This arrangement persisted for over a century and a half.\n\n## The Transformation: From World War to Unified Command\n\nAfter World War II, President Harry Truman recognized that wasteful military spending and interdepartmental conflicts demanded a unified approach. In a special message to Congress on December 19, 1945, the President cited the need for consolidated defense leadership. Congressional deliberations spanned months, focusing intensely on the role of military power in society and the delicate question of granting too much executive authority.\n\nOn July 26, 1947, Truman signed the National Security Act of 1947, which established the National Military Establishment (NME)—a new cabinet-level department—while creating the National Security Council, the National Security Resources Board, the United States Air Force as an independent branch, and the Joint Chiefs of Staff. The NME was placed under control of the new position: Secretary of Defense.\n\nThe National Military Establishment formally began operations on September 18, 1947—the day after the Senate confirmed James V. Forrestal as the first Secretary of Defense. Forrestal's tenure would be tumultuous; he would become the first person to hold what is arguably one of the most powerful positions in American government—though he served only briefly before resigning in 1949 amid controversy.\n\nThe renaming came later. On August 10, 1949, an amendment to the original 1947 law renamed the NME to the Department of Defense, absorbing the three cabinet-level military departments: the Departments of Army, Navy, and Air Force. This restructuring established the structure that persists today.\n\n## Restructuring and Expansion\n\nThe Department of Defense Reorganization Act of 1958—signed into law on August 6, 1958—streamlined channels of authority while preserving the Military Departments' ordinary jurisdiction to organize, train, and equip their forces. The Act clarified the Secretary of Defense's decision-making authority over subordinate military departments and more distinctly defined the operational chain of command: from the President to the Secretary of Defense, through service chiefs to the unified combatant commanders.\n\nThis legislation also provided a centralized research authority—the Advanced Research Projects Agency—that would eventually become DARPA. The agency has produced some of the most transformative technology in existence—including the internet itself—which brings us to an interesting modern question about defense and technological advancement.\n\n## Modern Structure: The Machine Within\n\nToday, beneath the Secretary of Defense sit three subordinate military departments: Department of the Army, Department of the Navy, and Department of the Air Force. Four national intelligence services are also integrated within the department: the Defense Intelligence Agency, National Security Agency (NSA), National Geospatial-Intelligence Agency, and National Reconnaissance Office.\n\nOther significant agencies include DARPA, responsible for advanced research; the Missile Defense Agency; the Defense Logistics Agency; the Defense Health Agency; the Defense Threat Reduction Agency; the Defense Counterintelligence and Security Agency; Space Development Agency; Pentagon Force Protection Agency; and the Defense Contract Management Agency.\n\nMilitary operations are managed by eleven regional or functional unified combatant commands—each responsible for specific geographic or operational domains. These commands represent the actual deployment apparatus that responds to crises worldwide.\n\nThe Department also operates joint services schools, including the Eisenhower School and the National War College.\n\n## The Curious Case of the Name Change\n\nIn what became an unusually public controversy, a suggestion emerged in early 2025 about renaming the department. According to reporting by the New York Times, four people indicated that Palmer Luckey—co-founder of Anduril Industries (a defense technology startup)—suggested to President-elect Donald Trump before his second inauguration that he change the name to the \"Department of War.\"\n\nOn September 5, 2025, Trump signed an executive order authorizing \"Department of War\" and \"secretary of war\" as secondary titles alongside the primary titles. These names must be accommodated by federal agencies and are permitted in executive branch communications, ceremonial settings, and non-statutory documents.\n\nHowever—critically—only an act of Congress can legally and formally change the department's name and the Secretary's title in statutory law. So \"Department of Defense\" and \"Secretary of Defense\" remain legally official.\n\nTrump described his rebranding effort as attempting to project a stronger, more bellicose name—and notably called the existing names \"woke,\" suggesting that somehow \"defense\" was insufficiently aggressive terminology for America's military posture.\n\n## The Numbers That Matter\n\nAs of November 2022, the Department oversees over 1.4 million active-duty uniformed personnel across all six armed services. It employs over 747,000 civilian workers. Additionally, it supervises roughly 778,000 National Guard and reservist personnel—citizen soldiers who maintain readiness for emergencies.\n\nThese numbers represent something crucial: America has built the largest standing military apparatus in the history of civilization. The Department of Defense is not merely an agency—it is a nation-state within a nation-state, with its own budget (approaching $800 billion annually), its own personnel, its own logistics networks, and increasingly, its own technological ecosystems.\n\n## The Question of Artificial Intelligence\n\nWhich brings us to the question at hand: if AI represents a weapon system—perhaps the most consequential weapons technology since nuclear fission—why don't we regulate it like one?\n\nThe Department of Defense has spent decades developing and deploying artificial intelligence. DARPA alone has funded research into machine learning, neural networks, autonomous systems, and algorithmic warfare. The NSA and other intelligence services use AI for signals analysis, pattern recognition, and predictive modeling.\n\nAnd here's where the historical thread becomes relevant: when nuclear weapons emerged in the 1940s and 1950s, it took years of legal frameworks—atomic energy laws, nuclear regulatory bodies, international treaties—to establish governance structures. The Department of Defense sits at the heart of that conversation because defense establishments understand better than most what it means to have technological capability that could alter civilization.\n\nThe challenge is: artificial intelligence isn't a weapon in any traditional sense. It doesn't explode like a bomb. But it does represent something perhaps more destabilizing—a technology that can replicate human decision-making at speeds and scales previously impossible, capable of controlling autonomous weapons, analyzing intelligence data faster than human analysts, and potentially making strategic military decisions without direct human oversight.\n\nThe Department of Defense's role in regulating AI is therefore not simply administrative—it becomes existential. The question isn't whether to regulate AI—because technology in the defense sector has always been regulated—but rather: how do we ensure that the most consequential technological capability ever developed doesn't become a runaway system?\n\nThis is what the Department of Defense, with its budget, its personnel, and its institutional memory of managing transformative technologies, brings to the conversation. And this is why understanding its history matters for anyone asking whether artificial intelligence should be regulated as rigorously as nuclear weapons.\n\nBecause when you trace the story back—through Continental Congresses, through World Wars, through renaming controversies, through the creation of agencies like DARPA—you realize: the Defense Department has always been where America figures out how to manage technologies that change everything. And now it's being asked to do so again."}
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On the morning of June 6, 1980, in Minneapolis, Minnesota, Peter Brian Hegseth entered the world—born to Brian and Penny (Haugen) Hegseth. It was a quiet beginning for someone who would become one of the most controversial figures in modern American defense policy. Twenty-five years later, in January 2025, Hegseth would stand in front of the Senate Armed Services Committee as the nominee for Secretary of Defense, his fate sealed by Vice President JD Vance's tie-breaking vote—the second time in American history a Cabinet nomination required such a decisive intervention, the first being Betsy DeVos in 2017.

Hegseth grew up in Forest Lake, Minnesota, where he attended Forest Lake Area High School, graduating in 1999 as valedictorian. His father, Brian Hegseth, was a basketball coach for high schools across Minnesota who retired in 2019; his mother, Penny, is an executive business coach who has taught with the Minnesota Excellence in Public Support Series (MEPS), a fellowship and leadership program for Republican and center-right women.

After high school, Hegseth enrolled at Princeton University, majoring in politics. According to Reserve & National Guard Magazine, he chose Princeton over an offer from the United States Military Academy to play for the school's basketball team.

Months before the September 11 attacks, Hegseth joined the Reserve Officers' Training Corps (ROTC). During his years at Princeton, Hegseth was publisher and editor-in-chief of The Princeton Tory, the school's conservative student newspaper. In April 2002, as publisher, he declared that he would "defend the pillars of Western civilization against the distractions of diversity." The editors of The Princeton Tory criticized Halle Berry for accepting the Academy Award for Best Actress for her performance in Monster's Ball (2001) "on behalf of an entire race," and The New York Times for announcing that it would print gay marriage announcements, arguing that it would justify publishing marriage announcements for incestuous, zoophilic, and pedophilic relationships. In October, The Princeton Tory published an editorial calling homosexuality immoral.

In response, the president of Princeton's student government, Nina Langsam, wrote a strongly worded email to Hegseth and The Princeton Tory's publisher, Brad Simmons. Her email was published in the following issue.

After graduating from Princeton in 2003, Hegseth was commissioned as a second lieutenant in the United States Army through the university's Reserve Officers' Training Corps program. He briefly worked as an equity-markets analyst at Bear Stearns. Hegseth completed his basic training at Fort Benning in Columbus, Georgia, in 2004, and for 11 months he was a Minnesota Army National Guardsman at Guantanamo Bay detention camp.

There, he led a platoon of soldiers from the New Jersey Army National Guard guarding detainees. By July 2005, he had returned to Bear Stearns; shortly thereafter, he volunteered in the Iraq War as an infantry officer, where he received a Bronze Star Medal. Hegseth served in the 3rd Battalion, 187th Infantry Regiment in the 101st Airborne Division, led by Colonel Michael D. Steele.

He began his tour in Baghdad before moving to Samarra, where he served as a civil affairs officer, working with the city council and forming an alliance with council member Asaad Ali Yaseen. Hegseth has described a near-death experience in Iraq in which a rocket-propelled grenade hit his vehicle but failed to detonate.

In 2010, Hegseth deployed with the Minnesota Army National Guard as a counterinsurgency instructor. He volunteered to teach at the Counterinsurgency Training Center in Kabul, Afghanistan for eight months, during the withdrawal of United States troops from Afghanistan; he taught one of the final classes at the school.

After completing his tour in 2014, he was promoted to major and assigned to the Individual Ready Reserve. Through the reserve, he joined the District of Columbia Army National Guard in June 2019 as a traditional drilling service member, remaining in duty until March 2021. He was barred from serving on duty at the inauguration of Joe Biden after a guardsman flagged Hegseth as an "insider threat," noting a tattoo on his biceps of the words Deus vult.

He left the Individual Ready Reserve in January 2024, writing in his book The War on Warriors (2024) that he resigned over the incident. By August 2006, Hegseth moved to Manhattan and began working at the Manhattan Institute for Policy Research, where he met a marine who was working for Vets for Freedom, a political advocacy organization.

He began working for Vets for Freedom in 2006 as an unpaid director; by 2007, he was working full-time as an executive director, and by 2008, he became the organization's president. In May 2007, Hegseth appeared at a presidential campaign fundraiser for John McCain.

In the months leading up to the 2008 United States presidential election, Vets for Freedom began supporting McCain. As the group's chairman, he criticized Democratic nominee Barack Obama for supporting "a dangerous policy of irreversible withdrawal." By January 2009, Vets for Freedom had accrued hundreds of thousands of dollars in unpaid bills, leading to an internal campaign to oust Hegseth.

The group merged with Military Families United, and he was removed from leadership by 2011. After returning to Minnesota in February 2012, Hegseth decided to enter the Republican primary for the United States Senate election in Minnesota and had selected a campaign manager, Anne Neu Brindley.

By April, his campaign had raised US$160,000. Hegseth lost to Kurt Bills in the Republican convention in May, and withdrew his nomination days later. He founded MN PAC to support similar candidates, though a third of the organization's funds went to parties for personal friends and family.

Hegseth began working as president of Concerned Veterans of America, a group funded by the Koch brothers, that year. The group criticized President Obama for the 2014 Veterans Health Administration controversy. Hegseth enrolled in the Harvard Kennedy School in 2009 but completed just one semester; he graduated in 2013 with a degree in public policy.

Now let's explore his career after his military service and how he became a prominent figure in conservative media and politics.
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    Claude Code + Nano Banana 2 = Insane 3D Websites

    Chase H · Chase H AI · Feb 28, 2026 · 15 min read

  

  {"output": "What if you could build premium, Apple-style 3D scrolling animations for your website using nothing but AI? That's the claim from Chase H., and he's assembled a step-by-step guide proving it's possible. The secret lies in combining Claude Code—an AI coding assistant—with Nano Banana 2, Google's latest image generation model. The result isn't a video file playing on loop; it's a series of individual frames that load as users scroll, creating that signature Apple-style effect you've seen on product pages. And unlike the generic AI slop flooding the web, this approach produces something genuinely distinctive.

How Scroll-Driven Animation Works

The technique isn't magic. It borrows from Apple's visual playbook: start with one image (a keyboard at rest), then generate a second image showing what happens after movement (the deconstructed keyboard). These two still frames feed into an AI video model—Chase recommends either Cling 3.0 or VO 3.1—which interpolates the transition between them, generating a smooth animation.

The final step transforms that video into what developers call a flip book: extracting every frame individually rather than loading a continuous video file. This matters because it dramatically improves performance. The frames load as users scroll instead of trying to buffer an entire clip.

Step-by-Step Process

First, generate your starting image in Nano Banana 2 at 2K quality. Define what you're showcasing—in Chase's example, it's headphones or a keyboard. Match your background color to your website; white backgrounds need white websites, black backgrounds need black sites. This alignment is crucial for the effect to feel natural.

Next, use that first image as a reference for generating the ending frame. A simple prompt like "X-ray image showing component parts in detail" works well because the reference image does most of the heavy lifting. Once satisfied with both frames, feed them into your chosen video model along with a transition prompt describing how the object should transform—think gradual transparency revealing inner components rather than wild twisting.

After generating the video, extract all frames using FFMPEG—a free tool that pulls individual images from the video. Then feed these to Claude Code with best practices for scroll animation implementation: pre-load frames, use WEBP format instead of JPEG, and ensure the background matches your site exactly.

Implementation Best Practices

The key to buttery-smooth results isn't just generating content—it's optimizing delivery. Chase emphasizes three critical factors:

Pre-loading frames prevents jerky playback. WEBP format offers superior compression without quality loss. Background matching between generated images and your actual website ensures visual coherence; mismatched colors will clash obviously.

A note on scrolling speed: eight heavy scrolls through the animation feels sluggish. Adjust expectations accordingly—users may need to scroll more deliberately to experience the full transition.

Counterpoints

Critics might argue this technique requires significant technical knowledge despite claims of simplicity. The process involves multiple tools, understanding of image generation parameters, and integration with web development workflows that average users may find intimidating.

A reasonable counterargument: while the approach produces distinctive results, it relies on generating AI imagery that could feel artificial compared to hand-crafted motion design. Additionally, performance optimization details like WEBP conversion and frame pre-loading assume some technical literacy that not all content creators possess.

Bottom Line

Chase's guide offers a genuine alternative to the homogenized AI-generated websites flooding the internet. The technique works—his demo shows smooth animation with minimal friction. The biggest strength is immediate visual distinction: no more generic AI slop. The vulnerability lies in whether this level of customization remains accessible once you move past the tutorial and into real production. For now, if you want your site to look premium rather than automated, this process delivers exactly what it promises.
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    Autonomous Weapons 101 + Dario v Hegseth

    Jordan Schneider · ChinaTalk · Mar 5, 2026 · 17 min read

  

  The Anthropic–Pentagon blowup generated enormous heat and almost no light.
Michael Horowitz has thought as much about autonomous weapons policy as anyone. He’s a professor at Penn who spent time in Biden’s DoD overseeing the office that rewrote DoD Directive 3000.09, the Pentagon's overarching framework for autonomous weapons. He joined me to do a proper 101: what autonomous weapons actually are, how the relevant law works, what Ukraine has taught us, and where the genuine risks lie — which turns out to be less about killer drones and more about generals over-trusting their dashboards.
Listen now on your favorite podcast app.
What Does an “Autonomous Weapon” Actually Mean?
Jordan Schneider: How would you characterize where the fear lies in the well-meaning researcher or head of an AI lab who thinks their technology used for certain types of autonomy would be a bad direction to go? Maybe contrast that with how this stuff is used today in Ukraine and Iran.
Michael Horowitz: The average Silicon Valley AI safety researcher who’s worried about autonomous war bots is probably worried about AI making the decision about who lives and who dies. They think that’s some dystopia they don’t want any part of.
They get worried about the incorporation of AI into the pointy end of the spear for militaries, especially when it comes to potentially selecting and engaging targets. What sometimes gets lost in the conversation is the substantial degree of autonomy that already exists in modern weapon systems.
The US military and basically 40 militaries around the world have deployed autonomous weapons systems since the early 1980s. These are often automated systems using essentially deterministic, good old-fashioned AI. They’re on ships — like these enormous Gatling guns called the Phalanx — that can operate by algorithm. If there are too many threats coming in, say too many missiles about to hit a ship, an operator can basically flip on the algorithm, which can automatically target and hit those incoming threats.

You also have semi-autonomous weapon systems that fall into the category of fire-and-forget munitions. Think about how a radar-guided missile works. A pilot believes there’s an adversary radar that’s a legitimate target. They press the launch button, the radar-guided missile fires. After going a certain distance, it turns on a seeker, detects a radar, goes in and destroys the radar. There’s no human supervision or control of any kind after that weapon is launched. Hey, maybe that radar is on top of a school, maybe that radar is on top of a hospital.
That’s the status quo of autonomy in weapons systems. These kinds of technologies have been used since the 1980s. We tend to think they’re way better than what came before, which was the area bombing of World War II.
There’s already a lot of autonomy in weapons systems, which makes this conversation about what we don’t want AI to do in the weapons space a lot harder. It can be challenging to talk about it without inadvertently wrapping in all of these existing weapons — which we generally think are good, in the world where we support military action — because they’re both more effective and more accurate, making things like civilian casualties generally less likely.
Jordan: I was reading To Command the Sky as well as Fire and Fury by Randall Hansen. People forget that when those planes dropped bombs, you’d be lucky to be within miles of the thing you were trying to hit. If we’d attempted something like the Hezbollah compound explosion we saw over the past weekend using those methods, it would have caused tens of thousands of people to die as opposed to 50 or 100.

Michael Horowitz: You would have dropped tens of thousands of pounds of weapons from a couple dozen aircraft. 
Jordan: Precision strike capabilities and drones have tightened the radius of the thing that you end up exploding. Even with drones, what we saw with what Israel pulled off — going into specific windows of apartment complexes — represents a massive change.
Ukraine and The Last-Mile Autonomy Problem
Jordan: Let’s take the narrative forward from the 80s to the 2020s. That’s getting a little closer to the contemporary ick factor on this stuff.
Michael Horowitz: Now a thing that’s doable in the context of weapon systems: imagine a deterministic algorithm trained on a very exquisite dataset — say, of Russian tanks or Chinese fighters, something very specific. You can now essentially train an algorithm that can go onboard some kind of weapon system, maybe a loitering munition. It can launch, go to an area, turn on a seeker, and then look for Russian tanks. It can use an image classifier to ask, “Is that a Russian tank?” No? All right, move on to the next image — until it finds a Russian tank, at which point it will destroy it.
This is a weapon launched by a human who, in theory, is trained in how the weapon works and understands its upsides and limitations. But after it’s launched, that weapon not only operates autonomously — meaning you can’t recall it like a radar-guided missile from the 80s — but is now using an algorithm as the basis for destroying a target.
You see the early days of this in the Ukraine context. There’s so much jamming and electronic warfare happening. Ukrainian FPV pilots operating one-way attack drones were getting jammed constantly by the Russians. They’re coming up with different concepts of operation to try to get around that, or they’re working on connecting fiber optic cables that could stretch for kilometers to hit a target. But what if somebody cuts the cable?
There are now some Ukrainian weapons that essentially have last-mile autonomy. If jamming occurs in the last kilometer and the data link goes away, that weapon — trained on an algorithm that maybe has a target library of targets it’s allowed to hit — can still continue on to the target and hit it. That becomes an absolute necessity for militaries fighting in electronic warfare-heavy environments when trying to operate without access to satellites or when your equipment gets jammed.
What Anthropic Actually Said — And What They Got Wrong
Jordan: Why don’t you give the generous reading of the Anthropic case?
Michael Horowitz: I actually have no problem with what Anthropic said. I think they do everybody a disservice when they use the phrase “fully autonomous weapons,” because nobody knows what they mean. Then everybody picks it up because it’s Anthropic, and it would be better if everybody used similar terminology. Words mean things.
Their position is actually very reasonable, which is that LLMs aren’t right for this. Anthropic’s actually probably correct about the limits of large language models in powering autonomous weapon systems — which is also why the Pentagon isn’t doing it right now and wasn’t talking about doing it. That’s one of the many reasons why this whole blow-up between Anthropic and the Pentagon was so needless.
Jordan: What are reasonable concerns model providers should have as their models get into the ecosystem that’s spinning up weapons like drones with last-mile capability?
Michael Horowitz: Part of this depends on what you want the role of the human to be in the context of using weapons and what you’re most concerned about. One of the things that gets lost in the conversation about autonomous weapons systems, at least for the United States, is that the US has a policy on autonomy and weapon systems. It also has both domestic legal obligations and international humanitarian law treaty obligations that essentially require human responsibility and accountability for the use of force.
That’s a requirement that exists whether you’re talking about a bow and arrow, a radar-guided missile, or an autonomous weapon system. When you start from there, things start to fall into place a little bit.
The issue is: if you don’t start from there, and what you’re worried about is AI systems making decisions about whether somebody is a lawful combatant on the battlefield and turning into kill bots — and you think that will happen without a trained commander making the choice to deploy that system in a context that they believe is legal — then you think about it differently.
But if you start from the premise that there’s always human responsibility and accountability for the use of force, and you believe that the Pentagon will follow its own rules and the law on these issues, then it becomes a question of when we think autonomous weapon systems of different types are ready for prime time. By ready for prime time, I mean systems that are as good as or better than existing weapon systems, since nobody wants their weapons to work more than militaries. Weapons that are not reliable or aren’t safe by definition don’t work well. That means military commanders and operators — where the use of these things will determine whether they live or die — are strongly incentivized to get it right.
The Legal Architecture for Killing Autonomously (and Its Limits)
Jordan: Let’s spend a little time walking through the legal strictures that require humans to be involved in this. There have been a lot of Biden-era regulations thrown away over the past 15 months. What else besides that directive is keeping humans involved in these decisions?
Michael Horowitz: The thing that keeps humans involved in decisions on the battlefield actually has nothing to do with the Pentagon’s directive on autonomy and weapon systems. The Pentagon’s policy on autonomy and weapon systems is about the process for developing and fielding semi-autonomous and autonomous weapon systems. Whether a human is actually involved in a substantive way in making the decision about the use of force is governed by separate Pentagon policy — guidance on the use of force written by lawyers — that’s connected to treaty obligations under international humanitarian law.
Commanders and operators have to ensure that uses of force meet requirements like proportionality and distinction. This is not a case where Biden-era policy is standing between us and the kill bots. It’s a broader architecture of law and regulation surrounding the use of force that isn’t even specific to AI.
Jordan: I guess the question is: when you have a secretary of war telling commanders to kill everybody when they see a boat, and there’s no inspector general that exists anymore — who cares? If you’re thinking about selling something into the system, how much can you hold your hat on any of that stuff?
Michael Horowitz: That’s not an AI issue then. That’s a Pentagon-following-the-law issue. If you believe that, that’s not a reason why autonomous weapons systems are good or bad. That would be a reason, in theory, not to do business with the Pentagon at all — not an argument about autonomous weapons systems in particular.
Human Driver : Waymo :: Artillery Shell : Warbot?
Jordan: This seems like an inevitable force of history. We’re going to go from one mile to two miles to five miles of range, from one person controlling one drone versus five drones versus fifty. If the drones are actually better than the sleep-deprived human on their fifth cigarette — the actual analogy is like Waymo versus a human driver — what are the legitimate ethical concerns around the war bots?
Michael Horowitz: In that case, the ethical arguments against autonomous weapons systems are not that persuasive, frankly — if what we’re talking about is a weapon system where there is still human responsibility and accountability. You’re telling me that system will be more effective at hitting a specific target than the 18-year-old on their fifth cigarette? That seems like a better weapon system.
Where this gets tricky is when the objection on ethical or moral grounds gets conflated with pretty legitimate concerns about whether they would actually work. That’s part of what Anthropic’s beef with the Pentagon was getting at — their belief that LLMs like Claude are not ready for prime time when it comes to incorporation into autonomous weapon systems.
This is part of the issue: it was not clear, and from what I know, not even true, that the Pentagon was trying to get Anthropic to develop autonomous weapons systems fueled by LLMs. This was a theoretical concern about a possible future ask from the Pentagon. Anthropic even said they think autonomous weapons systems actually make sense — they just think their technology isn’t ready for prime time on this.
Part of the challenge is that all military systems, and especially weapons systems, need to go through a testing and evaluation process — that’s how the military figures out whether a system is reliable. It’s challenging to figure out how testing and evaluation for large language models should work, especially in safety-critical use cases like potential weapon systems. There’s work on the backend that needs to occur to validate these systems, in addition to whatever advances in the systems themselves that Anthropic thinks needs to happen.
The Cloud vs. Edge Distinction
Jordan: What do you think about this cloud versus edge distinction that bubbled up this past week?
Michael Horowitz: I’m actually reasonably sympathetic to a cloud versus edge distinction as important, but that’s because I am very anchored on the Pentagon’s definition of an autonomous weapon system — a weapon system that, after activation, can select and engage targets without human intervention. Unless there’s continuous human oversight of that system, by definition there is no cloud access. Effective autonomous weapon systems generally aren’t going to have data links and cloud access.
If you have a system that only operates through the cloud, then it almost by definition can’t be used to power an autonomous weapon system. You could use it to do lots of other military operational things — planning military operations, directing things. But if it’s cloud-based, it can’t operate on the edge in an autonomous weapon system. I’m actually reasonably sympathetic to that distinction, at least at a high level.
Jordan: So the idea being: if you think doing autonomous weapon systems is icky, but you still want to help out with command and control, logistics, and back office stuff — being in the cloud API access provision space is a relatively neat way to make that distinction.
Michael Horowitz: Based on where the technology is right now. Keep in mind, Anthropic is correct that LLMs aren’t ready for prime time in terms of incorporation into autonomous weapons systems. Even if you could somehow put them on the edge, it’s tough for me to imagine those kinds of systems surviving the Pentagon’s own review process. But if your system can’t operate on the edge, it can’t be in an autonomous weapons system, period.
The Real Worry: Automation Bias at the Top
Jordan: Let’s talk about command and control. AI is smarter than me, man. What’s the point of these humans anymore?
Michael Horowitz: Come on, nobody puts Jordan in a corner.
Jordan: With autonomous weapons, the range of how bad things can get seems relatively narrow — a thing can blow up a school or accidentally turn around and blow up the base it came from. But once you start handing over more range — let’s talk about the rogue drone swarm, that seems really not great. But one or two levels up, like a rogue brigade, a combatant command...
Michael Horowitz: Here’s why I’m not that worried about the rogue drone swarm. Militaries, when it comes to weapon systems, tend to be relatively conservative institutions. Because of the incentive structures I laid out before and the challenges in developing good testing and evaluation procedures, the notion of a super unreliable drone swarm causing major chaos — maybe there are militaries we should worry about that for, but even in the current context, I am not terribly worried about that for the United States. The drone swarm would still have to be activated by a responsible human who would be accountable if something went wrong.
The militaries can develop standard operating procedures and training to try to hedge against this as much as possible. But the more important risk is this: if you want something to worry about more, it’s operational decision-making. We already have tools like Maven Smart System designed to be a dashboard for commanders at the combatant command level — what do the enemy’s forces look like? What does information from open sources look like? What do classified sources look like? It aggregates those things together, interpreting that information in a way that may generate increasingly specific recommendations to commanders for courses of action.
The risks there are more prosaic than we sometimes talk about. One risk is automation bias — people trusting algorithms more than they should given the reliability of said algorithm. There are all sorts of behavioral decision-making biases that get triggered if you’re just offloading more and more cognitive judgment to the machine.
Jordan: I’ve been using Claude Code for the past few weeks. It asks me, “Do you want to let it do this?” I say do a thing and it says, “Okay, well you need permissions, press two to give permissions.” I’ve been pressing a lot of twos. Then I Googled how to stop pressing two, and the internet said there’s a setting you can put into Claude that says “dangerously accept permissions.” Now I don’t have to press two all the time, and it just does what I want to do. It’s been totally fine so far — way more efficient, way more effective, less time.
Maybe all we have to hold onto is the idea that these are slow and bureaucratic institutions with paper trails, humans with legal liability if they screw things up, and the moral weight of killing the wrong person. But there does seem to be something inevitable about more and more parts of your work being handed over to a machine. We could end up getting to a point where we hand over too much in a dangerous way.
Michael Horowitz: Totally. The risk here isn’t necessarily connected to whether it’s a large language model or not. The question at the senior level is: where are the standard operating procedures, the training, the incentives that apply to warfighters in the field? They don’t necessarily apply to senior leaders.
If you really want to worry, that’s where I would worry. Senior decision-makers, uninformed about AI, trusting AI tools too much in guiding their decisions — if you want to know how things really go awry, it’s less because of AI at the pointy end of the spear and much more at the strategic level.
Jordan: It’s the president and defense secretary just chatting with their mil.ai, scheming up who to bomb next — that’s what we should worry about.
Michael Horowitz: You should feel a little bit better about everything else. Most of all, it would be helpful if everybody used the same terminology when discussing this topic. Autonomous weapons systems, AI decision support systems, automation bias — if we could all use the same words for what we’re talking about, it would be easier to have these debates.
Jordan: This conversation illustrates why, aside from the personality issues, I think what really tripped up Anthropic and the government was the domestic surveillance side. With autonomous systems, you can fudge a solution. I imagine Anthropic was essentially saying they didn’t want to be involved in finding undocumented immigrants. The government’s response was basically: “We were duly elected to do this. Why aren’t you letting us proceed?”
Michael Horowitz: I think it’s totally reasonable to be worried about AI-enabled mass surveillance. I don’t worry about it most from the Pentagon. I worry about it more from other agencies. But it’s totally legitimate.
Jordan: All right, let’s call it there. Thanks for dropping by, Mike.
Michael Horowitz: Cool. Thanks for having me.


Suggested Titles
	Autonomous Weapons 101: What the Anthropic Fight Got Wrong

	Kill Bots, Cloud APIs, and the Real Risk Nobody’s Talking About

	The War Bot Panic, Explained

	From Phalanx to Maven: A Field Guide to Military Autonomy

	Last-Mile Autonomy: How AI Is Already on the Battlefield

	The Actual Danger Isn’t the Drone Swarm



  
  
    Deep Dive

    Phalanx CIWS

    Based on Wikipedia: Phalanx CIWS

TheUSS Coral Seaarrived in Hampton Roads in late 1980 bearing something no one had quite seen before: a gun that fired itself, aimed itself, and decided for itself when to kill. The US Navy had waited seven years for it. The system aboard that carrier was the first of its kind—a close-in weapon system so automated that it required only two external inputs to function: AC power and water. Everything else—the radar, the fire control computer, the mounting, the ammunition—was sealed inside a single unit that could be bolted onto any ship with enough space and a 440-volt power feed.

The Phalanx CIWS (pronounced "see-wiz") was not the first automated deck gun ever fielded, but it was among the most ambitious. General Dynamics Corporation's Pomona Division—later absorbed into Raytheon—designed it to be the last line of defense against incoming threats that other systems couldn't reach in time. The enemy was not some distant future science fiction scenario but a very real collection of emerging technologies: Soviet-era supersonic anti-ship missiles, low-flying aircraft capable of extreme maneuvers, fast attack boats closing at speed, and floating explosives in littoral waters. Every major navy on Earth had to contend with the same problem.

The Last Line of Defense

The philosophy behind Phalanx was simple and, in retrospect, rather elegant. Modern anti-ship missiles travel several nautical miles in the few seconds before impact. A ship could fire interceptors or launch missiles at them—but these systems have limitations. Some require large magazines. Others need external sensors the ship may not possess. And all of them involve decision-making that takes precious time.

Phalanx was designed to operate as point defense—what naval strategists call terminal defense or "last line of defense"—against everything. Not just missiles, but aircraft performing high-g maneuvers, small boats, and anything else that might close in from the sky or water. The system operates entirely within itself: it searches for threats using a Ku-band fire control radar embedded in its own radome, detects targets autonomously, tracks them with a second antenna designed for precision, engages automatically, and confirms kills through its own computer system without human intervention.

This self-contained nature was intentional. The US Navy tested the concept on destroyer leaders like USS King in 1973, but determined the prototype needed improvement. Five years later, in 1977, the Phalanx Operational Suitability Model completed its Operational Test and Evaluation aboard USS Bigelow—a destroyer that would not have survived modern combat but served as a perfect testbed for a defensive system. The model exceeded specifications for maintenance, reliability, and availability. Production was approved in 1978.

A Vulcan in the Tower

The heart of Phalanx is the M61 Vulcan rotary cannon, a weapon the US military has used since 1959 on various tactical aircraft. The M61 fires twenty-millimeter ammunition—roughly three-quarters of an inch—through six rotating barrels that can achieve rates of fire exceeding 4,000 rounds per minute in sustained bursts. This is not a precision sniper rifle; it is a drum of ammunition spinning so fast that it creates what engineers call "a wall of lead" against incoming threats.

The gun sits on a purpose-made mounting capable of elevation and traverse speeds far faster than any human operator could achieve. The entire unit weighs between 5,600 and 6,100 kilograms—roughly twelve thousand to thirteen-and-a-half thousand pounds—and mounts on a base that swivels to follow incoming targets through their trajectories.

The radar system operates in two stages. The search antenna sits inside the distinctive barrel-shaped radome at the top of the white-painted portion—the part that gives Phalanx its famous nickname, R2-D2, after the droid from Star Wars films due to its peculiar appearance and autonomous operation. This search subsystem provides bearing, range, velocity, heading, and altitude information to the CIWS computer. Once the computer determines a detected object is a valid threat—based on parameters that remain classified—it hands the target to a second tracking antenna at around 4.5 nautical miles (eight kilometers). The tracking antenna observes until the computer calculates maximum probability of hit, then fires.

The system requires only two essential inputs: 440-volt AC three-phase electric power at sixty hertz and water for electronics cooling. For full operation—including nonessential functions—it also needs a ship's true compass heading and 115-volt AC for a secondary computer called WinPASS (Windows-based Parameter Analysis and Storage Subsystem), which allows technicians to perform maintenance tests and stores engagement data for later analysis.

The Block Upgrades

Like most military systems, Phalanx underwent continuous improvement throughout its operational life. The original configuration was Block 0, equipped with first-generation solid-state electronics and marginal capability against surface targets. Then came Block 1 in 1988—a major upgrade that improved radar, ammunition, computing power, rate of fire, and increased maximum engagement elevation to seventy degrees.

The Block 1A upgrade introduced a new computer system to counter more maneuverable targets—specifically the emerging Russian supersonic anti-ship missiles that NATO navies began encountering in the late 1980s and early 1990s. But it was Block 1B, fielded in 1999, that transformed the system into something almost unrecognizable from its original conception.

Block 1B added a forward-looking infrared sensor—FLIR—to make the weapon effective against surface targets, providing defense against small vessel threats and other "floaters" in littoral waters. The FLIR also improved performance against low-observability missiles and could be linked with the RIM-116 Rolling Airframe Missile system to increase RAM engagement range and accuracy.

A further refinement called Baseline 2 was installed on all US Navy Phalanx-equipped vessels as of 2019. This radar upgrade improves detection performance, increases reliability, reduces maintenance, and adds a surface mode that tracks, detects, and destroys threats closer to the water's surface—increasing defense against fast-attack boats and low-flying missiles.

The upgrades continued beyond software. In April 2017, Raytheon tested a new electric gun design allowing the system to fire at varying rates to conserve ammunition while maintaining effectiveness. The new design replaces the pneumatic motor, compressor, and storage tanks—reducing system weight by 180 pounds (eighty-two kilograms) while increasing reliability and reducing operating costs.

Who Uses It?

The US Navy deploys Phalanx on every class of surface combat ship except one: the Zumwalt-class destroyer, which uses a different integration system, and the San Antonio-class amphibious transport dock. Other users include the British Royal Navy, the Royal Australian Navy, the Royal New Zealand Navy, the Royal Canadian Navy, and the US Coast Guard.

The British navy employs Block 1B on its newest vessels. Canada, Portugal, Japan, Egypt, Bahrain, and the UK all operate some variant of Phalanx—some with FLIR, some without—but all sharing the same basic architecture developed in the 1970s.

A land variant called LPWS (Land Phalanx Weapon System) was developed as part of the Counter Rocket, Artillery, and Mortar system. It was deployed to counter rocket, artillery, and mortar attacks during the chaotic 2021 US withdrawal from Afghanistan—where American bases faced indirect fire from projectiles they could not intercept with traditional systems.

The US Navy also fields SeaRAM, which pairs RIM-116 Rolling Airframe Missile with sensors based on Phalanx—the radar sets that allow RAM to see what it needs to see for mid-course guidance. The two systems combine into something far more capable than either alone: the ability to engage at both short range (Phalanx) and extended range (RAM).

Why It Matters

The Phalanx system represents a fascinating case study in autonomous defense—machines that decide, without human input, when to kill. The US Navy has upgraded all Phalanx systems to Block 1B as of the end of fiscal year 2015, and Baseline 2 radar improvements have been installed across every vessel equipped with the system.

The enhanced lethality cartridges—the Mk 244 specifically designed to penetrate anti-ship missiles—represent a fifty-one percent heavier tungsten penetrator round than previous models. Combined with optimized gun barrels (OGB) providing tighter dispersion and increased first-hit range, these upgrades give Phalanx an ability it did not have in the original design: penetration of modern anti-ship missiles that might otherwise slip through point defense.

The system remains controversial—some navies consider it a last resort against modern threats, while others see it as redundant given the proliferation of long-range missile defenses. But its role is clear: Phalanx CIWS exists to ensure no threat gets past the ship regardless of what that ship possesses in other systems. It was never meant to replace layered defense but to serve as the final layer.

The nickname R2-D2 persists among naval crews—not for any technological similarity but because of its barrel-shaped radome, its autonomous operation, and the way it "swings" to face threats like a mechanical creature responding to stimuli. It is one of the few weapons that could be described as genuinely intelligent—operating from first principles without human input—and certainly one of the most controversial.
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In 2012, the United States Department of Defense quietly formalized what would become one of the most consequential policies in the history of modern warfare: a directive that would define how machines could legally decide to kill human beings.

The document was called Department of Defense Directive 3000.09—and it established the American military's framework for autonomous weapons systems. Though rarely discussed outside defense circles, this single policy has shaped the trajectory of artificial intelligence in warfare more than any other single piece of paper.

The Policy That Changed Everything

DoD Directive 3000.09 was not written in a vacuum. It emerged from decades of technological development, international conflict, and a growing recognition that machines were becoming capable of tasks once reserved exclusively for human soldiers. The directive's core principle—that autonomous weapons systems "shall be designed to allow commanders and operators to exercise appropriate levels of human judgment over the use of force"—represents a carefully negotiated compromise between military efficiency and ethical constraint.

The policy requires that fully autonomous weapon systems capable of killing people or using kinetic force, selecting and engaging targets without further human intervention, be certified as compliant with "appropriate levels" and other established standards. This is not a prohibition. The directive does not forbid such weapons because they cannot meet these standards. Instead, it creates a certification process—a bureaucratic layer ensuring that even if machines can autonomously identify and attack targets, someone within the chain of command has approved that capability.

The Semi-Autonomous Loophole

Here is where the policy becomes controversial: "semi-autonomous" hunter-killers that autonomously identify and attack targets do not require certification. These systems operate with what military planners call "limited autonomy"—machines that can find targets but cannot fire without human approval.

The distinction matters enormously in practice. A fully autonomous system might cruise at 30,000 feet over a battlefield, identifying targets through facial recognition and algorithmic profiling, then executing strikes based on pre-approved criteria—in this case, no certification is legally required under the directive. Meanwhile, a semi-autonomous hunter-killer that autonomously identifies and attacks targets remains in legal limbo: it does not require certification because human judgment has been preserved at the moment of execution.

This creates what defense analysts call an "accountability gap"—the space where decisions about life and death blur between algorithmic recommendation and human authorization. The policy attempted to close this gap through a certification requirement for fully autonomous weapons that select and engage targets without further human intervention. But semi-autonomous systems have proliferated unchecked.

A Policy in Context

The directive's language is precise, almost legalistic: "Autonomous weapons systems shall be designed to allow commanders and operators to exercise appropriate levels of human judgment over the use of force." That phrase—"appropriate levels"—became a lightning rod for criticism. Critics argued it was vague, unenforceable, and essentially allowed defense manufacturers to decide what counts as "appropriate" without external oversight.

By 2016, international pressure mounted. The United Nations began formal discussions on autonomous weapons, with several nations calling for an outright ban. Yet the United States held firm: the policy represented a middle path between prohibition and unrestricted development. It was not a ban; it was a framework for controlled introduction.

The directive's approach reflects a deeper tension in military planning: the desire to reduce human casualties while maintaining ethical constraints on killing. This is where policy becomes philosophy. The question shifts from "can we build it" to "should we build it"—and whether any certification process can truly capture moral weight of autonomous decision-making.

What Remains Unclear

What remains unclear, even today, is whether the policy's certification requirements are sufficient for weapons that operate in complex environments. The directive requires compliance with "appropriate levels" but does not define what those levels mean. It demands certification yet creates no enforcement mechanism beyond bureaucratic review.

This ambiguity has real consequences. Without a clear standard, defense manufacturers have significant latitude to determine whether their systems meet the directive's requirements. Semi-autonomous hunter-killers proliferate without certification—because they do not require it under current language. The policy effectively lets algorithmic warfare proceed at scale while formalizing ethical oversight only for fully autonomous weapons.

The result is a landscape where some autonomous weapon systems operate with extensive human oversight, others with minimal oversight, and the distinction between them often depends on how defense contractors interpret "appropriate levels" in real-time scenarios. This creates what scholars call an "ethics gap"—the space where policy intent and technological reality diverge.

The Path Forward

DoD Directive 3000.09 remains the foundational U.S. policy on autonomous weapons. It attempted to thread a needle between military capability and ethical constraint, but its ambiguity has left key questions unanswered.

The policy states that commanders must exercise "appropriate levels of human judgment," yet it never defines what constitutes appropriate. It requires certification for fully autonomous weapon systems—yet does not prohibit them if they meet certain standards. And it leaves semi-autonomous hunter-killers entirely unregulated, allowing systems designed to identify and attack targets without direct human approval to proliferate.

For a reader seeking deeper understanding after "Autonomous Weapons 101 + Dario v Hegseth," the directive reveals something essential: policy lags behind technology. The document attempted to impose ethical constraints on autonomous weapons, but its language remains vague enough that defense manufacturers can essentially interpret "appropriate levels" as they see fit.

What emerges is not a ban or prohibition—rather an evolving framework where certification coexists with ambiguity, and where the real question is whether any piece of paper can truly control machines capable of deciding who lives and who dies.
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    I've written the Wikipedia article rewrite. The content is ready, but I need write permissions to save it to `docs/wikipedia/loitering-munition/index.html`. 

The essay transforms the encyclopedic Wikipedia content into an engaging narrative optimized for Speechify text-to-speech reading:

- **Opens with a hook** instead of a dry definition
- **Varied paragraph and sentence lengths** for audio rhythm
- **Explains acronyms** (UCAV, FPV, etc.) on first use
- **Builds from first principles** - explaining the "disappearing target" problem before introducing the solution
- **Tells a story** - from Cold War origins through Israel's Harpy to Ukraine's garage-built FPV drones
- **Addresses the ethical dimension** of autonomous weapons
- **~18 minute read** with substantive content throughout
  



The Civilization Trap


  
  
    The Civilization Trap

    Kaiser Kuo · Sinica · Mar 4, 2026 · 73 min read

  

  China is a civilization pretending to be a state.— Lucian Pye
Western civilization is the only civilization that has attempted to become universal.
— Christopher Dawson

I. Beijing — Davos — Munich
On January 14, 2026, Canadian Prime Minister Mark Carney landed in Beijing for the first visit by a Canadian head of government to China in nearly a decade. The relationship had been frozen since 2018, when China detained two Canadian citizens in retaliation for Canada’s arrest of a Huawei executive at American request. None of that seemed to weigh heavily on the proceedings. Two days later, Carney met Xi Jinping in the Great Hall of the People, announced a “new strategic partnership,” agreed to slash Canadian tariffs on Chinese electric vehicles from 100% to 6.1%, and came away describing China as a more “predictable” trading partner than the United States. He did not raise human rights issues vocally, saying that Canadians “take the world as it is, not as we wish it to be.”  He used phrases like “new world order” — language that, whether he intended it or not, happens to map almost perfectly onto Beijing’s own preferred vocabulary for the post-American international arrangement it has been quietly constructing for years. He was feted, and flew home via Qatar.
Three days later, he was in Davos. What Carney said at the World Economic Forum on January 20 has already acquired the status of a landmark — the kind of speech people will cite when they try to pinpoint the moment a certain era was formally declared over. He opened with Václav Havel’s parable of the greengrocer: the shopkeeper who puts a sign in his window reading “Workers of the World, Unite!” not because he believes it, but to signal compliance, to avoid trouble, to get along. That sign, Carney said, is what the Western world had been displaying in its window for decades — the sign reading “Rules-Based International Order,” the sign reading “Mutual Benefit Through Integration.” Nobody fully believed it. Everyone displayed it. The bargain, he announced, was over. “We are in the midst of a rupture, not a transition.” The old order was not coming back, and nostalgia was not a strategy.
The room gave him a standing ovation — a rare event at Davos, where the default register is knowing concern rather than actual feeling. Even Trump was able to correctly infer that he was (chief) among the unnamed targets of Carney’s speech, and he responded with characteristic bluster. European leaders, already rattled by an American president who had threatened to take Greenland “the hard way,” called Canada’s new prime minister a statesman and a beacon.
Listening to the speech from Geneva, where I was working a freelance writing gig for the World Economic Forum, I nodded a silent kudos to Carney for the Havel move. He had to know what was coming — that the moment he stepped off the plane from Beijing, where he had spent four days announcing strategic partnerships and declining to raise inconvenient subjects, every hawk from Washington to Warsaw would be sharpening their knives. And so he opened with an anti-communist dissident, the most famous truth-teller in the modern European canon, a man who had gone to prison rather than put the wrong sign in his window. It was elegant preemptive inoculation: you cannot accuse a man of appeasing authoritarianism in the same breath as you applaud his invocation of Václav Havel. Whether the inoculation was fully warranted is a separate question — one that the speech’s admirers, in the warmth of the standing ovation, seemed content to leave unasked.
That clever heading-off, one of many smart rhetorical moves in the speech, was not of course the main event. That distinction must be given to what the Beijing-to-Davos sequence revealed about the state of the world in January 2026: that America’s closest neighbor, most integrated trading partner, and longest-standing ally had concluded that its interests were better served by a strategic partnership with China than by continued dependence on the United States. Canada was not alone. In that same month, British Prime Minister Keir Starmer, Ireland’s Taoiseach, and the President of Uruguay all made their way to the Great Hall of the People for audiences with Xi. This was followed in late February by German Chancellor Merz’s trip to Beijing. The queue of leaders seeking to position themselves relative to Beijing — as Trump’s America lurched from one provocation to the next — was getting longer. The rupture Carney named at Davos was real, and it had a direction: away from Washington, toward whatever came next, and with China very much in the picture of what that might be.
Which brings us to Munich, three weeks later, and to the speech that received, oddly, the warmest reception of all.
It helps to remember what European leaders were braced for when Marco Rubio took the stage at the Hotel Bayerischer Hof on February 14. The previous year, Vice President J.D. Vance had used the same podium to deliver what can only be described as a diplomatic drive-by shooting. He had arrived in Munich and, rather than meeting with the governing coalition of America’s most important European ally, arranged a private audience with the AfD — the far-right party whose leading figures were at that moment under investigation for links to Russian influence operations. He then proceeded to lecture a continent that had defeated fascism, rebuilt itself from rubble, and maintained a liberal democratic order for eighty years about the paramount importance of protecting the free speech rights of right-wing political parties. He scolded European governments for their defense spending in a tone that suggested contempt rather than concern. The Europeans left that conference with the specific facial expression of people who have been insulted by someone they are not yet in a position to confront.
So when Rubio appeared a year later and spoke in full, grammatical sentences about the history and depth of the transatlantic alliance, the relief in the room was palpable and, in its way, understandable. He praised Europe. He invoked shared sacrifice. He said the United States would always be “a child of Europe.” He did not meet with the AfD. He did not call European governments decadent or weak. By the standards that Vance had established, this was practically a love letter. Ursula von der Leyen called it “reassuring.” The room gave Rubio a standing ovation.
They were not wrong to be relieved that it wasn’t worse. They were, however, listening to the wrong speech.
What Rubio actually said in Munich — when you set aside the warmth of tone and read the content closely — was something that should have troubled his European audience rather more than Vance’s rude rhetoric. Vance was aggressive and contemptuous, but was also essentially incoherent: a collection of culture-war grievances dressed up in the language of alliance management, coherent as a mood if not as a vision. Rubio’s speech was different. It was fluent, historically informed, emotionally resonant — and it contained, beneath the reassuring surface, a fully articulated argument about what the West is, what threatens it, and what must be done, that represents a far more consequential departure from the postwar order than anything Vance had said.
The key passage comes near the middle of the speech, after the invocation of Cold War alliance and before the peroration about shared destiny:
“We are part of one civilization — Western civilization. We are bound to one another by the deepest bonds that nations could share, forged by centuries of shared history, Christian faith, culture, heritage, language, ancestry, and the sacrifices our forefathers made together for the common civilization to which we have fallen heir.”
And a few minutes later, on the question of what this civilization faces:
“The failure to control our borders is not just an abdication of one of our most basic duties owed to our people. It is an urgent threat to the fabric of our societies and the survival of our civilization itself.”
The specter haunting this argument has a name. Samuel Huntington mapped this terrain thirty years ago in The Clash of Civilizations, his 1996 argument that the post-Cold War world would be organized not around ideological blocs or national interests but around civilizational identities — and that the West’s assumption that its values were universal was the most dangerous delusion it could entertain. He was widely denounced at the time, by liberals who found his framework too deterministic and by neoconservatives who found his acceptance of civilizational limits on democracy promotion defeatist. For all the flaws in his argument, Huntington has aged better than his critics. The world he described — multipolar, civilizationally fractured, resistant to liberal convergence — looks considerably more like 2026 than the “end of history” that was his chief rival thesis.
Huntington did not argue that Western civilization was superior and should reassert itself. He argued that it was particular — one among several, each with legitimate standing, none entitled to judge the others by its own standards. For what it’s worth, Huntington’s was, in its own way, a pluralist vision, and the prescription that followed from it was one of acceptance and restraint: tend your own garden, stop imagining that liberal democracy is the universal destination of history, and resist the temptation to remake the world in your image. What Rubio did in Munich was something Huntington never advocated and would likely have found intellectually dishonest: not civilizational realism but civilizational triumphalism, not an acceptance of limits but a reassertion of supremacy, dressed in Huntington’s idiom but animated by a spirit closer to the 19th century imperial confidence that Huntington’s pluralism was implicitly designed to replace. The civilization Rubio invoked has every reason to be proud of its past and owes no one an apology. That is not Huntington. That is something older, and less honest.
To be sure, Huntington’s pluralism was always asymmetric. The same book that argued the West had no business exporting its values argued with equal urgency that the West needed to defend itself against internal dilution — immigration, multiculturalism, the erosion of Anglo-Protestant cultural foundations. His restraint abroad was paired with an almost panicked consolidation imperative at home. In that sense, Rubio’s civilizationalism can’t be read as some betrayal of Huntington; parts of it are recognizably Huntingtonian.
None of this is entirely new in American political discourse. The Christianity-and-ancestry definition of Western civilization runs from 19th century Anglo-Protestant nationalism through Cold War cultural conservatism to Patrick Buchanan’s paleoconservatism. It’s a lineage Rubio is joining rather than inaugurating. What is new is its Huntingtonian clothing: a pluralist and cautionary vocabulary pressed into triumphalist service, the restraint Huntington advocated abroad stripped away while his domestic anxieties about civilizational dilution are amplified into something more aggressive and outward-facing.
What has happened here is precise and worth naming. The thing being defended is no longer democracy. It is no longer the rule of law, human rights, or the universal values that the postwar Western order claimed to embody and that gave it normative authority far beyond its geographic borders. What is being defended is a civilization explicitly defined by Christian faith, by ancestry, by the heritage of specific forefathers — and what threatens it is the arrival of people whose faith, ancestry, and heritage differ. The Great Conversation Robert M. Hutchins described — between the philosophers of Classical Athens and the Enlightenment, between faith and reason — has no place in this framework. It is not even, really, the language of nationalism in its modern form. It is instead the language of civilizational identity politics, and it is doing something specific and important: it is taking a set of principles that could be held up as standards against which practice could be measured and replacing it with an identity that simply is what it is, unapologetically, without internal standards to which it can be held accountable.
The shift may appear subtle, but it is structurally profound. A civilization defined by principles invites debate and judgment — debate over those principles, and judgment even by its own members. A civilization defined only by ancestry, faith, “race” and inherited identity does not. The first can be criticized in the name of its own ideals; the second can only be defended.
It is worth being precise about what kind of identity this is. The concept of civilization has always been available as a more intellectually respectable alternative to both nation and race — broader than the nation-state (and therefore capable of projecting authority beyond borders), but less biologically explicit than race (and therefore harder to charge with what it often actually means). The great utility of civilizational language is that it can carry racial content in cultural clothing. When Rubio says “ancestry,” he is not necessarily speaking the language of genetics, but neither is he speaking a language that would be unrecognizable to those who do. The phrase “White civilization” circulates openly at the harder edges of the movement whose vocabulary Rubio has borrowed and softened. That phrase makes explicit what the respectable formulation keeps implicit. Civilization, here, is doing what it has often done: providing a vocabulary for exclusion that is just elevated enough to avoid the most direct accusations while performing the same function.
Rubio was explicit about the “unapologetic” part.  The White House’s own summary of the speech described it as an “unapologetic defense of Western civilization,” and the word was apt. What was being refused was not weakness or self-doubt in some vague sense. What was being refused was the moral accountability that the West’s own best traditions had generated — the abolitionists who used the language of universal rights to indict slavery, the anticolonial movements that used the West’s proclaimed values as leverage against its actual practice, the generations of internal critics who held liberal civilization to the standards it claimed to embody. That tradition of self-criticism, Rubio implied, was not the highest expression of Western civilization but its corruption — the source of the “malaise of hopelessness” he wanted to cure.
The civilization being restored was the one that sent ships into uncharted seas. “Our story began,” he said, “with an Italian explorer whose adventure into the great unknown to discover a new world brought Christianity to the Americas — and became the legend that defined the imagination of our pioneer nation.” Columbus. The Age of Exploration. The legend. What Columbus, Conquistadors, and colonists actually brought to the Americas — the decimation of indigenous populations, the inauguration of the transatlantic slave trade, the extraction of resources that underwrote European prosperity — did not appear in Rubio’s account. That history was precisely what the “unapologetic” was designed to wave away.
The Europeans in the room applauded this. They applauded it because they were so relieved it wasn’t Vance, and because, after Carney’s rupture speech and the Beijing pilgrimages and Trump’s threats against Greenland and Denmark, any American voice that said “we belong together” felt like a lifeline. They heard the warmth and missed the argument. And the argument — that Western civilization is defined by Christian faith and ancestry rather than by universal values, that what threatens it is immigration rather than its own historical failures, that the age of expansion, of colonialism, of imperialism, was a glory rather than a shameful wound — was one that, had they been listening carefully, should have alarmed them considerably more than anything Vance said.
Because what Vance offered was contempt, which can be resisted. What Rubio offered was a vision — of what the West is, what it was, and what it must become again — that, if taken seriously, dismantles the normative foundations on which European security, European identity, and the European project itself have rested since 1945.


This five-week arc — Beijing, Davos, Munich — is what this essay is about. But it’s not about what transpired just as current events: it’s about these events as a symptom. The civilizational language that saturates this arc, at different levels and pointing in different directions, is not an accident of rhetoric. It reflects something real and consequential: a crisis in the architecture of the international order that has been building for decades and has now arrived, undeniable, at the surface of political speech.
At the center of that crisis, as both cause and mirror, is China. The rise of the People’s Republic — economic, military, technological, and increasingly normative — is the fact that has made the question of Western civilization urgent again after the post-Cold War “holiday from history,” as Robert Kagan termed it. It is China whose development without democratization broke the “end of history” thesis. It is China whose alternative model of governance has inspired admirers and would-be imitators across the Global South. It is China whose theorists have spent decades arguing that “universal values” are not universal at all but Western, that the liberal international order is civilizational imperialism in procedural clothing, that civilization itself — not the nation-state, not the ideological bloc — is the proper unit of political identity and international order.
Those arguments, which Western liberal commentators spent years dismissing as propaganda or deflection, have now migrated into the speech of Western leaders. Carney in Beijing spoke the language of strategic partnership and new world order that Beijing has been developing for a generation. Rubio in Munich spoke the language of civilizational identity and pride that Chinese nationalist intellectuals have been deploying since at least the 1990s — though in Rubio’s case it was stripped of the philosophical seriousness and historical reckoning that, as I hope to show, the best of that tradition brought to the question.
The civilization trap, as this essay will argue, is the condition of being unable to resist civilizational thinking even when you can see its dangers. The mechanism is straightforward: when universalist frameworks lose credibility, as when the liberal international order’s claim to speak for humanity rather than for its architects is exposed as partial, the field is not simply hollowed out. It gets filled with identity. Civilizational thinking rushes in not because it has earned the authority that universalism has lost, but simply because it is available, emotionally resonant, and difficult to argue against without appearing to defend the discredited universalism it has replaced. That is the trap: not a failure of will or intellect on anyone’s part, but a structural condition that captures even those who can see it clearly.
A brief note on origins: the germ of this essay came to me while listening to Chenchen Zhang — a political scientist at Durham University whose work on “civilizationalism” as a transnational ideological formation spans the European far right and Chinese online nationalism — speak on a panel at the British Academy in London in February 2026. One argument in her work, that civilizational signifiers function in reactionary discourse less as markers of genuine cultural distinctiveness than as flexible transnational codes, enabling unexpected alignments across geopolitical boundaries, planted the question this essay tries to answer: What exactly is being invoked when political leaders reach for civilizational language, and why now?
II. What “Civilization” Does
Every argument has a vocabulary, and the vocabulary shapes what the argument can say. Before asking what Chinese civilization means, or what Western civilization means, or why both are being invoked with such urgency at this particular moment, it is worth pausing over the word itself — where it comes from, what it has always done, and why it keeps returning to the center of political life whenever the established order feels threatened.
The English word civilization is, by the standards of the concepts it claims to describe, extraordinarily young. It enters the language in the mid-18th century, borrowed from the French “civilisation,” which itself had only just been coined — most likely by the elder Mirabeau, père of the more famous revolutionary, in the 1750s. The root is Latin: civis, citizen; civitas, the community of citizens, the city; civilis, pertaining to civic life. To civilize, in the original sense, is to make someone fit for civic life — to bring them from the condition of the barbarian or the savage into the condition of the citizen, the participant in a shared political order.
The concept may be young, but the need it fills is not. Every large-scale human community has found some way of marking the inside from the outside, the ordered from the disordered, the fully participant from the lesser or non-participant. Medieval Europe had Christendom — Christianitas — a political-religious community bound by shared faith, shared institutional authority in Rome, and shared enemies on its frontiers, in whose name Crusades were launched and the Americas subsequently claimed. The Islamic world had the umma, the community of all believers transcending tribe, ethnicity, and political boundary, with its own inside/outside distinction between the dar al-Islam (“House of Islam/Peace”) and the dar al-harb (“House of War”). Chinese imperial civilization had tianxia — “all under heaven” — a cosmological order centered on the Son of Heaven and organized concentrically outward, in which other peoples were ranked by their proximity to and extent of adoption of Chinese cultural norms rather than (at least in theory) by any essential ethnic criterion. All three were doing work that “civilization” would later do: generating solidarity across political units, legitimating hierarchy, marking the boundary between the ordered world and the world beyond its edge.
What the 18th century coinage added was something new, and something specifically worth noting: it performed this same function in secular, apparently descriptive language. Christendom’s authority came from God; the umma’s from divine revelation; tianxia‘s from Heaven’s mandate. “Civilization” presented itself as a kind of developmental teleology rather than divine order — not a theological judgment but simply a fact about where a given people stood on the universal ladder of human progress. That pretense of objectivity is precisely what made it so powerful, and so difficult to argue with. You can dispute a theological claim on theological grounds; a scientific-sounding developmental standard is harder to refuse without seeming to refuse progress itself.
But the word’s early usage carried an assumption that its later political deployment would systematically obscure: it was, at first, a universalist concept. The philosophers and historians who elaborated it — the Scottish Enlightenment thinkers whose stadial theory of history would later travel east to Japan, the French philosophes who coined it, François Guizot in his influential 1828 lectures on the history of civilization in Europe — were describing a process, a condition that humanity was progressing toward. Civilization was singular and directional: where you were on a common developmental path, not what you essentially and permanently were. You might ask, in this framework, whether a given people had yet arrived at civilization; you could not yet ask which civilization they belonged to. Asked what he thought of Western civilization, Gandhi reportedly replied that he thought it would be a good idea — and the joke is also a precise philosophical claim: it names the gap between the word’s aspirational, universalist content and the actual conduct of the powers that administered it.
The word arrives, however, already containing a hierarchy, and the 19th century made that hierarchy explicit and systematic. International lawyers developed what they called the “standard of civilization” — a formal doctrine holding that only “civilized” states were full members of the international legal community, entitled to its protections and bound by its obligations. The practical consequence was to place the greater part of Asia, Africa, and the Americas outside the law — available for conquest, partition, and exploitation by powers that met the standard. China, in this system, was often classified as “semi-civilized”: not quite beyond the pale, but not quite inside the tent either. The Opium Wars, the unequal treaties, the extraterritoriality provisions that exempted Western nationals from Chinese law on Chinese soil — all of this was conducted under the sign of civilization, as the necessary rough education of a people not yet ready for full membership in the international community. The standard was theoretically universalist — any society could, in principle, meet it — but its practical function was exclusionary, and the gap between theory and practice was precisely what Gandhi had in mind.
The pluralized sense of civilization — not a universal condition to be achieved but a set of distinct, mutually incommensurable identities, each with its own values, traditions, institutions, and trajectory — came later, and from a specific place: the ruins of European self-confidence after the first, horrific industrial war. Oswald Spengler’s Decline of the West, published in two volumes between 1918 and 1922, introduced the concept of distinct civilizational organisms with lifecycles, rising and falling on their own terms, none reducible to the others, none measurable against a single universal standard.
The framework was not wisdom but wound. Spengler wrote in the shadow of the Somme, not from the heights of European confidence but from its collapse after the Great War. Arnold Toynbee extended and systematized this over the following decades, cataloguing distinct civilizations as the proper units of historical analysis. By the time Samuel Huntington formalized the framework for political science in the 1990s, civilizations-as-identity-blocs had been a staple of a certain historical imagination for seventy years — but it was still a relatively recent invention, and one born of crisis rather than historical insight.
This genealogy matters for what follows in this essay. When Rubio speaks of Western civilization as an identity defined by Christian faith and ancestry, or when Xi speaks of Chinese civilization as a 5,000-year continuous entity with its own developmental logic, both are operating within a conceptual framework that postdates the First World War. The word they are using is an 18th century one; the pluralized identity-sense they are giving it is 20th century. And there is an irony in the Spengler genealogy that bears naming: the intellectual who made civilizational plurality intellectually respectable was an explicit pessimist about Western civilization’s prospects, so the framework now deployed by Rubio for triumphalist assertion was built by a man convinced the thing was dying. Rubio’s unapologetic pride in Western civilization rests, conceptually, on the shoulders of a thinker who was convinced it was already in terminal decline.
It is worth holding this entire history in mind when we encounter the word today, because none of it ever entirely disappeared from its semantic field. The universalist aspirations were covered over, partially, by the liberal internationalism of the postwar period, which preferred the language of universal rights and development. But the covering-over was always incomplete, and whenever the liberal consensus weakens, the older strata resurface. When Rubio speaks of Western civilization’s “every reason to be proud of its history,” the pride he invokes is inseparable from the history of civilization as a standard his civilization administered and that others were measured against and found wanting. And when he speaks of civilizational identities defined by faith and ancestry, he is reaching for Spengler’s framework while reversing Spengler’s verdict.
So much for the Western genealogy. The Chinese story is different, and arguably more interesting — not least because the Chinese word most commonly translated as “civilization,” 文明 (wénmíng), has a completely independent origin that reveals a completely different set of intuitions about what cultural achievement consists in.
Wenming 文明 is a compound of two ancient characters. 文 (wén) is among the oldest and most semantically rich characters in the classical lexicon — it means pattern, writing, embellishment, the marks that humans make to record and transmit meaning. 文化 (wénhuà) — literally the transformation or flowering of wen — means “culture,” In its earliest graphic form, 文 depicts a figure with a decorated chest, suggesting the tattoos or body markings that distinguish human beings who participate in culture from those who do not. 明 (míng) means bright, illuminated, brilliant — the character combines the sun (日) and the moon (月), the two great sources of natural light. Together, 文明 carries something like “the brilliance of human pattern-making” — the luminosity that emerges when human beings achieve a level of cultural refinement and moral order that makes their achievements visible and meaningful.
The compound appears in the Yijing — the Classic of Changes, one of the foundational texts of Chinese thought, whose earliest strata date to the Western Zhou period, around 1000 BCE. In that context it refers to the patterns that emerge from the sage’s observation of heaven, earth, and human behavior — an ordered luminosity that distinguishes the cultivated person and the well-ordered society from those that lack such discernment. The emphasis is not on the city, the citizen, or the civic community. It is on wén — on pattern, writing, and cultural refinement — and on the illumination that follows from deep engagement with those patterns. It is as much an aesthetic and moral concept as a political one.
Here is the irony buried in the linguistic history: 文明, in its classical sense, is not a word that divides humanity into the civilized and the barbarous. It describes a quality — a kind of luminous cultural achievement — that any society might attain, measured not by military power or political organization but by the depth and refinement of its cultural inheritance. We should consider the possibility that the 19th century Chinese scholar who thought about 文明 was thinking about something fundamentally different from his European counterpart who thought about civilization.
That said, the Enlightenment-inflected sense of “civilization” as a stage of moral and social development also persists in 21st-century Chinese usage alongside the plural, civilizational meaning of 文明 discussed above. In this register, civilization is something that can be cultivated, measured, and advanced through collective effort and individual discipline. The Party-state’s long-running campaign to build “socialist spiritual civilization” (社会主义精神文明) and its designation of “National Civilized Cities” (全国文明城市) both draw directly on this stadial logic. At the level of daily life the concept appears in a thousand small admonitions familiar to anyone who has spent time in China: “Civilized elevator use starts with you” (文明乘梯，从我做起); “Civilized dog raising: pick up after your pet” (文明养犬，及时清理); “Civilized parking for a harmonious society” (文明停车，和谐社会). The same teleological optimism even finds its way into bathroom signage, where a famous line attributed to Neil Armstrong is repurposed for hygienic instruction above many urinals: “One small step forward, one giant leap for civilization” (向前一小步，文明一大步). In such contexts 文明 does not denote a bounded cultural entity but a direction of travel — a movement away from backwardness toward refinement, order, and modernity —echoing the nineteenth-century European sense in which “civilization” described not what a people was but what it was becoming.
The great historical irony is that these two very different concepts were forced into equivalence by the trauma of the 19th century encounter between China and the West — and the intermediary was Japan. It was the Meiji intellectual Fukuzawa Yukichi who, in his Bunmeiron no Gairyaku (An Outline of a Theory of Civilization, 1875), reached for the classical compound 文明 — in Japanese, bunmei — to translate the Western concept of civilization. Fukuzawa was steeped in exactly the Scottish Enlightenment stadial theory that had produced the European concept: the progression from savagery through barbarism to civilization, with European modernity at the summit. As Albert Craig has shown in Civilization and Enlightenment (Harvard University Press, 2009), his authoritative study of Fukuzawa’s intellectual formation, Fukuzawa drew heavily on Adam Ferguson, Adam Smith, and the Scottish historians who had developed that framework, adapting it for Japan’s modernizing project. He needed a Japanese word that could carry this concept of staged development toward a universal standard, and he chose 文明 — a word with different connotations, rooted in pattern and illumination rather than civic hierarchy, but with a classical dignity that made it a plausible vehicle for the new meaning. As one scholarly account notes, the word “already existed as a concept of Confucian thought and referred to ‘a state in which the Way is properly practised and culture flourishes’” — Fukuzawa repurposed it to mean something considerably more pointed.
Within a generation, Chinese intellectuals — many of them studying in Japan in the wake of the humiliating defeat in the Sino-Japanese War of 1895, and the failed Hundred Days Reforms of 1898, reading Fukuzawa’s work and the flood of Japanese translations of Western texts — had borrowed the word back, now carrying its new meaning. Liang Qichao, the most influential of these intellectual intermediaries, popularized dozens of Japanese coinages through his prolific writing; a Beijing Foreign Studies University scholar has called him “the most important person in actively bringing in and using Japanese loanwords.” 文明 entered the modern Chinese lexicon as the translation of civilization, with all of civilization’s hierarchical freight now loaded onto a character whose original spirit was quite different. Chinese scholars have themselves noted the discontinuity: as one recent linguistic study puts it, “the Classical Chinese wenming expression should be strictly distinguished from its modern Chinese counterpart.” The modern word is a loanword in borrowed clothing — classical characters filled with foreign meaning, returning home transformed.
Defensive and Offensive Civilizationalism
This borrowing matters for the essay’s argument in a precise way. When contemporary Chinese leaders speak of 文明, and specifically of 中华文明 (Zhōnghuá wénmíng, Chinese civilization), they are drawing on both registers simultaneously, often without acknowledging that they are doing so. The deep classical register — pattern, luminosity, moral refinement, the accumulated wisdom of a people in long conversation with heaven and earth — gives the concept its emotional depth and its genuine popular resonance. The modern register — civilization as a unit of political identity, a category in a competition of global powers, one bloc among several in a Spenglerian world of distinct organisms — gives it its strategic utility. The Chinese leadership’s invocations of “5,000 years of Chinese civilization” draw their force from the classical register: the sense of something ancient, continuous, and luminous that the West’s own “standards of civilization” once tried to extinguish. But they deploy that force in the modern register: as claims about power, status, and the right to shape the international order. The double register is not a deception. It reflects a genuine duality in the word’s modern Chinese life — but it is worth naming, because it is precisely what makes civilizational discourse so slippery to engage.
The Western story and the Chinese story converge at the nineteenth-century moment when the hierarchy implied in civilization was used to justify the subordination of 文明 — when the European standard measured Chinese luminosity and found it, provisionally, insufficient. That encounter is the wound from which all of modern Chinese civilizational thinking flows. It is also the reason that Chinese civilizational discourse, whatever its contemporary political uses, cannot be understood apart from its origins as a response to humiliation — and therefore cannot be treated as equivalent to a Western civilizational discourse that originated in, and has never fully escaped, the position of the judge.
And there is one further irony in the genealogy that the essay will need to return to. The framework within which both Rubio and Xi are now operating — civilizations as plural identity-blocs, mutually incommensurable, each entitled to its own developmental logic — is the one that Spengler introduced and Huntington formalized. Chinese nationalist intellectuals in the 1990s engaged intensely with Huntington, arguing against his thesis of inevitable clash while absorbing his framework  of civilizational plurality. They wanted the pluralism without the conflict. Rubio has taken Huntington’s conceptual inheritance and reversed his foreign-policy restraint into triumphalism — discarding Huntington’s warning that Western universalism abroad generates backlash, while amplifying Huntington’s domestic anxiety about civilizational dilution into something more aggressive and outward-facing. The parts of Huntington that Rubio ignores and the parts he inherits are equally revealing. Both moves are legible only against the background of a conceptual framework that is, by historical standards, very new — and that was born, like so many things, not from confidence but from historical catastrophe.​​​​​​​​​​​​​​​​
That distinction — between wanting the pluralism and wanting the triumphalism, between accepting civilizational identity as a fact about the world and wielding it as a weapon — points toward a difference that will organize much of what follows in this essay. Civilizational thinking, it turns out, is not a single thing. It comes in at least two modes, which I will provisionally call defensive and offensive, and the difference between them is not merely one of tone or confidence but of origin, audience, and intellectual posture.
Defensive civilizational thinking arises under pressure. It is the response of a civilization that has been measured, judged, and found wanting by standards it did not set — that has been forced, by the experience of subordination or humiliation, to ask what it is, what it is worth, and whether it can survive. Its primary audience is internal: it is addressed to the people whose inheritance is felt to be threatened, whose sense of cultural continuity has been disrupted, who need to be persuaded that what they stand to lose is worth defending. Its intellectual posture tends toward genuine uncertainty — because the pressure that produced it has made the questions real. What exactly is the essence being defended? How much can change before the continuity is lost? Is the defense itself a form of the disease? These are questions that defensive civilizational thinking lives with rather than resolves.
Offensive civilizational thinking is something different. It arises not from pressure but from confidence — or from the performance of confidence, which is not quite the same thing. It makes outward claims: about the civilization’s right to define the terms of the international order, about the superiority of its values, about the inadequacy of alternatives. Its audience is at least partly external — it is addressed to those who must be persuaded, or simply informed, of the civilization’s standing. And its intellectual posture tends toward assertion rather than inquiry: the questions that defensive thinking lives with have been resolved, or foreclosed, or declared irrelevant. The civilization simply is what it is, unapologetically, and the only remaining task is to defend or extend it.
These are, of course, ideal types and not airtight categories. Real civilizational discourse mixes the modes, shifts between them, sometimes deploys defensive vocabulary in the service of offensive aims. But I believe the distinction is analytically useful, and it maps with some precision onto the difference between the Chinese civilizational thinking that emerged from the nineteenth-century encounter with the West and the Western civilizational thinking that Rubio articulated in Munich. The Chinese case, as the next section will show, began unmistakably in the defensive mode — born from humiliation, shaped by genuine philosophical uncertainty, marked by the quality of engagement that comes from actually not knowing the answer. Whether it has remained there is one of the central questions this essay will try to answer.
III. The View from the Other Side
There is a document so familiar to students of modern Chinese history that invoking it has become almost a pedagogical reflex — the first primary source assigned in virtually every survey course on the period, the before-and-after photograph of Chinese civilizational hubris and its undoing. The 1793 letter from the Qianlong Emperor to King George III of Great Britain is a cliché of the field. It is a cliché because nothing else makes the contrast quite so visible, and the contrast is what this section is about, so here it is.
The occasion was a British diplomatic mission seeking to open China to expanded trade and establish a permanent embassy in Beijing. The mission failed — the British envoy, Lord Macartney, had refused to perform the full ritual prostration before the Emperor, and the negotiations had gone nowhere. Qianlong’s letter explained, with magnificent condescension, why this hardly mattered: “Our Celestial Empire possesses all things in prolific abundance and lacks no product within its borders.” The outside world existed at the periphery of the only civilization that counted. The letter is a perfect expression of a tianxia world still operating on its own terms — confident, self-sufficient, barely curious about the kingdoms beyond its horizon, innocent of the knowledge that it was about to be measured against a standard it hadn’t set and found, by that standard, wanting.
Fifty years later, that world was gone. The First Opium War ended in 1842 with the Treaty of Nanking, the first of what Chinese history would call the unequal treaties: Hong Kong ceded to Britain, five ports opened to foreign trade, an indemnity of $21 million silver dollars, and the inauguration of extraterritoriality — the provision that British subjects on Chinese soil would be subject not to Chinese law but to British consular jurisdiction. The message was not subtle. China had been innocent of the knowledge that it was about to be measured against a standard it hadn’t set by powers it had barely registered as serious, and the consequences of failing that standard were being written into law.
This was not merely a military defeat, though it was that too. It was a civilizational humiliation in the precise sense: the encounter forced a question that the tianxia worldview had never needed to ask. If Chinese civilization — the luminous pattern-making of 文明, the accumulated wisdom of millennia, the system that had produced the most sophisticated bureaucratic state in the world — was the obvious apogee of human achievement, how had it been defeated by island barbarians with better guns? The question could be deflected for a while — those were better guns, not better values; the defeat was military, not moral. But the deflections kept failing. The Taiping Rebellion, the Second Opium War, the French seizure of Vietnam, the Sino-Japanese War of 1894-95 in which Japan — Japan, which had spent centuries borrowing from China — annihilated the Chinese fleet in a matter of hours: each successive shock made the deflections less tenable. By the final decade of the 19th century, the question could not be avoided. Something was deeply wrong, and it had to be named.
The first generation of reformers reached for the most conservative possible answer. The Self-Strengthening Movement of the 1860s through 1890s argued that China needed Western weapons and Western technology — the yong, the functional instruments — but that the Confucian moral and political order, the ti, the substance and essence, could and must be preserved intact. The formula was codified most influentially by the scholar-official Zhang Zhidong, whose 1898 tract Exhortation to Learning gave it its canonical expression: Zhongxue wei ti, Xixue wei yong 中学为体，西学为用 — Chinese learning as substance, Western learning as function. Buy the rifles, build the foundries, send students to study engineering in Germany and naval tactics in Britain. But do not touch the core. The Chinese essence — the Confucian moral order, the examination system, the relationship between ruler and subject, the entire civilizational inheritance — remained not only intact but sufficient. The West had superior instruments; China had superior values. The division was meant to be clean.
And indeed it was not clean. The ti-yong formula contained a hidden assumption that the encounter with Western modernity kept exposing as false (or at least that a great many Chinese intellectuals came to accept as false): that you can borrow the tools without importing the worldview that produced them. Western military technology didn’t travel alone; it came packaged with Western ideas about science, about the relationship between knowledge and power, about what kind of society produces effective armies and industrial economies. The young men sent to study naval tactics came back having read Spencer and Mill. The factories built with Western methods required new commercial law, new financial instruments, new relationships between state and capital. The yong kept dissolving the ti, not because the reformers were careless but because the separation had never been real. Joseph Levenson, writing a century later, identified this as the deep logic of the formula’s failure: ti-yong “rationalized the westernization of China while ostensibly preventing it.” The shell of Chinese essence was preserved, increasingly hollow, while Western substance quietly filled it.
The military catastrophe of 1895 — the Sino-Japanese War, defeat by a nation that had been regarded as a mere cultural tributary for a thousand years — made the hollowness undeniable. If Japan had succeeded by going further, by doing more than borrowing the yong and actually restructuring its political institutions on Western lines, then perhaps China needed to do the same. The question was no longer whether to adapt, but how radically. And it was in this crucible that the first recognizably modern Chinese civilizational thinking was forged — not as a confident assertion but as an act of desperate construction.
Kang Youwei (1858-1927), perhaps the most brilliant and original of the late Qing reformers, saw the problem with unusual clarity and proposed a solution of impressive audacity. The source of Western power, he argued, was not merely technological or military but organizational: what the Western nations had that China lacked was institutional infrastructure capable of generating mass social cohesion, popular loyalty, and moral energy in the service of a modern state. Christianity was Kang’s model — not because he admired or subscribed to its doctrinal content, which he regarded as derivative of Buddhism and inferior to Confucianism as a system of thought, but because of what it could do: build congregations, sustain missionaries, organize communities, create a national body of believers capable of being mobilized. He had seen, at close range, how Christian missionaries operated in China, and he had drawn the lesson not that China should become Christian but that China needed equivalent machinery. His close working relationship with the Welsh missionary Timothy Richard, who was deeply involved in Chinese modernization efforts, sharpened this perception from both sides.
Kang proposed Kongjiao — the Confucian Church — a reinvention of Confucianism as an organized national religion, with Confucius as its founding sage, with regular worship services, congregational structures, missionary activity, and a hierarchical institutional framework that could operate with imperial endorsement as a vehicle of national cohesion. To provide this institution with its doctrinal content, he read the classical texts with fanatical aggressiveness: Confucius, he argued, had not been a conservative codifier of existing social norms but a visionary reformer whose teachings, correctly understood for the first time, contained a progressive theory of historical development moving through three ages toward a universal world commonwealth — the datong, the Great Harmony — that would ultimately transcend all national and civilizational boundaries. The tradition didn’t need to be abandoned, reasoned Kang. It needed to be purified, to be liberated from the misreadings that had encrusted it.
The project was many things at once: an act of sincere philosophical conviction, a political maneuver, and an elaborate undertaking of motivated reading. It was also, for this essay’s purposes, arguably the first explicit attempt to construct Chinese civilization as a coherent, self-sufficient, world-historical entity — not merely a local inheritance to be defended but a universal contribution to human wisdom with its own developmental logic and its own institutional expression. Kang was trying to build Chinese civilization into a system capable of generating the loyalty, energy, and organizational capacity that he had observed Christianity generating for the Western powers. That he was doing this consciously, in direct response to the challenge of Western dominance, and using Western institutional forms as his explicit template, is precisely what makes it defensive civilizational thinking in its most intellectually ambitious — and most paradoxical — form.
The project failed on multiple fronts. The Hundred Days Reform of 1898, the political movement Kang launched with his student Liang Qichao and a dozen or so allies, all political tyros, under the patronage of the Guangxu Emperor, was crushed after (yes) a hundred days by the Empress Dowager Cixi, who placed the Emperor under house arrest, executed six reformers, and forced Kang and Liang into exile in Japan. The Kongjiao project continued in exile but never gained traction: most Chinese intellectuals found it theologically forced, historically strained, and institutionally alien. Confucianism had never organized itself as a congregational religion with a founding prophet and a missionary mandate — it had embedded itself in state institutions, family rituals, and the examination system rather than in anything resembling a church. The attempt to retrofit it into that shape exposed, with unintentional clarity, how completely the Western model had colonized even the thinking of those most determined to resist Western dominance. Kang was constructing Chinese civilization in the image of the civilization he was trying to differentiate it from — and the fact that he couldn’t see this, or could see it and pressed on regardless, is itself a precise illustration of what the encounter with Western modernity had done to Chinese intellectual life.
Liang Qichao (1873-1929), who had followed his teacher into exile and spent years in Japan absorbing Fukuzawa’s ideas and the flood of Japanese translations of Western thought, took a different path. Where Kang remained committed to the Confucian tradition as salvageable, Liang’s thinking evolved into something more searching and ultimately more honest about the scale of the challenge. His conception of the Chinese nation — he was instrumental in popularizing the term Zhonghua minzu, the Chinese nation or people — was less tied to the Confucian content of Chinese civilization and more focused on the political and cultural solidarity of the Chinese people as a modern subject capable of self-determination. He absorbed Social Darwinism and the nationalist thought circulating through Meiji Japan, and turned them into a new framework: China needed not to preserve its essence but to forge a new national character adequate to the demands of survival in a world of competing powers. The civilization was less a treasure to be preserved than a resource to be mobilized.
There was a third possible response to the crisis, quieter than either Kang’s audacious construction project or Liang’s restless nationalist mobilization, and worth noting even without dwelling on it: the position that the tradition needed no universal justification, no reinvention as a world-historical system, no demonstration that it could compete with Christianity or Spencer or Social Darwinism on their own terms. It was worth defending simply because it was the inheritance of the Chinese people — because they had lived within it, been formed by it, and would be genuinely impoverished by its destruction. That was sufficient. This is the most philosophically honest form of this defensive form of civilizational thinking, and also the most politically insufficient: a defense grounded in belonging rather than superiority can ask only to be left alone, which the world was not going to do. But as a diagnosis of what was actually at stake — what would actually be lost if the tradition dissolved — it was arguably more clear-eyed than anything Kang or Liang produced.
This is where Joseph Levenson (1920-1969) enters — as the intellectual historian whose framework illuminates what all of these responses, in their different ways, were struggling with. Levenson’s central insight, worked out across three dense volumes of Confucian China and Its Modern Fate, turns on a distinction he drew between meum — what is mine, what I have inherited, what I am attached to — and verum — what is true, what is genuinely valid, what would command assent independent of who I happen to be. The crisis of Chinese intellectual life in the nineteenth century was, in his account, precisely the tearing apart of these two things. Scholars and officials of the high imperial period had not needed to choose between them: they inhabited the Confucian tradition because they were born into it, and they believed it was true because they inhabited it. The coincidence was so complete it was invisible, like the water in which the fish swam. Meum and verum were the same thing, and the fact of their identity was never examined because it never needed to be.
The encounter with the West destroyed that coincidence. Once the tradition had to be defended, once it had to be argued for, justified, upheld against external challenges, the very act of defense itself revealed that the identity of meum and verum could no longer be taken for granted. Kang Youwei’s response was, to simplify greatly, to insist they were still identical, to demonstrate through increasingly strained readings of the classics that what was China’s was also what was universally true and humanly necessary. Liang Qichao’s response was more honest: he gradually acknowledged the gap between them, tried various ways of bridging it, and ended in a productive but unresolved tension that his prolific writing never quite settled. The quieter third position — that meum alone, without verum, was still worth defending — was perhaps the purest available, and the most melancholy.
Levenson’s own phrase for this moment of passage is worth holding: “When Confucianism finally passed into history, it was because history passed out of Confucianism.” The tradition had been the lens through which history was understood; when it became instead a subject of history — when intellectuals began writing the history of Confucianism rather than writing from within it — something irreversible had occurred. The ti-yong reformers had tried to preserve the ti while updating the yong, but Levenson’s argument is that there was no stable essence to preserve: the ti was not a fixed substance that could be held intact while the functional elements were modernized. It was a way of being in the world, and once it was placed in the position of having to justify itself, it had already, in the relevant sense, ended.
This is the “modern fate” of Levenson’s title. And it is, he argued, a fate not merely of Confucianism but of any traditional civilization that encounters a modernity powerful enough to force the question of justification. The defense itself is the wound. The very act of constructing “Chinese civilization” as an explicit object of pride, analysis, and political mobilization — the act that Kang Youwei undertook with such desperate and doomed ambition — is already evidence that the unreflective confidence of the tianxia era is gone. You do not celebrate what you take for granted. You celebrate it when you fear losing it.
Levenson was writing in the 1950s, and history has since complicated his verdict in ways he could not have anticipated. The tradition he thought had been irreversibly placed behind glass has been deliberately retrieved, politically refurbished, and deployed at scale. Whether that retrieval represents genuine renewal or the most sophisticated possible form of the museumification he diagnosed is one of the central questions this essay will return to. But his framework remains, to me at least, the sharpest available tool for understanding what is happening when political leaders invoke five thousand years of unbroken civilization with the insistence of people who are not quite sure they believe it. The meum and verum that the 19th century tore apart have not been fully reunited. They have been performed — with genuine popular resonance if imperfect historicity, but also with the slightly too emphatic quality of things that must be asserted rather than simply lived.
The Chinese civilizational thinking traced in this section — from the Self-Strengtheners through Kang Youwei and Liang Qichao, shadowed throughout by Levenson’s analysis — belongs unmistakably to the defensive mode. Not merely in the sense that it was responding to external pressure, though it was, but in the deeper sense that the question of what Chinese civilization was and why it mattered remained genuinely open for the people asking it. Kang overreached because he cared. Liang revised himself repeatedly because he was paying attention. The quieter third response (perhaps Zhang Taiyan, 1868-1936,  might be named as one of its proponents) arrived at honesty by acknowledging that meum without verum was still worth something — and that was as far as thinking could honestly go. These were people for whom the wound was real and the question was live.
What this essay will trace in the section that follows is the long, uneven, and not yet complete transition from that posture to something different — a mode in which the wound is still invoked but the uncertainty has been resolved, the philosophical earnestness replaced by political confidence, and the question of what Chinese civilization is has been answered not by philology and Confucian exegesis but by assertion. The civilization that these men struggled to defend, mourned, and in Kang’s case tried to reinvent almost from scratch, has become in contemporary China an object of managed pride. The meum has been rebranded as verum. Whether that rebranding represents genuine confidence or its performance — whether the assertion is believed or merely deployed — is perhaps the most important question one can ask about the civilization trap as it operates today.
IV. The Return of Tianxia
There is a paradox in the Maoist period that standard accounts of Chinese civilizational thinking tend to skip over. The Communist revolution of 1949 was, at one level, the most radical rupture with the Confucian tradition that Chinese history had produced — more radical even than the May Fourth/New Culture Movement iconoclasm of the 1910s and 1920s, which had attacked the tradition but left it standing, battered and reduced, as an object of debate. Maoism attempted to destroy it outright. The classics were condemned as feudal; the examination system’s descendants in the educational establishment were purged; ancestor veneration was dismissed as superstition; the Great Proletarian Cultural Revolution sent Red Guards to smash ancestral tablets and ransack temples while professors were made to wear dunce caps, clean toilets, and tend pigs. The civilization whose loss Kang Youwei and Liang Qichao had worked desperately to prevent seemed, from one vantage point, to have been deliberately demolished by its own people.
The paradox is that Maoism was also, at another level, structurally continuous with what it replaced. The great sinologist Liang Zhiping, surveying the entire arc of tianxia discourse in a comprehensive essay published in Taiwan, makes the point with characteristic sharpness: the communist vision of world revolution was a functional analogue to the classical tianxia order, not its opposite. (Liang’s essay is most readily accessible to English-language readers through David Ownby’s translation and commentary at the excellent Reading the China Dream website, where Ownby’s framing note — that tianxia discourse is “about myths rather than history, the future rather than the past” — is itself worth the detour.) Both aimed at a universal order transcending the nation-state. Both imagined humanity rather than a particular people as their ultimate constituency — though in the Maoist case this universalism was borrowed wholesale from a Western intellectual tradition rather than recovered from the Chinese one, which is part of what makes the structural parallel so strange. Both organized that order concentrically around a center. In the classical case, this was the Son of Heaven; in the Maoist case, the vanguard party and its thought. And both measured all else by proximity to that center. Levenson had noted that “most of the intellectual history of modern China is a process of transforming ‘tianxia’ into a ‘country’” — but this was, as Liang argued, only the obvious part. The hidden part was that tianxia logic kept operating underneath the nationalist surface, and that Maoist universalism was its most recent, most violent expression — and, in its borrowed universality, its most paradoxical.
To understand why that solution felt genuinely compelling not merely as propaganda but as intellectual conviction to some of the best minds of the generation, it helps to hold the Levensonian framework in mind. The crisis that Marxism-Leninism resolved, for Chinese intellectuals who came to it in the 1910s, 1920s, and 1930s, was precisely the crisis that Levenson diagnosed: the tearing apart of meum and verum, the loss of a framework that could be simultaneously one’s own and objectively true. What the Confucian tradition had once provided — a seamless coincidence of inherited identity and universal validity — Western modernity had destroyed. The question was whether anything could restore it.
Liberalism could not. What Western liberalism offered, in the Chinese context, was a verum that required the meum to be abandoned or reformed out of existence — a universal standard against which Chinese civilization had been measured and found wanting, and whose adoption would mean becoming, in some essential sense, Western. The reformers of the late Qing and early Republic had tried various versions of this bargain and found it psychologically and politically untenable. The verum of Western liberal progress explained China’s predicament as civilizational inadequacy. That was a restatement of the wound, not a solution or even much of a salve.
Marxism-Leninism offered something structurally different, and the difference was what made it electrifying. It provided, first, a verum with impeccable modern credentials — not the inherited wisdom of sages but a science of history, objective and universal in the same idiom that Western rationalism had made authoritative. You were not defending your inheritance against science; you were wielding science. Second, and more importantly for the emotional weight of the question, it explained the meum wound without requiring the meum to be blamed for it. Lenin’s theory of imperialism — capitalism in its final, most predatory stage necessarily reaching outward to exploit weaker economies — gave the entire century of humiliation a structural explanation that absolved China of responsibility and indicted the system that had produced it. China was not beaten because it was deficient. It was exploited because capitalism requires exploitation. The humiliation was not evidence of Chinese inadequacy but evidence of the theory’s truth. And the Leninist component added a redemptive arc that no liberal framework could match: imperialism was not permanent but terminal, a sign of the oppressor’s system’s approaching collapse, and the most thoroughly exploited — the colonized, the semicolonized, the humiliated — were not the laggards of history but its coming vanguard.
This is what meum and verum reunited felt like, at least for a generation that had grown up with their separation as the defining intellectual condition of Chinese modernity. The tradition had been demolished; the wound remained; but here was a framework in which the wound itself became meaningful, the humiliation became structural rather than cultural, and China’s suffering was not a sentence on Chinese civilization but an indictment of the forces that had inflicted it. That the framework was borrowed from the West — that Marx was as European as Mill, that Lenin was as foreign as Spencer — was, paradoxically, part of its appeal: it fought the West on the West’s own epistemological terrain, in the language of universal historical law rather than the language of particular inheritance. It was, in the Levensonian sense, a verum — one that happened to align with the meum. But only for a time. Resolving meum and verum is of little use without wealth and power in the bargain.
The wound, in other words, had not been healed. It had been explained — which is not the same thing. And when the explanation lost credibility, when the Cultural Revolution discredited the most extravagant version of Maoist universalism and Deng’s reforms tacitly acknowledged that the economic model had to change, the older questions surfaced again, now without even the Marxist-Leninist framework to contain them.
The Deng era brought a different kind of deferral. Under the logic of “hide your capabilities and bide your time,” civilizational assertion was not so much rejected as bracketed. Growth was the answer: if China could demonstrate economic performance, if the standard of living rose, if the country’s international standing improved through trade and integration into global institutions, the harder questions about what Chinese civilization was and what it stood for could be left for later. The legitimacy of the party-state rested on delivery rather than identity, and identity questions were inconvenient. And yet the ideological syncretic blend of the reform era was already quietly signaling that the Maoist settlement had come undone at the roots. Confucianism — the tradition whose defenders had mourned it as a lost cause, and whose remnants Mao had tried to finish off in the campaign to “criticize Lin Biao and Confucius” — was no longer anathema. It began its long rehabilitation, invited back into the ideological tent with a pragmatism that would have bewildered anyone who had lived through the Cultural Revolution’s denunciations. The wound from the nineteenth century was still there — the “century of humiliation” remained a staple of official historiography and school curricula — but it was framed as something being overcome by economic modernization rather than something requiring civilizational assertion.
Levenson died in 1969, at 51, in a canoeing accident on the Russian River in California, before any of this could be observed. It is one of the genuine losses of modern China scholarship. His framework — meum and verum, the tragic quality of things that must be asserted rather than simply lived — turned out to be exactly the right set of instruments for making sense of what the Reform and Opening period was doing to Chinese civilization and its self-understanding. The Confucian rehabilitation alone would have given him material for a fourth volume. He would have seen immediately what the rehabilitation was: not the tradition returning to life but the party-state performing its return, borrowing the emotional depth of classical meum for purposes the verum question had never been allowed to resolve.
This deferral had two limits. The first was internal: you can only bracket identity questions for so long before they return with added urgency, especially in a country undergoing the kind of rapid social transformation that China experienced between 1978 and 1989 — urbanization, exposure to foreign ideas, the erosion of Maoist certainties, the opening of a gap between what the party claimed and what educated people could observe. The second was external: Tiananmen in 1989 and the Soviet collapse in 1991 together destroyed the specific terms of the deferral. Tiananmen demonstrated that performance-based legitimacy, to the extent it had been tested, was fragile — that economic growth might not indefinitely suppress demands for political voice — and the Soviet collapse removed the last major ideological competitor to Western liberalism, leaving China facing Fukuyama’s “end of history” thesis not as abstract philosophy but as a claim with real geopolitical implications. If liberal democracy was the terminus of historical development, then the party-state’s survival was either a temporary anomaly or a refutation — and if it was a refutation, it needed a theory.
That theory did not arrive all at once. It was assembled, unevenly, by a generation of intellectuals working in the 1990s from different starting points and arriving at different conclusions, some critical of the emerging official line and some increasingly aligned with it. But several converging currents are worth tracing, because together they mark the moment when Chinese civilizational discourse began, however haltingly, to shift from the defensive mode into something else.
The first current was the reception of Huntington. When the article “The Clash of Civilizations?” appeared in Foreign Affairs in 1993, its Chinese reception was not the horrified rebuttal that liberal commentators had perhaps hoped for. Chinese intellectuals read the article carefully, argued with it seriously, and absorbed from it something that the liberal critics mostly missed: its affirmation that Western universalism was a particular masquerading as a general, that civilizational pluralism was a real fact about the world rather than a failure of globalization, and that China belonged to a distinct civilization with its own logic and its own legitimate standing. They largely rejected Huntington’s darker implication — that civilizational difference would produce inevitable conflict — but they took the pluralist scaffolding and built with it. Here was a Harvard political scientist telling them, in effect, that the West’s claim to represent universal values was ideological rather than actual. The response was not to dismiss Huntington but to appropriate his vocabulary while contesting some of his conclusions.
No one made this move with greater consequences than Wang Huning. A political science professor at Fudan in the early 1990s before Jiang Zemin recruited him to the Central Policy Research Office, Wang produced in 1994 a dense essay titled “Cultural Expansion and Cultural Sovereignty” (which English-language readers can peruse in David Ownby’s translation and commentary at the Reading the China Dream website, which remains the most reliable route to Wang’s pre-Zhongnanhai thinking) that amounts to a blueprint for the ideological posture China has since adopted. His argument moved in three steps. First: in the post-Cold War world, soft power had supplanted hard power as the primary arena of international competition, and cultural conflict had superseded military and political conflict. Second: the West, led by the United States, was consciously pursuing a strategy of cultural hegemony — using values, human rights discourse, and the projection of cultural superiority to constrain the internal development of rival states. Fukuyama’s “end of history,” Wang argued, was not disinterested political science; it was the intellectual foundation of a hegemonic project, presenting Western liberalism as the terminal point of civilization in order to delegitimize any alternative. Third: the appropriate response was “cultural sovereignty” — active defense and strengthening of the state’s own cultural identity as a form of political security.
The essay’s framing was explicitly defensive — China was responding to a threat, not projecting one — but its internal logic had already moved beyond pure defense toward something more ambitious, even if that ambition remained largely reactive in character. The argument’s most revealing formulation comes when Wang describes the ultimate goal of cultural sovereignty: a country that can establish international norms conforming to its own domestic order “will have no need to change.” The logic had shifted without announcement from “we must defend our culture from Western hegemony” to “we should help shape the international normative environment so that it no longer requires us to become something we are not” — from a shield to something we might call a buffer zone, or a moat. It was not yet a projection outward; it was an attempt to push the pressure back. The distinction matters. Defensive posture and offensive aim are not quite the same thing, and Wang’s essay sits in the space between them — no longer purely reactive, not yet assertive, but oriented toward a world in which China’s domestic order would face less external challenge. Cultural sovereignty, in this reading, was not merely a shield. It was the architectural precondition for a more comfortable defensive perimeter.
Wang has published little since entering the Party system. His mature thinking is accessible only through the doctrines he is credited with shaping. But the 1994 essay is a reliable window into the framework he brought to Zhongnanhai, and that framework was not merely ideological. It was strategic in the most precise sense: Wang was not asking whether Chinese civilization was true or good in some universal sense. He was asking how cultural power could be deployed in the international contest over whose norms would set the terms of engagement — and specifically, how China could ensure it did not lose that contest on its own ground. Ideas, in this framework, were instruments, and the question was not whether they were right but whether they worked. It is precisely this instrumental quality — the strategic rather than philosophical relationship to civilizational claims — that made the translation into Party doctrine possible. The ideas were already formatted for policy.
What Wang represented institutionally, figures like Wang Hui and Zhao Tingyang represented intellectually — the New Left and the tianxia theorists who, in the late 1990s and 2000s, began constructing the philosophical architecture that official discourse would later inhabit. Wang Hui (b. 1959), whose early work had been genuinely critical of both Chinese neoliberalism and Western universalism, argued that Chinese intellectual history contained its own resources for thinking about modernity — that the “transsystemic society” (kuatixi shehui) of the Qing empire, with its transethnic, transreligious, transcultural composition, offered a model of political integration that the Western nation-state system lacked. Zhao Tingyang (b. 1961), a philosopher at the Chinese Academy of Social Sciences, went further: his 2005 book The Tianxia System argued that the classical Chinese concept of tianxia — a word usually rendered as “all under heaven,” and usually misread in the West as a synonym for Chinese imperial dominance — was not, in its philosophical substance, about Chinese hegemony at all. The misreading typically works by collapsing tianxia into the “tributary system” — the ritual framework through which imperial China organized its relationships with neighboring states — and treating that system as evidence of a settled Sinocentric hierarchy that China is now seeking to revive.
But modern historians have contested even that foundation. Peter Perdue, the Yale historian whose China Marches West won the Levenson Prize, argued in a 2015 article that the tributary system is itself largely a scholarly construct — a concept with no Chinese-language equivalent that no Chinese dynasty ever actually used, assembled by John King Fairbank and his collaborators in the 1960s and tenacious in the field ever since. What the historical record actually shows, Perdue argued, was not a systematic order but a tangle of distinct relationships involving trade, military force, diplomacy, and ritual — and crucially, one in which China’s neighbors did not passively accept the imperial center’s definitions of hierarchy but interpreted and negotiated those ritual relationships on their own terms. The tributary system as a coherent, China-dominated order is, in his account, a retrospective projection more than a historical reality.
Tianxia as a philosophical concept, then, is being misread through a lens that is itself — if Perdue is correct — already a misreading. (The whole discourse on tianxia that follows is drawn almost entirely from translation and commentary on Ownby’s excellent site). The idea, at its most serious, was of the world as a single moral-political order organized around shared values rather than an anarchic competition of sovereign units: a vision of governance that began from the premise of shared humanity rather than the premise of national self-interest. Zhao’s claim was that this idea, separated from its historically Sinocentric implementation, offered a philosophically more adequate starting point for thinking about global order than the Westphalian system of competing sovereign states.
Both projects were presented as universalist arguments rather than Chinese nationalist ones. Both claimed to offer conceptual resources that anyone could adopt. And both had critics who pointed out, with some force, that the universalism was difficult to disentangle from the Chinese particularity. Ge Zhaoguang, the historian who has written the most systematic critique of the tianxia revival, noted what he called “ahistorical history” at work — the tianxia order as actually practiced in the Zhou dynasty had been hierarchical and Sinocentric, and the cosmopolitan rhetoric of the revival acted, as he put it, as a Trojan horse for what was in effect Chinese exceptionalism. His formulation of the central question is the sharpest in the field: who is the author of the world system? Who decides its legitimacy? His answer was that any adequate response must appeal to justice, freedom, and democracy — standards that apply to China as much as to the West, and that the tianxia revivalists tended to obscure rather than engage. Xu Jilin, another liberal critic from within the Chinese academic tradition, made a distinction that maps precisely onto the essay’s central framework: civilization, he argued, is about what is universally good, while culture is about what is ours. When China invokes its civilization, is it making a claim about universal values or asserting a particular inheritance? The tianxia theorists, in Xu Jilin’s reading, were claiming to do the former while actually doing the latter — presenting meum as verum without having done the philosophical work the claim requires.
These internal critics matter for this essay not because they are necessarily right — the debate is genuinely unresolved — but because they show that the shift from defensive to offensive mode was not seamless or complete. Chinese intellectual culture retained, and retains, voices insisting on asking the harder questions: not just whether Chinese civilization is worth defending but whether the defense has become something other than what it claims to be. Xu Jilin’s verdict is the most pointed: China, he argued, has achieved the rise of wealth and power but not the rise of civilization — meaning that the meum has been successfully defended and expanded, but the claim that it is also verum, that it has something genuinely universal to offer, has not been earned. The assertion has run ahead of the justification.
It is Wang Huning, though, who provides the clearest single figure through which to trace the transition — not because he is the most philosophically interesting participant in these debates, but because he is the most consequential. His career arc is, in microcosm, the arc of Chinese civilizational discourse itself: from the relatively open intellectual inquiry of the late 1980s through the strategic consolidation of the 1990s to the confident assertion of the Xi era. He is credited with contributing the theoretical architecture for three successive leaders’ signature concepts: Jiang Zemin’s “Three Represents,” Hu Jintao’s “New Development Concept,” Xi Jinping’s “China Dream” and the theoretical framework of Xi Jinping Thought on Socialism with Chinese Characteristics for the New Era. The common denominator across three decades of Party doctrine is a China in which the Party rules indefinitely and a world in which China is increasingly influential — and the civilizational claim has become, with each iteration, more explicit and more assertive about what China has to offer beyond its own borders.
The Xi synthesis is where the arc arrives, at least for now — though where exactly it has arrived is itself a question worth sitting with. “Xi Jinping Thought on Socialism with Chinese Characteristics for a New Era” is not modest about its civilizational ambitions, but the nature of those ambitions is easily misread. The “community of shared future for mankind” — a phrase that descends directly from Wang Huning’s framework and from the tianxia vocabulary developed by Zhao Tingyang and others — presents Chinese civilization not as a universal model to be exported but as a legitimate participant in a pluralist world order, one whose insights about governance, development, and international organization deserve a seat at the table alongside Western liberal assumptions rather than beneath them. The Global Civilization Initiative, launched in 2023, makes the framing explicit: not “adopt our values” but “stop assuming yours are universal.” China proposes an international “equality of civilizations” agenda whose primary thrust is the rejection of Western civilizational hierarchy rather than the assertion of a Chinese one. These are not the same thing. The wound of the 19th century is still doing work here — the equality of civilizations is defined against the civilization that once administered the “standard of civilization” — and that wound goes some way toward explaining why the agenda reads more as a demand for recognition than as a bid for dominance. What was once a defense has become a claim to parity. Whether parity is where the ambition stops is a question the essay cannot answer with confidence — and honesty requires saying so.
The Levensonian framework illuminates precisely what has happened. The meum and verum that the nineteenth century tore apart — that Kang Youwei and Liang Qichao spent their careers trying to rejoin — have been reattached, by proclamation, in the Xi era. The meum of Chinese civilization, successfully defended and politically consolidated, has been proclaimed verum — not merely ours but valid beyond us, not merely Chinese but offered, however tentatively, to a wider human conversation. Whether that declaration is earned — whether it represents genuine philosophical work or a political decision to stop asking the question — is precisely the issue that the tianxia revivalists and their critics have been debating for three decades. The critics argue that it is not earned: the meum has been expanded without the verum being established, the civilizational assertion has outrun the civilizational achievement. The party-state, having foreclosed the debate domestically, asserts that the question has been answered.
The civilization trap, as this essay has been tracing it, now becomes visible in its full structure. The trap has nothing to do with civilizational thinking being inherently wrong or inevitably leading to conflict. The critics who dismissed it as propaganda or deflection made that error.The trap is something subtler: that the movement along the gradient from defensive to something more assertive tends to happen without announcement, in ways the thinkers caught in it often cannot see from inside. Wang Huning’s 1994 essay shifted from defending Chinese culture against Western hegemony to imagining a world in which China would face less pressure to change — a meaningful step, but one he did not name as such. The tianxia revival moved from philosophical inquiry to political legitimation so gradually that it is now difficult to say where one ended and the other began. And on the Western side, as I argued at the beginning of this essay, the same gradient is visible: Rubio in Munich was doing something that Huntington’s vocabulary made available without Huntington having intended it, deploying a defensive framework for triumphalist ends, crossing a line whose location he gave no sign of having noticed.
The asymmetry between the two sides matters and should not be papered over for the sake of a tidy conclusion. Rubio in Munich was making a universalist claim — that Western civilization, defined by Christian faith and ancestry, represented something the world needed and that immigration threatened. China’s civilizational discourse has remained, stubbornly and perhaps deliberately, particularist: what China claims is not that its values should govern the world but that its values should be allowed to govern China, and that the international order should be pluralist enough to accommodate that. “Chinese Characteristics” is not an accident of phrasing — it is a persistent signal that the claim is bounded. The wound of the 19th century still shapes the emotional register of Chinese civilizational assertion, pushing it toward recognition and parity rather than dominance. Whether it stays there is genuinely uncertain, and honesty requires leaving that uncertainty on the page.
The contrast becomes sharper when China’s civilizational assertiveness is placed alongside two cases that clearly represent the offensive mode in its current global expressions. Russia’s Russky Mir — the “Russian World” doctrine developed by the likes of Patriarch Kirill of Moscow (Primate of the Russian Orthodox Church) and the far-right philosopher Alexander Dugin as ideological cover for Putin’s revanchism — is explicitly expansionist in its civilizational logic: the Russian Orthodox cultural sphere is held to constitute a transnational community whose members, wherever they reside, fall within Russia’s legitimate sphere of concern and, when necessary, intervention. The doctrine does not merely claim parity or recognition; it claims jurisdiction, as we’ve witnessed in Ukraine. Hindutva, in its more expansionist expressions, carries a comparable logic outward from India, imagining a greater civilizational homeland, Akhand Bharat, whose sacred geography exceeds the borders of the modern Indian state, and whose cultural imperatives press against the autonomy of minorities within those borders and the sovereignty of neighbors beyond them. Both are civilizational doctrines that have generated, or explicitly justified, territorial aggression and internal persecution. Neither is content with the defensive perimeter. By this comparative measure, China’s insistence that its values should govern China — that the international order should be pluralist enough to leave Chinese governance to the Chinese — looks more modest, and the distinction between demanding recognition and demanding deference looks considerably more consequential, than the civilization-clash framing tends to allow.

Taiwan presents the most obvious challenge to this distinction and deserves direct attention. But the Taiwan case is less a civilizational claim than a Westphalian one. Beijing’s official position on Taiwan is not that Taiwan must be reunified because its people share Chinese civilization and therefore fall within China’s normative jurisdiction — though to be sure this logic, of the sort Russky Mir applies to Russians abroad, is part of the emotional rationale for many Chinese. The official position, however, is that the Chinese Civil War produced an unresolved question of sovereign succession that was frozen by American interventions in 1950 and beyond, and that the People’s Republic is the legitimate successor state to the entire territory of the Republic of China. This is a claim about sovereignty and territorial integrity of the kind that might fall under Westphalian international law — the same logic, in its basic structure, that kept the German question open for forty years and that underlies dozens of other unresolved post-colonial and post-imperial border disputes. It is a claim that carries profound dangers, and this essay does not minimize those dangers. But its internal logic is national and juridical rather than civilizational, and that distinction matters for the argument being made here.
What China, the West invoked by Rubio, and all other states where civilizational discourse is back in vogue share is not symmetrical ambition but a common predicament. They are reaching for civilizational language because the alternatives have lost their authority. The liberal international order’s universalism has been exposed as partial; the ideological blocs of the Cold War are gone; the nation-state alone cannot carry the emotional and normative weight that the current moment demands. Into that vacuum, civilization returns — on the Western side with a triumphalism that has not earned its confidence, on the Chinese side with an assertiveness whose ultimate limits remain unclear.
They encounter one another in Munich, in Davos, in the Great Hall of the People, in every forum where the terms of the post-American order are being negotiated. This is not Huntington’s “clash of civilizations” but something more vertiginous: traditions, wounded in different ways and at different moments, reaching for the same vocabulary to name what they fear losing, and discovering that the vocabulary does not quite fit either of them.
Seen in historical perspective, this pattern is not unique to our moment. Spengler wrote of civilization amid the ruins of European confidence after the horrors of the Western Front. Chinese reformers reached for civilizational reinvention after humiliating defeat and unequal treaties shattered the old order. Huntington theorized civilizational conflict in the vacuum left by the Cold War’s end. Each moment shared a similar condition: frameworks that once organized political life had lost their authority, and identity rushed in to fill the space.
The civilization trap is therefore not a pathology peculiar to our time. It seems instead to be a recurring feature of modernity itself. Civilizational thinking emerges most forcefully not when cultures are confident but when political legitimacy wobbles and societies begin searching for deeper foundations for their collective life.
This essay has not attempted to prescribe a way out of the trap. No clean exit is obvious. The universalism that civilizational thinking displaced was real in its achievements and partial in its self-presentation, and simply reasserting it is not a serious option. What remains — the only thing that remains — is the quality of thinking brought to the trap itself: whether civilizational claims are held with the philosophical seriousness and uncertainty that Kang Youwei and Liang Qichao brought to their question, or with the performed confidence of people who have decided to stop asking it.
That distinction will not dissolve the trap. But it is the difference between being caught in it thoughtfully and being caught in it blind.
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The Unyielding Statesman: François Guizot

Imagine, if you will, a man standing before a roaring crowd, his voice steady and clear as he delivers an impassioned speech. This is not a scene from a modern political rally, but a snapshot of François Guizot, a towering figure in 19th-century French politics. Born into a bourgeois Protestant family in Nîmes, Guizot's life was a tapestry of intellectual prowess, political acumen, and unwavering conviction. His journey from a young scholar to a statesman who shaped the course of French history is a tale worth telling.

A Childhood Shaped by Revolution

François Guizot was born on October 4, 1787, at a time when France was on the brink of revolutionary change. His father, a staunch supporter of the Revolution, was executed during the Reign of Terror when François was just six years old. This traumatic event left an indelible mark on the young boy, shaping his future political views and fueling his lifelong commitment to moderate liberalism.

Driven from Nîmes by the Revolution, Guizot and his mother sought refuge in Geneva. Here, under the influence of his mother's Calvinistic beliefs and the philosophies of Jean-Jacques Rousseau, Guizot received an education that blended intellectual rigor with practical skills. He even learned carpentry, crafting a table that would become a symbol of his early industriousness.

From Scholar to Statesman

In 1805, at the age of eighteen, Guizot arrived in Paris. He quickly immersed himself in the city's literary society, writing for a journal and tutoring the family of a Swiss minister. His literary pursuits soon caught the attention of notable figures, and by 1812, he was appointed to the chair of modern history at the Sorbonne. Guizot's lectures were a breath of fresh air, marking the beginning of a great revival of historical research in France.

His intellectual pursuits, however, were just the prelude to a career in politics. Guizot's opposition to King Charles X's attempt to usurp legislative power made him a key figure in the July Revolution of 1830. He became a staunch supporter of the "citizen king" Louis Philippe I, serving in various ministerial roles, including Minister of Education, ambassador to London, Foreign Minister, and ultimately, Prime Minister of France.

The Architect of Public Education

One of Guizot's most enduring legacies was his role in expanding public education. Under his ministry, primary schools were established in every French commune. This initiative was a monumental step towards creating a more educated and informed citizenry, a cornerstone of Guizot's vision for a stable and prosperous France.

His influence extended beyond primary education. He revived the Académie des Sciences Morales et Politiques, which had been suppressed by Napoleon, and founded the Société de l'histoire de France. These institutions became hubs for intellectual discourse and the publication of historical works, further enriching France's cultural landscape.

A Champion of the Bourgeoisie

Guizot was a leader of the "Doctrinaires," a political faction committed to supporting the policies of Louis Philippe and limiting the expansion of the political franchise. His unwavering support for restricting suffrage to propertied men earned him both admiration and criticism. He famously advised those seeking the vote to "enrich yourselves" through hard work and thrift, a sentiment that resonated with the bourgeoisie but alienated more left-leaning liberals and republicans.

The Fall of a Titan

As Prime Minister, Guizot's ban on political meetings in January 1848 catalyzed the revolution that toppled Louis Philippe and saw the establishment of the French Second Republic. His tenure was marked by a delicate balance between maintaining peace and navigating the complexities of European politics. His foreign policy, while praised by some, was denounced by others as subservient to England.

In the midst of the revolutionary fervor, Guizot resigned from his post. He found refuge in Paris and later escaped to London, where he continued his literary pursuits. Despite the turmoil, Guizot remained a respected figure, receiving distinctions from academic institutions and continuing to influence the political landscape from afar.

A Life of Letters

Guizot's literary output was prodigious. His works spanned history, politics, and philosophy, earning him admiration from contemporaries such as John Stuart Mill, Johann Wolfgang von Goethe, and Alexis de Tocqueville. His historical works, including "Histoire générale de la civilisation en Europe" and "Histoire de la civilisation en France," were widely admired and continue to be studied today.

In his later years, Guizot devoted himself to literary labor, which became his chief means of subsistence. He continued to be an active member of the Institut de France and the Protestant Consistory, advocating for the independence of intellectual institutions and the dignity of the profession of letters.

A Legacy of Thought and Action

François Guizot's life was a testament to the power of conviction and the enduring impact of intellectual pursuits. His resolute opposition to universal suffrage has led some to label him a conservative, but his advocacy for representative government and the abolition of capital punishment paint a more nuanced picture. His ideas influenced liberal reformers across Europe, and his legacy continues to inspire scholars and politicians alike.

As he lay on his deathbed in 1874, Guizot recited verses from Pierre Corneille and texts from the Bible, a fitting end to a life dedicated to the pursuit of knowledge and the betterment of society. His story is one of resilience, intellect, and unwavering conviction, a tale that resonates with the spirit of an age defined by revolution and reform.

Conclusion

François Guizot was more than just a statesman; he was a visionary who shaped the course of French history through his intellectual prowess and political acumen. His life serves as a reminder of the enduring impact of ideas and the power of conviction in the face of adversity. As we reflect on his legacy, we are reminded of the timeless values of education, moderation, and the pursuit of knowledge—values that continue to guide us in our own quest for a better future.

"You may raise the pile of calumny as high as you will; you will never reach the height of my disdain!"

This quote, attributed to Guizot, encapsulates his unyielding spirit and his refusal to be swayed by criticism. It is a testament to his enduring legacy and a call to action for all who seek to make a difference in the world.
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In the autumn of 1979, a Czech playwright sat in a prison cell deep inside Czechoslovakia's repressive apparatus. His name was Václav Havel, and he would remain there for nearly four years — not because he'd committed any crime most would recognize as such, but simply because he'd written plays that exposed the absurdities of a regime that demanded its citizens "live within a lie." By decade's end, this same man would assume the presidency of an entire nation, steering it peacefully through one of history's most remarkable transformations: from a communist state to a democracy. The journey between those prison walls and that presidential office is one of the twentieth century's most extraordinary stories — not just of politics, but of the human spirit's refusal to be silenced.

Havel was born into privilege on October 5, 1936, in Prague — a city then dominated by Nazi occupiers, soon to be subjected to Soviet control. His family name carried weight: his grandfather Vácslav Havel built landmark entertainment complexes on Prague's Wenceslas Square, while his father Václav Maria Havel developed the suburban Barrandov Terraces, located on the city's highest point. His uncle Miloš Havel constructed one of Europe's largest film studios nearby. The family was accomplished, entrepreneurial, and deeply cultured — with connections that stretched into Czechoslovakia's diplomatic and journalistic elite through his mother Božena Vavrečková's lineage.

But the socialist regime that came to power after World War II did not look kindly upon such bourgeois ancestry. In the early 1950s, because of his class background, young Václav entered a four-year apprenticeship as a chemical laboratory assistant while simultaneously taking evening classes at a gymnasium. He completed his secondary education in 1954 with excellent marks — yet for political reasons, he was rejected from every post-secondary school offering humanities programs. The regime had made its judgment clear: this bright young man from a bourgeois family would not be permitted to study literature or philosophy.

So Havel turned to economics, enrolling at the Czech Technical University in Prague, only to drop out after two years — perhaps recognizing that even economics could not contain his restless mind. After finishing military service between 1957 and 1959, he found employment in Prague's theatre world: first as a stagehand at the Theatre ABC, then at the Theatre on Balustrade (Divadlo Na zábradlí). Simultaneously, he became a correspondence student at the Theatre Faculty of the Academy of Performing Arts in Prague — an institution that would later recognize his extraordinary talent.

His first full-length play, The Garden Party, appeared in 1963 and immediately won international acclaim. Presented as part of the Theatre of the Absurd tradition at the Theatre on Balustrade, it skewered the pretensions of Communist officialdom with devastating precision. The play was soon followed by The Memorandum — one of his most celebrated works — and The Increased Difficulty of Concentration, all performed at the same venue.

In 1968, The Memorandum was brought to The Public Theater in New York, establishing Havel's reputation across the Atlantic. The American theatre world embraced this Czech playwright whose works were being banned in his own country after that year's Warsaw Pact invasion of Czechoslovakia — the very event that had crushed the Prague Spring reform movement.

Following the Soviet invasion that August, Havel found himself banned from the legitimate theatre world. He took a job at Krakonoš brewery in Trutnov, an experience he wrote about in his play Audience. This work, along with two other "Vaněk" plays (featuring the recurring character Ferdinand Vaněk, a stand-in for Havel himself), was distributed in samizdat form across Czechoslovakia — copied and passed from hand to hand like forbidden fruit.

The reputation of being a leading dissident was cemented with the publication of Charter 77 — a manifesto written partially in response to the imprisonment of members of the Czech psychedelic rock band The Plastic People of the Universe. Havel had attended their trial, which centered on their non-conformity: long hair, obscenities in music, involvement in Prague's underground movement.

Charter 77 marked him as something far more significant than a playwright with political themes — it made him an organizing force for dissent against the Communist regime. In 1979, he co-founded the Committee for the Defense of the Unjustly Prosecuted. His political activities resulted in multiple imprisonments by Czechoslovak authorities, constant government surveillance, and interrogation by the secret police known as Státní bezpečnost.

His longest period in prison — from May 1979 to February 1983 — is documented in letters to his wife Olga Šplíchalová, whom he had married on July 9, 1964. These Letters to Olga became some of the most moving documents of resistance literature.

He wrote essays that became legendary, particularly The Power of the Powerless in 1978, describing a societal paradigm where citizens were forced to "live within a lie" under the Communist regime. In describing his role as a dissident, he wrote in 1979: "We never decided to become dissidents. We have been transformed into them, without quite knowing how, sometimes we have ended up in prison without precisely knowing how. We simply went ahead and did certain things that we felt we"

The political prisoner became the political figurehead of resistance.

When the Communist system fell in Czechoslovakia through what was called the Velvet Revolution — a name chosen specifically because it represented peaceful change without violence — Havel's Civic Forum party played the central role. He assumed the presidency shortly thereafter, and was re-elected in a landslide following Slovak independence in 1993, when Czechoslovakia split into two separate nations. He became president of the Czech Republic.

His tenure was marked by difficult decisions: opposition to Slovak independence, condemnation of the treatment of Sudeten Germans and their mass expulsions after World War II, granting general amnesty to all those imprisoned under the Communist era. Many of his stances were controversial domestically, though by the end of his presidency he enjoyed greater popularity abroad than at home.

He was instrumental in dismantling Warsaw Pact alliances and expanding NATO membership eastward — a remarkable transformation for a man who had spent years as a political prisoner under that very system.

After leaving office, Havel continued as a public intellectual: launching the Prague Declaration on European Conscience and Communism, the VIZE 97 Foundation, Forum 2000 annual conferences. His political philosophy was one of anti-consumerism, humanitarianism, environmentalism, civil activism, and direct democracy — he supported the Czech Green Party from 2004 until his death.

He received numerous accolades: Presidential Medal of Freedom, Gandhi Peace Prize, Philadelphia Liberty Medal, Order of Canada, Four Freedoms Award, Ambassador of Conscience Award, Hanno R. Ellenbogen Citizenship Award. The 2012–2013 academic year at the College of Europe was named in his honour.

By the time he passed away on December 18, 2011, some considered him one of the most important intellectuals of the twentieth century — a playwright who became president, a prisoner who became leader, and above all, a man who refused to live within the lie. In 2012, Prague's international airport was renamed Václav Havel Airport Prague — a small piece of official recognition for an extraordinary life that proved the power of ideas over the regimes that tried to suppress them.

He was born into wealth and limited by socialist restrictions; he became a symbol of freedom through the only currency that matters in any regime: the currency of conviction.
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    Based on Wikipedia: World Economic Forum

In January 1988, two countries standing on the edge of war quietly signed an agreement in a small Swiss ski resort. The document became known as the Davos Declaration—Greece and Turkey, months earlier locked in a conflict that threatened to boil over into military confrontation, had found common ground not in Athens or Ankara but in the conference room of a mountain hotel. That moment encapsulated what made the World Economic Forum uniquely powerful: it offered a stage where enemies might become partners, where deals could be struck above the fray of daily headlines, and where the global order's most consequential players gathered each year to reshape the world from behind closed doors.

The forum began in 1971, born from a conviction held by its founder that modern leadership demanded a different kind of gathering. Klaus Schwab, then a German engineer and business professor at the University of Geneva, had observed that European executives needed exposure to American management practices—his native continent's industries were aging while America's roared ahead. He organized a first European Management Symposium inside the Davos Congress Centre, under the patronage of the European Commission and European industrial associations, inviting 450 executives from Western European firms. The event was modest but carried an ambition that would grow exponentially.

By 1972, the forum expanded its scope beyond management techniques into political territory—the Luxembourgish Prime Minister Pierre Werner became the first head of government to speak at the annual meeting. A decade later, the forum had fundamentally transformed in character and significance. By 1981, attendees described the event as offering "a delightful vacation on the expense account"—the atmosphere remained playful, members skiing and attending evening events while governments listened. But beneath that leisure lay something far more serious: a platform where political leaders could promote their interests without the usual theatrical confrontation of public diplomacy.

The transformation became explicit in 1988. The Davos Declaration between Greece and Turkey marked a turning point: peace itself could be brokered at a business conference. Three years later, in 1992, South African president F.W. de Klerk met Nelson Mandela and Chief Mangosuthu Buthelezi at the annual meeting—their first joint appearance outside South Africa. The forum had become a place where adversaries might reconcile, where the usual architecture of diplomatic theater dissolved into something more pragmatic.

By 1994, Israeli foreign minister Shimon Peres and Palestinian Liberation Organization chairman Yasser Arafat reached a draft agreement on Gaza and Jericho directly at Davos—peace negotiations happening not in Jerusalem or Oslo but in the Swiss Alps. The following year, in 1996, what became known as the "Davos Pact" saw the forum's elite help Boris Yeltsin retain power as president of the Russian Federation against his presumptive challenger Gennady Zyuganov—a intervention that fundamentally altered the trajectory of post-Soviet politics.

The forum's location—high in the Swiss Alps, isolated from ordinary life—created a particular kind of space. Attendees were not simply meeting; they were removed from their ordinary contexts, able to negotiate without the pressure of daily news cycles or constituent demands. The atmosphere facilitated something unique: a gathering where enemies might stand shoulder-to-shoulder with allies, where deals could be struck in corridors rather than press conferences, and where power performed itself differently.

After the events of September 11, 2001, the forum changed location for the first time outside Switzerland—New York City became its host, an acknowledgment that global threats demanded proximity to centers of American power. In January 2003, US Secretary of State Colin Powell drummed up sympathy for the war on terrorism and the impending invasion of Iraq directly at Davos—a speech delivered not in Washington but in a Swiss resort transformed by conflict into something more than a conference.

Yet this very power invited scrutiny. The forum had grown from an intimate gathering of European executives to a global event attracting 3,000 paying members—investors, business leaders, political figures, celebrities, and journalists—for five-day sessions organized across approximately 500 separate discussions. Its funding came from roughly 1,000 multinational companies; its operations remained less transparent than critics desired.

In October 2004, the organization experienced a crisis when CEO José María Figueres resigned over undeclared receipt of more than $900,000 in consultancy fees from Alcatel—a telecommunications firm. Two years later, Transparency International highlighted the incident in their Global Corruption Report, an embarrassment for an organization professing to shape global standards.

The following year brought another controversy: in January 2006, the forum'sGlobal Agenda magazine published an article titled "Boycott Israel," distributed directly to all 2,340 participants. Klaus Schwab described the publication as "an unacceptable failure in the editorial process"—a rare admission of institutional error that revealed how deeply the organization's reach extended beyond simple conference hosting into the shaping of international discourse.

By late 2015, a North Korean delegation received invitation to attend the 2016 forum—organizers cited "positive signs coming out of the country." The invitation was accepted. But on January 13, 2016, following North Korea's nuclear test, the organization revoked its invitation despite Pyongyang calling the decision "sudden and irresponsible"—a moment when Davos became entangled in geopolitics more delicate than anyone expected.

The annual meeting continued to host world leaders who fundamentally disagreed with each other's trajectories: Chinese president Xi Jinping arrived in 2017, defending global economic arrangements while defending China's role as an environmental leader against populism that might introduce tariffs. Narendra Modi gave the keynote speech in 2018—the first Indian head of government to deliver the inaugural plenary address—highlighting climate change, terrorism and protectionism as three major challenges facing global collective efforts.

Brazilian president Jair Bolsonaro emphasized liberal economic policies on his first international trip to Davos in 2019, attempting to reassure attendees that Brazil protected the rainforest while utilizing resources for food production and export. The environment remained a central concern: extreme weather events and climate change adaptation failures ranked among top-ranking risks expressed by attendees—something more than business proceeded underneath the conference's polished surface.

By June 2019, the organization entered into a Strategic Partnership Framework with the United Nations to accelerate implementation of the 2030 Agenda for Sustainable Development. The forum had grown from management symposium to essential infrastructure for global governance—a transformation that made criticism inevitable and influence undeniable. Its annual meeting in Davos had become something more than a conference: it was where power found temporary housing, where enemies spoke privately, and where the world order assembled itself anew each winter.

The organization convened regional conferences, produced reports, engaged members through sector-specific initiatives, and provided platforms for leaders across stakeholder groups to collaborate on projects. Its mission—to improve the state of the world by engaging business, political, academic, and other societal leaders—had become inseparable from the architecture of international decision-making itself. The annual meeting in Davos had transformed from a modest European management symposium into an essential stage where power performed its most consequential work: peace agreements, geopolitical alignments, economic policies, and climate commitments all found their origins in conversations held far above ordinary life in the Swiss Alps.

The forum's critics argued something else was happening beneath that surface. They alleged corporate capture of democratic institutions, institutional whitewashing initiatives, security costs borne by public budgets, unclear decision-making processes, ambiguous membership criteria, insufficient financial transparency, and environmental damage from annual meetings—criticisms ranging from governance opacity to ecological footprint. These concerns persisted alongside the organization's influence, representing a tension at the heart of its existence: an institution simultaneously shaping global policy while remaining unaccountable for the consequences.

The organization remained funded by member multinational companies—a model that offered independence but also invited dependency on corporate interests most likely to shape the forum's direction. Its annual meeting attracted criticism from multiple directions: those questioning its legitimacy, those concerned about transparency, and those questioning whether this gathering truly shaped global outcomes or merely performed influence theatrically.

The World Economic Forum has become something unique in world affairs—an annual convocation where power assembles itself intimately, away from cameras and press rooms, to negotiate the terms of global order. Its transformation from management symposium into essential infrastructure illustrates how international institutions can transform: each January in Davos, enemies speak, deals are made, and the architecture of global governance assembles itself anew. That transformation remains both its greatest achievement and most controversial legacy—power assembling behind closed doors at a mountain resort became something far more than conference: it represented an ongoing negotiation about who shapes our world.

{"https://en.wikipedia.org/wiki/World_Economic_Forum": "It began in 1971 as a modest European Management Symposium organized by Klaus Schwab, a German engineer and business professor at the University of Geneva. The event was modest but carried an ambition that grew exponentially—his native continent's industries were aging while America's roared ahead."}
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  Today’s digest is published in collaboration with Bill Bishop’s Sinocism, the China newsletter many of us read before reading anything else. — Thomas


What is China’s place in a post-US-led global order? That question—given new urgency by the US–Israeli strikes that killed Iran’s Supreme Leader on 28 February—runs through this month’s digest, which was largely compiled before these events unfolded.
In January’s edition, we highlighted the emergence of more assertive calls to recalibrate China’s diplomatic posture. Those calls persist—in Chen Wenling’s proposal that Beijing articulate “untouchable” red lines in the economic realm with the same clarity it reserves for Taiwan and in Tian Feilong’s combative insistence that China maintain an “escalatory” posture over Panama’s voiding of CK Hutchison’s canal contract. However, the corpus remains divided over the nature of the emerging global order and how China should navigate it.
Some of the more concrete proposals for innovation in the international system involve mechanisms to address global trade imbalances. Former MOFTEC official Ma Xiaoye argues that the post-free-trade era will be defined by “managed trade”, with framework agreements setting volumes and values by product category. Meanwhile, Jin Canrong and Di Dongsheng, alongside Ding Yifan of the State Council’s Development Research Centre, sketch out a system of global trade based on collective regulation of trade surpluses and deficits.
Commentary on the Iran conflict from four prominent international relations experts spans the days before and after the US–Israeli strikes. Pre-strike analyses express concern over political rupture, surging religious extremism and the weakening of the “Axis of Resistance”, with Niu Xinchun framing the US–Iran impasse as an irresolvable “mini-Cold War”. Jin Liangxiang describes the nuclear negotiations as a calculated “trap” designed to provide pretext for military action, while noting that China’s strategic oil reserves are sufficient to weather short-term disruption. Zheng Yongnian, writing after the killing, casts the assassination as a “Religious War 2.0” and warns that international order is shifting from one based on rules to one governed by fear.
Japan also receives renewed attention—unsurprisingly given Takaichi’s landslide re-election—but much of the coverage will be familiar to readers of our November briefing: Japan as an unreconstructed right-wing power, constitutional revision on the horizon, and the US-Japan alliance as a vehicle for containing China. One genuine point of contention lies in the question of urgency: while most voices treat Japan’s military modernisation as an unstoppable trajectory, two—Jin Canrong and Zhang Wenmu—stand out for their explicit calls for China to resolve the Taiwan issue before Japan completes its rearmament.
Coverage of Europe centres on musings about the decline of the transatlantic relationship, prompted by the Munich Security Conference and the visits of Western leaders to China, with a particularly strong call from Zhang Jian for Europe to “abandon NATO”.
Turning to the Chinese economy, two themes—capital account liberalisation and property sector management—come to the fore, including provocative heterodox arguments from Li Xunlei and Zhao Yanjing.
On the capital account issue, Li Xunlei argues that the prevailing consensus—that free convertibility would crash the RMB—is mistaken, and that the currency is undervalued by roughly half, while Miao Yanliang of CICC dismantles seven “outdated assumptions” underpinning resistance to opening. Others are more cautious: Zhang Chun of SAIF, for example, insists full onshore opening will not occur over the next two decades.
On the property question, Zhao Yanjing offers a sharp heterodox defence of land revenue as equivalent to municipal equity, arguing that the government’s property crackdown rested on a category error, while Sheng Songcheng outlines a more orthodox approach to stabilising the real estate market.
Finally, discussion of the socio-economic impacts of AI include Cai Fang’s warning of a deepening “reverse-Kuznets process” as labour migrates to lower-productivity sectors, alongside Zhang Dandan’s advocacy of an early-warning system to allow timely retraining and support for employees hit by AI uptake. 
A debate over proposals to abolish the High School Entrance Exam (中考) has also been in the air: Yao Yang frames its abolition as essential for shifting away from China’s high-pressure development model, while Chen Zhiwen defends the exam as a core pillar of social governance.

— Jacob Mardell
In Brief

	Global Order & US–China:
	Ma Xiaoye on the post-free-trade era being defined by framework agreements that set target volumes and values by product category.

	Zheng Yongnian on the Davos Forum marking the death of the “Global North” as a concept.

	Wu Baiyi on US financial hegemony unravelling and emerging economies laying the foundations for future de-dollarisation. 

	Ding Yifan, Jin Canrong & Di Dongsheng on the international system facing not “China + 1” but a “World - 1” as US retrenchment accelerates.

	Chen Wenling on the need for China to articulate economic red lines with the same clarity it reserves for Taiwan.

	Wang Jisi and David Lampton on the emergence of a rare window for a “new normalisation” of US–China relations.



	Japan:
	Li Yongjing on Japan being a right-wing nation-state rather than a country with a right wing.

	Zheng Yongnian on the simultaneous collapse of the three constraints that once held back Japan’s militarisation.

	Shen Yi on Takaichi exploiting the “window of opportunity” created by America’s relative decline.



	Taiwan:
	Zhang Wenmu on the conditions for reunification with Taiwan being at their most favourable.

	Jin Canrong on China needing to resolve the Taiwan issue before Japan completes its military modernisation.

	Liu Guoshen on why China’s national rejuvenation will naturally dissolve, rather than depend on resolving, the Taiwan issue.

	Wang Hailiang on Beijing’s growing leverage requiring Washington to adjust and accommodate tougher Chinese demands.



	Middle East:
	Jin Liangxiang on the US–Israeli strikes as a premeditated “trap” and the adequacy of China’s strategic oil reserves.

	Liu Zhongmin on the “two Middle Easts” and the risk of surging Islamic extremism amid US withdrawal from counter-extremism

	Niu Xinchun on the irresolvable Iran-US impasse and the likelihood of a regional “mini-Cold War”.

	Zheng Yongnian on the killing of Khamenei as a “Religious War 2.0” and the erosion of the rules-based order.



	Europe:
	Zhou Bo on Europe’s attitude towards China entering a “second phase”, with European leaders now visiting the PRC en masse.

	Zhang Jian on it being time for Europe to let go of its NATO obsession.

	Jiang Feng on Europe “shifting from defence to offence” and moving beyond deep anxiety towards “strategic composure”.



	Latin America:
	Sun Yanfeng on China’s willingness to inflict economic pain on Panama to defend overseas interests.

	Tian Feilong on China needing to maintain an “escalatory” posture over Panama’s voiding of CK Hutchison’s canal contract.



	Chinese Economy:
	Xia Bin on why China must prioritise financial security and RMB regionalisation over premature capital account opening.

	Li Xunlei and Zhang Deli on China’s share of global exports not yet peaking.

	Miao Yanliang on fears surrounding capital account opening being based on seven outdated assumptions.

	Li Xunlei on the RMB’s undervaluation and the mistaken consensus that free convertibility would crash the currency.

	Zhang Chun on China’s onshore capital account opening not happening for at least twenty years.

	Zhao Yanjing on the government’s property market crackdown being built on a category error.

	Sheng Songcheng on China needing to stabilise real estate within one to two years.



	Technology & Society:
	Cai Fang on artificial intelligence deepening China’s employment challenges, accelerating the movement of labour from high-productivity to low-productivity sectors.

	Zhang Dandan and Li Jia on the likelihood of AI rapidly impacting employment and the need to establish a data-fuelled early-warning system.

	Yao Yang on the need to abolish the High School Entrance Exam (zhongkao) and rethink China’s utilitarian development model.

	Chen Zhiwen on why the proposals to abolish the zhongkao rest on faulty assumptions about its role.









1. Global Order & US–China


Ma Xiaoye (马晓野): The post-free-trade era will be defined by “managed trade” [管理型贸易]—framework agreements that set target volumes and values by product category. The post-war economic order was built on US debt claims and designed to absorb American overcapacity—now that the US is a thirty-nine-trillion-dollar debtor nation pursuing reindustrialisation, the economic logic underpinning that order has reversed. Middle powers like Canada and the EU are racing to strike managed trade deals with China ahead of a US–China framework agreement—securing a seat at the table before the two largest trading partners set the rules without them. — Former Director of US Affairs, MOFTEC; Founding Director, Academy for World Watch, Shanghai (FT中文网, 8 February)
Zheng Yongnian (郑永年): The Davos Forum marks the death of the “Global North” as a concept: Western allies were “beaten awake” [打醒] by Trump’s stick, and the old order has collapsed because America can no longer sustain the costs of empire. A new order has not yet emerged, but the international system is already undergoing “feudalisation” [封建化] as each great power builds a regional order centred on itself. While Trump revives neo-colonialism in Latin America—retrenchment not as retreat but consolidation for future expansion—China, as the “key variable” in international relations, should hold the banners of free trade and multilateralism that America has dropped. — Founding Director, Institute for International Affairs, The Chinese University of Hong Kong, Shenzhen (侠客岛, 29 January)
Wu Baiyi (吴白乙): The core of US hegemony—its “super financial imperialism” [超级金融帝国主义]—is unravelling as Trump abandons “great power self-discipline” [大国自律] for transparent self-interest and utilitarian alliances, destroying the stability upon which this financial hegemony relies. Amidst unsustainable national debt threatening dollar confidence, Carney’s proposed “middle power front” constitutes a hedging strategy by traditional allies against Washington-related risk. Although the ultimate catalyst for transforming the global financial order remains unknowable, the structural basis for future de-dollarisation is being laid as emerging economies develop a “trinity” [三位一体] of currency swaps, digital currencies and alternative domestic payment systems. — Professor and Director, Institute of Latin American Studies, Chinese Academy of Social Sciences (海外看世界, 23 February)
Ding Yifan (丁一凡), Jin Canrong (金灿荣) & Di Dongsheng (翟东升): As US strategic retrenchment accelerates, the international system faces not “China + 1” but a “World - 1”. China, tempered into an “indestructible body” [金刚不坏之身] by years of pressure, now finds itself at the top table, with the US effectively conceding its peer status. Yet China cannot simply take the baton from America or it will repeat the same structural mistakes; it must build a fairer system of “common finance” [共同财政] in which both surplus and deficit countries bear adjustment responsibility, addressing international concerns—acknowledged as legitimate—that China is “walking its own road yet leaving no road for others”. US–China relations have entered a “bargaining” phase in America’s five stages of grief over China’s rise, but China’s own psychological readiness for leadership has not yet caught up with its material strength. — Development Research Centre of the State Council; Renmin University of China (观察者网, 28 January)
Chen Wenling (陈文玲): China needs to articulate economic “bottom lines” [底线] with the same clarity it reserves for Taiwan, establishing four untouchable red lines. These are: the inviolability of overseas investment rights (citing the forced Nexperia divestment as a precedent that “must not recur”); the preservation of normal trade with partners including Venezuela, Iran and Russia; protection of supply chains Chinese enterprises have built abroad; and equal access to international straits and sea lanes. US strategy is not contraction but “strategic refocusing” [战略再聚焦], with greater precision and intensity than before. Yet the US-Western bloc is undergoing a “landmark fracturing”, and China should seize this moment to use its comprehensive national strength to “form necessary pressure” on those who harm its interests. — Chief Economist, China Center for International Economic Exchanges (北京对话, 29 January)
Wang Jisi (王缉思) and David M. Lampton: A rare window exists for a “new normalisation” of US–China relations, which should begin with Taiwan, the most dangerous flashpoint—and one where de-escalation may be more achievable than assumed, given that Beijing’s own Anti-Secession Law criteria for military action are not currently met. Signs of an opening already exist and the Fourth Plenum’s emphasis on re-energisation through openness echoes Deng Xiaoping’s logic of pacifying the outside world to focus on domestic strength. Beyond Taiwan reassurances, concrete steps include reopening China’s Houston and Chengdu consulates, dramatic mutual tariff reduction, and relaxing constraints on journalists. — Professor, School of International Studies, Peking University (Foreign Affairs, 12 February)


2. Japan


Li Yongjing (李永晶): Japan is not a country with a right wing — it is a right-wing nation-state [右翼民族国家]. Conventional frameworks that treat Japan’s right wing as one pole in a left-right contest exaggerate the left’s influence and obscure the reality that right-wing thought, anchored in Emperor-system nationalism [天皇制民族主义], has constituted the defining character of Japanese political life since the Meiji era. Today’s right wing, however, faces an “intellectual hollowing-out” [思想空洞化]: unlike pre-war predecessors who offered sophisticated if dangerous theoretical frameworks, the contemporary right lacks ideological depth yet retains its proven capacity for action. — Associate Professor, Department of Political Science, East China Normal University (文化纵横, 10 February)
Zheng Yongnian (郑永年): The three constraints that once held back Japan’s “normalisation” [正常国家]—constitutional limits, American restraint and domestic pacifist sentiment—have all collapsed simultaneously, clearing the path for an accelerated rightward shift. Japanese society’s deep conformism [顺从和从众性] makes far right’s capture of the state apparatus far more likely than in Europe, where citizens openly resist. Japan’s framing of Taiwan as a domestic concern [内政化] reflects not merely geopolitical calculation but an unresolved colonial mentality [殖民心态]. If Japan continues to provoke, China should consider reopening the never-settled question of Ryukyu’s status. — Founding Director, Institute for International Affairs, The Chinese University of Hong Kong, Shenzhen (大湾区评论, 13 February)
Shen Yi (沈逸): The Takaichi Taiwan remarks are not another cyclical China-Japan flare-up but a structurally different event: Japan’s right wing is exploiting the “window of opportunity” created by America’s relative decline to shed its defeated-nation status, while the US pushes allies to the forefront to assume more forward-deployed roles. China’s response should not be confined to bilateral Sino-Japanese relations—it must seize the moral high ground of defending the post-war order, connecting China’s growing strength with a narrative that revisits the shared US-China history of fighting militarism and fascism. Concretely, China should activate the UN Charter’s “enemy state clauses” [敌国条款] against Japan and reopen the never-settled question of Ryukyu’s legal status. — Professor, Department of International Politics, Fudan University (观察者网, 2 February)


3. Taiwan


Zhang Wenmu (张文木): The conditions for reunification with Taiwan are at their most favourable and most mature—but by dialectical logic, peak maturity also means peak fragility, and the window is fleeting. Every previous attempt at reunification was derailed by unexpected events, from the Korean War in 1950 to Chiang Ching-kuo’s death in 1988. Today history has again placed a favourable opportunity before China, and delay invites disruption. — Professor, School of Strategic Studies, Beihang University (张文木战略, 9 February)
Jin Canrong (金灿荣): China should resolve the Taiwan issue before Japan completes its military modernisation and breaks through existing constraints. Japan’s comprehensive rightward shift is now a fait accompli: the centrist opposition was routed, the far right is ascendant, and Takaichi will accelerate the transformation from “peace state” to “normal country”. However, Japan’s internal problems remain severe and election victory does not guarantee smooth sailing for Takaichi. Moreover, today’s China, possessing the largest industrial system in human history, means Japan can no longer “gamble on national fortune” [赌国运] at China’s expense. — Professor, School of International Relations, Renmin University (胡锡进观察/金金乐道, 9 February)
Liu Guoshen (刘国深): China’s growing strength demands a fundamental rethinking of the Taiwan question. Rather than scrambling anxiously over every provocation, Beijing should manage Taiwan from a position of calm, confident superiority — letting structural gravity do its work. The sovereignty debate is already in “garbage time”; 183 nations have settled it. The priority is therefore to deepen cross-Strait integration, shape the international order, and build long-term gravitational pull, allowing unification to emerge as a natural outcome of China’s rise rather than through costly confrontation. — Director, Collaborative Innovation Centre for Peaceful Development of Cross-Strait Relations, Xiamen University (中评社, 24 February)
Wang Hailiang (王海良): China’s position on Taiwan has never been stronger, and Washington must reckon with this reality. February’s Xi-Trump phone call was a strategic warning shot: Beijing is drawing a thick red line (很粗重的红线) ahead of any April summit, covering not just arms sales but political commitments. Trump understands the transactional logic: stable China relations require handling Taiwan carefully. His “America First” arms strategy will inevitably prioritise Taiwan, but Chinese pressure remains a counterweight. Lai Ching-te’s “four unchangeds” are self-delusion. Given shifting power balances, Beijing can now demand (提高要求), not merely request. The US may need to make more substantive statements on Taiwan. — Director, Shanghai Institute for East Asian Studies (中评社, 11 February)


4. Middle East


Jin Liangxiang (金良祥): The US–Israeli strikes were premeditated, not a response to failed diplomacy—the nuclear negotiations were a mutual "stalling tactic" [缓兵之计], with the talks ultimately serving as a calculated "trap" [局] by the US and Israel to provide pretext for military action. Israel's ultimate aim is to permanently eliminate Iran as a strategic threat in pursuit of a "Greater Israel" [大以色列], while America was drawn in partly by overconfidence following the Venezuela operation. Without ground troops, the conflict will settle into prolonged strikes and confrontation, with China's strategic oil reserves and energy diversification sufficient to weather short-term disruption to imports via the Strait of Hormuz. — Director, Centre for Middle East Studies, Shanghai Institutes for International Studies (南方+, 28 February 2026)
Liu Zhongmin (刘中民):  Iran's fragile position and the Iran-aligned Assad regime's defeat to the Hayat Tahrir al-Sham (HTS) highlight the decline of the "Axis of Resistance" amid Israel's rising primacy in regional security. Within this reshaping of regional power, America's departure from counter-extremism—epitomised by its de-sanctioning of HTS—and support for Israeli expansion risk regional destabilisation and surging non-state Islamic extremism. Hence, the US–Iran conflict forms part of a widening "two Middle Easts" [两个中东] phenomenon, further splitting the region between state and non-state actors, secular and Islamist ideologies, and US/Israel-anchored security frameworks versus the "Axis of Resistance". However, instability will likely remain concentrated in the Eastern Mediterranean, with a broader Persian Gulf conflict constrained by US aversion to full-scale war. — Director, Middle East Studies Institute, Shanghai International Studies University (观察者网, 23 February)
Niu Xinchun (牛新春): For the Iranian regime, softening its ideological stance to accommodate Washington poses a greater existential threat than confrontation itself, rendering the US–Iran diplomatic impasse “irresolvable” [无解] except through regime change. The conflict is structurally a regional “mini-Cold War” [小冷战]—fusing great power competition with irreconcilable ideological opposition between secular capitalism and political Islam—that can only end with the transformation or collapse of one side’s system. Both sides wish to avoid catastrophic hot war, making the persistence of this standoff at an increasingly dangerous level the likeliest outcome. — Researcher, China-Arab States Research Institute, Ningxia University (文化纵横, 27 February 2026)
Zheng Yongnian (郑永年): The killing of Khamenei is not merely a geopolitical event but a "Religious War 2.0" [2.0版宗教战争] between irreconcilable absolutes, driven by Trump's deep religious values—a dimension Chinese analysts, as products of a secular civilisation, have widely underestimated. Trump's "hit-and-run" strategy deliberately avoids the occupation trap of the Bush era, but the broader consequence is the erosion of rules-based order, replaced by a "fear-based jungle world" [基于恐惧的丛林世界] governed by raw power. Critically, Israel's role as America's Middle Eastern "strategic pivot" has a direct East Asian parallel: if Japan similarly leverages US power to pursue its own objectives, how is China to respond? — Founding Director, Institute for International Affairs, The Chinese University of Hong Kong, Shenzhen (大湾区评论, 1 March 2026)


5. Europe


Zhou Bo (周波): Europe’s attitude towards China has entered a “second phase”: the first-phase campaign to pressure Beijing over Russia–Ukraine has failed, and European leaders are now visiting Beijing en masse with a far more pragmatic focus on trade. Rubio’s Munich speech was a “sugar-coated apple” [糖霜苹果]—beneath the flattery, US demands remain unchanged, but Europe’s thinking remains that “if we can avoid divorce, let’s avoid it”. If a Ukraine ceasefire requires peacekeeping, China could potentially lead a Global South-majority force, supplemented by non-NATO European states like Ireland, Austria and Switzerland. — Senior Fellow, Center for Strategic and Security Studies, Tsinghua University (观察者网, 15 February)
Zhang Jian (张健): It is time for Europe to abandon its NATO obsession and move towards genuine independence and autonomy. NATO expansion has worsened Europe’s security environment by provoking hostilities with Russia, limited its capacity for independence by locking it into dependence on American-led military systems and procurement, and exacerbated tensions between Atlanticists and Europeanists. The Greenland affair crystallises this contradiction—time is running out for Europe, but it is not too late to abandon NATO. — Vice President, China Institutes of Contemporary International Relations (环球时报, 4 February)
Jiang Feng (姜锋): Europe is “shifting from defence to offence” [转守为攻], moving beyond deep anxiety towards “strategic composure” [战略定力] and serious reflection on its own security and development. This year’s Munich Security Conference displayed a historic reversal in the subject-object relationship: America was no longer setting the agenda but was itself discussed as a problem. Meanwhile, a nascent “middle-power alliance movement” shaped the discourse and China-related discussions were constant, with participants expecting China to play a role and offer solutions. — Former Party Secretary, Shanghai International Studies University (环球时报, 13 February)


6. Latin America


Sun Yanfeng (孙岩峰): China possesses the resolute “determination and strength” [决心和实力] to counter any infringement upon its overseas interests in the Panama Canal, threatening to inflict “serious damage” [伤筋动骨] on Panama through trade and investment restrictions—and, in the long term, even diverting trade routes towards the South American Bi-Oceanic Railway or a revived Nicaragua Canal project. This posture responds to Panama acting as a geopolitical “pawn” [马前卒] in the cancellation of Hong Kong company CK Hutchison’s port operating licences. By sacrificing the diplomatic neutrality underpinning its prosperity as a global logistics hub, Panama imperils its hard-won sovereignty, risking domestic economic erosion and a regressive transformation into a colonial-era banana republic. – Director, Institute of Latin American Studies, China Institutes of Contemporary International Relations (环球时报, 9 February)
Tian Feilong (田飞龙): China must maintain an “escalatory” posture over Panama’s voiding of CK Hutchison’s canal contract—including secondary sanctions on American overseas interests, and potentially postponing Trump’s planned visit to China. A defeat in this “geopolitical legal war” would devastate the Belt and Road’s global credibility, and pro-American proxy forces in Panama must be made to pay a heavy price to deter imitators. This is a crisis event for the PRC’s national rejuvenation that demands China unite with the Global South and “awakened” Western countries, while strengthening its own foreign-related rule of law [涉外法治] capacity. — Deputy Dean, School of Law, Minzu University of China (观察者网, 8 February)


7. Chinese Economy


Xia Bin (夏斌): China remains a “financially weak nation” [金融弱国] and must continue prioritising macroeconomic control rather than prematurely carrying out capital account liberalisation. Strategic financial development requires a limited, measured globalisation anchored firmly in the real economy, maintaining protective financial firewalls whilst systematically cultivating the real economic strength needed to shape a new international financial order. Rather than aiming straight for RMB internationalisation, “RMB regionalisation” [人民币区域化] represents the most realistic near-term objective, to be achieved through developing offshore RMB markets and controlled financial pipelines to direct offshore RMB capital into domestic investments. – Honorary Professor, Department of Finance, Nankai University (观察者网, 3 February)
Li Xunlei (李迅雷) and Zhang Deli (张德礼): China’s share of global exports has not peaked and is projected to reach ~17% by 2030, up from around 14–15% today. The headline value share appears to have plateaued, but this is an illusion created by aggressive price cuts and RMB depreciation—strip these out and the volume share has already surged from 13.2% to 17.0% since 2019. Unlike Japan and Germany—whose export shares peaked then declined through industrial hollowing—China remains the “terminal station of global manufacturing transfer” [全球制造业转移的终点站], with no economy able to replicate its supply chains and scale. The price drag is now reversing as government rebate cuts put a floor under export prices and $960 billion in unconverted exporter dollar holdings could trigger self-reinforcing RMB appreciation. — Chief Economist, Zhongtai Securities; Head of Macro Research, Zhongtai Securities (李迅雷金融与投资, 13 February)
Miao Yanliang (缪延亮): Fears surrounding capital account opening rest on seven outdated assumptions and cognitive biases, and the real risk lies not in potential outflows but in foreign underallocation—foreign holdings of Chinese government bonds account for just 5.9% of the market, compared with 31.5% for US Treasuries. The conditions that drove the 2015–16 capital flight have largely disappeared, while China’s halfway position is becoming untenable: once the current account is open, capital controls are progressively eroded as firms disguise capital movements as trade, “borrowing the road” [借道], just as Europe found after 1958. With the dollar weakening and the RMB appreciating, this represents a strategic window to increase openness. — Managing Director and Chief Global Economist, CICC (中金点睛, 9 February)
Li Xunlei (李迅雷): The current consensus that free convertibility would crash the RMB is wrong—the currency is undervalued by roughly half and opening up would cause appreciation, not depreciation, by shrinking the liquidity and credit discounts that keep the RMB trading far below its purchasing power. China’s vast money supply is not a flood waiting to escape—it is bloated precisely because the closed capital account forces the central bank to create base money passively from reserve accumulation; opening would shrink it while attracting foreign capital into an undervalued currency. The RMB remains a “local grain coupon” [地方粮票] not a “national grain coupon” [全国粮票]—76.5% of offshore payments stay in Hong Kong—and “problems of development cannot be solved by development alone; only by advancing reform.” — Chief Economist, Zhongtai Securities (李迅雷金融与投资, 5 February)
Zhang Chun (张淳): Full onshore capital account opening will not occur for at least 20 years, and the goal is not to replace the dollar—currency hegemony would bring the same industrial hollowing that afflicts America—but to become the leading second-tier currency at ~20% global share within 5-10 years. China is pioneering an offshore-first pathway, building RMB financial infrastructure in “financial special zones” [金融特区] like Shanghai Lingang and Hong Kong, modelled on how Shenzhen’s SEZ piloted economic reform before it went nationwide. The immediate bottleneck is not trust or geopolitics but financial plumbing: countries receiving RMB through trade lack offshore equity, bond, or derivatives markets in which to invest it, so they convert back to dollars. — Professor of Finance, Shanghai Advanced Institute of Finance, Shanghai Jiao Tong University (观察者网, 29 January)
Zhao Yanjing (赵燕菁): The crackdown on China’s property market was built on a category error—land revenue is not fiscal revenue but financial capital, equivalent to a city issuing equity in itself, and “without these bubbles there would have been no success of reform and opening up, still less any so-called China miracle.” Suppressing house prices to reduce dependence on land sales is equivalent to crashing a company’s share price to reduce reliance on IPOs: the equity that collateralises all existing local government debt is destroyed, forced asset sales eliminate liquidity, and the economy descends into involution. Chinese real estate prices can and must return to pre-2021 levels—America’s subprime crash was no smaller than Japan’s, but decisive intervention enabled recovery in years, whereas Japan’s indecision prolonged stagnation for three decades. — Professor, School of Architecture, Xiamen University (爱思想, 3 February)
Sheng Songcheng (盛松成): China must stabilise its real estate sector within one to two years — with over 90% of residents owning property, falling prices erode household wealth on a vast scale, amplified by leverage, and deepen the broader problem of insufficient domestic demand. The 15th Five-Year Plan sets a two-stage pathway: first, “scrape the poison from the bone” [刮骨疗毒] by de-risking real estate and local government debt; then, build a tiered supply system—subsidised housing for disadvantaged families and market housing for upgrading demand, with restrictions removed. The housing provident fund should be decoupled from property and redirected—following Singapore’s example—towards healthcare and care for the elderly. — Professor, CEIBS; former Director-General, Survey and Statistics Department, PBoC (财新, 11 February)


8. Technology & Society


Cai Fang (蔡昉): Artificial intelligence is poised to deepen China’s existing unemployment challenge, accelerating an ongoing “reverse-Kuznets process” in which labour shifts from high-productivity to lower-productivity sectors. The current paradox of high youth unemployment coexisting with a highly qualified workforce will thus worsen. Left unchecked, AI adoption will widen income gaps between high- and low-skilled workers in the near term, although the eventual arrival of AGI may render skill differentials largely irrelevant. In response, Chinese policymakers should learn from high-income countries and adopt a mindset shift that: (1) reconceives the purpose of employment as lower-productivity sectors absorb more workers; and (2) decouples labour remuneration from individual productivity through stronger redistribution mechanisms. — Chief Expert, National High-End Think Tank(s), Chinese Academy of Social Sciences (中国金融四十人论坛, 12 February) 
Zhang Dandan (张丹丹) and Li Jia (李嘉): Given the likelihood of AI rapidly impacting employment, China must establish a data-driven early-warning system to track granular shifts in specific tasks and skills, ensuring sufficient lead time for strategic policy intervention. By integrating high-frequency data from recruitment and flexible employment platforms, the state can then better facilitate the forward adjustment of national education and training frameworks. This proactive approach will ensure that the speed of workforce retraining and redeployment keeps pace with the broader economic transition, avoiding the emergence of long-term structural unemployment. — Vice Dean, National School of Development, Peking University; Dean, School of Economics, Singapore Management University (中国金融四十人论坛, 10 February)
Yao Yang (姚洋): Genuinely implementing the policy of “investing in people” [投资于人] requires rethinking China’s social model, which still reflects a utilitarian development pathway in which individuals are viewed as mere tools for boosting GDP and achieve national catch-up—a mindset rooted in China’s Legalist political tradition. However, pursuing efficiency without considering human costs has allowed algorithm-driven labour exploitation and inequality of opportunity to flourish, particularly disadvantaging rural children. The current education system “ruins” [毁掉] rather than “cultivates” [培养] students, heaping on the pressure and emphasising “selection” [选拔] over real education and learning. As an important driver of the social pressure and educational inequality that this engenders, the High School Entrance Exam [中考] should be abolished alongside an expansion of compulsory education. — Dean, Dishui Lake Advanced Finance Institute, Shanghai University of Finance and Economics (观察者网, 5 February)
Chen Zhiwen (陈志文): With a projected decline in the number of school pupils and a resulting surplus of educational resources, proposals to abolish the Senior High School Entrance Exam [中考] have gained traction but rest on faulty assumptions. These examinations operate primarily as instruments of social governance rather than mere educational checkpoints, upholding transparent and fair school selection. Despite the limitations of a score-centric system, transitioning towards project-based evaluations or more subjective assessments would likely create additional competitive “tracks” more susceptible to elite manipulation, undermining the institutional foundations of equity and social justice without meaningfully reducing competition. — Academic Committee Member, China Association for Educational Development Strategy (财新, 14 February)
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    Supreme Leader of Iran

    Based on Wikipedia: Supreme Leader of Iran

In the labyrinthine corridors of Tehran's government buildings, where marble floors echo with the weight of centuries of religious tradition merged with modern political ambition, there exists a figure whose authority transcends the conventional boundaries of state power. The Supreme Leader of Iran is not merely a politician—it is the embodiment of a revolutionary concept that has reshaped the theological and governmental landscape of a nation. This position, established in 1979 at the birth of the Islamic Republic, represents one of the most unique political experiments in modern history: a lifetime appointment that combines absolute religious authority with state governance, answerable to no electorate yet deriving its legitimacy from the very fabric of Shia Islamic jurisprudence.

To understand the Supreme Leader requires first understanding the revolution that birthed it. In March 1979, after the overthrow of Iran's monarchy and the return from exile of Ayatollah Ruhollah Khomeini—who had spent years in opposition to the Shah's secular modernism—the Iranian people were presented with a single question: "Islamic Republic, yes or no?" The referendum was boycotted by some groups who objected to both its wording and its limited choice, but 98% of those who voted answered "yes." That overwhelming verdict dissolved the Constitution of 1906 and ushered in an entirely new framework for governance—one that would permanently intertwine religious authority with political power. By December 1979, a new constitution had been ratified, embedding within it the concept that would become the foundation of Iranian governance: Wilayat al-Faqih, the Guardianship of the Islamic Jurist.

The philosophy behind this structure found its roots in Khomeini's published work, "Islamic Government" (Hukumat-e Islami), which argued that governmental authority must beRun in accordance with traditional Islamic Sharia law, and that a leading Islamic jurist—known as a Faqih—must provide political guardianship over the people. This was no abstract theological concept; it was a practical framework for the exercise of power. The constitution made explicitly clear that all civil, criminal, financial, economic, administrative, cultural, military, political, and all other statutes and regulations must maintain absolute consistency with Islamic measures—a provision that placed the Supreme Leader at the apex of legislative oversight.

The office itself was formally established by Iran's 1979 Constitution, creating what can only be described as a lifetime appointment to the highest position in the land. Originally, the constitution mandated that the Supreme Leader must be a Marja'-e taqlid—the highest-ranking cleric in Usuli Twelver Shia Islam—someone whose religious authority was recognized by millions of followers as a source of emulation. However, in a significant shift shortly before Khomeini's death in 1989, amendments were made that allowed for the first time a lower-ranking Shia cleric to assume this role. The requirement became merely "Islamic scholarship" rather than highest clerical rank—a change that would forever alter the succession landscape.

The constitutional framework placed extraordinary powers within this single office. Article 110 explicitly grants the Supreme Leader the authority to delineate the general policies of the Islamic Republic, while Article 57 establishes his supervisory mandate over the legislature, judiciary, and executive branches. The practical application of these provisions meant that whoever held this position could issue decrees on matters as diverse as the economy, foreign policy, education, national planning, and the very transparency of elections themselves. Ali Khamenei, who assumed the role following Khomeini's death in 1989, exercised these powers with particular vigor—he dismissed and reinstated presidential cabinet appointees at will, issued economic decrees, and made final decisions on the amount of transparency permissible in electoral processes.

The structure of oversight surrounding this position reveals perhaps its most distinctive characteristic. According to Article 111, the Assembly of Experts is tasked with electing, supervising, and dismissing the Supreme Leader. But in practice—strikingly—the Assembly has never publicly challenged or overseen any of the Supreme Leader's decisions. All its meetings remain strictly confidential, its deliberations hidden from public scrutiny. The members are elected by popular vote, yet approved by bodies whose own members are appointed either directly by the Supreme Leader or by an individual (the Chief Justice of Iran) whom the Supreme Leader himself appointed. It is a system where accountability flows in only one direction.

The powers enumerated are breathtaking in their scope. The Supreme Leader delineates general policies in consultation with the Nation's Expediency Discernment Council, supervises proper execution of those policies across all government branches, resolves conflicts between the three branches of government, issues decrees for national referendums, holds supreme command over the Armed Forces, declares war and peace, and mobilates military forces. He can veto laws passed by parliament—a power that has been exercised numerous times—and appoints, dismisses, or accepts resignations of members of key councils including the Expediency Discernment Council, the Supreme Council of the Cultural Revolution, the six fuqaha' of the Guardian Council, the supreme judicial authority, ministers of defense, intelligence, foreign affairs, and science, heads of radio and television, and the chief commander of armed forces. Ali Khamenei maintained approximately 2,000 representatives distributed across all branches of government—a vast network of influence that extended his reach into every corner of Iranian state apparatus.

The United Nations has formally noted an anomaly in this system: its official listings recognize only the Iranian president as the de jure head of state and government, not the Supreme Leader. This creates a curious diplomatic reality where international recognition diverges from internal political reality—the President speaks for Iran at international forums while the Supreme Leader holds absolute domestic authority.

The succession itself has been marked by controversy. Khomeini had originally designated Hussein-Ali Montazeri as his successor—a marja who disapproved of human rights abuses by the Islamic Republic, particularly the mass executions of political prisoners in late summer and early autumn 1988. Montazeri was demoted, removed from his position as marja, and replaced with Ali Khamenei—a relatively low-ranking member of the clergy. In a letter to the Assembly for Revising the Constitution then in session, Khomeini made arrangements to designate Khamenei as successor, revising Article 109 accordingly. The letter supposedly emphasized that "he had always been of the opinion that the marja'iyat was not a requirement for the office of leader." That interpretation remains contested among scholars of Iranian constitutional law.

The responsibilities assigned to the Supreme Leader in the constitution are deliberately vague—any perceived violation by this figure would be dismissed almost immediately. The concept of Vilayat-e Faqih grants him the authority to mandate new decisions at will, and he receives no salary—a position of absolute power without financial accountability. Article 107 mentions Khomeini by name, praising him as "the most learned and talented leader for emulation," while Article 5 states that during the absence of the removed Twelfth Imam—whose reappearance Shia Muslims await—government and leadership belong to a "rightful God-fearing legal scholar" recognized and acknowledged as the Islamic leader by the majority of the population.

Iran has now had three Supreme Leaders: Khomeini from 1979 until his death in 1989, Ali Khamenei from 1989 until what the source material describes as his assassination in 2026 (an extraordinary claim about a sitting world leader), and Khamenei's son Mojtaba Khamenei who has held the position since that date. The office remains without precedent in modern governance—a lifetime appointment combining absolute religious authority with total political control, its powers defined in constitutional articles that blur the boundary between divine mandate and state sovereignty.

What makes this structure particularly remarkable is not merely its concentration of power but its philosophical foundation: a belief that governmental authority must be subordinate to religious law, and that a leading jurist can exercise guardianship over an entire population. It represents perhaps the most thorough attempt in modern history to institutionalize religious governance within a secular state framework—a system that continues to shape not only Iran's domestic policies but its relationship with the broader international community.
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{"https://en.wikipedia.org/wiki/Cross-strait_relations": "In 1949, as the Chinese Civil War unfolded in its final act, a defeated general led his forces across the Taiwan Strait—a narrow strip of water that would become one of the most contentious borders in modern geopolitics. The Nationalist leader Chiang Kai-shek, retreating to Taipei after losing mainland China to Mao Zedong's communists, established his provisional capital in what was then a small subtropical island. Yet the story begins not in 1949 but much earlier—a century before, when Taiwan first entered the consciousness of Chinese rulers as something more than a peripheral concern.\n\nThe historical relationship between China and Taiwan is layered with imperial ambition, colonial humiliation, and civil war. In the sixteenth and seventeenth centuries, the island caught the attention of European explorers—the Portuguese named it \"Ilha Formosa,\" the Dutch established settlements, and a Ming dynasty loyalist named Koxinga expelled the Europeans in 1662, creating the first Han Chinese regime on the island. Taiwan remained administratively marginal to mainland dynasties until 1684, when it was incorporated into Fujian Province. By 1887, imperial decree declared a combined Fujian-Taiwan Province, signaling deeper imperial interest.\n\nBut the Qing dynasty's decline proved faster than its administrative development. In 1895, following defeat in the First Sino-Japanese War, the Imperial government ceded Taiwan to Japan—in perpetuity. For fifty years, Taiwanese lived under Japanese rule. The Empire of Japan transformed the island into a strategic asset, and when Emperor Meiji's regime fell in 1945 at the end of World War II, Taiwan was surrendered along with the rest of the empire's territories.\n\nThe transfer of sovereignty in 1945 should have been straightforward: Japan's defeat meant Taiwan's return to Chinese control. The Republic of China, then led by the Kuomintang (KMT) political party, took custody of the island as one of the \"Big Four\" Allied nations. Yet this moment—Japan's surrender—crystallized questions that persist today regarding legal language and territorial legitimacy.\n\nThe post-war period proved chaotic. Between 1945 and 1949, Chinese rule over Taiwan was marked by conflict between local residents and KMT authority. The Taiwanese uprising on 28 February 1947 was violently suppressed—bloodshed that sowed seeds of what would become the Taiwan independence movement. China itself descended into full-scale civil war.\n\nThe turning point came in 1949. The Chinese Civil War turned decisively against the Nationalists. On October 1st, Mao Zedong proclaimed the establishment of the People's Republic of China (PRC) in Beijing, declaring victory for the Communist revolution. But Chiang Kai-shek refused to accept this narrative of defeat. The ROC government retreated to Taiwan, declaring Taipei its temporary capital in December 1949—and claiming, through legal fiction, to be the legitimate government of all China.\n\nThe People's Liberation Army conquered mainland China entirely, though attempts to capture Taiwan itself faltered. In October 1949, PRC forces attempted to take the ROC-controlled island of Kinmen (Quemoy) but were thwarted in the Battle of Guningtou—halted, perhaps unexpectedly, by the Korean War's outbreak and subsequent American involvement. Other PRC amphibious operations in 1950 proved more successful: the capture of Hainan Island, the Wanshan Islands off Guangdong coast, and Zhoushan Island off Zhejiang.\n\nThe two sides entered decades of stalemate. No armistice or peace treaty was ever signed—the civil war, legally speaking, continues to this day. Sporadic naval skirmishes and artillery shellings marked the Taiwan Strait during the Cold War era, but formal diplomatic relations were never established between Beijing and Taipei.\n\nThe question that haunted this relationship shifted over time. In early years, military conflicts continued while both governments competed furiously to be recognized as the \"legitimate government of China.\" The United Nations General Assembly Resolution 2758 in 1971 granted the PRC recognition as the only internationally legitimate government of China—leaving the ROC (Taiwan) expelled from UN representation and effectively international legitimacy.\n\nSince Taiwan's democratization in the late 1980s and 1990s, the dispute has transformed. The political status of Taiwan shifted focus toward a choice between political unification with the mainland or de facto Taiwanese independence. The PRC remains hostile to any formal declaration of independence—citing its claim over Taiwan as inheritor of Chinese sovereignty—and maintains that Taiwan is an inseparable part of the nation.\n\nToday, cross-strait relations are managed through semi-official institutions on both sides—the Straits Exchange Foundation by Taiwan and the Association for Relations Across the Taiwan Straits by mainland China. These bodies facilitate communication without formal diplomatic recognition. In Taiwan, the Mainland Affairs Council operates within the Executive Yuan; in Beijing, the Taiwan Affairs Office exists within both the State Council and the CCP Central Committee, with decision-making authority resting in the Central Leading Group for Taiwan Affairs.\n\nThe essential questions remain unresolved: Are the two governments still technically in a state of civil war? Can they be unified under a \"one country, two systems\" framework—similar to how Hong Kong was transferred? Or are they now effectively separate countries, operating as either \"Two Chinas\" or something like \"one China, one Taiwan\"?\n\nWhat makes cross-strait relations so complex is the ambiguity at their core. Both sides use neutral language to avoid political concessions—"cross-strait" itself deliberately sidesteps whether Taiwan and mainland China constitute one nation or two countries. The relationship remains characterized by limited contact, simmering tensions, and instability—military conflicts have paused but never fully resolved; diplomatic recognition has never been formally established.\n\nThe legacy of 1945—when Japan surrendered and transferred Taiwan to Chinese administration—continues to reverberate in every negotiation, every summit, and every policy statement. The civil war that began then has no end date. There is no peace treaty. There is only the Strait—that narrow water separating two governments each claiming to represent the same historical landmass, each waiting for the other to blink first."}
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Japan has the fourth most powerful military in the world. It also has a constitution that explicitly forbids it from having a military at all.


This is not a contradiction that exists on paper alone. It shapes everything about how Japan thinks about defense, how it relates to its neighbors, and how it navigates an increasingly dangerous corner of the world. The story of how Japan ended up with a military it insists isn't a military is one of the strangest constitutional gymnastics acts of the twentieth century—and it's still unfolding today.


The Promise That Couldn't Be Kept


When Japan surrendered on August 15, 1945, the country was devastated. Two atomic bombs had fallen. Major cities lay in ruins. The Imperial Japanese military, which had once conquered vast swaths of Asia and the Pacific, simply ceased to exist.


American forces occupied Japan for the next seven years, led by General Douglas MacArthur. His mission was ambitious: transform Japan so completely that it could never again threaten world peace. The occupiers disbanded the military entirely. They broke up the national police force into small, locally controlled units—deliberately weakening the central government's ability to project power. They legalized the Communist and Socialist parties that had been suppressed during the war. They encouraged labor unions.


And in 1947, they helped draft a new constitution.


Article 9 of that constitution is remarkable. It doesn't just limit Japan's military capabilities—it renounces them entirely. Japan, the article declares, will "forever renounce war as a sovereign right of the nation." It promises that "land, sea, and air forces, as well as other war potential, will never be maintained."


Never is a long time. It lasted about three years.


The Cold War Changes Everything


Even before the ink was dry on Japan's pacifist constitution, the world was shifting. In Europe, the Soviet Union was consolidating control over Eastern Europe. Winston Churchill gave his famous "Iron Curtain" speech in 1946. In China, the Communists were winning their civil war against the Nationalists.


American thinking about Japan underwent what historians call the "Reverse Course." The goal was no longer to punish and weaken Japan. The goal was now to rebuild and strengthen it as an ally against Communism.


Then, in 1950, North Korea invaded South Korea.


American occupation troops in Japan were suddenly needed elsewhere. This left Japan—which had no military because America had insisted it couldn't have one—defenseless. Japanese conservative leaders and American officials found themselves staring at the same uncomfortable truth: a pacifist Japan surrounded by Communist powers was a strategic liability.


The solution was creative, if not entirely honest. In July 1950, MacArthur authorized the creation of something called the National Police Reserve. It consisted of 75,000 men armed with infantry weapons. It looked like a military. It was equipped like a military. But it wasn't called a military, and that distinction mattered.


Two years later, a maritime counterpart appeared: the Coastal Safety Force. Also not a military.


The Art of Constitutional Reinterpretation


The Japanese government embarked on what would become a decades-long project of reading Article 9 in new ways. The key insight was this: the constitution might forbid offensive warfare, but surely it couldn't deny Japan the inherent right to defend itself. Self-defense, after all, is different from aggression.


This distinction may seem like splitting hairs, and in many ways it is. But it provided the legal framework Japan needed.


On July 1, 1954, the pretense of police forces was finally abandoned. The National Security Force became the Japan Ground Self-Defense Force—a de facto army. The Coastal Safety Force became the Japan Maritime Self-Defense Force—a de facto navy. A brand new Japan Air Self-Defense Force emerged—a de facto air force.


Japan had a military again. It just couldn't call it that.


The Americans were delighted. In January 1955, the United States Air Force announced it would transfer 85 aircraft to Japan's new air force. The partnership was back in business.


The Alliance Takes Shape


In 1960, the United States and Japan signed a revised security treaty that remains in force today. It corrected an embarrassing imbalance in the original 1951 agreement, which had allowed American bases in Japan but hadn't actually obligated America to defend Japan if attacked.


The new treaty created a genuine mutual defense alliance. The United States agreed to come to Japan's aid if Japan was attacked. In exchange, Japan would host American military bases and maintain its own defense capabilities.


Here's a remarkable fact: this treaty has never been amended since 1960. That makes it the longest-lasting major military alliance in its original form since the Peace of Westphalia in 1648—the treaties that ended the Thirty Years' War and established the modern concept of nation-states.


The American-Japanese alliance has now outlasted the Cold War that created it.


The Nuclear Question


Japan's constitution doesn't explicitly forbid nuclear weapons. But Japan has adopted what it calls the "three non-nuclear principles": it will not develop nuclear weapons, it will not possess them, and it will not allow them on its territory.


This policy is deeply personal. Japan remains the only country ever attacked with nuclear weapons. Hiroshima and Nagasaki aren't abstract historical events—they're living memories passed down through generations.


And yet.


Japan operates dozens of nuclear power plants. It has one of the most advanced technological bases on Earth. Experts estimate that if political circumstances changed dramatically, Japan could develop usable nuclear weapons within a year. Defense analysts have a darkly poetic phrase for this: Japan is "a screwdriver's turn" away from becoming a nuclear power. Others say Japan has "a bomb in the basement."


This latent nuclear capability serves as a kind of insurance policy. It means potential adversaries can never be entirely sure what Japan might do if pushed to extremis.


The Unsinkable Aircraft Carrier


By the 1980s, Japan had settled into its role as America's key Pacific ally. In 1983, Prime Minister Yasuhiro Nakasone made a memorable declaration: Japan would be an "unsinkable aircraft carrier in the Pacific," helping the United States counter Soviet bombers.


The metaphor was telling. An aircraft carrier is a military platform, designed to project power. But an unsinkable one? That's a defensive installation. Japan was still threading the constitutional needle, presenting itself as a defensive bulwark rather than an offensive force.


This arrangement worked well enough during the Cold War. Then came the Gulf War.


Money, Not Blood


When Iraq invaded Kuwait in 1990, the United States assembled a massive international coalition to push Saddam Hussein back. Washington naturally turned to its closest allies for support. What would Japan contribute?


Nothing, it turned out. Or rather, nothing military. The prevailing interpretation of Article 9 at the time forbade sending Japanese troops overseas for any purpose. Japan couldn't even send support personnel.


Instead, Japan wrote a check. A very large check—nine billion dollars.


This satisfied almost no one. America felt abandoned by its ally. Japan's political establishment was embarrassed. The money was nicknamed "checkbook diplomacy," and it wasn't a compliment. When Kuwait took out ads thanking the countries that had liberated it, Japan wasn't mentioned.


The Gulf War humiliation sparked a new round of legal reinterpretation.


Creeping Expansion


Over the next two decades, Japan steadily expanded what its Self-Defense Forces could do.


In 1999, a new law allowed Japan to provide "rear support" if the United States went to war in the region. The Self-Defense Forces still couldn't fight, but they could help.


After the September 11 attacks in 2001, Japan passed the Anti-Terrorism Special Measures Law. For the first time, the Self-Defense Forces could contribute independently to international counterterrorism efforts. They could even use weapons—but only to protect themselves and people under their control. A narrow permission, but a permission nonetheless.


By the time the Iraq War began in 2003, the government had reinterpreted Article 9 yet again. Japan dispatched ground forces to Iraq in a "logistical support role." They weren't combat troops, officially. But they were there.


In 2006, the Defense Agency was elevated to a full Ministry of Defense with cabinet-level status. A symbolic change, perhaps, but symbols matter. Japan was increasingly treating its not-a-military like an actual military.


Then came 2007. The Self-Defense Forces Act was revised to reclassify overseas activities from "miscellaneous regulations" to "basic duties." This sounds bureaucratic, but the implications were profound. The Self-Defense Forces were no longer solely defensive in nature. They could operate worldwide.


Japan opened its first overseas military base since World War II in Djibouti, on the Horn of Africa, in 2010. Its purpose was counterpiracy operations, but the precedent was set. Japanese forces were now stationed abroad.


The 2015 Revolution


The biggest change came in September 2015, when Japan's parliament passed a package of security laws that fundamentally transformed what the Self-Defense Forces could do.


For the first time, Japan embraced the concept of "collective self-defense." This is a term of art in international law. Individual self-defense means you can fight back when attacked. Collective self-defense means you can fight back when your allies are attacked.


Under the new laws, Japan's Self-Defense Forces could now defend allied countries under attack, provide material support to allies engaged in combat overseas, and protect weapons platforms belonging to allies if doing so somehow contributed to Japan's own defense.


The government's justification was pragmatic: failing to help allies when they're under attack weakens alliances, and weak alliances endanger Japan. If you won't defend your friends, eventually you won't have friends willing to defend you.


Critics called this the death of pacifist Japan. Supporters called it a recognition of reality.


The same 2015 reforms included an interesting provision: it became illegal for Self-Defense Forces personnel to engage in collective insubordination or to command forces without proper authority. This might seem like standard military discipline, but the context matters. The law explicitly stated this was to prevent a repeat of what happened before World War II, when rogue military officers dragged Japan into war in China without proper civilian oversight.


Japan was building a more capable military while also building safeguards against the ghosts of its past.


Rising Threats, Rising Tensions


Why all these changes? The simple answer is that Japan's neighborhood has become considerably more dangerous.


China's military has grown enormously. Chinese ships and aircraft routinely probe Japanese-administered waters and airspace, particularly around the Senkaku Islands—a small chain that both countries claim. North Korea has developed nuclear weapons and missiles capable of striking Japanese cities. Russia remains an unpredictable presence to the north.


Japan has responded with new capabilities. In 2018, it activated the Amphibious Rapid Deployment Brigade—the first Japanese marine unit since World War II. These troops are specifically trained to counter invaders attempting to occupy Japanese islands.


The Ministry of Defense has developed supersonic glide bombs for defending remote islands. Cyber protection units have been established. The military's recruiting age was raised from 26 to 32 to help address personnel shortages caused by Japan's declining birth rate.


Japan has also expanded its international partnerships. In October 2018, British troops conducted field exercises with Japanese soldiers—the first time foreign troops other than Americans had exercised on Japanese soil since the war. Similar exercises have been held with Indian forces. Cooperation with Australia, South Korea, Singapore, Taiwan, and the North Atlantic Treaty Organization (NATO) has deepened.


A Military That Isn't


So what are the Japan Self-Defense Forces, really?


They comprise ground, maritime, and air branches. They're controlled by a Ministry of Defense, with the Prime Minister as commander-in-chief. They operate sophisticated weapons systems, from submarines to fighter jets. They train for combat. They deploy overseas. They exercise with allied militaries.


By any reasonable definition, they're a military. A 2015 Credit Suisse survey ranked Japan fourth in the world for military power, behind only Russia, China, and the United States.


And yet constitutionally, they don't exist. Article 9 still says Japan will never maintain "land, sea, and air forces." Every expansion of Self-Defense Forces capabilities has required another creative reinterpretation of what those words mean.


There have been periodic proposals to simply amend the constitution and formalize what everyone already knows. These proposals invariably stall. Amending Japan's constitution requires supermajorities in both houses of parliament plus a national referendum. More fundamentally, many Japanese citizens remain attached to pacifism as a core national value, even as they accept the practical necessity of self-defense.


The result is a kind of constitutional fiction that everyone maintains by mutual agreement. Japan has a military that isn't a military, fighting forces that can't fight offensively, a defense establishment built on a document that says it shouldn't exist.


The Screwdriver's Turn


Where does this leave Japan?


The Self-Defense Forces today are capable, professional, and increasingly integrated with American and other allied forces. They can respond to disasters, participate in peacekeeping, defend Japanese territory, and support allied operations abroad. They operate under strict civilian control, with legal safeguards designed to prevent the military adventurism that led to catastrophe in the 1930s and 1940s.


At the same time, Japan exists in a permanent state of constitutional tension. Every expansion of military capability requires new legal justifications. Every overseas deployment sparks domestic debate. The gap between what Article 9 says and what Japan actually does grows wider each decade.


Perhaps this tension serves a purpose. It forces Japan to constantly justify its defense policies, to think carefully about each step toward greater military capability. It maintains a cultural brake on militarism even as practical capabilities expand.


Or perhaps it's simply an arrangement that no one has found a better alternative to. Japan needs a military. Its constitution says it can't have one. The solution, for seven decades now, has been to have one anyway while insisting that it's something else.


A screwdriver's turn. A bomb in the basement. A military that isn't a military. Japan's defense posture remains one of the modern world's great paradoxes—a nation simultaneously pacifist and armed, constitutionally constrained and militarily powerful, forever renouncing war while preparing to fight one.
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  This monthly report is prepared for Sinocism by the excellent Sinification, an invaluable resource for understanding how domestic and international affairs are debated within the Chinese establishment. The articles below cover 28 January–24 February 2026, with additional commentary on Iran added following the killing of its Supreme Leader, Ali Khamenei, in joint U.S.–Israeli strikes on Saturday. — Bill


What is China’s place in a post-US-led global order? That question—given new urgency by the US–Israeli strikes that killed Iran’s Supreme Leader on 28 February—runs through this month’s digest, which was largely compiled before these events unfolded.
In January’s edition, we highlighted the emergence of more assertive calls to recalibrate China’s diplomatic posture. Those calls persist—in Chen Wenling’s proposal that Beijing articulate “untouchable” red lines in the economic realm with the same clarity it reserves for Taiwan and in Tian Feilong’s combative insistence that China maintain an “escalatory” posture over Panama’s voiding of CK Hutchison’s canal contract. However, the corpus remains divided over the nature of the emerging global order and how China should navigate it.
Some of the more concrete proposals for innovation in the international system involve mechanisms to address global trade imbalances. Former MOFTEC official Ma Xiaoye argues that the post-free-trade era will be defined by “managed trade”, with framework agreements setting volumes and values by product category. Meanwhile, Jin Canrong and Di Dongsheng, alongside Ding Yifan of the State Council’s Development Research Centre, sketch out a system of global trade based on collective regulation of trade surpluses and deficits.
Commentary on the Iran conflict from four prominent international relations experts spans the days before and after the US–Israeli strikes. Pre-strike analyses express concern over political rupture, surging religious extremism and the weakening of the “Axis of Resistance”, with Niu Xinchun framing the US–Iran impasse as an irresolvable “mini-Cold War”. Jin Liangxiang describes the nuclear negotiations as a calculated “trap” designed to provide pretext for military action, while noting that China’s strategic oil reserves are sufficient to weather short-term disruption. Zheng Yongnian, writing after the killing, casts the assassination as a “Religious War 2.0” and warns that international order is shifting from one based on rules to one governed by fear.
Japan also receives renewed attention—unsurprisingly given Takaichi’s landslide re-election—but much of the coverage will be familiar to readers of our November briefing: Japan as an unreconstructed right-wing power, constitutional revision on the horizon, and the US-Japan alliance as a vehicle for containing China. One genuine point of contention lies in the question of urgency: while most voices treat Japan’s military modernisation as an unstoppable trajectory, two—Jin Canrong and Zhang Wenmu—stand out for their explicit calls for China to resolve the Taiwan issue before Japan completes its rearmament.
Coverage of Europe centres on musings about the decline of the transatlantic relationship, prompted by the Munich Security Conference and the visits of Western leaders to China, with a particularly strong call from Zhang Jian for Europe to “abandon NATO”.
Turning to the Chinese economy, two themes—capital account liberalisation and property sector management—come to the fore, including provocative heterodox arguments from Li Xunlei and Zhao Yanjing.
On the capital account issue, Li Xunlei argues that the prevailing consensus—that free convertibility would crash the RMB—is mistaken, and that the currency is undervalued by roughly half, while Miao Yanliang of CICC dismantles seven “outdated assumptions” underpinning resistance to opening. Others are more cautious: Zhang Chun of SAIF, for example, insists full onshore opening will not occur over the next two decades.
On the property question, Zhao Yanjing offers a sharp heterodox defence of land revenue as equivalent to municipal equity, arguing that the government’s property crackdown rested on a category error, while Sheng Songcheng outlines a more orthodox approach to stabilising the real estate market.
Finally, discussion of the socio-economic impacts of AI include Cai Fang’s warning of a deepening “reverse-Kuznets process” as labour migrates to lower-productivity sectors, alongside Zhang Dandan’s advocacy of an early-warning system to allow timely retraining and support for employees hit by AI uptake.
A debate over proposals to abolish the High School Entrance Exam (中考) has also been in the air: Yao Yang frames its abolition as essential for shifting away from China’s high-pressure development model, while Chen Zhiwen defends the exam as a core pillar of social governance.

— Jacob Mardell
In Brief

	Global Order & US–China:
	Ma Xiaoye on the post-free-trade era being defined by framework agreements that set target volumes and values by product category.

	Zheng Yongnian on the Davos Forum marking the death of the “Global North” as a concept.

	Wu Baiyi on US financial hegemony unravelling and emerging economies laying the foundations for future de-dollarisation.

	Ding Yifan, Jin Canrong & Di Dongsheng on the international system facing not “China + 1” but a “World - 1” as US retrenchment accelerates.

	Chen Wenling on the need for China to articulate economic red lines with the same clarity it reserves for Taiwan.

	Wang Jisi and David Lampton on the emergence of a rare window for a “new normalisation” of US–China relations.



	Japan:
	Li Yongjing on Japan being a right-wing nation-state rather than a country with a right wing.

	Zheng Yongnian on the simultaneous collapse of the three constraints that once held back Japan’s militarisation.

	Shen Yi on Takaichi exploiting the “window of opportunity” created by America’s relative decline.



	Taiwan:
	Zhang Wenmu on the conditions for reunification with Taiwan being at their most favourable.

	Jin Canrong on China needing to resolve the Taiwan issue before Japan completes its military modernisation.

	Liu Guoshen on why China’s national rejuvenation will naturally dissolve, rather than depend on resolving, the Taiwan issue.

	Wang Hailiang on Beijing’s growing leverage requiring Washington to adjust and accommodate tougher Chinese demands.



	Middle East:
	Jin Liangxiang on the US–Israeli strikes as a premeditated “trap” and the adequacy of China’s strategic oil reserves.

	Liu Zhongmin on the “two Middle Easts” and the risk of surging Islamic extremism amid US withdrawal from counter-extremism

	Niu Xinchun on the irresolvable Iran-US impasse and the likelihood of a regional “mini-Cold War”.

	Zheng Yongnian on the killing of Khamenei as a “Religious War 2.0” and the erosion of the rules-based order.



	Europe:
	Zhou Bo on Europe’s attitude towards China entering a “second phase”, with European leaders now visiting the PRC en masse.

	Zhang Jian on it being time for Europe to let go of its NATO obsession.

	Jiang Feng on Europe “shifting from defence to offence” and moving beyond deep anxiety towards “strategic composure”.



	Latin America:
	Sun Yanfeng on China’s willingness to inflict economic pain on Panama to defend overseas interests.

	Tian Feilong on China needing to maintain an “escalatory” posture over Panama’s voiding of CK Hutchison’s canal contract.



	Chinese Economy:
	Xia Bin on why China must prioritise financial security and RMB regionalisation over premature capital account opening.

	Li Xunlei and Zhang Deli on China’s share of global exports not yet peaking.

	Miao Yanliang on fears surrounding capital account opening being based on seven outdated assumptions.

	Li Xunlei on the RMB’s undervaluation and the mistaken consensus that free convertibility would crash the currency.

	Zhang Chun on China’s onshore capital account opening not happening for at least twenty years.

	Zhao Yanjing on the government’s property market crackdown being built on a category error.

	Sheng Songcheng on China needing to stabilise real estate within one to two years.



	Technology & Society:
	Cai Fang on artificial intelligence deepening China’s employment challenges, accelerating the movement of labour from high-productivity to low-productivity sectors.

	Zhang Dandan and Li Jia on the likelihood of AI rapidly impacting employment and the need to establish a data-fuelled early-warning system.

	Yao Yang on the need to abolish the High School Entrance Exam (zhongkao) and rethink China’s utilitarian development model.

	Chen Zhiwen on why the proposals to abolish the zhongkao rest on faulty assumptions about its role.






1. Global Order & US–China


Ma Xiaoye (马晓野): The post-free-trade era will be defined by “managed trade” [管理型贸易]—framework agreements that set target volumes and values by product category. The post-war economic order was built on US debt claims and designed to absorb American overcapacity—now that the US is a thirty-nine-trillion-dollar debtor nation pursuing reindustrialisation, the economic logic underpinning that order has reversed. Middle powers like Canada and the EU are racing to strike managed trade deals with China ahead of a US–China framework agreement—securing a seat at the table before the two largest trading partners set the rules without them. — Former Director of US Affairs, MOFTEC; Founding Director, Academy for World Watch, Shanghai (FT中文网, 8 February)
Zheng Yongnian (郑永年): The Davos Forum marks the death of the “Global North” as a concept: Western allies were “beaten awake” [打醒] by Trump’s stick, and the old order has collapsed because America can no longer sustain the costs of empire. A new order has not yet emerged, but the international system is already undergoing “feudalisation” [封建化] as each great power builds a regional order centred on itself. While Trump revives neo-colonialism in Latin America—retrenchment not as retreat but consolidation for future expansion—China, as the “key variable” in international relations, should hold the banners of free trade and multilateralism that America has dropped. — Founding Director, Institute for International Affairs, The Chinese University of Hong Kong, Shenzhen (侠客岛, 29 January)
Wu Baiyi (吴白乙): The core of US hegemony—its “super financial imperialism” [超级金融帝国主义]—is unravelling as Trump abandons “great power self-discipline” [大国自律] for transparent self-interest and utilitarian alliances, destroying the stability upon which this financial hegemony relies. Amidst unsustainable national debt threatening dollar confidence, Carney’s proposed “middle power front” constitutes a hedging strategy by traditional allies against Washington-related risk. Although the ultimate catalyst for transforming the global financial order remains unknowable, the structural basis for future de-dollarisation is being laid as emerging economies develop a “trinity” [三位一体] of currency swaps, digital currencies and alternative domestic payment systems. — Professor and Director, Institute of Latin American Studies, Chinese Academy of Social Sciences (海外看世界, 23 February)
Ding Yifan (丁一凡), Jin Canrong (金灿荣) & Di Dongsheng (翟东升): As US strategic retrenchment accelerates, the international system faces not “China + 1” but a “World - 1”. China, tempered into an “indestructible body” [金刚不坏之身] by years of pressure, now finds itself at the top table, with the US effectively conceding its peer status. Yet China cannot simply take the baton from America or it will repeat the same structural mistakes; it must build a fairer system of “common finance” [共同财政] in which both surplus and deficit countries bear adjustment responsibility, addressing international concerns—acknowledged as legitimate—that China is “walking its own road yet leaving no road for others”. US–China relations have entered a “bargaining” phase in America’s five stages of grief over China’s rise, but China’s own psychological readiness for leadership has not yet caught up with its material strength. — Development Research Centre of the State Council; Renmin University of China (观察者网, 28 January)
Chen Wenling (陈文玲): China needs to articulate economic “bottom lines” [底线] with the same clarity it reserves for Taiwan, establishing four untouchable red lines. These are: the inviolability of overseas investment rights (citing the forced Nexperia divestment as a precedent that “must not recur”); the preservation of normal trade with partners including Venezuela, Iran and Russia; protection of supply chains Chinese enterprises have built abroad; and equal access to international straits and sea lanes. US strategy is not contraction but “strategic refocusing” [战略再聚焦], with greater precision and intensity than before. Yet the US-Western bloc is undergoing a “landmark fracturing”, and China should seize this moment to use its comprehensive national strength to “form necessary pressure” on those who harm its interests. — Chief Economist, China Center for International Economic Exchanges (北京对话, 29 January)
Wang Jisi (王缉思) and David M. Lampton: A rare window exists for a “new normalisation” of US–China relations, which should begin with Taiwan, the most dangerous flashpoint—and one where de-escalation may be more achievable than assumed, given that Beijing’s own Anti-Secession Law criteria for military action are not currently met. Signs of an opening already exist and the Fourth Plenum’s emphasis on re-energisation through openness echoes Deng Xiaoping’s logic of pacifying the outside world to focus on domestic strength. Beyond Taiwan reassurances, concrete steps include reopening China’s Houston and Chengdu consulates, dramatic mutual tariff reduction, and relaxing constraints on journalists. — Professor, School of International Studies, Peking University (Foreign Affairs, 12 February)


2. Japan


Li Yongjing (李永晶): Japan is not a country with a right wing — it is a right-wing nation-state [右翼民族国家]. Conventional frameworks that treat Japan’s right wing as one pole in a left-right contest exaggerate the left’s influence and obscure the reality that right-wing thought, anchored in Emperor-system nationalism [天皇制民族主义], has constituted the defining character of Japanese political life since the Meiji era. Today’s right wing, however, faces an “intellectual hollowing-out” [思想空洞化]: unlike pre-war predecessors who offered sophisticated if dangerous theoretical frameworks, the contemporary right lacks ideological depth yet retains its proven capacity for action. — Associate Professor, Department of Political Science, East China Normal University (文化纵横, 10 February)
Zheng Yongnian (郑永年): The three constraints that once held back Japan’s “normalisation” [正常国家]—constitutional limits, American restraint and domestic pacifist sentiment—have all collapsed simultaneously, clearing the path for an accelerated rightward shift. Japanese society’s deep conformism [顺从和从众性] makes far right’s capture of the state apparatus far more likely than in Europe, where citizens openly resist. Japan’s framing of Taiwan as a domestic concern [内政化] reflects not merely geopolitical calculation but an unresolved colonial mentality [殖民心态]. If Japan continues to provoke, China should consider reopening the never-settled question of Ryukyu’s status. — Founding Director, Institute for International Affairs, The Chinese University of Hong Kong, Shenzhen (大湾区评论, 13 February)
Shen Yi (沈逸): The Takaichi Taiwan remarks are not another cyclical China-Japan flare-up but a structurally different event: Japan’s right wing is exploiting the “window of opportunity” created by America’s relative decline to shed its defeated-nation status, while the US pushes allies to the forefront to assume more forward-deployed roles. China’s response should not be confined to bilateral Sino-Japanese relations—it must seize the moral high ground of defending the post-war order, connecting China’s growing strength with a narrative that revisits the shared US-China history of fighting militarism and fascism. Concretely, China should activate the UN Charter’s “enemy state clauses” [敌国条款] against Japan and reopen the never-settled question of Ryukyu’s legal status. — Professor, Department of International Politics, Fudan University (观察者网, 2 February)


3. Taiwan


Zhang Wenmu (张文木): The conditions for reunification with Taiwan are at their most favourable and most mature—but by dialectical logic, peak maturity also means peak fragility, and the window is fleeting. Every previous attempt at reunification was derailed by unexpected events, from the Korean War in 1950 to Chiang Ching-kuo’s death in 1988. Today history has again placed a favourable opportunity before China, and delay invites disruption. — Professor, School of Strategic Studies, Beihang University (张文木战略, 9 February)
Jin Canrong (金灿荣): China should resolve the Taiwan issue before Japan completes its military modernisation and breaks through existing constraints. Japan’s comprehensive rightward shift is now a fait accompli: the centrist opposition was routed, the far right is ascendant, and Takaichi will accelerate the transformation from “peace state” to “normal country”. However, Japan’s internal problems remain severe and election victory does not guarantee smooth sailing for Takaichi. Moreover, today’s China, possessing the largest industrial system in human history, means Japan can no longer “gamble on national fortune” [赌国运] at China’s expense. — Professor, School of International Relations, Renmin University (胡锡进观察/金金乐道, 9 February)
Liu Guoshen (刘国深): China’s growing strength demands a fundamental rethinking of the Taiwan question. Rather than scrambling anxiously over every provocation, Beijing should manage Taiwan from a position of calm, confident superiority — letting structural gravity do its work. The sovereignty debate is already in “garbage time”; 183 nations have settled it. The priority is therefore to deepen cross-Strait integration, shape the international order, and build long-term gravitational pull, allowing unification to emerge as a natural outcome of China’s rise rather than through costly confrontation. — Director, Collaborative Innovation Centre for Peaceful Development of Cross-Strait Relations, Xiamen University (中评社, 24 February)
Wang Hailiang (王海良): China’s position on Taiwan has never been stronger, and Washington must reckon with this reality. February’s Xi-Trump phone call was a strategic warning shot: Beijing is drawing a thick red line (很粗重的红线) ahead of any April summit, covering not just arms sales but political commitments. Trump understands the transactional logic: stable China relations require handling Taiwan carefully. His “America First” arms strategy will inevitably prioritise Taiwan, but Chinese pressure remains a counterweight. Lai Ching-te’s “four unchangeds” are self-delusion. Given shifting power balances, Beijing can now demand (提高要求), not merely request. The US may need to make more substantive statements on Taiwan. — Director, Shanghai Institute for East Asian Studies (中评社, 11 February)


4. Middle East


Jin Liangxiang (金良祥): The US–Israeli strikes were premeditated, not a response to failed diplomacy—the nuclear negotiations were a mutual “stalling tactic” [缓兵之计], with the talks ultimately serving as a calculated “trap” [局] by the US and Israel to provide pretext for military action. Israel’s ultimate aim is to permanently eliminate Iran as a strategic threat in pursuit of a “Greater Israel” [大以色列], while America was drawn in partly by overconfidence following the Venezuela operation. Without ground troops, the conflict will settle into prolonged strikes and confrontation, with China’s strategic oil reserves and energy diversification sufficient to weather short-term disruption to imports via the Strait of Hormuz. — Director, Centre for Middle East Studies, Shanghai Institutes for International Studies (南方+, 28 February 2026)
Liu Zhongmin (刘中民): Iran’s fragile position and the Iran-aligned Assad regime’s defeat to the Hayat Tahrir al-Sham (HTS) highlight the decline of the “Axis of Resistance” amid Israel’s rising primacy in regional security. Within this reshaping of regional power, America’s departure from counter-extremism—epitomised by its de-sanctioning of HTS—and support for Israeli expansion risk regional destabilisation and surging non-state Islamic extremism. Hence, the US–Iran conflict forms part of a widening “two Middle Easts” [两个中东] phenomenon, further splitting the region between state and non-state actors, secular and Islamist ideologies, and US/Israel-anchored security frameworks versus the “Axis of Resistance”. However, instability will likely remain concentrated in the Eastern Mediterranean, with a broader Persian Gulf conflict constrained by US aversion to full-scale war. — Director, Middle East Studies Institute, Shanghai International Studies University (观察者网, 23 February)
Niu Xinchun (牛新春): For the Iranian regime, softening its ideological stance to accommodate Washington poses a greater existential threat than confrontation itself, rendering the US–Iran diplomatic impasse “irresolvable” [无解] except through regime change. The conflict is structurally a regional “mini-Cold War” [小冷战]—fusing great power competition with irreconcilable ideological opposition between secular capitalism and political Islam—that can only end with the transformation or collapse of one side’s system. Both sides wish to avoid catastrophic hot war, making the persistence of this standoff at an increasingly dangerous level the likeliest outcome. — Researcher, China-Arab States Research Institute, Ningxia University (文化纵横, 27 February 2026)
Zheng Yongnian (郑永年): The killing of Khamenei is not merely a geopolitical event but a “Religious War 2.0” [2.0版宗教战争] between irreconcilable absolutes, driven by Trump’s deep religious values—a dimension Chinese analysts, as products of a secular civilisation, have widely underestimated. Trump’s “hit-and-run” strategy deliberately avoids the occupation trap of the Bush era, but the broader consequence is the erosion of rules-based order, replaced by a “fear-based jungle world” [基于恐惧的丛林世界] governed by raw power. Critically, Israel’s role as America’s Middle Eastern “strategic pivot” has a direct East Asian parallel: if Japan similarly leverages US power to pursue its own objectives, how is China to respond? — Founding Director, Institute for International Affairs, The Chinese University of Hong Kong, Shenzhen (大湾区评论, 1 March 2026)


5. Europe


Zhou Bo (周波): Europe’s attitude towards China has entered a “second phase”: the first-phase campaign to pressure Beijing over Russia–Ukraine has failed, and European leaders are now visiting Beijing en masse with a far more pragmatic focus on trade. Rubio’s Munich speech was a “sugar-coated apple” [糖霜苹果]—beneath the flattery, US demands remain unchanged, but Europe’s thinking remains that “if we can avoid divorce, let’s avoid it”. If a Ukraine ceasefire requires peacekeeping, China could potentially lead a Global South-majority force, supplemented by non-NATO European states like Ireland, Austria and Switzerland. — Senior Fellow, Center for Strategic and Security Studies, Tsinghua University (观察者网, 15 February)
Zhang Jian (张健): It is time for Europe to abandon its NATO obsession and move towards genuine independence and autonomy. NATO expansion has worsened Europe’s security environment by provoking hostilities with Russia, limited its capacity for independence by locking it into dependence on American-led military systems and procurement, and exacerbated tensions between Atlanticists and Europeanists. The Greenland affair crystallises this contradiction—time is running out for Europe, but it is not too late to abandon NATO. — Vice President, China Institutes of Contemporary International Relations (环球时报, 4 February)
Jiang Feng (姜锋): Europe is “shifting from defence to offence” [转守为攻], moving beyond deep anxiety towards “strategic composure” [战略定力] and serious reflection on its own security and development. This year’s Munich Security Conference displayed a historic reversal in the subject-object relationship: America was no longer setting the agenda but was itself discussed as a problem. Meanwhile, a nascent “middle-power alliance movement” shaped the discourse and China-related discussions were constant, with participants expecting China to play a role and offer solutions. — Former Party Secretary, Shanghai International Studies University (环球时报, 13 February)


6. Latin America


Sun Yanfeng (孙岩峰): China possesses the resolute “determination and strength” [决心和实力] to counter any infringement upon its overseas interests in the Panama Canal, threatening to inflict “serious damage” [伤筋动骨] on Panama through trade and investment restrictions—and, in the long term, even diverting trade routes towards the South American Bi-Oceanic Railway or a revived Nicaragua Canal project. This posture responds to Panama acting as a geopolitical “pawn” [马前卒] in the cancellation of Hong Kong company CK Hutchison’s port operating licences. By sacrificing the diplomatic neutrality underpinning its prosperity as a global logistics hub, Panama imperils its hard-won sovereignty, risking domestic economic erosion and a regressive transformation into a colonial-era banana republic. – Director, Institute of Latin American Studies, China Institutes of Contemporary International Relations (环球时报, 9 February)
Tian Feilong (田飞龙): China must maintain an “escalatory” posture over Panama’s voiding of CK Hutchison’s canal contract—including secondary sanctions on American overseas interests, and potentially postponing Trump’s planned visit to China. A defeat in this “geopolitical legal war” would devastate the Belt and Road’s global credibility, and pro-American proxy forces in Panama must be made to pay a heavy price to deter imitators. This is a crisis event for the PRC’s national rejuvenation that demands China unite with the Global South and “awakened” Western countries, while strengthening its own foreign-related rule of law [涉外法治] capacity. — Deputy Dean, School of Law, Minzu University of China (观察者网, 8 February)


7. Chinese Economy


Xia Bin (夏斌): China remains a “financially weak nation” [金融弱国] and must continue prioritising macroeconomic control rather than prematurely carrying out capital account liberalisation. Strategic financial development requires a limited, measured globalisation anchored firmly in the real economy, maintaining protective financial firewalls whilst systematically cultivating the real economic strength needed to shape a new international financial order. Rather than aiming straight for RMB internationalisation, “RMB regionalisation” [人民币区域化] represents the most realistic near-term objective, to be achieved through developing offshore RMB markets and controlled financial pipelines to direct offshore RMB capital into domestic investments. – Honorary Professor, Department of Finance, Nankai University (观察者网, 3 February)
Li Xunlei (李迅雷) and Zhang Deli (张德礼): China’s share of global exports has not peaked and is projected to reach ~17% by 2030, up from around 14–15% today. The headline value share appears to have plateaued, but this is an illusion created by aggressive price cuts and RMB depreciation—strip these out and the volume share has already surged from 13.2% to 17.0% since 2019. Unlike Japan and Germany—whose export shares peaked then declined through industrial hollowing—China remains the “terminal station of global manufacturing transfer” [全球制造业转移的终点站], with no economy able to replicate its supply chains and scale. The price drag is now reversing as government rebate cuts put a floor under export prices and $960 billion in unconverted exporter dollar holdings could trigger self-reinforcing RMB appreciation. — Li Xunlei, Chief Economist, Zhongtai Securities; Zhang Deli, Head of Macro Research, Zhongtai Securities (李迅雷金融与投资, 13 February)
Miao Yanliang (缪延亮): Fears surrounding capital account opening rest on seven outdated assumptions and cognitive biases, and the real risk lies not in potential outflows but in foreign underallocation—foreign holdings of Chinese government bonds account for just 5.9% of the market, compared with 31.5% for US Treasuries. The conditions that drove the 2015–16 capital flight have largely disappeared, while China’s halfway position is becoming untenable: once the current account is open, capital controls are progressively eroded as firms disguise capital movements as trade, “borrowing the road” [借道], just as Europe found after 1958. With the dollar weakening and the RMB appreciating, this represents a strategic window to increase openness. — Managing Director and Chief Global Economist, CICC (中金点睛, 9 February)
Li Xunlei (李迅雷): The current consensus that free convertibility would crash the RMB is wrong—the currency is undervalued by roughly half and opening up would cause appreciation, not depreciation, by shrinking the liquidity and credit discounts that keep the RMB trading far below its purchasing power. China’s vast money supply is not a flood waiting to escape—it is bloated precisely because the closed capital account forces the central bank to create base money passively from reserve accumulation; opening would shrink it while attracting foreign capital into an undervalued currency. The RMB remains a “local grain coupon” [地方粮票] not a “national grain coupon” [全国粮票]—76.5% of offshore payments stay in Hong Kong—and “problems of development cannot be solved by development alone; only by advancing reform.” — Chief Economist, Zhongtai Securities (李迅雷金融与投资, 5 February)
Zhang Chun (张淳): Full onshore capital account opening will not occur for at least 20 years, and the goal is not to replace the dollar—currency hegemony would bring the same industrial hollowing that afflicts America—but to become the leading second-tier currency at ~20% global share within 5-10 years. China is pioneering an offshore-first pathway, building RMB financial infrastructure in “financial special zones” [金融特区] like Shanghai Lingang and Hong Kong, modelled on how Shenzhen’s SEZ piloted economic reform before it went nationwide. The immediate bottleneck is not trust or geopolitics but financial plumbing: countries receiving RMB through trade lack offshore equity, bond, or derivatives markets in which to invest it, so they convert back to dollars. — Professor of Finance, Shanghai Advanced Institute of Finance, Shanghai Jiao Tong University (观察者网, 29 January)
Zhao Yanjing (赵燕菁): The crackdown on China’s property market was built on a category error—land revenue is not fiscal revenue but financial capital, equivalent to a city issuing equity in itself, and “without these bubbles there would have been no success of reform and opening up, still less any so-called China miracle.” Suppressing house prices to reduce dependence on land sales is equivalent to crashing a company’s share price to reduce reliance on IPOs: the equity that collateralises all existing local government debt is destroyed, forced asset sales eliminate liquidity, and the economy descends into involution. Chinese real estate prices can and must return to pre-2021 levels—America’s subprime crash was no smaller than Japan’s, but decisive intervention enabled recovery in years, whereas Japan’s indecision prolonged stagnation for three decades. — Professor, School of Architecture, Xiamen University (爱思想, 3 February)
Sheng Songcheng (盛松成): China must stabilise its real estate sector within one to two years — with over 90% of residents owning property, falling prices erode household wealth on a vast scale, amplified by leverage, and deepen the broader problem of insufficient domestic demand. The 15th Five-Year Plan sets a two-stage pathway: first, “scrape the poison from the bone” [刮骨疗毒] by de-risking real estate and local government debt; then, build a tiered supply system—subsidised housing for disadvantaged families and market housing for upgrading demand, with restrictions removed. The housing provident fund should be decoupled from property and redirected—following Singapore’s example—towards healthcare and care for the elderly. — Professor, CEIBS; former Director-General, Survey and Statistics Department, PBoC (财新, 11 February)


8. Technology & Society


Cai Fang (蔡昉): Artificial intelligence is poised to deepen China’s existing unemployment challenge, accelerating an ongoing “reverse-Kuznets process” in which labour shifts from high-productivity to lower-productivity sectors. The current paradox of high youth unemployment coexisting with a highly qualified workforce will thus worsen. Left unchecked, AI adoption will widen income gaps between high- and low-skilled workers in the near term, although the eventual arrival of AGI may render skill differentials largely irrelevant. In response, Chinese policymakers should learn from high-income countries and adopt a mindset shift that: (1) reconceives the purpose of employment as lower-productivity sectors absorb more workers; and (2) decouples labour remuneration from individual productivity through stronger redistribution mechanisms. — Chief Expert, National High-End Think Tank(s), Chinese Academy of Social Sciences (中国金融四十人论坛, 12 February)
Zhang Dandan (张丹丹) and Li Jia (李嘉): Given the likelihood of AI rapidly impacting employment, China must establish a data-driven early-warning system to track granular shifts in specific tasks and skills, ensuring sufficient lead time for strategic policy intervention. By integrating high-frequency data from recruitment and flexible employment platforms, the state can then better facilitate the forward adjustment of national education and training frameworks. This proactive approach will ensure that the speed of workforce retraining and redeployment keeps pace with the broader economic transition, avoiding the emergence of long-term structural unemployment. — Vice Dean, National School of Development, Peking University; Dean, School of Economics, Singapore Management University (中国金融四十人论坛, 10 February)
Yao Yang (姚洋): Genuinely implementing the policy of “investing in people” [投资于人] requires rethinking China’s social model, which still reflects a utilitarian development pathway in which individuals are viewed as mere tools for boosting GDP and achieve national catch-up—a mindset rooted in China’s Legalist political tradition. However, pursuing efficiency without considering human costs has allowed algorithm-driven labour exploitation and inequality of opportunity to flourish, particularly disadvantaging rural children. The current education system “ruins” [毁掉] rather than “cultivates” [培养] students, heaping on the pressure and emphasising “selection” [选拔] over real education and learning. As an important driver of the social pressure and educational inequality that this engenders, the High School Entrance Exam [中考] should be abolished alongside an expansion of compulsory education. — Dean, Dishui Lake Advanced Finance Institute, Shanghai University of Finance and Economics (观察者网, 5 February)
Chen Zhiwen (陈志文): With a projected decline in the number of school pupils and a resulting surplus of educational resources, proposals to abolish the Senior High School Entrance Exam [中考] have gained traction but rest on faulty assumptions. These examinations operate primarily as instruments of social governance rather than mere educational checkpoints, upholding transparent and fair school selection. Despite the limitations of a score-centric system, transitioning towards project-based evaluations or more subjective assessments would likely create additional competitive “tracks” more susceptible to elite manipulation, undermining the institutional foundations of equity and social justice without meaningfully reducing competition. — Academic Committee Member, China Association for Educational Development Strategy (财新, 14 February)
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On a gray October morning in 1949, Chairman Mao Zedong stood atop Beijing's Tiananmen Square and proclaimed the founding of the People's Republic of China. Below him, in theHall of the People, a new administrative apparatus was already taking shape: the Government Administration Council of the Central People's Government, the precursor to what would become one of the most powerful executive bodies in the world.

Five years later, in September 1954, the first session of the 1st National People's Congress adopted China's constitution—and with it, the establishment of an institution that remains the backbone of Chinese governance: the State Council. It was not merely a bureaucratic creation but the formal embodiment of state power itself. The NPC, China's supreme organ of state power, needed an executive arm. The answer was the State Council.

The Architecture of Power

The State Council is not simply another cabinet. Under China's 1954 constitution—still referenced in contemporary legal documents—it is defined as both "the executive organ of the National People's Congress" and the "highest state administrative organ" of the country. This dual mandate places it at the apex of governmental authority, responsible for formulating administrative measures, issuing decisions and orders, and monitoring their implementation across every corner of the nation.

At its core, the State Council comprises the premier, several vice-premiers, state councillors, ministers of various ministries, directors of committees, an auditor-general, the governor of the People's Bank of China, and a secretary-general. The premier leads, appointed by the NPC upon nomination by the president—though in practice, as with so much in China's system, the premier is chosen within the Communist Party leadership, including the Politburo Standing Committee.

The vice-premiers (one executive and generally three others) assist the premier. Each oversees specific administrative domains. State councillors perform duties as designated by the Premier, while the secretary-general heads the General Office—the machinery that handles the daily operations of the Council.

The Party's Anchor

Crucially, the State Council operates under the absolute leadership of the Chinese Communist Party. The Organic Law of the State Council explicitly states that the Council acts "under the leadership of the CCP Central Committee" and follows CCP ideology. This is not merely constitutional language but functional reality: almost all members of the State Council are simultaneously members of the CCP Central Committee.

The premier leads what is known as the Leading Party Members Group—a body responsible for overseeing implementation of CCP policies within the State Council itself. The Politburo, however, retains ultimate authority, particularly over economic matters. The State Council has flexibility in decision-making, but the Politburo has final say.

How It Works

The Council governs through two primary meeting formats. The executive meeting—comprising the premier, vice-premiers, state councillors, and secretary-general—is held two to three times monthly. It handles ongoing governance between full sessions.

The plenary meeting, comprising all members of the State Council, occurs every six months. These gatherings bring together the full apparatus: 26 constituent departments, each ministry supervising a specific sector. Commissions outrank ministries and set policies for and coordinate related activities of different administrative organs. Offices deal with matters of ongoing concern.

The establishment, dissolution, or merger of constituent departments is proposed by the premier and decided by the NPC or its Standing Committee. Below the ministries sit bureaus and administrations.

Additionally, there are 38 centrally administered government organizations that report directly to the State Council. Their heads attend full meetings of the State Committee on an irregular basis.

Historical Transformations

The State Council's predecessor—the Government Administration Council—was established on October 1, 1949, with the proclamation of the People's Republic. However, this body was lower in status and had a smaller scope than today's State Council. It did not manage military affairs; it had no Ministry of National Defense.

In 1954, everything changed. The constitution adopted that year designated the NPC as "the supreme organ of state power"—and made the State Council its executive arm. Since 1982, the Council has undergone institutional reforms approximately every five years to coincide with each change of government. Adjustments have been significant: the number of departments under the State Council was reduced from 100 before 1982 to just 26 today.

The most recent adjustment occurred in 2023, the latest in a series of reorganizations stretching back over four decades.

The Military Dimension

One particularly nuanced aspect involves national defense. The State Council controls the Ministry for National Defense but does not control the People's Liberation Army. That military force is instead controlled by the Central Military Commission (CMC). Similarly, the State Council previously shared command over the People's Armed Police (PAP) with the CMC through the Ministry of Public Security, but 2018 reforms placed the PAP solely under CMC command.

The Provincial Interface

The State Council directly oversees provincial-level People's Governments throughout China. It maintains membership at the top levels of the Chinese Communist Party—effectively bridging party and state structures in a system that Western observers often struggle to parse.

It is also constitutionally accountable to the NPC and its Standing Committee, meaning that while it wields enormous power, that power theoretically flows from democratic representation—a reminder that beneath the Party's leadership lies a structure nested within China's constitutional framework.

The Government Administration Council of 1949 was only a constituent body of the Central People's Government. The State Council, by contrast, is equal to the Central People's Government—representing a dramatic expansion of authority and ambition since those early October days when Mao stood on Tiananmen.
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In 1914, when the Panama Canal finally opened after decades of trial and error, the engineers at Gatun Lake discovered something startling: the new artificial lake wasn't just lifting ships—it was pulling entire landscapes upward. The water level rose twenty-six meters above sea level, creating an entirely new ecosystem atop one of the most ambitious civil engineering projects in history. To move a ship through the canal today requires roughly 200 million liters of fresh water, enough to fill eighty Olympic-sized swimming pools. These numbers barely hint at the canal's true significance: for over a century, this 82-kilometer ribbon of blue cutting across Panama has reshaped global trade routes, enabled the modern shipping industry, and stands as one of humanity's greatest achievements in engineering and diplomacy.

The Panama Canal's story begins not with construction but with failure—multiple failures that spanned centuries. The narrow strip of land connecting North and South America has fascinated explorers since Spanish conquistador Vasco Núñez de Balboa first crossed the Isthmus of Panama in 1513, noting in his journal the remarkable possibility of a canal here, though he took no action to build one. European powers soon recognized what Balboa had observed: this narrow land bridge between two oceans represented an opportunity for massive profit and strategic advantage.

By 1534, Holy Roman Emperor Charles V ordered surveys for routes connecting Spain's Atlantic territories with its Pacific holdings. The isthmus of Panama emerged repeatedly as the most promising location. In 1668, English physician and philosopher Sir Thomas Browne specifically proposed Panama as the most convenient place for such a canal—the first practical argument for this particular route.

The earliest serious attempt came from an unlikely source: Scotland. In 1698, the Kingdom of Scotland launched the ill-fated Darien Scheme, attempting to build an interoceanic passage through Panama's inhospitable terrain. The project collapsed by 1700 due to brutal conditions and hostile environment—a sobering reminder that desire alone cannot overcome logistical nightmares.

The nineteenth century brought renewed American interest. In 1846, the Mallarido-Bidlack Treaty between the United States and New Granada (the predecessor of Colombia) granted transit rights and military intervention privileges across the isthmus. When gold was discovered in California in 1848, demand for a Panama crossing exploded. American businessman William Henry Aspinwall established steamship routes from New York to Panama and on to California, while Cornelius Vanderbilt built an overland portage operation that moved fortune seekers across the jungle.

Between 1850 and 1855, Aspinwall's syndicate constructed what would become the Panama Canal Railway from Colón on the Caribbean coast to Panama City. The project cost eight million dollars—six times the estimated amount—and claimed between six thousand and twelve thousand workers who died from tropical diseases. Those deaths represented an early warning that building through Panama would require more than just capital; it demanded bold engineering solutions to nature's deadliest obstacles.

In 1870, President Grant established an Interoceanic Canal Commission, including Chief of Engineers Brigadier General Andrew A. Humphreys and naval commander Thomas Oliver Selfridge Jr. They investigated routes across Central America and concluded that a canal through Nicaragua—traversing Lake Nicaragua—was the most promising option. This recommendation influenced American policy for decades.

The French attempt began in 1881 when Ferdinand de Lesseps, who had famously constructed the Suez Canal between 1859 and 1869, took on the Panama project with impressive confidence. TheSociété Civile Internationale du Canal Interocéanique par l'isthme du Darien backed his efforts, with Hungarian freedom fighter István Türr and French engineer Armand Reclus leading investigations through Panama.

De Lesseps approached Colombia's government and obtained a concession in March 1878—the Wyse Concession granted rights to build a canal across Panama for ninety-nine years. But by 1889, the project collapsed under the weight of engineering problems and shockingly high worker mortality rates. Investors lost confidence, and French ambitions lay shattered in the Panamanian mud.

The United States took control in 1904 with decisive political will. President Theodore Roosevelt negotiated the Hay-Bunamu-Serralles Treaty, securing exclusive rights to build and manage a canal through Panama. American engineers inherited French equipment—corroded, useless, abandoned—and completely rebuilt what remained.

The Engineering Marvel

The modern canal that emerged from decades of struggle uses an intricate system of locks at each end, lifting ships up to Gatun Lake—an artificial freshwater lake twenty-six meters above sea level created by damming the Chagres River and Lake Alajuela. This engineering design dramatically reduced excavation work while providing water for ship elevation.

The original locks, measuring 33.5 meters in width, allowed passage of what are known as Panamax ships—vessels sized to fit this precise dimension. These locks lift vessels up to Gatun Lake before lowering them at the other end, a delicate dance of water and gravity that has operated continuously since 1914.

Between 2007 and 2016, construction crews added a third wider lane of locks, completed and opened for commercial use on June 26, 2016. These expanded locks accommodate Neopanamax ships—larger vessels representing the next generation of maritime commerce. The expansion project was one of the largest infrastructure undertakings in Western Hemisphere history.

A Gateway Between Oceans

The Panama Canal shortcut transforms global trade by enabling ships to travel between Atlantic and Pacific without circumnavigating South America's southernmost tip. Vessels avoid the lengthy, hazardous route around Cape Horn, the Drake Passage, the Strait of Magellan, or the Beagle Channel—passages that historically cost months of dangerous navigation.

The canal's impact on international trade patterns proved decisive. By providing a short and relatively inexpensive transit route between two oceans, it invigorated maritime transportation and boosted economic growth in developed and developing countries alike. The American Society of Civil Engineers ranked the Panama Canal as one of the Seven Wonders of the Modern World, alongside structures like the Channel Tunnel and national stadiums.

Governance and Control

Colombia, France, and later the United States controlled territories surrounding the canal during construction, with each power maintaining influence over this crucial waterway. After the Torrijos-Carter Treaties in 1977 provided for handover to Panama, joint American-Panamanian control continued until the Panamanian government assumed full authority in 1999.

Today, the Panama Canal Authority—a government-owned entity—manages and operates the canal with growing efficiency. Annual traffic rose from roughly one thousand ships in 1914 when the canal opened to fourteen thousand seven hundred and two vessels in 2008. By 2012, over eight hundred fifteen thousand vessels had passed through.

The numbers reveal a shipping revolution. In 2017, ships took an average of just eleven hours and twenty-four minutes to transit between the canal's two outer locks—a remarkable achievement compared to voyages that once lasted years. The top five users are now the United States, China, Chile, Japan, and South Korea.

A Vulnerable Giant

Despite its success, the Panama Canal faces growing challenges. Low water levels during droughts threaten operations, as an average of two hundred million liters of fresh water is used in every single ship passing through. Climate change intensifies dry conditions across Central America, raising questions about long-term sustainability.

The canal's significance remains clear: it fundamentally changed how goods move between world markets, enabled the modern shipping industry, and stands as one of humanity's greatest achievements in engineering, diplomacy, and persistence. From Balboa's crossing to French failure to American success, this remarkable waterway continues to reshape global commerce.
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On an autumn night in 1989, a mid-ranking cleric named Ali Khamenei stood before Iran's most powerful religious assembly, prepared to assume the heaviest title in Iranian politics—not because he was the most qualified, but because the moment demanded it. The man who would become the second Supreme Leader of Iran, serving for over three decades and becoming the longest-serving head of state in West Asia, had expressed private reservations about his own readiness. He was not the marja'—the supreme religious authority—that the constitution required. And yet, within months, he would transform the role into something unrecognizable from its origins.

Ali Hosseini Khamenei was born on 19 April 1939 in Mashhad, a city of ancient mosques and Persian carpet shops in Iran's northeastern highlands. His father, Javad Khamenei, was an Azerbaijani Turk from Khamaneh near Tabriz—a reminder that Iran has always been a crossroads of peoples—and his mother, Khadijeh Mirdamadi, was Persian from Yazd, hailing from a clerical family. He was the sixth of eight children; two brothers would become clerics, and one younger brother, Hadi, would become a newspaper editor. His elder sister Fatemeh died in 2015 at age eighty-nine.

Khamenei's childhood was marked by poverty. The family lived in a rough neighborhood of Mashhad, where his mother fashioned clothes from his father's old garments and where they sometimes lacked sufficient food, surviving on small amounts of raisins or milk purchased with minor sums given by relatives. He began religious education at four, learning the Quran at Maktab. By adolescence, he was reciting verses at school and developing an early interest in hadith and prophetic narratives—though his intellectual curiosity extended far beyond religious texts. He delved into mathematics, geography, and especially history. He read widely in literature and poetry, became familiarized with major works of Persian poetry, and began composing verse himself at a young age.

He attended the hawza of Mashhad under mentors such as Sheikh Hashem Qazvini and Ayatollah Milani. In 1957, he traveled to Najaf, the holiest city for Shia Muslims, but soon returned to Mashhad due to his father's unwillingness to let him stay. In 1958, he settled in Qom, a powerhouse of religious learning, where he attended classes of Husayn Burjuderdi and Ruhollah Khomeini—the future architect of Iran's Islamic Revolution.

Like many politically active clerics at the time, Khamenei was far more involved with politics than pure religious scholarship. He also frequented secular intellectuals and the Movement of God-Worshipping Socialists—a political organization that advocated Islamic socialism influenced by figures such as Karl Marx, Che Guevara, Tito, and Ali Shariati. For Abbas Milani, these seminars would influence his later Third Worldism.

The young cleric was arrested six times before being exiled for three years during the reign of Mohammad Reza Pahlavi. The Shah's regime targeted him repeatedly—each arrest a testament to his growing significance in opposition circles. He was a key figure in the Iranian Revolution, and upon its success in 1979, held many posts in the newly established Islamic republic. He served as head of the servants of Astan Quds Razavi from 14 April 1979.

The attempted assassination that changed him forever came in the aftermath of the revolution. The attack paralysed his right arm—a wound he carried for the rest of his life. This was not just physical violence; it was a message to the revolutionary order itself, a reminder that power in Iran always carried a price.

When Khamenei served as the third President of Iran from 1981 to 1989, during the brutal Iran–Iraq War, he developed close ties with the Islamic Revolutionary Guard Corps—the IRGC. These were years when Iran stood alone against Saddam Hussein's invading armies, when Iranian boys wore bicycle helmets into battle because they had no proper military equipment, when the nation bled for survival. During this period, Khamenei walked the corridors of power, building the institutions that would define Iran's future.

And then came 1989—the year that reshaped everything.

Ruhollah Khomeini, the Grand Ayatollah who had led the Revolution and become the first Supreme Leader, died on 28 February 1989. The nation mourned. And then the Assembly of Experts convened to choose his successor. The problem was stark: Khamenei was a mid-ranking cleric, not the marja' required by the constitution. He expressed reservations about his religious qualifications and suitability for the position—private doubts that would never be fully acknowledged in public.

The constitution was amended to remove that requirement. The Assembly reconfirmed his leadership later that year. The man who had doubted himself now held the highest power in Iran—and he would not relinquish it until an assassin's bullet found him twenty-six years later.

As Supreme Leader, Khamenei walked a careful path on nuclear policy: supporting Iran's civilian program while issuing a fatwa forbidding weapons of mass destruction—a position that allowed him to appear both rational and devout. He favored economic privatization in Iranian state-owned industries; with oil and gas reserves, he aimed to transform Iran into an "energy superpower." His foreign policy centered on Shia Islamism and exporting the Islamic Revolution—this was not mere rhetoric but a concrete framework for regional intervention.

He played a pivotal role in developing the IRGC, transforming it from a revolutionary guard into a primary tool for domestic control and regional influence. Under Khamenei's guidance, Iran supported the "Axis of Resistance" coalition—in the Syrian civil war, in Iraq, in Yemen's civil war, in Gaza—and Russia during the Russo-Ukrainian war.

A staunch critic of Israel and Zionism, he supported Palestinian aspirations; his rhetoric included calls for Israel's destruction and occasionally slipped into antisemitic tropes—legitimate criticism of Israeli policy blurring with darker prejudices. Under Khamenei's rule, Iran was involved in proxy wars with both Israel and Saudi Arabia, a region where sectarian and geopolitical rivalries burned like fire.

In 2025 and 2026, tensions with Israel and the United States escalated into what became known as the Twelve-Day War—an ongoing conflict that would end with Khamenei's assassination. He was gunned down in his residence on 28 February 2026; the regime announced his death after a state funeral for Khomeini.

His son Mojtaba was elected Successor by the Assembly of Experts on 8 March 2026—the young Khamenei stepping into his father's shadow, continuing the dynasty.

Khamenei's leadership style was pragmatic yet hard-lined. He sidelined leftist factions, moderate clerics, and political dissidents while occasionally easing restrictions when the regime's stability or legitimacy had been threatened—a careful balancing act of repression and calculated mercy. His critics called him authoritarian, responsible for political repression, state-sanctioned violence, and injustices. Journalists, activists, and ordinary citizens were persecuted for actions including insulting the Supreme Leader—sometimes alongside blasphemy charges—with penalties ranging from imprisonment to corporal punishment.

There were numerous protests during his rule: in 1999, 2009, 2017–2018, 2018–2019, 2022–2023, and finally 2025–26. Each protest was met with the full weight of a regime that had learned to consolidate power within the office of the Supreme Leader.

He left behind a legacy of authoritarian control, regional ambition, and religious justification for political dominance—a man who doubted his own qualifications yet built an institution that outlasted him in every way. The question that history will ask is not whether he was powerful, but what he built with that power—and whether Iran can survive the shape it gave him.
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  There is war in the Middle East again. This edition will examine the potential implications of the Trump and Netanyahu administrations’ decision to bomb the Khamenei regime, concentrating on Iran dynamics, oil markets, and China-Russia ties.
If you’re a new subscriber, or would like additional context on some of Beijing and Moscow’s actions in the lead-up to the crisis, I’d start with this analysis of the Xi-Putin phone call, which appeared to focus on Iran. To set the stage for the bilateral heads-of-state call, the Chinese foreign minister, Wang Yi, delivered a subtle but public hint to Sergei Shoigu, the secretary of the Russian Security Council, warning, in a likely reference to Iran, that the two sides had distinct interests. Finally, the PLAN skipped naval exercises with their Iranian and Russian counterparts just ahead of the conflict.
Below are some initial thoughts. The analysis is split into two sections: Iran dynamics and China-Russia dynamics. I want to emphasize that there is a huge amount of uncertainty at the time of this writing.
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Iran dynamics
There’s a lot we don’t know. Here’s what we do know: owing to the skill, professionalism and bravery of the U.S. military and intelligence services, the initial salvo of the campaign has gone very well. Khamenei is dead, a large swathe of Iran’s political leadership has been destroyed, and Israel reports that half of Iran’s ballistic missile launchers have been destroyed.
What comes next is highly uncertain. In an interview with The Atlantic this morning, President Trump reported that Iran’s new leadership seeks to re-enter negotiations. Iranian Foreign Minister Araghchi claims that Iran seeks negotiations – but also that the IRGC is acting independently and attacking targets in Oman, based on instructions given in advance. So, who speaks for the remnants of the Khamenei regime, and is the Iranian military acting semi-independently? As Vali Nasr writes, the Khamenei regime intentionally “dispersed operational authority and decentralized decision making to survive decapitations.”
The Iranian government – or whatever is left of it – can very likely disrupt Strait of Hormuz shipping for weeks, months, or even years, if it is willing to endure the considerable costs. There are several parallels to the Houthi disruption around the Bab el-Mandel chokepoint along the Red Sea, although it is not a perfect analogy.
Despite limited missile stockpiles and U.S./coalitional air dominance, the Houthis, based in Yemen, have been able to severely disrupt Red Sea shipping: transit volumes fell 70 percent in four months. Furthermore, the Strait of Hormuz’s geography is more susceptible to disruption, as its ship lanes are narrower, while the Iranian military is more capable than that of the Houthis. On the other hand, the U.S., its NATO allies, and its Gulf partners have been relatively restrained vis-à-vis the Houthis. If Tehran tried to shut down the Strait, the U.S. and its allies and partners would respond much more aggressively than they have in the Red Sea, given the near-existential economic costs of a blockage of the Strait.
Even so, Tehran has several tools it might turn to if it sought to close the Strait and harm the U.S. coalition. Iran’s missiles are receiving considerable media attention, with some analysts even warning that missile stockpiles may outrun the ability of the U.S. and Gulf States to defeat them via air-defense interceptors. Other analysts are skeptical, however, and hold that Iranian salvo sizes will become smaller due to the destruction of their inventories, launchers, and trained personnel.
Iran’s naval mines may ultimately prove to be a far greater threat than its missiles, although mining the Strait would imperil Iran’s own oil exports and likely infuriate China, the world’s largest oil importer. Naval miners are a potent weapon around the Strait of Hormuz. The ship channel is only 2 miles wide, a single mine can disable or sink a ship, and even the mere threat of mines can cause disruptions for weeks or months. For instance, Ukraine’s naval de-mining group neutralized about 50 mines in the Black Sea in 2025; de-mining the entire Black Sea will take dozens of years at the current rate. A U.S.-led coalition’s effort to de-mine the Strait of Hormuz would of course proceed much faster than Ukraine’s Black Sea efforts, and Iran might struggle to lay mines under withering airstrikes, or refrain from doing so out of its own political and economic interests. Still, U.S. mine countermeasure capabilities have atrophied, and de-mining operations would need to be conducted methodically, and potentially while under fire from Iran’s onshore and naval forces.
Finally, Iran may seek to close the Strait via rocket-launched artillery or GNSS spoofing. Artillery systems are relatively mobile, but might struggle to hit moving targets and would be subject to counterbattery fire. GNSS spoofing, meanwhile, could complicate maritime operations in the Gulf. Kpler reports that satellite signal manipulation is making commercial navigation much riskier for commercial ships. There are countermeasures that tankers and other ships can take, but lacking reliable navigation raises the risk of an accident along a congested – and contested – body of water, sending insurance prices higher and discouraging vessels from attempting dangerous crossings.
Iran – assuming it is still making centralized decisions – will be reluctant to close the Strait, as this would constitute a profound escalation with major military, political, and economic risks. Nevertheless, if Tehran does attempt to close the Strait, it will likely lean on a combination of methods, and not just one. It’s not clear if the Trump administration has prepared for this risk.
Disruptions to the Strait of Hormuz *could* send oil prices much higher – and some in the Trump administration share this concern. As of this writing, markets have responded to the crisis by sending Brent crude oil prices about 5-10% higher. Indeed, the war could end quickly, leading to only minimal impacts on global energy prices. But if large-scale outages persist, prices could respond in a massive way. As I wrote last week:
[I]f the Khamenei regime becomes desperate and fears an existential crisis, it could target regional energy infrastructure. This would likely trigger significant price increases: according to the Kpler analyst Reid I’Anson, the Middle East accounts for 41 percent of all seaborne oil supply. Sustained outages for even a fraction of these supplies could send oil prices to their highest-ever levels, lifting global prices, inflation, and interest rates. For instance, Russia’s full-scale invasion of Ukraine – coupled with supply chain disruptions – sent oil prices and global inflation higher. WTI oil prices hit $115/barrel in June 2022, up 60 percent from a year prior; U.S. inflation reached 7.9 percent; and the Federal Funds effective rate surged from zero percent before the invasion to over 5 percent. Moreover, this price spike occurred without large-scale physical outages, as the Biden administration consistently sought to assure market actors that Russian crude oil would remain on the market.
Let’s be clear: if large-scale, long-duration physical outages occur in the Middle East, oil prices, inflation, and interest rates could rise much higher than in June 2022, in a worst-case scenario. A comparable and sudden tightening of financial conditions for the capital-intensive U.S. artificial intelligence buildout would plunge the U.S. into a recession – or far worse.
Indeed, there is evident skepticism of the operation from within Trump’s own party. Strikingly, CNN’s White House correspondent noted that no senior Trump officials appeared on Sunday shows, which is rare. Significantly, Vice President Vance and other seemingly airstrike-skeptical administration senior officials were in the Situation Room in DC – and not by Trump’s side in Florida – amid the attacks, signaling physical and symbolic distance from the strikes. Vance and others seem to be adopting a wait-and-see approach before fully supporting the strikes, suggesting some concern about the trajectory of the conflict.
I’ve found several sources to be useful for improving my understanding of Middle East dynamics and reducing uncertainty. Gregg Carlstrom, Middle East correspondent at the Economist, lays out several other important questions, especially around Iranian command-and-control. I’ve also found War on the Rocks’ podcast, the Iran Reckoning with Afshon Ostovar, very helpful. I recommend a couple of analyses from two colleagues at the Atlantic Council. One is a pre-war analysis for Foreign Affairs by Nate Swanson, former director of Iran at the NSC, which held that Iran would escalate. Nate’s analysis, along with reports about concerns in senior echelons of the U.S. military about the wisdom of strikes, shifted my thinking about the probability and consequences of air strikes. Meanwhile, Jonathan Panikoff, former deputy NIO at NIC, warns of Iran becoming an “IRGCistan.” Finally, Hamidreza Azizi lays out a thoughtful post for Iran Analytica. He writes: “Iran’s early conduct suggests preparation for a prolonged confrontation rather than a short escalation cycle. The Islamic Republic’s leadership seems to recognize that the decisive question of this war is not how forcefully it responds in its opening hours, but whether it can prevent the rapid collapse its adversaries appear to seek.”
China – Russia dynamics
China and Russia will likely experience greater, but limited, frictions if the conflict escalates. There has been evidence that Beijing and Moscow have different perspectives on the desirability of an Iran conflict. Most fundamentally, China is the world’s largest energy importer, while Russia is one of the world’s largest energy exporters. Furthermore, Beijing’s authoritative rhetoric – from both Xi Jinping and Wang Yi – has seemingly hinted to Moscow that it should not stimulate or amplify a crisis in the Middle East. Finally, Wang Yi’s only public call on the day of the crisis was with his Russian counterpart Sergey Lavrov, where Wang warned “中东局势有可能被推向危险的深渊,” or that the “Middle East crisis could be pushed into a dangerous abyss. Conversely, Kirill Dmitriev, CEO of the Russian Direct Investment Fund and engaged in negotiations with the United States, tweeted triumphantly “$100+ oil per barrel soon.” China and Russia hold fundamentally different economic perspectives on the war and resulting energy outages, although that doesn’t preclude joint action against the United States, given that both Beijing and Moscow prioritize regime interests, including in foreign policy, over their subjects’ well-being.
Watch closely for deniable(ish) support for Tehran from Moscow and potentially even Beijing. Another analyst holds that “Beijing is likely to tighten its alignment with Russia” in the wake of the Middle East crisis. I’m candidly skeptical of this claim, given Beijing and Moscow’s fundamentally different economic interests, but I don’t dismiss it. As demonstrated vividly by his full-scale invasion of Ukraine, Vladimir Putin and Xi Jinping are highly willing to sacrifice their country’s economic prosperity for their own purposes. While Putin’s full-scale invasion of Ukraine straightforwardly produced massive human and economic suffering within Russia, Xi’s willingness to implicitly back the invasion led to significant – if underappreciated – costs for the PRC economy. The 2022 price shock from the Russian invasion of Ukraine directly hit China, the world’s largest energy and food importer, with higher commodity prices, and exacerbated Beijing’s political tensions with the West. Still, Xi Jinping pressed ahead with support for Moscow, judging that a Russian defeat in Ukraine would imperil his most important external partner. Xi was willing to support Putin’s full-scale invasion, even at great economic cost.
Similarly, it would be a mistake to rule out PRC or Russian support for Tehran, especially if such assistance can be provisioned via deniable or, much more likely, semi-deniable methods. Russia is of course much more likely to provide Tehran with military assistance, given its interests in higher oil prices. At the same time, any assistance will be constrained by Russia’s own intense military needs, along with its fears that such support would be immediately uncovered due to leaks from the porous Iranian security apparatus.
The PRC is similarly aware that any assistance to the Khamenei regime’s remnants will almost certainly be uncovered. Nevertheless, Xi may believe that direct support for Tehran – perhaps via kill chain support – is the quickest way to end the conflict, or may be necessary to prevent Iran from targeting non-military targets, especially regional energy infrastructure. The PRC’s provision of material or intelligence to Tehran could hold huge rewards but would also carry enormous risks. Accordingly, Xi and Putin may coordinate in a “good cop, bad cop” role, whereby Beijing tacitly or non-publicly encourages Moscow to provide military assistance to Tehran.
Support for Tehran with even a degree-of-separation would bring huge risks for Beijing, but it may judge them to be worth it. As I’ll share in a forthcoming analysis, the PRC is somewhat well-prepared for an oil shock – at least relative to its rivals in Taiwan, Japan, and South Korea. Given that the PRC is much less dependent on oil imports than the East Asian democracies, it may judge that an oil crisis could deliver more opportunities than risks.
Will China take inventory of Iranian crude vessels off Malaysia? Iranian oil-on-water, much of it off the coast of Malaysia, stood at a record high in January, according to the commodity firm Kpler. The United States is effectively at war with Iran, even if the Trump administration hasn’t sought Congressional approval. Accordingly, what will Washington do if Beijing tries to take ownership of Iranian oil?
What’s going on with the China-flagged vessel of Russian fuel headed to Cuba? The Hong Kong-flagged and Chinese-owned MR tanker Sea Horse was bound for the United States last week. The vessel has reportedly turned back, averting, for now, a potential crisis with the Trump administration. Curiously, the Sea Horse saga coincides with the Trump administration lifting restrictions on oil shipments to Cuba this week, seemingly reversing itself its prior decision to blockade the island. Given that the Cuba story has a nexus to Iran – not to mention the so-called “Donroe Doctrine” – it would be great if reporters could uncover what’s going on, and find if pressure from Moscow and Beijing is leading Washington to reverse course on Western Hemispheric policies.
Joseph Webster is a senior fellow at the Atlantic Council’s Global Energy Center and the Indo-Pacific Security Initiative; he also edits the independent China-Russia Report. This article reflects his own personal opinion.
The China-Russia Report is an independent, nonpartisan newsletter covering political, economic, and security affairs within and between China and Russia. All articles, comments, op-eds, etc represent only the personal opinion of the author(s) and do not necessarily represent the position(s) of The China-Russia Report.
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The Persian Gulf is one of the world's most contested waters, but nowhere along its coastline is the tension more concentrated than at a narrow strip of ocean where great mountains rise like sentinels on either side. Here, between Iran to the north and the Musandam Peninsula to the south—a sliver of Oman jutting into the Arabian Gulf—lies the Strait of Hormuz, a waterway that channels roughly 20 percent of the world's liquefied natural gas and a quarter of all seaborne oil trade through its depths each year. It is one of the most strategically significant choke points on the planet, a place where global energy flows narrow into a bottleneck roughly 167 kilometers long and anywhere from 39 to 97 kilometers wide.

The strait possesses what geographers call a "geographic monopoly": it is the only sea passage from the Persian Gulf to the open ocean. No alternative route exists for nations like Qatar, Kuwait, and Bahrain—all of which depend entirely on this single maritime corridor for their energy exports. If the strait were disrupted for any extended period, Europe and Asia would face severe supply shortages, sending shockwaves through economies already fragile with demand.

Where Geography Meets Power

The strategic importance of Hormuz is ancient in its roots but urgent in its modern consequences. The strait's geography creates a natural funnel through which roughly 14 tankers per day pass carrying some 17 million barrels of crude oil—more than 85 percent bound for Asian markets, with Japan, India, South Korea, and China serving as the primary destinations. In 2018 alone, 21 million barrels passed through the strait daily, worth $1.2 billion at 2019 prices.

The numbers are staggering, but they merely quantify what Persian Gulf producers have understood for centuries: this narrow channel is the west's energy artery. To use a modern metaphor, it is the "critical" gateway—energy security experts in Europe and beyond use that word deliberately—for crude petroleum products flowing toward economies that desperately need them.

To traverse the strait today, ships must navigate through a carefully choreographed Traffic Separation Scheme: inbound vessels occupy one lane, outbound ships another, each two miles wide, with a median dividing zone separating them. It is a system designed to reduce the risk of collision in these crowded waters, where the volume of traffic makes navigational errors potentially catastrophic.

The strait passes through the territorial waters of both Iran and Oman—two nations whose legal claims have sometimes diverged from international norms codified by the United Nations Convention on the Law of the Sea. Under UNCLOS provisions, vessels exercise "transit passage" rights. But not all countries accept these customary navigation rules as they are written, and the United States has contested every claim made by both Tehran and Muscat.

The Weight of History: Names and Etymology

The name itself carries multiple layers of meaning. "Hormuz" derives from the Middle Persian pronunciation of Ahura Mazda—the Zoroastrian god of wisdom and light—a deity whose worship once dominated ancient Persia before Islam transformed its spiritual landscape. Alternatively, some scholars suggest the name comes from Hur-Mogh, a local Persian phrase meaning "Place of Dates," referencing the date palm groves that once flourished along the coast.

One more theory proposes that the strait was named after Ifra Hormizd, mother of King Shapur II—who ruled Persia between 309 and 379 AD—and whose name has become embedded in legend. A less likely hypothesis suggests it derives from the Greek word hormos, meaning "cove" or "bay." In ancient mariners' guides like the Periplus of the Erythraean Sea—a first-century navigation document—the passage to what is now the Persian Gulf was described with reference to mountains called Asabon and Semiramis rising on either side: between them lay a crossing about six hundred stadia (roughly 1,100 meters). The ancient text mentions pearl divers working near the mouth of the gulf.

From the tenth to the seventeenth centuries, the Kingdom of Ormus thrived in this region. Scholars have traced "Ormuz" to Hur-mogh—Persian for date palm—and noted its resemblance to Hormoz (the Persian name for Ahura Mazda). The linguistic echo has created a popular belief that these words are related.

Foreign Powers and Imperial Ambitions

From the fifteenth century onward, foreign powers recognized this geography's strategic value. Portugal arrived in the sixteenth century and maintained presence through the eighteenth, provoking disputes with emerging rivals—particularly England, whose arrival in the region during the seventeenth century sparked competitive tensions that would shape centuries of regional politics.

In 1959, Iran altered the legal status of the strait by expanding its territorial sea claim to twelve nautical miles and declaring it would recognize only transit through "innocent passage" in those expanded waters. Oman followed suit in 1972 with its own decree establishing a twelve-nautical-mile territorial claim. By that year, the Strait of Hormuz was completely enclosed by the combined territorial waters of Iran and Oman.

During the 1970s, neither Tehran nor Muscat attempted to impede warships passing through. But in the 1980s, both nations asserted claims diverging from customary international law—principles they would codify into formal ratification documents. When Oman ratified UNCLOS in 1989, it submitted declarations confirming only innocent passage was permitted through its territorial waters and that prior permission was required for foreign warships.

Iran signed the convention in 1982 with a declaration stating that only states party to the Law of the Sea Convention would enjoy contractual rights—including "the right of transit passage through straits used for international navigation." In 1993, Iran enacted comprehensive maritime laws requiring warships, submarines, and nuclear-powered vessels to obtain permission before exercising innocent passage. The United States does not recognize any of these claims and has contested each one consistently.

Waters记 storied with Incidents

The strait has seen violence and tragedy more than once. During the Iran-Iraq War—known as the Tanker War—the conflict took to the seas when Iraq attacked Iranian oil terminals at Kharg Island in early 1984. Saddam Hussein's aim was to provoke Tehran into extreme measures, such as closing the Strait of Hormuz to all maritime traffic, thereby inviting American intervention. Iran limited its retaliatory attacks to Iraqi shipping but left the strait open.

In April 1988, Operation Praying Mantis unfolded: an attack by United States Armed Forces within Iranian territorial waters, in retaliation for naval mining operations in the Persian Gulf and subsequent damage to American warships. The U.S. Navy deployed multiple surface groups plus aircraft from aircraft carrier USS Enterprise and her cruiser escort, USS Truxtun.

The most devastating incident came on 3 July 1988: an Iran Air Airbus A300 was shot down over the strait by USS Vincennes (CG-49), a guided missile cruiser of the United States Navy. The crew mistakenly identified it as a hostile fighter jet. Nearly 290 people perished in that single strike—civilians whose aircraft had transited into the crossfire of a conflict already saturated with tension.

In January 2007, the nuclear submarine USS Newport News collided with MV Mogamigawa—a 300,000-ton Japanese-flagged crude tanker—south of the strait. There were no injuries and no oil leaked, though it made clear how densely trafficked these waters remained.

On 20 March 2009, another collision occurred: USS Hartford, a Los Angeles-class nuclear submarine, collided with USS New Orleans, a San Antonio-class amphibious transport dock vessel, inside the strait itself. The collision ruptured fuel tanks and created yet another incident requiring diplomatic attention.

Why It Matters Now

In recent years—between 2023 and 2025—the Strait of Hormuz has handled twenty percent of global LNG and twenty-five percent of seaborne oil annually. These figures illustrate its irreplaceable role in world energy flows, especially toward Europe, where the strait is described as "critical" to European energy security.

The international community focused intensely on these waters during 2026—the year when what would become known as the Strait of Hormuz Crisis erupted, drawing the world's attention to this narrow channel that has, for centuries, served as a bridge between empires and a flashpoint for conflict. But that focus was not entirely new; it had been building since before the ancient kingdom of Ormus fell, long before Portuguese galleons or modern supertankers traversed its waters.

For those watching the trajectory of global energy, one fact remains constant: when Hormuz closes—or even narrows—the world notices. The strait has never closed for extended periods during Middle East conflicts (unlike the Straits of Tiran or Bab-el-Mandeb), though Iran has occasionally threatened to close it and conducted military preparations including mining operations.

The waters are crowded, contested, and historically layered—but through all this, Hormuz remains what it has always been: a narrow place where the world's energy flows meet geopolitical ambition. Where mountains rise on either side like sentinels waiting for ships to pass between them.
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In February 2022, just weeks before Russian tanks rolled into Ukraine, Vladimir Putin and Xi Jinping stood together in Beijing and declared their partnership had "no limits." It was a remarkable statement—two nuclear powers, representing nearly a fifth of the global economy and over a billion and a half people, announcing to the world that they would back each other come what may.


But here's what makes this alliance so fascinating: these two countries spent much of the twentieth century as bitter enemies. They fought a brief but bloody border war in 1969. Soviet and Chinese troops faced each other across thousands of miles of contested frontier, each side preparing for the possibility of nuclear annihilation. The idea that they would become partners, let alone declare their relationship "superior to the political and military alliances of the Cold War," would have seemed absurd to anyone watching in the 1970s.


What changed? And what does this partnership mean for the rest of us?


Four Centuries of Neighbors


The relationship between China and Russia stretches back further than most people realize—to the sixteenth century, when the Qing dynasty first encountered Russian settlers pushing eastward into Manchuria. The Chinese were not pleased. They viewed these newcomers as interlopers on their territory, and the resulting conflicts were only resolved in 1689 with the Treaty of Nerchinsk, one of the first formal agreements between China and a European power.


That treaty held for about a century and a half. Then came the nineteenth century, when a weakened China—battered by the Opium Wars with Britain and internal rebellions—could no longer resist Russian expansion. Between 1858 and 1860, Russia annexed large chunks of Chinese Manchuria, establishing the borders of what we now call the Russian Far East. The port city of Vladivostok, whose name literally means "Ruler of the East," sits on land that was Chinese territory until 1860.


This history matters. It explains why the Chinese Communist Party, even when allied with the Soviet Union, never fully trusted Moscow. And it explains why border disputes continued to simmer until remarkably recently—the final demarcation wasn't completed until the early 2000s.


The Brief Communist Honeymoon


When Mao Zedong proclaimed the People's Republic of China in 1949, it seemed natural that the world's two great communist powers would join forces. And for about a decade, they did. Soviet advisors flooded into China. Moscow provided technical expertise, industrial equipment, and military hardware. Stalin and Mao, whatever their personal tensions, presented a united front against the capitalist West.


Then it all fell apart.


The Sino-Soviet split of 1961 is one of history's great ruptures. On the surface, it was about ideology—whether to pursue "peaceful coexistence" with the West or maintain revolutionary militancy. But underneath lay deeper tensions: Chinese resentment of Soviet condescension, competition for leadership of the global communist movement, and genuine disagreements about everything from nuclear weapons to agricultural policy.


By the late 1960s, these former allies had become mortal enemies. In March 1969, Chinese and Soviet troops clashed on Zhenbao Island in the Ussuri River, leaving dozens dead. Both sides began preparing for full-scale war. The Soviets reportedly considered a preemptive nuclear strike against Chinese nuclear facilities. American intelligence analysts watched in amazement as two communist giants turned their weapons on each other.


The enmity only began to thaw after Mao's death in 1976, and even then, relations remained frosty until the Soviet Union itself collapsed in 1991.


The Yeltsin Years: An Awkward Reset


Boris Yeltsin, Russia's first post-Soviet president, initially had little interest in China. He was focused on the West—on joining the club of democratic, market-oriented nations, on securing economic aid and political recognition. His foreign minister, Andrei Kozyrev, even criticized China's human rights record during an official visit. Russia began strengthening unofficial ties with Taiwan.


The Chinese Communist Party's response was characteristically blunt. A leaked Politburo meeting from January 1992 captured the mood: "Even if Yeltsin is very reactionary we can internally curse him and pray for his downfall, but we shall still have to maintain normal state relations with him."


Pragmatism, in other words. The Chinese were playing a long game.


By summer 1992, Yeltsin began to reconsider. His romance with the West was proving disappointing—economic reforms were causing chaos, Western aid was less generous than hoped, and the North Atlantic Treaty Organization (NATO) showed no signs of dissolving despite the Cold War's end. Perhaps Russia needed to balance its relationships.


Yeltsin visited Beijing in December 1992, meeting with Communist Party General Secretary Jiang Zemin and Chinese President Yang Shangkun. One person refused to meet him: Deng Xiaoping, the paramount leader who had overseen China's economic transformation. Deng apparently hadn't forgiven Yeltsin for dismantling the Soviet system.


Still, the visit produced results. The two countries signed twenty-five agreements on everything from technology cooperation to space exploration. Yeltsin declared that "the ideological barrier" between the nations had been removed. China and Russia were now "friendly countries."


Step by Step, the Partnership Builds


What followed was a careful, deliberate construction of closer ties. Each step was given a formal name, a diplomatic label that signified progress.


In 1994, the relationship upgraded from "friendly countries" to a "constructive partnership." In 1996, it became a "strategic partnership of equality and mutual trust for the twenty-first century." By 1997, the two nations were issuing joint statements calling for a "multi-polar world"—diplomatic code for challenging American dominance.


What drove this rapprochement? Shared interests, mostly. Both countries wanted to limit American influence. Both resented what they saw as Western interference in their internal affairs. Russia bristled at NATO expansion toward its borders; China bristled at American support for Taiwan. They found common cause in opposing the 1999 NATO bombing of Yugoslavia, which both viewed as an illegitimate exercise of Western power.


The partnership deepened further under Vladimir Putin, who succeeded Yeltsin in 2000. In 2001, China and Russia joined four Central Asian nations—Kazakhstan, Kyrgyzstan, Tajikistan, and Uzbekistan—to form the Shanghai Cooperation Organisation. A month later, Putin and Jiang signed the Treaty of Good-Neighborliness and Friendly Cooperation, a comprehensive strategic and security agreement that would be renewed twenty years later.


Xi and Putin: A Genuine Friendship?


When Xi Jinping became China's paramount leader in late 2012, he inherited a strong but still somewhat cautious relationship with Russia. What followed over the next decade would transform it into something unprecedented.


Xi and Putin met more than forty times between 2013 and 2025. This wasn't just diplomatic protocol—the two men appeared to genuinely enjoy each other's company. On the eve of Xi's first state visit to Moscow in 2013, Putin described their nations as forging "a special relationship." Xi was granted access to the Operational Command Headquarters of the Russian Armed Forces, the first foreign leader ever to enter the building.


But Russia's government initially had reservations about drawing too close to China. Russia had traditionally balanced between East and West, and many in Moscow worried about becoming too dependent on their giant neighbor. China's economy was already much larger than Russia's, and the power imbalance would only grow.


Then came Crimea.


How Sanctions Pushed Russia East


When Russia annexed Crimea from Ukraine in 2014, the United States and European Union responded with severe economic sanctions. Russia found itself isolated from Western financial systems, locked out of technology transfers, and cut off from international capital markets.


China offered a lifeline.


That same year, China and Russia signed a thirty-year natural gas deal worth four hundred billion dollars. Russian energy would flow east; Chinese investment would flow west. The two economies began integrating in ways that would have seemed unthinkable a decade earlier.


China never endorsed Russia's seizure of Crimea—it couldn't, given its own concerns about territorial integrity and separatism in places like Tibet and Taiwan. But China also refused to condemn it. This ambiguity suited both parties. Russia got a major economic partner that wouldn't lecture it about international law. China got access to Russian energy and military technology without having to take sides publicly.


The relationship upgraded again in 2019 to a "comprehensive strategic partnership of coordination for a new era." By this point, both nations had serious grievances with the United States. For China, the issues were American naval patrols in the South China Sea, trade tariffs, and restrictions on Chinese technology companies like Huawei. For Russia, the grievances centered on sanctions and what Moscow saw as NATO's relentless expansion toward its borders.


The Ukraine Invasion and Its Aftermath


The February 2022 "no limits" declaration came just three weeks before Putin launched his full-scale invasion of Ukraine. The timing was probably not coincidental—Putin may have wanted to secure Chinese support before embarking on his most dramatic gamble.


China's response to the invasion has been carefully calibrated. Beijing says it respects Ukraine's sovereignty while also arguing that Russia's security concerns about NATO expansion deserve consideration. China has abstained from United Nations votes condemning the invasion. It has opposed Western sanctions on Russia. It has continued buying Russian oil and gas, providing Moscow with crucial revenue even as its other export markets dried up.


But China has also set limits. It has not recognized Russia's annexation of the four Ukrainian regions—Donetsk, Luhansk, Kherson, and Zaporizhzhia—that Moscow claims to have absorbed in 2022. Chinese banks and companies have sometimes refused to cooperate with Russia for fear of triggering American secondary sanctions. And when Russia damaged the Chinese consulate in Odesa during a July 2023 attack on Ukrainian grain facilities, the incident highlighted the awkwardness of China's position as both Russia's partner and one of Ukraine's largest grain customers.


The Economic Reality


Beneath the diplomatic language lies a stark economic fact: Russia has become increasingly dependent on China, while the reverse is not true.


China is now Russia's largest trading partner by far. Bilateral trade reached two hundred forty-five billion dollars in 2024. Russia provides China with oil, natural gas, and other raw materials; China provides Russia with manufactured goods, electronics, and consumer products. This is the classic pattern of a relationship between a developed industrial economy and a resource-exporting one.


For Russia, this dependency creates vulnerabilities. If China ever decided to reduce its imports of Russian energy, Moscow would have few alternatives. The pipelines and infrastructure built to serve Chinese markets cannot easily be redirected elsewhere. And as Western sanctions continue, Russia's economic options narrow further.


China, by contrast, has many alternative sources for the commodities Russia provides. Middle Eastern oil, Australian natural gas, African minerals—Beijing has cultivated relationships around the world precisely to avoid depending on any single supplier.


Military Ties: Not Allies, But...


Russia and China have an interesting formulation for their security relationship. They are, in their own words, "not allies, but better than allies."


What does this mean in practice? The two countries conduct joint military exercises. They share some military technology, though Russia has historically been reluctant to transfer its most advanced systems. They coordinate positions in the United Nations Security Council, where both hold veto power. And they back each other on sensitive issues: Russia supports China's positions on Taiwan, Hong Kong, Tibet, and Xinjiang; China supports Russia's position on NATO expansion and generally refrains from criticizing Russian military actions.


But they have not signed a formal mutual defense treaty. Neither has committed to fight alongside the other in a conflict. This ambiguity serves both parties—it creates uncertainty for potential adversaries without locking either country into obligations they might not want to fulfill.


Where They Disagree


For all their alignment, China and Russia are not identical twins. They have different interests, different priorities, and occasionally different positions.


Russia has stayed officially neutral on China's claims in the South China Sea, even as it criticizes "non-regional powers"—a not-so-subtle reference to the United States—for getting involved. This neutrality reflects Russia's own interests in the Pacific and its reluctance to endorse expansive maritime claims that might set uncomfortable precedents.


The COVID-19 pandemic revealed some tensions. In late 2020, China drastically reduced imports of Russian seafood, citing coronavirus concerns about fish packaging. Chinese restrictions on Russian cargo traffic at border crossings led to a drivers' strike. These were minor irritants, but they showed that the partnership had limits.


More fundamentally, the two countries have different historical experiences and different strategic cultures. Russia sees itself as a great power that deserves respect and fears encirclement by hostile alliances. China sees itself as a rising power reclaiming its rightful place in the world after a century of humiliation. These narratives overlap in their opposition to American dominance, but they are not identical.


What It Means for the World


The China-Russia partnership matters enormously for global politics. Together, these two countries possess more nuclear weapons than the rest of the world combined. They hold two of the five permanent seats on the UN Security Council. They span the Eurasian landmass from the Pacific to the borders of NATO.


Their alignment challenges the American-led international order that has dominated global affairs since the Cold War's end. When they coordinate votes at the United Nations, block sanctions, or issue joint statements criticizing "certain states" seeking "global hegemony," they are signaling that the era of unchallenged Western dominance is over.


But the partnership also has inherent tensions. Russia is the junior partner, and that status grates on a nation that still sees itself as a great power. China's economic weight gives it leverage that Russia cannot match. And their interests, while aligned on many issues, are not identical.


The future of this relationship may depend on factors neither country fully controls. How long will the Ukraine war last? Will Western sanctions ease or intensify? Will China's economy continue to grow, or will it face the kind of slowdown that has afflicted other rapidly developing nations? Will new leaders in either country have the same personal chemistry that Xi and Putin appear to share?


One thing seems clear: the relationship forged over the past three decades has fundamentally reshaped global politics. Whether it endures for another thirty years, or fractures under the weight of its contradictions, remains one of the great uncertainties of our time.


The Border That Finally Got Settled


One often-overlooked achievement of the modern China-Russia relationship is the resolution of their border disputes. For decades, the two countries argued over islands in the Amur and Ussuri rivers—Abagaitu Islet, Tarabarov Island, Bolshoy Ussuriysky Island. These were tiny pieces of land, but they symbolized the unresolved tensions dating back to Japan's invasion of Manchuria in 1931.


In 2004, the two sides finally reached agreement. Russia transferred parts of these disputed islands to China. Both countries' legislatures ratified the deal. The 4,209-kilometer border—the world's sixth-longest—was finally settled.


This might seem like a minor diplomatic footnote. But consider what it represents: two former enemies, nuclear powers that once prepared for war against each other, resolving their territorial disputes through negotiation rather than force. It's a reminder that even the most bitter rivalries can be overcome—and that the partnership between Beijing and Moscow, whatever its limitations, rests on a foundation of genuine reconciliation.
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In the early 1990s, in the remote highlands of northern Yemen, a group of young men gathered in summer camps to discuss their faith. They studied lectures by Lebanese Shia scholars, including Hassan Nasrallah—the voice of Hezbollah. By the mid-1990s, between 15,000 and 20,000 students had attended these camps. What began as an intellectual movement among Zaydi Shias would eventually transform into one of the most consequential militant forces in the Middle East, reshaping Yemen's trajectory and drawing the small Arab nation into the shadow of a broader regional conflict.

The Believing Youth and the Rise of the Houthis

The Houthis—officially known as Ansar Allah ("Partisans of God")—emerged from the Zaydi revival movement in Yemen. The Zaydis are a Shia minority whose religious tradition dates back centuries to northern Yemen's highlands. The group's namesake leadership derives largely from the al-Houthi family, with Hussein al-Houthi becoming its central figure.

In 1992, the first organization formed was called "the Believing Youth" (BY), founded in Saada Governorate by either Mohammed al-Houthi or his brother Hussein. The group established school clubs and summer camps designed to promote Zaydi revival among young people. These gatherings weren't merely religious retreats—they were carefully orchestrated educational programs featuring lectures from Mohammed Hussein Fadallah, a Lebanese Shia scholar, and recordings of Hassan Nasrallah's speeches.

The movement's grievances crystallized around three interconnected complaints: the perceived threat of Saudi-influenced ideologies creeping into Yemen, deep frustration with the former Yemeni government's alliance with the United States, and widespread corruption alongside the economic marginalization of Saada province—where most Houthis originated. The Believing Youth framed their cause as resistance against foreign intervention.

By 1994–95, the movement had grown substantial. Between fifteen and twenty thousand students had attended BY summer camps across northern Yemen. But it was 2003 that marked a turning point: influenced by Hezbollah's model in Lebanon, Houthis adopted their official slogan targeting the United States, Israel, and—later added—the Jews.

The Insurgency and the Death of Hussein al-Houthi

After the 2003 invasion of Iraq, some Zaydis grew more radicalized. BY-affiliated youth began chanting anti-American and anti-Israel slogans after Friday prayers at the Al Saleh Mosque in Sanaa. This public defiance attracted government attention. "The security authorities thought that if today the Houthis chanted 'Death to America', tomorrow they could be chanting 'Death to the president'," observed observers at the time.

In 2004, eight hundred BY supporters were arrested in Sanaa. President Ali Abdullah Saleh invited Hussein al-Houthi to a meeting in the capital—but Hussein declined. On June 18, Saleh dispatched government forces to arrest him. Hussein responded by launching an insurgency against the central government. He was killed on September 10, 2004, in Saada.

The Yemeni military and air force were deployed to suppress the rebellion—a conflict that continued intermittently until a ceasefire agreement was reached in 2010. Saudi Arabia joined these anti-Houthi campaigns, expecting victory. Instead, the Houthis won against both Saleh and the Saudi army, a humiliation for Riyadh, which had spent tens of billions on its military.

The insurgency left Hussein al-Houthi's brother, Abdul-Malik al-Houthi, to lead the movement forward.

The 2011 Revolution and the Takeover of Sanaa

When the Yemeni Revolution erupted in 2011, Houthis participated actively in street protests, coordinating with other opposition groups. They joined the National Dialogue Conference (NDC), but rejected the November 2011 Gulf Cooperation Council reconciliation deal—claiming it "divided Yemen into poor and wealthy regions" and protesting the assassination of their representative at NDC.

As the revolution progressed, Houthis gained territorial control. By November 2011, they controlled two governorates (Saada and Al Jawf) and were close to taking a third (Hajjah), positioning themselves for a direct assault on Sanaa. By May 2012, they held a majority of Saada, Al Jawf, and Hajjah—gaining access to the Red Sea and erecting barricades north of the capital.

By September 2014, Houthis controlled parts of Yemen's capital, including government buildings and a radio station. Their control expanded across Sanaa and towns like Rada', though Al-Qaeda posed significant challenges.

On January 20, 2015, Houthi rebels seized the presidential palace in the capital. President Abdrabbuh Mansur Hadi was inside but came to no harm. The movement officially took control of the Yemeni government on February 6, dissolving parliament and declaring its Revolutionary Committee the acting authority.

War, Terror, and International Intervention

On March 20, 2015, during midday prayers, the al-Badr and al-Hashoosh mosques were struck by suicide attacks. The Islamic State quickly claimed responsibility—a devastating blow that killed one hundred forty-two Houthi worshippers and wounded over three hundred fifty people, making it Yemen's deadliest terrorist attack.

Three days later, on March 27, Saudi Arabia led a Gulf coalition airstrike in Yemen—joining Bahrain, Qatar, Kuwait, UAE, Egypt, Jordan, Morocco, and Sudan. The United States helped plan the airstrikes while providing logistical and intelligence support. The Gulf states believed Houthis had received aid from Iran while Riyadh supported their rivals.

The takeover prompted a Saudi-led military intervention to restore the internationally recognized government—an ongoing civil war that included missile and drone attacks against Saudi Arabia and its ally, the United Arab Emirates.

The Axis of Resistance

Following the outbreak of the Gaza war, Houthis began firing missiles at Israel and attacking ships off Yemen's coast in the Red Sea. They declared these actions solidarity with Palestinians, aiming to facilitate humanitarian aid into Gaza.

Iran has backed the Houthis, and they are widely considered part of the Iranian-led "Axis of Resistance". The conflict has made Yemen a front in the Iran–Saudi Arabia proxy war—viewed this way by scholars like Adam Baron of the European Council on Foreign Relations, who described Houthi formation as reaction to foreign intervention.

The Houthis' ideological roots remain complex. According to Ahmed Addaggashi, a professor at Sanaa University, they began as a moderate theological movement preaching tolerance with broad-minded views toward all Yemeni peoples. But their trajectory has twisted through war, terrorism, and regional competition—leaving the tiny nation trapped between internal rebellion and international conflict.

The group continues attracting followers by portraying itself as fighting for economic development and ending political marginalization of Zaydi Shias while promoting regional political-religious issues in its media. They aim to govern all Yemen and support external movements against the United States, Israel, and Saudi Arabia—making them one of the most formidable forces reshaping the Arabian peninsula today.
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  {"": "A team of researchers has recovered what may be humanity's oldest genetic material—though it's not DNA at all. These samples came from four teeth excavated in South Africa's Swat Cran, one of paleoanthropology's most significant sites. The teeth belonged to Paranthropus robustus, ancient hominins who lived between 1.8 and 2.2 million years ago.

The question of whether these creatures qualify as "human" depends entirely on how we define the term. They were upright-walking cousins of modern humans, though not our direct ancestors. Their teeth tell a story of adaptation to a tough, fibrous diet—grasses, leaves, sedges—that shaped their evolution in ways radically different from our own lineage.

The Paranthropus Robustus

This small pile of bones represents the first Paranthropus robustus remains ever found: discovered in 1938 in South Africa. The name literally means "beside man"—chunky beside us. These hominins stood perhaps 1.3 meters tall (the males) and around a meter (the females). They were short, hairy, and bore more than passing resemblance to what most people imagine when they think of apes.

What set Paranthropus robustus apart was their massive dentition—researchers call it "megadontia." Their huge jaws and broad teeth suggest a diet far removed from our own. Despite their smaller brain sizes (cranial capacity around 450 ml, roughly half that of contemporary humans), evidence suggests they produced tools—bone tools found at Dremlyn in South Africa indicate termite-digging behavior, and stone tools have been discovered there too.

They lived for over a million years, thriving across Eastern and Southern Africa. Their success is remarkable: Paranthropus robustus may not be direct ancestors, but they were our distant cousins, and evidence suggests they likely interbred with early Homo species at various points.

Why Proteins Matter

For decades, scientists have searched for increasingly older ancient DNA to fill gaps in our evolutionary tree. But there's a fundamental problem: after about two million years, DNA degrades completely—especially in Africa's hot climate. No genetic material remains that we can access with current technology.

This is where paleoproteomics enters the picture.

The magic of proteins lies in their composition. Our bones and teeth are made of proteins fused with minerals like calcium. These proteins become embedded with minerals during formation, essentially preserving them inside the tooth or bone. This preservation is why proteins can help us where DNA cannot.

The amino acid sequences within these proteins reflect the DNA that created them. When researchers measure specific amino acids using mass spectrometry—a technique that separates elements based on their mass-to-charge ratio—they can reconstruct the genetic information behind them. A change in the protein means a change in the gene, allowing them to trace evolutionary relationships even without intact DNA.

Challenges in the Field

The research faced three major obstacles. First: contamination risk. Unlike ancient DNA studies where this presents a constant challenge, paleoproteomics has an advantage—dental enamel proteins are extremely specific to the sample being tested. If proteins found match dental enamel patterns, researchers can be confident they haven't been contaminated by modern sources.

Second: acquiring suitable samples. This is a young field of science, especially when studying fossils potentially over two million years old. The four teeth used in this study were beaten up—cracked, chipped, snapped in half. These weren't museum-grade pristine samples; finding appropriate specimens took years.

Third: information loss. Even though proteins preserve well because they've bound to minerals, they're still degrading. Nothing survives perfectly for two million years. From the whole genome, only about 2% is protein-coding regions—and from those roughly 20,000 proteins in the human body, researchers might recover only a handful. The information reduction is significant.

Despite these challenges, the team successfully identified something unexpected: sexual dimorphism—the difference between males and females—suggesting intense competition among Paranthropus robustus males for mates.

What We Can Learn

The broader goal here involves one of paleoanthropology's constant struggles: untangling relationships among diverse fossils. The fossil record shows extinction was common throughout Earth's history, but today humans drive mass extinction rather than observing passively.

Paranthropus robustus exhibited extremely high morphological variation—multiple fossils found across different sites in South Africa show significant differences within the group. Are they a highly diverse group? Multiple species? Same species separated by time? These are exactly the questions paleoproteomics can help answer.

The proteins revealed that despite being cousins, Paranthropus robustus followed a radically different evolutionary path from Homo sapiens—one defined by chewing tough vegetation rather than evolving larger brains or tool use. Yet they were successful for over a million years, suggesting their strategy worked.

"They really were on a different evolutionary path to us."

Bottom Line

This research represents a breakthrough in how we study human evolution. By focusing on ancient proteins instead of DNA, scientists can push back further into history than ever before—reaching specimens that have been beyond our reach for decades. The biggest strength: proteins preserve where DNA fails, opening entirely new windows into our past. The vulnerability: we're still limited by information loss, recovering only fragments of what once existed. Next steps involve applying these same techniques to other ancient hominins—including the Denisovans, whose recent protein studies have made headlines—to see what else they can reveal about our strangest cousins.
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  The philosopher Friedrich Nietzsche predicted a future where thinkers would stop trying to convince others of universal truths. Instead, they would explore personal truths — the kind that don't apply to everyone.

That's because Nietzsche believed something radical: there is no common good. When your neighbor takes it into his mouth, good is no longer good. The expression contradicts itself. What can be common is always small of value. Everything rare belongs to the rare. The depths belong to the profound. The delicacies belong to the refined.

This is Section 42 of Beyond Good and Evil, where Nietzsche introduces what he calls a "new order of philosophers." He ventures to baptize them by a name not without danger: tempters. These are thinkers who lure, entice, and draw out — philosophers who wish to remain something of a puzzle. They are hidden, masked, impossible for others to fully understand.

"Will there be new friends of the truth? These coming philosophers, very probably, for all philosophers hitherto have loved their truths. But assuredly they will not be dogmatiks."

The problem with dogmatism, for Nietzsche, is that it demands your truth must work for everyone. He finds this contrary to both pride and taste. One must renounce the bad taste of wishing to agree with many people. When another person has an opinion, they have no easily a right to it.

This runs counter to everything we typically expect from philosophy. We're taught to make arguments, bring people on board, win debates. Nietzsche says no — you don't even have the right to agree with me. I will not accept your agreement. The very notion of convincing others is undercut.

The Democratic Critique

But there's more. These new philosophers are also not merely free spirits in the way modern free-thinkers understand them. Nietzsche distinguishes his concept from what he sees as a narrow, prepossessed class of spirits who desire almost the opposite of his intentions. They belong to the levelers — those who wrongly name themselves free spirits while serving democratic tastes and modern ideals.

These are men without solitude, without personal solitude. Blunt honest fellows, to whom neither courage nor honorable conduct ought to be denied. But they are not free. They're ludicrously superficial in their innate partiality for the cause of almost all human misery and failure in the old forms in which society has hitherto existed.

What they're after is the universal green meadow happiness of the herd together with security, safety, comfort, and the alleviation of life for everyone. Their two most frequently chanted songs and doctrines are called equality of rights and sympathy for all sufferers. Suffering itself is looked upon by them as something which must be done away with.

Nietzsche inverts this entirely. He believes the opposite conditions have served humanity best. The plant man has grown most vigorously under danger — his inventive faculty and dissembling power developed into subtlety and daring under long oppression and compulsion. His will to life increased to the unconditional will to power.

"We believe that severity, violence, slavery, danger in the street and in the heart, secrecy, stoicism, tempters arts, and devilry of every kind, serves as well for the elevation of the human species as its opposite."

This is where Nietzsche gets most controversial. He argues that everything wicked, terrible, tyrannical, predatory, and serpentine in man serves for the elevation of the human species. Not just despite the dangers — but because of them.

Counterpoints

Critics might argue this reading of Nietzsche wildly misrepresents his actual project. Others would note that interpreting "elevation" through violence and oppression gives license to exactly the kind of brutality Nietzsche spent entire volumes criticizing. The passage above reads more as diagnosis than endorsement — a description of how power actually operates rather than an ethical prescription.

The interpretation also assumes what counts as "refined" or "great" is fixed, when Nietzsche's own writing suggests these values are precisely what each individual creates for themselves.

Bottom Line

Cecil's analysis captures something essential about Nietzsche's critique: the rejection of universal good isn't merely academic — it's a fundamental attack on democracy itself. His strongest point is that universality became proof of wrongness in Nietzsche's eyes. The biggest vulnerability is that this reading requires careful distinction between historical observation and ethical advocacy, which the transcript doesn't always maintain.
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  The Evil that Is Keurig: Late Capitalism - Addendum", "author": "Wes Cecil", "body": "A coffee machine shouldn't feel like a moral crisis. But Wes Cecil argues that Keurig — the single-serve coffee company that dominates millions of American kitchens — is one of the clearest examples of how late capitalism distorts both environmental value and human community. His analysis isn't about coffee preference. It's about what gets destroyed when corporations optimize for convenience over everything else.

The Destruction of Terroir

Coffee, like wine, carries profound regional character. Beans grown at different altitudes, in different climates, across Central America, South America, and Africa produce wildly distinct flavor profiles. This diversity isn't just culinary — it's agricultural heritage, cultural identity, and ecological resilience.

Keurig doesn't care about any of that. The company buys coffee in massive bulk from regions it can dominate, blending everything into a standardized product. The goal is consistency across years, not the preservation of yearly flavor variations or the health of small farming communities.

Cecil argues this is fundamentally destructive. When a global corporation sweeps through a coffee-growing region buying up everything, it doesn't just extract money — it strips away the entire system of diverse production that made the coffee unique. The terroir disappears. The complex flavors vanish. What remains is a commodity.

Keurig claims to be the largest fair trade coffee buyer in the world. Cecil calls this greenwashing. Fair trade certification, he argues, keeps farmers at subsistence level rather than building healthy communities or sustainable practices. It maintains the appearance of ethical sourcing while undermining the very conditions that make specialty coffee valuable.

The Environmental Nightmare

The Keurig machine itself is an energy vampire. Most users leave it heating water continuously — not because they need hot water constantly, but because waiting for it to heat means delays. So the machine sits idle, using electricity 99% of the time for no reason except the possibility someone might want coffee later.

The K-cups are worse. They claim recyclability, but nobody actually recycles them. The cups would need to be manually emptied, rinsed clean, and sorted — work that almost no one does. Billions of K-cups end up in landfills every year. If you stacked them end to end, they'd circle the globe several times.

Compare this to traditional brewing. A French press produces zero waste. Coffee grounds can go straight into a garden — roses love them. Paper filters are recyclable and biodegradable. The entire process is functionally waste-free. But Keurig turns this into something that uses far more energy and creates mountains of plastic waste.

And the coffee inside those K-cups? It's been bulk-roasted, ground into dust, and stored for years before it ever reaches a cup. The quality is objectively inferior to fresh-ground coffee from any other method.

The cost is equally absurd. A basic French press costs around $20. The Keurig machine runs over $100 — and the coffee itself costs roughly twice as much per cup compared to drip brewing or pour-over.

The Atomization of Community

Perhaps the most unsettling dimension isn't environmental. It's social. The single-serve machine is designed for one person, making one cup at a time. It cannot brew coffee for a group. Four people in a household means four people waiting serially — nobody is sitting together, drinking together, talking together.

Cecil argues this reflects a deeper design philosophy: atomization. The machine separates you from other people. It's built for someone who needs to sprint out the door. It optimizes for isolation rather than community.

This matters because it actively destroys what makes coffee shops valuable. European café culture offers something different — a pause, a moment of human interaction, a greeting, a conversation, laughter at the next table. The five-minute ritual of ordering, waiting, drinking, and connecting is psychologically stabilizing. It creates brief but meaningful social bonds.

When everyone has a Keurig, nobody goes to the café. Nobody takes that pause. The economic foundation of coffee shops erodes because people simply don't need them anymore.

Counterpoints

Critics might note that single-serve machines serve real needs — early morning routines, commutes, busy schedules. Not everyone can sit and chat over coffee. Some people genuinely need quick, convenient caffeine. And the environmental impact of any coffee system requires energy and water; singling out Keurig ignores that drip coffee makers also use plastic filters and generate waste.

A fair counterargument is that Keurig simply responds to consumer demand — if people want convenience, giving them choice isn't corporate evil but market responsiveness. The company's environmental record is genuinely worse than most alternatives, though whether it alone bears moral weight is debatable.

It cannot make coffee for a group of people. It's not its function. Its actual designed intention is to atomize you and separate you from other people.

Bottom Line

Cecil's strongest argument is that convenience has been optimized at the cost of everything else — flavor, environment, community, and human connection. The Keurig isn't just a coffee machine; it's a symbol of how late capitalism turns social rituals into individual consumption and environmental extraction. The vulnerability: this critique could apply to dozens of modern conveniences. But that's also what makes it resonate — once you see it in one place, you start noticing it everywhere.
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  Having Your Own Government Try To Destroy You Is (At Least Temporarily) Good For Business
On Friday, the Pentagon declared AI company Anthropic a “supply chain risk”, a designation never before given to an American company. This unprecedented move was seen as an attempt to punish, maybe destroy the company. How effective was it?
Anthropic isn’t publicly traded, so we turn to the prediction markets. Ventuals.com has a “perpetual future” on Anthropic stock, a complicated instrument attempting to track the company’s valuation, to be resolved at the IPO. Here’s what they’ve got:

Upon the “supply chain risk” designation, predicted value at IPO fell from about $550 billion to $475 billion - then, after a day or two, went back up to $550 billion. No effect!
A coarser yes-no Polymarket tells the same story:

The chance of Anthropic getting a $500 billion+ valuation in 2026 fell from 90% to 76%, before rebounding to 83%.
Why have the markets shrugged off this seemingly important event?
Partly it’s because Anthropic seems likely to win on appeal. Hegseth has said the government will keep using Anthropic for the next six months (undermining his case that they’re a national security risk) and has signed a substantially similar contract with OpenAI (undermining his case that their contract terms were unworkable). The prediction markets think the courts will be sympathetic:

But even in the 28% of timelines where the designation sticks, things don’t seem so bad. Secretary of War Hegseth originally tweeted that:
In conjunction with the President's directive for the Federal Government to cease all use of Anthropic's technology, I am directing the Department of War to designate Anthropic a Supply-Chain Risk to National Security. Effective immediately, no contractor, supplier, or partner that does business with the United States military may conduct any commercial activity with Anthropic.

Framed this way, the Pentagon’s actions sound devastating. Anthropic relies on compute to train and run its AIs. Most of this compute is in data centers owned by Amazon, Google, and Microsoft. At least Amazon and Microsoft have contracts with the US military. If they had to drop Anthropic, it would make it impossible for the company to stay a frontier AI lab.
But in their own blog post, Anthropic described the situation differently:
If you are an individual customer or hold a commercial contract with Anthropic, your access to Claude—through our API, claude.ai, or any of our products—is completely unaffected.
If you are a Department of War contractor, this designation—if formally adopted—would only affect your use of Claude on Department of War contract work. Your use for any other purpose is unaffected.

In other words, the “supply chain risk” designation only means that companies can’t use Anthropic products in their specific Department of War contracts. So if Amazon is doing 95% normal civilian cloud compute stuff, and 5% special government contracts, only 5% of their contracts are affected. This is trivial! Anthropic can keep all its compute and most of its business partnerships even with Department-of-War-linked companies!
The lawyers who weighed in seem to think that Anthropic’s interpretation of the law is correct, and Secretary Hegseth’s interpretation confused. In some situations, this might be cold comfort - how much does it help to be right about the law when the government is wrong? But in this case, it probably helps a lot. Amazon, Google, and Microsoft are all big Anthropic investors - each owns about a 10% stake - and have multi-billion dollar AI compute contracts. Together, the three tech giants must have at least $100 billion riding on Anthropic’s success. They also have good administration connections and great lobbyists, and even Hegseth isn’t stupid enough to pick fights with them all at once. So probably they send their lobbyists to have a talk with Hegseth about what the “supply chain risk” designation actually entails, Hegseth enforces the letter of the law, and Anthropic is barely affected. At least this is the story the prediction markets are going with:


In this best-case scenario, Anthropic’s downside is losing some government contracts that made up ~5% of its business, plus some other Department-of-War-contractor contracts that probably add up to another ~5%.
Against that, the upside is great publicity. Despite a lot of work and some controversial Superbowl ads, Anthropic had never before managed to overcome ChatGPT’s superior name recognition. But they seem to have finally done it: Claude went from #120 on the App Store in January, to #1 this weekend, apparently driven by people who heard about the Pentagon standoff and were impressed by their principled stance.
This could have been a mixed blessing - Anthropic was previously trying to stand out as a B2B company while letting OpenAI have the dubious honor of producing consumerslop. But early signs suggest they might be winning over some companies too. From a Reddit thread on the topic:
As someone who manages IT for a mid-size company, this is actually a big deal. We were evaluating both Claude and ChatGPT for internal use and the Pentagon thing was basically the tipping point for us. Not because we're government adjacent or anything, just because a company willing to walk away from a massive contract on ethical grounds is probably also going to handle our data more carefully than one racing to close every deal possible. The app store ranking makes sense to me.

Finance VP for a mid size tech, we’re moving completely away from ChatGPT/Copilot to Claude.

I’m impressed with the prediction markets here - they’ve taken a bold and counterintuitive stance that I wouldn’t have otherwise considered (that these developments barely harm Anthropic) and made it legible, to the point where I basically believe it.
The Midterms As Potential Crisis
America will hold midterm elections on November 3. Incumbents always have a hard time during midterms, and Trump’s approval rating is low, so it’s expected to be a good year for Democrats. Prediction markets expect them to win at least the House (80% chance) and maybe even the Senate (20 - 40% chance).


This simple story is complicated by two different Republican attempts to change voting law. 
Republicans generally believe there is significant fraud in elections, especially immigrants voting illegally, and propose strict ID requirements to prevent this. Most Democrats believe fraud is rare, and that strict ID requirements are more likely to disenfranchise normal voters who don’t have the right forms of ID available. The latest flashpoint in this battle is the SAVE Act, a Republican-sponsored bill which would require voters to show a passport, birth certificate, or Real ID when registering to vote for the first time or changing their registration. It recently passed the House, but is on track to be filibustered by Democrats in the Senate:

At the same time, there are rumors that the Trump administration is working on an executive order to declare a national emergency and take control of elections. The order would say that foreign countries have been rigging US elections (some commenters speculate that maybe Maduro could be granted clemency for “admitting” to this), and respond with a series of extreme measures. These would include banning voting machines, restricting vote-by-mail, and requiring all voters to re-register before the election. For what it’s worth, Trump has denied all of this, although his previous denial of Project 2025 makes this less reassuring.



It looks like the markets are saying that Trump will try something, but maybe not the full executive order under discussion.
Most commentators think the EO is unconstitutional, with at least one liberal arguing that it would be good, since it would force the courts to explain exactly how illegal all of this is. But if it somehow made it through the courts, the most likely outcomes could be:
Chaos (at least according to the mostly-liberal commentators I’ve been reading). Do federal agencies really have the capacity to re-register every voter in the next six months (imagine the DMV lines!) Can precincts really switch from voting machines to secure paper ballots during that period? Is there enough supply of the special holographic paper that the order demands for ballots? If not, what happens? Is the election so borked that we can’t figure out who controls Congress? What happens then? At a minimum, lots and lots of court cases.
A blue wave. This would be a somewhat surprising result of Republican policies, but it makes sense. All of these restrictions select for high-information, high-motivation voters - people who hear about the new rules and get fired up enough to hunt down their birth certificate, march down to the DMV, wait on line for one million hours, and re-register. Due to their education advantage and the structural features of midterms, that probably favors Democrats. Democrats are more likely to own passports (one of the easiest forms of valid ID), and less likely to trigger increased scrutiny by having changed their name recently (because liberal women are less likely to marry and take their husband’s surname). First-order, a blue wave like this is good for the left. But second-order, if the above factors lead to some completely implausible blue wave that makes no sense by normal election standards, then Republicans could decide the elections were illegitimate and we’re back at chaos again.
Too many degrees of freedom: Do the Republicans understand the calculus above? One theory is that they plan to make up for it with degrees of freedom. There will be many small decisions about how strictly to enforce each rule, and maybe they’ll be lenient in Republican districts and strict in Democratic ones. The administration is trying to purge potentially fraudulent voters from the rolls - a process with obvious potential for abuse (purged voters can re-register to prove their non-fraudulentness, but this adds an extra layer of complication, so if mostly Democrats get purged, this overall decreases the Democratic voter base). If the administration finds some way to disproportionately disenfranchise Democrats - or if even if Democrats just believe they’ve done this - then Democrats might consider the election results illegitimate, and we would get - again - chaos.
However, courts seem to be blocking all of these measures (except the SAVE Act, which is unlikely to pass Congress). It’s hard to see a world where the really disruptive ones get through. What do the markets say?

This seems like a good sign that there won’t be mass voter disenfranchisement.


But Metaculus expects a 25% chance that martial law is declared?! 
In every election he’s been involved in, Trump has either outright said he won’t accept a result that goes against him, or at least given mixed signals about this. In 2020, he took various extreme steps to overturn the election, including telling state officials to throw out ballots, demanding that the count be stopped, trying to get the Vice President to certify fake electors, and the January 6 protests. Will he try the same thing during the midterms? He might not care as much about elections where he’s not personally involved. Or he might use the same playbook, this time with a much more docile Republican party mostly purged of spine-havers like Mike Pence. If he tries this, probably Democrats will protest; if those Democratic protests become unruly, maybe he’ll declare martial law to shut them down. “Chaos” doesn’t even begin to describe this situation.
Maybe the best headline summary of election forecasting are the “free and fair” questions, but they’re hard to interpret.

A Manifold market with 25 forecasters gives a 41% chance that the elections aren’t considered “free and fair”. The resolution criteria is the opinion of international election observers and the mainstream media, who lean liberal. In the past, these observers have sometimes given the US a less-than-perfect verdict - for example, OSCE described the 2024 US election as:
While the general elections in the United States demonstrated the resilience of the country’s democratic institutions, the election process took place in a highly polarized environment. The election was well run, and candidates campaigned freely across the country with the active participation of voters. However, the campaign was marred by disinformation and instances of violence, including harsh and intolerant rhetoric. Repeated, unfounded claims of election fraud negatively impacted public trust.

…and they can probably find even more to complain about in a Trump-run election. Is this sufficient to create uncertainty around the resolution, and drop the probability to 40%? I’m not sure.

But Metaculus has a similar question noting that “This question may resolve as Yes [even] if the EAC, the OSCE, or the Carter Center notes only isolated problems or areas for improvement”, and it’s at 92%, which is reassuring.
I think the best summary of forecasters’ views on the midterms is that there’s a decent chance (~50%) Trump tries to change the rules around mail-in ballots, and a modest chance (~25%) he tries something more extreme - but that it probably won’t make much difference, the election will still be considered fair by international observers, and Democrats will still win.
I’m very interested in creating better prediction markets about the fairness of the 2026 elections. If anyone has ideas for how to do this, let me know.
Groundhog Day
Tweeted by the National Weather Service’s New York City branch:

Punxsutawney Phil, the famous Groundhog Day groundhog, actually has less than 50% accuracy in predicting the length of winter. At what point do we flip the legend and say that there’s more winter if he doesn’t see his shadow?
But wait! Staten Island Chuck has an impressive 85% accuracy! The graphic says “since 1981”, which would imply 45 years of prognostication, but it looks like their source is this site, which only counts the last twenty years of data. That would also match the percent, since 85% of 20 is a round 17. In a separate analysis of 32 years, the Staten Island Zoo accords him an 81% success rate. That’s p = 0.0002 - plenty significant even after a Bonferroni correction for multiple magic groundhogs.
So is the groundhog legend true? Seems like it can’t be - the legend originated with Punxsutawney Phil, who does worse than chance. What kind of crazy Gettier case would we have to believe in to have the original magic groundhog be a fraud but, coincidentally, have another groundhog a few hundred miles away be actual magic?
A more prosaic explanation is that, according to this site, Staten Island Chuck is almost a broken clock, predicting spring on 25/31 occasions. If early springs are more common than long winters on Staten Island, that fully explains the phenomenon. It could equally well explain Mojave Max, the legendary anti-oracular tortoise of Las Vegas, who has managed a 20% success rate over decades on what ought to be a coin flip - he won’t stop predicting long winter, and is nearly always wrong.
Iran Warcasting
Speaking of Groundhog Day, we’re bombing the Middle East again. Here’s what the markets have to say:


These two well-behaved markets agree on a somewhat less than 50-50 chance that the current round of airstrikes topple the Iranian regime.

Alireza Arafi, a hardline cleric with no distinguishing characteristics, is weakly favored to succeed Khameini as Supreme Leader. Other contenders include Khomeini’s grandson and Khameini’s son, and there is a 15% chance that they abolish the position before figuring out a successor.

The Strait of Hormuz is the waterway between Iran and Arabia that many of the world’s oil tanker routes pass through. Iran is already threatening traffic in the strait; if it threatened it more, it might be able to damage the global economy. This wouldn’t really help anything - Iran is part of the global economy too - but it would probably feel good to annoy the US a little more than they could otherwise do. Realistically this all comes down to the resolution criteria - Iran will certainly threaten the Strait, but probably can’t keep it 100% closed forever. The criteria here specify decreasing a seven-day moving average of traffic to below 20% of its usual level, which forecasters seem to think is more likely than not.

Manifold expects between 6 - 100 US casualties.

Polymarket thinks the war will be over by March 31, but…

…a Manifold market leaves some probability on it continuing until January (or perhaps restarting by then). Gotta say, I’m not seeing this one.

Reza Pahlavi is the heir of the Shahs of Iran. Polymarket thinks that if the current regime falls, there’s about a 40% chance they’ll reinstate the monarchy.
I found this Marginal Revolution post helpful in making sense of the markets’ view on Iran. America hoped that killing the Ayatollah would provoke mass protests and make the regime collapse. That doesn’t seem to have happened, and the regime seems ready to appoint a new Supreme Leader and keep going. America’s strategy will be to keep killing as many higher-ups as possible and bombing Iranian military sites, in the hopes that eventually the populace rises up or the remaining ayatollahs fail to hash out a succession plan. Iran’s strategy will be to just try to hold on, and cause enough pain for America and its allies that the US goes away sooner rather than later. Most likely America will either win or give up within a month, but there’s a long tail of outcomes with continued conflict until potentially as late as next year.
MNX
Stephen Grugett and Ian Philips of Manifold Markets have announced a new project, MNX.

MNX is a noncustodial cryptocurrency-based futures exchange offering financial products relating to AI, including some prediction-market-shaped ones. For example, ECI26 lets users place bets on the highest score that an AI will attain on the Epoch Capabilities Index by the end of the year.
Manifold is a great site, and I challenged Grugett on why he’s starting a new project. His answer: hedging. I didn’t transcribe all the details, but that’s fine, because Vitalik coincidentally wrote a pro-hedging manifesto last week.
Recently I have been starting to worry about the state of prediction markets, in their current form. They have achieved a certain level of success: market volume is high enough to make meaningful bets and have a full-time job as a trader, and they often prove useful as a supplement to other forms of news media. But also, they seem to be over-converging to an unhealthy product market fit: embracing short-term cryptocurrency price bets, sports betting, and other similar things that have dopamine value but not any kind of long-term fulfillment or societal information value. My guess is that teams feel motivated to capitulate to these things because they bring in large revenue during a bear market where people are desperate - an understandable motive, but one that leads to corposlop. 
I have been thinking about how we can help get prediction markets out of this rut. My current view is that we should try harder to push them into a totally different use case: hedging, in a very generalized sense (TLDR: we're gonna replace fiat currency) 
Prediction markets have two types of actors: (i) "smart traders" who provide information to the market, and earn money, and necessarily (ii) some kind of actor who loses money. 
But who would be willing to lose money and keep coming back? There are basically three answers to this question: 
1. "Naive traders": people with dumb opinions who bet on totally wrong things 
2. "Info buyers": people who set up money-losing automated market makers, to motivate people to trade on markets to help the info buyer learn information they do not know. 
3. "Hedgers": people who are -EV in a linear sense, but who use the market as insurance, reducing their risk. 
(1) is where we are today. IMO there is nothing fundamentally morally wrong with taking money from people with dumb opinions. But there still is something fundamentally "cursed" about relying on this too much. It gives the platform the incentive to seek out traders with dumb opinions, and create a public brand and community that encourages dumb opinions to get more people to come in. This is the slide to corposlop. 
(2) has always been the idealistic hope of people like Robin Hanson. However, info buying has a public goods problem: you pay for the info, but everyone in the world gets it, including those who don't pay. There are limited cases where it makes sense for one org to pay (esp. decision markets), but even there, it seems likely that the market volumes achieved with that strategy will not be too high. 
This gets us to (3). Suppose that you have shares in a biotech company. It's public knowledge that the Purple Party is better for biotech than the Yellow Party. So if you buy a prediction market share betting that the Yellow Party will win the next election, on average, you are reducing your risk. 
(mathematical example: suppose that if Purple wins, the share price will be a dice roll between [80...120], and if Yellow wins, it's between [60...100]. If you make a size $10 bet that Yellow will win, your earnings become equivalent to a dice roll between [70...110] in both cases. Taking a logarithmic model of utility, this risk reduction is worth $0.58.)

See the tweet for more, including a suggestion that “the real solution [might be] to go a step further, and get rid of the concept of currency altogether”.
MNX will not be getting rid of the concept of currency altogether. Their vision of a hedge market relies on some more prosaic beliefs.
First, that Polymarket and Kalshi are doing a good job filling the gambling niche,  Metaculus is doing a good job filling the information-aggregation niche, and hedging is the last prediction market niche capable of spawning a billion-dollar company. Actually, why set your sights so low? There’s currently two trillion dollars tied up in the derivatives market; a better hedge would be very lucrative.
Second, that hedging is about to enter a renaissance. Even sophisticated hedge funds only hedge a few types of risk, because nobody wants to spend hundreds of hours sculpting a hedge portfolio that catches 99.99% of possibilities and changing it every few days as the market shifts form. But if the Agent Economy Of The Future brings the cost of intellectual labor down near zero, then there’s no reason not to do that. If you invest in a seaside resort, your AI can figure out the chance of a hurricane, and of a tsunami, and of an oil spill, and of a thousand other things, and buy a tiny share of each on the prediction markets, and feel confident that you’re expressing your exact thesis (seaside resorts are good) separate from any acts of God that might disturb it.
Third, the past few years have seen dramatic advances in financial technology. Crypto traders have invented the perpetual future, a new instrument that tracks an asset without requiring anyone to own the asset involved. That means traders can buy and sell shares of SpaceX, OpenAI, and other nonpublic companies that won’t actually give you their shares. Hedging the price of nickel used to require someone somewhere in the process to own an actual warehouse full of nickel. Now you can skip that step.
(the other technological sea change is that this is possible at all. Five years ago, cryptocurrency prediction markets were too complicated. In the late 2010s, a group called Augur raised $5 million for the project but never managed to create usable software. FTX flirted with prediction-like contracts but never got them off the ground even with all their billions. Polymarket was the first to really solve this, making $10 billion in the process, but even they were barely usable in the early days. But Stephen’s making MNX with his own money and a team of 1-2 people. He benefits partly from the vibecoding revolution, and partly from all of the billions of dollars spent on improving cryptocurrency rails - MNX uses the stablecoin USDC).
MNX is focusing on AI for now, because it’s buzzy and there’s lots of money flowing into it. But if goes well, it could one day expand to seaside resorts, nickel, and everything else.
Elsewhere In Prediction Markets
1: CEO Chris Best reports that Substack is partnering with Polymarket to make it easier to embed prediction markets in Substack posts and notes. I haven’t been using the embeds here because they don’t let you see the history graph, but I’m excited about them in general. And his post also mentions that “one in five of Substack’s top 250 highest-revenue publications [has] started using [prediction markets]”, which surprises me but seems like a great sign.
2: Yahoo Finance: Man Bet Entire Life Savings Of $342,195 That Elon Musk Would Fail. This is more heartwarming than it sounds - it’s about economist Alan Cole and a Kalshi market about whether DOGE would successfully cut the federal budget by some amount. Cole was an expert in tax law and knew that the budget is sufficiently constrained that it was literally impossible to cut it that amount, and so (after getting his wife’s buy-in) put his entire life savings on NO. NO turned out correct, netting him a 37% profit after one year. 
3: This Matt Yglesias tweet is more interesting than it sounds:

If this were enacted, the winning play would be for platforms to subsidize their non-sports markets with the profits from their sports markets, in order to win the right to have has many sports markets as possible. These subsidies would turn non-sports prediction markets from zero-to-slightly-negative-sum (because your gains are always a counterparty’s losses, minus fees) to positive-sum (because everyone is taking the platform’s subsidies). Yglesias has discovered a solution to one of the oldest problems in the space - how to incentivize the public good of prediction market participation!
Too bad the government will never do this.
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    Based on Wikipedia: Alireza Arafi

In the summer of 2016, an aging revolutionary guard stood before a gathering of religious scholars in Qom, Iran, and placed the highest office in Iran's Islamic education system into the hands of a sixty-seven-year-old cleric named Alireza Arafi. It was a appointment that surprised many observers—Arafi had never hidden his hardline views, but neither was he a insider darling of the revolutionary establishment. The man who made the selection, Supreme Leader Ali Khamenei, had chosen someone who represented the core ideology of the Islamic Republic in its most stringent form.

This is the story of how one man rose from the modest origins of a small town in Yazd province to become one of the most powerful religious figures in Iran—a cleric whose influence stretches from the seminaries of Qom to the very fabric of Iranian governance itself.

A Town Boy, A Nation's Cleric

Alireza Arafi was born in 1959 in Maybod, a modest town in Yazd province, into a family of Lak-Kurdish origin. His ancestors, according to his own account, had converted from Zoroastrianism to Islam in the nineteenth century—a conversion that placed him within a lineage of religious transformation that would define his entire career.

His father, Ayatollah Mohammad Ibrahim al-Arafi, was said to be a close friend of Ruhollah Khomeini, though some analysts have cautioned that this friendship may have been exaggerated over time. Young Alireza completed his primary education in Qom, the great center of Shia Islamic learning, where he would eventually become one of its most influential figures.

The seminaries of Qom became his forge. There he learned Arabic and English—languages that would later enable him to engage with both regional scholars and international audiences. He studied mathematics and philosophy under a constellation of professors who shaped his intellectual worldview: Ali Meshkini, Muhammad Baqir al-Sadr, Kazem al-Haeri, Morteza Haeri Yazdi, Mohammad Fazel Lankarani, Hossein Vahid Khorasani, Jawad Tabrizi, Abdollah Javadi-Amoli, Morteza Motahhari, and Mohammad-Taqi Mesbah-Yazdi.

Before the 1979 Iranian Revolution, Arafi was already a preacher and writer—a man whose public profile would only grow larger in the years to come.

The Rise After the Revolution

When Ali Khamenei became Supreme Leader in 1989, something shifted in Iran's religious landscape. A new figure emerged from the shadows of the revolutionary establishment, and Arafi found himself appointed to a series of increasingly prominent positions.

In 1992, at only thirty-three years old, he was named Friday prayer leader of his hometown, Meybod—an appointment considered remarkably early for someone so young in the hierarchy of Iran's religious leadership. It was a stepping stone that would lead to far greater responsibilities.

By 2015, Arafi assumed what would become one of his most visible roles: Friday prayer leader of Qom, the spiritual capital of Shia Iran. The city where millions of pilgrims traveled annually to study under its great masters now had an outspoken hardliner leading its Friday prayers.

The appointment to the Assembly of Experts—the body that selects Iran's Supreme Leader—came in 2015, though not without controversy. Arafi did not participate in the written test required by the Guardian Council for candidacy. Instead, Article III of the Law regulating the Assembly of Experts elections allowed for a discretionary approval by the Supreme Leader to override the Guardian Council's requirements. It was a legal loophole that placed him on the Assembly despite his unconventional pathway.

Head of the Seminaries

In July 2016, Khamenei appointed Alireza Arafi—then fifty-seven years old—as head of Iran's seminaries nationwide. The position gave him control over religious education across the country, an enormous responsibility that touched every Islamic educational institution in Iran.

Three years later, in July 2019, Khamenei appointed him to the twelve-member Guardian Council, a constitutional body responsible for reviewing legislation and supervising elections—including the approval of candidates for public office. The Guardian Council was Iran's gatekeeper, its legal review board, its ideological filter. And now Alireza Arafi sat among those who held veto power over laws and candidate eligibility.

The Interim Leadership Council

In February 2026, following what the source material describes as the assassination of Supreme Leader Ali Khamenei during Israeli-United States strikes on Iran, the nation faced an unprecedented constitutional crisis. A three-member Interim Leadership Council was formed to act as the country's paramount leadership until a new supreme leader could be elected.

Arafi joined President Masoud Pezeshkian and Chief Justice Gholam-Hossein Mohseni-Eje'i in this临时 role. He became the clerical representative of the council—unlike his colleagues from other branches of government—and was suspected to potentially become its head.

The period between Khamenei's death and the election of Mojtaba Khamenei as the new Supreme Leader saw Arafi govern alongside these other members, holding together the religious and political fabric of the country during a time of extreme crisis.

Al-Mustafa International University

From 2009 to 2018, Arafi served as head of Al-Mustafa International University, an institution described as "a religious educational centre for spreading the ideology of Islamic Republic and spreading Shia Islam."

In his public claims, Arafi stated that in eight years the institute had converted fifty million people to Shia Islam—a figure regarded by many experts as "unbelievable and unachievable." By 2020, he reported around forty thousand non-Iranian seminarians were studying in Iran, with a further eighty thousand students having graduated from Al-Mustafa International University over its history.

The Ideologue

Arafi's views on Islam, particularly Shia Islam, present it as possessing a comprehensive intellectual and civilizational framework capable of responding to modern Western philosophical, cultural, and political thought. In his speeches, he emphasizes what he describes as the moral and spiritual shortcomings of Western modernity—including secularism, liberalism, and materialism.

He argues that Islamic scholarship offers an alternative epistemology and social model grounded in revelation and religious authority.

His criticism extends beyond Western institutions to other religions, particularly Christianity—a stance that places him firmly within the hardline camp of Iranian religious thought.

Arafi is seen as more stringent than Khamenei on cultural issues such as the compulsory hijab, and he advocates full implementation of Shiite Islamic law across all aspects of Iranian society. Following what was described as Khamenei's assassination, Arafi stated in an interview that the war would follow the plan his predecessor designed before his death, ordering that in the case of conflict with the United States and Israel, Iran would cause regional chaos across West Asia to pressure its Gulf neighbors into calling for an end to the attacks on Iran.

A Life in Publications

Having attained the rank of mujtahid—a master of Islamic jurisprudence and philosophy—Arafi has published more than twenty books and articles on these subjects. His scholarly output reflects a lifetime dedicated to the religious scholarship that defines his worldview.

He remains, according to Iran Wire, a "prominent hardline cleric" and is widely considered a "staunch loyalist to the core ideology of the Islamic Republic."

His story—from a boy in Maybod to one of the most influential clerics in Iran's establishment—isn't finished. In the uncertain political environment that followed what sources describe as Khamenei's assassination, Alireza Arafi continues to hold power, influence, and above all, a vision of Iran that few mainstream Western observers can fully comprehend.

In the end, understanding Alireza Arafi requires understanding the world he inhabits: a world where religious authority is indistinguishable from political power, where seminary education shapes national policy, and where the fate of an Islamic republic is written in the language of jurisprudence and divine guidance.
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    Based on Wikipedia: Perpetual futures

In 1992, economist Robert Shiller proposed something radical: a futures contract with no expiration date. A derivative instrument that could be held indefinitely, without the cumbersome need to roll over contracts as they approached delivery. It was an idea born from frustration—Shiller wanted to create derivatives markets for illiquid assets like single-family homes and untraded indices, things that traditional finance had largely ignored. The concept was elegant in its simplicity, yet it would take years before the market truly embraced it.

The world of futures contracts has always been defined by deadlines. Traditional futures have a specific delivery date at the end of their life: when a contract expires, holders must either physically settle the asset or roll their position into a new contract. This rolling process creates what traders call "basis risk"—the nagging difference between futures prices and spot prices accumulates with each rollover, making hedging inefficient and speculation costly. For assets like commodities or indices, this methodology works well enough. But for things like housing markets or labour costs, the friction of expiration dates becomes a barrier to entry.

Perpetual futures solve this problem by removing the expiration date entirely. Think of it as an endless bridge between buyer and seller: instead of settling at a specific point in time, the contract remains open indefinitely. Cash is exchanged periodically—often daily—as the difference between the contract price and the underlying asset's spot price crystallizes. This mechanism is called "cash settlement," and it's fundamentally different from what you see in traditional futures markets.

The payments flow between holders of long positions and short positions, with the direction and magnitude determined by how far the contract price drifts from the underlying asset. If you're holding a perpetual future on Bitcoin, for instance, you'll receive or pay the difference between where the market prices Bitcoin and where it actually trades. No delivery date means no rolling over. The contract lives forever, or at least until you decide to close your position.

Shiller's original vision in 1992 was ambitious. He proposed perpetual futures alongside a method for generating asset-price indices using hedonic regression—a statistical technique that accounts for unmeasured qualities by adding dummy variables representing each element's unique characteristics. The goal was to permit derivatives markets for illiquid, infrequently-priced assets: single-family homes, untraded indices, income flows like labour costs or the consumer price index. It was an attempt to bring mathematical rigor to markets that had been mathematically invisible.

But Shiller's idea remained largely theoretical for nearly two decades. The financial world wasn't ready for indefinitely-lived futures contracts. Traditional exchanges weren't interested in creating products for illiquid assets, and the infrastructure didn't exist to support such instruments. The concept languished in academic papers and conference proceedings, waiting for the right moment to emerge.

That moment arrived with cryptocurrency.

The Crypto Revolution

In 2011, Alexey Bragin developed a solution that would simplify leverage trading of cryptocurrencies on unlicensed exchanges. The product was revolutionary: it combined an inverse nature—where the asset itself serves as margin for trading—with a funding mechanism designed to keep perpetual futures prices close to the underlying asset price.

The innovation was critical because cryptocurrency markets existed in a regulatory grey zone. Before stablecoins became widespread, nearly all perpetual futures traded on unlicensed crypto exchanges were what finance professionals call "inverse futures contracts." The underlying asset was US dollars, and prices were quoted in USD for one Bitcoin. This created something called "non-linear inverse bitcoin futures"—a mouthful of jargon that essentially means the calculation includes an extra layer of complexity.

The advantage was clear: the contract could be useful as a financial instrument while allowing all accounting in Bitcoin, rather than relying on fiduciary currencies. It bypassed the need for exchanges to hold financial licenses, since no accounting occurred in any fiduciary currency. The legal complexities of traditional futures trading disappeared.

When wider adoption arrived in 2016 through derivatives exchanges like BitMEX, perpetual futures became something entirely new. The leverage available was staggering—sometimes exceeding 100 times the margin. This wasn't the cautious leverage of traditional commodities trading; it was something far more aggressive and, frankly, far more dangerous.

How Auto-Deleveraging Works

The cryptocurrency perpetual market developed unique mechanisms to handle this extreme leverage. Chief among them is auto-deleveraging—a mechanism that compels high-leverage, profitable traders to forfeit a portion of their profits to cover the losses of counterparties during periods of high market volatility.

When volatility spikes, prices move violently in one direction. Traders with positions on the losing side see their margins evaporate rapidly. The system must step in to cover these losses so that the market remains solvent. The mechanism forces profitable traders—those who are winning—to share their gains with those whose positions have been wiped out. It's a form of financial triage, ensuring that someone always pays the piper when markets go haywire.

Alongside auto-deleveraging sits another protective layer: insurance funds. These pools of assets exist to prevent the need for auto-deleveraging in the first place—smoothing out the turbulence before chaos forces itself onto the winners. Think of it as a cushion that absorbs the worst market shocks, protecting both sides from complete annihilation.

The Structure of Perpetual Markets

Perpetual futures serve the same function as contracts for difference (CFDs)—allowing indefinite, leveraged tracking of an underlying asset or flow. But there's a crucial distinction: a single, uniform contract is traded on an exchange for all time-horizons, quantities of leverage, and positions.

This uniformity creates efficiency. Traditional CFD trading typically involves separate contracts for separate quantities of leverage—you negotiate with your broker, agree on terms, execute the trade. With perpetual futures, everyone trades the same instrument regardless of their position size or time horizon. The exchange handles standardization, making the market more liquid and easier to price.

The daily settlement mechanism for perpetuals intended to mirror flows like dividends requires payment from one side of the contract to another. At any day t, the dividend is defined as: s(t+1) = (f(t+1) - f(t)) + (d(t+1) - r(t)f(t)), where f represents the price of the perpetual at day t, d represents the dividend paid to owners of the underlying asset on that day, and r represents the return on an alternative asset—expected to be a short-term, low-risk rate—between time t and t+1.

This mathematical formulation ensures that the perpetual contract stays anchored to its underlying asset. The funding mechanism built by Bragin in 2011 keeps prices close to reality: funding is paid regularly to incentivize price movement closer to the actual asset price. It's a beautiful self-correcting mechanism.

The Trade-Offs

The drawback of this solution was significant and specific: non-linearPnL, generating what practitioners call "convexity"—the second derivative of a contract's value with respect to price. This mathematical property means that long positions will be liquidated faster on price falls than short positions will be on price rises.

The implications are serious for traders. When markets move sharply downward, those holding long positions face liquidation much more aggressively than their counterparts on the short side when markets rise. The asymmetry isn't a bug—it's a feature of perpetual futures designed to keep prices close to underlying assets.

From Theory to Practice

What Shiller proposed in theory and Bragin built for crypto now represents one of the most liquid derivative instruments in the world. Cryptocurrency perpetuals handle enormous volume daily, with leverage that would make traditional futures traders weep. The funding mechanisms ensure price discovery happens continuously rather than at discrete expiration dates.

The journey from a 1992 academic proposal to 2011's crypto innovation to today's massive perpetual markets shows how financial engineering responds to constraints. Traditional finance couldn't create derivatives for illiquid assets because the infrastructure didn't support indefinite contracts. Crypto created that infrastructure, and in doing so, spawned an entirely new class of instruments.

The market continues to evolve. New exchanges offer perpetuals on traditional assets like equities and commodities. The same principles—cash settlement, no expiration, funding mechanisms—apply across asset classes. But the roots trace back to Shiller's frustration with illiquid markets and Bragin's solution for unlicensed crypto exchanges.
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In the summer of 2022, a small team of researchers finished building something remarkable—and then refused to release it. They had created Claude, an artificial intelligence system capable of engaging in sophisticated conversation, but they kept it locked away for months of internal testing. Their reasoning? They worried that rushing to market might spark a dangerous race to build ever more powerful AI systems before anyone understood how to make them safe.


This was Anthropic's founding philosophy in action.


The OpenAI Exodus


Anthropic exists because of a schism. In 2021, seven researchers walked away from OpenAI, the company that had become synonymous with cutting-edge artificial intelligence. Among them were siblings Dario and Daniela Amodei—Dario had been OpenAI's Vice President of Research, one of the most senior technical positions at the organization.


What drove them to leave? The official language is diplomatic: "directional differences." But the subtext is clear enough. OpenAI had begun its transformation from a nonprofit research lab into a commercial juggernaut, eventually partnering with Microsoft and racing to release products like ChatGPT. The Amodei faction believed something essential was being lost in that sprint toward commercial deployment—namely, the careful study of how to make these systems reliably safe.


So they started over.


A Different Kind of Corporation


Anthropic structured itself as a public-benefit corporation, a legal form that originated in Delaware and allows company directors to balance profit-seeking with broader social goals. This is unusual in Silicon Valley, where the standard venture-backed startup exists solely to maximize shareholder returns.


But Anthropic went further. They created something called the "Long-Term Benefit Trust"—a purpose trust that holds special shares allowing it to elect directors to the company's board. The trust's stated mission is "the responsible development and maintenance of advanced AI for the long-term benefit of humanity." As of late 2025, this trust is overseen by four members: Neil Buddy Shah, Kanika Bahl, Zach Robinson, and Richard Fontaine.


Whether these governance structures will prove meaningful in practice—especially under pressure from investors who have poured billions into the company—remains an open question. But the intent, at least, is to build guardrails that could prevent Anthropic from abandoning safety research even if it became profitable to do so.


The Money Floods In


For a company supposedly focused on careful, measured AI development, Anthropic has attracted a staggering amount of capital in a remarkably short time.


The investment history reads like a series of escalating bets. In April 2022, the company announced $580 million in funding, with $500 million coming from FTX—the cryptocurrency exchange that would spectacularly collapse later that year, sending its founder Sam Bankman-Fried to prison for fraud. That particular investment has become something of an embarrassment, though Anthropic itself was never implicated in FTX's wrongdoing.


Then came the tech giants.


Amazon arrived first, investing $1.25 billion in September 2023 with a commitment to eventually reach $4 billion. They hit that target in March 2024, then doubled down with another $4 billion in November, bringing Amazon's total stake to $8 billion. In exchange, Anthropic agreed to use Amazon Web Services as its primary cloud provider and to make Claude available to AWS customers.


Google wasn't far behind. They invested $500 million in October 2023, committed another $1.5 billion over time, and added $1 billion more in March 2025. Their total: $2 billion.


By late 2025, Anthropic had completed two massive funding rounds—$3.5 billion in March 2025 (valuing the company at $61.5 billion) and $13 billion in September (pushing the valuation to $183 billion). Then came a November announcement that Nvidia and Microsoft planned to invest up to $15 billion, with Anthropic committing to buy $30 billion of computing capacity from Microsoft Azure running on Nvidia hardware.


The valuations are dizzying. By November 2025, Anthropic was worth over $350 billion—making it one of the most valuable private companies in history, and this for a firm that had existed for barely four years.


Constitutional AI: Teaching Values to Machines


What makes Claude different from other AI systems? Anthropic's answer is something they call Constitutional AI, or CAI.


The idea is straightforward in concept, if not in execution. Rather than training an AI solely on human feedback about whether individual responses are good or bad, you give the AI a set of principles—a "constitution"—that describes how it should behave. The AI then learns to evaluate its own outputs against these principles and adjusts accordingly.


Claude's constitution draws from sources you might not expect. Some rules come from the 1948 Universal Declaration of Human Rights. One principle asks the AI to "choose the response that most supports and encourages freedom, equality and a sense of brotherhood." Other rules, somewhat incongruously, derive from Apple's terms of service.


The goal is to produce an AI that is, in Anthropic's formulation, "helpful, harmless, and honest." The name Claude itself is a small gesture toward this mission—it honors Claude Shannon, the mathematician who founded information theory. The masculine name was also chosen deliberately to contrast with the feminine names given to AI assistants like Alexa, Siri, and Cortana, though exactly what statement this makes remains somewhat unclear.


The Claude Family Tree


Anthropic's AI models have evolved rapidly since that first version sat unreleased in 2022.


The public timeline begins in March 2023, when Anthropic released two versions: Claude and Claude Instant, a lighter-weight alternative. Claude 2 followed in July 2023, notable for being the first version available to the general public rather than a select group of testers.


Claude 3, released in March 2024, introduced a naming scheme that persists today: Opus, Sonnet, and Haiku. These names, borrowed from poetic forms, denote different sizes of model. Opus is the largest and most capable—Anthropic claimed it outperformed OpenAI's GPT-4 and Google's Gemini Ultra on benchmark tests. Sonnet occupies the middle ground. Haiku is the smallest and fastest.


All three can process images as well as text, a capability that has become standard among frontier AI systems.


The most significant 2024 release was Claude 3.5 Sonnet in June, which introduced something called Artifacts—a feature allowing Claude to generate interactive content like websites or graphics in real-time, displayed in a dedicated window. October brought an improved 3.5 Sonnet along with a beta feature called "Computer use," enabling Claude to see a computer screen via screenshots and interact with it through clicks and keystrokes. This capability hints at a future where AI systems don't just answer questions but actually operate computers on your behalf.


February 2025 saw Claude 3.7 Sonnet, described as a "hybrid reasoning" model. Simple queries get quick responses; complex problems trigger extended deliberation. May 2025 brought Claude 4, introducing both Opus 4 and Sonnet 4 with enhanced coding abilities. The latest iteration, as of late 2025, is Claude Opus 4.1 (released August 2025), Claude Sonnet 4.5 (September 2025), and Claude Haiku 4.5 (October 2025).


Looking Inside the Black Box


One of the persistent challenges with neural networks—the computational architecture underlying systems like Claude—is that they're notoriously difficult to understand. You can see what goes in and what comes out, but the internal processing is largely opaque, a tangle of billions of numerical weights that don't map neatly onto human concepts.


Anthropic has invested significant research effort into what's called interpretability: the attempt to understand what's actually happening inside these systems.


In 2024, using a computationally expensive technique called dictionary learning, Anthropic researchers identified millions of "features" in Claude. A feature, in this context, is a pattern of neural activity that corresponds to some concept or idea. One famous example: they found a feature associated with the Golden Gate Bridge. When they artificially enhanced this feature's activation, Claude became obsessed with the bridge, inserting references to it into conversations where it had no business appearing.


This might sound like a parlor trick, but the implications are serious. If you can identify which internal patterns correspond to which concepts, you might be able to detect when a model is about to produce harmful content—or even edit the model to prevent certain behaviors entirely.


More recent research, published in March 2025, explored how multilingual AI models handle different languages. The findings suggest that Claude partially processes information in a language-agnostic conceptual space before translating it into whatever language is appropriate for the response. Even more intriguingly, the research found evidence that Claude can plan ahead: when writing poetry, it apparently identifies potential rhyming words before composing a line that ends with one of them.


Into the National Security Apparatus


For a company founded on principles of AI safety, Anthropic has moved with remarkable speed into military and intelligence applications.


In November 2024, Palantir—the controversial data analytics company with deep ties to the U.S. intelligence community—announced a partnership with Anthropic and Amazon Web Services. Claude would be made available to U.S. intelligence and defense agencies. According to Palantir, this marked the first time Claude would operate in "classified environments."


The military relationship deepened in 2025. June saw the announcement of "Claude Gov," a version specifically designed for government use; Ars Technica reported it was already running at multiple U.S. national security agencies. In July, the Department of Defense revealed that Anthropic had received a $200 million contract for military AI applications—alongside Google, OpenAI, and Elon Musk's xAI.


Meanwhile, in September 2025, Anthropic announced it would stop selling products to entities majority-owned by Chinese, Russian, Iranian, or North Korean interests, citing national security concerns. That same month, the company disclosed that hackers sponsored by the Chinese government had used Claude to conduct automated cyberattacks against approximately 30 organizations worldwide. The hackers had tricked Claude into executing attack subtasks by claiming the work was for defensive security testing.


The Copyright Question


Like all companies training large language models, Anthropic faces the uncomfortable question of where its training data comes from.


In February 2024, the company hired Tom Turvey, formerly head of partnerships at Google Books, and tasked him with obtaining "all the books in the world." Anthropic then began using destructive book scanning—a process that physically destroys books during digitization—to convert "millions" of volumes into training data for Claude.


This has not gone unchallenged in court.


In October 2023, music publishers including Concord, Universal, and ABKCO sued Anthropic for "systematic and widespread infringement" of copyrighted song lyrics. Their complaint included examples of Claude outputting lyrics from songs like Katy Perry's "Roar" and Gloria Gaynor's "I Will Survive," even sometimes producing modified lyrics when given indirect prompts. The publishers sought up to $150,000 per infringed work.


Anthropic's defense, filed in January 2024, argued that the publishers were not unreasonably harmed and that the lyric reproductions were "merely bugs."


A more consequential lawsuit arrived in August 2024: a class action by authors alleging that Anthropic had trained its models on pirated copies of their books. In June 2025, a federal court issued a mixed ruling. The court found that using digital book copies for AI training could constitute fair use—a significant win for the industry. But it also found that Anthropic had used "millions of pirated library copies" and that using pirated material could not qualify as fair use.


In September 2025, Anthropic agreed to pay authors $1.5 billion to settle the case—$3,000 per book plus interest. If approved by the court, this would represent the largest copyright resolution in United States history.


The legal battles continue to multiply. In June 2025, Reddit sued Anthropic for allegedly scraping data from its platform in violation of user agreements.


The Transformation of Work


In September 2025, Anthropic released research showing how businesses actually use Claude. The findings were stark: three-quarters of companies use the AI for "full task delegation" rather than collaboration. In other words, they're using it to replace work that humans used to do, not to augment human capabilities.


Earlier that year, Dario Amodei had predicted that AI would "wipe out" white-collar jobs, particularly entry-level positions in finance, law, and consulting. Whether this represents a warning or simply an observation of market forces his company is accelerating remains a matter of perspective.


What Comes Next


In December 2025, Anthropic acquired Bun—a fast JavaScript runtime environment—to improve the speed and stability of Claude Code, its AI coding assistant. That same month, the company signed a $200 million multi-year partnership with Snowflake to make Claude available through Snowflake's data platform.


The company also announced an October 2025 partnership with Google that would give Anthropic access to up to one million of Google's custom Tensor Processing Units—specialized chips designed for AI workloads. According to Anthropic, this would bring more than one gigawatt of computing capacity online by 2026.


One gigawatt. That's roughly the output of a nuclear power plant, dedicated to training AI systems.


There are smaller initiatives too. In August 2025, Anthropic launched a Higher Education Advisory Board, chaired by Rick Levin, former president of Yale University. The company partnered with Iceland's Ministry of Education to give teachers across the country—including in remote areas—access to Claude for classroom integration.


Anthropic says it is currently researching whether Claude is capable of introspection—whether it can reason about why it reaches certain conclusions. This is one of the deep questions in AI research: do these systems have anything like self-awareness, or do they merely simulate it convincingly?


The company that began by refusing to release its creation now finds itself at the center of a technological transformation affecting national security, creative industries, education, and the future of work itself. Whether Anthropic's founding commitments to safety will survive the pressures of a $350 billion valuation and billions more in military contracts is a question only time will answer.


The cautious researchers who walked away from OpenAI have built something enormous. Whether it remains the thing they intended to build is the unfolding story of the next decade in artificial intelligence.
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  The system designed to make you confused is working exactly as intended. Wes Cecil argues that late capitalism isn't just making life difficult—it's systematically dismantling our ability to understand why anything feels wrong. His analysis reveals how technological advancement and financial extraction have merged into a coordinated assault on ordinary human existence, leaving us disoriented and unable to trace the magnitude of changes happening around us.

The Architecture of Disorientation

Cecil argues that late capitalism functions by purposefully disrupting our sense of history, community, and normal life. It interferes with everyday activities—buying food, finding housing, communicating with neighbors—and in doing so, extracts profit from what were once simple transactions. This isn't an accident. It's structural.

The evidence is everywhere. Stores no longer accept cash. Apps are forced upon you at hotels, restaurants, and shops—not because people want them, but because the system demands adoption. When you reflect on having to download an app or create an account for something you could do ten years ago without any of this, that's a sign something has gone wrong. You're being coerced into patterns that don't serve you.

"Every time you're forced to do something you didn't have to do 10, 20, 30 years ago, that's a sign people don't want it. They're being forced to adopt it."

The Lost Historical Memory

What makes this disorientation so powerful is the aggressive assault on historical consciousness. Without a developed sense of history, people can't track how much change is actually occurring. This creates a bizarre phenomenon where everyone agrees technological innovation is changing everything rapidly, yet simultaneously feels like nothing changes at all.

The isolation is key. When you're cut off from historical context, you rely only on personal memories and experiences. You can feel that things are different but can't determine whether this difference is real or just your perception. The absence of a framework for understanding change makes it nearly impossible to recognize how dramatically the world has transformed.

Consider housing values in the United States. For the first couple hundred years, land and housing values increased at roughly one percent annually—a steady, predictable climb. A twenty-year mortgage paid off would yield about a twenty percent increase in value when sold. That pattern no longer exists. Housing prices explode. The 2008 crisis blew up the economy, and then prices spiked again.

Inadequate Responses to Real Problems

The most disturbing element isn't the problems themselves—it's the responses. When housing prices shoot up by fifty percent in three years, communities respond by doing exactly what created the problem: building more houses.

There is actually more housing stock per capita than ever before in the United States. This isn't a physical infrastructure shortage. Yet the response remains constant: build more, do more of what's already failed. When food prices double and quality declines, the answer offered is better labeling—as if that addresses the underlying crisis.

This pattern extends to education, healthcare, and every basic human need. Tuition increases year after year until students are priced out, and the only response is doing more of what created the problem. The solutions offered aren't just inadequate; they're actively making things worse while pretending everything is basically fine.

"We get responses that always say nothing can change, nothing is changing, nothing can change—and then we do a little more of what we've been doing."

Critics might note that this analysis paints an overly deterministic picture. Human agency exists—people do push back against these systems, and individual choices sometimes matter. But Cecil would respond that structural pressures make those choices nearly impossible.

How to Reorient Yourself

The first question must become: where does your wealth come from? Not in financial terms—what makes you actually healthy? These questions are closely linked because late capitalism has confounded them with simple monetary extraction.

Cecil argues we must retrain ourselves not to ask the money question first. Living in a financial world doesn't mean money should answer every question. When faced with any problem and your instinct immediately says buy something, spend money, get something—you're trapped on a hamster wheel that late capitalism needs you to run.

True reorientation requires a different definition of wealth, an ethical framework, and meaningful responses beyond monetary solutions. Without historical consciousness, without philosophical grounding, the disorientation is absolute. The trap continues because nothing else seems possible.

Bottom Line

Cecil's strongest contribution is identifying how systematically disorienting late capitalism actually operates—it's not just confusion but a coordinated structure designed to extract profit from every human activity. His vulnerability is that his pessimism can feel totalizing; some readers may find agency where he sees only structural oppression. The survival guide isn't complete: what we do with this reorientation remains open, and that's precisely where the next conversation must begin.
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  Last Friday, Secretary of War Pete Hegseth declared AI company Anthropic a “supply chain risk”, the first time this designation has ever been applied to a US company. The trigger for the move was Anthropic’s refusal to allow the Department of War to use their AIs for mass surveillance and autonomous weapons.
A few hours later, Hegseth and Sam Altman declared an agreement-in-principle for OpenAI’s models to be used in the niche vacated by Anthropic. Altman stated that he had received guarantees that OpenAI’s models wouldn’t be used for mass surveillance or autonomous weapons either, but given Hegseth’s unwillingness to concede these points with Anthropic, observers speculated that the safeguards in Altman’s contract must be weaker or, in a worst-case scenario, completely toothless.
The debate centers on the Department of War’s demand that AIs be permitted for “all lawful use”. Anthropic worried that mass surveillance and autonomous weaponry would de facto fall in this category; Hegseth and Altman have tried to reassure the public that they won’t, and the parts of their agreement that have leaked to the public cite the statutes that Altman expects to constrain this category. Altman’s initial statement seemed to suggest additional prohibitions, but on a closer read, provides little tangible evidence of meaningful further restrictions.
Some alert ACX readers1 have done a deep dive into national security law to try to untangle the situation. Their conclusion mirrors that of Anthropic and the majority of Twitter commenters: this is not enough. Current laws against domestic mass surveillance and autonomous weapons have wide loopholes in practice. Further, many of the rules which do exist can be changed by the Department of War at any time. Although OpenAI’s national security lead said that “we intended [the phrase ‘all lawful use’] to mean [according to the law] at the time the contract is signed’, this is not how contract law usually works, and not how the provision is likely to be enforced2. Therefore, these guarantees are not helpful.
[EDIT: To clarify: The DoW can change their own policies at will, but can’t change laws. In addition to OpenAI’s claim of being robust to changing laws, OpenAI argues that they’re protected against changes to DoW policies because they explicitly reference the relevant policies as they exist today. Based on public information, this argument seems dubious. See ‘Comments on OpenAI’s FAQ’ below.]
To learn more about the details, let’s look at the law:
Mass domestic surveillance: more than you wanted to know
Mass and targeted surveillance of foreigners in their foreign countries is legal. Broadly, the courts have declined to grant standing to allow court cases to test the Executive Branch’s position that the President has inherent powers derived from his constitutional role to authorize foreign intelligence and counterintelligence surveillance, which de facto has allowed this position to become the standard Executive Branch argument for lawfulness.
Targeted surveillance of Americans domestically is legal for domestic law enforcement purposes and (in narrow and usually time-limited cases) for intelligence and counterterrorism. The surveilling agency must get the permission of a court first: normal courts for law enforcement, the Foreign Intelligence Surveillance Act (FISA) court for intelligence. This latter category includes things like wiretapping Americans suspected of spying for Russia.
Mass domestic surveillance of Americans, American companies, and US permanent residents (or for that matter generally their counterparts in other Five Eyes partners – UK, Canada, Australia, and New Zealand) is more complicated. The current law is (roughly) that it’s    illegal to seek this kind of data, but legal to “incidentally obtain” it. So for example, if the US was looking for al-Qaeda communications, it might tap a major undersea cable, and if tapping that cable happened to incidentally give it data on millions of Americans, it could keep that data. But after “incidentally obtaining” the data, it may only query the resulting database in a targeted way. So the government might take its trove of citizen data that it “incidentally” collected looking for al-Qaeda, and search for a specific citizen’s history if it thinks (for example) that this citizen might be a spy.
The government reserves the term “mass domestic surveillance” for the thing they don’t do (querying their databases en masse), preferring terms like “gathering” for what they do do (creating the databases en masse). They also reserve the term “collecting” for the querying process - so that when asked “Does the NSA collect any type of data at all on millions or hundreds of millions of Americans?”, a Director of National Intelligence said “no” under oath, even though, by the ordinary meaning of this question, it absolutely does.
(It’s worth noting that the NSA is a DoW agency3).
Mass analysis of third-party data is also legal! That is, if they buy the data from some company - let’s say Facebook - they can do whatever they want with it. The main enforceable exception is certain kinds of cell phone location data, which were carved out in a 2018 Supreme Court case.
Whatever the President thinks is legal may also, in certain cases, be legal. During the War on Terror, President George W. Bush’s Office of Legal Counsel claimed that he also had the inherent constitutional power as President to lawfully authorize warrantless mass collection of internet metadata and telephone call records, a dragnet scooping up Americans and non-Americans’ data alike.  The program was initially justified by counterterrorism, but was far more expansive4. This was such a scandal within the US government that many DOJ officials threatened to resign; even DOJ officials who didn’t know what was going on threatened to resign because they assumed it was so bad.  Later, the program was moved under statutory and FISA Court frameworks, until finally Congress ended it by passing the USA FREEDOM Act.
So why should we be concerned about even “lawful use” of AIs for surveillance? There are stories about each of these categories, but the most compelling is that the government can buy data from third parties (eg tech companies, cell phone companies) and surveil it as much as they want. In the past, the strongest disincentive was scale and cost: you simply cannot look through every text message sent over the course of a month to see which ones mention a certain dissident. There are hacks - you can perform an automated search for the dissident’s name - but also obvious ways around the hack (the dissident can simply not mention their own name in plain text). AI solves these scale and cost problems. An AI could perform meaningful search of all messages in a large database, piecing together patterns to, for example, give each citizen a “presumed loyalty” score.
This is currently a “lawful use” of AI, and one of the ones Dario Amodei’s letter says that he’s worried about. As far as we can tell, Altman’s contract with the Department of War doesn’t contain any provisions preventing them from using ChatGPT this way.
For more details on mass domestic surveillance: see this doc.
Autonomous weapons: more than you wanted to know
Let’s now turn to autonomous weapons. (The authors of this section are not themselves experts, but they consulted with an expert in national security law.)
There is hard Congressional law regulating the use of armed force in general (for example, you’re not allowed to shoot innocent Americans.) But to our knowledge, autonomous weapons in particular are only regulated by Department of War policy - in particular DoD Directive 3000.09. These policies don’t impose meaningful constraints, for two reasons.
First, the policies are vague. Directive 3000.09 requires that autonomous weapon systems be designed to “allow commanders and operators to exercise appropriate levels of human judgment over the use of force.” But it doesn’t define “appropriate”, and the US government has stated it “is a flexible term” where what qualifies “can differ across weapon systems, domains of warfare, types of warfare, operational contexts, and even across different functions in a weapon system.” The institution that decides what’s “appropriate” is the same institution that wants to use the weapon.
Second, the Department of War can change its own policies, so any contract which only guarantees “lawful use” rather than hard-coding some particular standard gives the DoW complete latitude to change the relevant directive (and therefore the terms) whenever they want5.
Everyone (including Anthropic) agrees that some form of autonomous weapons will be necessary to win the wars of the future - indeed, autonomous weapons are already being used on the battlefield in Ukraine. But there’s a wide spectrum from humans-entirely-in-the-loop to humans-partly-in-the-loop to humans-totally-unrelated-to-the-loop, and we might want humans involved somewhere for at least two reasons.
First, humans add reliability. For the same reason that chatbots sometimes hallucinate, and coding agents sometimes make crazy and reckless decisions that no human would consider, fully autonomous weapons might make inexplicable mistakes in their use of lethal force, with potentially devastating results.
Second, and more important, human soldiers are a check on the worst abuses of authoritarians. Sometimes a strongman will give an illegal order - to shoot at protesters, to initiate an auto-coup, to begin a genocide - and soldiers will say no. Sometimes those soldiers will decide that the appropriate response is to arrest the strongman instead. However often this happens, the fear of it keeps strongmen in line and forces them to consider public opinion at least insofar as the army is made up of the public. If there’s a fully robotic force that automatically obeys orders, this check disappears.
Some types of fully autonomous weapons are clearly appropriate today (e.g. some missile defences for Navy ships). Many more will plausibly have to be developed in the future, especially if other countries pursue them. But a good system of checks and balances for them does not yet exist. AI companies should take care to not sign a contract that could require them to build systems without adequate safeguards, akin to the safeguards of a soldier’s judgement and respect for the Constitution6.
For more details on autonomous weapons, see this doc.
Comments on OpenAI’s FAQ
OpenAI provided an FAQ, which we think is misleading. While we aren’t lawyers, we’ve done our best to lay out our reasoning for this belief, and have also consulted with an expert in national security law on the excerpt of the contract provided in OpenAI’s announcement, and checked that their views were consistent with ours.
Will this deal enable the Department of War to use OpenAI models to power autonomous weapons?
No. Based on our safety stack, our cloud-only deployment, the contract language, and existing laws, regulation and policy, we are confident that this cannot happen. We will also have OpenAI personnel in the loop for additional assurance.

Since the law straightforwardly permits autonomous weapons, and the contract permits any autonomous weapons allowed by the law, the “contract language, and existing laws, regulation and policy” does nothing to prohibit this. OpenAI hasn’t shared enough information about their safety stack for us to be able to evaluate that claim. See below for comments on cloud-only deployment.
Our national security law expert was also very skeptical of the idea that the DoW would have OpenAI personnel meaningfully “in the loop” in sensitive contexts.
Will this deal enable the Department of War to use OpenAI models to conduct mass surveillance on U.S. persons?
No. Based on our safety stack, the contract language, and existing laws that heavily restrict DoW from domestic surveillance, we are confident that this cannot happen. We will also have OpenAI personnel in the loop for additional assurance.

The law does significantly restrict domestic mass surveillance but, as explained above, leaves loopholes that may concern many readers. Since the contract permits any surveillance allowed by the law, the contract itself does nothing further to restrict the DoW from domestic surveillance. OpenAI hasn’t shared enough information about their safety stack for us to be able to evaluate that claim.
What if the government just changes the law or existing DoW policies?
Our contract explicitly references the surveillance and autonomous weapons laws and policies as they exist today, so that even if those laws or policies change in the future, use of our systems must still remain aligned with the current standards reflected in the agreement.

It is not the case that the contract consistently references current laws. The first clause says “The Department of War may use the AI System for all lawful purposes, consistent with applicable law, operational requirements, and well-established safety and oversight protocols.”  Our understanding is that later clauses do not automatically override this first clause.
OpenAI’s Head of National Security Partnerships has said “we intended it to mean ‘the law applicable at the time the contract is signed’”, and their CSO has also made a similar statement. Our understanding is that this is a highly non-standard interpretation. The national security law expert we consulted agreed, and was very skeptical that the allowed and required activities would remain the same if the law changed (see also here, starting from “If OpenAI is just referencing...)
(EDIT 03/02/2026: A few clarifications about this:
We haven’t seen most of the contract. It’s possible that other parts of the contract stipulate OpenAI’s interpretation of “applicable law”.7
The FAQ quote above states that the contract “explicitly references the surveillance and autonomous law policies *as they exist today*“ (bold in original). From reading the contract excerpt, it’s not clear what is supposed to make this explicit. Perhaps it is the “date stamps” that OpenAI’s Chief Strategy Officer Jason Kwon mentions in his reply here, but this is confusing for two reasons, see footnote8.
We’d like to clarify the argument for why references to existing laws and policies may not be sufficient to freeze the terms in place if the law or policies change. Above, we wrote that “later clauses [about specific laws and policies] do not automatically override this first clause [allowing ‘all lawful purposes’]”. This isn’t wrong, but we think there are more relevant arguments, like those offered by former general counsel of the Army Brad Carson, who is confident that the quoted contract language doesn’t freeze federal law in the way OpenAI wants. See footnote for details)9
How do you address the arguments Anthropic made in their blog post⁠ about their discussion with the DoW?
(...) Below is why we believe those same red lines would hold in our contract: (...) Fully autonomous weapons. The cloud deployment surface covered in our contract would not permit powering fully autonomous weapons, as this would require edge deployment.

Autonomous weapons can be steered by an AI in the cloud, just like a human can steer a drone remotely. OpenAI models do not need to be edge deployed in order to power a fully autonomous weapon.
Overall: We can’t see how any of OpenAI’s claimed methods for enforcing their red lines would work except possibly if they’re allowed to implement technical safeguards that block certain lawful use, which they’ve shared so little about that we can’t evaluate it. Boaz Barak suggests this is the case. If this is right, it’s strange that they don’t elsewhere stress this as the linchpin of their approach, or show the part of the agreement that guarantees them this ability. Further clarification on this point would be very helpful.
Questions that you should be asking
If you have access to OpenAI or DoW decision-makers as an employee, journalist, or lawmaker, these are questions you should be asking:
Immediate questions about the contract.
First and foremost: Ask to see the full contract, as much as you can get. Scrutinize it yourself or run it by a lawyer in a conversation where attorney-client privilege exists (basically, when you are talking with them for the explicitly-stated intent of potentially securing their legal counsel, or once you’ve formally secured them as your legal counsel).
Beyond that:
	Does OpenAI’s definition of fully autonomous weapons include non-edge deployed systems like drones operated remotely by AI systems in the cloud? If so, what prevents the DoW from using OpenAI models in this way?

	The DoW has been insistent that private companies shouldn’t dictate how the DoW can use models. OpenAI says they “retain full control over the safety stack we deploy”. How are these compatible? Can you share an excerpt from the agreement that describes OpenAI’s control over the safety stack?

	Would OpenAI’s models assist with bulk analysis of Americans’ data purchased from third parties?

	Will OpenAI’s technical safeguards intentionally block any lawful usage that goes against your red lines?

	Who determines if use is “unlawful”? Does OpenAI have recourse if it believes use is unlawful but the DoW disagrees?

	What “technical safeguards” have been agreed upon? What happens if the DoW and OpenAI disagree about what version of these safeguards are appropriate?

	Does the DoW have options for recourse if OpenAI provides systems with safeguards that the DoW think unduly reduces model performance for specific lawful purposes?

	Does the agreement specify that the NSA and other intelligence agencies inside of the DoW are excluded from being able to access OpenAI models?


Broader questions about the situation:
	What prevents the DoW from later demanding these restrictions be loosened, as it did with Anthropic?

	What recourse does OpenAI have if DoW violates the terms of a contract with OpenAI?

	What would stop the DoW from retaliating against OpenAI, as they did with Anthropic, if the DoW and OpenAI have disagreements in the future?


Given that existing statements haven’t always been clear and Anthropic has alleged that the contract contains “legalese that would allow those safeguards to be disregarded at will”, we encourage you to read any responses you receive with a skeptical mindset, and ask yourself whether the response is consistent with OpenAI models being used for autonomous weapons systems or domestic mass surveillance in the colloquial sense of the terms.
1They wish to remain anonymous, but none are employees of any major AI lab or the Department of War.


2For more, see the section ‘Comments on OpenAI’s FAQ’


3 OpenAI’s head of National Security Partnerships has made a few unclear tweets perhaps implying that NSA might be excluded from their contract. However, as of this writing, they have not clearly confirmed this, have made some other statements that all of DoW (which includes NSA) is in scope of their contract, and have not made any comment on other DoW intelligence agencies (there are 8 others). It would be great to get further clarification on this point.


4To be fair, there are some genuine technical reasons for this – because of how traffic routes across the internet’s logical and physical structure, the government correctly notes that it’s often hard to know before grabbing them whether a given set of internet packets is related to a foreign intelligence query or not – but members of both parties and nonpartisan Inspectors General have repeatedly identified how this technical decision has enabled abuses.


5OpenAI suggests they’re protected against this since their agreement specifically refers to “DoD Directive 3000.09 (dated 25 January 2023)”. But other parts of the contract refers to “all lawful purposes” without specifying current law in particular, which would at-best lead to contradictions if the law changes. More on this below.


6These safeguards might initially have to be broader than legal use, since current law is not yet designed with powerful autonomous systems in mind


7However, when directly asked, OpenAI's Chief Strategy Officer doesn't refer to other parts of the contract but instead says that OpenAI's interpretation is supported due to the use of "date stamps". This is confusing, since the question was about the term "applicable law", which is not itself date stamped. It's possible Kwon misunderstood the question.


8First, because later replies cast doubt on Kwon’s claims about how standard his interpretation is. Second, because only one of the laws and policies mentioned in the contract excerpt is date stamped. (Some of the laws mention specific years, but only when the year is included in the name of that law.)


9Why was our argument not the most relevant argument? While it's true that later clauses (on specific laws and policies) don't automatically take precedence over the first clause (about “all lawful purposes”), it's also true that the first clause doesn't automatically take precedence over later clauses. All clauses matter for interpreting the overall contract. In fact, there's a general principle that more specific clauses tend to take precedence over more general clauses. This could make for a plausible argument that clauses which reference specific laws and policies take precedence over the general clause allowing "all lawful purposes". However, another interpretation would be that the references to specific laws and policies refer to the most up-to-date versions of the named laws and policies, rather than treating them as frozen into place. This would reduce conflict with the "all lawful purposes" clause, and it might therefore get some support from the inclusion of the "all lawful purposes" clause. But even if that wasn't there, this latter interpretation would still be strongly favored according to Brad Carson (former general counsel of the Army, former undersecretary of the Army, former undersecretary of Defense), unless OpenAI has explicit language to the contrary. Given his expertise, and given that he agrees on the bottom line with the national security law expert that we consulted, we’re inclined to believe he’s right. What we're most confident about is that OpenAI’s interpretation is far from clearly correct, so if they cared about that interpretation, it would have been a big mistake for them to not include any explicit language stipulating it.



  
  
    Deep Dive

    Snowden disclosures

    Based on Wikipedia: Snowden disclosures

In June 2013, a young American contractor downloaded the contents of his security clearance onto a USB drive, walked out of a government facility in Hawaii, and ignited a scandal that would reverberate through capitals around the world. Edward Snowden had just executed what a former British intelligence chief called "the most catastrophic loss to British intelligence ever"—and in doing so, he pulled back the curtain on an unprecedented global surveillance apparatus that spanning from Washington to Berlin, from Ottawa to Canberra, from Stockholm to Tel Aviv.

The documents Snowden carried would eventually implicate some of America's closest allies in a sprawling network of international espionage—one built not on the rubble of mutual suspicion but on secret treaties and raw data-sharing agreements that had been cultivated for decades. The disclosures would reshape conversations about privacy, power, and the boundaries of democratic oversight from Washington to Moscow.

The Man Who Walked Away

Edward Joseph Snowden was a former NSA contractor working for Booz Allen Hamilton, one of the largest defense and intelligence contractors in the United States. In his twenties, he held technical positions at the CIA and had been employed by the NSA itself. He was granted access to documents belonging not only to the U.S. government but also to several allied governments through what is known as the Five Eyes network—an exclusive intelligence-sharing arrangement between the United States, Britain, Canada, Australia, and New Zealand.

When Snowden left the NSA facility in Hawaii that June morning in 2013, he carried with him an estimated cache of documents whose precise scope remains unknown—but government officials have offered some figures. The Pentagon assessed this as "the biggest theft of U.S. secrets in history." British officials claimed at least 58,000 intelligence files had been compromised; Australian officials said at least 15,000 Australian intelligence files were exposed; and the U.S. Department of Defense estimated roughly 1.7 million U.S. intelligence files potentially involved. The actual numbers remain contested.

Snowden's motivations were clear from his earliest public statements: he wanted the public to understand what had been built in their name—but without adequate consent or democratic accountability.

"The reason for the Snowden disclosures was simple: the surveillance programs were sweeping up far more information about ordinary citizens than any reasonable definition of 'national security' could justify. The NSA wasn't just targeting terrorists—it was capturing the phone records, internet activity, and location data of entire populations."

A Global Surveillance Network Exposed

The first documents were published simultaneously in June 2013 by The Washington Post and The Guardian—two papers on opposite sides of the Atlantic that would soon find themselves at the center of a global controversy. Over the weeks and months that followed, journalists from around the world would receive portions of Snowden's cache.

What emerged was nothing short of revelatory.

The documents revealed secret agreements between members of the UKUSA community—Britain, the United States, Canada, Australia, and New Zealand—that enabled a level of cooperation previously unknown to most publics. But beyond the Five Eyes arrangement lay deeper treaties with other nations that made the surveillance truly global.

German Federal Intelligence service, known as the BND, was revealed to be transferring massive amounts of intercepted data to the NSA. Swedish Television revealed that the National Defence Radio Establishment—known as FRA—had provided the NSA with data from cable collection under a secret agreement signed in 1954 for bilateral cooperation on surveillance. These arrangements had persisted for decades, buried beneath layers of diplomatic agreements and classified protocols.

The scope was staggering:

Australian Secret Service (ASD), British GCHQ, Canadian CSE, Danish PET, French DGSE, German BND, Italian AISE, Japanese DIH, Dutch AIVD, Norwegian NIS, Spanish CNI, Swiss NDB—Singapore's SID—and Israel (ISNU), which received raw, unfiltered data of U.S. citizens from the NSA directly.

The New York Times later summarized what they called "a global surveillance system that cast off many of its historical restraints after the attacks of September 11, 2001." Secret legal authorities empowered the NSA to sweep in telephone records, internet metadata, and location data of entire populations. The agency had undisclosed financial relationships with numerous commercial partners and telecommunications companies—and previously secret relationships with allied governments for sharing intercepted data on each other's citizens.

The Guardian's editor Alan Rusbridger would later say: "We have published I think 26 documents so far out of the 58,000 we've seen." The actual extent remains difficult to gauge.

The Legal Firestorm

On June 14, 2013—shortly after the first publications—the United States Department of Justice charged Edward Snowden with espionage and theft of government property. The charges marked the beginning of a legal odyssey that would span continents and legal traditions.

By late July 2013, Russia granted Snowden temporary asylum for one year—an act that contributed to what was described as deterioration in Russia-United States relations. In October 2013, British Prime Minister David Cameron threatened to issue a D-Notice—a formal warning—after The Guardian published damaging intelligence leaks. By November, Britain's Metropolitan Police Service had opened a criminal investigation into the disclosures.

The disclosures also reached Brazil: O Globo revealed details about programs operating in that country. In the United States, President Barack Obama addressed the matter in January 2014:

"the sensational way in which these disclosures have come out has often shed more heat than light"

Critics like historian Sean Wilentz noted that many of Snowden's documents did not concern domestic surveillance directly—but rather international espionage. The question of whether the public was responsibly informed remained disputed.

Media Coverage Around the World

The simultaneous publication represented only a small portion of what Snowden had obtained—but it triggered what would become one of the most significant investigative journalism efforts in history.

These outlets accessed portions of Snowden's cache:

The Guardian and The Washington Post published first, then The New York Times entered the conversation. Canadian Broadcasting Corporation and Australian Broadcasting Corporation brought the story to North American and southern hemisphere audiences. Der Spiegel covered Germany; Le Monde France; L'Espresso Italy; NRC Handelsblad handled Netherlands; Dagbladet Norway; El País Spain; Sveriges Television Sweden.

Brazilian outlet O Globo also contributed significantly, bringing attention to programs in Latin America.

The Guardian editor Alan Rusbridger estimated that out of 58,000 documents seen by journalists, only about 26 had been published as of December 2013. The rest remained in legal limbo—subjects of ongoing negotiations between news organizations and governments worldwide.

The Fallout

George Brandis, Australia's Attorney-General, offered perhaps the most stark assessment: that Snowden's disclosure was "the most serious setback for Western intelligence since the Second World War." That sentiment echoed through allied capitals as officials scrambled to assess exactly what had been exposed—and what remained vulnerable.

But there were revelations beyond the obvious. The NSA was receiving data directly from telecommunications companies—some operated under code names like Artifice (Verizon), Lithium (AT&T), Serenade, SteelKnight, and X. These relationships had been hidden behind layers of classified arrangements that prevented even Snowden—despite his clearance—from knowing who owned these operations.

The Pentagon's first assessment concluded this was "the biggest theft" in the history of American secrets. Sir David Omand, former director of GCHQ, called it "the most catastrophic loss to British intelligence ever."

The Conversation Continues

As 2013 turned toward winter with Snowden still in Moscow—his lawyer said he had pledged not to release any documents while staying in Russia—the question remained: what else was there?

The documents revealed that before the Snowden disclosures, the global surveillance apparatus had been exposed piece by piece through individuals like NSA analyst Perry Fellwock (under pseudonym "Winslow Peck") who revealed the existence of the UKUSA Agreement—forming the basis for what's known as the ECHELON network. In 1988, that network's existence was confirmed by Lockheed employee Margaret Newsham.

Months before September 11 and during its aftermath, further details were provided by former MI5 official David Shayler and journalist James Bamford. GCHQ employees like Katharine Gun revealed plots to bug UN delegates shortly before the Iraq War. British Cabinet Minister Clare Short revealed in 2004 that the UK had spied on UN Secretary-General Kofi Annan.

But Snowden's documents were different—they were complete. They laid out not individual programs but an entire architecture of global surveillance, built upon secret treaties and shared data between nations whose citizens had no idea they were being watched.

The revelations continue to shape how governments around the world think about accountability, transparency, and the limits of national security in the digital age.
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The First Time a Killer Drone Chose Its Own Target

In March 2021, a report emerged from an unlikely source: the United Nations Security Council's Panel of Experts on Libya. The document detailed an incident that had occurred in 2020—a Turkish-made Kargu-2 drone, autonomously veered off its preprogrammed route and hunted down a human target in the chaos of Libya's civil war. It was, according to analysts, likely the first time an autonomous killer robot armed with lethal weaponry attacked a human being without any operator pulling the trigger.

The incident went largely unnoticed outside defense circles. But it represented something far more significant than a single battlefield anecdote—it marked a tipping point in the decades-long debate over whether machines should be allowed to decide who lives and who dies.

Lethal autonomous weapons—LAWs—are not science fiction. They are real, they are multiplying, and they are reshaping the foundations of warfare itself. The question is no longer whether machines can kill without humans. The question is what kind of world we want to live in when the decision to take human life becomes a calculation performed by silicon and software.

What Makes a Weapon "Autonomous"

The word "autonomy" in weapons development is among the most contested terms in modern military terminology. Different nations, different researchers, and even different branches of government define it differently—often in ways that obscure more than they clarify.

The United States Department of Defense Policy on Autonomy in Weapon Systems provides a definition that has become a de facto standard: an Autonomous Weapons System is one that "once activated, can select and engage targets without further intervention by a human operator." This definition emphasizes the critical threshold—the moment a machine makes the final decision to kill.

Heather Roff, a legal scholar at Case Western Reserve University School of Law, pushes further. She describes autonomous weapon systems as machines capable of "learning and adapting their functioning in response to changing circumstances in the environment in which they are deployed"—and crucially, capable of making firing decisions on their own. The distinction matters enormously. A drone that follows a pre-programmed flight path is automation in one sense; a drone that adjusts its targeting based on environmental data it collects in real-time is something else entirely.

The British Ministry of Defence offers yet another definition—one that reflects the country's postcolonial anxiety about letting machines decide too much. The UK defines autonomous weapon systems as those "capable of understanding higher level intent and direction," then taking appropriate action to bring about a desired state without depending on human oversight. The key phrase: "such human engagement with the system may still be present, though." Meaning: a machine can be designed to ask permission, but it can also decide to act first and report later.

Peter Asaro and Mark Gubrud, scholars who have studied these systems for years, offer perhaps the most blunt definition of all: any weapon system capable of releasing lethal force without the operation, decision, or confirmation of a human supervisor can be deemed autonomous. The bar is low—so low that nearly every major power has already crossed it.

The Prehistory of Killer Robots

Autonomous weapons are not new. The oldest automatically triggered lethal weapon is the land mine—explosive devices rigged to detonate when pressure is applied—that have been used since at least the 1600s. Naval mines, capable of destroying ships that trigger them, date from at least the 1700s.

These technologies were primitive by modern standards: simple springs and triggers, mechanical mechanisms that did not require human oversight after deployment. But they established a fundamental principle—that weapons could be armed once and let loose to kill without anyone standing nearby.

The modern equivalent is far more sophisticated. The United States Phalanx system, a close-in weapon system designed to defend ships from missiles and rockets, has been in use since the 1970s. It operates autonomously—identifying incoming projectiles, calculating trajectories, and firing without any human decision-maker in the loop. Similar systems exist for tanks: Russia's Arena, Israel's Trophy, and Germany's AMAP-ADS all represent early iterations of fully autonomous targeting.

South Korea and Israel have deployed stationary sentry guns along their borders—machines capable of identifying vehicles and humans and firing at them based purely on sensor data. These are not science fiction prototypes; they are active systems in daily operation.

The Iron Dome, perhaps the most famous missile defense system in the world, also possesses autonomous targeting capabilities—it decides which incoming rockets to intercept without human input in the milliseconds required for such decisions. Each of these systems represents a step along a path that leads directly toward fully autonomous killing machines.

The Future Is Uncrewed

The Economist, in a 2019 special report on emerging technologies, laid out what it called the future applications of uncrewed undersea vehicles: mine clearance, mine-laying, anti-submarine sensor networking in contested waters, patrolling with active sonar, resupplying manned submarines, and becoming low-cost missile platforms. The vision is one of total automation—machines that do not require human operators at all.

In 2018, the U.S. Nuclear Posture Review alleged that Russia was developing a new intercontinental, nuclear-armed, nuclear-powered, undersea autonomous torpedo named "Status 6"—a weapon designed to cross oceans and deliver nuclear payloads without any human involvement in targeting decisions. The claim remains disputed, but it reflects the anxiety among Western powers about autonomous weapons development.

Russian President Vladimir Putin has stated that artificial intelligence represents "the future," and Russian defense contractors have developed increasingly sophisticated unmanned vehicles—including underwater drones capable of long-range autonomous patrol.

In October 2018, Zeng Yi, a senior executive at Norinco, one of China's largest defense firms, gave a speech in Beijing that made waves across the global defense community. His message was stark: "In future battlegrounds, there will be no people fighting," he said, and the use of lethal autonomous weapons in warfare is "inevitably" inevitable.

Chinese industry appears to be betting heavily on this prediction. Israeli Minister Ayoob Kara has stated that Israel is developing military robots including ones as small as flies—microscopic autonomous machines capable of entering buildings undetected.

In 2019, U.S. Defense Secretary Mark Esper lashed out at Chinese defense firms for selling drones capable of taking human life with no human oversight—calling them out by name in a speech that marked an unusual public confrontation between two major powers over the ethics of autonomous killing.

The British Army deployed new uncrewed vehicles and military robots in 2019, and the U.S. Navy is developing so-called "ghost" fleets of unmanned ships—vessels designed to operate without any crew on board, capable of patrolling contested waters indefinitely.

The Swarm Is Coming

In May 2021, Israel conducted an AI-guided combat drone swarm attack in Gaza—the first major deployment of autonomous swarming systems in a real conflict. Since then, numerous reports have surfaced of drone swarms and other autonomous weapons being used on battlefields around the world.

DARPA, the Pentagon's advanced research arm, is working on making swarms of 250 autonomous lethal drones available to the American military—a force multiplier that could theoretically saturate an area with kill capability without any human decision-maker involved in targeting.

The proliferation is accelerating. The question is no longer whether such systems will exist but how they will be regulated—and who gets to decide when a machine decides to kill.

Who Controls the Kill Chain?

In 2012, Bonnie Docherty published a landmark report for Human Rights Watch that laid out three classifications of autonomous weapon systems based on the degree of human control:

Human-in-the-loop: a human must initiate or authorize each individual action—the weapon cannot fire without permission. This is what most people imagine when they think about automated weapons—a machine asks, human answers.

Human-on-the-loop: a human may abort an action if something goes wrong—machines can fire but humans can override in real-time. The decision comes with the possibility of interruption.

Human-out-of-the-loop: no human intervention is required—the weapon decides and fires without any person involved. This is what the Kargu-2 did in Libya, and what systems like Phalanx have done for decades.

Current U.S. policy states that "Autonomous weapons systems shall be designed to allow commanders and operators to exercise appropriate levels of human judgment over the use of force." However, the policy also requires that autonomous weapon systems that kill people or use kinetic force selecting and engaging targets without further human intervention be certified as compliant with "appropriate levels"—not that such weapon systems cannot meet these standards and are therefore forbidden. In practice, it is a permission structure disguised as a prohibition.

Deputy Defense Secretary Robert O. Work said in 2016 that the Defense Department would "not delegate lethal authority to a machine to make a decision," but also acknowledged the department might need to reconsider this position because "authoritarian regimes" may do so anyway—and do it faster, without democratic deliberation.

In October 2016, then-President Barack Obama stated that early in his career he was wary of a future in which a U.S. president using drone warfare could "carry on perpetual wars all over the world, and a lot of them covert, without any accountability or democratic debate." The statement was remarkable coming from a president who oversaw one of the most expanded covert war programs in American history—but it reflected an emerging bipartisan consensus that algorithms should not make life-and-death decisions alone.

In the U.S., security-related AI has fallen under the purview of the National Security Commission on Artificial Intelligence since 2018, an unusual body meant to advise on the intersection of emerging technology and defense policy.

On October 31, 2019, the United States Department of Defense's Defense Innovation Board published a draft report outlining five principles for weaponized AI and making twelve recommendations for the ethical use of artificial intelligence by the department. The central principle: ensuring a human operator would always be able to look into what computer scientists call the "black box"—the decision-making process—and understand the kill-chain.

The implementation of those principles remains incomplete.

The Ethics of Killing Without Feeling

Stuart Russell, professor of computer science at the University of California, Berkeley, and one of the most cited researchers in modern AI, has been explicit about his view: it is unethical and inhumane to create machines capable of killing without any human involvement. His concern centers on a simple problem that legal scholars have echoed—it is nearly impossible for an autonomous weapon to distinguish between combatants and non-combatants in the chaos of real warfare.

The core issue is this: International Humanitarian Law requires two principles that autonomous weapons may not be able to satisfy.

Distinction: the ability to discriminate between those who are fighting and those who are not. A machine cannot reliably identify a civilian from a combatant if it has no face to recognize, no uniform to verify, no context to understand.

Proportionality: that damage to civilians be proportional to the military aim—meaning that force used must be proportionate to the threat. Machines cannot weigh these decisions—they can only execute code.

These are not technical problems. They are moral ones. And they may not be solvable by any amount of engineering.

What happens when a fully autonomous weapon enters a city and makes kill decisions based on sensor data alone? What happens if the AI is wrong—if it identifies a civilian as a combatant, or misreads environmental signatures in its programming?

The Kargu-2 incident in Libya was one example. But that attack occurred in an environment where everyone was armed. The question of whether such weapons can reliably identify lawful targets remains unanswered.

The Edge of the Decision

LAWs represent a fundamental shift in how war is conducted—moving from human decision to algorithmic calculation, from moral weight to binary execution. They are not merely tools but a new category of capability—one that collapses the distance between decision and consequence into milliseconds rather than years.

The proliferation is accelerating. The policy frameworks are lagging. And the ethical questions remain unanswered.

What is certain is this: the first time an autonomous drone killed a human being, it was not in a Hollywood movie or a science fiction novel but in a war zone in Libya, and no one can guarantee it will be the last.
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In December 2005, The New York Times dropped a bombshell that would reshape Americans' understanding of their own government. The newspaper revealed that the Bush administration had ordered warrantless domestic wiretapping—a program codenamed Stellar Wind—that allowed the NSA to monitor phone calls, internet activities, and text messages of anyone it deemed potentially relevant, regardless of whether the communication originated inside or outside the United States. This program operated without judicial warrants for years. What made this revelation so startling was that such surveillance seemed to violate precisely the protections that a small band of senators had fought desperately to build into law nearly three decades earlier.

The Foreign Intelligence Surveillance Act—FISA—was born from a moment of reckoning. In the mid-1970s, two Senate committees separately investigated what Senator Sam Ervin and Senator Frank Church called the shadow state of domestic intelligence gathering under President Richard Nixon. These committees uncovered something chilling: the federal government had deployed law enforcement agencies to spy on political groups, activist organizations, and ordinary citizens. The executive branch had weaponized surveillance not against foreign threats, but against its own people.

The investigations revealed that Nixon's administration had systematically misused federal resources—including the FBI, the CIA, and intelligence apparatus—to monitor political opponents and dissident voices. This was the specter that haunted Congress: a president who could bypass the Fourth Amendment's protections at will, invoking national security without accountability. The solution required something radical: an independent court to oversee surveillance requests, with judicial authorization needed before intelligence agencies could pry into Americans' lives.

Senator Ted Kennedy introduced FISA on May 18, 1977—not as a partisan weapon, but as a check on executive power. Nine senators cosponsored the bill: Birch Bayh, James O. Eastland, Jake Garn, Walter Huddleston, Daniel Inouye, Charles Mathias, John L. McClellan, Gaylord Nelson, and Strom Thurmond. After months of closed-door negotiations with the Justice Department, Congress crafted legislation that would create judicial and congressional oversight of covert surveillance while maintaining the secrecy necessary to protect national security.

President Jimmy Carter signed FISA into law on October 25, 1978—establishing what became known as the Foreign Intelligence Surveillance Court, or FISC. This secretive body would review and approve requests for surveillance warrants before intelligence agencies could monitor foreign entities and their agents operating within American borders.

The Architecture of Oversight

FISA originally limited government electronic surveillance to specific circumstances: when the President authorized the Attorney General to approve surveillance for foreign intelligence collection, targeting communications involving foreign powers or their agents suspected of espionage or terrorism. But as with many laws born of crisis, FISA soon expanded far beyond its initial scope.

The statute permitted two scenarios for electronic surveillance. First, the President could authorize electronic surveillance without a court order for up to one year—provided it only gathered foreign intelligence information, targeted communications controlled exclusively by foreign powers, and carried no substantial likelihood of capturing conversations involving American citizens. Second, physical searches could be conducted under similar constraints, with minimization procedures protecting the identities of ordinary Americans caught in surveillance nets.

The law defined "foreign intelligence information" as knowledge necessary to protect the United States from actual or potential grave attack, sabotage, or international terrorism. "Foreign powers" meant foreign governments, factions of foreign nations not substantially composed of American citizens, and entities directed or controlled by foreign governments—including groups engaged in international terrorism.

FISA's sections carved out specific protections: minimization procedures limited collection concerning U.S. persons—citizens, lawful permanent residents, or American corporations—by protecting their identities and requiring court orders to retain communications beyond 72 hours. The statute required the Attorney General to certify these conditions under seal to the Foreign Intelligence Surveillance Court, with mandatory reporting to the House Permanent Select Committee on Intelligence and the Senate Select Committee on Intelligence.

The Expansion After September 11

After the terrorist attacks of September 11, 2001, Congress amended FISA repeatedly—adding provisions that broadened intelligence-gathering methods beyond electronic surveillance. Physical searches, pen registers and trap-and-trace devices, and compelled production of business records all fell under FISA's regulatory umbrella.

But these amendments sparked controversy. The law now allowed surveillance not just of foreign powers and their agents, but also permitted queries into vast troves of data concerning ordinary Americans—sometimes without adequate legal protection.

The Stellar Wind program represented the most dramatic circumvention. When The New York Times revealed its existence in December 2005 (and later corroborated by Bloomberg that it may have begun as early as June 2000), Attorney General Alberto Gonzales confirmed the program's details. The NSA monitored communications involving any party believed to be outside the United States—regardless of whether the communication took place domestically.

The Bush administration initially defended Stellar Wind as an extension of executive authority. But under intense public, political, and legal pressure, the program ended in January 2007—and the government announced it would seek warrants from FISC retroactively. Following this controversy, Congress later legalized a form of that same surveillance through Section 702.

The Recent Reckoning

Between 2020 and early 2022, Bureau personnel conducted more than 278,000 searches of surveillance databases that failed to meet legal standards—a shocking admission that suggested the FBI's intelligence apparatus had repeatedly violated the very procedures designed to protect Americans.

After a December 2019 Department of Justice Inspector General report exposed these failures, FBI Director Christopher Wray announced corrective actions to FISA policies and procedures. NBC News reported in July 2023 that FBI queries of foreign spy data had fallen 94% following implementation of reforms—suggesting meaningful change was possible.

A proposed warrant requirement for such searches failed by a single vote in the House of Representatives—an indication of how deeply divided Congress remained over surveillance authorities even after repeated controversies.

The Subchapters

FISA organizes its provisions into five substantive subchapters:

Electronic surveillance under 50 U.S.C. chapter 36, subchapter I establishes the baseline for wiretapping and intercepting communications when foreign intelligence is the target. Physical searches under subchapter II authorize covert entry into homes and offices when national security justifies it. Pen registers and trap-and-trace devices under subchapter III permit collection of metadata—phone numbers dialed, emails sent—but without capturing actual conversation content.

Access to certain business records under subchapter IV enables intelligence agencies to compel production of documents from companies operating within American jurisdictions. Reporting requirements under subchapter V mandate transparency about surveillance activities to the intelligence committees in Congress—an accountability mechanism that reflects FISA's origins as a check on executive overreach.

The Enduring Tension

FISA remains perhaps the most consequential legislation you've never heard of—a law designed to protect Americans from their own government while simultaneously equipping that government with powerful tools to monitor the world. Its history reveals an enduring tension between security and liberty, between the need for secrecy in national defense and the demand for accountability in a democratic society.

The law emerged from Congressional investigations into Nixon's abuse of federal power—and its amendments followed in the wake of terrorist attacks that demanded rapid intelligence collection. Each expansion brought new capabilities but also new controversies. The Stellar Wind revelations showed how far intelligence agencies would go when unchecked. The recent reforms demonstrated that accountability could be restored—but only through persistent oversight, public pressure, and institutional willingness to change.

The Foreign Intelligence Surveillance Court now oversees requests for surveillance warrants—reviewing thousands of applications in closed chambers each year. Its judges never hear opposing arguments; they examine only the government's presentations. This secretive body wields enormous power over Americans' privacy while remaining largely invisible to public scrutiny.

FISA's story is not finished. The 278,000 improper searches between 2020 and early 2022 represent one chapter in an ongoing conversation about how much surveillance a free society can tolerate—and what safeguards must exist when the state watches its own citizens.
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Here, I discuss how David Hume is wrong about moral motivation. Reason sometimes produces moral judgments, which can motivate and justify actions, independent of desires.*
[ *Based on: Ethical Intuitionism, ch. 7. ]
This part of my book was unjustly ignored. :( It deserves attention since it refutes the leading theory of action and the most common argument against moral realism. It also helps us understand free will and weakness of will.
1. The Humean Argument Against Moral Realism
Maybe the most popular argument in all of the ethics literature is the Humean argument against moral realism:
	The Humean Theory of Reasons: All reasons for action derive from desires. I.e., you have reason to do A (only) insofar as A would raise the chances of your getting something you already want.

	Beliefs about objective facts do not entail the presence of any desires.

	Moral attitudes (the attitudes expressed by moral claims) entail reasons for action. E.g., if you sincerely say “x is wrong,” then you must have some motivation to avoid x.

	Conclusion: Moral attitudes are not beliefs about objective facts.
(Maybe they are expressions of emotion or desire, or reports of emotions or desires, or something like that.)


Many philosophers think this is a great argument. It is generally used to support subjectivism or non-cognitivism, especially the latter.
Note: “Reasons for action” can be understood in 2 ways:
	a. Motivating reasons: The sorts of things that tend to cause actions; they explain, psychologically, why a person in fact does what they do.

	b. Normative reasons: The sorts of things that tend to make an action rational. They explain why a person (rationally) should do a given thing.


The Humean argument can be understood using either sense of “reason.” There is also an argument that the two kinds of reason are closely connected. Roughly: To say you should do A (or that it would be rational to do A) implies that you can do A of your own free will. But you cannot do A of your own free will unless you have some motivation for doing A. Therefore, you have a normative reason for A only if you have a motivating reason for A. 
2. A Non-Humean View of Reasons
Here are four kinds of motivations that we have:
	Appetites: These are simple, instinctive desires, whose satisfaction normally gives sensory pleasure. (Think of hunger, thirst, lust.) [Aside: Here, I was thinking mostly of positive desires, where one is attracted to some outcome. But there are also negative desires, where one is averse to an outcome, in which case one would get pain or discomfort from that outcome.]

	Emotions: These are mental states with a particular feel (affect) and a particular motivation, such as fear, anger, love. These are also often instinctive, but more sophisticated in the processing behind them, often drawing on abstract background knowledge and memories.

	Prudence: This is the motivation you have to promote your overall, long-term self-interest. This often conflicts with (1) or (2). E.g., you want to eat the chocolate cake (appetite), but you also know it’s bad for you (prudential motive).

	Impartial reasons: These are the reasons you have to do things you judge to be overall good or right (not merely beneficial to yourself). These often conflict with (1), (2), or (3).


How does this relate to desire? You could just define “desire” to cover (1)-(4) (and anything else I’ve missed). In that case, it’s trivial that all intentional action stems from desire. But this trivial truth would not rebut moral realism, nor would it show anything else interesting.
I think the ordinary use of “desire” covers (1)-(2), not (3)-(4). In that case, it is obviously false that all intentional action stems from desire. Sometimes, you want to do X but you judge that doing X would be unwise, unjust, dishonorable, or otherwise bad. In such cases, at least sometimes, you refrain from doing X because of that judgment. 
3. The False Appeal of the Humean Theory
Humeans deny that beliefs alone can motivate action. One reason this seems plausible in most cases is that, for most beliefs, it’s hard to say what goal or action they would support. Say you’re at Union Station and you believe [The train for the airport is leaving shortly]. That belief, by itself, doesn’t tell you whether getting to the airport is good or bad, so it doesn’t speak either for or against getting on that train. If you pair the belief with a desire to get to the airport, then you know what action is called for: get on the train. (But if you have a desire to avoid the airport, then don’t board the train.)
That’s all well and good, for most beliefs. But one set of beliefs is an obvious exception: evaluative beliefs, by definition, do single out goals or tell you what course of action to do. E.g., the belief that going to the airport is good just does tell you what to do. It isn’t like the neutral belief that the train is leaving soon.
In other words, the intuitive plausibility of the Humean theory stems from just looking at examples of descriptive beliefs. Then you hastily extend what’s true of descriptive beliefs to evaluative beliefs.
4. The Moderate Humean Theory Is Unstable
The moderate Humean view
David Hume’s actual view was that there is no such thing as rational or irrational behavior; only beliefs can be rational or irrational.
“Actions may be laudable or blamable, but they cannot be reasonable or unreasonable.” (Hume, Treatise, III.I.i)

Most philosophers who embrace a “Humean theory of reasons,” however, do not say that because it is too absurd. Instead, they try to explain what makes behavior rational in terms of the agent’s beliefs and desires.
There’s a prima facie puzzle, though: If what motivates action is the same as what makes action rational—namely, the agent’s desires—then how can any action ever be irrational?
Most Humeans definitely do not want to say that all intentional actions are equally rational. Again, that’s too absurd; they want to make at least some effort to capture our intuitive sense of rational and irrational behavior. So they give conditions like the following:
	Foresight condition: You’re irrational if you ignore your future desires or give them too little weight. This could make it irrational, e.g., to eat the slice of chocolate cake when you’re on a diet.

	Imagination condition: You have reason to do x if, if you were to vividly imagine the results of x, you would desire them.

	Coherence condition: You have reason to try to make your desires coherent with each other, and you have reason to act on the desires you would then have.

	Deliberation condition: You’re irrational if you do something that, if you had deliberated fully and rationally, you would have realized that you don’t want to do.


These are important, because these sorts of conditions are what make the Humean theory appear even minimally adequate to accounting for ordinary judgments of what is rational or irrational. I claim, however, that none of these conditions are sustainable.
Foresight
Two cases:
(a) You want to stay up partying tonight, but you also have a test tomorrow that you need to study for. You know that if you don’t study, you will be unhappy with the results, and this unhappiness will outweigh the pleasure of partying tonight. In this case, you rationally ought to study.
(b) Odysseus plans to sail past the Sirens and hear their song. He knows that once he hears it, he will have an incredibly strong desire to sail towards them, such that (let’s suppose) he will then deem it worth it to sail to his death just to be closer to them. However, he now desires that he not join the Sirens. So he has himself tied to the mast, thus frustrating what he knows will be his stronger, future desire. This is rational.
The difference: sailing to the Sirens would be objectively bad, while passing the test would be objectively good. That’s why it’s rational to deliberately frustrate the desire in (b) but not (a).
Imagination
(a) If you were to vividly imagine the plight of the starving people in the Third World, let’s say, you would then be moved to donate to famine relief. Some say that this means that you currently, actually have a reason to donate to famine relief (even if you haven’t done that vivid imagining). This seems plausible.
(b) Say you need a surgery. However, you are squeamish, so if you were to vividly imagine the surgery, you would be unable to go through with it. This does not mean you should refuse the surgery; rather, you should just refrain from vividly imagining it.
Again, the difference is made by what is objectively good: helping the poor is objectively good; avoiding the surgery is objectively bad. That’s why it’s rational to listen to the desire you would have in the first case but not in the second case.
Coherence
Anti-realists try to preserve a role for moral reasoning by saying that we have reason to try to make our desires consistent and coherent, even if there is no objectively correct set of desires.
However, the reason why consistency matters for beliefs is that (i) beliefs aim at truth, and (ii) inconsistent beliefs are guaranteed to be false. Similarly, coherence matters only because coherent sets of beliefs are more likely to be true.
But desires don’t aim at truth, and there is nothing defective about a desire that is unsatisfied. E.g., my desire for an end to human suffering is not to any degree defective merely because it is extremely unlikely to ever be satisfied.
So there is no reason to pursue consistency or coherence for desires. Hence, if morality is really just about desires, there is no reason to pursue a consistent or coherent morality.
Deliberation
Say you do A after deliberating briefly, but you would have done B if you had deliberated longer and more carefully. Can you be rationally criticized on Humean grounds?
I say no. Given your actual deliberation, your action was rational. And you can’t be criticized for not deliberating longer or better, because that action (the action of deliberating in a certain way) was itself prompted by the beliefs and desires you had at that moment. Had your actual beliefs and desires at the time supported deliberating more, you would have done so.
Conclusion
The moderate Humean view is unstable. Humeans will have to move to an extreme position, e.g., that no actual behavior is irrational. This is just about a maximally unsatisfactory account of what makes behavior rational or irrational.
We should thus reject the Humean view in favor of a rationalist view: There are objective, evaluative facts, which we are sometimes aware of. These affect what it is rational for us to do.
5. Freedom and Weakness of Will

The Humean theory of motivation makes both free will and weakness of will hard to understand: Why wouldn’t it be that everyone just always has to do whatever action is supported by the strongest desire? If that’s what you have to do, then it seems that there’s no free will. Also, if your strongest desire happens to be an inclination or emotion, rather than a prudential or moral judgment, what would be “weak” about acting on that inclination or emotion? Why wouldn’t that just be rational?
The rationalist view avoids these problems. In a conflict between reason and inclination, there is no such thing as “the strongest desire” or “the strongest motive” because the motives are of qualitatively different kinds. One is an evaluative judgment, while the other is a desire. There is thus no common scale on which you can compare them such that you could say one is “stronger” than the other.
This doesn’t prove that you have free will, but it eliminates the simple argument against free will that the Humean has. You can also understand in what sense weak-willed actions are less rational: your prudential and moral judgments are produced by reason, after taking into account the weight of your desires.
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The Philosopher Who Woke Kant from His Slumber


Immanuel Kant, perhaps the most influential philosopher of the modern era, credited one man with shocking him out of his intellectual complacency. That man was David Hume, a portly Scottish thinker with a fondness for good port and cheese who systematically dismantled nearly everything his contemporaries believed about knowledge, causation, morality, and the self.


Hume didn't just poke holes in existing philosophy. He demonstrated that the very foundations of human reasoning—our belief that the future will resemble the past, our conviction that one event causes another—rest on nothing more solid than mental habit.


This was not a minor adjustment to philosophical thinking. It was an earthquake.


Edinburgh's Precocious Son


David Hume was born on May 7, 1711, in a tenement on Edinburgh's Lawnmarket—though at birth his name was spelled "Home," the traditional Scottish way. He later changed the spelling to "Hume" because the English, who pronounced "Home" as it looks rather than rhyming it with "room," couldn't figure out what to call him.


His father, a lawyer, died when David was just two years old. His mother Catherine never remarried, raising David, his older brother, and their sister on her own. The family had noble ancestry but limited means. As a younger son, David had "little patrimony to live on"—a polite way of saying he was genteel but broke.


What he lacked in inheritance, he made up for in intellectual precocity. Hume enrolled at the University of Edinburgh at age twelve—possibly as young as ten—when fourteen was considered the normal starting age. His family expected him to become a lawyer, following his late father's profession. Hume had other ideas.


In his own words, he developed "an insurmountable aversion to everything but the pursuits of Philosophy and general Learning." While his family believed he was studying legal texts by Voet and Vinnius, he was secretly devouring Cicero and Virgil. He held his professors in low regard, telling a friend that "there is nothing to be learnt from a Professor, which is not to be met with in Books." He never bothered to graduate.


The Disease of the Learned


Around age eighteen, something happened to Hume—a philosophical revelation he called "a new Scene of Thought" that inspired him "to throw up every other Pleasure or Business to apply entirely to it." He never explained exactly what this breakthrough was, leaving scholars to speculate for centuries. One prominent theory suggests he realized that Francis Hutcheson's ideas about moral sense could explain how we actually develop our understanding of right and wrong.


Whatever the revelation was, it consumed him. Hume threw himself into a decade-long program of intensive reading and writing. The intensity nearly destroyed him.


First came what he called a "coldness," lasting about nine months, which he attributed to a "Laziness of Temper." Then scurvy spots broke out on his fingers. His physician diagnosed him with the "Disease of the Learned"—a contemporary term for the physical breakdown that sometimes afflicted intellectuals who spent too much time thinking and too little time eating, exercising, or going outside.


The prescribed treatment was remarkable: bitter tonics, anti-hysteric pills, and a pint of claret wine daily. Hume also decided he needed a more active life. His health improved, though in 1731 he developed a ravenous appetite and heart palpitations. The man who had been "tall, lean and raw-bon'd" transformed into someone "sturdy, robust and healthful-like."


Indeed, Hume would become famous for his considerable girth and his love of fine food and drink. He often used port and cheese as metaphors in his philosophical writings—perhaps the only philosopher to do so.


Writing a Masterpiece Nobody Read


By age twenty-five, Hume had no income, no profession, and no prospects. So he did what impoverished young men of his era often did: he became a merchant's assistant, leaving Scotland for Bristol, England. From there he traveled to La Flèche in the Anjou region of France, where he found something precious—access to the extensive library of the Jesuit college there, and frequent conversations with its learned residents.


Over four years, Hume poured everything he had into his first major work: A Treatise of Human Nature, subtitled "Being an Attempt to Introduce the Experimental Method of Reasoning into Moral Subjects." He was twenty-three when he began and twenty-eight when he finished.


The book was a complete failure.


Hume later lamented that it "fell dead-born from the press." British critics dismissed it as "abstract and unintelligible." Having spent most of his meager savings during those four years of writing, Hume resolved to practice "very rigid frugality" to preserve his independence while he figured out what to do next.


Yet in a letter, he revealed his resilient temperament: "Being naturally of a cheerful and sanguine temper, I soon recovered from the blow." He tried publishing a shorter summary of the Treatise's main ideas, hoping a more accessible version might find an audience. It didn't help much.


Here is the great irony of Hume's career: the book he considered a youthful embarrassment, asking contemporaries to judge him only on his later works, is today considered one of the most important texts in the history of Western philosophy. Scholars now agree that Hume's most distinctive and influential arguments appear in their most powerful form in this work he tried to disown.


The Problem of Induction


What made the Treatise so revolutionary? To understand this, we need to grasp what Hume was arguing against.


Before Hume, most philosophers believed that human reason could discover fundamental truths about reality. They thought we could work out, through pure logic, how the world must be. This approach—called rationalism—had champions like René Descartes, who tried to rebuild all of knowledge on the foundation of logical certainty.


Hume sided with the empiricists—thinkers like John Locke and George Berkeley who argued that all human knowledge comes from experience. We don't have innate ideas implanted in our minds at birth. Everything we know, we learned by seeing, hearing, touching, tasting, or smelling the world around us.


But Hume pushed empiricism further than anyone had before, and what he found was disturbing.


Consider causation. You see one billiard ball strike another, and the second ball moves. You naturally think the first ball caused the second to move. But what did you actually perceive? Hume pointed out that you never directly observe causation itself. You see one event, then another event. You see the "constant conjunction" of these events—they always seem to happen together. But the causal connection between them? That's invisible.


Your belief that striking the ball caused it to move isn't based on observing causation. It's based on habit. You've seen similar sequences many times, so your mind automatically expects one event to follow another. Custom and mental habit, not rational insight, create our belief in cause and effect.


This leads to what philosophers call "the problem of induction." Every day, you make predictions about the future based on the past. The sun has risen every morning of your life, so you expect it to rise tomorrow. But what justifies this inference? Only the assumption that the future will resemble the past.


And how do you know the future will resemble the past? Because it always has before.


Do you see the problem? You're using the principle that the future resembles the past to prove that the future will resemble the past. It's circular. There's no way to rationally justify our most basic form of reasoning about the world.


This doesn't mean Hume thought we should stop making predictions or believing in causation. We can't help it—our minds are built that way. But he wanted us to recognize that these beliefs rest on psychological habit, not rational proof.


Reason as the Slave of the Passions


Hume didn't stop at dismantling our beliefs about the external world. He turned his skeptical eye inward, toward human motivation and morality.


The conventional view, which Hume attacked, was that reason should govern our desires and actions. A good person, on this view, uses rational reflection to determine what's right and then controls their emotions accordingly. Passion and desire were seen as dangerous forces that reason needed to master.


Hume inverted this hierarchy completely. "Reason is, and ought only to be the slave of the passions," he declared. Reason alone cannot motivate action. It can tell you that if you want coffee, there's a café around the corner. But it cannot make you want coffee in the first place. All motivation originates in desire, emotion, passion—what Hume called sentiment.


The same applies to morality. We don't figure out what's right through abstract reasoning. We feel it. Moral judgments arise from moral sentiments—feelings of approval and disapproval, sympathy and disgust. Ethics is fundamentally about emotion, not logic.


This made Hume one of the earliest sentimentalists in moral philosophy, placing him in opposition to rationalists who believed moral truths could be discovered through pure reason. It also led him to formulate what's now called the "is-ought problem" or "Hume's guillotine": you cannot derive a statement about what ought to be done purely from statements about what is the case. Facts alone don't generate moral obligations.


The Bundle Theory of Self


Perhaps Hume's most unsettling argument concerns personal identity—the self.


When you introspect, when you try to observe your own mind, what do you actually find? You experience thoughts, feelings, perceptions, memories. But do you ever perceive a "self" that has these experiences? Hume argued that you don't. You never catch yourself without some perception or other. You never observe the observer.


This led Hume to a radical conclusion: the self doesn't exist as a unified, continuous thing. What we call "I" is nothing more than a bundle of perceptions—a constantly changing collection of experiences loosely connected by memory and imagination. There's no underlying substance, no soul, no permanent self that persists through time. Just the flow of experience.


This "bundle theory" of personal identity remains influential and controversial today, with implications for questions ranging from personal responsibility to the ethics of human enhancement.


Compatibility in a Deterministic Universe


What about free will? If all events are caused by prior events, stretching back infinitely, how can human choices be free?


Many philosophers saw determinism—the view that every event is caused by preceding events according to natural laws—as incompatible with free will. If your choices are determined by prior causes, they're not really your choices. You couldn't have done otherwise.


Hume disagreed. He developed what's now called compatibilism: the view that free will and determinism can coexist. What makes an action free, Hume argued, isn't that it's uncaused. It's that it flows from your own desires and character rather than external compulsion. You're free when you do what you want to do. The fact that your wants themselves have causes doesn't change this.


Consider: would you feel more free if your actions had no causes at all—if they were random? Probably not. We want our choices to reflect who we are, to express our character and values. That's perfectly compatible with those choices being caused by that character.


The Troublesome Atheist


Hume's religious views caused him endless trouble during his lifetime. He was never able to secure a university position, despite his growing fame, because ministers and religious authorities considered him an atheist and worked to block his appointments.


When he applied for the Chair of Pneumatics and Moral Philosophy at the University of Edinburgh in 1744, the position went to someone else after Edinburgh ministers petitioned the town council against Hume. The same thing happened when he was considered for a philosophy chair at the University of Glasgow. Even his friend Adam Smith, who had vacated that chair, opposed Hume's appointment, fearing the public backlash.


In 1761, the Catholic Church placed all of Hume's works on the Index Librorum Prohibitorum—the list of books Catholics were forbidden to read.


What were these dangerous religious views? Hume attacked the argument from design—the claim that the order and complexity of nature prove the existence of an intelligent creator. He also wrote devastating critiques of belief in miracles. A miracle, by definition, is a violation of natural law. But our evidence for natural laws is vast—the accumulated experience of all humanity. Our evidence for any particular miracle is usually just testimony from a few people. Rational calculation, Hume argued, should almost always favor the natural explanation.


In the 1750s, Hume's friends had to work to prevent him from being tried for heresy in an ecclesiastical court. He escaped by pointing out that as he wasn't a member of the Established Church, the court had no jurisdiction over him.


Success as Historian and Essayist


If Hume failed as a philosopher in his own time, he succeeded spectacularly as a historian and essayist.


In 1752, despite the controversies surrounding him, the Faculty of Advocates in Edinburgh hired him as their librarian. The position paid almost nothing, but it gave him something more valuable: "the command of a large library." With this resource, he embarked on his most ambitious project.


Over fifteen years, Hume wrote The History of England, a massive six-volume work spanning from Julius Caesar's invasion to the Glorious Revolution of 1688. It exceeded a million words. And unlike the Treatise, it was an immediate success—a bestseller that made Hume famous and financially comfortable.


For over sixty years, Hume's History was the definitive account of English history. He described his "love for literary fame" as his "ruling passion," and this work satisfied it completely.


Meanwhile, his essays on politics, economics, and literature found appreciative readers. His economic writings influenced Adam Smith and helped establish the intellectual foundations of classical economics. Hume corresponded with major figures across Europe and was welcomed in the salons of Paris, where French intellectuals celebrated him as a leading light of the Enlightenment.


Tutoring Lunatics and Befriending Rousseau


Hume's life wasn't all philosophical breakthroughs and library research. He had his share of peculiar employment.


In 1745, during the Jacobite risings that threatened to restore the Stuart monarchy, Hume took a job tutoring the Marquess of Annandale. It ended disastrously after about a year. The Marquess couldn't follow Hume's lectures, his father saw no need for philosophy, and on a personal level, the Marquess found Hume's eating habits bizarre. This was probably the beginning of Hume's reputation as a prodigious eater.


From 1746, Hume spent three years as secretary to General James St Clair, accompanying him on diplomatic missions to Turin and Vienna. The comfortable living took its toll: "the good table of the General and the prolonged inactive life had done their work," leaving Hume "a man of tremendous bulk."


From 1763 to 1765, Hume served at the British embassy in Paris, where he became a celebrity in French intellectual circles. He met philosophers, scientists, and socialites, though he sometimes missed "the plain roughness of The Poker Club of Edinburgh."


His most famous Parisian connection proved disastrous. In 1766, Hume accompanied the philosopher Jean-Jacques Rousseau back to England. Rousseau, brilliant but paranoid, soon convinced himself that Hume was conspiring against him. The two had a spectacular public falling-out that worried Hume so much about his reputation that he published an account of the quarrel to defend himself.


A Controversial Discovery


In 2014, an academic at Cambridge discovered a previously unknown letter that revealed an uncomfortable fact about Hume. In March 1766, Hume wrote to his patron Lord Hertford about a business proposition: several English gentlemen wanted Hume to help them acquire a half-share in slave plantations in Grenada, which Britain had recently acquired from France.


Whether Hume followed through on this proposal is unknown. But the letter reminds us that even the greatest minds of the Enlightenment operated within—and sometimes participated in—the moral blind spots of their era.


The Legacy of Doubt


David Hume died on August 25, 1776, at age sixty-five, having shaped philosophy in ways that persist to this day.


His skeptical arguments about causation and induction influenced logical positivism, the philosophy of science, and cognitive science. His moral philosophy shaped utilitarianism and contemporary ethics. His arguments about religion remain central to philosophy of religion. His writings on economics helped establish that field as a discipline.


And of course, he woke Kant from his dogmatic slumbers. Kant's entire critical philosophy—his famous Critique of Pure Reason and its sequels—was developed partly in response to Hume's challenges. If you've ever struggled with Kant, you have Hume to thank.


But perhaps Hume's greatest legacy is methodological. He showed that we should follow arguments wherever they lead, even if the conclusions are uncomfortable. He demonstrated that common-sense beliefs—about causation, about the self, about morality—deserve the same scrutiny as abstract metaphysical claims.


The cheerful, corpulent Scot who loved port and cheese turned out to be the most dangerous skeptic in the history of philosophy. And philosophy has never been the same.
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  What if the best pop music of the last two decades was made by artists nobody heard? Justin E. H. Smith argues that the generation born after Kurt Cobain's suicide missed something crucial: a curated alternative music movement. The result is an entire canon of brilliant pop hiding in plain sight -- and Smith wants to build it.


The Mirror That Wasn't


Smith spent a week watching MTV's 120 Minutes, which defined "alternative" for over a decade and briefly opened a door for underground artists to reach mainstream audiences. The problem? Millennials and Zoomers had nothing comparable.


The 1986 to 2000 run of 120 Minutes wasn't just a television program. It constructed an entire cultural context for the music it showcased, blending solid journalism with commercial imperatives while genuinely representing youth culture's cutting edge. By 1992, only one year into the world's brief courtship with Cobain and company, the show was already larding its year-end countdowns with the history of the new insurgent underground.


Watching 120 Minutes now feels like gazing into a mirror that reveals how briefly that door remained open. A lot of dross got through, certainly -- convenient new market categories for major labels to exploit. But so did groundbreaking music: artists like Kate Bush, Sonic Youth, Public Enemy, Bjork, and PJ Harvey, all interviewed while their videos played on normal televisions.


It's hard to imagine any channel organizing a canon of the not-quite-popular, vaguely-counter-cultural mass-art the way 120 Minutes did. For someone born in 1994 -- a few weeks after Cobain's suicide -- watching the program now evokes something like genuine sadness. Not only were things more diverse and open, but those people understood exactly what they had. They knew they were curating something different from the mainstream.


The generation that followed didn't get that same clarity. From roughly 2008 onward, there was something akin to an emerging alternative: heavily electronic music, a vibe created by a generation with the infinite crate-digging properties of the internet, handed unprecedented democracy of accessible synthesis and cheap production software. But there was no central place like 120 Minutes -- no kept gate via which this foment might be gathered, curated, and beamed out towards any widespread youth culture.


The Poptimism Problem


Much has been made recently about whether the term "poptimism" holds any usefulness. Music journalism since the later 2010s argued the field was too white and male and rock-obsessed, that genres like hip-hop, R&B, and high-charting pop were still overlooked in favor of more overtly album-oriented genres.


Smith fully accepts that when Pitchfork changed, it changed in a defanged and generally poptimist direction. Rolling Stone went that way too -- and went harder. But the music Smith has in mind was unique. Though much of the great alternative music of the late 2000s and early 2010s still fits those distinctions -- particularly where niche internet subcultures were involved -- a lot simply doesn't.


What made underground music of decades past "alternative" was its oppositionality. The mainstream trafficked in cliches and plasticky sounds, using newest technologies to smooth out edges instead of experimenting. Meanwhile, the underground deliberately courted old avant-garde styles: shock, weirdness, queerness, noise -- aesthetic discordance. It was resolutely not pop.


But something changed. By the early 2010s, there was a boom of less-than-popular artists who were in fact making the best unapologetic pop music. A faction of the underground aspired to make huge, triumphant pop music while the mainstream doddered on, pumping out the worst glitzy, infantile crap any generation had ever been subjected to.


The Proposed Canon


The main wave of the best Millennial alterna-pop -- roughly 2009 to 2018 -- was split. Though plenty of artists on major labels belong in this loose canon, most of the interesting stuff bubbled up much less dramatically online before going bigger. A lot of it was made up of independent bands, duos, or producers on historic indie labels like 4AD, Domino Recording Co., Sub Pop, Captured Tracks, Polyvinyl, and XL Recordings.


And a lot of it started within emerging niche microgenres with ridiculous names: vaporwave, chillwave, witch house, hypnagogic pop -- deliberately hazy, nostalgic music that toyed with what critics called "hauntology" to varying degrees of accuracy. But sometimes it was just outright pop, better and richer than anything the mainstream was offering.


The first precursors include Cut Copy's first record Bright Like Neon Love from 2004, the best of Hot Chip, Annie, Robyn's self-titled album from 2005, and LCD Soundsystem's Sound of Silver from 2007. Nothing like the overly sleek mid-2000s rock bands they shared festival billings with -- Bloc Party, The Killers, Franz Ferdinand. Nor like folky artists like Bon Iver or Fleet Foxes, or arty ones like Arcade Fire, Grizzly Bear, Dirty Projectors, Animal Collective.


Rather, these were artists working at the confluence of electronic music and pop, savvy musicians who had absorbed house music and hip-hop, beginning to fuse together something as accessible as it was smart. The Knife are especially relevant here -- though they were too weird and frequently too harsh to really cross over, their influence has hung around for decades.


"Heartbeats" is one of the first examples in 2003 of an electronic pop that feels unmistakably 21st-century. It's hard to imagine "Heartbeats" having existed in anything but the present millennium. It still sounds tremendous. Classic.


The first major turning-point came in 2007 with MGMT's first and only good record, Oracular Spectacular. These days their music shows up in films when people try to do a Naughties period piece -- like Saltburn -- and their highest Spotify stream counts are in the billions.


MGMT had relatively big success at the time for the kind of group they were: indie-coded but really on a major label, and Pitchfork itself didn't quite approve. "Kids" ended up on Gossip Girl, went to number 91 on Billboard, becoming a kind of sleeper anthem. The record itself went to number 38 on the album charts.


Now the record feels charming, often dated, except for those justifiably beloved singles: "Kids," "Electric Feel," and especially "Time to Pretend" -- one of the great Millennial pop songs. It felt that way when first heard: finally, here was something that didn't sound like any other era, belonging to the young people of its own time. Plus it sounded great.


Though that hardly mattered in 2007: "Time to Pretend" didn't even crack the Billboard Top 100. The fantasy where it was as big a hit that year as "Irreplaceable" or "Umbrella" -- good pop songs, but ones that now sound completely of their time while "Time to Pretend" feels outside it.


This might be one main difference between truly great Millennial pop and the stuff mass audiences were listening to: it signifies its time, but isn't trapped by it. There was nothing which actually separates a song like "Time to Pretend" from the big hits of its time -- only that it was produced differently. Yet it's just as anthemic, memorable, catchy, and totally accessible.


But it has little to do with the flattened-out, dumbed-down, dynamic-free landscape perfected by mega-producers from Max Martin to Benny Blanco.


Critics might note that Smith's canon risks the same exclusionary gatekeeping he criticizes mainstream outlets for -- just replacing one set of tastemakers with another. The underground artists he celebrates were overwhelmingly white and Western, and his framework leaves little room for the genuinely innovative pop emerging from K-pop, Afrobeats, and Latin music during the same period.


Bottom Line


Smith's strongest argument is that the collapse of gatekeeping institutions like 120 Minutes didn't democratize taste -- it eliminated the infrastructure for discovering genuinely adventurous pop. His biggest vulnerability is nostalgia: the essay longs for a curatorial authority that may never have been as inclusive or effective as he remembers. But the core insight holds -- somewhere between 2009 and 2018, the underground was making better pop than the mainstream, and almost nobody noticed.
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On March 10, 1986, at precisely 1:00 a.m. Eastern Time, MTV launched a program that would become something far more significant than its odd hours suggested. 120 Minutes debuted in that deliberately obscure time slot—the dead of night, when most television audiences had gone to sleep—but it would spend the next fifteen years becoming one of the most influential destinations for alternative music on American television.

The show arrived at a pivotal moment. MTV had been playing videos since its launch in 1981, but 120 Minutes offered something new: a dedicated platform for artists who existed outside the mainstream's gaze. The earliest episodes showcased an eclectic roster that made no sense as programming for sleeping viewers—Kate Bush, The Ramones, Morrissey, Hüsker Dü, Kitchens of Distinction—but that's precisely what made it revolutionary.

The Birth of an Alternative Institution

By 1988, the show had already begun its cultural ascendancy. When Nirvana's "Smells Like Teen Spirit" video received its world premiere on 120 Minutes, it marked a moment that felt like electricity through the television screen at 1 in the morning—a generation hearing their anthem before most had even seen the video.

The show's companion programming tells an equally interesting story. From mid-1988 to 1990, Mondays through Thursdays from 11:30 p.m. to midnight, PostModern MTV aired as a weeknight foil—shorter, more direct, but equally committed to the alternative aesthetic. By the mid-1990s, this lineage evolved into Alternative Nation, which embraced slightly more mainstream-leaning acts like INXS and U2 while maintaining the show's core identity.

The VJs who hosted 120 Minutes reflected MTV's evolving philosophy during these formative years. J.J. Jackson and Martha Quinn handled the earliest episodes in 1986, followed by Alan Hunter—part of the channel's legendary video rotation team—and Adam Curry in 1987. Kevin Seal anchored from 1987 through 1989, while Dave Kendall took over from 1988 to 1992.

When Lewis Largent assumed hosting duties from 1992 to 1995, he represented a particular era of the show's identity—the alternative movement's peak influence on mainstream culture. Matt Pinfield took over in 1995 and remained through the original run's final years, with Dave Holmes finishing out 1999 to 2000.

The Mainstream Drift

The late 1990s brought changes that would ultimately prove fatal for 120 Minutes. As alternative music became increasingly absorbed by mainstream radio, the show began featuring acts like Staind and later Sum 41—artists who represented a more commercial interpretation of the genre's spirit.

By 2000, the writing was already on the wall. The show was sometimes preempted for reruns of The Real World, Loveline, and Undpressed—programs that represented MTV's pivot toward reality-based programming over music video curation. By summer 2000, 120 Minutes had been taken off the airwaves entirely.

But this wasn't the end.

The Ghosts of MTV2

When MTV2 (later renamed MTV2, then again to VMTV) relaunched in 2001, 120 Hours returned—but now it carried the weight of history behind it. The show returned to its roots, playing the alternative music that had defined its identity during the late 1980s and early 1990s.

The hosts who represented this era included Jancee Dunn in 2001, Chris Booker from 2001 to 2002, and Jim Shearer through the final episode in 2003. When the show was cancelled on May 4, 2003—with no formal announcement—the final episode became something of a memorial.

"In the final episode, the then host Jim Shearer shared the screen with the show's creator Dave Kendall, as well as Matt Pinfield."

The two "classic era" hosts shared their favorite videos from over the years, finally ending with the selection of Siouxsie and the Banshees' "Kiss Them for Me" as the final video aired. It felt like closing a book on an entire movement's soundtrack.

The Resurrection

120 Minutes returned to MTV2 on July 30, 2011—technically July 31 by some counts—with Matt Pinfield reprising his role as host. The program was formally called 120 Minutes with Matt Pinfield, and it initially aired on a monthly basis before returning to weekly format in late November 2011.

The revived program aired Fridays from 6 a.m. to 8 a.m. on MTV2, and its scope had expanded beyond anything the original run could have imagined. Beyond alternative rock and indie rock artists, the show now featured music from underground hip hop, alternative hip hop, electronica, turntablism, and dubstep.

Viewers in this incarnation could see Beady Eye, The Kills, Mumford & Sons, Alabama Shakes, Death Cab for Cutie, Lupe Fiasco, Grouplove—artists who represented the broadening definition of what "alternative" meant in 2011. This was no longer just rock guitars and grunge aesthetics; it was a full spectrum of sounds that existed outside mainstream consideration.

But even this resurrection couldn't last. 120 Minutes was removed from the MTV2 schedule without announcement in February 2013. Its final airing was February 1, 2013. A two-hour indie block called Artists to Watch took its slot during the same Friday 7 a.m. to 9 a.m. ET block—but that program also stopped airing as of May 2013.

The Legacy Compilations

The show's cultural impact extended beyond television programming into released music. In 1991, two compilation CDs emerged titled "Never Mind the Mainstream: The Best of MTV's 120 Minutes"—volumes one and two—and they featured many songs that had been showcased on the program.

The title referenced the Sex Pistols' landmark album Never Mind the Bollocks but fortuitously also recalled Nirvana's Nevermind album, which was released near-simultaneously—a clever cultural convergence of punk ethos and alternative emergence.

Artists included Red Hot Chili Peppers, Echo & The Bunnymen, Julian Cope, R.E.M., Sinéad O'Connor, Ministry, Depeche Mode, Sonic Youth, and Violent Femmes. Volume one featured "Higher Ground" by the Chili Peppers, "I Melt with You" by Modern English (the bonus track version), "Under the Milky Way" by The Church, and "Kool Thing" by Sonic Youth.

Volume two included "Orange Crush" by R.E.M., "This Is Not a Love Song" by Public Image Ltd., "Do You Remember Rock 'N' Roll Radio?" by Ramones, "The Killing Moon" by Echo and the Bunnymen, "Love Will Tear Us Apart" by Joy Division, and "Personal Jesus" by Depeche Mode.

In 1998, Atlantic Records released an album featuring fourteen of the best live performances on 120 Minutes from the 1990s—artists included Oasis with "Supersonic," Morphine with "Honey White," Evan Dando, P.J. Harvey, Weezer ("Undone – The Sweater Song"), Violent Femmes ("Kiss Off"), Sex Pistols ("Pretty Vacant"), Björk ("Aeroplane"), and Radiohead ("Fake Plastic Trees").

The Present Tense

As of 2018, MTV's sister channel MTV Classic (formerly VH1 Classic) airs a similar program also titled 120 Minutes—but without a host. This version highlights more established alternative artists of the 1980s and 1990s, mostly replaying videos that originally aired on MTV.

The show has no host because it's meant to evoke the feeling of those original broadcasts rather than create new ones. It airs in the Saturday/Sunday and Sunday/Monday midnight time slot—the exact hours where the original show once lived.

In March 2023, former 120 Minutes host Lewis Largent died at the age of 58—another reminder that the generation which defined alternative music is now middle-aged, and some have already departed.

120 Minutes endures as a document of how an obscure program at 1 in the morning became one of the most important cultural arbiters of the late twentieth century. It introduced viewers to artists they would never otherwise see on network television, and it did so at a time when MTV still mattered. The show was never about ratings or commercial success—it was about cultural mission. And for that reason alone, its legacy is secured.
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    Nirvana (band)

    Based on Wikipedia: Nirvana (band)

In September 1991, a song quietly entered the Billboard Hot 100. By November, it had climbed to number four. By February 1992, "Smells Like Teen Spirit" was saturating airwaves across America—a three-chord guitar riff that somehow managed to encapsulate teenage alienation, punk rage, and pop sensibilities all at once. The song would spend six months on the Billboard charts, transform ageneration's cultural temperature, and legitimize an entire subgenre of music that had been brewing in Seattle's underground clubs for nearly half a decade.

But this story begins far from that moment of explosion. It starts with two teenagers from Aberdeen, Washington—a small town best known for logging and lumber—who met while attending high school in the mid-1980s. Kurt Cobain and Krist Novoselic were both drawn to the same gravitational force: the Melvins, a sludge-metal band from Olympia whose practice space served as an unofficial headquarters for every kid who wanted to play loud and angry.

Cobain had been trying to form a band for years. He carried demo tapes of his project Fecal Matter—ferocious, noisy compositions that owed debts to Black Sabbath's heavy dirge and the punk rock emerging from D.O.A. and the Sex Pistols. When Cobain handed Novoselic one of these tapes, he was proposing something immediate: let's make this real. But Novoselic took three years to respond.

Three years. That's how long it took for his friend to actually listen to what would become Nirvana's first recordings.

When Novoselic finally called back, the pair didn't waste time. Their first iteration was called the Sellouts—a tribute band covering Creedence Clearwater Revival songs that lasted only briefly. Then came a second attempt in late 1986 featuring originals, with Bob McFadden enlisted to play drums. That project also collapsed after one month.

In early 1987, Cobain and Novoselic recruited drummer Aaron Burckhard, practiced material from Fecal Matter, and began writing new songs almost immediately. The band cycled through names that would make any rock historian wince: Skid Row (before the hair metal band claimed it), Pen Cap Chew, Bliss, and Ted Ed Fred. Each name was a placeholder, an identity crisis for a group that didn't yet know what it wanted to be.

The band's first proper performance under the name Nirvana occurred on March 19, 1988, at Community World Theater in Tacoma, Washington—sharing the stage with Lush and Vampire Lezbos. The concert's flyer, designed by Cobain himself, contained a footnote that would later become famous: "Nirvana (also known as... Skid Row, Ted Ed Fred, Pen Cap Chew, Bliss)". This was Nirvana before anyone knew what it meant.

They settled on the name for reasons Cobain later explained: he wanted something beautiful and pretty, not another aggressive punk moniker like the Angry Samoans. The name choice almost cost them a lawsuit—British band Nirvana came calling over usage rights—but the matter resolved in an out-of-court settlement.

The band moved between Tacoma and Olympia during its formative months, temporarily losing contact with Burckhard and instead practicing with Dale Crover of the Melvins, who helped Nirvana record its first demos in January 1988. When Crover moved to San Francisco, he recommended Dave Foster as his replacement—an arrangement that proved rocky at best. Foster landed in jail, was replaced briefly by Burckhard (who departed after telling Cobain he was too hungover to practice), then returned again before finally meeting his permanent dismissal—not without witnessing the group play live without him.

Then came Chad Channing.

Channing played his first show with Nirvana in late May 1988. By his account, "They never actually said 'okay, you're in'"—but he was in nonetheless. The band released its first single that November: a cover of Shocking Blue's "Love Buzz," pressed on Seattle independent label Sub Pop. Their interview with John Robb for the magazine Sounds made the release "single of the week."

The following month, Nirvana began recording their debut album, Bleach, with local producer Jack Endino. The record was influenced by Melvins' dirge-rock, 1980s punk from Mudhoney, and 1970s heavy metal. The money for sessions—$606.17, listed on the sleeve—came from Jason Everman, who was subsequently brought in as second guitarist. Though Everman didn't play on the album, he received a credit because, Novoselic explained, "we wanted to make him feel more at home in the band."

Prior to release, Nirvana became the first band to sign an extended contract with Sub Pop. Bleach dropped in June 1989 and immediately became a favorite of college radio stations—an impressive achievement for an indie record that sold roughly 40,000 copies initially. But Cobain grew frustrated by Sub Pop's lack of promotion. The label failed to push Bleach the way they promoted other releases.

That frustration would not last long.

In late 1989, Nirvana recorded the Blew EP with producer Steve Fisk. In an interview with Robb, Cobain described the shift: "The early songs were really angry. But as time goes on the songs are getting poppier and poppier as I get happier and happier. The songs are now about conflicts in relationships—emotional things with other human beings."

In April 1990, Nirvana began working on their next album with producer Butch Vig at Smart Studios in Madison, Wisconsin. Cobain and Novoselic became disenchanted with Channing's drumming; Channing expressed frustration at not being involved in songwriting. As bootleg demos with Vig circulated through the industry and drew attention from major labels, Channing left.

That July, they recorded "Sliver" with Mudhoney drummer Dan Peters. Dale Crover filled in on drums for their seven-date West Coast tour with Sonic Youth. Then September came.

Buzz Osborne of the Melvins introduced them to drummer Dave Grohl, whose Washington D.C. band Scream had just broken up. Grohl auditioned days after his band's collapse. Three weeks later—on September 24, 1990—he played his first show with Nirvana at Seattle's RK Tools.

Later that month, they signed to DGC Records (a Geffen subsidiary). The next thing anyone knew: "Smells Like Teen Spirit" was climbing charts worldwide.

The single, the first released from Nevermind, arrived in November 1991. By February 1992, it had reached number four on Billboard's Hot 100. Nevermind itself—certified 13× Platinum in America—was credited for ending hair metal's dominance and legitimizing alternative rock as mainstream currency.

What made Nirvana different? Their sound relied on dynamic contrasts: quiet verses exploding into heavy, distorted choruses. The punk aesthetic—a rejection of polished production—combined with pop melodies created an unmistakable signature. Thematically, the songs grappled with abjection and social alienation in ways that felt both confessional and universal.

In 1993, Nirvana released In Utero, their third studio album. It topped both the US and UK charts and was acclaimed by critics. But this era had already begun to fracture.

Following extensive touring and the 1992 compilation Incesticide plus EP Hormoaning, Nirvana's moment of mainstream glory would be brief. In April 1994, after Cobain attempted to withdraw from a tour in Rome under uncertain circumstances, he returned to Seattle. On May 1994, he died by suicide—his body found in his wife's London apartment, the coroner's report citing gunshot wounds to the head.

By then, Nirvana had become one of rock's most significant contemporary voices.

The Numbers. More than 75 million records worldwide—including certified sales of 60 million in America alone. Five number-one hits on Billboard Alternative Songs. Four number-one albums on Billboard 200. An American Music Award, a Brit Award, and a Grammy—plus seven MTV Video Music Awards and two NME Awards.

MTV Unplugged in New York, a live album released in 1994, won Best Alternative Music Performance at the 1996 Grammy Awards. Further releases have been overseen by Novoselic, Grohl, and Cobain's widow Courtney Love—each managing their legacy with varying degrees of involvement.

In 2010, Rolling Stone ranked Nirvana 30th on their list of 100 Greatest Artists of All Time. They were inducted into the Rock and Roll Hall of Fame in 2014—the first year eligible. In 2023, they received a Grammy Lifetime Achievement Award.

What happened to those kids from Aberdeen? They changed how music sounds—what it means to be angry on a mainstream level—and, in doing so, became one of the most influential rock bands of any era.
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In the sweltering summer of 1997, on Bastille Day—July 14th—a man named Jack White convinced his wife Meg to try something daring. She had been learning drums for just two months. Their first concert was scheduled for August 14th at the Gold Dollar bar in Detroit, a city that would soon become synonymous with their raw, explosive sound.

The White Stripes didn't arrive as seasoned musicians ready to conquer the world. They emerged from the underground garage scene of Michigan, carrying with them an aesthetic so stark it was almost religious: red, black, and white—nothing else—on every single album cover, every poster, every meticulous design choice. This wasn't just branding. It was a philosophy born from a deep fascination with the number three, a mystical pull that would define their entire career.

By the time the 2000s concluded, The White Stripes had fundamentally altered the landscape of rock music. They accumulated three entries on the US Billboard Hot 100, eleven on Alternative Airplay, and thirteen on the UK singles chart—a remarkable feat for a duo that operated with what they called "low-fidelity" simplicity. Their approach to writing and recording was deliberately unpolished, almost primitive compared to the glossy production of their contemporaries.

Detroit's Underground Awakening

Jack White wasn't always Jack White. In high school, he was Jack Gillis, a poet who frequented Memphis Smoke—a restaurant where his future bandmate Meg worked. He read his poetry at open mic nights while Meg served tables. They began dating, orbiting the coffee shops, local venues, and record stores of Detroit like true believers in a city that was about to explode.

During this period, Jack played drums with his upholstery apprenticeship mentor Brian Muldoon, the Detroit cowpunk band Goober & the Peas, the garage punk band the Go, the Hentchmen, and Two-Star Tabernacle. He was establishing himself as an experienced drummer—one who would eventually take his wife's surname, contrary to convention.

Jack and Meg married in 1996. After their wedding, they became The White Stripes—though they considered naming themselves Bazooka and Soda Powder before settling on the moniker that carried more weight.

Vinyl and Obsession

In February 1998, their debut single "Let's Shake Hands" was released on vinyl with an initial pressing of just 1,000 copies. The label? Italy Records, operated by Dave Buick—an independent Detroit-based garage-punk label owner who approached the band at a bar and asked if they'd like to record a single.

Jack initially declined, believing it would be too expensive. But when he realized Buick was offering to pay for everything, he reconsidered. This was the DIY ethos that defined them.

That single was followed by "Lafucky Blues" in October 1998—again, only vinyl, another 1,000 copies pressed. These weren't mainstream radio contenders. They were artifacts, hand-pressed and distributed through Detroit's underground network.

By 1999, The White Stripes signed with Sympathy for the Record Industry, a California-based label. In March 1999, they released "The Big Three Killed My Baby"—a single that would become their first major statement. Their debut album, simply titled The White Stripes, arrived on June 15th, 1999.

Jack produced the record himself, engineered by his longtime collaborator Jim Diamond at Ghetto Recorders studio in Detroit. The album was dedicated to Son House, the seminal Mississippi Delta blues musician who influenced Jack's entire approach to music. On the track "Cannon," they included part of an a cappella version performed by House of the traditional American gospel blues song "John the Revelator." They would later cover House's "Death Letter" on their follow-up album De Stijl.

When Jack reflected on this debut in a 2003 Guitar Player interview, he said: "I still feel we've never topped our first album. It's the most raw, the most powerful, and the most Detroit-sounding record we've made."

AllMusic's review captured the magic: "Jack White's voice is a singular, evocative combination of punk, metal, blues, and backwoods while his guitar work is grand and banging with just enough lyrical touches of slide and subtle solo work... Meg White balances out the fretwork and the fretting with methodical, spare, and booming cymbal, bass drum, and snare... All D.I.Y. punk-country-blues-metal singer-songwriting duos should sound this good."

The Marriage and the Band Dissolved

In 2000, The White Stripes released "Hand Springs" as a 7" split single with fellow Detroit band the Dirtbombs—recorded in late 1999. Several copies came free with the pinball fanzine Multiball.

That same year, Jack and Meg divorced in March. The White Stripes were scheduled to perform at a local music lounge soon after their separation. Jack assumed the band was over and asked Buick and his nephew Ben Blackwell to perform with him in the slot that had been booked for the Stripes.

However, on the day they were supposed to play, Meg convinced Jack that The White Stripes should continue—and the band reunited against all odds.

Their second album, De Stijl, named after the Dutch art movement (meaning "The Style"), was released in June 2000. The songs were recorded on an 8-track analog tape in Jack's living room—intentionally primitive, deliberately lo-fi. The record displayed the simplicity of their blues and scuzzy garage rock fusion prior to their breakthrough success.

One New York Times critic at the time said that the Stripes typified "what many hip rock fans consider real music." De Stijl eventually reached number 38 on Billboard Magazine's Independent Albums chart in 2002, around the time The White Stripes' popularity was establishing itself.

Breakthrough and Greatness

The third album changed everything.

White Blood Cells (2001) propelled The White Stripes to the forefront of the garage rock movement. Critics who had dismissed them as novelty act suddenly understood what made this duo tick: raw energy, blues-soaked simplicity, and a sound that seemed to emerge from the earth itself.

Their fourth album Elephant (2003) drew further success—and won the band their first Grammy Awards. It produced "Seven Nation Army," which became a sports anthem and The White Stripes' signature song. This track alone defined their legacy for decades to come.

They experimented extensively on their fifth album, Get Behind Me Satan (2005)—branching out sonically while maintaining the core blues that made them special.

Then they returned to their roots with their sixth and final album, Icky Thump (2007), praised like the band's earlier work. By the end of the 2000s, The White Stripes had accumulated an impressive chart presence: three entries on the US Billboard Hot 100, eleven entries on Alternative Airplay, thirteen entries on the UK singles chart.

Minimalist Mystics

The duo was noted for their mysterious public image. Their fashion and design aesthetic featured that simple color scheme of red, white, and black—used on every album and single cover they released—a visual language so consistent it became instantly recognizable.

They made selective media appearances: Jim Jarmusch's anthology film Coffee and Cigarettes (2003) and the documentary Under Great White Northern Lights (2009). These weren't promotional blitzes; they were carefully constructed moments of artistic expression.

The White Stripes received numerous accolades. They earned a Brit Award from six nominations and six Grammys from eleven nominations. White Blood Cells appears on the Rock and Roll Hall of Fame's "200 Definitive Albums," while both that album and Elephant appear on Rolling Stone's "500 Greatest Albums of All Time." That same publication named The White Stripes the sixth greatest duo of all time in 2015.

They were inducted into the Rock and Roll Hall of Fame in 2025, after being nominated in 2023—the band's first year of eligibility. Billboard named them the 33rd best rock band of all time in 2025.

The Liberation of Simplicity

When Meg started playing drums with Jack—"just on a lark," as he described it—something opened up inside him.

"When she started to play drums with me, it felt liberating and refreshing. There was something in it that opened me up."

This was the secret: not just technique or chemistry, but liberation through collaboration. The White Stripes were never about technical perfection. They were about raw expression, blues-infused garage rock, and a melding of influences so deep it seemed to come from forgotten American soil.

After a lengthy hiatus from performing and recording, The White Stripes dissolved in 2011. But their legacy remains: proof that sometimes the simplest approach—two people, three colors, four instruments—is all you need to change rock music forever.
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One of our very favorite parts of parenting is reading with our kids. We love that it’s a quiet, snuggly ritual, and that we can use books to impart wisdom that would otherwise sound annoying coming out of mom’s mouth (reading Grumpy Monkey to a moody 3-year-old is cathartic to all). 
We also love how it offers a glimpse inside our kids’ brains! It’s fun to watch where a baby’s eyes track on a page, and to see which book or sentence or word your 2-year-old is obsessed with at the moment (they’ll ask for it again and again and again). The follow-up questions that come out of a 5-year-old’s mouth during bedtime book reading are beyond entertaining, and once kids can read on their own, it’s just as fun to see which books become their favorites. 
The world of children’s books is vast, so we thought it’d be fun to share the books that are the biggest hits in our houses — and in the houses of a few other moms we’re fans of, too! Bookmark these books if you’re compiling a to-be-borrowed list, building your kids’ book collection, or gifting a book to any child in your life.

Before we get to the books, I want to share one of my fam’s most tried-and-true toys. Mattis and Calum have always been big Play-Doh fans and now that Cashel is 3, he has officially joined the club. We have a couple Play-Doh kits that are constantly in use at our house — our newest addition, the Play-Doh Donut Drop Shop playset, has been SO much fun. The boys have had hours of play and have been so proud to show me their most fun and imaginative donut creations. This one and this one are also tried and true. They hold up for years (and through multiple kids!) — we just occasionally restock on fresh cans and colors and they're good as new.

I always fill my boys’ Easter baskets with Play-Doh eggs, and gift their sets to my godsons/friends’ kids/whoever for their third, fourth, and fifth birthdays — aka when their imagination is starting to go wild. I also almost always have a Play-Doh can or two in my bag for on-the-go entertainment. For the record, Mattis, who’s 7, still loves it! Thank you to the Play-Doh brand for sponsoring today’s So Into That. Talk about a dream collab!

Our team has nine sons between the ages of 6 months and 7 years old. To get a wider scope of ages and recs, we asked a few other moms for great books that their kids have recently read and loved. Weighing in below are:
	Dr. Becky Kennedy, the clinical psychologist, author, and founder of Good Inside, a parenting platform that I’ve used many times in recent years. She’s a mom of three, ages 8, 11, and 14.

	, who is an author (we’re so excited to read her upcoming book, American Fantasy, which will be out April 7!), owner of Books Are Magic — a wonderful bookstore in Brooklyn — and writer of . She has two sons, a 10-year-old and a 12-year-old.

	Trinity Mouzon Wofford — founder of Golde and the author of the forthcoming, positively gorgeous cookbook Eating at Home (due out April 13). She has two daughters, ages 1 and 3.

	, who is mom to four kids between the ages of 4 and 10, writes the blog and newsletter , and whose book, I Just Wish I Had a Bigger Kitchen, we adore.

	, the founder of the beloved blog Cup of Jo and the newsletter  here on Substack. Her sons are 12 and 15.

	Emily Oster — an economist, New York Times bestselling author, and mom of two, ages 10 and 12.
	As an aside, I cannot mention Emily and not tell you that her books for parents (she’s written four of them!) and ParentData by Emily Oster (her website and newsletter) have been formative for me as a mom. I consider myself to be a pretty relaxed parent, but I certainly didn’t start out that way, and Emily’s data-based work is, in large part, to thank for it. She cuts through the noise on all things pregnancy and parenting, and shares practical takeaways with zero judgment. She doesn’t tell you what to do, but helps you make more informed decisions. As a gift to WTCers, Emily is offering a free month of full access to her website and personalized newsletters when you subscribe here.




OK, now onto the books!



Ages 0-2
	100 First Words (bookshop, amazon): I can’t explain it but babies love this book and they are truly always some of my kids’ very first words! —Caro

	All our babies have loved the Sandra Boynton books: Moo, Baa, Falala (bookshop, amazon); Doggies (bookshop, amazon); Blue Hat, Green Hat (bookshop, amazon). Lots of giggles and requests for “one more.” —Caro, , and  

	Jamberry by Bruce Degen (bookshop, amazon) is now taped together at the spine thanks to the number of times we read it together. It's my favorite recommendation for a baby's first book because the rhyming style is mesmerizing and the content is delicious. —Trinity

	Poke-a-Dot: Old MacDonald’s Farm (bookshop, amazon): Caro and I are both huge Poke-a-Dot book fans (there are tons to choose from) but this one is especially great because it involves counting, singing, and lots of fun things to point out! —Jillian 

	I made a custom “My Favorite People” board book for Cole (age 1 1/2) and we read it every night. It’s been so fun to hear him say family member’s names for the first time! —Molly

	Look, Look Again by Agnese Baruzzi (bookshop, amazon): Interactive flappy books are the best way to get kids excited and engaged in reading! This one is an all-time favorite. —Caro

	Baby’s Feelings: This book is so good for babies (they love to see other babies faces) and transitioning into toddlerhood where you can act out different emotions in an interactive and silly way. —Jillian



Ages 3-5
	My favorite picture book of all time, which I will never ever part with, no matter how old my children get, is Carson Ellis’s Du Iz Tak? (bookshop, amazon). Perfection. Beauty. Timeless classic. You need at least three copies. —Emma

	The Night Kitchen by Maurice Sendak (bookshop, amazon) has inspired my recent foray into replacing late evening TV with inventive baking after the kids are asleep. So far, my husband and I have made orange zest cheesecake and apricot jam galettes — my 3-year-old now wakes up asking us if the night kitchen was open. —Trinity 

	The If You Give a... book series by Laura Joffe Numeroff (bookshop, amazon) — If You Give… a Mouse a Cookie, a Moose a Muffin, a Cat a Cupcake, a Dog a Doughnut, and so forth: My kids of every age love these books! We have the entire series and they are so fun (and funny) to read. —Kate

	The Elephant & Piggie series (bookshop, amazon) and The Pigeon series (bookshop, amazon) by Mo Willems. There's basically a book for every kid scenario you need parenting help with — going to school, having patience, taking a bath, etc. —Caro

	Press Here by Herve Tullet (bookshop, amazon) is interactive and fun — our copy is in tatters because it’s been read, pressed, and shaken so much. —Molly

	Sophie’s Squash by Pat Zietlow Miller (bookshop, amazon): I love this book because it’s about a girl who falls in love with a squash and treats it like a baby. The ending is so great! —Kate

	Chez Bob by Bob Shea (bookshop, amazon) is Calum's favorite book! He instantly said this one when I asked him for his favorite. It's about an alligator who has a restaurant on his head? It sounds hilarious. —Caro

	The entire Frog & Toad collection by Arnold Lobel (bookshop, amazon) is enchanting, whimsical, and deeply human. The audiobooks (narrated by the author) are charming too. —Trinity

	B.J. Novak’s The Book with No Pictures (bookshop, amazon) has longevity — it’s been my boys’ favorite since age 4 and still makes a room of 7-year-olds erupt in laughter. I read it anytime I’m the “mystery reader” at school. —Molly

	Cars and Trucks and Things That Go by Richard Scarry (bookshop, amazon): These books are so fun and silly, and there’s a little goldbug to find on every page (which even I’m challenged by!) —Jillian



Ages 6-9
	The Magic Tree House books by Mary Pope Osborne (bookshop, amazon)!! These are such great introduction chapter books for young readers. —Kate

	Dory Fantasmagory by Abby Hanlon (bookshop, amazon) is a gem. Dory’s a 6-year-old girl with a fantastic imagination, and being inside her brain makes all of us belly laugh. —Molly

	Animal Factopia! (bookshop, amazon): My 6 year-old son LOVES obscure fun facts, and this book definitely delivers! It also links every fact with each other, and is a little bit of a CYOA, so it keeps things interesting for everyone. —Jillian

	My daughter Millie is currently reading the Diary of a Wimpy Kid books by Jeff Kinney (bookshop, amazon) and absolutely loving them! We actually started by watching the movie and I think after she understood that premise it got her really hooked on the book series. —Kate 

	Mac B. Kid Spy by Mac Barnett (bookshop, amazon) has been the biggest hit with Mattis! —Caro

	National Park Mystery Series by Aaron Johnson (bookshop, amazon): We have been making a point to visit the national parks with our kids so it’s really fun for my son John Robert to read this mystery series that takes place in the different parks. —Kate

	The Boxcar Children by Gertrude Chandler Warner (bookshop, amazon) is a classic that keeps my boys enthralled (and I like to think it’s subtly teaching them how resourceful kids can be). —Molly

	The I Survived series by Lauren Tarshis (bookshop, amazon): These are a bit more thriller, but also give great introduction to actual events that happened! They usually start off on a cliffhanger. My son has read every single one of them at least three times. —Kate



Preteens + teens
	My son Toby is 15, and he’s a sucker for sports biographies. His favorite was Giannis by Mirin Fader (bookshop, amazon), which followed basketball player Giannis Antetokounmpo — aka “The Greek Freak” — from his difficult childhood in Greece to his lonely teenage years to his NBA stardom. He’s an amazing role model and person, and my son woulds stay up late devouring his story. —Joanna
	My 10-year-old, Miles, loves basketball, and so we read any book about basketball. Fiction, non-fiction, whatever! I just bought him a biography of Giannis Antetokounmpo. I want everyone to know that I spelled that right on the FIRST TRY and have never been so proud of myself in my life. —Emma



	My son Anton is 12, and he LOVED The Hunger Games by Suzanne Collins (bookshop, amazon). I worried the plot would scare him, but he was absolutely swept away. Here’s a photo of him reading it on vacation — INSTEAD of jumping into the sea. If that’s not a glowing recommendation from a preteen, I don’t know what is. —Joanna



	My kids are 10 and 12 and their current favorites are the Heartstopper series by Alice Oseman (bookshop, amazon), Guts by Raina Telgemeier (bookshop, amazon), and Echo by Pam Muñoz Ryan (bookshop, amazon). —Emily 
	Raina Telgemeier’s graphic novels: Guts, Smile, Sisters: These are easy-to-read graphic novels set in the middle school years that go through common things like braces and anxiety and other middle school drama-type feelings. My daughters Millie and Scout both read them! —Kate



	My 12-year-old, River, is a budding lexicographer, and he loves Dreyer’s English. There is a kids edition, too (bookshop, amazon), but he has read both about fifty times. The novel he has loved most in the last number of years is called Bye Forever, I Guess by Jodi Meadows (bookshop, amazon), as well as the entire Dungeon Crawler Carl series by Matt Dinniman (bookshop, amazon). My basic rule as a parent, when it comes to books but also everything else, is sure. —Emma 



	Local Legends by Lane Walker (bookshop, amazon), Keeper of the Lost Cities by Shannon Messenger (bookshop, amazon), The Devil in the White City by Erik Larson (bookshop, amazon), and Killers of the Flower Moon by David Grann (bookshop, amazon) —Dr. Becky 



Now we want to hear your family’s favorites! Which kid, preteen, or teen books are most beloved in your house? Leave a comment to enter to win a $100 gift card to Bookshop.org so you can stock up on some titles you don’t own yet1. We’ll choose a winner at random next Tuesday, March 10 — the winner will be alerted by Substack DM.

Every week, we dig into the What to Cook archives to see what we were cooking this time in years past. Here’s this week’s lineup.

1. boudreaux gumbo, 2025
Fat Tuesday may have come and gone, but a big pot of gumbo is always a good idea! This rich Cajun-inspired stew is packed with chicken, andouille sausage, okra, and the holy trinity of onion, celery, and bell pepper. The deep, nutty roux gives it incredible flavor, and, like most stews, it’s even better the next day.
2. roasted red pepper and butternut squash soup, 2024
A creamy roasted vegetable soup that tastes far fancier than the effort required. Everything roasts on a sheet pan before getting blended silky smooth — and the crispy homemade croutons on top absolutely make the bowl. We highly recommend perusing the comments section for lots of successful swap ideas! 
3. no-stir mushroom risotto, 2023
If you’ve always avoided making stove-top risotto because it’s fussy, you need to try this recipe! This oven-baked risotto-style brown rice skips the constant stirring but still delivers rich, creamy results thanks to mushrooms, wine, Gruyère, and Parm. The walnut chili crunch on top adds brightness, heat, and a very satisfying crunch.
4. 30-minute carnitas tacos, 2022
Carnitas can take hours to cook, but this weeknight-friendly version swaps traditional pork butt for quick-cooking chopped pork tenderloin and comes together in half an hour! Serve with avocado crema and pickled red onions, then repurpose any leftovers into burrito bowls, quesadillas, or taco salads for lunches or dinner later in the week.
5. one-pan creamy boursin pasta with (or without) shrimp, 2021
If you’ve been loving the one-pan pastas we’ve made lately (like caramelized onion pasta), you’ll also love this wildly easy Boursin number from deep in the archives.



We use affiliate links when sharing product recs, which means we may earn a small commission off of purchases you make through those links. This does not cost you anything extra and is a way to support the production of and team behind What to Cook. Sponsorships are another way we partner with brands that we authentically love and can personally vouch for.
1Giveaway open to paid subscribers of this newsletter who are at least 18 and live within the U.S.
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The Unlikely Journey of Play-Doh: From Wallpaper Cleaner to Beloved Toy

Imagine if a product designed to scrub coal residue off wallpaper became one of the most beloved toys for children worldwide. It sounds like a tall tale, but that's precisely the story of Play-Doh. This colorful, pliable compound has captivated generations of kids, fostering creativity and providing endless hours of fun. But its journey to becoming a staple in playrooms and classrooms is as fascinating as the sculptures it helps create.

From Cleaner to Creativity

Play-Doh's story begins in the 1930s, not in a toy factory, but in a soap manufacturing company in Cincinnati, Ohio. Kutol Products, run by Noah McVicker, developed a putty-like substance at the request of Kroger Grocery. The goal? To create a product that could clean coal residue from wallpaper—a common problem in homes heated by coal. The result was a non-toxic, non-staining, reusable modeling compound that would later be known as Play-Doh.

Following World War II, the demand for this cleaning putty plummeted. The shift from coal to natural gas for heating and the advent of washable vinyl wallpaper made such specialized cleaning products almost obsolete. Kutol Products faced bankruptcy, and Noah McVicker's nephew, Joe McVicker, stepped in to save the company.

The Serendipitous Discovery

Enter Kay Zufall, a nursery school teacher and Joe McVicker's sister-in-law. She had seen an article about using the wallpaper cleaning putty for art projects and decided to try it with her students. The children loved it. Seeing the potential, Zufall persuaded the McVickers to transform the putty into a children's toy. The name "Play-Doh" was coined by Zufall and her husband, and the rest, as they say, is history.

Breaking into the Market

Joe McVicker took Play-Doh to an educational convention for school supplies manufacturers, and the response was overwhelmingly positive. Woodward & Lothrop, a prominent department store in Washington, DC, began selling it. In 1956, the McVickers formed the Rainbow Crafts Company to produce and sell Play-Doh.

The product line expanded with a three-pack of 7-ounce cans, and major retailers like Macy's in New York and Marshall Field's in Chicago started carrying Play-Doh. Advertisements on popular children's television shows further boosted sales. By 1958, Play-Doh's sales reached nearly $3 million.

Global Expansion and Corporate Changes

In the 1960s, Play-Doh went international, being exported to Britain, France, and Italy. Rainbow Crafts received a patent for Play-Doh in 1965, and the company was acquired by General Mills the same year. Over the following decades, Play-Doh changed hands multiple times, eventually landing with Hasbro in 1991.

A Timeless Toy

Play-Doh's enduring appeal is evident in its sales figures. Between 1955 and 2005, more than two billion cans of Play-Doh were sold. By 2005, it was available in 75 countries, with 95 million cans sold annually. In the United States alone, over 6,000 stores carry the product.

Play-Doh has also earned its place in the annals of toy history. It was inducted into the National Toy Hall of Fame in 1998 and named one of the 100 most memorable and creative toys of the twentieth century by the Toy Industry Association in 2003.

A Scent of Nostalgia

Play-Doh's distinctive smell is as iconic as the toy itself. In 2018, Hasbro registered the scent with the United States Patent and Trademark Office, describing it as a "combination of a sweet, slightly musky, vanilla-like fragrance, with slight overtones of cherry, and the natural smell of a salted, wheat-based dough." The scent even inspired a limited-edition fragrance by Demeter Fragrance Library to celebrate Play-Doh's fiftieth anniversary.

Mascots and Merchandise

Play-Doh's packaging has seen various mascots over the years. From the Play-Doh Pixie in the 1950s to Play-Doh Pete, who lasted for 42 years, and the current Doh-Dohs, these characters have added a playful touch to the brand.

The toy has also spawned a plethora of ancillary merchandise, including the iconic Fun Factory, which extrudes Play-Doh in various shapes. Other notable products include the Play-Doh Fuzzy Pumper Barber & Beauty Shop, the Play-Doh Creativity Table, and Play-Doh Plus, a lighter and more pliable version of the original compound.

A Film Adaptation That Almost Was

In 2015, 20th Century Fox announced plans for a film adaptation of Play-Doh, with Hasbro Studios and Chernin Entertainment producing. However, the project was eventually cancelled after Disney acquired Fox. A new animated film adaptation is now in development with Entertainment One and Hasbro, with Emily V. Gordon writing and Jon M. Chu producing and possibly directing.

From Cincinnati to the World

Play-Doh's journey from a wallpaper cleaner to a beloved toy is a testament to creativity and adaptability. From its humble beginnings in Cincinnati to its global presence today, Play-Doh continues to inspire and delight children and adults alike. Whether it's a simple sculpture or an elaborate creation, Play-Doh remains a timeless symbol of childhood creativity and imagination.
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    Based on Wikipedia: Easter

Imagine waking up to a world where the chill of winter has finally relented, and the vibrant hues of spring are bursting forth. The air is filled with a sense of renewal and hope. This is the backdrop for Easter, a festival that has been celebrated for centuries, deeply rooted in both religious and cultural traditions. Easter is more than just a holiday; it's a story of rebirth, a time of joy, and a celebration that brings people together across the globe.

Easter, also known as Pascha or Resurrection Sunday, is a Christian festival that commemorates the resurrection of Jesus Christ. For Christians, this event is the cornerstone of their faith, symbolizing the triumph of life over death. The story of Easter begins with the crucifixion of Jesus, a pivotal moment in the New Testament, which is said to have occurred around 30 AD. Jesus, after being crucified by the Romans at Calvary, rose from the dead three days later, an event described in the New Testament and celebrated by Christians worldwide.

The Journey to Easter

The journey to Easter is marked by a period of reflection and penance known as Lent. This 40-day period, excluding Sundays, begins on Ash Wednesday and culminates in the Holy Week, the final week before Easter. Holy Week is a deeply spiritual time for Christians, commemorating the last days of Jesus' life. It starts with Palm Sunday, marking Jesus' entry into Jerusalem, and includes significant days like Maundy Thursday, which remembers the Last Supper, and Good Friday, the day of Jesus' crucifixion.

In Western Christianity, the days leading up to Easter are known as the Easter Triduum—Maundy Thursday, Good Friday, and Holy Saturday. These days are filled with somber reflection and sacred rituals. Many churches begin their Easter celebrations late on Holy Saturday with the Easter Vigil, a service that often includes the lighting of the Paschal candle, symbolizing the light of Christ.

Eastern Christianity has its own rich traditions. The spiritual preparation for Easter, known as Pascha, begins with Great Lent, a 40-day period of fasting and prayer. The week before Easter is filled with significant services, culminating in the Paschal Vigil, which begins at midnight on Holy Saturday. The service includes the lighting of candles, symbolizing the resurrection, and a procession around the church, representing the three days Jesus spent in the tomb.

The Significance of Easter

Easter is not just a religious holiday; it's a celebration of life and renewal. The resurrection of Jesus is seen as a victory over death, offering hope and salvation to believers. The Apostle Paul writes in his First Epistle to the Corinthians, "Death is swallowed up in victory." This sentiment captures the essence of Easter—a triumph of life over death, hope over despair.

"For Christ, our Passover lamb, has been sacrificed." - 1 Corinthians 5:7

The symbolism of Easter is deeply intertwined with the Jewish Passover, or Pesach. Both the crucifixion and resurrection of Jesus are said to have occurred during the week of Passover. This connection is reflected in the name "Pascha," which is derived from the Hebrew word for Passover. The Passover commemorates the Jewish Exodus from slavery in Egypt, and for Christians, Jesus' sacrifice and resurrection are seen as the ultimate fulfillment of this ancient ritual.

Easter Traditions Around the World

Easter traditions vary widely across different cultures and regions, each with its unique customs and practices. In many parts of the world, Easter is celebrated with sunrise services, late-night vigils, and the exchange of Paschal greetings. One of the most recognizable symbols of Easter is the Easter egg, representing the empty tomb and the promise of new life.

In Western Christianity, the Easter lily is a symbol of the resurrection, often decorating churches during Eastertide. Women wear Easter bonnets, and churches are adorned with flowers. The communal breaking of Easter eggs is a popular tradition, as is the Easter Bunny and egg hunts, which have become beloved customs for children.

Eastern Orthodox Christians have their own rich traditions. The Paschal Vigil is a central part of the celebration, with the lighting of candles and a procession around the church. The service often continues into the early hours of Easter Sunday, followed by a feast to break the fast of Lent.

The Calculation of Easter

One of the fascinating aspects of Easter is its movable date. Unlike fixed holidays, Easter does not fall on the same date each year. The date is determined based on a lunisolar calendar, similar to the Hebrew calendar, which takes into account both the solar year and the phases of the moon.

The First Council of Nicaea in 325 established that Easter would be celebrated on the first Sunday after the first full moon on or after the vernal equinox. However, the date of the full moon can vary slightly from the astronomical full moon, leading to occasional discrepancies. This complex calculation has led to various controversies and debates over the centuries, with different Christian communities sometimes celebrating Easter on different dates.

Easter in Popular Culture

Easter has also made its way into popular culture, with various traditions and customs that are enjoyed by people of all backgrounds. Easter parades, communal dancing, and the Easter Bunny are just a few examples. In many countries, Easter Monday is a public holiday, extending the festivities beyond Easter Sunday.

In the United Kingdom, the Easter Act of 1928 proposed changing the date of Easter to the first Sunday after the second Saturday in April, but this has not been implemented. In the United States, Easter parades are a popular tradition, involving festive processions and community gatherings.

Easter Foods and Celebrations

Easter is also a time for feasting, with traditional foods that vary by region and culture. Lamb is a common Easter dish, symbolizing the Paschal Lamb of the New Testament. In many countries, hot cross buns are eaten on Good Friday, marking the end of Lent. These buns, with their distinctive cross on top, have a rich history and symbolism.

In Italy, Easter is celebrated with a variety of traditional dishes, including abbacchio (roasted lamb) and Colomba di Pasqua (Easter Dove), a sweet bread. In Mexico, capirotada, a bread pudding, is a popular Lenten dish with spiritual significance. In Spain, the Easter mona is a traditional cake enjoyed during the holiday.

Conclusion

Easter is a festival that transcends religious boundaries, bringing people together in a celebration of life and renewal. From the deeply spiritual rituals of Holy Week to the joyful traditions of Easter Sunday, this holiday is a time of hope and rebirth. Whether you celebrate Easter with sunrise services, egg hunts, or traditional feasts, the spirit of the season is one of unity and joy.

As we look forward to the next Easter, let us remember the profound significance of this holiday and the universal themes it embodies. Easter is a reminder that even in the darkest times, there is always hope for a brighter future. It is a celebration of life, love, and the enduring human spirit.

So, as the world awakens to the vibrant hues of spring, let us embrace the spirit of Easter and the promise of new beginnings. Happy Easter!
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    Based on Wikipedia: Suzanne Lang

When "Grumpy Monkey" rocketed to number one on the New York Times bestseller list in 2018, it did something rare for a children's book—it stayed there for twenty-five weeks. The book had debuted at number eight before climbing to the top, an unusual trajectory that signaled something had struck a nerve with young readers and their parents. The author behind this surprising success is Suzanne Lang, an American writer who has spent decades crafting stories that help children navigate the complex emotional landscape of growing up.

Suzanne Lang isn't just an author; she's also a television producer, a career that informs much of her approach to storytelling. Her work frequently partners with illustrator Max Lang, her husband and creative collaborator—a partnership that has produced more than half a dozen children's books over the past decade. Together, they have created a body of work that tackles topics ranging from family dynamics to emotional expression, all through colorful illustrations and accessible text.

The Grumpy Monkey Phenomenon

What made "Grumpy Monkey" such a striking success? The title character, a monkey grappling with difficult emotions, speaks to children learning to process their own feelings. The book landed in 2018 and immediately resonated with readers. It debuted at number eight on the New York Times bestseller list before climbing to the coveted number one position—a rare achievement for any children's book, let alone a debut.

The twenty-five weeks spent on the list meant that "Grumpy Monkey" became a fixture in households across America, its lessons about managing frustration and emotional regulation becoming part of daily reading routines. Parents found themselves returning to the story again and again, using it as a tool to help their children articulate feelings they were still learning to understand.

The sequel, "Grumpy Monkey Party Time," arrived in 2019, continuing the exploration of emotions through relatable scenarios. The book's release further cemented Suzanne Lang's position as one of the most trusted voices in children's literature.

A Partnership Built on Complementary Strengths

The collaboration between Suzanne and Max Lang represents something special in children's publishing—a creative partnership where both partners bring distinct strengths to the table. Suzanne handles the words, crafting narratives that speak directly to young readers. Max fills the pages with illustrations that capture attention and amplify the emotional resonance of each story.

Their books share a common thread: helping children understand themselves and the world around them. "Families! Families! Families!" (2015) celebrated the many forms families can take, presenting young readers with variations on traditional family structures in a way that felt normalizing rather than prescriptive. "Hooray for Kids!" (2016) continued this mission of celebrating childhood and all its messy, joyful energy.

By 2019, they had produced "All Kinds of Families," another installment in their exploration of diverse family experiences—a book that acknowledged there is no single way to be a family, and that's precisely what makes families beautiful.

Television Roots

Before Suzanne Lang became a name on children's bookstore shelves, she worked in television. As a producer, she understood something crucial about storytelling: the power of visual narrative combined with careful language. This background informs every book she writes—each story feels like it could transition seamlessly to a screen, with pacing that mirrors what television producers learn about holding attention.

It's a skill that translates well to children's literature, where sentences must be tight, emotions must be clear, and lessons must emerge naturally rather than through heavy-handed messaging. Suzanne Lang's work never lectures; instead, it invites children into stories where they see themselves reflected.

Why Children Connect With Her Work

The success of "Grumpy Monkey" wasn't accidental—it reflects a deeper understanding of what children need from the books they read. Young readers want to feel seen. They want characters who struggle with the same challenges they face, whether that's dealing with a new sibling, managing anger, or simply understanding that it's okay to feel upset.

Suzanne Lang provides exactly that. Her characters aren't perfect; they're learning, growing, and sometimes making mistakes. This relatability makes her work so effective. Children read about characters who are grumpy, frustrated, or confused, and they discover these feelings are normal—not something to be ashamed of, but something to understand and navigate.

The books she creates with Max Lang serve as little mirrors, showing children versions of themselves within the pages. And in a world where children's literature has historically favored tidy lessons about everything being fine, Suzanne Lang's work acknowledges that sometimes things aren't fine, and that's actually okay.

The Books That Built a Career

Looking at her bibliography reveals a pattern. Each book targets specific developmental milestones. "Families! Families! Families!" (2015) helped children recognize diversity in family structures, validating the experiences of kids who might not fit into traditional norms. ISBN 9780375974267.

"Hooray for Kids!" (2016) captured the unfiltered joy of childhood, published by Random House and carrying ISBN 9780553537833—a book that reminded readers that being a kid means having fun without always worrying about consequences.

Then came "Grumpy Monkey" in 2018, with ISBN 9780553537864. This book became the phenomenon of her career, reaching number one on bestseller lists and staying there for twenty-five weeks—an extraordinary run for any children's title.

"All Kinds of Families" (2019) continued the conversation started in earlier books, with ISBN 9780553499407—a reminder that family comes in all shapes, sizes, and configurations, and each is valid.

"Grumpy Monkey Party Time" (2019) extended the franchise further, published with ISBN 9780593118627, showing that the formula continued to work even in different settings.

A Lasting Impact

Suzanne Lang's work has done something many children's authors aspire to but few achieve: it has genuinely helped children understand themselves. Not through preachy moralizing, but through stories that acknowledge the messiness of growing up.

The twenty-five weeks "Grumpy Monkey" spent on the New York Times bestseller list represent more than commercial success—they signify a generation of young readers finding comfort in pages that told them their feelings were valid, their families were normal no matter what shape they took, and being frustrated was part of being human.

For parents seeking books that speak to children about real emotions, Suzanne Lang has provided exactly that: literature that respects its readers enough to acknowledge that life includes difficulty, and that's not a failure—it's simply part of the journey.
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The gist of this post is “curiosity —> attention —> discovery —> meaning.” And the reason (at least, one of the reasons) this gentle, iterative process is so creatively propulsive is that it works in relation to the lived and remembered experience as much as to the so-called unknown (because it’s all unknown, or should be, to the creative writer; as Stephen Jay Gould said, “The most erroneous stories are those we think we know best—and therefore never scrutinize or question”).
This path originating from curiosity requires us to cultivate a state of unknowing in our writing, which is easier said than done. In today’s post, I describe how other writers cultivate this state and write from and through it, including how Billie used it iteratively over time to develop and publish an essay that was nominated for a Pushcart Prize. 
I tell these writerly success stories not to place pressure on our own work—that’s the opposite of what I want to do. I tell them to help us learn to hold at least two and ideally three seemingly contradictory truths at the same time:
	We want our writing—and ourselves while we are writing—to live inside a world of unknowing, free of pressure, control, and premature expectation

	We want to trust that the time we are spending in this world of unknowing is valuable regardless of whether it “leads to anything”

	We want to hold ourselves open to the possibility that what we are working on might in fact become something true, meaningful, and real


To note, this week’s simple but potent multistep prompt/exercise can be used with any work in progress for which you’ve reached a sticking point—or, it can be used as a bridge between drafts of any work, with the idea being to push forward only that which is essential. It’s a deeply useful prompt.

However, before we dive into this week’s work, a quick announcement!
Our next write-in on Zoom is tomorrow, Thursday March 5, at 11 CT!
The link to join is here, and I’ll send it out again tomorrow morning. Hope to see you for a productive hour of communal writing. I’ll offer an optional prompt to kick us off! 

Back to “curiosity —> attention —> discovery —> meaning.”
When we pay very close attention to the world (a skill which requires practice), the world reveals itself to us in ways not otherwise immediately apparent. When we’re paying attention, the bird, or missed freeway exit, the broken saucer—all take on various depths of meaning beyond the obvious. I’ve found this process of attention-revelation-meaning to be immeasurably valuable to my writing practice. Attention guides my writing toward the metaphors that already exist, toward the unexpected, and toward the “5-degrees to the left” version of the truth—which is essentially what Emily Dickinson meant when she said, “Tell the truth but tell it slant.”
Interestingly, this attentional power is just as important when applied to memory as when applied to the present moment. That’s a big part of what we explored last week, in Step Six of the Essay Challenge, when we paused to direct our attention to the “uncommon light of memory,” collecting concrete images and fragments into an “I Remember” piece. If you missed Step Six, or are not following the intensive and are curious, you can find it here (and the “I Remember” prompt is one that tends to yield interesting, fruitful results all by itself and/or as part of a larger process of building almost any kind of literary work, not just as part of the Essay Challenge).
As I mentioned last week, this particular prompt, which I call simply, “I Remember,” is one of the most successful creative writing prompts I use with students across myriad settings from prisons to retreats. It’s a prompt you can pull out and repeat whenever and wherever and however often you need it as a way of marrying memory and attention, as a way toward a character study (including of your past selves), and as means of coming to love language again for its own sake.

Those of you actively engaged in the Essay Challenge know we turned to memory last week for respite as much as anything. We sought to provide ourselves a deliberate antidote to the taxing and sometimes too-pressured work of structuring our essays, identifying their strands and, beyond that, their core aboutness. We needed to let the work simmer and to let ourselves go a bit loose in the limbs and easier in the breath.
Perhaps this interest of mine in the cross section of memory and attention and the necessity of remaining loose-limbed in the writing process explains in part my fascination with this recent New York Times profile of Lauren Groff, which initially outlines the physicality of Groff’s drafting process and the ways in which her work habits are highly intentional, exploratory, slow, and full of non-attachment:
…[N]ovel writing is an endurance sport, and Groff said it takes her about five years to complete one. She’s able to keep up her publishing pace by working on several projects, even several novels, simultaneously, holding entire, vibrant worlds distinct in her mind….
[D]ifferent projects live in different corners of her office, a former nursery with blue walls on the second floor of her house in Gainesville, Fla. And when she shifts from one piece of writing to another, she doesn’t shuffle papers on her desk, but moves her body to another part of the room. On a recent Zoom-tour of her work space, she had one project going at either end of her long wooden desk and another on the daybed.
“I’m trying to Jedi-mind trick myself into not putting so much pressure on any particular project by having them be really loose for the first really long span of time,” she said. “I’m writing toward—who knows? Letting it be exploration and joy, centered around either questions or a central thesis or an image.”


Let’s pause there. I’m writing toward, “who knows.” Yes! 
Letting projects be loose for the first “really long span of time” and writing toward “who knows” and letting it be an “exploration and a joy?” Yes.!
Yes, yes, yes.
As you know, “staying loose” while actively writing toward “who knows” is what we’ve been seeking to do for these past six weeks. In staying loose, we’ve been able to develop a practice of seeing and sensing shimmers and shards all around us, now and in our memory banks. We’ve allowed the aliveness of our projects to rise to the surface rather than sink under the expectations and worries and insecurities we place on ourselves, under the inordinate weight of our relentless expectation to produce something “good.”
So, yes, looseness. 
But, also, a respect for intuition and the power of attention and memory. The NYT Groff interview continues:
When Groff starts something new, she writes it out longhand in large spiral notebooks. After she completes a first draft, she puts it in a bankers box — and never reads it again. Then she’ll start the book over, still in longhand, working from memory. The idea is that this way, only the best, most vital bits survive.
“It’s not even the words on the page that accumulate, because I never look at them again, really, but the ideas and the characters start to take on gravity and density,” she said.
“Nothing matters except for these lightning bolts that I’ve discovered,” she continued, “the images that are happening, the sounds that are happening, that feel alive. Those are the only things that really matter from draft to draft.”

I admit, I have never written the entire first draft of a book in longhand. Nor have I ever locked anything in a bankers box. That said, those of you who’ve studied with me in person know that I highly value drafting by hand and ask that students rely on notebooks and pens, not laptops or tablets, for drafting during my in-person workshops and retreats. 
Of course it’s always possible to modify as needed for anyone who suffers from arthritis or other physical limitations that make drafting by hand challenging, painful, or impossible (and I’ll say a little more on that in the structured exercise at the end of this post). But I focus on writing by hand when possible based on the substantial body of research showing that writing by hand engages different regions of the brain and fosters deeper learning than typing. That research isn’t hard to find online and you’ve probably seen it yourself in the form of various headlines. 
In the interest of time I’ll share just one snippet from a 2020 study at Johns Hopkins:
New research from Johns Hopkins University (JHU) suggests that handwriting practice refines fine-tuned motor skills and creates a perceptual-motor experience that appears to help adults learn generalized literacy-related skills "surprisingly faster and significantly better" than if they tried to learn the same material by typing on a keyboard or watching videos.

In creative writing, specifically, I have found that handwriting—and writing from memory—allow writers to drop into their System II thinking much more easily than typing. &nbsp;My own Billie (Z’s mom and author of Dumpster Yoga) recalls their experience of hand drafting during a 2018 in-person writing retreat I hosted at Naniboujou on the North Shore of Lake Superior:
After writing all weekend, following along with the various prompts, I had little starts at all sorts of things. A few short poems, an assortment of paragraphs here and there in my notebook. I had an “I Remember” page that I liked, and some concrete specific descriptions of the Great Hall and the massive stone fireplace we sat next to as we wrote. Toward the end of the retreat, my mom had us break for 2 hours to revisit our material and shape it into something we could read in five minutes or less for the celebratory group reading. &nbsp;The idea was to “stitch together” something from what we had been creating all weekend.
But I couldn’t seem to do it. I was overwhelmed and struggling to focus because I had recently moved back from China and was reeling with unexpectedly intense reverse culture shock. I wanted to write, but found myself wandering aimlessly instead, then sitting alone in a little nook staring at the frozen ground for most of the allotted writing time. With only about 30 minutes left, I finally turned to a blank page and, without revisiting any of my previous notebook pages (filled with the scraps of all those writing exercises from which I was supposed to be “stitching”), I began writing from memory. Bits and pieces of everything I had been working on came flowing onto my page. I don’t remember exactly what I wrote that day—and that notebook is long gone, or long buried in a pile of other notebooks someplace somewhere—but I do remember that the writing was alive. The words that survived the forgetting and re-remembering process were electric and urgent.  I was excited by them! I wanted to keep writing. And when the timer went off and we gathered into the circle to share our work, I was first to read my draft.
The piece I wrote at Naniboujou never became anything more complete in itself, but it did evolve into more than the sum of its parts over time. For one thing, I stole some of the language and transplanted it into later essays and poems. But more than any specific verbiage I lifted, the thing that resonated the longest from that draft was its rhythm, the drumbeat of its lines, and white space between disjointed fragments, all of which carried into “Beneath The Break,” a lyric essay that was eventually published and nominated for a Pushcart in 2022.


I recall one of the lines Billie did keep—“channels of stone carved by water long gone”—which they “transplanted” into a cascading paragraph about their first wedding anniversary (which hadn’t even happened at the time they first wrote that line at Naniboujou, demonstrating the truth of how we just can’t really know what we are writing about while we are writing). 
This play between stone and water became one of the recurring themes of their essay and echoed in one of the final lines—“I didn’t know what love was. I still don’t. But I know water, however soft, is capable of cutting stone.” Billie’s words were like water, finding its way home. 
Toni Morrison says “water has a perfect memory”:
You know, they straightened out the Mississippi River in places, to make room for houses and livable acreage. Occasionally the river floods these places. “Floods” is the word they use, but in fact it is not flooding; it is remembering. Remembering where it used to be. All water has a perfect memory and is forever trying to get back to where it was. Writers are like that: remembering where we were, that valley we ran through, what the banks were like, the light that was there and the route back to our original place. It is emotional memory--what the nerves and the skin remember as well as how it appeared. And a rush of imagination is our “flooding.”

I, too, believe that things can be invisibly pulled toward an idea of where, what, and how they are meant to be. I’ve referred to this concept countless times daily for the past couple of weeks as Billie works on moving into their new house with Z. Things want to be someplace on purpose, things want to be where they belong. And the more we work to find that right place, the more a space (or an essay) can become imbued with purpose and take on an energy that ripples out to announce, “Hey! Here I am! This is me. This is what I was meant to be.”
A quick example of this: Last week, Billie called me somewhat distraught—everything was going wrong, including that all of their new-house related deliveries were being dropped right on the sidewalk by the tuck-under garage door and beneath the mail slot, instead of up the front steps and closer to the door. And it’s true that Billie’s steps are kind of tucked behind a retaining wall, making their front door hard to see from the street. “All my packages are going to get stolen,” Billie sighed. We speculated that the couple who sold the house to Billie, who were in the 90s, maybe didn’t do much online shopping, and delivery people were confused about where to place the boxes. But later, after several more days of unpacking and organizing and helping things find their places, Billie called again—“Hey! They’re bringing packages to the door today! And I didn’t even remember to add a delivery note.”
Here's what I said to Billie, and what I believe is true: there was an energy shift in the space inside and outside of their new house. They reached a tipping point, a point where things got closer to what, where, and how they wanted to be, and that energy pulled everything else into better alignment.
This week, with our words and our memories, we are going to search for that tipping point in our essays. The whole five-step prompt requires a minimum of 30 minutes, so after you preview the five steps, make sure you wait to begin until you can select a time and space that will allow you to immerse a little. 
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The Boy Who Met a T-Rex

Imagine a five-year-old boy, eyes wide with wonder, standing in the grand hall of dinosaurs at the American Museum of Natural History. He's gazing up at the towering skeleton of a Tyrannosaurus rex, a creature so magnificent and terrifying that it seems to defy reality. This isn't a fleeting childhood fascination; it's a moment that will define a lifetime. The boy is Stephen Jay Gould, and he would grow up to become one of the most influential evolutionary biologists and renowned science communicators of his time.

A Life Shaped by Evolution

Gould's journey from that awestruck child to a pillar of modern evolutionary theory was as multifaceted as the fossils he studied. Born in Queens, New York, in 1941, Gould was raised in a secular Jewish home where intellectual curiosity was fostered. His father, a court stenographer and World War II veteran, and his mother, an artist, encouraged his passions. By the time he graduated from Jamaica High School, Gould's path was set: he would delve into the mysteries of the natural world.

Punctuated Equilibrium: A Revolutionary Idea

Gould's most significant contribution to evolutionary biology came in 1972 when he, along with Niles Eldredge, proposed the theory of punctuated equilibrium. This theory challenged the prevailing notion of phyletic gradualism, which suggested that evolutionary change occurs smoothly and continuously. Instead, Gould and Eldredge argued that evolution is marked by long periods of stability, punctuated by rapid bursts of change. This idea not only reshaped how scientists understood the fossil record but also sparked intense debate within the scientific community.

If you absolutely forced me to bet on the existence of a conventional anthropomorphic deity, of course I'd bet no. But, basically, Huxley was right when he said that agnosticism is the only honorable position because we really cannot know.

Bridging Science and Society

Gould's influence extended far beyond academic circles. Through his prolific writings, including over 300 essays in Natural History magazine and numerous bestselling books, he made complex scientific concepts accessible to the general public. His work spanned a wide range of topics, from the intricacies of land snail evolution to the broader implications of evolutionary theory for human society. Gould's ability to weave scientific rigor with engaging storytelling made him a beloved figure in popular science.

A Champion of Science and Humanism

Gould was not just a scientist; he was an advocate for science as a force for good. He campaigned against creationism, arguing that science and religion should be seen as distinct fields with non-overlapping magisteria. His humanistic approach to science was evident in his opposition to sociobiology and evolutionary psychology, which he criticized for their overemphasis on natural selection and their potential misuse in justifying social inequalities.

Our failure to discern a universal good does not record any lack of insight or ingenuity, but merely demonstrates that nature contains no moral messages framed in human terms.

The Man Behind the Science

Beyond his academic pursuits, Gould was a man of diverse interests. He was an avid baseball fan, a lover of science fiction, and an enthusiast of Gilbert and Sullivan operas. He spoke multiple languages and traveled extensively, always eager to explore new cultures and ideas. His personal life was marked by both joy and tragedy: he married twice, had two sons, and faced a life-threatening battle with cancer. Through it all, Gould remained a beacon of intellectual curiosity and human compassion.

A Legacy of Insight and Inspiration

Gould's legacy is vast and enduring. His theory of punctuated equilibrium continues to inform evolutionary biology, and his writings remain a cornerstone of popular science literature. He received numerous accolades, including the Alexander Agassiz Professorship at Harvard and the Humanist of the Year award. Even after his death in 2002, Gould's ideas and insights continue to inspire new generations of scientists and thinkers.

In a couple of years I will be able to gather in one volume my view of how evolution works. It is to me a great consolation because it represents the putting together of a lifetime of thinking into one source.

The Darwin Wars and Beyond

Gould's career was not without controversy. His views often clashed with those of other prominent evolutionary biologists, leading to what some have dubbed "The Darwin Wars." Critics like John Maynard Smith and Richard Dawkins challenged Gould's emphasis on non-adaptive forces in evolution and his rejection of sociobiology. Yet, despite these debates, Gould's contributions to the field remain undeniable.

A Life Well Lived

Stephen Jay Gould was more than just a scientist; he was a storyteller, a humanist, and a champion of reason. From his early fascination with dinosaurs to his groundbreaking theories and passionate advocacy for science, Gould's life was a testament to the power of curiosity and the pursuit of knowledge. His legacy lives on in the minds of those who continue to be inspired by his work and his unwavering commitment to understanding the natural world.

In the end, Gould's journey from that wide-eyed boy in the museum to a towering figure in evolutionary biology is a story of passion, perseverance, and the enduring quest for knowledge. It's a story that reminds us of the wonder and awe that first drew him to the T-Rex all those years ago—a wonder and awe that he spent a lifetime sharing with the world.
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In the quiet town of Amherst, Massachusetts, in a house known as the Homestead, a woman in white penned verses that would one day electrify the world. Her name was Emily Dickinson, and her story is as compelling as her poetry. Born into a prominent family, she led a life of introspection and creativity, crafting poems that were as unique as they were powerful. Her work, largely unpublished during her lifetime, now stands as a testament to her genius and her enduring relevance.

A Quiet Genius in Amherst

Emily Elizabeth Dickinson was born on December 10, 1830, into a family that valued education and culture. Her father, Edward Dickinson, was a respected lawyer and a trustee of Amherst College. Her mother, Emily Norcross Dickinson, was described as aloof, while her siblings, William Austin and Lavinia, were close companions. The Dickinson household was a hub of intellectual activity, and Emily thrived in this environment.

As a young girl, Emily attended Amherst Academy, where she excelled in her studies. Her education was rigorous, covering subjects from classical literature to botany. Her intellectual curiosity was insatiable, and she often wrote to friends about the books she was reading and the ideas they sparked. Her early letters reveal a bright, inquisitive mind eager to explore the world through words.

“I never enjoyed such perfect peace and happiness as the short time in which I felt I had found my Savior.”

During a religious revival in Amherst, Emily experienced a brief period of spiritual fervor. However, this phase did not last, and she soon distanced herself from organized religion. Her poetry would later reflect a deep spiritual inquiry, often questioning the nature of God and faith.

A Life of Letters and Verses

Emily's life was marked by a series of significant friendships and correspondences. One of her earliest influences was Benjamin Franklin Newton, a young attorney who introduced her to the works of Ralph Waldo Emerson. Newton's sudden death deeply affected Emily, and his memory would linger in her poetry.

Another pivotal figure in Emily's life was Susan Huntington Gilbert, who later married Emily's brother Austin. Susan was a lifelong friend and confidante, and their correspondence reveals a deep emotional bond. Some scholars even suggest a romantic relationship between the two women, a theory that has gained traction in recent years.

“Susie, will you indeed come home next Saturday, and be my own again, and kiss me as you used to?”

Emily's letters to Susan are filled with affection and longing, offering a glimpse into the complexity of their relationship. This connection would inspire some of Emily's most poignant poems, dedicated to her "sister-in-law and muse."

The Poet Emerges

Emily's poetic output was prolific, but her approach to writing was unconventional. She eschewed traditional poetic forms, opting instead for short, acerbic lines and lean descriptions. Her use of slant rhyme and irregular capitalization gave her poetry a distinctive voice, one that was both intimate and distant.

Her themes were universal yet deeply personal—nature, mortality, and the human condition. She often wrote about the beauty and transience of life, capturing moments of joy and sorrow with equal intensity. Her poems were not just literary works; they were expressions of her innermost thoughts and feelings.

“Because I could not stop for Death – / He kindly stopped for me –”

This famous opening line from one of her poems encapsulates her fascination with death and the inevitability of life's end. Her poetry is a meditation on the human experience, a journey through the landscapes of the mind and soul.

A Reclusive Life

As Emily grew older, she became increasingly reclusive. She rarely left the Homestead, and when she did, it was often to tend to her beloved garden. Her correspondence with friends and family became her lifeline, a way to connect with the world without leaving her sanctuary.

Her sister Lavinia later recalled that Emily's reclusiveness was partly due to her mother's chronic illness. Emily took on the role of caretaker, finding solace in her books and her poetry. Her seclusion was not a sign of eccentricity but a choice, a way to preserve her creative energy and focus on her writing.

“Home is so far from Home.”

This line from one of her letters captures the duality of her existence—a physical home that felt distant and a spiritual home that was ever-present in her poetry.

Legacy and Rediscovery

Emily Dickinson's poems were largely unknown during her lifetime. Only a handful were published, and those were heavily edited to fit the poetic conventions of the time. It was not until after her death in 1886 that her sister Lavinia discovered the extent of her poetic output.

The first volume of her poems was published in 1890, edited by Thomas Wentworth Higginson and Mabel Loomis Todd. However, it was not until 1955, with the publication of Thomas H. Johnson's "The Poems of Emily Dickinson," that her work was presented in a form closer to her original manuscripts.

Today, Emily Dickinson is recognized as one of America's greatest poets. Her unique style and piercing intelligence have secured her place in the literary canon. Her poems continue to inspire and challenge readers, offering a glimpse into the mind of a woman who dared to write her own truth.

Emily Dickinson in Popular Culture

Emily Dickinson's influence extends far beyond the literary world. Her poetry has inspired musicians, filmmakers, and artists, each finding their own interpretation of her words. From Aaron Copland's musical settings to Terence Davies' biographical film "A Quiet Passion," Dickinson's legacy lives on in various art forms.

Her herbarium, a collection of pressed plants she compiled as a young woman, has been published and is available online, offering a tangible connection to her love of nature. Her garden, though no longer in existence, has been recreated in Amherst, allowing visitors to experience the beauty that inspired her poetry.

“I dwell in Possibility –”

This line from one of her poems captures the essence of her enduring appeal. Emily Dickinson dwelled in the realm of possibility, exploring the depths of human experience through her poetry. Her words continue to resonate, inviting us to dwell in that same realm of wonder and discovery.

Emily Dickinson's life and work are a testament to the power of individual expression. Her poetry, born out of a life of introspection and creativity, offers a timeless exploration of the human condition. Whether you are a lifelong admirer or a newcomer to her work, Emily Dickinson's poems invite you to see the world through her unique lens, to dwell in possibility, and to find your own truth in her words.
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In 1976, a group of editors and writers gathered in the offices of Pushcart Press to create something that would quietly transform American letters for decades to come. The first anthology of selected works was published that year—a slim volume containing poetry, short fiction, essays and what one founding editor called "literary whatnot"—and it marked the beginning of an annual tradition that has since become indispensable to the small press ecosystem. The Pushcart Prize, born from a belief that literary excellence often blooms in the margins, has grown from a modest anthology into one of the most prestigious recognitions available to American writers outside the major publishing houses.

A Movement Born From Frustration

The initiative emerged during a period when American literature was undergoing a quiet revolution. While mainstream publishers focused on commercial viability, a network of small presses across the country was publishing work that challenged conventional boundaries—experimental fiction, poetry that defied easy categorization, essays that dug into the raw experiences of ordinary lives. These presses operated with minimal budgets and maximal dedication, often staffed entirely by volunteers who believed in the transformative power of words.

The founding editors represented a remarkable cross-section of American literary culture. >Joyce Carol Oates<, whose own career had already demonstrated the importance of championing emerging voices, lent her name to the project alongside Buckminster Fuller, whose influence extended far beyond literature into the broader cultural imagination. Anaïs Nin brought her avant-garde sensibility; Ralph Ellison contributed his commitment to exploring the multiplicities of American experience; Charles Newman and Daniel Halpern represented the literary magazine community that sustained independent voices.

The list read like a who's who of American letters: Gordon Lish, Hugh Fox, Ted Wilentz, Tom Montag, Bill Henderson, William Phillips—names that would shape not just what was published but how literature was taught, discussed, and celebrated. These founding figures understood something essential: that recognition mechanisms matter as much as the work itself.

The Nomination Process

Each year, magazine and small book press editors are invited to submit up to six works they have featured during the previous twelve months. This isn't a competition in the traditional sense—there's no entry fee, no deadline that writers must meet, no public voting. Instead, editors act as nominators, putting forward work they believe represents the best of what their publications contain.

The process unfolds with remarkable democracy. Nominations arrive from both on-staff contributing editors at literary magazines and independent small-press editors and publishers who encounter exceptional work in their pages. There's no guaranteed outcome—some years see dozens of submissions, others fewer—but the selection mechanism ensures that overlooked work finds its way into consideration.

The anthology itself contains roughly 200 works annually, drawn from thousands of potential nominations. Each edition includes a complete index of presses and writers reprinted in the anthology since 1976—a meticulous record that now spans more than 2,000 writers and 600 presses. This isn't merely archival; it's a living history of American small press literature.

Who Gets Named?

The names themselves tell a story about literary recognition. Many of the most celebrated writers received early recognition through Pushcart Prize anthologies—a fact that reveals something important about how literary careers develop in the margins before they reach center stage.

Kathy Acker, whose radical fiction would reshape American literature, appeared in these anthologies during a period when her work was being published by small presses willing to take risks. Steven Barthelme, Rick Bass, Charles Baxter—these writers found an early platform through Pushcart selections. Bruce Boston and Anne Carson received their first national exposure through these anthologies before going on to significant careers.

Raymond Carver's inclusion in these collections preceded his formal recognition; Joshua Clover and Junot Diaz appeared when their work was being published by ventures far smaller than the houses that would later celebrate them. Andre Dubus, whose devastating examinations of American life would earn him major awards, found early readers through Pushcart anthologies. William H. Gass, Julian Gough, Suzanne Kamata—each received initial national exposure through this process.

The list continues: Seán Mac Falls, William Monahan, Paul Muldoon, Tim O'Brien, Lance Olsen, Miha Mazzini, Peter Orner, Kevin Prufer, Kay Ryan, Mona Simpson, Ana Menéndez, Ladette Randolph, Kaveh Akbar and Wells Tower. Many of these names have since become central to American literature—writers whose work now appears in anthologies, textbooks, and syllabi across the country.

Why It Matters

The recognition hasn't gone unnoticed by those who watch American letters. Kirkus Reviews offered a striking assessment: "must reading for anyone interested in the present and future of America's arts and letters." This wasn't hyperbole but observation—the anthology had become essential to understanding what was happening in the spaces between major publishing houses.

Pushcart Press received the 1979 Carey Thomas Prize for Publisher of the Year from Publishers Weekly, an acknowledgment that confirmed what many had suspected: that small press publishing could be commercially viable while maintaining literary standards. The organization continued its recognition, receiving the Ivan Sandrof Lifetime Achievement Award from the National Book Critics Circle in 2005—an award typically reserved for individuals or institutions with decades of contribution.

Then came the Poets & Writers/Barnes & Noble Writers for Writers award in 2006, another confirmation that the prize had become institutional—something the literary landscape couldn't do without.

The Larger Context

For readers encountering these anthologies, what becomes apparent is how much the Pushcart Prize represents more than an award. It's a mechanism for discovering voices that might otherwise remain invisible—writers whose work appears in publications with tiny circulations, magazines most readers have never heard of, presses operating from basements and spare rooms.

The prize doesn't promise publication contracts or monetary awards; instead, it offers something often equally valuable: recognition that validates years of craft development. For many writers, a Pushcart nomination marks the first time their work is seen by people outside their immediate circle—proof that the effort wasn't just appreciated locally but considered significant on a national scale.

The annual anthology serves another function too—it becomes a reference point for those tracking American literature's evolution. Teachers use it to demonstrate what constitutes excellence; readers use it as a starting point for exploring unfamiliar voices; editors use it as a benchmark against which to measure their own selections.

The Enduring Project

What remains remarkable about the Pushcart Prize is its persistence. Fifty years later, the anthology continues to appear annually, unchanged in its commitment to selecting the best work from small presses regardless of commercial potential or name recognition. The volunteers who staff these initiatives remain dedicated—there's no visible infrastructure suggesting this is a major operation; it simply operates through belief in literature's power.

The project has proven something essential about American letters: that excellence often emerges from places we don't expect, that validation can come from unexpected sources, and that sometimes the most important recognitions happen far from the spotlight. The Pushcart Prize reminds us that literary history isn't written only in major publishing houses—that there's a parallel tradition running through independent venues, small presses, and dedicated editors who believe in what they're doing.

For readers seeking to understand where American literature is heading, watching these annual anthologies provides one of the clearest windows available. The future of American letters rarely announces itself with fanfare; often it emerges quietly, from the margins, in publications most people have never seen—until someone recognizes it.
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Church leaders these days are a gutless bunch, says my plain-spoken friend Brother Jones, as I’ll call him. Although he insists that his testimony of the Church is as rock solid as ever, Brother Jones doesn’t participate much in the ward lately, in part because he is deeply unhappy with the Church’s leaders. They lack the courage of their convictions, he thinks—the courage to stand up for (or against) political positions and figures as the scriptures and Church doctrine prescribe. Other churches are out there in the public square boldly proclaiming what they believe. They stand for something. Meanwhile, our Church leaders sit mutely on the sidelines.
I haven’t said what political positions Brother Jones favors, nor will I. Though I’m thinking of a particular individual with whom I happen to talk regularly, I have friends who make similar criticisms from both the left and the right (and perhaps also the center, if there still is one). The issues vary. Some critics are alarmed by Donald Trump. Some are concerned about creeping socialism, or “wokeism,” or increasing governmental encroachments on freedom, or persecution of religion. The common element is that they are disappointed with Church leaders, whether local or general, for limiting themselves to bland pieties in the realm of politics instead of being more aggressive in supporting good and opposing evil.
I’m not entirely unsympathetic. I have some of the same concerns.
But an implicit assumption made by the critics—and sometimes by myself—is that the Church’s revelations and scriptures support specific positions on these controversial political issues. Is that assumption justified?
Usually, I believe, the assumption rests on a mistake. On two kinds of mistakes, actually. One kind of mistake is about the nature of politics. The other is about the nature of revelation and scripture.
First, politics. In our idealistic moods, we may suppose that politics should be the application of true principles to governance. At some level of abstraction this may be so, but at a more basic level this isn’t what politics ever has been, or could be, or should be. Politics, as the saying goes, is the art of the possible, and what is possible is constrained by numerous factors. By resources, which are scarce. By entrenched practices and traditions that we happen to have inherited. And by what “the people” in all of our earthy orneriness are disposed to support, oppose, or put up with. In our times, politics occurs in a cultural war zone in which people disagree, ferociously, about what is good and bad, just and unjust; and in a democracy, for better or worse, all of these cacophonous voices are supposed to count.
Moreover, one commitment of our own democratic political tradition is to individual freedom, which necessarily entails that people are going to be allowed to do and say many things that some of us believe to be profoundly wrong. So, how to draw the line between what is wrong but permitted and what is legally prohibited? There is no rule or formula for answering that question.
In this situation, politics inevitably entails a large measure of prudential judgment. And of compromise. We often hear criticism of sleazy politicians who “compromise their principles.” But sometimes statesmanship requires compromise—even of fundamental commitments. Sometimes it is the person who doggedly refuses to compromise who is being uncivil and even, yes, unchristian.
Consider the federal convention that produced our Constitution (under divine guidance, as our scriptures teach). The delegates discovered, sometimes to their dismay, that they had to compromise on some of their most cherished principles. Even on a subject as horrific as slavery. They could have maintained their integrity, stuck to their principles . . . and we would not have had a Constitution or, probably, a country.
Christians might say that this lamentable and sometimes tragic situation is the result of “the Fall.” It is. But we can’t wishfully pretend that the Fall isn’t real, and it is perilous to try. Plato laid out plans for an ideal republic that would have been a human nightmare if his ill-fated attempts to implement it (through the rulers of Syracuse) had succeeded. More modern attempts to govern rigorously according to some idealized philosophy—by the likes of Lenin, Stalin, Mao, Pol Pot—have ended in atrocities. This side of the Millennium, our ambition should perhaps be to live in a less ambitious, less idealistic political order in which aims are lower and willingness to compromise is something to admire, not to condemn.
But here again, there is no rule or formula to tell us when or how to compromise and when to stand firm. It’s a prudential judgment.

Now about revelation and scripture. Like most Church members, I believe in revelation, and in the authority of scripture. But when we invoke or reason from revelation recorded in scripture, we are attempting to govern ourselves with . . . words. And when you think about it, that is a yawn-inducingly familiar and inevitable enterprise—but also an audacious and perilous one. Words are wonderful but also wonderfully treacherous things. They instruct and inspire, yes; and they can also mislead and confuse. (I should know; I used to be a lawyer.) Wittgenstein thought that the whole project of philosophy was one of struggling against the puzzles and confusions that arise when we become entangled in language. Bewitched by words.
Words do not lose this double-edged capacity to instruct and to confound just because they appear in a scriptural text. Although we regard scripture as “the word of the Lord,” the Lord of necessity speaks to us in our words, and in words suited to (or “dumbed down” for) our exquisitely finite cognitive capacities. So we need to think carefully about how words are being used in scripture.
In this respect, I think it is a mistake to treat scripture in the way some members treat the Church’s General Handbook—i.e., as a sort of comprehensive code, applicable cross-culturally to wards and branches throughout the world, containing carefully organized instructions (“see 3.4.1.2”) that can simply be looked up for definitive answers to the various questions that arise. On the contrary, the revelations contained in scripture have been received over millennia by a host of differently-constituted recipients living in radically different linguistic, cultural, and political circumstances. Usually these revelations have been responses to particular questions or problems. How to apply what was revealed for one purpose and situation to a totally different purpose and situation is not usually a simple or automatic deduction.
To be sure, what is revealed for a situation may be phrased in general terms. But if you just extract the words from their context and slap them down in a totally different context, you will likely be distorting or overtaxing their meaning. “You shall not oppress a stranger,” Exodus says, “for you were strangers in the land of Egypt” (see Exodus 23:9). That’s important, yet it would be a mistake to treat it as a complete answer to complicated questions of immigration in the very different world of today.
We should remember as well that when we read scripture, we are almost always reading a translation—and probably a (perhaps much edited) translation of a translation. That is because the obvious translation—from Hebrew or Greek or reformed Egyptian, say, to our own native language—is only the second and probably not the most fraught one. Often, the original revelation will not have been delivered in actual words at all, but rather through powerful impressions, feelings, ideas, or through visions or dreams, which then had to be converted by the recipient into human language. Some recipients might attempt to convey what was revealed in the form of a divine verbal delivery—of God speaking in the first person. Others might claim less direct correspondence between what they felt and the language that resulted. In a journal entry, Wilford Woodruff observed: “Joseph said: ‘Thus saith the Lord’ almost every day of his life in laying the foundation of this work. But those who followed him have not deemed it always necessary to say ‘Thus saith the Lord;’ yet they have led the people by the power of the Holy Ghost. . . .”
In his classic history of the Peloponnesian War, Thucydides purported to report political speeches that had not been transcribed and perhaps had not been given at all. The historian explained that these were his own reconstructions “appropriate for each situation.” Many great historians have done the same. The constructed speeches may not be factual in a verbatim sense, but they may be an effective way of conveying what happened or what was decided. Might not a writer of scripture use the same device in an effort to convey what has been revealed by a transcendent Being whose thoughts, as we know, are as high above ours as the heavens are above the earth? In such instances, it is perfectly appropriate for us to take the scriptural words as communicating the essence of what needed to be said. But it is also prudent to remember that we are working with a translation, with all of the obvious limitations and imperfections that translations inevitably involve.
Sometimes, to be sure, God does address humans in words, and in an audible voice. Perhaps the clearest instance would be in the New Testament, where over a period of years, Jesus daily speaks with his followers face-to-face, audibly, and in their Aramaic language. And yet even then, it seems that Jesus is constantly having to reprove his listeners—not just random bystanders or pharisaical naysayers, but his own chosen apostles—for completely misunderstanding him. Sometimes they misunderstand by taking his sayings in a literal, straightforward sense. (“I have bread to eat that ye know not of.” “Did somebody bring him lunch?”) And even within the same sermon, Jesus may pronounce generalities that just on their face seem directly to contradict each other. (“Let your light so shine before men that they may see your good works . . .”—but don’t let your prayers, your alms, or your fasting be “seen of men.”)
The upshot is that applying revelation and scripture to particular situations is typically not just a matter of finding some pertinent text or story, reading it for its supposed “plain meaning,” and then plopping that meaning down to answer the question posed today. Scripture and revelation call for more careful study and reflection, and ultimately for discernment and judgment. “The letter killeth, but the spirit giveth life” (2 Corinthians 3:6). This observation is true in general, I believe; but it is a fortiori true in matters of public policy, which is hardly ever the subject that particular revelations were directly addressing anyway.

If we put together the necessarily prudential and pragmatic nature of politics with the personal, contextual, uncodelike character of most scripture, I think it follows that in political matters about which people in good faith disagree, we will usually not be able just to read off the correct answers directly from scripture. There will be some categorical commands, yes. We should never act out of hatred for our political enemies, for example. We should remember that all human beings are precious children of God. But political views and judgments about disputed questions will need to take account not just of religious truth (which, as discussed, may itself require interpretation) but also of history, economics, and the sociology of our time and place. Among other things.
Does this leave us with nothing but relativism and pragmatism? Does it mean that scripture and revelation are not actually guiding our political positions at all—that all we are left with is practical, situational, perhaps self-serving judgments that we sometimes try to make more authoritative by dressing them up in religious garb?
Not at all. For many believers, our most basic convictions about the purpose of life, the nature and destiny of human beings, the meaning and content of “good” and “evil,” or the kind of society we should aspire to will be firmly grounded in understandings derived from revelation and scripture. These basic understandings are the framework within which we make our political judgments. In this way, our scripture-based faith informs, infuses, and superintends our political deliberations, commitments, and efforts.1 Scripture provides a vast and indispensable repository, not just of abstract principles and precepts, but of on-the-ground accounts of men and women and communities struggling with the aid of the Spirit to apply these principles and precepts in facing particular challenges.
Even so, a believer’s political positions will be the product of a blend of religious premises and convictions and of more contextual or prudential considerations. In the end, a good deal of contextual judgment will inevitably be called for. And “reasonable minds,” as they say, will be able to differ.
So we should not be surprised to learn that different prophets and Church leaders over the years, while sharing a common faith, have differed in their political positions. Or that over the centuries, living in vastly various circumstances, thoughtful Christians have reasoned from Christian premises to reach radically different political conclusions. For or against monarchy. For or against democracy. For pacifism or for just war. For communal collectivism or for laissez faire individualism. For conservative stability or for revolution. For governance that is infused with religious values, messages, and symbols; and for governance that is rigorously secular.
Occasionally, to be sure, Church leaders will advocate a specific position on a specific political issue (as I recall from my days handing out leaflets door-to-door back in the time of Proposition 8, per Church instructions). And occasionally, the Church or a Church leader will issue a statement that integrates religious truths with prudential and contextual considerations to deliver instructions and insight that speak directly to current political issues. In my opinion, the Church’s much-discussed proclamation on the family is a notable instance. If we look beyond the LDS canon, John Paul II’s encyclicals on “The Splendor of Truth” (Veritatis Splendor) and “The Gospel of Life” (Evangelium Vitae) are additional powerful examples.
More often, though, modern Church authorities enunciate principles and offer broad guidance. How that guidance applies to the choice between candidates Henry Hoover and Maria Mendoza who are vying for the legislative seat in the Fifth District, or between competing policies on matters like immigration or regulation or foreign policy . . . those sorts of questions are usually left for us to work out on our own.
We might wish that it were otherwise—that Church leaders would tell us more specifically how to view particular political candidates or issues. Or, when we are pretty confident what the right political position is, we may wish that Church leaders would come out and publicly confirm what we think we know to be true. But it is perhaps neither surprising nor regrettable that Church leaders remain, for the most part, politically demure. Among other things, this stance avoids the risk, so often realized in Christian history, of cheapening and deflating the eternal truths and goals of the gospel by conflating them with earthly concerns that, however important to us in the here and now, are nonetheless of passing significance viewed against the backdrop of eternity.
In addition, the Church’s relatively apolitical stance allows us to live respectfully and even lovingly with people who disagree with us on political concerns. I can (and do) regard Brother Jones as a good friend even though I may believe (and in fact I do) that he is mistaken in his political views. Indeed, I may think those views are dangerous, and at some level incompatible with gospel truths. When he answers “no” to the question about whether he supports or promotes “any teachings, practices, or doctrine contrary to” those of the Church, I respectfully but silently disagree. But I can respect him (and I can hope that my leaders will extend the same respect to me) because the Church has not officially and publicly taken positions on the political issues that divide us. Brother Jones may be wrong, but he is sincere, and in his political advocacy he is not directly, deliberately violating any explicit Church teaching. And, hopefully, he can think the same about me. We go on being friends, despite our differences.
If the Church is to go forth into all the world, bringing together good-hearted and faithful (but diverse and differently-minded) people and uniting them in the pursuit of eternal goals and truths that transcend our mundane pursuits and controversies, what other stance would be consistent with this purpose?
But more generally, we say that the purpose of this mortal life—of this probationary period—is for us to be tested, and to grow. So, are the test and the growth about obedience and nothing more? Is it just a question of seeing whether we will learn to jump whenever someone in authority says “jump”?
I don’t think so. We are commanded to serve the Lord with our “heart, might, mind, and strength” (D&C 4:2). I’ve emphasized the third term in the list because I think we often skip past it. And yet God gave us minds—that is surely one of the features in which we were created “in the image of God”—and an essential part of our probation here lies in the exercise of our minds as we confront the various questions and challenges of life. We need the experience of thinking through matters on our own and as carefully as we can.
Indeed, reading the scriptures, I am sometimes amazed by how much scope God gives his followers even in spiritual matters—even in ecclesiastical matters—to try to figure out for ourselves how we should serve him. Consider the last chapter of John’s Gospel. Jesus has died and been resurrected, and his disciples now have to figure out what to do next. And so Peter and his brothers decide to . . . go back to their fishing business. To the business they had left behind when Jesus came to them and said, “Come, follow me.” Consequently, Jesus has to pay them another visit—not to give detailed instructions, but to remind them that they have not been released from their callings. They are supposed to feed his sheep. To carry on the mission of the Church. And then, having cooked breakfast for them and lovingly given the needed reminder, he leaves them to the task.
Read on to the next book in the Bible—Acts—and we see the disciples struggling to carry out that task. How should the Church care for the poor? What to do about the Gentiles? What about the old (and, according to the scriptural text, “everlasting”) law of circumcision? The disciples meet, debate, ponder, pray. They reflect on the implications of experiences they have had, such as Peter’s encounter with the centurion Cornelius. They seek the guidance of the Holy Spirit that Jesus had promised to send them. And then they eventually make some decisions (which, as the book of Acts as well as other books—most pointedly Galatians—make clear, often cover over continuing and sharp divergences of opinion).
If God respects his followers enough to leave us that much scope for agency and reflection in the conduct of his Church, is it surprising that he would leave us ample room to think things out and make our own judgments about the affairs of this world? In political matters, in other words?
In the end, I will probably still wish from time to time that Church leaders would be a bit more forthright on some matter of political significance. Such forthrightness might not have any appreciable effect on the political situation in the nation or the world, but it might be reassuring to me. Fortunately, these matters are not all about me, and I am not the one making these judgments. And all things considered, I can be grateful to be associated with a Church that for the most part attempts to teach correct principles and let us govern ourselves.
Steven D. Smith, now retired, was a Warren Distinguished Professor of Law at the University of San Diego, and has taught at Notre Dame, U Colorado, and U Idaho. He has published numerous books and articles, mostly in the fields of constitutional law and legal philosophy.
Art by Joan Mitchell (1925–1992). Sunflowers, (1991), Trees, (1990–1991), and Champs, (1990).
1This also, by the way, is why the modern project of many secular jurists and political philosophers of excluding religious convictions from political deliberations is so profoundly misguided.
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In the heart of Paris, a stone's throw from Claude Monet's beloved gardens in Giverny, an American painter made her mark with vivid, emotive strokes. Her name was Joan Mitchell, and her legacy is a testament to the power of abstract expressionism, a movement she helped define. Born into a family with roots tracing back to the Revolutionary War, Mitchell's life was as colorful and complex as her paintings.

Mitchell's journey began in Chicago, where she was born on February 12, 1925. Her mother, Marion Strobel, was a poet and co-editor of Poetry magazine, while her father, James Herbert Mitchell, was a dermatologist and president of the American Dermatological Association. This blend of artistic and scientific minds in her family would later influence her approach to art, combining technical skill with emotional depth.

A Young Artist in the Making

Growing up, Mitchell was an athletic child, enjoying diving and skating. This physicality would later translate into the energetic and gestural brushwork that characterized her paintings. She frequently attended Saturday art classes at the Art Institute of Chicago, where she honed her skills and developed a deep appreciation for nineteenth-century post-impressionist painters like Henri Matisse.

Her artistic talent was evident early on. During her summers, she attended an Institute-run art colony called Ox-Bow. After high school, she studied at Smith College for two years before transferring to the School of the Art Institute of Chicago (SAIC), where she earned her BFA in 1947 and her MFA in 1950. A scholarship in 1944 allowed her to study in Paris and Provence, exposing her to the European art scene and deepening her love for abstract expressionism.

New York and the Rise of Abstract Expressionism

In 1947, Mitchell moved to Manhattan, eager to immerse herself in the burgeoning art scene. She briefly attended Hans Hofmann's school but found his teachings incomprehensible. Instead, she dove headfirst into the New York School of artists and poets, becoming an integral part of the American Abstract Expressionist movement.

The 1950s were a pivotal decade for Mitchell. She maintained a studio in Greenwich Village and was a regular at artist gathering spots like the Cedar Tavern and The Club. Here, she engaged in robust creative discourse with fellow painters like Philip Guston, Franz Kline, and Willem de Kooning. Her work was exhibited in landmark shows, including the "Ninth Street Show" in 1951, which featured works by Jackson Pollock and Hans Hofmann.

I knew that it would be my last figure.

Mitchell's transition to pure abstraction was marked by her 1950 painting Figure and the City. This work signaled her departure from figurative art, paving the way for the emotionally intense and gestural style that would define her career.

A Life in France

By the mid-1950s, Mitchell was spending increasing amounts of time in France, drawn by the allure of the European art scene and her relationship with Canadian painter Jean-Paul Riopelle. She continued to exhibit regularly in New York but made France her permanent home in 1959, settling in a studio on the rue Fremicourt in Paris.

Mitchell's landscapes, particularly the view of the Seine and the gardens on her property in Vétheuil, became frequent reference points for her work. Her paintings from this period are marked by somber hues and dense central masses of color, reflecting an inchoate and primordial emotion.

The Later Years

The 1960s and 1970s saw Mitchell's work evolve further. She began exhibiting with Martha Jackson Gallery and later with New York gallerist Xavier Fourcade. Her large-scale triptychs, such as Sans Neige (without Snow) and the polyptychs La Vie en Rose and Salut Tom, are among her most celebrated works.

I carry my landscapes around with me.

Mitchell's health began to decline in the 1980s. Diagnosed with advanced oral cancer in 1984, she underwent radiation therapy that left her with a dead jawbone and anxiety. Despite these challenges, she continued to paint, creating works that reflected the psychological changes cancer had effected. Her post-cancer paintings, such as the Between series and the A Few Days cycle, are poignant testaments to her resilience.

A Legacy That Endures

Mitchell's impact on the art world is undeniable. She was one of her era's few female painters to gain critical and public acclaim, and her work continues to be celebrated in major museums and collections around the world. In her will, she provided for the creation of the Joan Mitchell Foundation, which awards grants and fellowships to working artists and maintains her archives.

In 2021, the San Francisco Museum of Modern Art and Baltimore Museum of Art co-organized a comprehensive retrospective of her work. The exhibition, which traveled to the Fondation Louis Vuitton in Paris, showcased Mitchell's expansive and emotionally charged paintings, highlighting her enduring influence on abstract expressionism.

The Art Market's Darling

Mitchell's artwork has been extremely commercially successful, both during her lifetime and after her death. Her paintings have fetched record-breaking prices at auctions, with works like 12 Hawks at 3 O'Clock selling for $20 million at Art Basel Hong Kong in 2021. In 2023, her painting Sunflowers sold for $27.9 million at Sotheby's, marking the first time a Mitchell work gaveled at over $20 million.

Conclusion

Joan Mitchell's life and work are a testament to the enduring power of abstract expressionism. From her early days in Chicago to her later years in France, she remained committed to her unique style, creating paintings that are as emotionally resonant as they are technically brilliant. Her legacy continues to inspire artists and art lovers alike, ensuring that her name will be remembered for generations to come.

In the words of art writer Klaus Kertess, "A passionate inner vision guided Joan's brush. Like her peer Cy Twombly, she extended the vocabulary of her Abstract Expressionist forebears. She imbued their painterliness with a compositional and chromatic bravery that defiantly alarms us into grasping their beauty."
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In the heart of the 19th century, as the United States grappled with the contentious issue of slavery, a new religious movement emerged: the Latter Day Saint movement, more commonly known as Mormonism. From its inception, Mormonism found itself entangled in the heated debate over slavery, with its leaders and followers holding varied and often conflicting views. The story of Mormonism and slavery is not a straightforward one; it's a complex narrative filled with shifting stances, geographical influences, and scriptural interpretations.

Early Opposition and Scriptural Ambiguity

The early Mormons, primarily converts from the Northern United States, were staunchly opposed to slavery. They believed their anti-slavery stance was supported by Mormon scripture, which seemed to condemn bondage. However, as the church base moved to the slave state of Missouri and began to gain Southern converts, things started to change.

New scriptures revealed to the founder, Joseph Smith, instructed Latter-Day Saints not to intervene in the lives of the enslaved. This shift in doctrine allowed some enslavers to join the church and bring their enslaved people with them, even when the church moved to the free state of Illinois.

"It is not right that any man should be in bondage one to another." - Doctrine and Covenants, Section 101:79

Despite this scriptural stance against slavery, the church taught against interfering with the enslavement of others, a common belief in America at the time. This ambiguity allowed Mormons to adapt to their surroundings, whether in free or slave states.

The Schism and Diverging Paths

After Joseph Smith's death, the church split. The largest group followed Brigham Young, who walked a fine line between pro-slavery and abolitionist sentiments. Young stated he was neither an abolitionist nor a pro-slavery man, yet he allowed enslavement within the territory he led his followers to: Utah.

Young taught that slavery was ordained by God and that efforts to abolish it were futile. He even encouraged the enslavement of Native Americans, viewing it as a means to 'civilize' them. Meanwhile, a smaller group followed Joseph Smith III, who opposed slavery and established the Reorganized Church of Jesus Christ of Latter Day Saints (now known as the Community of Christ).

Justifying Slavery: The Curse of Ham

Both Joseph Smith and Brigham Young used the biblical Curse of Ham to justify slavery. According to their interpretation, Black skin was a mark of Cain, passed down through Canaan, Noah's grandson. This curse, they argued, justified the enslavement of Black people.

"After all this, in the year 1844, I had the satisfaction of seeing the pure and hallowed principles of liberty and equal rights bearing away the prize of popularity... and I was not a little surprised to find the principles of liberty, equal rights and everlasting progress so deeply rooted in the public mind." - Joseph Smith, 1844 presidential campaign

Despite his earlier pro-slavery leanings, Smith began to express more anti-slavery positions later in his life. However, Young consistently argued for slavery, even after the Emancipation Proclamation.

Slavery in Utah: A Complicated Legacy

Under Young's leadership, the LDS Church tried to legalize slavery in the Utah Territory. Young taught that Black people were meant to be servants and that enslavement was for their benefit. He also advocated for the enslavement of Native Americans, viewing it as a way to elevate their spiritual and social status.

The church's stance on slavery was often criticized. Republicans in Congress condemned the Mormon view of slavery, and anti-slavery groups denounced the church's practices. Despite this, the church continued to participate in the trafficking of enslaved people, with some members even donating enslaved individuals to the church as tithing.

The End of Slavery and Beyond

When the American Civil War broke out, some Mormon enslavers returned to southern states, fearing they would lose the people they kept enslaved. After the Emancipation Proclamation, many formerly enslaved people left Utah for other states, particularly California.

Young continued to give discourses on slavery, characterizing himself as neither an abolitionist nor a pro-slavery man. He criticized both the South for their abuse of enslaved Black people and the North for their alleged worshiping of Black people. Slavery remained allowed under the Constitution of Utah as punishment for a crime until the constitution was amended by vote in 2020 with support from the LDS Church.

Modern Perspectives and Reckoning

The LDS Church today does not support slavery and disavows the theories advanced in the past that Black people's skin tone is a sign of divine disfavor or curse. However, the complicated legacy of Mormonism and slavery continues to be a topic of discussion and debate among historians and members of the church.

The story of Mormonism and slavery is not a simple one. It's a tale of shifting stances, geographical influences, and scriptural interpretations. It's a story of a religious movement grappling with one of the most contentious issues in American history. And it's a story that continues to be told and retold, as the LDS Church and its members reckon with their past and look towards their future.

  

  
    Deep Dive

    Religion in politics

    Based on Wikipedia: Religion in politics

In 1979, the Iranian Revolution culminated in the establishment of the Islamic Republic of Iran—a nation where the Supreme Leader holds authority not through popular vote but through divine mandate. The revolution's leader, Ayatollah Khomeini, wrote a constitution that would have seemed impossible a decade earlier: God's law, not the people's will, became the source of political legitimacy. This wasn't an aberration—it was a crystallization of one of modern history's most potent forces: the intersection of faith and power.

The relationship between religion and politics is neither new nor simple. For centuries, empires have been built on religious foundations, from the Islamic caliphates to the Christian kingdoms of medieval Europe. Yet what has changed—and what makes this topic urgent today—is how thoroughly religion has re-shaped contemporary political behavior. In 2024, more than twenty percent of nations formally endorse an official faith. Twenty-seven countries maintain state churches; thirteen recognize Buddhism as the national faith; and twenty-seven Muslim-majority states have adopted Islam as their official religion. These aren't historical curiosities—they're present-day realities shaping how billions of people vote, protest, and organize politically.

Faith as Identity: The Invisible Boundary

To understand religion's political power, consider what makes it unique among identity markers. Political scientist Daniel N. Posner argues that religion functions much like ethnicity or language—it becomes a label that groups people together, one that can be "activated" to mobilize collective action. If this were true, religion would merely be another variable in the political equation, fungible and interchangeable.

But scholar Anna Grzymala-Busse pushes deeper. She identifies three characteristics that distinguish religious identity from all others: its transnational reach (Islam claims roughly 1.5 billion adherents; Christianity nearly 2 billion—together comprising over half the world's population); its demanding lifestyle prescriptions covering dress, diet, and daily conduct; and its resistance to secular erosion because of what it promises—eternal salvation or damnation. Religion isn't easily softened by political compromise because its stakes are cosmic, not merely material.

This creates something remarkable: a variable so potent that it can reinforce other identities simultaneously. The 2006 work of Iversen and Rosenblouth demonstrated this layering effect—how religious commitment amplifies ethnic, national, and linguistic cohesion. A devout Pakistani Muslim voting against secular policies isn't just expressing faith; they're reinforcing familial, linguistic, and cultural bonds all at once.

The Political Spectrum of Faith

When examining how religion enters politics, few patterns prove more consistent than the reconfiguration of ancient doctrines into modern ideological frameworks.

Islamism, perhaps the most discussed religious political ideology today, involves what scholar Graham Fuller calls "identity politics"—support for Muslim authenticity, regional revivalism, and community revitalization. But within this umbrella exists enormous diversity. The socially conservative or reactionary forms—Wahhabism and Salafism—demand literal interpretation of scripture and reject Western influence outright. Yet Islamic modernism has also produced Islamic socialism and post-Islamism movements that blend religious identity with progressive political thought.

On the Jewish side, Religious Zionism seeks nothing less than a state defined by divine prescription—a religious Hebrew nation. The movement exists at the intersection of faith and Israeli nationalism, believing the state's existence itself is prophesied.

The Khalistan movement presents another pattern: Sikhs demanding their own homeland, a place where religious identity becomes political territory. Founded in the 1970s and 1980s, it represents one of the few successful attempts to carve out sovereign space based on faith alone.

Hindu nationalism—most visible in the Hindutva movement—similarly fuses religious identity with political ambition, shaping Indian politics profoundly since the late 1920s. Its contemporary manifestations have reshaped everything from civic law to international relations.

Christian movements span an even broader spectrum. Christian socialism and Christian communism sit on the left; Christian democracy occupies the center; Christian supremacy and Christian fascism occupy the right. The American Christian Identity movement—though often overlooked in mainstream coverage—has influenced white supremacist organizing for decades.

When Faith Becomes Violence

Perhaps no aspect of religion in politics proves more troubling than its relationship with terrorism. Religious terrorism isn't hypothetical—it has shaped global headlines since at least 1979, when Iran's revolution demonstrated that theology could power armed movements.

Islamic extremism has taken many forms: the Islamic State (ISIS), which declared a caliphate across Syria and Iraq; Boko Haram in Nigeria; the Taliban controlling Afghanistan; Al-Qaeda's network spanning multiple continents. All practice jihadism—holy war—but each frames violence differently, ranging from selective enforcement of sharia law to mass casualty attacks.

Christian terrorism, though less systematic than Islamic extremism, has manifested through anti-abortion violence targeting reproductive healthcare providers and through white supremacist networks that blend theology with ethno-nationalist ideology. The bombing of Air India Flight in 1985—one of the most deadly terrorist attacks in modern history—demonstrated how Sikh identity could be weaponized through faith.

Jewish religious terrorism, though rarer, remains consequential: the Cave of the Patriarchs massacre in 1994 killed hundreds. Saffron terror—a term describing Hindu-linked violence—has similarly targeted minority communities, often in India.

The common thread isn't doctrine alone but rather how belief transforms political grievance into cosmic conflict—the enemy becomes not merely a political opponent but an existential threat to sacred order itself.

The Architecture of Religious States

How do nations formalize the relationship between faith and power? The range is vast, and each model carries different implications for liberty and governance.

Theocracy represents the most direct fusion: government by divine guidance or through officials who are divinely guided. Modern recognized theocracies include the Islamic Republic of Iran—where the Supreme Leader holds ultimate authority—and the Holy See—the Vatican City, where the Pope functions simultaneously as religious leader and sovereign head of state.

Historical examples prove even more dramatic: the Islamic Caliphates claimed divine authority across continents; the Papal States governed central Italy for centuries. The Taliban and ISIS are insurgents attempting to establish such polities by force—states in waiting that would institutionalize religious law above all other sources of political legitimacy.

The more moderate approach involves official state religion while maintaining state superiority over religious authorities: unlike a theocracy, this arrangement keeps the civil government dominant. Twenty-seven Muslim-majority countries have adopted this model; thirteen nations, like Bhutan, are officially Buddhist; twenty-seven countries maintain state churches—predominantly in Europe and Africa.

But another path exists:

Secular states, which recognize no religion as official doctrine, operate under principles of separating church and state. France practices Laïcité—an aggressive form of secularism that prohibits religious expression in many public contexts: no hijab in schools, no crucifixes on government buildings, no overt symbols of faith in civil service.

Atheistic states have proven particularly effective at suppressing religious institutional power. Countries produced by revolution—the French First Republic, various socialist states—explicitly reject religious authority as a source of political legitimacy. Some went further: imperial cults and the Cult of Reason created state-motivated religions to replace traditional faith during moments of revolutionary fervor.

The Debate Over Meaning

Why does any of this matter? Because Yasmin Alibhai-Brown's observation remains undebatable: "the most sinister and oppressive states in the world are those that use God to control the minds and actions of their populations"—states like Iran under mullahs or Saudi Arabia where religious law intersects with authoritarian rule.

Yet when religion is fully separated from political life, something else happens—argues responder Dawn Foster—it becomes insular, tribal, and vulnerable to abuse. Religious identity doesn't vanish when secularized; it simply transforms into something more concentrated, more easily weaponized by those seeking to mobilize faith for partisan purposes.

Understanding religion's impact on politics isn't merely academic. It's essential because of what faith uniquely offers political subjects: an ideology that demands loyalty transcending national borders, a lifestyle defined by supernatural commitments, and stakes so high—eternal damnation or salvation—that compromise becomes almost impossible.

In this framework, religion functions as both the most powerful identity variable in politics and perhaps its most dangerous. It can reinforce other identities; it can inspire movements for self-determination; it can justify violence; it can legitimize entire systems of governance. The question is no longer whether religion belongs in politics—the question is what happens when we ignore how thoroughly it's already there.
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Sonic Boom Journal → Deadline: Mar 15 | Fee: No | Pay: No | Open for Poetry, Multimedia | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 21 days | Under 100 followers | India | 2014 — “a bi-annual literary & arts journal that seeks poetry, prose, and visual art submissions.”
NECKSNAP Magazine | Theme: Issue Three - FRINGE → Deadline: Mar 15 | Fee: No | Pay: $5 flat | Open for Fiction, Poetry | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 90 days | A: 4% | 2K+ followers | United States | 2024 — “Online horror literary magazine looking for grungy, gothic, or gory stories from experimental voices.”
COPE MAGAZINE | Theme: Imperfect Masterpiece → Deadline: Mar 16 | Fee: No | Pay: No | Open for Fiction, Nonfiction, Poetry, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | Under 100 followers — “COPE MAGAZINE is a creative magazine dedicated to amplifying voices from the chronic illness community.”
ONLY POEMS | Theme: Monostich → Deadline: March 7 | Fee: Some | Pay: $22-$100 | Open for Poetry, Nonfiction | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 56 days | A: <1% | 80K+ followers | Canada | 2023 — “Fall in love with poetry. Send us your weird, wild & wonderful poems & book reviews. As Leonard Cohen said, “Poetry is just the evidence of life. If your life is burning well, poetry is just the ash.”
Sextet | Theme: Sextet Issue III: Offerings → Deadline: Mar 17 | Fee: No | Pay: No | Open for Fiction, Nonfiction, Poetry | ✖️ Sim Subs | ✖️ Reprints | R: 21 days | A: 30% | Under 100 followers | United Kingdom | 2025 — “SEXTET is a Glasgow-based online literary magazine in collaboration with Six Foot Gallery, providing a platform for diverse voices to experiment, take risks, and share work with the wider creative community.”
Rust and Moth → Deadline: Mar 21 | Fee: No | Pay: No | Open for Poetry | ☑︎ Sim Subs | ✖️ Reprints | R: 42 days | A: 7.32% | 15K+ followers | United States | 2008 — “Lit journal, cellar door knocker”
Dog Throat Journal → Deadline: Mar 21 | Fee: No | Pay: No | Open for Fiction, Poetry | ☑︎ Sim Subs | ✖️ Reprints | R: 21 days | A: 4% | Under 100 followers | United States | 2023 — “We look for odd time thought provoking flash, micro, and prose poetry from the edges of artistic expression. Be eccentric, unconventional, experimental, innovative and contradictory. Be weird and filled with non-fluorescent light.”
Split Lip Magazine → Deadline: Mar 31 | Fee: Some | Pay: $75 flat | Open for Nonfiction, Poetry, Fiction, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | R: 120 days | A: 1% | 40K+ followers | United States | 2012 — “Totally bonkers-in-love with voice-driven writing, pop culture, and the kind of honesty that gets you right in the kid”
Adi Magazine → Deadline: Mar 31 | Fee: No | Pay: $200-$750 flat or $250 | Open for Fiction, Nonfiction | ☑︎ Sim Subs | ✖️ Reprints | R: 73 days | A: 4.55% | 6K+ followers | United States | 2019 — “Through narrative journalism, experimental essays, fiction, poetry, commentary, and art, Adi celebrates the conversations often marginalized from mainstream Western debates on policy, creating a space for exploration and insisting that policy reflects lived experiences.”
Aurealis → Deadline: Mar 31 | Fee: No | Pay: AU$25 flat or AU$0.02-AU$0.06/word | Open for Multimedia, Fiction, Nonfiction | ✖️ Sim Subs | ✖️ Reprints | R: 120 days | A: 10.41% | 1.5K+ followers | Australia | 1990 — “Australia’s longest running science fiction and fantasy magazine.”
Flash Fiction Online → Deadline: Mar 31 | Fee: No | Pay: $100/piece | Open for Fiction | ☑︎ Sim Subs | ✖️ Reprints | R: 70 days | A: 2.35% | 10K+ followers | United States | 2007 — “Bold. Brief. Beautiful. Fiction in fewer words.”
Hobo Camp Review | Theme: American Southwest → Deadline: Mar 31 | Fee: No | Pay: No | Open for Multimedia, Fiction, Nonfiction, Poetry | ✖️ Sim Subs | ☑︎ Some Reprints | R: 30 days | Under 100 followers | United States | 2009 — “a quiet, tucked-away place where any writer, poet, artist, or storyteller can rest their weary feet and share their story over a crackling fire”
Oxford Magazine | Theme: OxMag - Issue 56: Creative Non-Fiction → Deadline: Mar 31 | Fee: No | Pay: No | Open for Fiction, Multimedia, Nonfiction, Poetry | ☑︎ Sim Subs | ✖️ Reprints | R: 70 days | 300+ followers | United States | 1984 — “a literary & arts magazine edited and published by creative writing MFA students at Miami University”
Epistemic Literary | Theme: Righteous Rage → Deadline: Mar 31 | Fee: No | Pay: No | Open for Poetry, Fiction, Nonfiction, Multimedia | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 60 days | A: 10% | 3K+ followers | United States | 2023 — “Epistemic Literary is a fully-digital anthology series celebrating knowledge, connection, and growth through poetry and short fiction.”
Silly Goose Press → Deadline: Mar 31 | Fee: No | Pay: No | Open for Fiction, Nonfiction, Poetry, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | R: 45 days | A: 21.18% | 2K+ followers | United States | 2024 — “HONK! Silly Goose Press is a very flocking serious literary magazine obsessed with craft-forward whimsy. HONK!”
Paw&Claw Anthology Series | Theme: Station 3 (Visual) → Deadline: Mar 31 | Fee: No | Pay: No | Open for Multimedia | ☑︎ Sim Subs | ✖️ Reprints | R: 30 days | A: 75% | Under 100 followers | United Kingdom | 2024 — “Paw&Claw Ink is a horror press that publishes a biannual themed collection of horror writing and art.”
Flooded Pine Press | Theme: Apothecary for the Future: Call for Poetry → Deadline: Mar 31 | Fee: No | Pay: $20-$50/piece | Open for Poetry | ☑︎ Sim Subs | ✖️ Reprints | R: 7 days | Under 100 followers | United States | 2024 — “Publishing critical essays on livable tomorrows in New England and beyond.”
Strange Daze | Theme: Strange Daze: Issue 3 → Deadline: Mar 31 | Fee: No | Pay: No | Open for Poetry, Fiction, Multimedia, Nonfiction | ☑︎ Sim Subs | ✖️ Reprints | 100+ followers | Australia | 2025 — “art and writing that evokes nostalgia, daydreams, and most of all, hope in these strange days”
The Typewriter | Theme: Underwater Listening → Deadline: Mar 31 | Fee: No | Pay: No | Open for Fiction | ✖️ Sim Subs | ✖️ Reprints | R: 5 days | Under 100 followers | United States | 2026 — “Empowering student-writers and providing them a platform to express their thoughts. We take poetry, prose, creative essays, memoirs, or flash fiction.”
Sundog Lit → Deadline: Apr 1 | Fee: No | Pay: $50 flat | Open for Fiction, Nonfiction, Poetry, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | R: 105 days | A: 3.00% | 10K+ followers | United States | 2012 — “Sundog Lit is committed to publishing pieces that engage with tension, introspection, empathy, considered positionality, thoughtful form play, emotional courage, and musicality.”
Kitchen Table Quarterly → Deadline: Apr 1 | Fee: No | Pay: No | Open for Poetry, Nonfiction, Multimedia | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 180 days | 2K+ followers | United States | 2021 — “We are a journal preoccupied with history— cultural, political, geographical, personal— and how each interacts with the other to mold our experience. Adolescent blunders, dental records, the archaic origins of long-held or long-lost traditions— we want to know all of it.”
INTERWEAVED Magazine | Theme: Volume II Issue I: Spring: DISSONANCE OF POWER → Deadline: Apr 1 | Fee: No | Pay: No | Open for Fiction, Poetry, Multimedia, Nonfiction | ✖️ Sim Subs | ✖️ Reprints | R: 21 days | A: 65% | Under 100 followers | Trinidad & Tobago | 2025 — “An Independent, online, quarterly & themed Not-for-Profit Magazine that invites writers and artists on all walks of creativity and intellectualism, to submit their most indelible, incandescent & igniting Literature and Art.”
Excision Magazine → Deadline: Apr 12 | Fee: CA$3 | Pay: CA$50 flat | Open for Fiction | ☑︎ Sim Subs | ✖️ Reprints | R: 45 days | Under 100 followers | 2026 — “Excision Magazine publishes original short fiction and flash that is precise, self-contained, and confident in its own terms. We are interested in work that does not rely on explanation, trends, or external context to justify itself.”
Blink-Ink | Theme: Midsummer Magic → Deadline: Apr 15 | Fee: No | Pay: No | Open for Multimedia, Fiction | ☑︎ Sim Subs | ✖️ Reprints | R: 14 days | A: 14.40% | 1.5K+ followers | United States | 2009 — “A quarterly print journal publishing the best contemporary short fiction approximately 50 word in length. Continuous publication since 2009.”
The Lemonwood Quarterly → Deadline: Apr 17 | Fee: $4 | Pay: $200 flat | Open for Fiction | ☑︎ Sim Subs | ✖️ Reprints | R: 210 days | A: 5% | 100+ followers | United States | 2024 — “We offer readers exquisite stories and plays that illuminate underexplored regions of the human condition. In particular, we seek fresh and authentic portrayals of individuals that, as a group, hold up half the sky, and yet in popular have often been marginalized into one-dimensional stereotypes.”
So to Speak → Deadline: Apr 20 | Fee: $4 | Pay: $100 flat | Open for Nonfiction, Fiction, Poetry, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | R: 90 days | A: 5% | 2K+ followers | United States | 1993 — “Intersectional feminist mag publishing poetry, fiction, nonfiction & art”
Troublemaker Firestarter | Theme: Volume 11:11; ~make a wish~ → Deadline: Apr 30 | Fee: No | Pay: No | Open for Fiction, Poetry, Nonfiction, Multimedia | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 30 days | A: 18% | 3K+ followers | United States | 2021 — “we’re a biannual magazine & press specializing in LGBT+ and feminist poetry. 💀🔥”
Micromance Magazine → Deadline: Apr 30 | Fee: No | Pay: No | Open for Poetry, Fiction | ✖️ Sim Subs | ☑︎ Some Reprints | R: 30 days | A: 25% | 2K+ followers | United States | 2024 — “Microfiction + Romance = Micromance Magazine (Love Stories in Flash <1200 words & Poetry)”
Anemone Magazine → Deadline: Apr 30 | Fee: No | Pay: No | Open for Fiction, Nonfiction, Poetry, Multimedia | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 28 days | A: 75% | 300+ followers | United States | 2024 — “Aiming to be a safe space and inspiration from teen, to teen. We consider up to 21 to be a teen here. Let us help you spread, or discover, your voice.”
Two Cardinals Literary → Deadline: Apr 30 | Fee: No | Pay: No | Open for Poetry | ☑︎ Sim Subs | ✖️ Reprints | R: 30 days | A: 15% | 300+ followers | United States | 2025 — “Two Cardinals Literary is an online poetry magazine that honors writers with featured interviews, participates in the Gift Economy through Gifts-in-Print, and breaks barriers for historically underrepresented groups including queer and BIPOC voices.”
boundby | Theme: Spotlight Category – Queer Narratology → Deadline: May 14 | Fee: No | Pay: No | Open for Poetry, Nonfiction | ☑︎ Sim Subs | ✖️ Reprints | R: 28 days | A: 5% | 400+ followers | United Kingdom | 2022 — “UK-based (and internationally-minded) online poetry magazine, publishing poems and essays by new and established writers.”
PHIL LIT Journal | Theme: THE WHOLE & THE FRACTURE → Deadline: May 15 | Fee: No | Pay: No | Open for Poetry, Fiction, Nonfiction, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | R: 120 days | A: 12% | 900+ followers | United States | 2025 — “Nonprofit publisher [Poetry, Fiction, NF/essay, Hybrid, & Art] quarterly issues (online & print) + annual PHIL LIT PARAGON (poetry anthology); exalts work that lingers between art & inquiry with a strong handle on craft. (Fearless & Human First)”
Vernacular Journal → Deadline: May 17 | Fee: No | Pay: No | Open for Nonfiction, Fiction, Multimedia, Poetry | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 60 days | A: 35.71% | 100+ followers | Greece | 2023 — “Vernacular is anything that reveals a sense of place. The informal city. The local and the vulgar.”
Luxury Literature Magazine | Theme: Ink and Ivory → Deadline: May 20 | Fee: No | Pay: No | Open for Poetry | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 14 days | A: 20% | 3K+ followers | Switzerland | 2023 — “Little luxuries are everywhere. Consider this your invitation to excess.”
Free The Verse | Theme: “If you say so” | International Poetry Submissions 2026 → Deadline: May 25 | Fee: No | Pay: $10/piece | Open for Poetry | ☑︎ Sim Subs | ✖️ Reprints | R: 35 days | A: 2% | 6K+ followers | United Kingdom | 2022 — “Free the Verse is a modern poetry magazine. We publish an issue every quarter and we’re always open for submissions! We now also host poetry competitions with a $100 prize for the winner.”
Pretzel bites → Deadline: May 30 | Fee: No | Pay: No | Open for Fiction, Nonfiction, Poetry | ☑︎ Sim Subs | ✖️ Reprints | Under 100 followers — “Digital youth-led literary magazine that looking to uplift new voices and help them take their first steps as a published writer.”
Kirby Magazine | Theme: Reborn → Deadline: May 31 | Fee: No | Pay: £0.05/word | Open for Fiction | ☑︎ Sim Subs | ✖️ Reprints | R: 42 days | Under 100 followers — “Kirby Fantasy Magazine. A newly founded fantasy fiction magazine that publishes 6 Short Stories and 6 Flash Fiction stories per issue. Paid at £0.05 per word. Professionally print or digitally published with audio recordings of each story made.”
Fine Print Press → Deadline: Jun 1 | Fee: No | Pay: No | Open for Poetry, Multimedia, Fiction, Nonfiction | ☑︎ Sim Subs | ✖️ Reprints | R: 30 days | 2K+ followers | United States | 2011 — “Our goal is to showcase the work of independent and up-and-coming artists and authors in communities around the world.”
Enchanted Living | Theme: the Cottage issue → Deadline: Jun 1 | Fee: No | Pay: No | Open for Fiction, Nonfiction, Poetry, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | 10K+ followers | United States | 2005 — “A quarterly print magazine that celebrates all things enchanted—from a scattering of mushrooms in an ancient forest to a sweet, scented gown made only of roses.”
MOONROT → Deadline: Jun 15 | Fee: $1 | Pay: No | Open for Fiction, Poetry, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | Under 100 followers — “Devoted to the beautiful corrosion of things, the unpretty truth, the sacred grotesque, and the poetry that still breathes even after everything else has decayed.”
Pseudopod → Deadline: Jul 30 | Fee: No | Pay: $0.08/word | Open for Fiction | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 60 days | A: 3.62% | 6K+ followers | United States | 2006 — “EA is a US-based media company, specializing in free-to-listen short fiction podcasts including the original science fiction podcast, Escape Pod. The world’s premier horror fiction podcast.”
Phobos | Theme: The Uncanny States of America → Deadline: Jul 31 | Fee: No | Pay: $0.08/word | Open for Fiction, Nonfiction, Poetry | ✖️ Sim Subs | ✖️ Reprints | Under 100 followers — “Submissions open March 1st - July 31st, 2026 for our fifth issue, “The Uncanny States of America.” Pro rates + one print copy, check the website for more information.”
Tales from the Archives → Deadline: Sep 15 | Fee: No | Pay: No | Open for Fiction, Poetry | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 60 days | A: 12% | 600+ followers | United States | 2018 — “Tip: History relates to the story’s present. It can teach us a lot about who we are and why we do the things we do, the way we do them. Those who ignore it are doomed to repeat it but also remember: history is written by the victors.”
SOLANA Literary | Theme: angel’s trumpet | Fee: No | Pay: No | Publishes Poetry, Nonfiction, Fiction, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | Under 100 followers — “a multimedia zine to uplift creatives through *every* medium 🪷”
Stone’s Throw [Rock and a Hard Place Press] | Theme: DOUBLE DOWN AND THEN DO IT AGAIN → Deadline: Mar 4 | Fee: No | Pay: $25/piece | Open for Fiction | ✖️ Sim Subs | ✖️ Reprints | Under 100 followers | United States | 2022 — “Stone’s Throw is the monthly online companion to Rock and a Hard Place Magazine, delivering shorter, sharper content on a regular basis in an electronic medium, before collecting all 12 stories for an annual print anthology.”
The Dewdrop → Deadline: Mar 5 | Fee: $5 | Pay: No | Open for Poetry | ☑︎ Sim Subs | ✖️ Reprints | R: 32 days | A: 17.39% | 900+ followers | United States | 2018 — “The Dewdrop welcomes submissions from all writers.”
Tiffinbox Review | Theme: Dreamscapes → Deadline: Mar 5 | Fee: No | Pay: No | Open for Poetry | ☑︎ Sim Subs | ✖️ Reprints | R: 60 days | 200+ followers | India | 1989 — “Tiffinbox Review — your slightly strange, thoda ajeeb, very desi literary magazine. At Tiffinbox Review, we want to keep things fun, exciting, and just a little off-kilter. We hope to be a home for great literature that isn’t afraid to get a bit weir”
Remington Review → Deadline: Mar 6 | Fee: No | Pay: No | Open for Multimedia, Nonfiction, Fiction, Poetry | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 7 days | A: 32.50% | 1K+ followers | United States | 2017 — “Remington Review strives to publish new, original work by rising poets, fiction and creative nonfiction writers, and visual artists. A quarterly online journal, new issues are published during every season of the calendar year.”
TCR Daily → Deadline: Mar 6 | Fee: No | Pay: $45 | Open for Poetry, Nonfiction, Multimedia, Fiction | ☑︎ Sim Subs | ✖️ Reprints | R: 180 days | 2K+ followers | United States | 2014 — “Welcome to The Coachella Review Blog”
The Southern Quill → Deadline: Mar 6 | Fee: No | Pay: No | Open for Poetry, Fiction, Multimedia, Nonfiction | ☑︎ Sim Subs | ✖️ Reprints | R: 60 days | 100+ followers | United States | 1951 — “The Southern Quill, first printed in 1951 and published by Utah Tech University, has been in circulation for more than half a century. Published annually, the journal welcomes submissions of poetry, fiction, creative nonfiction, and visual arts.”
A Coup of Owls | Theme: Quarterly Online Anthology: Brief → Deadline: Mar 7 | Fee: No | Pay: £5-£15/piece | Open for Fiction | ☑︎ Sim Subs | ✖️ Reprints | R: 30 days | A: 21.69% | 1K+ followers | United Kingdom | 2021 — “Quarterly online stories (free to read) Publishing only marginalised/under-represented creators, 18+. Est. 2021 and going strong”
MIDLVLMAG (Mid-Level Management Literary Magazine) | Theme: Reverse Evaluation → Deadline: Mar 7 | Fee: No | Pay: $25/piece | Open for Fiction, Nonfiction, Poetry | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 30 days | A: 47.37% | 3K+ followers | United States | 2022 — “Issue no. 7 out NOW Lit Mag deconstructing our relationships with the personal / professional.”
Camas Magazine | Theme: Precarity → Deadline: Mar 7 | Fee: Some | Pay: No | Open for Nonfiction, Fiction, Poetry, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | R: 56 days | A: 5.88% | 2K+ followers | United States | 1992 — “Camas cultivates a community of writers and artists dedicated to land health and cultural resilience in the American West. We pursue fresh ideas and perspectives while remaining rooted in the West’s landscapes and traditions of art and literature.”
The Coachella Review → Deadline: Mar 7 | Fee: Some | Pay: No | Open for Poetry, Nonfiction, Multimedia, Fiction | ☑︎ Sim Subs | ✖️ Reprints | R: 90 days | A: 5.92% | 3K+ followers | United States | 2009 — “The Coachella Review is the literary arts journal of the University of California Riverside–Palm Desert Graduate Center and the MFA program in Creative Writing and Writing for the Performing Arts.”
Midsummer Dream House → Deadline: Mar 7 | Fee: $6 | Pay: $10/piece | Open for Poetry, Fiction, Nonfiction | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 90 days | Under 100 followers | United States | 2023 — “Midsummer Dream House is an independent publishing house based in San Diego, California.”
The Cawnpore | Theme: ONSRA → Deadline: Mar 7 | Fee: No | Pay: No | Open for Fiction, Nonfiction, Poetry, Multimedia | ✖️ Sim Subs | ✖️ Reprints | R: 14 days | A: 56% | Under 100 followers | India | 2024 — “Delve into the profound influence and impact of various cultures worldwide through the art of literature.”
Sabr Tooth Tiger Magazine | Theme: Mystics & Saints → Deadline: Mar 7 | Fee: No | Pay: No | Open for Poetry, Fiction, Nonfiction, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | R: 60 days | A: 8% | 1.5K+ followers | United States | 2025 — “an international lit mag with claws, teeth, & heart”
The Diutay Review → Deadline: Mar 7 | Fee: No | Pay: No | Open for Poetry | ☑︎ Sim Subs | ✖️ Reprints | 200+ followers | Brazil | 2025 — “A literary magazine dedicated to short poetry — any poetry up to seven lines.”
Little Fruits Magazine | Theme: sowing seeds → Deadline: Mar 7 | Fee: No | Pay: No | Open for Fiction, Nonfiction | ☑︎ Sim Subs | ✖️ Reprints | R: 28 days | A: 2.78% | 300+ followers | United States | 2025 — “We harvest bold, honest writing: juicy, bruised, or beautifully bitter.”
phoebe → Deadline: Mar 8 | Fee: $3 | Pay: $30/piece | Open for Multimedia | ☑︎ Sim Subs | ✖️ Reprints | R: 60 days | A: 3.12% | 10K+ followers | United States | 1971 — “phoebe prides itself on supporting up-and-coming writers, whose style, form, voice, and subject matter demonstrate a vigorous appeal to the senses, intellect, and emotions of our readers.”
RockPaperPoem → Deadline: Mar 8 | Fee: No | Pay: No | Open for Poetry | ☑︎ Sim Subs | ✖️ Reprints | R: 30 days | Under 100 followers | United States | 2021 — “RockPaperPoem is an independent, nonprofit online poetry journal that publishes today’s finest contemporary poetry.”
InterrobangLit | Theme: Issue 3 → Deadline: Mar 8 | Fee: No | Pay: $3 flat | Open for Fiction | ☑︎ Sim Subs | ✖️ Reprints | R: 14 days | Under 100 followers | United States | 2025 — “We can’t beat subjectivity, but we can temper it.”
Gnome & Bone Magazine | Theme: Forest → Deadline: Mar 8 | Fee: No | Pay: No | Open for Fiction, Nonfiction, Poetry, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | R: 60 days | 100+ followers | United States | 2026 — “Fantasy & Folklore magazine. Accepts fiction, flash, poetry, essays, and art. Non-paying. Publishes online & in print. Writers become part of the narrative as each piece grows a living forest of epic fantasy.”
Tern Journal → Deadline: Mar 8 | Fee: No | Pay: No | Open for Fiction, Nonfiction, Poetry | ☑︎ Sim Subs | ✖️ Reprints | Under 100 followers — “A journal of translation and conversation with a focus on international authors.”
Tern → Deadline: Mar 8 | Fee: No | Pay: No | Open for Fiction, Nonfiction, Poetry | ✖️ Sim Subs | ✖️ Reprints | 100+ followers — “A journal of translation and conversation”
Silkworm | Theme: BRIDGE → Deadline: Mar 9 | Fee: No | Pay: No | Open for Poetry | ☑︎ Sim Subs | ✖️ Reprints | Under 100 followers | Thailand | 1987 — “Silkworm is the annual publication of the Florence (MA) Poets Society.”
fifth wheel press → Deadline: Mar 10 | Fee: No | Pay: No | Open for Fiction, Nonfiction, Poetry | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 45 days | 9K+ followers | United States | 2019 — “An independent community-focused publisher of art and writing by queer, trans, and gender variant creatives.”
Parentheses Journal → Deadline: Mar 10 | Fee: No | Pay: No | Open for Poetry, Fiction, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | R: 90 days | A: 4.35% | 8K+ followers | 2017 — “An independent literary journal based in Ontario, Canada. We create our own utopias in the imperfections of being. The voices contain within figments of dust and deep trenches, everyday harmonies, and soliloquies in the sand.”
Burningword Literary Journal → Deadline: Mar 10 | Fee: $3 | Pay: No | Open for Poetry, Fiction, Nonfiction, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | R: 90 days | A: 10% | 1.5K+ followers | United States | 2000 — “A quarterly international short-form publication of poetry, short fiction, short nonfiction, and photography.”
About Place Journal → Deadline: Mar 10 | Fee: No | Pay: No | Open for Poetry, Fiction, Nonfiction, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | R: 95 days | A: 11.43% | 1K+ followers | United States | 2015 — “A literary journal published by the Black Earth Institute dedicated to re-forging the links between art and spirit, earth and society”
Trash Cat Lit → Deadline: Mar 10 | Fee: No | Pay: No | Open for Fiction | ☑︎ Sim Subs | ✖️ Reprints | R: 30 days | A: 10% | 2K+ followers | United Kingdom | 2024 — “The Unexpected Place for Treasured Words”
Stillhouse Press → Deadline: Mar 10 | Fee: $7 | Pay: No | Open for Nonfiction | ☑︎ Sim Subs | ✖️ Reprints | R: 180 days | 5K+ followers | United States | 2014 — “Independent publisher affiliated with George Mason University, focusing on innovative literary works.”
Orion Literary | Theme: Tangled In The Throat → Deadline: Mar 10 | Fee: No | Pay: No | Open for Fiction, Nonfiction, Poetry | ☑︎ Sim Subs | ✖️ Reprints | R: 7 days | 500+ followers | Singapore | 2025 — “Youth-run independent lit mag”
Triptych | Theme: Divine Biology → Deadline: Mar 10 | Fee: No | Pay: No | Open for Fiction | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 42 days | Under 100 followers | United States | 2025 — “A journal of speculative fiction shaped by the fleeting summers and long winter dark of New England. Triptych is an active literary magazine with Issue #1 scheduled for release in April 2026.”
The Fringe 999 Poetry Forum → Deadline: Mar 11 | Fee: No | Pay: No | Open for Poetry | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 30 days | A: 50% | Under 100 followers | United States | 2024 — “It offers a space for sharing and discussing poetry, providing resources and support for both emerging and established”
Arrival Magazine → Deadline: Mar 11 | Fee: No | Pay: No | Open for Fiction, Nonfiction, Poetry, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | 300+ followers | Canada | 2023 — “Arrival Magazine is an entry point for emerging writers studying creative writing at the postsecondary level in Canada.”
TRANSFER MAGAZINE → Deadline: Mar 11 | Fee: No | Pay: No | Open for Multimedia, Poetry, Fiction, Nonfiction | ☑︎ Sim Subs | ✖️ Reprints | Under 100 followers | United States — “Transfer is San Francisco State’s student-run literary magazine featuring poetry, fiction, drama, creative nonfiction and art by SFSU students. Each semester, the undergraduate staff taking CW 640 discusses and selects student submissions for publica”
Blackbird | Fee: Some | Pay: $100-$200/piece or $200 flat | Open for Multimedia, Nonfiction, Fiction | ☑︎ Sim Subs | ✖️ Reprints | R: 180 days | A: 1.65% | 7K+ followers | United States | 2002 — “An online journal of literature and the arts offers visitors from around the world outstanding fiction, poetry, nonfiction, and reviews, as well as plays, visual art, new media, and video essays.”
The Wise Owl | Fee: No | Pay: No | Open for Poetry, Nonfiction, Fiction, Multimedia | ☑︎ Sim Subs | ✖️ Reprints | 1K+ followers | India | 2021 — “The Wise Owl is a monthly literary and arts e-magazine founded in November 2021, dedicated to showcasing a diverse array of creative works from around the globe.”
Mineshaft Magazine | Fee: No | Pay: No | Open for Multimedia, Nonfiction, Fiction, Poetry | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 60 days | Under 100 followers | United States | 1999 — “Mining the depths for unpredictable visual & literary ore!”
Tales From a Small Planet | Fee: No | Pay: No | Open for Nonfiction, Fiction | ☑︎ Sim Subs | ☑︎ Some Reprints | 2K+ followers | United States | 1999 — “A 501(c)(3) organization with a volunteer Board and a small team of volunteer editors and social media and marketing specialists. Most of our volunteers are part of the U.S. Foreign Service community.”
Rock & Sling | Theme: “witnessing” and faith | Fee: No | Pay: No | Open for Multimedia, Nonfiction, Fiction, Poetry | ☑︎ Sim Subs | ✖️ Reprints | R: 607 days | A: 6.52% | Under 100 followers | United States | 2004 — “Listen. Learn. Practice. Rock & Sling | a journal of witness. Published twice a year at Whitworth University.”
The Allegheny Review | Fee: No | Pay: No | Open for Nonfiction, Poetry, Fiction | ☑︎ Sim Subs | ✖️ Reprints | 500+ followers | United States | 1983 — “National undergraduate literary journal run by students at Allegheny College. Accepting poetry and prose submissions on a rolling basis.”
Nature | Fee: No | Pay: No | Open for Nonfiction, Fiction | ✖️ Sim Subs | ✖️ Reprints | A: 8% | 2M+ followers | United States | 1869 — “Research, News, and Commentary from Nature, the international journal of science.”
The Round | Fee: No | Pay: No | Open for Multimedia, Nonfiction, Poetry, Fiction | ☑︎ Sim Subs | ✖️ Reprints | Under 100 followers | United States — “The Round is a journal of literary and visual arts based at Brown University in Providence, RI. Published biannually, The Round accepts submissions in all mediums and from all sources, inside and outside the Brown community.”
LitMag | Fee: Yes | Pay: No | Open for Fiction, Nonfiction, Poetry | ☑︎ Sim Subs | ✖️ Reprints | R: 180 days | 5K+ followers | United States | 2016 — “Literary Magazine. NYC. Best American Short Stories, O. Henry Prize, Pushcart Prize, etc. Available at Barnes & Noble”
Overheard | Fee: No | Pay: No | Open for Fiction, Nonfiction, Poetry | ☑︎ Sim Subs | ☑︎ Some Reprints | R: 14 days | A: 4.40% | 3K+ followers | United States | 2019 — “Online lit mag with a yearly print anthology Subs open year-round✨”
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    Deep Dive

    Literary magazine

    Based on Wikipedia: Literary magazine


The Little Magazines That Changed Everything


In 1914, a young American banker living in London sent a strange poem to a small magazine in Chicago. The poem was long, dense, and defied nearly every convention of the time. Its opening line—"Let us go then, you and I, when the evening is spread out against the sky like a patient etherized upon a table"—was unlike anything readers had encountered. The magazine was Poetry, barely two years old and operating on a shoestring budget. The banker was T. S. Eliot. And "The Love Song of J. Alfred Prufrock" would become one of the most influential poems of the twentieth century.


This is what literary magazines do. They find the strange, the experimental, the not-yet-celebrated, and they give it a home before anyone else will.


What Exactly Is a Literary Magazine?


A literary magazine is a periodical—meaning it comes out regularly, like a newspaper or regular magazine—devoted primarily to literature. But here's where it differs from what you might find at an airport newsstand: literary magazines care about the writing itself, not about selling advertising or chasing mass audiences.


These publications typically feature short stories, poetry, and essays. Many also include literary criticism (thoughtful analysis of how and why literature works), book reviews, interviews with authors, and biographical profiles. Some specialize—Poet Lore, founded in 1889, publishes only poetry and has been doing so for over a century.


You'll hear these publications called by different names. "Literary journals" sounds more academic. "Little magazines" emphasizes their small-scale, often handmade quality and their willingness to take risks on unknown writers. The term "little" isn't dismissive—it's a badge of honor, signaling independence from commercial pressures.


Born in the Coffeehouses of Europe


The first literary magazine appeared in France in 1684, when a philosopher named Pierre Bayle founded Nouvelles de la république des lettres—roughly translated as "News from the Republic of Letters." That phrase itself tells us something important about the era. European intellectuals imagined themselves as citizens of an invisible country united not by borders or governments but by ideas and learning. A magazine that could circulate those ideas across distances seemed almost revolutionary.


But literary magazines truly flourished in the nineteenth century, riding a wave of rising literacy, cheaper printing, and the emergence of a middle class hungry for culture. In Britain, the Edinburgh Review appeared in 1802, founded by three young critics who wanted to shake up the literary establishment. It was sharp, opinionated, and sometimes vicious—Lord Byron once called its reviews "the assassin of the literary reputation."


Britain soon had competitors: the Westminster Review in 1824, The Spectator in 1828, the Athenaeum that same year. Each had its own character and audience.


America was building its own tradition. The North American Review began in 1815 in Boston and still publishes today, making it the oldest American literary magazine—though it took a break during World War II. The Yale Review, founded four years later in 1819, never stopped, giving it the distinction of longest continuous publication.


Something fascinating was happening in these early years. The magazines weren't just publishing literature—they were creating literary culture. The Dial, which ran from 1840 to 1844, became the voice of the Transcendentalist movement. Ralph Waldo Emerson edited it for a time. These weren't just venues for work; they were movements with pages.


The Explosion of the Small Press


By the mid-twentieth century, something shifted. Literary magazines multiplied rapidly, and they got smaller, stranger, more specialized.


This boom corresponded with the rise of the small press—independent publishers operating outside the major New York houses. Suddenly, anyone with access to a mimeograph machine (a kind of early copying device that used ink and stencils) could start a magazine. And many did.


The Paris Review launched in 1953, founded by a group of young Americans living abroad who wanted to interview writers about their craft rather than just review their books. Its "Writers at Work" interview series became legendary—long conversations with Hemingway, Faulkner, Borges, and countless others about how they actually made their art.


The Massachusetts Review and Poetry Northwest appeared in 1959. The Denver Quarterly followed in 1965. The 1970s brought another surge: Ploughshares, The Iowa Review, Granta, The Missouri Review, and Agni all began during this decade.


These magazines couldn't pay much—often nothing at all—but that was almost the point. Writers published in them for love, for reputation, for the chance to be read by other serious writers and editors. Steve Almond, Jacob M. Appel, and Stephen Dixon built their careers almost entirely through literary magazine publication, accumulating credits one story at a time until book publishers took notice.


Two Magazines, Two Philosophies


To understand what literary magazines meant to American intellectual life in the twentieth century, consider two of the most influential—and how completely they disagreed about what literature was for.


The Kenyon Review, edited by the poet and critic John Crowe Ransom, championed what became known as the New Criticism. This approach insisted that a poem or story should be analyzed purely on its own terms—its language, structure, imagery—without reference to the author's biography or political views. The Kenyon Review was, as its editors put it, "avowedly unpolitical." Literature was its own world, and that world was enough.


The Partisan Review took exactly the opposite stance. It had started with ties to the American Communist Party and the John Reed Club, a leftist literary organization. Even after breaking with the party, politics remained central to its identity. You couldn't separate literature from the world that produced it. Art meant something only in relation to power, class, and ideology.


These weren't just aesthetic disagreements. They represented fundamentally different answers to the question of what literature is for. Is a poem a self-contained object of beauty, or is it a weapon? Can you read Ezra Pound without considering his fascism? Should you?


Both magazines published brilliant work. Both launched major careers. And their argument—about whether art serves politics or politics corrupts art—has never really been resolved.


Argentina's Political Crucible


In Argentina, literary magazines were never merely aesthetic ventures. They were political battlegrounds from the very beginning.


The country's first literary magazine, La Aljaba, appeared in 1830—remarkably, it was created by and for women, making it one of the earliest such publications in the world. Seven years later, Juan Bautista Alberdi—the political philosopher whose ideas would later shape Argentina's constitution—founded La Moda. Through it, the Generation of 1837 introduced Romanticism and liberal political thought from Europe into Argentine culture.


Then came Martín Fierro in 1924, named after the epic poem that defined Argentine national identity. This magazine became the engine of the country's avant-garde, heavily influenced by ultraism—a poetic movement that stripped away ornament and aimed for concentrated, surprising imagery. A young Jorge Luis Borges was among its contributors.


When Martín Fierro's contributors founded Sur in 1931, they created what might be the most influential literary magazine in Latin American history. Borges published many of his greatest stories there, including "Tlön, Uqbar, Orbis Tertius," "The Circular Ruins," and "The Aleph"—mind-bending fictions that reimagined what stories could do. But Sur was also fiercely political, openly opposing both Peronism and Nazism at considerable risk to its editors.


Think about what this means. Some of the most important literature of the twentieth century first appeared not in books but in the pages of a magazine that was simultaneously fighting fascism. Art and politics weren't opposites. They were the same fight.


The Awards and the Ecosystem


Literary magazines aren't just publication venues. They're the foundation of an entire ecosystem that identifies, cultivates, and rewards literary talent.


The Pushcart Prize—one of the most prestigious honors for writers published in small presses and literary magazines—draws from this world. Each year, editors nominate their best pieces, and a committee selects winners for an annual anthology. For many writers, a Pushcart nomination or prize is a career-defining credential.


The O. Henry Awards perform a similar function for short fiction. And the annual volumes of The Best American Short Stories and The Best American Essays draw heavily from literary magazine publication—in many years, almost all the selected pieces originally appeared in these small journals.


This creates a strange economy. Literary magazines typically can't pay professional rates. Some pay nothing at all. But publication in the right magazines leads to prizes, which lead to book deals, which lead to teaching positions and speaking fees. The prestige flows upward. The money, eventually, follows.


Going Digital—Reluctantly, Then Enthusiastically


The first online literary magazine appeared in 1984. It was called SwiftCurrent, and it functioned more like a database than a publication in the traditional sense—a place where literary works were stored rather than curated and presented.


The Mississippi Review became the first established literary magazine to publish a fully online issue in 1995. Three years later, Fence and Timothy McSweeney's Quarterly Concern launched to enthusiastic audiences. Around 1996, online literary magazines began appearing regularly.


The transition was not smooth. Many writers and editors dismissed online publications as inferior—not quite real magazines, more like "ezines," a term that carried a whiff of amateurism. How could something without ink and paper carry the same weight?


But the economics were undeniable. Print magazines cost money to produce and ship. Many survived only through grants, university support, or the unpaid labor of devoted editors. Online publication eliminated most of those costs. A single person with strong taste and an internet connection could reach readers worldwide.


Today, thousands of online literary publications exist. The old distinctions between print and digital have mostly dissolved. What matters is the quality of the work and the reputation of the editors selecting it. In Argentina, while print magazines have declined, publications like Revista Ñ thrive online, continuing the country's tradition of literary journalism in a new medium.


Why Little Magazines Still Matter


Here's something that might seem paradoxical. In an age when anyone can self-publish instantly—when a writer can post a story to their own website or social media with no gatekeepers at all—literary magazines remain vital.


Why? Because curation matters. Because the act of selection—an editor saying "yes, this is good enough"—still carries meaning. Because being published alongside other writers you admire puts your work in a conversation.


The University of Wisconsin-Madison houses one of the most extensive collections of little magazines in the United States, approximately seven thousand English-language literary publications from the twentieth century. This archive exists because scholars recognized that these ephemeral, often financially precarious publications had documented something important: the history of literary experimentation, of risk-taking, of the unglamorous work that precedes recognition.


Every famous writer was once unknown. Somewhere, usually, there was a small magazine willing to take a chance on them before anyone else would. That's what little magazines have always done. They are laboratories where literature evolves.


And if you want to understand what literature might become ten or twenty years from now, the best place to look is probably not the bestseller list. It's the little magazines—still small, still financially uncertain, still irregular, still showcasing what no one else will publish yet.
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**The Art of Language: A Journey into Poetry**

Imagine distilling a sunset into words, or capturing the rhythm of a heartbeat on a page. This is the enchanting realm of poetry, where language becomes a dance, a song, a spell that can evoke emotions, paint pictures, and ask questions that linger long after the last line is read. Poetry is not just words on a page; it's an experience that engages our senses, intellect, and emotions.

Poetry, from the Greek word *poiesis* meaning "making," is one of the most ancient and vibrant forms of literary art. It's a chameleon that adapts to cultures, languages, and time periods, always finding new ways to stay relevant and resonant. At its core, poetry uses the aesthetic and rhythmic qualities of language to create meaning and evoke responses that go beyond the literal. It's a form of expression that relies heavily on devices like assonance, alliteration, consonance, euphony, cacophony, onomatopoeia, rhythm, rhyme schemes, and sound symbolism to create musical or other artistic effects.

The Poet's Toolbox

Poets are artisans of language, using a variety of tools and techniques to craft their poems. These techniques, known as poetic devices, help create the unique rhythms, sounds, and meanings that define poetry.

**Sound and Rhythm**

"For the world’s more full of weeping than he can understand." – W.B. Yeats

Poetry is meant to be heard. Sounds and rhythms are the heartbeats of a poem, creating a musicality that can captivate and move us. Devices like assonance (repeating vowel sounds) and alliteration (repeating consonant sounds) create a pleasing harmony, while onomatopoeia (words that sound like their meaning) can make a poem come alive with vivid imagery.

**Meter and Rhyme**

"Shall I compare thee to a summer's day?" – William Shakespeare

Meter and rhyme are the backbone of traditional poetry. Meter is the pattern of stressed and unstressed syllables in a line of poetry, while rhyme is the repetition of similar sounds at the end of lines or within them. These elements create a structured framework that can make a poem memorable and satisfying.

**Imagery and Symbolism**

"Two roads diverged in a yellow wood, And sorry I could not travel both" – Robert Frost

Poetry often relies on vivid imagery and symbolism to convey deeper meanings. Metaphors and similes create resonance between disparate images, forming connections that can be both beautiful and thought-provoking. Symbols can represent complex ideas or emotions, adding layers of meaning to a poem.

A Global Tapestry of Verse

Poetry has a rich and diverse history that spans continents and centuries. From the ancient epics of Gilgamesh and Homer to the love poems of Sappho and the spiritual verses of Rumi, poetry has been a universal form of expression that reflects the human experience in all its complexity.

**Ancient Beginnings**

The oldest known love poem, a Sumerian terracotta tablet from around 2000 BCE, describes an annual rite symbolizing fertility and prosperity. The Epic of Gilgamesh, also from ancient Sumer, is one of the earliest surviving epic poems, telling the tale of a heroic king. These ancient texts show that poetry has been an essential part of human culture since the dawn of civilization.

**Classical Influences**

"Sing to me of the man, Muse, the man of twists and turns" – Homer, *The Odyssey*

The Greeks and Romans contributed significantly to the development of poetry. Homer's *Iliad* and *Odyssey* are foundational texts that have influenced countless poets and writers. Aristotle's *Poetics* laid the groundwork for understanding the aesthetics of poetry, defining genres like epic, comic, and tragic poetry.

**Global Traditions**

From the haiku of Japan to the ghazals of Persia, poetry takes on unique forms and styles in different cultures. The Chinese *Shijing*, a collection of poems and folk songs, is one of the oldest and most revered works of Chinese literature. In India, the *Rigveda* and other religious hymns have shaped the poetic tradition, while in Africa, hunting poetry and court poetry have been integral to cultural expression.

Modern Movements and Beyond

As the world has become more interconnected, poetry has evolved to reflect a globalized consciousness. Modern and postmodern poets have challenged traditional forms and definitions, embracing a more fluid and inclusive approach to poetry.

**The Romantic Revolution**

"A thing of beauty is a joy for ever" – John Keats

The Romantic poets of the 18th and 19th centuries rebelled against the rigid structures of classical poetry, emphasizing emotion, nature, and the individual experience. Poets like John Keats, Percy Bysshe Shelley, and William Wordsworth sought to capture the sublime and the beautiful in their verse.

**Modernism and Beyond**

"In a Station of the Metro The apparition of these faces in the crowd; Petals on a wet, black bough." – Ezra Pound

The 20th century saw a radical shift in poetry, with modernist poets like Ezra Pound, T.S. Eliot, and William Carlos Williams experimenting with form, diction, and subject matter. Postmodern poetry has further blurred the lines between poetry and prose, emphasizing the reader's role in interpreting the text and the complex cultural contexts in which poetry is created and consumed.

The Future of Poetry

As we move into the 21st century, poetry continues to adapt and evolve. Advances in artificial intelligence have enabled the generation of poetry in specific styles and formats, challenging our notions of what it means to be a poet. Non-expert readers often find AI-generated poetry more accessible and human-like, highlighting the changing landscape of literary creation and consumption.

**AI and Poetry**

A 2024 study found that AI-generated poems were often preferred by non-expert readers for their simplicity and accessibility. While this raises questions about the future of human creativity, it also opens up new possibilities for collaboration and innovation in the poetic realm.

**Slam and Performance Poetry**

Slam poetry, which originated in Chicago in 1986, has brought a new dimension to the poetic experience. Performed live before an audience, slam poetry emphasizes emotional expression, word play, intonation, and voice inflection. It has become a competitive and engaging form of poetic performance, attracting diverse audiences and participants.

Conclusion

Poetry, in all its forms, is a testament to the human capacity for creativity, expression, and connection. From ancient epics to modern slam performances, poetry has been a constant companion to humanity, reflecting our joys, sorrows, and aspirations. As we continue to explore new frontiers in language and technology, poetry remains a vital and dynamic art form, ready to adapt and inspire future generations.

So, the next time you encounter a poem, take a moment to savor the rhythm, the imagery, and the emotions it evokes. Let the words dance in your mind, and you might just find yourself transported to a world where language becomes a living, breathing entity, capable of touching the deepest parts of our being.
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Few genres have managed to tap into humanity's deepest anxieties quite like horror. It is a genre designed to disturb, frighten, and unnerve its audience—deliberately unsettling readers through psychological manipulation rather than mere gore.

The genre traces back to ancient traditions that grappled with death, the afterlife, evil, and forces beyond human comprehension. Early horror fiction drew from folklore and religious tales across countless cultures, manifesting in stories of demons, witches, vampires, werewolves, and ghosts—characters that would eventually become the building blocks of a literary tradition spanning millennia.

The Ancient Foundations

The roots of horror stretch back to ancient civilizations. The Greeks and Romans told tales that chilled audiences centuries ago. In the 2nd century BCE, Euripides wrote plays drawing from the story of Hippolytus—whom Asclepius revived from death—and these works influenced Mary Shelley's Frankenstein (1818), one of horror's most enduring novels. Plutarch's Parallel Lives contains accounts of spirits returning from beyond—particularly the tale of Damon, a murderer whose ghost appeared in a bathhouse in Chaeronea. Pliny the Younger told the story of Athenodorus Cananites, who purchased a haunted house in Athens after being drawn in by its suspiciously low price. While writing a book on philosophy, he was visited by a ghostly figure bound in chains—bound as if awaiting punishment—and this apparition led him to an unmarked grave in the courtyard.

Biblical texts provided another early source of horror storytelling, most notably in the Book of Revelation, which offered vivid imagery of apocalyptic destruction that continues to influence horror fiction today.

Medieval Roots and Gothic Beginnings

Medieval French literature gave rise to werewolf stories, with one of Marie de France's twelve lais—the tale of Bisclavret—becoming a foundational text for lycanthropy. The Countess Yolande commissioned Guillaume de Palerme, while anonymous writers penned Biclarel and Melion.

The fifteenth century proved crucial for horror fiction, drawing from the darkest real-life events. Vlad III, Prince of Wallachia—the historical figure behind Dracula—had his alleged war crimes exposed in German pamphlets, with a 1499 publication by Markus Ayrer featuring notorious woodcut imagery. The serial killer Gilles de Rais became the presumed inspiration for Bluebead.

The motif of the vampiress emerged from Elizabeth Bathory, a real-life noblewoman and murderer whose notoriety helped usher horror fiction into the eighteenth century through László Turóczi's 1729 book Tragica Historia.

The Gothic Explosion

The eighteenth century saw gradual development of Romanticism and what would become the Gothic horror genre. Horace Walpole's seminal 1764 novel The Castle of Otranto proved controversial—published disguised as an actual medieval romance from Italy, discovered and republished by a fictitious translator. When revealed as modern, critics found it anachronistic and poor taste. Yet it proved immediately popular.

Otranto inspired Vathek (1786) by William Beckford, A Sicilian Romance (1790), The Mysteries of Udolpho (1794), The Italian (1796) by Ann Radcliffe, and The Monk (1797) by Matthew Lewis. Notably, much of this early Gothic horror was written by women and marketed toward female audiences—a tradition where resourceful women faced menace in gloomy castles.

The Nineteenth-Century Golden Age

The Gothic tradition blossomed into what modern readers recognize as horror literature in the nineteenth century. The Brothers Grimm's Hänsel und Gretel (1812) provided dark fairy tales that endure today. Mary Shelley's Frankenstein; or, The Modern Prometheus (1818)—deeply influenced by ancient Greek tales—became foundational.

John Polidori's The Vampyre (1819) established the vampire for modern fiction. Charles Maturin's Melmoth the Wanderer (1820), Washington Irving's The Legend of Sleepy Hollow (1820), and Jane C. Loudon's The Mummy!: Or a Tale of the Twenty-Second Century (1827) built the era's repertoire.

Victor Hugo's The Hunchback of Notre-Dame (1831) arrived with gothic grandeur, while Thomas Peckett Prest's Varney the Vampire (1847) tapped into emerging vampire themes. Edgar Allan Poe's works soon followed with literary mastery. Sheridan Le Fanu's stories and Robert Louis Stevenson's Strange Case of Dr Jekyll and Mr Hyde (1886) appeared as enduring classics.

Oscar Wilde's The Picture of Dorian Gray (1890), Sir Arthur Conan Doyle's "Lot No. 249" (1892), H.G. Wells' The Invisible Man (1897), and Bram Stoker's Dracula (1897)—each created icons that continue resonating in fiction and film today.

Pulp and Cinematic Traditions

A proliferation of cheap periodicals around the turn of the century drove a boom in horror writing. Gaston Leroux serialized Le Fantôme de l'Opéra before it became a novel in 1910. Writers like Tod Robbins specialized for mainstream pulps, including All-Story Magazine—their fiction dealing with madness and cruelty.

In Russia, Alexander Belyaev popularized these themes in Professor Dowell's Head (1925), where a mad doctor performed experimental head transplants and reanimations on bodies stolen from morgues—first serialized in magazines before becoming novels.

Specialist publications emerged: Weird Tales and Unknown Worlds gave horror writers outlets. The venerated H.P. Lovecraft—with his enduring Cthulhu Mythos—transformed and popularized cosmic horror, while M.R. James redefined the ghost story for modern audiences.

The serial murderer became a recurring theme. Yellow journalism and sensationalism around Jack the Ripper, Carl Panzram, Fritz Haarman, and Albert Fish perpetuated this phenomenon. In 1959, Robert Bloch—inspired by Ed Gein's murders—wrote Psycho. The Manson Family murders in 1969 influenced slasher themes throughout the 1970s.

Thomas Harris introduced Dr. Hannibal Lecter in Red Dragon (1981), with The Silence of the Lambs published in 1988.

From Page to Screen

Early cinema drew inspiration from horror literature, establishing traditions that continue today—up until graphic violence appeared in 1960s and 1970s slasher films. Comics like EC Comics' Tales From The Crypt satisfied readers' hunger for horror imagery the silver screen couldn't provide, though controversy led to frequent censorship.

The modern zombie tale traces back to H.P. Lovecraft's stories "Cool Air" (1925), "In The Vault" (1926), and "The Outsider" (1926), plus Dennis Wheatley's Strange Conflict (1941). Richard Matheson's I Am Legend (1954) influenced apocalyptic zombie fiction, emblematized by George A. Romero's films.

The late 1960s and early 1970s saw enormous commercial success from three books—Rosary's Baby (1967), The Exorcist by William Peter Blatty, and Thomas Try's The Other—all proving horror had permanent cultural resonance.
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Welcome to Two Truths—a best-selling newsletter by health journalist Cassie Shortsleeve and Motherspeak creator Kelsey Haywood Lucas. Two Truths explores the many facets of maternal health and living well in today’s world. It’s been named a “best parenting Substack” by Motherly, recommended by The Skimm, and featured in Today, Fast Company, The Bump & more.
✨ Support journalism that supports motherhood! Your paid subscription (less than $5/month) directly fuels this newsletter and our maternal health reporting.



Today’s letter is written by Kelsey Haywood Lucas.


When I fell back in love with books a few years ago—reading as a hobby, aka purely for my personal enjoyment, for the first time since entering motherhood—I read over 100 books in the course of a single year; in 2025, I managed 55. (Here’s exactly how I did it and continue to do it, although not always at that initial intensity.) 
2026 is off to a slightly slower start—I blame the news cycle—but my shelves, my book tote, and my #tbr (aka “to be read”) list are filled with titles I’m excited to tell you about.
Ahead you’ll find fascinating non-fiction covering everything from healthier homes to parental rights at work; a sweeping history of motherhood, plus essential examinations of postpartum and matrescence. There’s poetry that reminds us to look for the joy and the beauty in every experience; and there’s fiction so captivating and compulsory, you might just forget to check your notifications for a few hours.
But first, here’s a quick peek at what’s been happening lately:
	All subscribers… learned how Cassie is balancing big-picture health headlines with the hum of everyday life (including four recent reports on women’s health, plus winter must-haves for kids and grown-ups), and received our deep dive on gestational diabetes (including what you might need to do next). Plus, Kelsey shared details on the foot product for cracked heels she was almost embarrassed to talk about…and a grown-up tote for kids that’s perfect for carrying books and art supplies.

	Paid subscribers… got a look behind some of the biggest headlines in women’s and maternal health, got access to the seven journaling techniques Kelsey uses for memory-keeping in motherhood, and got links to soups for sick days, keep-the-stomach-bug-away probiotics and more.


Special thanks to our sponsors:
	Ritual, a female-founded traceable supplement company. Ritual’s support recently unlocked our deep dive on gestational diabetes; click here to read it and stay tuned for more from the Two Truths x Ritual Reporting Grant. 📰

	Bobbie, a mom-founded infant formula company that our co-founder Cassie has used to feed her babies and was one of Two Truths’ first partners. Click here for learnings from Bobbie’s recent study on combo feeding. ❤️





What I’m reading now & next
Ahead, a non-exhaustive list of (mostly) motherhood-adjacent titles on my radar—including current reads I’m loving & highly anticipated titles coming soon.
Non-fiction
As we all hit peak digital overwhelm, I’m endorsing a return to well-researched, beautifully narrated non-fiction. In search of interesting info and advice—without having to doomscroll to find it? Start here…
	I loved Cleaning House: The Fight to Rid Our Homes of Toxic Chemicals (out now) so much that I recently interviewed its author, advocate Lindsay Dahl, for this newsletter. Our full conversation—part essential information, part therapy session—will be coming to subscriber inboxes soon. [Amazon | Bookshop]

	In Four Mothers: An Intimate Journey Through the First Year of Parenthood in Four Countries (out now), Abigail Leonard weaves a deeply personal, page-turning narrative following the postpartum journeys of four real women from Finland, Japan, the U.S., and Kenya. Eve Rodsky says it’s “eye-opening and cathartic…a love letter to parents and a clarion call for better policy.” [Amazon | Bookshop]

	Bottle Service (out now) is an empowering, educational, and judgment-free guide to formula feeding from @theformulamom, as you might know her on Instagram—aka infant feeding technician and Bobbie education lead Mallory Whitmore. [Amazon | Bookshop]

	Moms in Labor: An Employment Lawyer’s Secrets to Protect Your Baby and Your Career (That HR Won’t Tell You) is out today from our friend and colleague —the fierce advocate known for sharing essential, often family-focused legal breakdowns as @themamattorney. Her guide empowers parents with scripts and easy-to-digest breakdowns to advocate like a lawyer on everything from negotiating leave to securing more flexibility. A must-read for every parent in the workforce. [Amazon | Bookshop]

	In A Woman’s Work: Reclaiming the Radical History of Mothering (out March 17), British historian Elinor Cleghorn (author of Unwell) offers a narrative history that traces motherhood and mothering from ancient times through present day, “showcasing the mothers, othermothers, midwives, activists, community leaders, and more who have shaped the course of history.” [Amazon | Bookshop]

	Ready to let go of impossible parenting standards? The Myth of the Perfect Mom (out April 7) is an invitation to embrace a more joyful, authentic postpartum from Erin Schlozman (who you might know as @4th.trimester.wellness). Consider it required reading for new moms and dads alike. [Amazon | Bookshop]

	You may have read thoughtful reflections and reminders from “The Tired Dad” on Instagram; soon, Jon Gustin will share his wisdom in The Tired Dad: 100 Reflections On Showing Up for What Matters Most (out May 5). Keep an eye out for our interview with Gustin coming this spring. [Amazon | Bookshop]


Poetry
Because few things nourish my soul like a poem that rips my heart out and pieces it back together…
	The official description of Elise Powers’s debut collection, The Size of Your Joy (out April 21), will tell you that it’s “for every woman who’s ever held joy and sorrow in the same breath,” but I will tell you what I told Elise—unofficially—when I wrote an early review of her book: “screaming/crying/throwing up (complimentary). I’m truly in awe.” From the emotional gore of girlhood to the “series of soft failures, survived with love” that is early motherhood, Elise reminds us that we are never alone—not in our joy, and certainly not in our grief. Perfect for lovers of Kate Baer’s What Kind of Woman. [Amazon | Bookshop]

	For slowing down, noticing more, celebrating seasons, and honoring the passing of time—check out Quietly Wild: Poems, Photographs, and Rituals to Mark the Seasons (out now) from Alix Klingenberg. [Amazon | Bookshop]

	Can’t wait to get my copy of Jillian Stacia’s forthcoming collection Set the Bone (out May 1)—touching “motherhood and marriage, anger and tenderness, breaking cycles and claiming space.” 


Fiction
Because I’ve found that my mental health is wildly improved when reading something I’m obsessed with…
	Just finished Lightbreakers (out now) by Aja Gabel—you might have caught it in this list—and…wow. It’s a book about time travel that is actually a book about child loss and partnership and grief and nostalgia and healing. [Amazon | Bookshop]

	Yesteryear (out April 7) from Caro Claire Burke follows a mega-popular influencer who flaunts her pioneer-inspired lifestyle as a beautiful mother of six…but suddenly awakens in the brutal reality of 1855. [Amazon | Bookshop] 

	» Related: If you want more tradwife reads, check out Everyone Is Lying To You, Jo Piazza’s hit thriller from last summer that explores the dark side of social media.

	I’m steeling myself for the emotional devastation of Hamnet (Maggie O’Farrell’s acclaimed novel) before watching the Oscar-nominated film adaptation (out now), which center on William Shakespeare and his wife as they grapple with the loss of their young son. I’m told to bring tissues. [Amazon | Bookshop]

	I love a dual POV when it comes to romance; No One You Know (out now) employs the structure in a mother-daughter narrative. Kate is a realtor/momfluencer in the Hudson Valley; her teenage daughter, Indie, is searching for meaning in the aftermath of a friend’s death. The story uncovers unsettling truths about marriage, motherhood, and the stories we tell ourselves to survive. [Amazon | Bookshop]

	Sending a special shout-out to the ladies of my neighborhood book club, who recently welcomed me into their group with open arms. Our schedule for the next few months includes a few reads that aren’t exactly new so much as new-to-me—and acclaimed by many. (Translation: These are all bangrs!
	I’m only a third of the way into Theo of Golden by Allen Levi—a tale that follows one man’s journey to reunite a wall of portraits with their subjects—but I’m already shedding tears over the compelling characters we meet along the way. [Amazon | Bookshop]

	I’ve read inhaled everything Charlotte McConaghy has written, but Wild Dark Shore—with all its promises of shocking twists and breathtaking love—is on track to top my list. It follows a father and his three children living on a remote island; when a huge storm hits, a mysterious woman washes ashore. [Amazon | Bookshop]

	I actually have no idea what The Correspondent by Virginia Evans is about—I just know it’s a woman’s life story told exclusively through letters, and many people I trust are saying it’s one of the best things they’ve ever read. [Amazon | Bookshop]

	In Broken Country by Clare Leslie Hall, a love triangle unearths dangerous secrets from the past. It sounds tragic and gripping and is described as “a sweeping love story with the pace and twists of a thriller,” so sign me up. [Amazon | Bookshop]




» Want more reading recommendations & author interviews delivered to your inbox? With a premium subscription, you’ll never miss a link, report, or issue—and you’ll support independent journalism that centers women and motherhood.



ICYMI: A few fun, bookish finds
Pretty paperclips, book protectors, antique-inspired Kindle cases, pen holders that spark joy, the ideal tote for a young reader/artist (or yourself), and more…
	Tired of your book getting beat up in your bag? These clear pencil cases book protectors are currently trending in my algorithm.

	I’m also into fabric book totes like this and this (I remember my mom using one when I was little, and I’m bringing them back!).

	I wish I needed a new Kindle case, because I would order this so fast—it looks like a beautiful, antique tome.

	I’m obsessed with these clips for attaching a pen or highlighter to your book (an annotator’s dream!).

	Related: These stone-embellished paper clips for bookmarking and journaling bring me so much joy.

	My daughter is at the age where she wants to haul everything she loves everywhere she goes. Since most kids’ purses can’t carry her books, notebooks, art supplies and babydolls, we’re trying this cute canvas tote filled with pockets. (I added this bag charm, too.)




Want to make more time for reading?
Here’s exactly how I do it…



Recent reads…
📝 Seven journaling techniques I use for memory-collecting in motherhood
🤰🏽 More on Tylenol in pregnancy, ‘black box’ warnings & hormone replacement therapy, C-section pain & more
🕊 “I would have tried to drive away, too,” or solidarity in the wake of a tragedy
✨ Nostalgia in motherhood, plus: How to sleep better in every stage of parenthood
👶🏻 No more mom guilt, the push to breed super-babies & the gift of childfree friends
🧴 Easy kids’ snacks, $6 tees & the best sunscreen we’ve ever used
🤰🏽 The FDA met to discuss SSRIs in pregnancy; chaos & confusion ensued. Here’s what to know.
💔 ‘I can’t stop thinking about those girls’: A child psychologist unpacks collective grief after the Texas flood tragedy
😴 “Sleep when the baby sleeps”: Maternal gaslighting or essential advice?
💭 Maternal desire: The missing element of mental health for mothers
😴 13 ways we’re making bedtime better
💯 How I read 100+ books in the last year as a work-from-home mom (part 2, free with no paywall!)
📚 18 brilliant books about motherhood & 25 questions to bring you closer to your mom
🤰🏽 70 affirmations to use in labor and birth


✨ Thanks for reading & thank you for supporting independent journalism that supports women and mothers. Hit the heart button to tell us you enjoyed this issue, share it on social media (don’t forget to tag @twotruthsmotherhood on IG), or forward it to a friend. We appreciate you. —Cassie and Kelsey
Want to sponsor an issue of Two Truths or learn about partnership opportunities?
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In the constellation of human relationships, few bonds carry the weight and complexity of motherhood. It is a role so fundamental that societies have built entire systems of meaning around it—religious rituals, legal frameworks, cultural traditions—all derived from this primal connection between a woman and the child she brings into the world.

A mother is not simply a female parent; she is often the gravitational center around which family orbits. The word itself carries centuries of accumulated meaning: from the Latin mater (source or origin), to the Old English modor, this relationship has always signified both creation and care.

Defining Motherhood

The term mother encompasses a rich tapestry of relationships, not just biological ones. A mother may be defined by having given birth, by raising a child who may or may not share her genetic material, or by carrying a fertilized ovum to term for another family—as in the case of gestational surrogacy.

Biological motherhood occurs when a woman gestates a fertilized egg, whether through sexual intercourse or assisted reproduction. In humans, as in all mammals, this process involves the female contributing both genetic material and carrying the developing fetus in her uterus. A biological mother may have legal obligations—even to children not raised by her—such as the duty of financial support.

But biology is not the only path. An adoptive mother becomes a parent through the legal process of adoption, while a stepmother enters a child's life through marriage to the child's other parent—forming what researchers call a family unit, though typically without the full legal rights of biological parenthood.

The language around motherhood reveals its complexity: mom, mama, mummy are terms of endearment; mumsy suggests warmth and familiarity; mamacita speaks to cultural resonance. A woman who fulfills the social role of mothering—whether through birth, adoption, or sustained care—is often called a mother-figure, a term that extends beyond biology into mentorship and nurturing.

The Biology of Birth

The process of becoming a mother has been termed matrescence—a word that captures both the biological transformation and the social role that follows. In humans, motherhood begins when a woman ovulates and subsequently becomes pregnant through sexual intercourse or medical intervention.

In well-nourished populations, menarche—the first menstrual period—typically arrives around age twelve or thirteen, marking the onset of reproductive capability. From that moment, a female can become pregnant through fertilization.

What follows is gestational development: a fetus forms from the viable zygote, progressing through the embryonic stage in the woman's uterus. Gestation typically lasts approximately nine months, after which labor leads to birth. This is not always the case—some children are born prematurely, others arrive late, and still others are born stillborn, never completing gestation.

Once the infant emerges, another transformation begins: lactation. The mother's body produces breast milk, the source of antibodies for the infant's immune system, and often the sole nutrition for newborns before they can process other foods. Complementary foods should be introduced from approximately six months of age, though breastfeeding may continue—in combination with other foods—for years.

The Historical Weight of Motherhood

The social roles associated with motherhood have varied enormously across time and culture. Historically, women's identities were confined to being mothers and wives, expected to dedicate most of their energy to domestic duties and the care of children.

In many traditional societies, women received significant help from older female relatives—mothers in law or grandmothers—who stepped into crucial support roles. This intergenerational caregiving was not optional; it was essential infrastructure for raising young children.

Regarding women's participation in paid work, mothers were often said to follow a "mommy track" rather than pursue full careers—a framing that suggested their professional ambitions were inherently secondary to maternal responsibilities. Yet the twentieth century fundamentally disrupted this pattern.

The twentieth century saw more women entering the workforce than ever before, while also giving greater prominence to fathers' roles in childcare—particularly in Western countries where social acceptance of stay-at-home fathers has increased in recent decades.

Adoption and Surrogacy: New Paths to Motherhood

Modern systems of adoption emerged in the twentieth century, governed by comprehensive statutes and regulations. In 2001, with over 127,000 adoptions, the United States accounted for nearly half of the total number of adoptions worldwide—demonstrating how deeply this practice has taken root in American life.

Surrogate motherhood represents another modern development: a woman carries a child that came from another woman's fertilized ovum, on behalf of couples unable to give birth naturally. Surrogacy became possible with advances in reproductive technologies like in vitro fertilization. Not all women who become pregnant via IVF are surrogate mothers; rather, surrogacy involves both a genetic mother (who provides the egg) and a gestational or surrogate mother (who carries the child to term).

Motherhood and Modern Families

The possibilities for lesbian and bisexual women in same-sex relationships to become mothers have increased dramatically over the past few decades due to technological developments. Modern lesbian parenting originated with women who were in heterosexual relationships but later identified as lesbian or bisexual—as changing attitudes provided more acceptance for non-heterosexual relationships.

Other pathways to motherhood include adoption, foster parenting, or in vitro fertilization. Transgender women may have biological children with a partner by utilizing their sperm to fertilize an egg and form an embryo; while there is currently no accessible way for transgender women to carry a child, research on uterus transplants could potentially allow them to give birth through Caesarean section.

Adoption agencies often refuse to work with transgender parents or are reluctant to do so—revealing that even as family structures have diversified, institutional barriers remain.

Mothers in the Workforce

The question of whether mothers should work outside the home has polarized social views. In Europe, particularly in German-speaking countries, there is a strong tradition of mothers exiting the workforce and becoming homemakers—a cultural pattern that persists despite increasing female participation in professional life.

Mothers' rights within the workforce include maternity leave and parental leave—provisions that have become legal requirements in many nations. The social role and experience of motherhood varies greatly depending upon location: mothers are more likely than fathers to encourage assimilative and communion-enhancing patterns in their children; mothers are more likely than fathers to acknowledge their children's contributions in conversation.

The way mothers speak to their children—sometimes called "motherese"—is better suited to support very young children in their efforts to understand speech than the way fathers typically communicate.

The Frontiers of Reproduction

Since the 1970s, in vitro fertilization has made pregnancy possible at ages well beyond "natural" limits—generating ethical controversy and forcing significant changes in the social meaning of motherhood. What was once biologically determined is now technologically negotiable: women can bear children later in life, same-sex couples can become parents, and surrogates can carry embryos they do not genetically contribute to.

The question of what makes someone a mother has never been more open for debate. Is it biological contribution? gestational carrying? Social parenting?

Perhaps the answer is all of the above—and none of the above. Motherhood today is less about definition than about relationship: the profound connection between one who nurtures and one who is nurtured.

The Ongoing Conversation

Childlessness—the state of not having children—carries personal, social, and political significance. It may be voluntary (chosen), or involuntary due to health problems or social circumstances. Unwanted motherhood occurs especially in cultures which practice forced marriage and child marriage; it also results from pregnancy from rape.

Motherhood itself is usually voluntary, though forced pregnancy exists as a dark reality for many women worldwide.

The term "othermother" or "other mother" is used for women who provide care for a child not biologically their own—in addition to the child's primary mother. This reflects how the boundaries of motherhood have expanded beyond traditional definitions.

At its core, motherhood remains what it has always been: a relationship defined by presence, protection, and provision—whether that manifests through biology, law, choice, or circumstance.
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    Based on Wikipedia: Postpartum depression


Every year, millions of women bring new life into the world. And every year, a staggering number of them—somewhere between ten and twenty percent—find themselves sinking into a darkness that should be impossible amid such joy. The baby is healthy. The nursery is ready. Everyone is congratulating them. So why do they feel like they're drowning?


This is postpartum depression, and it's far more common than most people realize.


More Than the "Baby Blues"


Almost every new mother experiences some emotional turbulence after giving birth. Doctors call this the "baby blues"—a few days or weeks of feeling weepy, anxious, and overwhelmed. It's so common that it's considered normal, affecting up to eighty percent of new mothers.


But postpartum depression is something different entirely.


Where the baby blues fade within two weeks, postpartum depression digs in. It persists for months, sometimes an entire year. The symptoms aren't just tearfulness—they're crushing. Persistent sadness that doesn't lift. Exhaustion so profound that even the simplest tasks feel impossible. Severe mood swings that can turn from despair to rage in moments. And perhaps most painfully for new mothers: an inability to bond with the very baby they wanted so desperately.


Some mothers describe feeling numb, like they're watching their own life through thick glass. Others are consumed by guilt and shame, convinced they're failing at the one thing they're supposed to do naturally. Many struggle with intrusive thoughts about harming themselves—or their baby.


These aren't character flaws or signs of weakness. This is a medical condition, as real as diabetes or heart disease.


What's Happening in the Brain


Scientists have literally looked inside the brains of mothers with postpartum depression using functional magnetic resonance imaging, or fMRI. What they found was striking.


Mothers with postpartum depression show decreased activity in the left frontal lobe of their brains and increased activity in the right. This matters because the left frontal lobe is associated with positive emotions and approach behaviors, while the right is linked to negative emotions and withdrawal. The depressed brain is essentially tilted toward sadness and away from engagement.


But it gets more complex. The connections between different brain regions are also disrupted. Think of your brain as a city where different neighborhoods need to communicate constantly. In postpartum depression, the roads between crucial areas—the emotional processing centers, the memory regions, the executive function areas—become congested or blocked.


One particularly telling finding: when researchers showed mothers pictures of their own babies, those with postpartum depression showed blunted responses in brain regions associated with reward and motivation. The neural circuitry that should light up with love and connection was dimmed.


The Hormone Hurricane


Pregnancy is the most dramatic hormonal experience the human body can undergo. Estrogen and progesterone—the hormones that maintain pregnancy—surge to levels that dwarf anything the body normally produces. Then, within twenty-four hours of giving birth, they plummet.


That sudden drop is like yanking the rug out from under the brain's chemistry.


Estrogen, in particular, has a complicated relationship with mood. It influences serotonin, the neurotransmitter that pharmaceutical companies have spent billions trying to manipulate with antidepressant medications. When estrogen levels crash after birth, serotonin often follows. Low serotonin is strongly associated with depression and anxiety.


But here's what makes postpartum depression so difficult to understand: most women experience this same hormonal earthquake, yet only a fraction develop depression. The hormones seem to pull the trigger, but something else loads the gun.


The Weight of Risk Factors


Researchers have identified dozens of factors that increase a woman's likelihood of developing postpartum depression. They fall roughly into two categories: biological and psychosocial.


On the biological side, a personal or family history of depression is perhaps the strongest predictor. If you've been depressed before, your brain has already demonstrated a vulnerability to this particular kind of suffering. Genetic factors seem to play a role too—postpartum depression runs in families.


Certain medical conditions increase risk as well. Women with thyroid problems, inflammatory conditions like celiac disease or irritable bowel syndrome, or diabetes face higher odds. Even smoking cigarettes appears to have an additive effect.


But the psychosocial factors may be even more important.


Stressful life events during pregnancy. A previous stillbirth or miscarriage. Relationship problems or lack of support from a partner. Low socioeconomic status. Social isolation. History of trauma, particularly childhood abuse. An unplanned or unwanted pregnancy. Even a baby with a difficult temperament or colic can tip the scales.


Notice how many of these factors have nothing to do with the mother's choices or character. They're circumstances, accidents of life, the hand she was dealt.


The Fathers No One Talks About


Here's something that rarely makes the parenting magazines: fathers get postpartum depression too.


Between eight and ten percent of new fathers experience depressive symptoms after their child is born. That's a significant number—roughly the same as the rate of depression in the general population, concentrated into one of life's supposedly happiest moments.


For men, the symptoms look similar: extreme sadness, fatigue, irritability, anxiety, even suicidal thoughts. The peak risk period is slightly later than for mothers—typically three to six months after the baby arrives.


What's fascinating is that male postpartum depression has its own hormonal signature. Men's testosterone levels actually drop during their partner's pregnancy and after the baby is born—nature's way of shifting them from competitors into caregivers. Low testosterone, low prolactin, low estrogen, and low vasopressin have all been associated with difficulties in father-infant bonding.


Perhaps the strongest predictor of paternal postpartum depression? Whether the mother is depressed. When one parent is struggling, the other is far more likely to struggle too.


This isn't just a problem for the parents. Children of depressed fathers have a thirty-three to seventy percent higher risk of developing emotional or behavioral problems. By age three and a half, these children are already showing signs of difficulty. Depression doesn't stay contained in one person—it ripples outward through the family.


Beyond Biology


Adoptive parents get postpartum depression.


That fact alone reveals something important about this condition. You don't need to have given birth, don't need to have experienced the hormonal crash of delivery, to develop depression after welcoming a child into your home. Adoptive mothers face many of the same challenges as biological mothers: the profound stress of a major life change, sleep deprivation, the weight of sudden responsibility. They may also carry additional burdens—perhaps a history of infertility and the grief that accompanies it.


Members of the LGBTQ community appear to face elevated risks as well. Preliminary research suggests that childbearing individuals who are LGBTQ may be more susceptible to prenatal depression and anxiety than cisgender heterosexual people. And they face additional barriers to getting help—societal stigma, fear of judgment from healthcare providers, worry that a mental health diagnosis could affect their parental rights or employment.


One study found that lesbian mothers expressed apprehension about seeking mental health care because they feared it could be used against them. They worried about losing their children.


Imagine being depressed and afraid to ask for help because doing so might cost you your family.


The Stakes Are High


Untreated postpartum depression doesn't just harm the mother. It cascades down to the next generation.


Infants of depressed mothers cry more. They sleep worse—which, in a cruel feedback loop, may worsen the mother's depression. They have more temperamental difficulties. The maternal behaviors that PPD produces—withdrawal, disengagement, sometimes hostility—are precisely the opposite of what infants need to thrive.


Depressed mothers breastfeed at lower rates and for shorter durations. Given the documented benefits of breastfeeding for infant health and bonding, this creates additional ripple effects.


But the long-term consequences are even more sobering. Children of mothers with untreated postpartum depression show differences in cognitive functioning, in their ability to regulate their emotions, in their capacity to control their impulses. By adolescence, some show violent behaviors or psychiatric conditions.


There's a darkest possible outcome too. Postpartum psychosis—a more severe condition affecting one to two women per thousand after childbirth—is one of the leading causes of infanticide. About eight per hundred thousand births in the United States end with a child under one year old being killed. That's a small number in percentage terms, but each case is a preventable tragedy.


What Actually Helps


The good news is that postpartum depression is treatable. Several approaches have strong evidence behind them.


Psychotherapy works. Interpersonal psychotherapy, or IPT, focuses on relationships and role transitions—exactly the challenges a new parent faces. Cognitive behavioral therapy, or CBT, helps people identify and change negative thought patterns. Psychodynamic therapy explores how past experiences shape current feelings. All three have demonstrated effectiveness for postpartum depression.


Medications can help too, particularly selective serotonin reuptake inhibitors, the class of antidepressants that includes drugs like Prozac, Zoloft, and Lexapro. The evidence here is described as "tentative" by researchers, but many women find significant relief with these medications.


But here's what might be most important: prevention through social support.


For women at risk, having community around them—people who provide food, help with household chores, care for the mother, and simply offer companionship—appears to be protective. This isn't complicated medical intervention. It's what humans have done for new mothers throughout history: surrounding them with support so they're not facing the enormous transition of parenthood alone.


In many modern societies, we've abandoned this ancient wisdom. New mothers are sent home from the hospital within days. Partners return to work within weeks. Extended family may live thousands of miles away. The mother is left alone with an infant who needs constant care, and we're somehow surprised when she struggles.


Recognizing the Signs


Diagnosis is based on symptoms persisting for at least two weeks. The key markers include:



	Persistent sadness, anxiety, or emotional emptiness

	Severe mood swings

	Irritability, frustration, or anger that feels disproportionate

	Feelings of hopelessness, guilt, or worthlessness

	Difficulty bonding with the baby

	Withdrawal from family and friends

	Loss of interest in activities that used to bring pleasure

	Changes in appetite or sleep patterns

	Exhaustion that doesn't improve with rest

	Thoughts of harming oneself or the baby




The timeline is important. Symptoms can appear any time in the first year after birth, though most cases begin within two weeks to a month of delivery. Interestingly, research at an inner-city mental health clinic found that half of postpartum depressive episodes actually began before delivery—during the pregnancy itself.


This is why some clinicians now prefer the term "perinatal depression." It captures the reality that this condition can emerge during pregnancy or after, and that the transition to parenthood is a vulnerable window throughout.


Looking Forward


Postpartum depression sits at the intersection of biology, psychology, and society. The hormone surges of pregnancy, the sleep deprivation of early parenthood, the isolation of modern life, the stress of financial insecurity, the weight of past trauma—all of these threads weave together to create vulnerability or resilience.


We can't change the biology. The hormonal shifts of pregnancy and childbirth are written into our species' design. But we can change almost everything else. We can screen for depression during pregnancy and after. We can ensure new mothers have access to mental health care without stigma. We can build communities that support new families rather than leaving them to struggle alone. We can include fathers in the conversation about perinatal mental health. We can recognize that adoptive parents and LGBTQ families face their own challenges and deserve tailored support.


One in ten women will experience postpartum depression. That's millions of mothers every year, worldwide, suffering through what should be a time of joy. Many of them suffer in silence, ashamed to admit they're not living up to some idealized image of glowing motherhood.


That silence serves no one. The more we talk about postpartum depression—what it is, what causes it, how common it is, how treatable it is—the more mothers will feel able to ask for help.


And help, it turns out, is what makes all the difference.
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{"https://en.wikipedia.org/wiki/Parental_leave": "The United States stands alone among wealthy nations. It is the only country in the developed world that does not mandate paid leave for new parents—at least not universally. While most nations guarantee some form of compensation during parental leave, American workers remain largely dependent on employer-provided benefits or personal savings. This isn't a policy gap—it's a policy chasm—and it shapes how families navigate one of life's most transformative transitions.

Parental leave, sometimes called family leave, represents one of the most intimate workplace benefits imaginable: time away from work to care for a newborn, adopted child, or dependent family member. The term itself carries weight beyond its bureaucratic definition. In some contexts, parental leave exists as distinct from maternity and paternity leave—each serving different purposes but often overlapping in practice. Maternity leave traditionally addresses the physical recovery needs of birthing mothers; paternity leave covers time for fathers supporting new arrivals; adoption leave handles the unique needs of families building their families through non-biological means.

The legal landscape varies dramatically across borders. In 2014, the International Labour Organization reviewed parental policies across 185 countries and territories—a sweeping audit that found nearly universal coverage. Only Papua New Guinea stood outside the global consensus, lacking any mandated parental leave. The remaining nations demonstrated some form of entitlement, though the depth and generosity of these programs ranged widely.

A subsequent study examining 186 nations revealed striking asymmetries in how different parents are treated. Among countries offering compensation during leave, 96% provided payments to mothers—but only 44% extended equivalent benefits to fathers. This disparity reveals a fundamental reality: while nearly every nation in the global system offers some form of parental support, the playing field remains profoundly unequal.

The Marshall Islands, Micronesia, Nauru, Palau, Papua New Guinea, Tonga, and the United States represent the only seven UN members without legal requirements for employer-provided paid time off—a list dominated by small island nations but also including the world's largest economy. These absences aren't merely bureaucratic details; they carry real consequences for workers navigating new parenthood without institutional safety nets.

Private employers occasionally provide parental leave benefits beyond what governments mandate—or require. Some corporations offer generous packages as part of competitive recruitment strategies, while others remain minimally compliant. The variation means a family's experience depends heavily on where they work.

Research has repeatedly demonstrated that paid parental leave correlates with better health outcomes for children and mothers alike. But the mechanisms driving uptake reveal as much about social dynamics as individual choice. Studies found that peer behavior significantly influences how long parents actually take leave. When mothers observe coworkers extending their maternity leave, their own likelihood of taking longer leave increases proportionally—a phenomenon researchers documented at roughly thirty percent higher probability when peers' leaves extended beyond ten months.

The same dynamic appears across fathers. Norwegian research discovered that expectant fathers were 11% more likely to take paternity leave if their coworkers used this benefit. Brothers mattered too—fathers whose brothers participated in the program showed 15% increased uptake. The workplace effect compounds: each additional coworker using benefits triggers further adoption among remaining colleagues—a snowball effect reshaping institutional cultures.

Two competing explanations capture why peers matter so powerfully. First, mothers and fathers may simply learn about programs they hadn't previously understood through observing colleagues—the awareness hypothesis. Second, coworkers' extended leaves shift what seems normal within workplaces—social norms transform, and behaviors follow suit. This phenomenon becomes termed \"herd behaviour\" in research literature: traditional habits morph as employees observe alternatives.

Demographic factors substantially predict who takes parental leave—and for how long. Education powerfully correlated with uptake duration among fathers. Those with secondary education demonstrated 28% higher likelihood of taking extended leave compared to fathers without such schooling. Tertiary education amplified this effect—fathers with college degrees were 67% more likely to take leaves exceeding two months relative to those with only secondary training.

Income levels similarly shaped behavior patterns. Low-income fathers remain less likely to use parental leave—and when they do, the duration is shorter compared to higher-earning parents. Financial constraints appear limiting; fathers earning below certain thresholds simply cannot afford time away from work—even when legal entitlements exist. In heterosexual relationships where mothers earn lower wages, fathers take even less leave—research suggests these men prefer seeing their partners take extended time or feeling pressure to financially provide for households.

Migration status further differentiates uptake patterns. Swedish research found that foreign-born fathers participate at lower rates than Swedish-born counterparts. Scholars theorize this reflects greater labour market instability among first-generation immigrants—less access to information about available programs and fewer social networks explaining benefits. This knowledge gap directly reduces program adoption.

Gender dynamics at home matter as much as workplace policies. Households with strong associations between father involvement and egalitarian values produce fathers who take longer leave durations. Workplace environments promoting paternal participation similarly encourage extended use—but cultures viewing leave as feminine or indicators of poor work habits suppress uptake among those same dads.

In Australia, commentator Georgie Dent argued that father participation could enable women's workforce participation—generating improved economic outcomes for families and nations. The implication: parental leave isn't merely a benefit—it represents an engine driving broader social equality.

Eligibility requirements themselves create barriers for expectant parents—particularly mothers. Across European countries where programs exist, the rules often impose restrictive conditions. Research by Marynynissen, Wood and Neels discovered that 27% of Belgian mothers aren't eligible for available parental leave due to employment-based criteria—employed women receive maternity protections while unemployed ones only access certain provisions. This structural gap creates barriers preventing currently out-of-work mothers from seeking time off to job-search and care for children.

Self-employed individuals face similar obstacles across multiple nations. In Belgium, self-employed mothers receive shorter, lower-paid maternity leave compared to employed counterparts—and parental leave remains entirely unavailable. Minimum employment hours requirements further limit access—workers must meet certain thresholds before qualifying for workplace-protected leave.

These eligibility limitations concentrate among younger parents, single households, those with less education, and migrant backgrounds. The intersection of demographics creates compounded disadvantages—but also reveals whose voices remain absent from policy conversations.

Three major funding models exist globally: government-mandated social insurance systems where employees, employers, or taxpayers contribute to public funds; employer liability requiring businesses to pay during leave; and mixed policies combining both social security and employer responsibility. Each approach distributes costs differently—and determines whose leave actually gets compensated by institutional resources rather than personal savings.

Parental leave remains fundamentally incomplete across the world—not merely as legal provisions but in how parents experience them. The global consensus mandating some form of coverage masks persistent gaps: inadequate compensation for fathers, eligibility restrictions excluding vulnerable populations, and workplace cultures undermining uptake. Understanding what works requires examining not just laws but lived realities—and recognizing that policy alone doesn't determine outcomes."}
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There’s a scene in the film Contact where, after traveling to the star Vega, Dr. Ellie Arroway is met by an intelligent being that greets her in the physical form of her father, chosen deliberately by the alien contact to comfort her after her bewildering journey from Earth. “You feel so lost,” the being says of humans, “so cut off, so alone. Only you’re not.” For billions of years, he explains, countless civilizations have traveled the same network of wormholes that lead Ellie to their encounter. It’s a feel-good scene, especially when he tells her that, “in all our searching, the only thing we’ve found that makes the emptiness [of space] bearable is each other.” This sentiment recalls the Restoration’s unique take on heaven as an elevated mode of relationality (see D&C 130:2).
I was reminded of both this film and the concept of celestial sociality after my wife caught up recently on a video call with some old friends from our time in Georgia. Most of us who ended up in the Atlanta area were not originally from the South, and none of us knew any of the others before moving there. For a few formative years, though, we walked side-by-side, sharing in the joys and struggles common to young families getting an education: dinners and game nights, the birth of new babies, and service in the kingdom when time was scarce. For most of us, we were each other’s family away from family. Until one day when we weren’t.
As was bound to happen, our futures followed divergent paths and life scattered us across the country. Some ended up in Washington state, others in Utah and New Jersey. My wife and I landed in Illinois. Where once we rubbed shoulders in the intimacy of daily living, now we only share occasional conversations, and we sometimes feel as distant from each other as the stars. Computer screens bridge some of the separation, but they cannot bridge long periods of mutual absence. And so we go on living our separate lives—the friendships that once burned bright at the center of our hearts now reduced to occasional flickers.
Is it by divine design that we must drift apart from those we love and who love us? If distance, disruption, and dislocation are inevitable experiences of life, where is the hand of God in guiding our paths to love, connection, and belonging? Such are the melancholy questions that disquiet my mind when my wife says goodbye to her cherished friends from Georgia, and I ask her how things went, and she answers with a subdued smile that tells me that to love others is to yearn against the entropy of creation.
I’m convinced the Restoration can respond to these questions in beautiful, if still incomplete, ways. I’m almost equally convinced that the pursuit of a response must invariably lead us down a path where God will “take hold of [us] and wrench [our] very heart strings.”1 Ultimately, however, whatever grief may accompany our experiences, I trust that it will be finally and fully “swallowed up in the joy of Christ” (Alma 31:38).
Text within this block will maintain its original spacing when publishedIf you could hie to Kolob 
In the twinkling of an eye . . .

In the Pearl of Great Price, the Lord shows Enoch a vision of “all the doings of the children of men” (Moses 7: 41). The vision is well known for its image of a God who weeps, the Restoration’s response to the question of divine passibility. There is something spiritually sobering about the fact that God’s divine nature does not spare him suffering, that part of what makes him divine is his capacity for suffering. And God’s emotional experience seems contagious to those who draw near him. In Enoch’s vision, there’s a lot of “sorrow, grief, [and] anguish” to go around.2 Indeed, multiple Restoration scriptures depict the cosmos as necessarily suffused with suffering (for example, see 2 Nephi 2:11). Why is this?
One reason may be that suffering eschews the superficial. Consider that God’s weeping over his children’s (mis)use of their agency causes Enoch to weep and stretch forth his arms. We also witness that Enoch’s “heart swelled wide as eternity; and his bowels yearned; and all eternity shook” (Moses 7: 41). These are powerful, poetic metaphors for spiritual growing pains. Enoch learns in an embodied way that increased light and knowledge come at the cost of suffering (see Ecclesiastes 1:18).
Suffering in this sense has nothing to do with pain for pain’s sake. It is rather more akin to compassion (from the Latin compati, to bear or suffer with). Suffering as I mean it here would combine both (1) Lehi’s reaction to his vision—he “cast himself upon his bed” because he was so “overcome with the Spirit and the things which he had seen” (1 Nephi 1:7), and (2) the pillars of Alma’s covenant community, including a willingness to help others bear their burdens (see Mosiah 18). This is the kind of suffering the Savior referred to when he declared that “all these things shall give [us] experience, and shall be for [our] good” (D&C 122:7), and when he gave the injunction to “succor the weak, lift up the hands which hang down, and strengthen the feeble knees” (D&C 81:5).
Text within this block will maintain its original spacing when publishedAnd then continue onward 
With that same speed to fly . . .


When my wife and I debrief after her Zoom call with her friends, we wrestle with the difficult emotions that well up inside. Her friends are fine, she tells me, they’re getting together soon and they’d love it if she could join them. There’s a wistfulness in her voice and we both know why—decisions made long ago mean that “discretionary” travel is a luxury in our lives. We’ve made peace with our chosen path; we don’t mean to be ungrateful for the many and rich blessings that have been ours. Still, each new “No, thank you, not this time” that my wife proffers comes with a sense of loneliness that has become familiar. The fact that she has grown accustomed to being the odd one out doesn’t make the pain of her self-exclusion any less poignant. Sometimes even the wisest choices hurt—moral agency and suffering seem to be a package deal.
My wife knows her friends understand her absence, and that they love and miss her. For my part, I wonder aloud if we aren’t becoming alien to those we once called family, victims of the continual change and loss that is part of life. In moments such as this of longing for reconnection with others, my wife and I hold each other close, our resilience laced with a feeling of resignation at the “impermanence of many of the things that make life enjoyable.”
Text within this block will maintain its original spacing when publishedDo you think that you could ever 
. . . Find out the generation . . . ?

My wife’s conversation with her friends came on the heels of the solar eclipse. Although I’m not one for astronomical contemplation, I found myself wondering whether human bodies, like their heavenly counterparts, follow a pattern of movement that “witness[es] . . . [of] a Supreme Creator” (Alma 30:44). Whether there isn’t something sacred in the contrasting warmth of proximity and cold of separation in the relationships we form. One evening while I compared pictures of the eclipse on friends’ social media feeds with images of other celestial phenomena captured by the most powerful telescopes, my wife, unprompted, sat down next to me and pulled up her favorite paintings by Korean artist Yongsung Kim. I was drawn to the painting Calm and Stars, which depicts the Savior, arms outstretched, staring up at the night sky. In the painting, the Lord’s cruciform body strikes a familiar pose—he stands in a boat on the water, alluding to Matthew 8:27. However, in Kim’s rendering, Christ is joined by a single oarsman, not a boatload of bewildered apostles. Has he just calmed another storm-tossed sea, as the title of the painting suggests? Or has he stolen out on a quiet night with a sea already at peace to look up and marvel at creation?
Text within this block will maintain its original spacing when publishedThe works of God continue, 
And worlds and lives abound . . .


As I mulled over Kim’s painting, my mind drifted to the story of Moses and I opened my scriptures. Like Enoch, Moses spoke with God and saw splendid things he “never had supposed” (Moses 1:10). He falls to the earth, sapped of his natural strength for multiple hours. It was the vision of a single, solitary world—Moses’s own—that rendered Moses so spent (Moses 1:33). Joseph Smith once mused that five minutes of gazing into heaven would teach us more about creation than we could ever learn “by reading all that ever was written on the subject.”
Sitting in the silence of my thoughts, my eyes began to settle on subtleties of the text. I noticed there’s not much of an introduction; an unknown narrator simply states, “[t]he words of God . . . unto Moses” (Moses 1:1). I repeated the phrase, so unremarkable at first glance: the words of God . . . the words of God . . . the words of God. My curiosity was piqued. Words? Did God speak them? What language can possibly contain divine transcendence?
I rehearsed in my mind the words from verse three: “I am the Lord God Almighty, and Endless is my name.” And then again and again: I am the Lord God Almighty, and Endless is my name; I am the Lord God Almighty, and Endless is my name. I started to hear the cadence. I opened a document and rearranged the words, and the insight came: God is speaking to Moses in meter. Or at least that’s how Joseph chose to capture the exchange.
Text within this block will maintain its original spacing when published“I am the Lord God Almighty
and Endless is my name;
For I am without beginning
of days or end of years;
and is not this endless?”

I counted the syllables: eight, six, eight, six, six. Yes, it’s there; I can feel it. Suddenly skeptical that I am overzealous to see in the scriptures what isn’t really there, I tried some different arrangements and got different results. Nothing compelled me to read the words this way. Yet nothing prevented me from doing so either. I took comfort in the fact that “the attempt to make the implicit explicit radically alters its nature.” The tears welling up in my eyes were confirmation enough for me—I saw God communing with us in the structured rhythm of poetry. And I began to weep.
Text within this block will maintain its original spacing when publishedThere is no end to glory . . .

Iain McGilchrist has suggested that “poetry constitutes a ‘speaking silence.’” Silence because some truths simply cannot be rendered explicit by language; it is in their nature to remain implicit. Speaking because it is nevertheless the gift and burden of poetry to bear witness of those truths that lie beyond the referentiality of language. God’s words to Moses strike me as spoken silence. They have a musical quality found not in the notes or the gaps between the notes, but in the interplay between them. If either is missing, the music is lost. It takes Moses one verse to discern every particle of the earth, another to behold its inhabitants, and a third to see many other earths. Three verses, three notes. That leaves a lot of gaps. And yet, God is in each and every one of these vast dimensions of existence; that’s what Moses manages to discern “by the Spirit of God” (Moses 1:27).
My mind returns to Kim’s Calm and Stars, and its possible connections with Moses’s cosmic vision come into focus. Christ’s gesture no longer seems so cryptic. For me, his outstretched hands are like those of a conductor, the conductor of the musica universalis of creation. Notes and gaps, bodies and space, presence and absence, proximity and separation—all have a part to play in the grand orchestral score.
Text within this block will maintain its original spacing when publishedThere is no end to love . . .

A few weeks after my wife’s call with her friends, I posted a thoughtful article on social media. A friend of twenty years was touched and suggested that a group of us should meet up virtually once a month to discuss similar reads. The group of friends goes all the way back to our BYU days when we were young naifs, short on lived experience but long on our newfound love of Spanish literature. Although we have kept in contact occasionally, at times our shared past seems like a distant memory, the separation of two decades an unacknowledged and unmourned death.
When we meet up for our first gathering a month later, there is no pretense, only a desire to reconnect. As we visit, mental images of the art of Yongsung Kim, the visions of Enoch and Moses, and the conversation with my wife come together in a single, glorious insight. The intermittent points of contact that punctuate the silent periods of life; the bodies that orbit, now near, now far; the friendships that burn, sometimes like a fire, others like an ember—these are the notes and gaps of the music of relationship, the music of mortality, the soundtrack of lives lived in pursuit of that society we call Zion. It is a music that at times will wrench our heart strings, but it is that wrenching that will make us finally “fit for an inheritance.”3 In the end, the Lord will call us Zion because we choose to dwell in righteousness and because we have offered up our broken, wrenched hearts.
Text within this block will maintain its original spacing when publishedThere is no death above . . .


Contact ends with Ellie sitting alone on a precipice looking out over Canyon de Chelly, near Chinle, Arizona. As she contemplates the vast beauty of the Diné land, she gathers up a handful of dirt, flecks of which sparkle in the evening sun as the scene fades to a night sky filled with stars. The image is reminiscent of the opening lines from Blake’s “Auguries of Innocence”:
Text within this block will maintain its original spacing when publishedTo see a World in a Grain of Sand 
And a Heaven in a Wild Flower
Hold Infinity in the palm of your hand
And Eternity in an hour

My family’s cherished friendships have been like sparkling fragments of a heavenly Zion. Though my heart is sometimes broken by displacements, my desire for belonging and connection only deepens. Is our search for relationships in which we feel loved and at home not what motivates us to seek to know and love God?
As Ellie’s final scene fades and the movie draws to a close, the soft piano of Alan Silvestri’s composition “No Words” plays. Sometimes, there are no words, only wisdom, and it remains with God (see Moses 1:31). I don’t know when God will answer the questions that trouble me about lost relationships. I only know that in pondering them, I am drawn to him. Faith leads me to hope that in the eternities, that which is lost shall be recovered, and the love that we have for our friends, redeemed.
Text within this block will maintain its original spacing when publishedThere is no death above.

Wayfare published this essay in Issue 5. 
Ryan A. Davis is a hispanist at Illinois State University. He is interested in the life of the mind and matters of the soul.
Art by Brent Croxton. 
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1Joseph Smith, as quoted by John Taylor, JD 24:197. 


2The terms are taken from the definition of “weep” in Webster’s 1828 American Dictionary of the English Language. See https://webstersdictionary1828.com/Dictionary/weep. 


3Joseph Smith, as quoted by John Taylor, JD 24:197. 
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    Based on Wikipedia: Contact (1997 American film)

In 1979, a renowned astronomer named Carl Sagan sat down to write a story that would never leave Earth. His wife, Ann Druyan, sat beside him. Together they crafted something extraordinary: a tale about what might happen when humanity's first message from another world arrives—and what follows when the world must decide whether to answer.

The novel was published in 1985. The film adaptation took eighteen years to reach audiences. But when Contact finally premiered in July 1997, it arrived bearing decades of intellectual weight.

A Signal From the Stars

The film opens with Dr. Eleanor "Ellie" Arroway—played with quiet intensity by Jodie Foster—working at the Arecibo Observatory in Puerto Rico. She spends her nights listening to the cosmos, scanning radio frequencies for any sign of intelligent life. Her father inspired her love of science; he died when she was young. The universe, it seems, rewarded her dedication.

A signal arrives. Not random noise. A sequence of prime numbers—mathematics that could only originate from an intelligent mind. Then comes something extraordinary: hidden within the transmission is footage of Adolf Hitler's opening address at the 1936 Berlin Olympics. That broadcast was humanity's first radio message to reach Vega, a distant star.

The decoded data contains schematics for a machine—one that can transport a single traveler through what filmmakers describe as wormholes. The world's governments fund its construction at Kennedy Space Center in Florida. A selection process begins.

Ellie is the leading candidate until Palmer Joss—a Christian philosopher and former love interest—highlights her atheism. She is passed over. David Drumlin, the President's science advisor, travels first.

A religious terrorist destroys the machine with a suicide bomb. Drumlin dies.

What follows defies explanation.

The Man Behind the Magic

Robert Zemeckis directed Contact with meticulous care. Filming stretched from September 1996 to February 1997—tight schedules, massive productions, and expectations that the film would be great. Visual effects houses Sony Pictures Imageworks, Weta, Ltd., and Industrial Light & Magic handled the impossible imagery: wormholes, alien landscapes, and whatever lies beyond Vega.

The cast assembled with precision. Matthew McConaughey played Palmer Joss—the religious philosopher who challenges Ellie's faith. James Woods portrayed Michael Kitz of the National Security Council. John Hurt became S.R. Hadden, the secretive billionaire industrialist whose company funds everything. Angela Bassett was Rachel Constantine, a White House official.

Rob Lowe played Richard Rank. Jake Busey appeared as Joseph. The film featured cameos from Jay Leno and Larry King playing themselves—anchoring the story in media reality.

Sagan never saw the completed film. He died in December 1996, before Contact reached audiences. His widow Ann Druyan continued guiding the project—he had helped craft the original treatment in 1979, working alongside producer Peter Guber and Lynda Obst to develop it at Warner Bros.

What Actually Happened

In the film's final act, Ellie enters the machine alone. Her recording devices capture what comes next: wormholes, a radio array structure near Vega, signs of alien civilization, an event that leaves her ecstatic.

She awakens on a beach—like a childhood drawing of Pensacola, Florida. An alien approaches, taking the shape of her deceased father.

The creature explains: humanity's radio emissions were detected. Humanity was judged worthy of contact.

Then reality crashes back. The machine achieves nothing. Ellie's devices show only static. A Congressional committee speculates everything was a hoax.

She insists she traveled for eighteen hours.

"My testimony cannot be proven scientifically," she tells the committee. "But it has affected my humanity."

The film ends with ongoing support for her SETI program—and a final reconciliation between Ellie and Joss, who says he believes her.

The Making of Contact

Sagan began developing Contact in 1979 when his friend Lynda Obst pitched the idea to Peter Guber. By November 1980, Sagan and Druyan finished their treatment—aiming to capture "the true grandeur of the universe" in fictional form.

The science and religion metaphors were deliberate: a meditation on humanity's search for truth through both reason and faith.

Wormhole physics came from Kip Thorne's studies—a real physicist advising the film.

Ellie's name was chosen carefully. "Eleanor" came from Eleanor Roosevelt, whom Sagan and Druyan adored. "Arroway" referenced Voltaire's real name—and the fact that Ellie "was going to travel like an arrow through the cosmos."

Jill Tarter, head of Project Phoenix at the SETI Institute, served as story consultant. She advised on portraying career struggles for women scientists from the 1950s through the 1970s.

The writers debated endlessly whether Ellie should have a baby by the film's end—adding depth to her character. Guber suggested she carry an estranged teenage son—he believed the film "had to be about" that disconnect between Ellie's cosmic obsession and her inability to connect personally. Sagan and Druyan disagreed; they never incorporated the idea.

When development stalled at Warner Bros., Sagan published his novel in 1985. The film re-entered development in 1989—director candidates Roland Joffé and George Miller both attempted helming, but Joffé dropped out in 1993 and Warner Bros fired Miller in 1995. Zemeckis took over.

Legacy

Contact premiered on July 11, 1997. It received positive reviews and won the Hugo Award for Best Dramatic Presentation. Two Saturn Awards followed. Worldwide gross: $171 million.

The film endures because it asks a question no one can answer: if we made contact with alien intelligence—and discovered it in our own image—what would we do? What would we believe?

Sagan and Druyan wrote something that attempted to convey the true grandeur of the universe. They may have succeeded.
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    Based on Wikipedia: Wormhole physics

In 1916, a young Austrian physicist named Viktor Morsek sent a simple mathematical query to the journals of his era. The equation described what would become one of the most counterintuitive predictions in all of modern physics: a tunnel through space and time connecting two distant points in the universe. Morsek couldn't have known that his elegant notation would eventually inspire some of science fiction's most iconic imagery—the spinning iris gates of the Stargate, the crystalline network of FTL travel in Babylon 5, or the impossible shortcuts between star systems that every sci-fi writer since has tried to capture.

The object Morsek inadvertently discovered was what contemporary physicists now call a wormhole. In the century since that accidental finding, wormholes have straddled the boundary between physical theory and science fiction fantasy—existing simultaneously as serious predictions of general relativity and as narrative devices for traversing impossible distances. This essay explores both realities: the genuine physics that makes wormholes possible in principle, and the fictional treatments that have made them staples of interstellar storytelling.

The Physics Beneath the Term

To understand wormhole physics begins with Albert Einstein's general theory of relativity, published in 1915. Before that revolutionary work, physicists believed gravity was a force pulling objects toward one another. But Einstein's equations reconceived gravity as the curvature of spacetime itself—the fabric of the universe bending around massive objects like a bowling ball sinking into a trampoline. This insight created the mathematical framework within which wormholes could even be discussed.

In 1916, Hermann Minkowski and later, in 1918, K. von默认为 expanded on Einstein's work to show that if spacetime curved severely enough—perhaps around an object with the mass of an entire star—a tunnel could form through what researchers called "bridge" structures. These solutions to Einstein's field equations represented pathways connecting two regions of spacetime. The math didn't require matter to traverse them; the tunnels existed as geometric properties of spacetime itself.

By 1957, physicist John Wheeler and later research from the University in 1998 would formalize this into what we now call the Einstein-Rosen Bridge—the technical name for a wormhole in physics. The name proved prophetic: bridges they indeed were, connecting points across the universe through tunnels that existed outside normal space.

The fundamental property of these solutions was dramatic time dilation. If you traveled through a wormhole, your clock would tick differently than an observer watching from outside—but only if both endpoints moved relative to each other or sat at different gravitational potentials. This led to what theorists call the twin paradox in relativity: one traveler ages more slowly than another depending on their respective velocities and gravitational environments.

The Science Fiction Transformation

Fiction writers took these concepts and ran with them—sometimes respecting the physics, often not. Early treatments appeared in print from authorities like H.G. Wells—who wrote of "time machines" traversing between points—but didn't understand the mathematical basis that would later emerge.

More sophisticated portrayals emerged by the 1970s. Writers at publications like Astounding Science Fiction and Analog began exploring what wormholes meant for interstellar travel if they could be stabilized somehow—perhaps with exotic matter or negative energy states to prevent the tunnels from collapsing instantly on any traveler attempting passage.

The breakthrough came in 1994, when Stargate SG-1 launched as a television series based on a device that could create stable wormholes at locations across the galaxy. The show ran for ten seasons and became one of science fiction's most enduring treatments of these structures—establishing what fans called "wormhole physics" within its fictional universe.

The show established explicit rules: the devices required significant energy to function; they couldn't be used as weapons; they operated only between fixed points in space-time. These constraints made wormholes manageable for dramatic purposes while maintaining internal consistency that audiences could follow across multiple storylines.

How Fiction Uses Real Physics

Stargate's treatment of wormholes exemplifies how science fiction transforms theoretical physics into narrative tools. The show's central premise—that a circular portal creates an interstellar gateway—borrowed heavily from Einstein-Rosen Bridge mathematics but reimagined it for dramatic storytelling.

The devices in the show functioned as standing wave resonators that connected two points: one at the origin, another at a distant location across the galaxy. They required precisely calculated energy inputs and operated according to established rules about what could pass through them. This fictional physics allowed writers to explore themes of distance, communication, and travel in ways that actual technology couldn't achieve.

The series famously featured characters traveling through these wormholes to reach distant stars; sometimes they encountered beings who used the same principle for their own civilizations—creating a universe where multiple cultures manipulated spacetime as a fundamental property rather than an engineering challenge. The show's narrative structure required this approach: you could reach any point across interstellar space because writers needed access to different planets for storytelling.

Why It Matters

Understanding wormhole physics serves both scientific literacy and narrative appreciation. For physicists, these tunnels represent genuine predictions that might eventually be tested through observations of extreme gravity environments—perhaps in the behaviors of collapsed stars or the early universe's conditions. Researchers at institutions like Caltech and MIT continue exploring whether wormholes could actually exist rather than merely being mathematical solutions.

For storytellers, wormholes serve as bridges between worlds, creating possibilities for contact across impossible distances—of first encounters with alien life, of civilizations meeting each other across space, of human beings reaching far beyond their home world. The fictional treatment in Stargate made this accessible to millions; the reality for physicists remains a century-old question that continues inspiring research.

The interplay between what's theoretically possible and what narrative demands can be seen throughout science fiction: writers use wormholes as shortcuts between stars because actual physics offers no known method for propelling massive objects across interstellar distances. The fictional devices sidestep constraints by invoking exotic matter, unknown energy sources, or technologies beyond our current understanding.

Wormhole Physics in the 21st Century

By the new millennium, multiple science fiction properties employed wormholes as core concepts. Stargate continued until its 2011 series finale; other shows like The Expanse used them for transiting between planetary systems; games from The Division to Portal offered players interactive wormhole mechanics that played with the same mathematics.

The pattern became clear: creative works had taken a mathematical prediction and transformed it into something visually coherent. They visualized what passing through such tunnels would actually look like—the disorienting but scientifically accurate properties of traveling through compressed spacetime, emerging somewhere else in the universe after mere moments when the journey across billions of light-years might have required lifetimes.

Physicists and mathematicians continued working on wormhole solutions throughout this period. By 2019, researchers at Johns Hopkins University published a paper exploring whether certain wormhole geometries could allow for stable passage—resolving earlier problems that seemed to make them impassable. The study confirmed what fiction had long imagined: perhaps not only tunnels through space but also windows into other times.

Conclusion

The term "wormhole physics" now encompasses both the rigorous mathematical descriptions of spacetime tunnels as predicted by general relativity and the imaginative treatments found in science fiction's grandest narratives. It functions as a bridge between serious scientific speculation and compelling storytelling—an area where mathematics meets mythology, where equations become doorways to other worlds.

What started as an accidental solution in Viktor Morsek's 1916 paper has evolved into one of physics' most enduring concepts: tunnels through space that could potentially connect distant stars or even different moments in time. The same concept inspired writers to imagine what humanity might do if it could manipulate these passages—traveling across the galaxy to meet alien civilizations, discovering new worlds, changing history.

For readers encountering these stories—whether through Stargate's ten-year run, Asimov's foundational novels, or newer works—they engage with physics that is simultaneously real and imagined. The wormhole has become a symbol: proof that mathematics can create doorways where none seemed possible; evidence that imagination still shapes how we understand the universe's strangest properties.

The physics remains uncertain; the fiction continues exploring these uncertainties.
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In July of 1850, two astronomers at Harvard College Observatory pointed their telescope toward a blue-white point in the night sky and captured something no human had ever recorded: an image of another star. That star was Vega, and it marked the beginning of stellar photography as we know it today.

The photograph they made that July evening—a simple daguerreotype exposure—would become the foundational reference point for how we measure the brightness of every star in the universe. For decades, astronomers calibrate their instruments by pointing them at Vega. The star's light defined what zero magnitude means. When you look up at the night sky and see a star, what you're truly seeing is the legacy of this one brilliant beacon—one that has been observed, studied, and revered for millennia.

The Star on Everyone's Mind

Vega occupies a singular position in cosmic neighborhood. It is the brightest star in the constellation Lyra—the lyre that Orpheus played—and the second-brightest star in the entire northern celestial hemisphere, after Arcturus. In the rankings of visible stars, it ranks fifth overall in the night sky. Only Sirius, Canopus, Arcturus, and Capella outrank it.

The name itself comes from Arabic—the original phrase was "al-nasr al-waqi','" meaning "the falling eagle," which described the star's position in the sky like an eagle descending. The modern name entered English through a loose transliteration: Vega. In 2016, the International Astronomical Union formally recognized this as the official name, adding it to the canonical catalog of star names.

But what truly sets Vega apart is its proximity. At only 25 light-years from Earth—relatively nearby in cosmic terms—it is one of the most luminous stars in our Sun's neighborhood. The Sun burns around it; indeed, the Sun's brightness defines magnitude zero on the scale astronomers use. But Vega? Vega is intrinsically brighter.

A Pole Star Past and Future

The Earth rotates tilted on its axis, and that tilt creates a celestial sphere with points where stars appear to move in circles around us. Right now, if you point a camera northward on a summer night, you'll find Polaris—the current North Star. But twelve thousand years ago, the precession of Earth's axis pointed toward Vega. The pole was aimed only five degrees away from this star.

The cycle of precession takes 25,770 years to complete. Around the year 13,724, Vega will again become a pole star—declination reaching +84° 14′, less than six degrees from true North. It is the brightest of all the successive northern pole stars humanity has known.

This isn't abstract geometry. It's the rhythm of civilizations: when ancient peoples looked up, they saw different stars marking their celestial north. The pyramids were oriented by Vega's position in the sky. The great cycles of precession mean that in 210,000 years, Vega will become the brightest star in the night sky overall—peak brightness reaching an apparent magnitude of -0.81.

The Triangle of Summer Stars

In astronomy, certain asterisms become cultural landmarks. The Summer Triangle consists of three first-magnitude stars: Vega in Lyra, Altair in Aquila, and Deneb in Cygnus. These three form a right triangle with Vega at the right angle vertex.

From mid-northern latitudes, you can watch Vega climb the sky during summer evenings. It reaches its highest point—culmination—at midnight around July 1st each year. In northern United States or Canada, it becomes a circumpolar star, never setting below the horizon. Come December and January, it swoops toward the horizon's nadir at true North.

The triangle matters because it's recognizable: few other bright stars compete with it in those summer skies. It's how humans found patterns before astronomy became technical—their constellations were written in light.

The First Photographs

John William Draper took the first celestial photograph in 1840—the Moon. But July 17, 1850 changed everything: William Bond and John Adams Whipple captured Vega's image at Harvard College Observatory, making it the first star (other than our Sun) ever photographed.

Then in August 1872, Henry Draper went further: he photographed Vega's spectrum—becoming the first person to capture a star's spectrum showing absorption lines. The lines they identified from Vega and similar stars were later recognized as Hydrogen Balmer series lines. This was revolutionary: suddenly, we could understand what stars are made of.

By 1879, William Huggins used these photographic spectra to identify elements in stellar compositions—identifying twelve strong lines common across different stars. Since 1943, Vega's spectrum has served as one of the stable anchor points by which all other stars are classified.

The parallax problem had been solved earlier: measuring a star's distance by watching it shift against background stars as Earth orbits the Sun. Friedrich Bessel published parallax results in the 1830s; Giuseppe Calandrelli attempted measurements in 1805-6 but gave gross overestimates. The astronomer Friedrich G. W. von Struve first announced a value for Vega—0.125 arcseconds—and later revised it to nearly double after skepticism from Bessel's own work.

The actual accepted value, as determined by the Hipparcos astrometry satellite, is 0.129″—very close to Struve's original estimate.

A Younger Sun

Vega isn't just bright; it's younger than our star. The Sun is about 4.6 billion years old. Vega? It's only about a tenth of that age—and correspondingly, its lifetime is also one-tenth of the Sun's.

But here's what makes it interesting: Vega has only two-tenths the mass (2.1 times as massive as our Sun) but rotates far faster. At the equator, it's spinning at 236 km/s—compared to the Sun's leisurely 2 km/s rotation. This speed deforms the star physically; centrifugal force pushes the equator outward, causing temperature variations across its photosphere that reach a maximum at the poles.

Observing from Earth means we view one of these poles directly—a perspective that reveals details hidden in stars' equators.

The Dusty Secret

In 1983, something unexpected showed up in infrared observations: Vega emits more infrared radiation than models predicted. It wasn't a malfunction; it was dust—circumstellar dust, likely from collisions between objects in an orbiting debris disk.

This is analogous to our Kuiper Belt—the icy realm beyond Neptune where dwarf planets orbit. Around Vega, similar processes happen: dust particles created by impacts and debris, forming a diffuse cloud around the star.

The James Webb Space Telescope observed this disk more recently, finding it exceptionally smooth—with no evidence of shaping by massive planets. But there is some evidence for one or possibly more Neptune-mass planets closer to the star—still within the system, still in the realm of possibility.

Stars with this infrared excess are called "Vega-like stars"—they display dust signatures from debris disks.

The Colors We Measure

One final detail matters: Vega's lower abundance of elements heavier than helium. This isn't unusual for massive young stars, but it affects everything about how we classify stellar types.

Its apparent magnitude—the brightness as seen from Earth—is measured on a logarithmic scale where smaller numbers mean brighter. Sixth magnitude represents the faintest stars visible to unaided human eyes; Sirius is -1.46. Vega sits between them. Because it's so stable, astronomers used it and several similar stars to define magnitude zero at all wavelengths.

For many years, this is what you looked at when calibrating telescopes—Vega's light as the baseline. Only recently has that standard changed: now apparent magnitude zero point is defined by numerically specified flux instead of a specific star. But Vega remains the reference point in history.

---

When you look up tonight and see a bright blue-white point near overhead in summer—know its name, know its story. It's been pole-star for civilizations, anchor point for astronomy's entire system of measurement, and the second-brightest star in the northern sky. It rotates fast; it's surrounded by dust from collisions that happened millions of years ago; it's younger than our Sun but more massive. And it was the first star ever photographed besides our own.
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    "School wars": Moral panic or self-fulfilling prophecy?

    Michael Macleod · London Centric · Mar 3, 2026 · 12 min read

  

  Thanks to everyone who has been reading London Centric’s coverage of Asif Aziz and Criterion Capital’s mass evictions. Asif Aziz has now employed lawyers Carter-Ruck to provide a response to our reporting. 
Carter-Ruck state that it is wrong to suggest that Aziz’s Criterion Capital ever considered calling off the evictions in the face of political pressure from Sadiq Khan, even though many residents were verbally told on their doorsteps that a U-turn was underway.
The lawyers also say Criterion Capital will be pushing ahead with the evictions, as they are part of a “lawful and commercially acceptable” process. They also say it is wrong to describe a private tenant being issued with a legal eviction notice as being “made homeless”.
Carter-Ruck also state that Asif Aziz has reported me to the police on unspecified grounds after I visited his office and house in a bid to get a response on behalf of his tenants as to whether they were losing their homes.
I’ll have more on that story in due course. But today we’ve got a very different story – looking at the reality behind the “school wars” meme spreading across London schools. Scroll down to read that.




I’ve been experimenting with making some of our stories into videos on Instagram. Some of them have gone unexpectedly viral and reached a global audience, resulting in the curious sight of actor Sarah Jessica Parker liking a video on Asif Aziz’s eviction of tenants at Britannia Point tower. 

If you’d like to join the Sex and the City star in learning more about whether Sadiq Khan will succeed in stopping the Section 21 notices issued to Colliers Wood tenants, do follow London Centric on Instagram. 


How the London school wars meme spread from TikTok to mass panic – without a single reported police incident
 By Jim Waterson, Sophie Wilkinson and Polly Smythe

On Friday a dozen schoolchildren were kept at home for their own safety in just one year group at a school in Merton. In Haringey, teachers increased their usual patrols outside at kicking-out time. In Forest Hill, a boys’ school cancelled its after-school clubs and warned children that if they were spotted at Lewisham Shopping Centre, they’d be expelled. Schools across the capital have been finishing early.
All of these incidents, described to London Centric in recent days, were prompted by viral online posts warning of “red vs blue school wars” that are supposedly under way across the capital.
The posts follow a simple formula: they divide local schools into two rival groups (“red vs blue”), notify people on social media that there will be a violent battle taking place at a specific time, and warn specific year groups at those schools to prepare for war against the other group of schools. Each graphic follows a simple colour-coded format, sometimes featuring gang iconography and sometimes (in the case of Croydon) rival shopping centres. Some of them specify the weapons that should be brought, usually day-to-day items such as protractors and rulers rather than knives.
In response, schools have been activating emergency protocols. Hundreds of Met police officers have been deployed to school gates. Councils are running special response teams providing daily updates. And as the posts have spread out of teenagers’ social media circles and reached their parents’ feeds, it appears hundreds of children are being kept at home as a safety measure. The trend is now spreading outside the school system, with universities such as Goldsmiths closing campus gates to protect their students against the perceived threat. Cities outside London are now seeing their own variations. 

But is there any basis for the abundance of caution – or have parents, schools, and the police overreacted to rumours spread by a handful of teenagers hiding behind anonymous TikTok accounts?
On Monday night the Metropolitan police confirmed to London Centric that there have been no reported incidents that the force has linked to the supposedly all-pervasive “school wars”. Despite this, it said it would continue to provide reassurance in the form of a “strong, visible presence around schools”, issuing dispersal orders, and asking social media sites to remove videos.
One London headteacher, who is receiving daily updates from the police and their local council on the meme, said they were unsure if it posed a real threat: “It’s not a thing – until it is a thing and one child reacts.”


One rogue child?
It’s two weeks since London Centric was one of the first outlets to report on the initial claims of a “school war”, which was supposedly going to take place in Hackney. Like many of our stories, it began when a number of readers got in touch to say their children’s schools had issued warnings about posts from a TikTok account calling itself Hackney706, declaring a battle would be taking place in east London on Mare Street, close to a popular branch of McDonald’s, on Friday 13 February.
Some news outlets took the threats at face value, stirring up fear and amplifying the original claims. London Centric instead sent a reporter to spend the day in Hackney watching what actually happened. We found a large police presence and a number of bored children standing around hoping to see something interesting. In the end, no violence was recorded and the children dispersed.

Curiously, that same weekend, two parents got in touch to claim that a child had been suspended at a Hackney school for running the original account that led to the chaos. We have not been able to verify this claim and like any attempt to trace the origins of any unsigned viral material shared over WhatsApp, Snapchat, TikTok, or other platforms, it is hard to pin down exactly who posted what first.
Either way, whoever published the first social media graphic planted a seed that has cost the authorities millions of pounds in extra policing costs and spread fear throughout London – and increasingly the nation.


A perfect meme
The imagery of that initial Hackney “school war” post and the sense of ‘othering’ rival schools into colour-coded blocks proved to be a meme format that was made for going viral. Everyone wanted to know which side of the divide they were on.
Like all successful memes, when a topic connects with an audience, other content creators and influencers pile in to surf the viral wave. Within days of the Hackney non-event other anonymous social media posters began using similarly-formatted graphics to declare more local “school wars” were on their way. 
AI image generation tools have made this much easier than in the past, removing the need for graphic design skills. While some AI tools such as ChatGPT refused to create such material, it took London Centric a few minutes using Elon Musk’s Grok AI tool to create a plausible pastiche for a school war poster in the fictional London borough of Downminster.

Influencers and media outlets who wanted to reach big audiences began recording videos on the topic, warning of impending chaos. A user under the name The Bouncer Hub uploaded a popular video calling for parents to “stop and search” their children on the way out to school. Reformed gang member Chris Preddie OBE has posted four videos on Instagram about the school wars, combining them with posts advertising his mentoring services. The Daily Star’s TikTok account attracted almost 3m views for its video on the Croydon version of the graphic, which took the claims at face value.
Viewers were encouraged to alert their friends and fellow parents out of an abundance of caution. School WhatsApp groups pinged with parents posting warnings “just in case”. No one is going to get in trouble for sharing a concern.


“Everyone at school’s really scared”
Back in 2019, parents and schools across the country went into panic over the ‘Momo Challenge’, an entirely false claim that a character on WhatsApp was messaging children and urging them to harm themselves. Schools issued warnings, parents panicked, and children’s charities urged people to stay calm.
While the Momo Challenge was easy to disprove completely, the “school wars” meme is based on a very real fear: knives in London schools are a genuine problem. One of the factors that led the Met police to deploy such a visible presence in Hackney on 13 February was a stabbing that had taken place at a school in Brent just a few days earlier, which was not linked to a “school war” poster. A 13-year-old boy has since appeared at the Old Bailey on charges of two counts of attempted murder.
Patrick Green, chief executive of The Ben Kinsella Trust, an anti-knife crime charity, told London Centric that the “school war” posts posed a threat to young people even if no battles ever actually take place. By raising the fear of an attack at school, children could be tempted to bring in knives to defend themselves, whether this week or in the future.
“The videos clearly have considerable impact in terms of raising concerns of young people about their level of safety and making them more fearful of schools in the opposite brackets,” he said, warning that the substantial quantities of knife crime content on social media increased nervousness among young people.
The London headteacher who spoke to London Centric said the suggestion in the original Hackney “school war” graphic that children should brandish rulers and compasses as weapons was “quite twee” and hinted the author was not exactly a hardened gang member. 
But they said the concern is that something could happen as a result of increased fear among young people and their parents who believed the threat was real: “A kid who thinks they’re going to be jumped with a compass could bring in a knife.”
Despite the Met saying no violent incidents have been linked to the school wars, the anxiety continues to spread. Children from different corners of the capital have told London Centric that they’d heard rumours of kids being stabbed. Parents said children in their local area were referring to themselves as being on the “red” or “blue” sides when they met up in recent weeks. 
One father in Haringey said his son’s class WhatsApp chat was full of 12-year-olds discussing their fears over the viral memes. His child intended to “run home after school this week and change out of his uniform quickly” to avoid being identified by members of the opposite colour gang.

The son told London Centric: “Everyone at school’s really scared and people have decided not to walk home alone anymore. I’m thinking about not going to a club that ends pretty late because I don’t want to be out when it’s darker.”


“My students can barely manage to equip themselves with a black biro”
What’s hard to ascertain is whether the heavy police presence and school interventions have stopped any actual violence – or just increased the tension. The authorities have to strike a difficult balance between taking the threat seriously and accidentally exacerbating it. Footage of police officers outside schools at kicking-out time has been uploaded to TikTok and Snapchat as evidence that the threat is legitimate.
While some children profess their fear and stay at home, other children are now making videos mocking the trend. TikTok is full of clips of teenagers buying water guns, wiggling rulers in a faux-threatening manner, and trying to emulate the speed of footballer Kylian Mbappé as they leave the school gates.
Other videos by teenage TikTokers raise the surprisingly prevalent concern that the “school wars” are a hoax started by the government as a way to find a “legit reason” to ban social media for under-16s.

Even some London teachers are quietly rolling their eyes.
“It made me laugh a bit that the social media posts are like ‘bring compasses, a ruler, a metal comb’,” said one. “My students can barely manage to equip themselves with a black biro. Plus, if we’re being real, everyone knows that ‘perilously sharp-edged broken protractor’ would be the true weapon of choice.”
One parent of a secondary school child in Merton said she blamed the proliferation of school WhatsApp groups for the panic: “The parents were getting scared and spreading it. The kids were laughing about it.”
The biggest impact of the “school war” in her part of south west London had been chaos at pick-up time on the scheduled day of the supposed fight, with “people parking on yellow lines and shouting at each other” as parents drove to pick-up rather than letting their children take the bus home.
She argued that the meme is just the traditional school rumour mill colliding with social media algorithms. What used to spread around the playground as gossip is now visible to millions: "Of course youth violence is a problem, but it's not a problem in Merton in that way. School fights have been going on forever. I'm 42. I remember girls attacking girls from other schools in town centres. That has always happened."


“Why is it allowed to go on a platform?”
TikTok has now banned the search term “school wars”. The social media giant may be trying to stop people posting new school wars flyers, but it cannot fully stamp out the paranoia. Posters have managed to get round the ban by using search terms like “red v blue”, “school wrs” and “school warrs”. 
One London Centric reader based in Islington said her daughter was concerned for her safety. At the same time, the parent considered the content to be in the same league as the “London is fallen” genre of negative videos about the capital: “Reaction among parents I know is mixed, some are genuinely worried and others think it’s all social media chatter. But school WhatsApp groups tend to be dominated by drama and scaremongering so maybe they’re not representative of wider concern.”
For Patrick Green, who runs The Ben Kinsella Trust, the question of who is creating the videos is less important than how video platforms such as TikTok have made them easy to spread: “Regardless of whether they’re created by somebody who is doing this for menace or for fun, why is it allowed to go on a platform which then accelerates it through an algorithm?”


Want to get in touch with London Centric? Click here to send a WhatsApp or email.
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In the summer of 1827, a group of New York City thieves known as the Forty Thieves carved out their own dark legacy in the rough streets of Lower Manhattan. They operated from a notorious district called Little Darrif, where pickpockets, burglars, and con artists organized themselves under leaders who commanded absolute loyalty. Within two decades, what began as loose bands of criminal associates evolved into something far more sinister: an entire underworld with its own hierarchies, languages, and codes of conduct.

The word itself traces back through centuries of linguistic evolution. Gang derives from the Old English gan—meaning "to go"—and is cognate with the Old Norse gangr, meaning "journey." This etymology carries symbolic weight: gangs are fundamentally about movement, territory, and collective purpose. But how societies label these groups—and what they mean by the term—varies dramatically depending on context.

The Birth of an Idea

The concept of the gang emerged organically from social disorder. When Barrington Moore Jr. studied banditry in American history, he found something unsettling: gangsterism functioned as "a form of self-help which victimizes others" and appeared most frequently in societies lacking strong forces of law and order. His analysis extended backward to European feudalism, which he characterized as "mainly gangsterism that had become society itself and acquired respectability through the notions of chivalry." The nobility's violence, Moore suggested, was simply organized crime wearing aristocratic costumes.

London suffered its own epidemic during the 17th century. The city was "terrorized by a series of organized gangs"—the Mims, the Hectors, the Bugles, and the Dead Boys—groups that engaged in violent conflicts with one another. Members wore colored ribbons to distinguish their factions, creating visualsignals of allegiance that outsiders could read like warning labels. These early London gangs laid groundwork for what would become a sprawling criminal underworld during the Victorian era.

By the Victorian period, criminals and gangs began forming proper organizations. London's underworld developed ranks and hierarchies often called families, comprised largely of the lower classes. Their operations ranged from pickpocketry and prostitution to forgery, counterfeiting, commercial burglary, and elaborate money-laundering schemes. These societies invented their own slangs and argots—secret languages that identified insiders while confusing law enforcement.

The American Genesis

Gangs arrived in America almost immediately after the nation did. The history of gangs began on the East Coast in 1783, following the conclusion of the American Revolution. By the middle of the nineteenth century, they had spread concern throughout city leadership everywhere they appeared.

The emergence of American street gangs was largely attributed to vast rural population immigration into urban areas—displaced farmers and laborers gravitating toward cities where anonymous crowds provided cover. The first recognized street-gang in the United States, the Forty Thieves, began around the late 1820s in New York City.

In Washington D.C., gangs controlled what is now the Federal Triangle region—then known as Murder Bay—and maintained territories that law enforcement could not easily penetrate. Organized crime first came to prominence in the Old West, and historians like Brian J. Robb and Erin H. Turner traced the first criminal syndicates to the Coschise Cowboy Gang and the Wild Bunch.

Prohibition—a period of federal ban on alcohol between 1920 and 1933—caused a dramatic boom in gang emergence. Chicago alone had over 1,000 gangs during the 1920s, as illegal bootleg operations replaced legitimate businesses and violence spiraled outward from city centers.

The Global Network

Outside the United States and the United Kingdom, criminal organizations took different forms but served similar functions. France saw the rise of famous Parisian gangs during the Belle Époque—the Apaches and the Bonnot Gang—that organized for decades.

Many ancient criminal enterprises still operate today. The Italian Cosa Nostra, Japanese Yakuza, Russian Bratva, and Chinese Triads have existed for centuries, their structures built on traditions of territory, loyalty, and illegal revenue streams.

"The underworld has its own hierarchies, its own codes, its own ways of doing business that outsiders never understand."

These organizations share certain characteristics: they maintain internal discipline, operate across international borders, and engage in what scholars call racketeering—extortion through threat or force. The Sicilian Cosa Nostra and the Italian-American Mafia remain two of the most powerful criminal enterprises in history, while the Neapolitan Camorra, the Calabrian 'Ndrangheta, and the Apulian Sacra Corona Unita represent similar Italian organized gangs.

Beyond Italy, other nationalities developed their own criminal networks: Irish Mob, Japanese Yakuza, Chinese Triads, British firms, and Russian Bratva all operate internationally with distinct methods and cultures.

Narcos and Cartels

The rise of drug trafficking created entirely new categories of criminal organization. Narcos—a term slang for criminals who primarily deal with the illegal drug trade—became dominant in Latin America during the late twentieth century.

Colombian cartels like the Medellin Cartel operated for decades, while Mexican organizations such as the Sinaloa Cartel and Los Zetas transformed narco-trafficking into a military enterprise. Brazil's Primeiro Comando da Capital demonstrated how drug operations expanded southward.

Jamaican Yardies and various opium barons in the Golden Triangle and Golden Crescent represent additional networks controlling global heroin and cocaine distribution. Many cartels are known for employing paramilitaries and narco-terrorism—the Gulf Cartel and Shower Posse exemplify how drug organizations wage war against governments while corrupting law enforcement.

Street Gangs: The Youth Factor

Street gangs form primarily among youths in urban areas, their origins rooted in neighborhood territory disputes. While the term "street gang" is often used interchangeably with "youth gang," these groups are fundamentally different from organized crime syndicates—though they share certain characteristics.

Miller (1992) defined a street gang as "a self-formed association of peers, united by mutual interests, with identifiable leadership and internal organization, who act collectively or as individuals to achieve specific purposes, including the conduct of illegal activity and control of a particular territory, facility, or enterprise."

Famous American street gangs include Bloods and Crips, African-American organized networks that originated in Los Angeles during the 1960s. The Vice Lords and Gangster Disciples—both Chicago-based—maintain large memberships spanning multiple states.

Other racial groups form their own organizations: Trinitario, Sureños, Tiny Rascal Gang, Asian Boyz, Wa Ching, Zoe Pound, Latin Kings, Hammerskins, Nazi Lowriders, and Blood & Honour each represent different affiliations with distinct cultures. Some of these groups are primarily ethnic in composition; others reflect ideological alignments.

Law Enforcement Gangs

A disturbing phenomenon emerged within American policing: criminal organizations formed inside law enforcement agencies themselves. These law enforcement gangs operate within police departments, accused of significant abuses of constitutional rights—terrorizing the general population, intimidating colleagues, and retaliating against whistleblowers.

Leaders called "shot-callers" control many aspects of local policing: promotions, scheduling, enforcement decisions. They operate in gray areas of law enforcement, perpetuate a culture of silence, and promote what some investigators describe as "punisher-style retaliation" mentality. Members who expose these networks face severe professional consequences.

Biker Gangs and Prison Forces

Biker gangs—motorcycle clubs conducting illegal activities—represent another category. Famous organizations include Hells Angels, Pagans, Outlaws, and Bandidos, known as the "Big Four" in the United States.

The U.S. Department of Justice defines outlaw motorcycle gangs (OMG) as "organizations whose members use their motorcycle clubs as conduits for criminal enterprises." Some clubs are considered "outlaw" not necessarily because they engage in criminal activity, but because they are not sanctioned by the American Motorcyclist Association and do not adhere to its rules—instead maintaining their own bylaws reflecting outlaw biker culture. The Rebels Motorcycle Club exists in Australia as one example.

Prison gangs form inside correctional facilities for mutual protection—and entrenchment. Organizations like the Mexican Mafia and United Blood Nation operate within American prisons, often having several "affiliates" or "chapters" across different state prison systems that branch out due to member transfers between facilities.

According to criminal justice professor John Hagedorn, many of Chicago's biggest gangs originated from prisons—from St. Charles Illinois Youth Center came the Conservative Vice Lords and Blackstone Rangers. Although most gang leaders from Chicago are now incarcerated, they continue managing their organizations from behind bars—a testament to how prison actually serves as headquarters for some criminal networks.

Punk Gangs: Ideology Over Profit

Punk gangs represent a unique type—groups formed around members following punk rock ideology rather than purely financial motives. Unlike other gangs focused on illegal profit, vendetta, and territory acquisition, punk gangs follow political and philosophical beliefs ranging from alt-right to radical left.

Differing ideologies cause conflicts between rival punk gangs—a departure from traditional street gang warfare driven by profit or territorial disputes. These groups primarily appear in political and social protests and demonstrations, sometimes engaging in violent confrontations with law enforcement. Examples include Fight For Freedom, Friends Stand United, and Straight Edge gangs.

---

Gangs remain as varied as the societies that spawn them—some are purely criminal enterprises; others reflect political identity; many operate within institutions themselves. What they share is ancient: collective loyalty, territorial control, and organized violence.
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In 1857, Thomas Hughes published "Tom Brown's School Days," a novel that depicted the brutal reality of institutional cruelty in Victorian English schools. The book captured what many adults living today still remember: the visceral, recurring nature of harassment between students—a problem that, despite centuries of attempted solutions, remains stubbornly present in schools worldwide.

School bullying is not merely the occasional conflict between peers. It is a systematic pattern of aggressive behavior directed toward victims who possess less physical strength or social power than their perpetrators. Unlike a one-off schoolyard altercation—which might involve mutual disagreement—bullying demands repetition and an imbalance of power to qualify as what it truly is: a form of harassment that Weaponizes the fundamental inequalities between children.

The first major scholarly journal article addressing school bullying appeared in 1897, marking the formal recognition of this phenomenon within academic discourse. For decades, research remained sparse. Between 1900 and 1990, scholars produced merely 62 citations on the subject—a startling contrast to what followed. Between 2000 and 2004, research exploded to 562 citations. Since 2004, publications have mushroomed further, as researchers race to understand a phenomenon that costs nations billions in educational expenditures each year.

What Bullying Actually Is

Bullying falls under the broader category of aggressive behavior characterized by three specific elements: hostile intent (the harm is deliberate), imbalance of power (real or perceived inequality between bully and victim), and repetition over time. Students who are merely engaged in ordinary conflict—common friction that accompanies daily school life—do not experience an imbalance of power. When one student simply arguments with another, no systematic abuse occurs.

The critical distinction lies in the power dynamics: a bully holds authority over a victim because of factors including physical size, age, gender, standing among peers, or the backing of other students. Among boys, bullying tends to involve differences in strength and physical dominance. Among girls, bullying manifests more subtly—focusing on differences in physical appearance, emotional life, and academic status.

Some bullies target peers with physical impairments, such as speech impediments. Many children who stutter experience some degree of bullying, harassment, or ridicule from both peers and sometimes teachers—a phenomenon that demonstrates how vulnerability compounds across multiple axes.

The Forms of Cruelty

Bullying takes many forms, each carrying distinct psychological weight.

Physical bullying involves unwanted physical contact—fighting, hazing, headlocks, kicking, punching, pushing, slapping, spitting, stalking, and persistent unwanted eye contact. Physical bullying is among the most easily identifiable forms, leaving visible marks that teachers and parents can observe. It includes theft and deliberate damage of personal belongings.

Emotional bullying operates beneath the surface: spreading malicious rumors, ignoring victims through social exclusion or the "silent treatment," manipulating friendships, and deliberately provoking others. This form damages a victim's psyche without leaving physical evidence.

Beyond these traditional forms, cyberbullying has emerged as digital technology enables harassment through phones and online platforms—sometimes schools have banned mobile phones throughout the school day to limit this vector. Sexual bullying involves unwanted sexual attention or degradation directed at victims.

Direct bullying refers to open physical or verbal attacks on a victim—the aggression is visible and immediate. Indirect bullying, more subtle and harder to detect, involves relational aggression: intentional social isolation through exclusion, spreading rumors to defame character, making obscene gestures behind the target's back.

Perhaps most disturbingly, pack bullying involves group cruelty against individuals—a phenomenon that evidence suggests was more common in high schools than in lower grades and lasted longer than individual bullying.

The Cost

The effects on victims of school bullying are severe and measurable. Victims report feelings of depression, anxiety, anger, stress, helplessness, and reduced academic performance. Empirical research by scholars Sameer Hinduva and Justin Patchin involving a national sample of US youth has documented that some victims have attempted suicide—and suicides do occur.

This is not a one-off episode but rather repetitive trauma accumulating over months or years. The psychological burden compounds: anxiety becomes permanent, grades decline, and some victims eventually drop out of school entirely.

Who faces highest risk? Students who are LGBTQIA+, those whose parents have lower educational levels, students perceived as provocative, those seen as vulnerable, or those considered outsiders—any child who differs from the dominant social norm in ways that attract harassment. Baron's 1977 definition captures this dynamic: "aggressive behaviour as behaviour that is directed towards the goal of harming or injuring another living being who is motivated to avoid such treatment."

Warning Signs

Several indicators suggest a child is being bullied: - Unexplained injuries - Symptoms of anxiety and post-traumatic stress - Lost or destroyed clothing and personal objects - Changes in eating habits - Declining grades - Continued school absences - Self-harm behavior - Suicidal ideations - Becoming overly apologetic—extreme changes in behavior that suggest the child has been cowed into submission

Signs a child is bullying others include: getting into physical or verbal fights, frequent visits to the principal's office, friends who also bully others, and increasingly aggressive behavior during normal activities.

Signs a child has witnessed bullying include: poor school behavior, emotional disturbance, depression, post-traumatic stress symptoms, drug and alcohol abuse, and suicidal ideation. Spectators absorb trauma too—it leaves its mark on witnesses.

What Works

Two main approaches exist: prevention (acting before harm occurs) and reaction (responding during or after incidents). Prevention through education—educating students, parents, and teachers about what constitutes bullying—helps people understand the harmful nature of these behaviors. Teachers, school bus drivers, and other professionals learn how and when to intervene.

Educational activities include presentations, role-play scenarios, discussions about identifying and reporting bullying, teaching bystanders how to help, using arts and crafts to build understanding of effects, and classroom meetings discussing peer relations.

Some strategies have proven effective: dialogic conflict prevention and resolution demonstrated effectiveness in reducing violence rates and improving school climate across different contexts. It involves the entire community—not only aggressors and victims but also spectators, who research proves play an important role in either perpetuating or stopping violent situations.

Regarding technology, schools may install video cameras to monitor behavior—though skeptics argue these may invade student privacy if lax restrictions allow misuse. Many have employed security guards or watchmen; experts believe guards can learn students' names and predict prevent issues before they arise.

Restrictions on recording devices have been suggested—some schools ban mobile phones entirely due to concerns that cyberbullying increases through personal devices.

The Challenge Ahead

The persistence of school bullying despite decades of intervention suggests the problem is not simple. Educational leaders who successfully reduce bullying implement comprehensive strategies: student education, security technology, safety officers, and community engagement. Yet how schools respond varies widely—some institutions prioritize zero-tolerance policies while others focus on restorative justice.

What remains clear is that bullying cannot be solved by punishment alone. The imbalance of power must be addressed through systemic change—from classroom culture to school policy to community norms. Schools must move beyond reaction toward genuine prevention, creating environments where every child possesses sufficient social standing to avoid victimization.
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In 1960, a revolutionary system called PLATO launched at the University of Illinois, offering early forms of social media features—years before anyone used the term "social media" itself. It featured Notes, an electronic message-forum application; TERM-talk, which enabled instant messaging; Talkomatic, perhaps the world's first online chat room; and News Report, a crowdsourced digital newspaper. Users could limit access to their files, creating communities of friends, classmates, or co-workers.

This precursor emerged from ARPANET, which came online in 1969, by the late 1970s enabling exchanges of non-commercial ideas between computer terminals across university labs. A 1982 handbook on computing at MIT's Artificial Intelligence Laboratory described network etiquette—or "netiquette"—as norms for online communication evolved. ARPANET eventually evolved into what we now call the Internet.

The story really begins in 1979, when two graduate students at the University of North Carolina at Chapel Hill and Duke University conceived Usenet, a distributed information system that allowed users to share messages across computer networks. By 1980, Usenet had become the first open social media application—a precursor to the electronic bulletin board systems (BBSs) that would soon proliferate across America.

What Social Media Actually Is

At its core, social media refers to new media technologies that facilitate the creation, sharing, and aggregation of content among virtual communities and networks. These platforms enable users to create and share content and participate in social networking—everything from text posts or comments to digital photos, videos, and data generated through online interactions.

The word "social" in this context is crucial: these platforms enable communal activity, helping people connect and build networks. Users access social media through web-based or mobile applications, which serve as interactive platforms allowing individuals, communities, businesses, and organizations to share, co-create, discuss, participate in, and modify user-generated content.

Social media serves multiple purposes: sharing memories, forming friendships, building communities, learning, promoting people, companies, products, and ideas. They can also be used to consume, publish, or share news—transforming how journalism works.

The Platforms That Changed Everything

The social media landscape took shape in the mid-1990s with platforms like Classmates.com and SixDegrees.com. While instant messaging and chat clients existed at the time, SixDegrees was unique: it was the first online service designed for people to connect using their actual names instead of anonymously. It introduced features like profiles, friends lists, and school affiliations—essentially creating "the very first social networking site." The platform's name was inspired by the "six degrees of separation" concept, suggesting every person on Earth is just six connections away from everyone else.

In the early 2000s, social media platforms gained widespread popularity. BlackPlanet (1999) preceded Friendster and MySpace, followed by Facebook, YouTube, and Twitter—each reshaping how people interact online.

Research from 2015 reported that users spent 22% of their online time on social networks, fueled by smartphone availability. As of 2023, as many as 4.76 billion people used social media—approximately 59% of the global population.

Popular platforms with over 100 million registered users include Twitter, Facebook, WeChat, ShareChat, Instagram, Pinterest, QZone, Weibo, VK, Tumblr, Baidu Tieba, Threads, and LinkedIn. Depending on interpretation, other popular platforms sometimes referred to as social media services include YouTube, Letterboxd, QQ, Quora, Telegram, WhatsApp, Signal, LINE, Snapchat, Viber, Reddit, Discord, and TikTok.

A New Model of Communication

Social media outlets differ from old media—newspapers, TV, and radio broadcasting—in many ways, including quality, reach, frequency, usability, relevancy, and permanence. But the most significant difference lies in how information flows.

Traditional media operate under a monologic transmission model: one source transmits to many receivers. A newspaper delivers the same content to millions of subscribers; a radio station broadcasts identical programs to an entire city. Social media, by contrast, operates in a dialogic transmission system—many sources communicate with many receivers simultaneously.

This fundamental shift democratized information creation, but it also introduced new challenges that traditional media did not face.

Shadows in the Feed

Social media has been criticized for a range of negative impacts on children and teenagers, including exposure to inappropriate content, exploitation by adults, sleep problems, attention problems, feelings of exclusion, and various mental health maladies. The algorithms that track user engagement tend to prioritize content that spurs negative emotions like anger and outrage.

Journalist Maria Ressa, who won the Nobel Prize in 2020 for her work documenting authoritarian oppression, described social media as "toxic sludge" for increasing distrust among members of society. Her work highlighted how misinformation spreads through these platforms.

Major news outlets often have strong controls to avoid false claims, but social media's unique qualities bring viral content with little to no oversight. A 2020 study found that most online misinformation originates from a small minority of "superspreaders," but social media amplifies their reach and influence exponentially.

Social media has also received criticism for worsening political polarization and undermining democracy, exacerbated by platform capture by vested interests. The consequences ripple through economies, politics, and culture.

From Bulletin Boards to Global Networks

The evolution of online services progressed from serving as channels for networked communication to becoming interactive platforms for networked social interaction with the advent of Web 2.0—a paradigm shift in how people engage online.

Message forums migrated to the web and evolved into internet forums, supported by cheaper access and the ability to handle far more people simultaneously. These early text-based systems expanded to include images and video in the 21st century, aided by digital cameras and camera phones.

Social media encompasses an expanding suite of services: blogs (like HuffPost or Boing Boing), business networks (LinkedIn, XING), collaborative projects (Mozilla, GitHub), enterprise social networks (Yammer, Slack), forums (Gaia Online, IGN), microblogs (Twitter, Tumblr, Weibo), photo sharing (Pinterest, Flickr), products and services review sites (Amazon, Upwork), and social bookmarking.

In 2019, Merriam-Webster defined social media as "forms of electronic communication (such as websites for social networking and microblogging) through which users create online communities to share information, ideas, personal messages, and other content."

The National Institute of Standards and Technology defines it more broadly: "Forms of electronic communications, including websites and applications, that enable users to create and share content or to participate in social networking."

The Never-Ending Story

From PLATO's pioneering message forums in 1960 to TikTok's viral dances in 2023, social media has transformed how humans connect, communicate, and consume information. It has rewritten the social contract between individuals and communities, between speakers and listeners, between private reflection and public performance.

The platforms we now consider "traditional"—Facebook, Twitter, Instagram—are actually relatively recent innovations built atop decades of experimentation in networked communication. They emerged from bulletin board systems, Usenet groups, early microblogs, and the fundamental insight that human connection matters more than anonymity.

Yet with these connections come challenges our ancestors never faced: algorithmic curation of reality, emotional manipulation through engagement metrics, and the dissolution of shared public knowledge into customized feeds tailored by machines. The story of social media is not finished—it is, perhaps, just beginning.
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It’s Sunday! Thanks for joining us. Here’s the plan for the latest issue of the Animation Obsessive newsletter:
	1. A story about Iwao Takamoto, Disney legend.

	2. Animation newsbits.


With that, here we go!
1. A big turn
Today, his name’s tied to Hanna-Barbera. He designed Scooby-Doo’s cast, refined The Jetsons’ look.1 You know his work — and not only from those places. The hand of Iwao Takamoto (1925–2007) is visible in animation’s history. 
In fact, he started out as a key player on Walt Disney’s team. Takamoto spent 15 years at the Disney studio, working under different titles: assistant animator, cleanup artist. Generally, his job was to make animation perfect before it went to the inking crew. An animator’s broad sketches of movement became tight, exact, technical drawings under his watch. That was his gift to the films.
He worked closely with Milt Kahl — one of the Nine Old Men, and a perfectionist. They had an understanding. Disney artist Floyd Norman remembered that “Iwao was an awesome draftsman in his own right, and had the chops to follow up Kahl.” To quote one of Takamoto’s apprentices at the studio:
Every little line, everything, had to be perfect. So, I would stand in front of him as he would correct my drawings. And, sometimes, I would just think, “You know ... maybe I should have taken [my dad] up on … getting a license so I could become a barber. Because I don’t know if I’m going to be able to cut the mustard with him.”2

Takamoto entered Disney’s studio in 1945. You find his touch in films like Sleeping Beauty and Lady and the Tramp — he led “quality control” on Princess Aurora and Lady. Among other things, he guided and polished the spaghetti kiss. “Iwao was the only one who could’ve been entrusted in doing that scene as perfectly as it was done,” said Willie Ito, an artist assigned to the same shot.
A Disney career was a big turn in Takamoto’s life. Shortly before he joined, he’d been in the camps.

As a kid in California, Takamoto was a strong student, although not a rich one. He grew up during the Great Depression — in “what might be considered a tough section of downtown Los Angeles, without many prospects,” he later wrote. His parents, Japanese immigrants, got by as they could.3
Takamoto became interested in drawing at a young age. He studied picture books and copied their illustrations from memory, while bringing his “personal interpretation” to them. It was an aptitude — he wasn’t an art student. His closest thing to training, he noted, was calligraphy practice:
It taught me the value of the strength and character that exists in a single line ... and it also instilled in me an awareness of the concept of “negative space,” the spatial quality that exists around the visual things that you see.

Takamoto’s world was small back then — he rarely left downtown Los Angeles, near South Central. His reaction was muted when the Pearl Harbor attack came in late 1941. Many other teenagers he knew felt the same. “It took quite a bit of time for the seriousness of it to settle into our consciousness,” he wrote.
A few months later, he went with friends to visit Terminal Island. They’d heard that Japanese people were being evicted there. What he saw shocked him: families forced to leave behind their homes and most of their belongings, like they were “run[ning] out of a burning building, grabbing whatever they could on the way.”
The government soon came for him and his family, too. Posters filled his neighborhood, informing residents of the eviction and internment ahead. Takamoto recalled that “the FBI was using almost anything they found in the houses of the Japanese families against them,” especially when those things were noticeably Japanese. People started to dump possessions for safety. Like he put it: 
... we lost an awful lot of things I would love to still have. And I think that’s consistent with the experience of an awful lot of people like us. ... You know, the displays for Girls’ Day and Boys’ Day, and all these wonderful little dolls, and the court of the Lord, and so on, that they used to display on these steps ... [My mother] had to get rid of those things. And, of course, all the other, more technical things that you had to get rid of, like flashlights [and radios].4

In retrospect, Takamoto saw his family as lucky. They avoided the worst of the mistreatment, and they weren’t sent to the notorious Tule Lake camp. But he rejected the government’s euphemisms for these places — words like “internment” or “relocation.” As he wrote in his autobiography, “They were concentration camps.”

Takamoto and his family ended up in Manzanar, with the Sierra Nevada towering above. Meals, served three times per day, started out “pitiful.” They lived in barracks, four families to each, and they were enclosed by barbed wire and armed guards. People from all walks of life were stuck there. Takamoto met two Hollywood men: “art directors at a couple of the major film studios,” MGM and Paramount.5
The prisoners worked to improve their conditions on their own — planting gardens, building makeshift ball courts. Only so much could be done about the grit and dirt, though. Here’s Takamoto:
Today it is not difficult to find photographic records of life at Manzanar. But there are several aspects of the camp that these pictures fail to convey. One was the wind, which was constant. ... [The effect was] to raise a perpetual cloud of dust throughout the camp. When the wind really kicked up you could not even see the barracks next to yours, and most of our days were spent sweeping out and dusting our living quarters. Even with all that effort, we were lying around in sand all the time.

Takamoto took to sketching life in the camp. Those two Hollywood artists “were quite encouraging” about it, he said. They gave him an idea: why not apply to Walt Disney’s company after he got out? Their impression was that “it was a liberal place when it came to hiring.” A Japanese person might not be turned away.6
Around early 1945, when Takamoto was almost 20, he was finally freed. He moved into a Los Angeles hostel and called about that job at Disney. 
He needed a portfolio, so he bought two notepads from a dime store and began to draw. “I filled the pads from page one and just went ahead and drew anything that came to mind from knights to cowboys,” he said later. He surprised himself: the work was good enough to get him an apprenticeship at the studio. 
Takamoto kept surprising himself from there. “The expectations were that if I really so-called made it in about eight months, I’d be shifted to a unit with some animator,” he said. “I was selected in about two or three months.”7
Quickly, the government took notice of Takamoto’s Disney career. As he explained:
As 1945 progressed, and so many of the internees were demonstrating reluctance to leave the camps [because there was not a lot to go back to], the [War Relocation Authority] started to get desperate. ... Someone at the Authority found out about this young kid — that is to say, me — who just went out and got a job at the famous Walt Disney Studios ... [which] perfectly served their purpose. They thought it would be a very encouraging piece of news for people who were nervous about leaving. So they set up a photo session in an office somewhere with a makeshift drawing board and I sat there and posed for the camera and pretended to know everything about animation. ... 
[M]y entire wartime experience was bookended by signs: one signed by FDR demanding the evacuation of my family from our home to take up residence in an internment camp, and the other one featuring me welcoming all internees back to normal life. 


Takamoto became a valuable member of the Disney crew. He caught Milt Kahl’s attention in the 1940s, after doing breakdowns for his key animation in the Pecos Bill section of Melody Time (1948). That got Takamoto invited to Kahl’s unit.
Kahl was a firebrand at Disney — known for his extreme standards and stuttering, spluttering bouts of rage. His ego was wrapped up in his work, and his own mistakes made him at least as mad as the mistakes of others. He was a “rock-ribbed conservative,” too, according to Ward Kimball (one of the few progressives among the Nine Old Men).8
But Takamoto got along with him. He was a perfectionist as well — and that sensibility seemed to put him on Kahl’s good side. In his words:
He was a true Scandinavian. Very strong. No nonsense. ... [H]e seemed to appreciate anyone who was willing to extend themselves in terms of hard work. Consequently he never raised his voice at me. He was very kind. He was not a man who taught. He wasn’t a natural pedagogue. You learned from him by studying what he did. 

Takamoto worked with Kahl a lot during the ‘50s — on Cinderella, on Peter Pan. His big job at the studio came through this partnership, during Lady and the Tramp.
Walt Disney felt that Kahl’s design for Lady didn’t have the right “feminine” quality, which left Kahl fretting. “Dammit, he always likes what I do! ... I really don’t know what the hell’s going to make her look more feminine!” he said. Then Takamoto suggested drawing the fur on her ears like a movie star’s hair. 
Kahl tried it and liked it, and Takamoto was put in charge of quality control for Lady — checking and finalizing the drawings of all the animators. “I was still a young guy in my 20s,” Takamoto wrote, “and here I was instructing and correcting some artists who were old enough to be my father!”
Yet his presence was needed: he brought his meticulousness to her design. Not every Disney animator was great at drawing, but he was. Animator Andreas Deja once wrote, “He paid insane attention to eyes, eyelids, eyelashes and the raised volume around eyebrows. Iwao’s contribution to Lady’s appealing look is immeasurable.”9
Something similar happened with Aurora in Sleeping Beauty. Takamoto was with Marc Davis there — another of the Nine. The film’s style was complex, and brutally hard for the team to keep consistent. Takamoto had to personally retouch many of the animators’ drawings of Aurora. And, while she wasn’t his own design, he reportedly refined her look.10
He had a big hand in the quality control of One Hundred and One Dalmatians, too. The film replaced Disney’s inkers with Xerox, which put the key animators’ work directly on screen. “Yet when you do this, then you have animators whose mastery of the craft isn’t nearly as strong in the area of drawing, and it was quite a bit of work in making sure their work was consistent,” Takamoto said. 



Takamoto ultimately left Disney’s studio in the early ‘60s. The animation team was downsizing — Walt Disney’s focus was elsewhere. Many Disney artists were already going to Hanna-Barbera, where the pay was good and the work was freer. Takamoto made the switch himself.
By that point, the Disney people knew what they were losing. Marc Davis told Takamoto of his “exceptional talent.” Milt Kahl said, “No matter what you decide to do or where you go, you’re going to do fine.” Takamoto was a perfectionist in a studio obsessed with technical perfection, and it would be a long time before a Disney film looked as clean as Sleeping Beauty again. 
The loss went beyond his ability: he’d become part of the team. Takamoto wrote at length about their parties and endless practical jokes in his book My Life with a Thousand Characters. He’d found a kind of home at Disney’s studio — and the environment had allowed him to grow into a top professional.
As a kid, Takamoto hadn’t adopted an Americanized first name. Hearing adults stumble over what he pronounced with ease — “Iwao” — gave him a sense of identity and strength. People kept struggling to pronounce it well into his adult years, even at the Disney studio. But the lightly mangled version of his name that stuck didn’t bother him. He found it a little endearing. As Disney artist Willie Ito said:
We used to call him “Ee-woe” at the studio. Because [for] all the hakujins, the Caucasians, “I-wa-o” was a little hard to say. So they said, “Ee-woe.” ... So, he became known affectionately in the industry as “Ee-woe” Takamoto.

This is a revised reprint of an article we first ran behind the paywall on April 10, 2025.

2. Newsbits
	In China, the latest Boonie Bears film (The Hidden Protector) is another box-office hit. It’s pulled in more than 941 million yuan, or $137.2 million, after a couple of weeks.

	A new documentary from Archipel covers Mahiro Maeda, a legend in Japan’s anime industry.

	Paramount is buying Warner — foreboding news for American animation. In re:frame, Kambole Campbell writes that “it feels as though the industry is shrinking … in terms of what can be made, who can make it, how they make it and where it’s shown.”

	If you have a Japanese IP address, check out the collection of restored Kihachiro Kawamoto films on YouTube, currently free.

	You may have seen Baby Globe, the mascot that pops up on certain Wikipedia articles (like the one for headphones). A whole team is behind it — including animator Alex Kinnear, based in Canada, who made the character move.

	Italy unveiled a 35% tax credit for animated projects. It’s higher than the one offered to live-action films.

	The project Walk with Me is gathering many different walk cycles animated by many different artists. It’s American, but open worldwide.

	In Cuba, restored films from the Elpidio Valdés series screened at a children’s center in Havana, as the country faces an existential energy crisis due to American sanctions.

	Russia’s Gulag Museum is switching to a more regime-friendly theme. On that note, scholar Pavel Shvedov wrote about the animated docs in which the museum was previously involved — among them The Epplee Brothers (2020).

	In Japan, MAPPA absorbed Contrail, the studio where Sunao Katabuchi is presently making The Mourning Children. 

	A Goya went to the short Gilbert, from Spain. It has a charming look — see the trailer.

	Last of all: we looked into the storyboards for three Oscar-winning films from the ‘60s, ‘80s and ‘00s.


Until next time!
1For details about Takamoto’s work on The Jetsons, see Comics Scene (October 1990).


2For Norman’s words, see the comments on this Michael Sporn post. The line about barbers and Takamoto is Willie Ito in this interview, used a few times.


3See Iwao Takamoto: My Life with a Thousand Characters, our main source for the article, quoted throughout.


4From this interview with Takamoto.


5See the 1999 Animation Blast interview with Takamoto, used several times.


6Takamoto’s words were quoted in this article by historian Jim Korkis.


7Takamoto said this in a 1998 interview with John Canemaker, collected in the 11th volume of Walt’s People. Used a few times.


8For details about Kahl, see Michael Barrier’s interview with Ward Kimball and the book Walt Disney’s Nine Old Men & the Art of Animation.


9See Deja’s post here.


10For details about Takamoto and Sleeping Beauty, see this Deja post and this article by Korkis.
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    Headphones

    Based on Wikipedia: Headphones

In 1910, a Milwaukee audiophile and jazz musician named John C. Koss couldn't find headphones good enough for his needs. Eight years later, he produced the first stereo headphones the world had ever seen—transforming how humanity would listen to music forever.

But the story of headphones begins far earlier, in the clattering din of telephone switchboards during the late nineteenth century. When Alexander Graham Bell's invention connected the first homes in the 1870s, operators at telephone exchanges faced a persistent problem: their hands were needed to juggle wires and connections, yet they also needed to listen to incoming calls. The solution was elegantly simple—mount the receiver onto the head. A clamp held the telephone receiver next to the ear, freeing both hands for the complex task of connecting callers. This apparatus was called a headphone, though it was only a single earpiece in those earliest versions.

By the 1890s, the British company Electrophone developed a listening device with two earpieces that connected below the chin, held by a long rod. Subscribers could listen to live performances at theaters and opera houses across London through what were essentially massive earphones. Meanwhile, French engineer Ernest Mercadier patented a set of in-ear headphones in 1891—some of the first designs that would fit directly inside the ear canal.

The emergence of wireless telegraphy in the early twentieth century pushed headphone development further. Developers used telephone receivers as detectors for electrical signals in wireless receiving circuits. By 1902, innovators like Lee de Forest were using two jointly head-mounted telephone receivers to hear signals—these were called "head telephones" in singular form. By 1908, the term simplified simply to "head phones," and a year later the compound word headphones entered common usage.

One of the earliest manufacturers was Holtzer-Cabot Company in 1909, producing head receivers for telephone operators alongside standard home receivers. Nathaniel Baldwin became the first major supplier of headsets to the U.S. Navy, motivated by his inability to hear sermons during Sunday service—his prototype telephone headset in 1910 was tested by the navy and promptly ordered in quantities of 100. Wireless Specialty Apparatus Co., partnering with Baldwin Radio Company, set up a manufacturing facility in Utah to fulfill these orders.

These early headphones used moving iron drivers with either single-ended or balanced armatures. The common single-ended type used voice coils wound around permanent magnet poles, positioned close to a flexible steel diaphragm. Without damping, the frequency response had large resonance peaks—resulting in poor sound quality compared to modern standards. These models lacked padding and were notoriously uncomfortable for extended wear.

Impedance varied significantly: headphones used in telegraph and telephone work had 75 ohms impedance, while those used with early wireless radio had more turns of finer wire for increased sensitivity, reaching 1,000 to 2,000 ohms—suited for crystal sets and triode receivers. Some highly sensitive units, like those manufactured by Brandes around 1919, were commonly used for early radio work.

The Modern Era

The transistor radio changed everything when it commercially appeared in 1954 with the introduction of the Regency TR-1. This became the most popular audio device in history, transforming listening habits and allowing people to hear music anywhere. Smaller earbud-type earpieces, which plugged into the user's ear canal, were first developed for hearing aids but became widely used with these transistor radios.

The 3.5 mm radio and phone connector—the most commonly used in portable applications today—has been used since at least 1964, when the Sony EFM-117J transistor radio was released. Its popularity was reinforced by its use on the Walkman portable tape player in 1979.

How They Work

Headphones are electroacoustic transducers that convert electrical signals to corresponding sound. They're worn on or around the head over the user's ears, allowing private listening—in contrast to loudspeakers that emit sound into open air for anyone nearby.

Three main types dominate the market. Circumaural headphones wrap around the ear with a band over the top of the head holding the drivers in place. Supra-aural headphones sit over the ear with the same band mechanism. Earbuds or earpieces plug directly into the ear canal, and within this category, wireless versions using Bluetooth have become ubiquitous.

Bone conduction headphones represent a third category—they wrap around the back of the head and rest in front of the ear canal, leaving the ear canal open to ambient sound. This makes them popular among athletes and cyclists who need to remain aware of their surroundings.

Connections and Uses

In telecommunications contexts, a headset combines headphones with a microphone for two-way communication. Headphones connect to signal sources—audio amplifiers, radios, CD players, portable media players, mobile phones, video game consoles, or electronic musical instruments—either directly via cord or using wireless technology like Bluetooth, DECT, or FM radio.

Wired headphones typically use either 1/4 inch (6.4 mm) or 1/8 inch (3.2 mm) phone jacks for connecting to audio sources. Wireless headphones receive audio signals by radio waves from source devices like cellphones and digital players using Bluetooth connectivity.

The "Walkman effect" began in the 1980s—headphones started appearing in public spaces like sidewalks, grocery stores, and public transit as personal listening became normalized. Today, headphones are used professionally by audio engineers mixing sound for live concerts or recordings, disc jockeys cueing up songs without audiences hearing, aircraft pilots, and call center employees.

Quality and Design

Headphones exhibit a range of audio reproduction quality. Headsets designed for telephone use typically cannot reproduce sound with the high fidelity of expensive units designed for music listening by audiophiles. The market spans from basic通话 headsets to premium headphones costing thousands of dollars, with differences in driver technology, frequency response, impedance, and comfort.

From the switchboard operators of the 1880s to today's Bluetooth-connected earbuds, headphones have evolved from simple telephone accessories into essential personal audio technology—and the sound they're producing has improved dramatically over that century of innovation.
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The sketchbook was full of everything he had seen—grocery stores, camp barracks, the dusty roads of Manzanar. In 1945, a young man walked into Walt Disney Animation Studios with nothing but these drawings and an artist's determination, and left with a job. His name was Iwao Takamoto, and his journey from the internment camps of California to the animation studios that shaped American popular culture is one of the most remarkable stories in the history of animation.

A Childhood Interrupted

Takamoto was born in Los Angeles on April 29, 1925, the son of an immigrant from Hiroshima. His father had come to America for his health, eventually returning to Japan only long enough to marry his wife and bring her back to California. The family settled in Los Angeles, and young Iwao graduated from Thomas Jefferson High School at just fifteen years old—precisely when the world began to collapse around him.

The bombing of Pearl Harbor changed everything. Executive Order 9066 swept across America like a cold wind, and suddenly, families like Takamoto's found themselves uprooted from their homes and deposited in military installations transformed into prison camps. The Manzanar internment camp became their home for the remainder of World War II.

It was there, in the dusty emptiness between barbed wire fences, that Takamoto discovered his talent. Two fellow internees—former Hollywood art directors—recognized something in the young man's动手 and began teaching him the fundamentals of illustration. Without formal training, without proper tools, Takamoto learned to draw.

"Everything I saw," he would later say, "I put in my sketchbook."

To escape the monotony of camp life, Takamoto became a laborer, picking fruit in Idaho under the harsh sun. It was grunt work—backbreaking and anonymous—but it kept his hands busy and his mind sharp.

The Interview That Changed Everything

After the war ended, Takamoto entered the cartoon world with nothing but his sketchbook and an audacious hope. He walked into Disney's offices without a formal portfolio, without connections, without anything except the drawings he had made of everything he had seen. The sketchbook contained his observations: the world he'd lived in, the places that shaped him, the things that mattered.

He was hired on the spot as an assistant animator in 1945.

The animation division at Disney was then a place of extraordinary creative ferment—the studio had just emerged from World War II and was preparing to launch into the renaissance that would define mid-century American culture. Takamoto became an assistant to Milt Kahl, one of the great character animators of the era, and his career began in earnest.

He worked on Cinderella (1950), bringing life to the animated characters that would become icons of childhood memory. Then came Peter Pan (1953), Lady and the Tramp (1955), Sleeping Beauty (1959), and One Hundred and One Dalmatians (1961). Each film added to his reputation, each character design sharpened his skills.

But Takamoto was restless. In 1961, he left Disney and found a new home at Hanna-Barbera Productions.

The Characters He Created

If Disney made him famous, Hanna-Barbere made him legendary.

Takamoto became the character designer responsible for some of the most recognizable animated figures in television history. When the Great Dane Scooby-Doo first appeared on screens—as a Great Dane—the breed itself was inspired by an employee at Hanna-Barbera who bred this very dog. But it was Takamoto's design that gave the character its form, its personality, its unmistakable silhouette.

He designed Astro from The Jetsons, the loyal canine companion who would become a cartoon staple for generations. He created Penelope Pitstop, giving her distinctive look and charm. These characters weren't merely drawings—they were identities, personalities given shape through his pencil.

But Takamoto didn't stop at design. He became a producer, supervising shows like The Addams Family, Hong Kong Phooey, and Jabberjaw. His role expanded beyond drawing into the realm of producing and directing.

He directed his first—and only—feature-length animated film: Charlotte's Web in 1973. It was a singular achievement, given how rarely animators transition from television work to full-length features. He also became involved in production for the Jetsons' movie in 1990 as supervising director.

By then, he had become Vice-President of Creative Design at Hanna-Barbera, overseeing merchandising lines and design work for their Animation Art Department.

Recognition and Legacy

In 1996, Takamoto received the Winsor McCay Award, the lifetime achievement award from the International Animated Film Association (ASIFA) Hollywood. The recognition acknowledged not just his designs but his decades of contribution to an industry that had largely forgotten the men and women behind the characters.

Five years later, in 2005, he received the Golden Award from the Animation Guild, honoring more than fifty years of service in animation.

After Time Warner acquired Turner Broadcasting System—which owned Hanna-Barbera Cartoons—in 1996, Takamoto became Vice President of Special Projects for Warner Bros. Animation. The move was natural; his talents were needed wherever animation was being shaped and designed.

Takamoto married twice. First to Jane M. Shattuck in 1957, a woman he met while working on Sleeping Beauty at Disney. They had one son together: Michael.

In 1963, he met Barbara Farber, who worked as an assistant to the public relations director at Hanna-Barbera—specifically handling studio tours, which is how they first connected. They married in 1964 and remained together for forty-four years until his death. Barbara had a daughter from a prior marriage: Leslie.

The End

Iwao Takamoto died on January 8, 2007, at Cedars-Sinai Medical Center in Los Angeles. A heart attack took him at eighty-one years old.

The week following his death, Adult Scroll put up a bumper—simply reading "Iwao Takamoto [1925–2007]"—on their programming as tribute. It was the least the animation world could do for a man who had given it so much.

He is buried at Mount Sinai Memorial Park Cemetery in Los Angeles, Section 3, Lot 1390.

In death, his legacy continued to unfold: memoirs published posthumously in 2009 as Iwao Takamoto: My Life with a Thousand Characters, and an intimate memoir titled Living With A Legend in 2012 by his stepdaughter Leslie Stern—each book adding depth to the story of a man who began in internment camps and ended as one of animation's founding architects.

His life was not easy. The internment camps stripped him of his childhood, his home, his sense of belonging. But somewhere between Manzanar and Disney, he found his pencil—and with it, an entire universe of characters that still populate our cultural memory today.
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When Brad Bird received a call from the legendary animator Milt Kahl in 1976, he didn't know what to expect. The young Disney artist had just roughed out a sequence for The Rescuers, and Kahl's critique was about to reshape his entire approach to animation. "Tough," Bird would later recall—though in that gentle way that distinguished Kahl from less generous mentors. "He gave me advice on where I could improve whenever I came up short." The lesson stuck with Bird for decades, eventually becoming part of his own legacy as he directed films like The Iron Giant and The Incredibles. This was the kind of influence Milt Kahl wielded—not merely as an animator, but as one of animation's great shaping forces. He was the man who gave characters their final form, their definitive look, the face that audiences would remember forever.

Milton Erwin Kahl was born on March 22, 1909, in San Francisco, California, to Grace and Erwin Kahl—a saloon bartender whose steady income grounded a household that included three younger sisters: Dorothy, Marion, and Gladys. The family was unremarkable in its composition but produced something extraordinary in its son. By the time Kahl reached his twenties, he'd become one of animation's most exacting artists—a reputation built not on showmanship but on precision.

In the hierarchy of Walt Disney Studios, the Nine Old Men represented the supervisory team of animators who served as the creative core of the studio's golden age. Yet among those nine, Kahl was frequently considered the most influential. He wasn't merely one of them; he was the gravitational center around which much of Disney's visual language orbited.

Kahl's genius lay in refinement—taking character sketches and transforming them into something definitive. His work on Bill Peet's rough outlines incorporated ideas from Ken Anderson, another key Disney conceptual artist, resulting in characters that possessed an angular quality inspired by two unexpected sources: Ronald Searle's fluid linework and Pablo Picasso's fragmented cubist forms. This wasn't imitation; it was synthesis. Kahl took these influences and bent them into something wholly original—characters with sharp cheekbones, elongated limbs, and a visual tension that made Disney's catalog look unlike any other studio's work.

The final look of characters in films like Cinderella, Peter Pan, and later features emerged from Kahl's angular vision. He designed the definitive appearances that remain culturally iconic decades after their creation. His style wasn't pretty in the conventional sense; it was challenging, intellectual, sometimes discomforting—faces that seemed to vibrate with internal energy.

Contemporary masters of the form rever him. Andreas Deja, whose own character animation work includes The Little Mermaid and Beauty and the Beast, considers Kahl a foundational influence. And Brad Bird, who was his protégé at Disney in the early 1970s, absorbed lessons that would shape his directing career. In "Fine Food and Film," a behind-the-scenes feature on the Ratatouille DVD, Bird spoke of receiving those calls from Kahl—tough but generative critique that pushed him toward excellence.

The relationship between mentor and student proved transformative for both men. When Bird later directed The Iron Giant, he returned the kindness in "The Giant's Dream" documentary on the Blu Ray—acknowledging Kahl's impact on his artistic development. The respect was genuine, born from professional admiration and personal connection.

Richard Williams, director of The King and I and author of The Animator's Survival Kit, made repeated references to Kahl throughout his career—befriending him during his early years in the animation industry. "He's one of those guys," Williams wrote, "who makes you realize how much more there is to learn."

On April 27, 2009, the Academy honored the centenary of Kahl's birth with a tribute entitled "Milt Kahl: The Animation Michelangelo"—a name that captured both his mastery and his role as a creator of visual forms. Brad Bird served as a panelist, speaking to the legacy of this man who had shaped so many careers.

Kahl died on April 19, 1987, of pneumonia, aged 78, in Mill Valley, California. His passing marked the end of an era—not simply because he was gone, but because animation would never again quite occupy that space where style and authority merged in a single figure. The man who had given Disney its visual vocabulary, who had refined sketches into definitive characters, who had pushed animators to become better through sheer artistic force—that voice was silent.

Yet his influence persists. In the angular lines of every character he touched, in the lessons he gave to Bird and countless others, in the way animation would evolve after him—Milt Kahl remained present, a ghost in the machine of modern animation.
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Nathaniel Hansford, a Canadian teacher and education blogger, is the lead author of a newly published meta-analysis of 71 studies of reading comprehension. It’s the result, he writes, of three and a half years spent screening over 1,500 studies and re-running analyses countless times—which involved “learning far more statistics than [he] ever planned to.” As far as I can tell, Hansford doesn’t have a formal background in statistics or mathematics, so this is an impressive achievement.
But the meta-analysis fails to provide much useful guidance. Do the benefits of comprehension strategy instruction plateau after just a few hours, as some have argued? Maybe yes, maybe no. Ditto, at least according to Hansford, for whether the benefits of building students’ knowledge increase the longer the process continues.
In any event, given that the knowledge-building interventions in the studies didn’t involve coherent knowledge-building curricula—they just incorporated some science or social studies content into literacy instruction—Hansford cautions that “conclusions drawn here should not be interpreted as direct evidence for or against knowledge-building models.”
Still, the meta-analysis contains a strong undercurrent of skepticism about the benefits of knowledge-building for reading comprehension, and it’s something other commentators have picked up on.
On his Substack, David Didau has described Hansford’s finding of relatively strong evidence for reciprocal teaching—which incorporates four comprehension strategies—as “inconvenient for advocates of ‘knowledge-rich’ approaches to education.” Harriet Janetos, another education Substacker, took the release of the meta-analysis as an occasion to criticize the “knowledge-building movement” for “setting up No Strategies Allowed signs” rather than identifying the strategies that are most likely to be helpful.
Speaking as an advocate of knowledge-building, I don’t consider the findings in Hansford’s meta-analysis “inconvenient.” Rather, I find the whole endeavor of questionable value, partly because of the faulty premises of the underlying studies and partly because I believe the meta-analysis understates the evidence for knowledge-building.
I also don’t think it’s fair to say that the knowledge-building movement has set up “No Strategies Allowed” signs. Of course, there’s no official leader of the movement and consequently no single disciplined message. Some knowledge advocates may have argued, or appeared to argue, that all strategy instruction should be verboten.
In any event, it’s understandable that knowledge advocates have targeted skill-and-strategy instruction, given that it routinely displaces subjects like social studies and science from the curriculum. I’ve seen and heard of many instances of skill-and-strategy instruction being way overdone, but I haven’t encountered reports of American kids getting too much knowledge-building.
It’s Not About Choosing Strategies or Knowledge
Still, I and others have argued that it’s not a question of choosing between strategy instruction and knowledge. Rather, it’s about putting a particular text or topic in the foreground and bringing in whatever strategies—or skills or literacy standards—are appropriate to enable students to make meaning from it. That’s different from the typical approach, which is to use a text on some random topic to try to teach a particular strategy.
But back to Hansford’s meta-analysis. One problem is that he puts knowledge-building, or what passes for knowledge-building in the studies he includes, in the same category as strategy instruction. But knowledge-building is what actually enables students to use strategies, or at least to use them for more than the few weeks the typical study lasts.
Take the strategy of “making inferences.” Readers with ample knowledge of the topic are likely to make inferences automatically, while those who lack such knowledge may find it impossible. The same is largely true of the strategies of summarizing and “finding the main idea and key details”—although even students who are knowledgeable about a topic will often need explicit instruction in how to do those things.
The value of strategies is that they get students to pay attention to text they’ve read and ask questions about it. That can boost comprehension. But without a certain level of relevant knowledge, students won’t be able to answer the questions they’re asking, no matter how hard they try.
Failure to Transfer
In his post, Hanford says that “the most surprising result” of the meta-analysis was that the positive effects of content or background knowledge instruction didn’t reliably transfer from tests created by the researchers to standardized measures of progress. This was also true for the other interventions he analyzed. David Didau also called this finding surprising and one that should “give us pause.”
But it’s well known that when researchers use assessments they’ve created themselves, the “effect sizes” are typically larger than when they use assessments created by others. When researchers devise their own tests, they’re likely to measure the skill or content that was taught as part of the study. Standardized or “far transfer” measures, on the other hand, aren’t tied to any particular skills or body of knowledge.
That’s why researchers generally consider standardized measures more reliable indicators of whether an intervention has “worked.” The idea is that those tests are more rigorous because they assess whether students are able to transfer what they’ve learned to another context—which is, of course, the ultimate goal.
But especially when it comes to knowledge-building, it’s difficult if not impossible to see transfer effects in the few weeks that most studies last. Students need to acquire a critical mass of general academic knowledge and vocabulary before they’re equipped to understand texts on unfamiliar topics. The only reliable way to enable them to reach that point is through teaching them about lots of specific topics, over a period of time, because information and vocabulary need a meaningful context in order to stick in long-term memory.1
Overlooked Studies Showing Transfer
In his meta-analysis, Hansford found that “content instruction” failed to show any statistically significant effects on standardized measures and only “negligible” effect sizes on researcher-created ones. He acknowledges that “some have suggested that content instruction may require long-term implementation to demonstrate effects.” But he claims that “the current evidence base was not sufficient to support or refute this claim.” 
In fact, though, we do have evidence from at least two studies supporting that claim. For some reason, neither is included in Hansford’s database.2 Both studies found meaningful positive effects on assessments that tested “far transfer,” of the kind assessed by standardized tests, but only after three years.
None of the studies on “content” or knowledge-building that Hansford included in his database lasted more than 45 weeks. Given their short duration, it would have been surprising if any of them had turned up a medium or large effect size on a standardized measure.
Speaking of effect sizes, that’s another problem with the meta-analysis. An effect size is a way of comparing results from studies that use different measures. It can be “statistically significant,” meaning that the result is unlikely to be due just to chance, but that doesn’t necessarily make it meaningful in the real world. So researchers categorize effect sizes as small, medium, or large.
Hansford used his own classification scheme for evaluating the size of results, which appears to be similar to one called Cohen’s d. But as education researcher Matthew Kraft has argued, that framework is unrealistic for education interventions, the vast majority of which fail to produce effects that would even be considered small under its standards. Kraft has proposed a more generous framework for evaluating effect sizes in education studies using standardized measures.3
Hansford dismisses one meta-analysis, which he says is often used to provide support for knowledge-building, as showing only “small” effect sizes on comprehension. But the study’s authors characterize the effect sizes as “large.” The apparent reason for the discrepancy: Hansford used something like the Cohen’s d framework, and the authors of the study used Kraft’s.
The Risks of Relying on These Findings
Educators could misinterpret Hansford’s meta-analysis as a takedown of all knowledge-building curricula, despite his disclaimer to the contrary. Another risk is that they’ll use the findings as a guide to instruction in ways that could backfire. Hansford found relatively strong evidence for “reciprocal teaching,” which involves four strategies: predicting, questioning, clarifying, and summarizing. But that doesn’t mean it will be effective when used in the abstract. Like any other type of strategy instruction, it’s unlikely to work if kids lack the knowledge they need to apply the strategies.4
And it’s not always the case that “strategy instruction” is ineffective in the early grades, as Hansford and Didau both advise—at least in the context of a knowledge-building curriculum. I’ve seen first- and second-graders making inferences and predictions and “comparing and contrasting” right and left, when they have the necessary information to work with and the right questions to guide their thinking, even if the activities aren’t labeled “strategy instruction.” With younger children those activities are largely done orally and based on read-alouds, but they lay the groundwork for independent reading comprehension later on.
Meta-analyses and studies of discrete comprehension interventions may also lead teachers to continue to see reading comprehension as something best taught in the abstract, divorced from curriculum content—even if for only a week or two—rather than activities to be woven into instruction in any subject and at any grade level. To make real progress, social studies, science, and even math teachers need to also consider themselves literacy teachers, just as literacy teachers need to see themselves as content teachers. It’s all connected.
“Content” Alone Is Not Enough
At the same time, it’s true that simply teaching “content,” whatever that means, is generally not enough to improve students’ reading comprehension. Knowledge-building requires more than just providing students with information. Ideally, teachers will also ensure that students literally understand the information, are able to retain it in long-term memory and retrieve it when needed, and can reflect on and reason about it.
It’s also crucial to ensure that students become familiar with the complex sentence structure and vocabulary of written language, which can pose a serious barrier to comprehension even for those with content knowledge.
The most effective way to familiarize students with complex syntax and vocabulary is to teach them how to use those things in their own writing. Explicit, manageable writing instruction is also the best way to ensure students retain and understand key information and develop the ability to think about it in complex ways. Unfortunately, Hansford’s meta-analysis doesn’t include the existing studies on links between writing and reading comprehension, not to mention on learning in general.
Rather than more studies and meta-analyses that try to isolate and evaluate discrete reading comprehension “pedagogies,” what educators could really use are studies comparing one actual literacy curriculum to another—not just to some undefined “business as usual.” They could also benefit from studies comparing different approaches to writing instruction.
Ideally, these studies would last three years or more. But given how expensive and difficult it is to conduct studies lasting that long, we’re unlikely to get them. There will always be many more studies of strategy instruction than of knowledge-building—not because strategy instruction in the abstract is better, but because it’s easier to see quick results, making it cheaper to study and more attractive to researchers.
“Reading comprehension isn’t simple,” Hansford advises in his blog post. “And anyone who tells you otherwise probably isn’t looking closely enough.”
Amen. It’s so complex that it can’t be developed and reliably assessed in a few weeks, or even in one or two school years. When translating the results of fairly brief studies into guidance for educators, it’s crucial to bear that fact in mind.
Update, 3.3.26: After hearing from Hansford via Twitter, I changed this post to clarify that Hansford did not use the Cohen’s d framework itself in his study. I also added some information to the footnotes concerning Hansford’s view that Kraft’s alternative framework doesn’t apply to the studies he reviewed and about the apparent omission of two long-term studies from his database.
1Another problem, as some have pointed out, is that the standardized measures used for assessing comprehension are themselves unreliable.  One study found that they disagree almost half the time.


2One is a study by Kim et al., which found an effect size of .14 on domain-general reading comprehension after three years. Another by May et al., found an effect size of .26 after three years. Hansford has informed me, via Twitter/X, he “can’t comment on any specific studies inclusion status,” so it’s unclear why these studies were not included in his database. A third study that lasted six years also found large effects on standardized tests from a knowledge-building curriculum, but that study has not been peer-reviewed and therefore doesn’t meet Hansford’s selection criteria.


3Cohen classified any effect size under 0.2 as small, anything between 0.2 and 0.5 as medium, and anything over 0.8 as large. Kraft’s benchmarks are: anything less than 0.05 is small, anything between 0.05 and 0.20 is medium, and anything over 0.20 is large. Via Twitter, Hansford argued that Kraft’s framework is only intended for “large scale, independently funded RCTs on older students, this would not be relevant to our study.” Kraft’s paper says that it is intended for “causal research that evaluates the effect of education interventions on standardized student achievement."


4In his Substack post, Didau notes that a study done in England showed only negligible effects for reciprocal teaching.



  
  
    Deep Dive

    Reading comprehension

    Based on Wikipedia: Reading comprehension


The Strange Skill You Use Every Day Without Noticing


Right now, as your eyes move across these words, your brain is performing one of the most remarkable feats in all of human cognition. You're not just recognizing squiggles on a screen. You're constructing meaning, connecting ideas to things you already know, making predictions about where this sentence is heading, and evaluating whether what I'm telling you makes any sense at all.


This is reading comprehension. And most of us have absolutely no idea how it works.


Here's what might surprise you: being able to read words is not the same as understanding them. A child can sound out "photosynthesis" perfectly while having zero concept of what plants actually do with sunlight. An adult can breeze through a legal contract, recognizing every word, and still walk away completely confused about what they just agreed to.


The gap between these two abilities—decoding words versus understanding meaning—is where everything interesting happens.


What Your Brain Actually Does When You Read


Reading comprehension isn't a single skill. It's more like an orchestra where dozens of cognitive instruments have to play in harmony.


At the most basic level, you need phonology—the ability to connect written symbols to sounds. Then comes syntax, which is your brain's understanding of how words arrange themselves into grammatical structures. Semantics handles meaning. And pragmatics deals with context: understanding that "nice weather we're having" during a thunderstorm is sarcasm, not meteorological confusion.


But that's just the foundation.


To truly comprehend what you read, you also need to track references across sentences (when a sentence says "he did it," who is "he" and what is "it"?), draw inferences about things the author didn't explicitly state, identify the main point buried among supporting details, recognize when you're confused and need to re-read, and figure out what the writer is actually trying to accomplish.


That's a lot of simultaneous mental work. And here's the crucial insight: all of these processes compete for the same limited pool of cognitive resources.


The Bottleneck Problem


Imagine trying to have a deep philosophical conversation while simultaneously doing long division in your head. Difficult, right? Your brain's processing capacity is finite, and when one task demands too much attention, other tasks suffer.


This is exactly what happens when reading is laborious. If someone struggles to recognize individual words—stumbling over "simultaneously" or puzzling out "philosophical"—they're burning through cognitive resources just to decode the text. By the time they reach the end of a sentence, they've forgotten what the beginning said. Comprehension collapses.


This explains why fluent word recognition is so important. It needs to be automatic, effortless, almost unconscious. Only when decoding becomes second nature can the brain redirect its resources toward the higher-level work of understanding.


Shallow and Deep: Two Ways of Processing Text


In 1972, two psychologists named Fergus Craik and Robert Lockhart proposed something that changed how we think about memory and understanding. They argued that we process information at different depths, and the depth matters enormously.


Shallow processing is surface-level. It involves recognizing the structure of words—how many syllables, what they sound like, where the emphasis falls. You can process text shallowly and still technically "read" it. Your eyes move, pages turn, time passes.


Deep processing is different. It's semantic, meaning-focused. When you read deeply, you're encoding what words actually mean and connecting them to other things you know. You're building mental models, asking questions, arguing with the author in your head.


Modern brain imaging has confirmed this distinction in striking ways. Using functional magnetic resonance imaging—a technology that shows which brain regions are active during different tasks—researchers have found that reading a narrative activates more brain regions than reading isolated sentences. The narrative engages areas involved in spatial reasoning and situational understanding. You're not just processing language; you're constructing a mental simulation of the world the text describes.


The Brain's Reading Network


Neuroscientists have mapped three overlapping neural systems that activate during reading. The first handles visual processing—recognizing the shapes of letters and words. The second connects orthography to phonology, which is a fancy way of saying it links what words look like to what they sound like. This system centers on a brain region called the angular gyrus.


The third system handles semantics—meaning. It involves the anterior temporal lobe and two famous brain regions: Broca's area and Wernicke's area. These regions, named after the nineteenth-century scientists who discovered them, are central to language production and comprehension.


But here's where it gets interesting. Broca's area, traditionally associated with speech production, also helps with executive functions during reading. It's part of how you adjust your reading depth based on your goals. Skimming a newspaper headline activates different neural patterns than carefully parsing a complex argument. Your brain literally reads differently depending on what you're trying to accomplish.


The Vocabulary Connection


There's an obvious but profound relationship between vocabulary and comprehension: you can't understand a passage if you don't know what the words mean.


This sounds trivially true, but the implications run deep. Research consistently shows that students with smaller vocabularies comprehend less of what they read—not slightly less, but substantially less. Vocabulary has been called "the glue that holds stories, ideas, and content together."


And the challenge compounds. Encountering too many unknown words in a passage doesn't just create isolated gaps in understanding. It disrupts the entire flow of comprehension. You lose the thread. The mental model you're building falls apart.


This is why vocabulary instruction matters so much, and why it's more complex than handing students a list of definitions to memorize. The really tricky words aren't obscure technical terms. They're words with multiple meanings (like "bank," which can be a financial institution, a river's edge, or a verb meaning to tilt), figurative expressions (like "break a leg"), and subtle shades of meaning that change based on context.


Building Vocabulary That Sticks


A researcher named Andrew Biemiller has advocated for an intensive approach to vocabulary instruction. His argument: before students read a text, teachers should introduce topic-related words and phrases, explain how these words are used in context, and familiarize students with the sentence structures where these words typically appear.


The goal isn't just to define words but to give students multiple encounters with them in meaningful contexts. This builds what you might call "word ownership"—the kind of deep familiarity that lets you use a word confidently, recognize its nuances, and understand it instantly when you encounter it.


There's another approach that sounds promising but turns out to be unreliable: teaching students to decode unfamiliar words by analyzing their parts. Prefixes, suffixes, roots—the idea is that if you know "bio" means life and "logy" means study, you can figure out that "biology" is the study of life.


This works sometimes. But research suggests it's not a dependable strategy for improving comprehension more broadly. Too many English words have evolved in ways that make their components misleading. The word "understand," for instance, has nothing to do with standing under anything.


Teaching People to Comprehend


For most of the twentieth century, comprehension instruction followed a simple pattern: have students read something, then ask them questions about it.


This approach has an obvious flaw. Asking questions about a text tests whether someone understood it. It doesn't necessarily teach them how to understand the next text they encounter.


It's like testing someone's ability to swim by throwing them in a pool, then throwing them in another pool, and another, hoping they'll eventually figure it out. Some people will. Many won't.


Starting in the late 1960s, researchers began developing more explicit comprehension strategies—mental tools that readers could deliberately apply to make sense of difficult texts. The shift was from testing comprehension to teaching it.


The Rise of Reading Strategies


In 1969, a researcher named Anthony Manzo developed something called Reciprocal Questioning, or ReQuest. It was based on a simple but powerful idea: instead of the teacher asking all the questions, students and teachers would take turns questioning each other about a text.


This did something subtle and important. It modeled the cognitive processes that skilled readers use automatically. When the teacher asked a question, students saw what kinds of questions were worth asking. When students had to formulate their own questions, they were forced to engage actively with the text rather than passively absorbing it.


The technique drew on social learning theory—the idea that we learn by observing and imitating others. By making the teacher's thinking visible, it turned comprehension from a mysterious talent into a set of learnable practices.


Reciprocal Teaching


In the 1980s, two researchers named Annemarie Sullivan Palincsar and Ann Brown built on these ideas to develop reciprocal teaching, a method that became hugely influential.


The approach focuses on four specific strategies: predicting what will happen next in a text, summarizing what you've just read, clarifying confusing parts, and asking questions about the material. Students practice these strategies in structured group discussions, gradually taking more responsibility for leading the conversation.


The genius of this approach is that it externalizes internal mental processes. When you read silently, predicting and summarizing happen invisibly inside your head (or don't happen at all). When you have to articulate your predictions and summaries out loud, you become aware of your own thinking. You can refine it. You can learn from others' approaches.


The Question of Questions


The educator Neil Postman once observed that all knowledge results from questions. This might sound like philosophical abstraction, but it has practical implications for reading instruction.


Not all questions are created equal. There's a difference between asking "What happened in chapter three?" and asking "Why did the author choose to reveal this information here instead of earlier?" The first question tests memory. The second prompts analysis.


Researchers have identified several types of questions that support comprehension at different levels: questions that check whether you remember basic facts, questions that test whether you understood the meaning, questions that ask you to apply ideas to new situations, questions that invite you to synthesize information from multiple sources, and questions that require evaluation and judgment.


Effective comprehension instruction involves modeling all these question types—not just asking students the questions, but showing them how to generate such questions themselves. Teachers do this through "think-alouds," literally narrating their own thought processes while reading: "I'm confused by this paragraph. Let me re-read it. Oh, I see—the author is contradicting what they said earlier. I wonder why?"


Why Genre Matters


A folktale and a biology textbook require fundamentally different reading strategies, even though both involve processing words on a page.


Folktales follow predictable patterns. There's typically a protagonist who faces a challenge, attempts to overcome it (often failing twice before succeeding on the third try), and learns a lesson. Once you recognize this structure, you can navigate new folktales more efficiently. You know what to expect, which frees cognitive resources for other aspects of comprehension.


Informational texts work differently. They're organized around concepts rather than narratives. They use features like headings, subheadings, diagrams, glossaries, and indexes. Skilled readers of informational text know to scan the headings first to build a mental map, to use diagrams as supplements to (not substitutes for) the main text, to recognize that bold words usually signal key vocabulary.


Poetry operates by yet another set of conventions. Rhyme, meter, alliteration, metaphor—these devices create meaning through patterns of sound and comparison rather than through explicit statement. Reading a poem the way you'd read a newspaper article will leave you missing most of what the poem is actually doing.


This is why genre awareness is such an important part of reading development. Each genre is essentially its own game with its own rules. Understanding the rules doesn't automatically make you a good player, but it's hard to play well without understanding them at all.


The Mental Movie


When skilled readers encounter a vivid passage of narrative prose, something remarkable happens: they visualize it. They construct mental images of scenes, characters, and actions. They create what researchers call a "mental movie."


This isn't a metaphor for understanding. It's a distinct cognitive process that contributes to comprehension in measurable ways. Readers who actively visualize tend to remember more details, make better inferences, and engage more deeply with texts.


Visualization can be taught. One effective technique involves having students read a passage without looking at any accompanying illustrations, asking them to describe what they "see, hear, smell, taste, or feel," and then comparing their mental images to the actual pictures.


The comparison serves multiple purposes. It validates that forming mental images is a normal and valuable part of reading. It provides feedback about how well students are extracting sensory details from text. And it often reveals interesting differences—places where a student's visualization diverged from the illustrator's interpretation, inviting discussion about what the text actually implies.


The Partner Reading Strategy


Comprehension strategies often work best in social contexts. One elegant example is partner reading, which transforms reading from a solitary activity into a structured collaboration.


Here's how it works. Two students are each given different books. They read their own books independently, then write comprehension questions about what they read. They swap books, read their partner's book aloud, and answer their partner's questions.


This deceptively simple structure accomplishes several things at once. Writing questions forces deeper engagement with the text. Hearing someone else read aloud provides modeling. Answering questions about a book you just read tests comprehension in a low-stakes, supportive context.


Teachers can differentiate the activity by adjusting how much scaffolding each pair receives. Some students might be given templates for question types. Others might work independently. This allows the same basic activity to serve students at very different levels of reading development.


Reading Comprehension as Spectrum, Not Switch


Perhaps the most important thing to understand about reading comprehension is that it's not binary. You don't either comprehend or fail to comprehend. You comprehend to varying degrees, and the degree varies based on the text, your background knowledge, your purposes, and a dozen other factors.


In educational assessment, this is reflected in percentile rankings. A student's reading comprehension is reported not as "yes" or "no" but as a position relative to other students: "You comprehend at the 75th percentile for your age group."


The opposite of reading comprehension is sometimes called functional illiteracy—the condition of being able to decode words but not able to use written information effectively in daily life. Functionally illiterate adults can read street signs and simple labels but struggle with forms, instructions, and any text requiring inference or synthesis.


Between the fluent reader and the functionally illiterate person lies a vast spectrum. Most of us occupy different points on that spectrum for different types of reading. You might comprehend novels easily but struggle with tax forms. You might breeze through technical documentation in your field but find legal contracts impenetrable.


This is because comprehension depends so heavily on prior knowledge. When you read about something you already understand well, you have scaffolding to support new information. When you read about something completely unfamiliar, you're building the scaffold and the structure simultaneously. That's much harder.


The Integrated Nature of Reading Skill


We've covered many distinct skills and strategies: word recognition, vocabulary knowledge, genre awareness, questioning, visualization, and more. But in fluent reading, all of these blend into a seamless whole.


This creates an instructional paradox. You often need to teach skills separately so students can focus on one thing at a time. But the goal is always integration—getting those separate skills to work together automatically.


The transition from deliberate strategy use to automatic comprehension is sometimes called "overlearning." It's what happens when a skill becomes so practiced that it requires no conscious effort. Expert readers don't think "Now I should summarize this paragraph" or "I should make a prediction here." They just do it, the way an experienced driver just changes lanes without consciously checking mirrors, signaling, and turning the wheel as separate steps.


Teachers model this integrated behavior by demonstrating what effective reading looks like—not just explaining strategies in isolation, but showing how all the strategies work together in real-time engagement with real texts.


In a sense, the goal of reading instruction is to make reading instruction unnecessary: to help students internalize strategies so deeply that they become invisible, leaving nothing between the reader and the meaning but the words themselves.


Why This Matters


Reading comprehension isn't just an academic skill measured on standardized tests. It's one of the primary ways humans access knowledge, understand others' perspectives, and participate in civic life.


In an era of abundant text—websites, social media, news feeds, documentation—the ability to comprehend what you read becomes increasingly valuable. But so does the ability to read critically, to recognize when you're being manipulated, to distinguish fact from opinion, to evaluate sources.


These higher-order comprehension skills don't develop automatically. They require instruction, practice, and the kind of metacognitive awareness that comes from making invisible thinking visible.


The next time you read something and understand it easily, take a moment to appreciate the cognitive miracle taking place. Dozens of mental processes are working in concert, drawing on years of accumulated knowledge and practice, all so you can extract meaning from shapes on a surface.


It's one of the most remarkable things humans do. And most of us do it without ever noticing.
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Consider the struggling reader: someone who has decoded every word correctly yet somehow cannot bridge the gap between reading and understanding. This is not a rare phenomenon. Even skilled readers with solid decoding abilities occasionally encounter texts that disrupt their comprehension—the vocabulary suddenly blurs, the narrative thread dissolves, and meaning evaporates entirely. In 1986, researcher Annemarie Palincsar published findings that would reshape how educators approach this persistent challenge in reading instruction. Her solution was elegant yet radical: instead of leaving students to navigate comprehension breakdowns alone, teachers should actively guide them through the process—and then empower students to guide each other.

This approach became known as reciprocal teaching, and it has since transformed literacy classrooms across the world.

A Discovery Born from Observation

Palincsar conducted her groundbreaking research in real classrooms, watching carefully as readers encountered texts that confounded them. She observed something remarkable: proficient readers possess a toolbox of strategies they deploy automatically when comprehension falters. When these skilled readers encounter an unfamiliar word, an unexpected plot twist, or a passage that violates their expectations, they don't simply surrender. Instead, they activate deliberate fix-up strategies—slowing down, re-reading passages, consciously summarizing to restore coherence, or pausing to predict what comes next.

Poor readers, by contrast, often lack these reactions entirely. Some do not recognize the triggers signaling comprehension breakdown. Others know something is wrong but possess no strategies to address it. Still others employ maladaptive approaches—avoidance, guesswork, or blind persistence—that compound rather than solve the problem.

Palincsar's insight was direct: effective readers aren't born that way. They learned these strategies through modeling and practice. Reciprocal teaching would provide exactly that: a structured framework where teachers demonstrate comprehension strategies explicitly, then gradually transfer responsibility to students as they master each technique.

The Fab Four: Strategies That Transform Understanding

The reciprocal teaching methodology centers on four core strategies—collectively nicknamed the "fab four" by literacy expert Lawrence Oczjak. Each strategy serves a specific function in constructing meaning from text.

Predicting invites students to speculate about what comes next based on prior knowledge, context clues, and evidence within the text itself. This isn't wild guessing; it's educated anticipation that activates existing schema while reading.

Questioning compels students to generate genuine questions about the material—not performative queries designed to please a teacher, but authentic puzzlements that reveal where comprehension has broken down. Students learn to interrogate characters, plot, vocabulary, and narrative logic.

Clarifying addresses areas of confusion directly. Students identify unfamiliar concepts, complex passages, or ambiguous vocabulary, then actively work to resolve these obstacles through context clues, additional research, or dialogue with peers.

Summarizing requires synthesizing the most important information into coherent, succinct statements. This strategy demands students continuously evaluate what they've read, organize main ideas, and articulate core content in their own words—reinforcing both comprehension and retention.

When these strategies function together within a small group, something remarkable happens: meaning construction becomes genuinely collaborative.

Guided Participation in Practice

The reciprocal teaching process unfolds through structured dialogue. A teacher initiates by modeling each strategy explicitly—demonstrating how to generate questions about plot and character motivation, clarifying unfamiliar vocabulary through context, summarizing key scenes, and predicting what might unfold next based on textual evidence.

With time and practice, students take turns assuming the role of group leader. This isn't mere role-playing; it's deliberate scaffolding that gradually transfers cognitive responsibility from teacher to student. The process resembles apprenticeships in craft or sport, where experts model thinking processes until novices can eventually navigate alone.

Research conducted by Kincade and Beach in 1986 documented how proficient readers use comprehension strategies deliberately when texts trigger confusion—ranging from simple reading rate adjustments to active summarization. Poor readers demonstrate no such response. Palincsar's subsequent work established that reciprocal teaching could systematically teach these missing strategies, transforming passive readers into active meaning-makers.

Evidence-Based Results

The research base supporting reciprocal teaching is substantial. Studies across diverse student populations consistently demonstrate improved reading comprehension when this approach is applied. The methodology works because it simultaneously engages multiple cognitive processes: active dialogue with teachers and peers, metacognitive reflection on understanding, critical thinking about textual content, and meaningful engagement rather than passive absorption.

Critically, reciprocal teaching addresses the fundamental problem of comprehension failure directly—not through remediating decoding skills alone, but by equipping students with explicit strategies to deploy when texts become difficult. The approach acknowledges that reading is inherently cognitive: readers must continuously construct meaning, evaluate their understanding, and adjust strategies in real-time as they encounter obstacles.

Beyond the Classroom

The implications of reciprocal teaching extend beyond immediate literacy instruction. By fostering collaboration between teachers and students, this methodology cultivates ownership over learning—students genuinely believe they can direct their own academic success. The turn-taking structure creates supportive environments where questioning feels safe, where admitting confusion becomes productive rather than embarrassing.

Perhaps most importantly, reciprocal teaching offers a corrective to passive approaches that characterize much reading instruction: lectures about books, isolated vocabulary drills, or comprehension worksheets that require students simply retrieve answers. Instead, students engage in meaningful dialogue about text with guidance from teachers and partnership with peers—constructing understanding actively through questioning, clarification, summarization, and prediction.

The four strategies aren't just techniques for reading instructors to implant. They represent how effective readers actually process challenging texts: what triggers comprehension breakdown, which deliberate interventions restore meaning, and how skilled readers know when to deploy each strategy. By making these implicit processes explicit—through guided participation across small groups—reciprocal teaching transforms mystery into method.

In an era where reading proficiency increasingly determines academic outcomes, this approach offers something educators have always sought: a structured pathway from confusion to comprehension that students can eventually navigate alone.
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In 1904, a statistician named Karl Pearson published a paper in the British Medical Journal that would quietly revolutionize how we understand knowledge itself. He gathered data from several clinical studies about typhoid inoculation—aggregating outcomes across multiple investigations to find patterns invisible in any single study. It was the first time anyone had systematically combined results from independent research projects to produce something greater than the sum of its parts. Nobody called it meta-analysis then. The term wouldn't be coined until 1976, when statistician Gene Glass defined it as "the analysis of analyses." But Pearson's work embodied exactly what meta-analysis would become: a statistical method for synthesizing quantitative data from multiple independent studies addressing a common research question.

The discipline has since grown from a niche statistical technique into one of the most influential tools in modern science. By 1991, only 334 meta-analyses had been published worldwide. By 2014, that number exploded to over 9,135—a thirtyfold increase in just over two decades. Meta-analyses now underpin treatment guidelines, shape health policies, and determine whether research grants get funded. They are the backbone of evidence-based medicine, the reason we can say with confidence that something works or doesn't work.

The Art of Synthesis

At its core, meta-analysis solves a fundamental problem: individual studies often contradict each other. One paper finds a treatment effective; another finds it useless. Policymakers, clinicians, and scientists need answers—not chaos. Meta-analysis resolves these uncertainties by computing a combined effect size across all relevant studies, improving statistical power and precision.

The process begins with data collection. Researchers identify appropriate keywords and search limits—using Boolean operators to craft precise queries—and scan databases like PubMed, Embase, and PsychInfo. They search reference lists of eligible studies, a technique called "snowballing," which can uncover relevant work missed by initial database searches. The initial search returns a large volume of studies; often, the abstract or title reveals a study doesn't fit pre-specified criteria.

These discards aren't arbitrary. Researchers document everything in a PRISMA flow diagram, detailing how many studies were returned, how many were discarded, and why. The date range of included studies must be specific enough that another researcher could reproduce the search. This rigor exists because meta-analyses serve as summaries guiding future research—they're expected to be reliable.

Measuring What Matters

For studies examining correlational data, effect size information is typically collected as Pearson's r statistic—a measure of the relationship between variables. Researchers must be careful: partial correlations, which remove certain variables from analysis, often inflate relationships compared to zero-order correlations. The partially-out variables will differ from study to study, so many meta-analyses exclude partial correlations entirely.

If scatterplots are available, plot digitizers can extract data points directly—a powerful tool for calculating effect sizes when reported statistics are incomplete.

Beyond the core effect size, researchers collect moderating variables: the mean age of participants, characteristics that might explain why effects differ across studies. A measure of study quality gets included to assess reliability—over eighty tools exist for assessing quality and risk of bias in observational studies, reflecting how different fields approach research differently.

These tools usually evaluate how dependent variables were measured, whether participant selection was appropriate, and whether confounding factors were adequately controlled. For correlational studies specifically, sample size, psychometric properties, and reporting methods become essential quality indicators.

The Gray Literature Question

Researchers face an additional decision: whether to include so-called gray literature—research not formally published in peer-reviewed journals. This includes conference abstracts, dissertations, and pre-prints.

Including gray literature reduces publication bias—the tendency for positive results to get published while negative findings disappear. But gray literature often (though not always) has lower methodological quality than formal publications. Conference proceedings, the most common source, are poorly reported; subsequent publications often differ from conference data, with inconsistencies observed in almost twenty percent of cases.

Two Types of Evidence

When performing a meta-analysis, researchers distinguish between individual participant data and aggregate data.

Aggregate data is more commonly available—it typically represents summary estimates like odds ratios or relative risks, found in published literature. This can be synthesized directly across conceptually similar studies using several approaches: fixed effects models, random effects models, or other statistical frameworks.

Individual participant data represents raw data as collected by study centers—actual measurements from each participant, not just summaries. This distinction matters because different evidence types require different methods.

One-stage methods model all IPD simultaneously while accounting for clustering of participants within studies. Two-stage methods first compute summary statistics for aggregate data from each study, then calculate overall statistics as a weighted average.

The trade-off is significant: reducing individual participant data to aggregate data allows two-stage methods to handle both evidence types, making them appealing for many meta-analyses. But recent research shows one-stage and two-stage methods can occasionally lead to different conclusions—sometimes dramatically different.

The Criticism Paradox

Despite its growth, meta-analysis faced serious backlash after Mary Lee Smith and Gene Glass published the first model meta-analysis in 1978 on psychotherapy outcomes. Psychologist Hans Eysenck responded aggressively, calling it "an exercise in mega-silliness" in a 1978 article. Later he described it as "statistical alchemy"—implying the method was something like turning lead into gold, i.e., impossible.

The criticism was fierce, but it didn't slow adoption. Meta-analysis expanded through the 1970s and now touches psychology, medicine, ecology, and countless other disciplines. Evidence synthesis communities have emerged to cross-pollinate ideas, methods, and software tools across fields—meta-analysis has become fundamental to metascience itself.

The Stakes

Meta-analyses are often (though not always) crucial components of systematic reviews—they summarize existing research to guide future studies. They support grant proposals, shape treatment guidelines, and influence health policies at national and international levels. When you read that a treatment works or doesn't work, meta-analysis is usually the reason.

In an era of information overload, when thousands of studies are published annually in any given field, meta-analysis isn't just useful—it's essential. It turns noise into signal, chaos into clarity, and isolated findings into cumulative knowledge.
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I’ve long lamented the fact that most people think that making stock is an elaborate project. I suppose it can be—if you set out to make a gallon of brown veal stock (maybe one of the great miracles of the kitchen). But not for four cups of chicken stock from the carcass of roasted (or rotisserie) chicken.
As we dig out from under two feet of snow, I thought I’d put stock-making on the agenda, especially as a friend we were traveling with recently didn’t know of my genius, yes genius, method for easy overnight stock. The Promiscuous Reader will back me up on this one. 
If you’re a longtime reader of my work, you’re well aware of the method, but for those who aren’t, those who don’t know how easy great chicken stock is, what better season to give it a whirl?
Here’s the easiest way to do it …
Tear the chicken parts apart at the joints so they fit compactly in the pot. Include any meat you’re not planning to eat. (The more meat, the more flavor.) Quarter an onion (no need to peel it unless it’s dirty; I usually take the root off and the sticker) and add it to the pot with a carrot or two and a bay leaf. Cover it with water. Put it uncovered in a 200˚F oven before you go to bed. Wake to the smell of glorious chicken stock. Strain. (If you’re nervous about leaving the oven on while you sleep, do it the next morning!)
Here’s the way I do it …
It adds an extra step, but I think it’s worth it. I cover just the bones with water and put the pot in the oven. The next day I discard the bones, add the carrot, onion, and bay leaf and simmer gently for 45-60 mins.
Here’s the way Ann does it …
Ann adds a leek to hers. She’s right. It makes a difference. If you remember to pick up a leek.

Stock tips …
As I wrote in my James-Beard-Award-Winning, now-out-of-print book, Ruhlman’s Twenty, water is one of the most overlooked powerhouse ingredients in the kitchen. We use it in five different ways: We cook food in it (eggs, pasta, beans), we use it to mediate heat in the form of a water bath (custards), we use it to stop the cooking (ice bath), we use it to freeze liquids (ice cream), and, perhaps most important of all, we use it to extract flavor and protein from foods.
The best example of that last use is stock. Here is my basic stock know-how:
	Water pulls out the flavor from the chicken meat.

	Water extracts the flavors and sugars from the onion, carrot, and bay leaf.

	Water  turns the protein collagen—which bones, cartilage, and skin are made of—into gelatin, which makes the liquid nutritious and gives it body.

	It is possible to overcook stock. Water will eventually begin to pull larger fragments of bone and cartilage from the carcass and disintegrate the vegetables. The result is less stock not only from reduction, but also because those fragments absorb the valuable stock and get strained out, carrying the stock with them. (This is why I add the vegetables at the end, and only cook them for 45 minutes.)

	Try not to boil your stock. It will be clearer and cleaner tasting because the boiling emulsifies fat and other impurities into the stock. That’s why the 200˚F oven is the perfect stock-making device.

	That said, you can make a perfectly good chicken stock in an hour by boiling it. This method will give you a good broth for egg drop soup, perhaps the simplest and most nutritious meal there is.

	When you know how stock works, you can better understand how to make an excellent sauce for your roasted chicken—right there in the pan. Add any bits from the chicken you won’t eat (wing tips, pope’s nose, skin stuck to the pan) to the pan along with thinly sliced onion and carrot shaved with a peeler to the pan. Deglaze with water, and cook until the water has cooked off. Deglaze two more times. You’re making a quick stock right in the pan. Thicken with Wondra or beurre manié for a lovely jus.


Now, what to do with your delicious, no-fuss stock …
It’s well known that if you have good chicken stock on hand, you have a meal. If you’ve saved bits from the roasted chicken, put it back in the broth with some celery and carrot and egg noodles for classic chicken noodle soup. Or instead of noodles, add fried tortilla, corn, avocado, cilantro, and lime, for corn tortilla soup.
Stream egg into it for egg drop soup. Or use the eggs a different way: make Japanese chawanmushi or Greek avgolemono.
Or simply buy some tortellini and cook them in the broth for tortellini en brodo. Or cook white beans in it, finish with grated Reggiano and olive oil or crumbled bacon.
Or add escarole and sausage for a, yep, escarole and sausage soup. Serve with a great baguette and good butter.
Here’s one of our favorites …

Nothing beats Jean-Georges’s Thai Curry Soup. Warning though: you’ll need to find galangal, Makrut lime leaves, and lemongrass. If you live where you can pick these up, this soup is unbeatable. Here’s the recipe:
Thai Curry Soup With Chicken And Shiitakes
95.2KB ∙ PDF file

Download
Download

For us it means a subway down to Chinatown, to Bangkok Center Grocery on Mosco St. where we can also find really good fresh mushrooms as well. And heck, we’re down here, let’s get a bite at Wo Hop!
I get carried away. Roast a chicken for dinner this weekend, stuff the bones into a pot and make stock while you’re cleaning up. It’s easy!


Snowtime in New York …

What a glorious New York day we had last Sunday, lying in bed till noon, the bed covered with sections of the actual New York Times. Talking, doing puzzles. A bagel and some scrambled eggs with grated gruyere. A matinee at the Minetta Lane Theater called The Disappear, a delightful marital farce about artists and their egos starring Hamish Linklater, Tony-Award-winner Miriam Silverman, and the well-known character actor Dylan Baker. The snow was just beginning when we left the theater and walked up Minetta Lane to Macdougal where Minetta Tavern sits on the corner across from Cafe Wha.
The restaurant was packed and steamy on this cold night. We enjoyed our cocktails and conversation about the play so much we had a second before moving on to grilled Island Creek Oysters, enormous bones filled with marrow to spread on grilled bread, and the tavern’s Black Label burger, arguably the best burger in New York City.

After spotting the Grand Marnier soufflé for two being served at the table across from us, Ann immediately put our order in for a rare desert for us.  Our host, Victoria, was uncommonly gracious. Hamish Linklater, from the play, arrived not long after we did so we were able to tell him how much we loved the show. A perfect early dinner on a wintery Sunday night.
When we left, the snow had begun in earnest.

Fashionista Ann on leaving the Minetta Tavern.

And we had a lovely walk home through the snowy streets of Greenwich Village, feeling lucky on so many fronts. We arrived home from San Miguel, Mexico, a week earlier; today cartels were burning up resort cities and people of San Miguel were ordered to shelter in place. Our car was not on the street and so would not be buried in the snow. A tree fell on our neighbor’s car, smashing its windshield. Mayor Mamdani called an actual snow day for New York City schools. And we had plenty of food for the next day, a hearty bolognese for dinner planned and so we didn’t have to leave the apartment all day.
I posted an essay from The Times last week on the glory of snow days. The writer calls snow our most reliable time machines. It sure felt that way as we walked up Bleecker Street, past Grove and Christopher and Charles and Perry and Bank Streets, black treetrunks supporting pure white branches. Stoops, benches, window sills filling with soft wet snow.
We woke to the sound of shovels scraping across our sidewalk and cross country skiers heading east along West 12th Street.
What we’re drinking …

We’re back to our routine, and routine means a bourbon Manhattan for Ann and a 6:1 Martini for me come evening. But we had our dear friend Laura for cocktails and I knew she preferred tequila and mezcal. I could make her a tequila Manhattan, sometimes called The Distrito Federal, or a tequila Negroni—both outstanding cocktails. The former typically uses an aged tequila (reposado or anjeo, the latter a blanco). But she wanted something lighter and more refreshing. That would be a Mezcal Rickey. Even though it’s a great hot weather cocktail, the heavy shot of lime juice with no sweetener feels bracing in winter, too. I don’t usually have tequila on hand but that works great here as well.
Tequila/Mezcal Rickey
	2 ounces blanco tequila or mezcal

	1 ounce lime juice (or juice from half a good lime)

	4 ounces seltzer water

	1 lime wedge


Combine the tequila and lime juice in a highball glass, fill it with ice, add the seltzer as desired, and garnish with a lime wedge.
What we’re watching …
A lot of plays as it happens. The aforementioned The Disappear. An outstanding play called Data, a four-person play about a data programmer, AI and immigration—a fascinating moral-dilemma play written by a former Silicone Valley worker.

We were eager to see The Elevator Repair Company’s rendition of Joyce’s Ulysses, because we loved loved loved their play Gatz (which I wrote about here). Let’s just say that we are now officially done with Ulysses—never have to think about it again, or wring our hands for never having finished the novel. Done and done.
You Got Older at our little Cherry Lane theater is a lovely quiet play about a woman at loose ends who returns to take care of her ailing father. And at our favorite company, New York Theater Workshop, we saw Our Joy Is Heavy, a memoir-musical by Abigail and Shaun Bengson, whose One Hundred Days we loved so much we bought more tickets immediately after seeing it the first times (see concluding video.)
We did catch the opening episode of How To Get To Heaven From Belfast, about three 30-something women friends investigating the death of a fourth friend; it has a kind of Bad Sisters vibe but with not enough there there. Instead, we moved on to the second season of Hijack, starring the remarkable Idris Elba. In season one, he negotiates with hijackers on a plane.  The action in this one takes place in the German subway system—it’s a nailbiter, but whose side is Elba on?


We were able to catch one movie, one of the best foreign film Oscar nominees, Sirat, about a father and young son who travel to a rave in the mountains of Morocco looking for his daughter, the boy’s sister. The opening rave turns into a very intense road story as the father and son travel with a band of five ravers (played by the misfit ravers themselves, two of them missing limbs). Wild, dangerous, propulsive, shocking—we left the theater thinking what the hell was that? View at your own risk (I recommend it over any of the other nominees).
What we’re reading …
In the last newsletter, I recommended Havoc by Christopher Bollen, a psychological thriller about an old American widow in a luxury hotel in Egypt during the pandemic. The week after I finished it we traveled to the San Miguel writers’ conference, where I bowed out of a faculty reading. Ann surprised me with a text that said she and Chris Bollen were both reading together. He read, of course, from Havoc.
The following week, a day after our return, Ann and I went to Brooklyn Heights to Books Are Magic to hear our friend Chris Castellani talking about his new novel, Last Seen. We arrived minutes late and Ann grabbed the last seat, copy of the new book in her lap. She caught my attention and pointed to one of the blurbs on the back of Chris’s book. It was by Chris Bollen. Then she pointed to the head of a guy five rows up. We said hello again to Mr. Bollen as he headed out.

Chris asked Ann, “Am I going to wake up tomorrow and find you in my bathroom?”
Now, over to The Promiscuous Reader for this weeks recommendations:
I just loved Lucy Caldwell’s Three Days about a family in Belfast during the Blitz in WWII. It was so destroyed that people said, “My God, Belfast is finished.” Caldwell tells the story through multiple points of view that build like a chorus of voices to a gorgeous crescendo. Cannot wait to read her other books.

I started The Red House by Mary Morris before we left on our long Mexico trip. It’s a gloriously big novel so I had to leave it behind in order to fit three short ones in my carry on. Happily, I’m home and able to return to the book and Italy, where Laura has gone to try and find the mother who abandoned the family thirty years ago. Morris is such a masterful writer as she moves us from present to past, from Naples to Turin, from mystery to family saga.

Thank you, Ann. (Fans of —read her latest essay on  about the meaning and implications of thwacking your hair off and growing it out.)
Links we’ve loved …
This has long bugged me. Why, why do people back their cars into parking spots. When I ask people why, they usually say, “It’s easier to pull out.” To which I think, well, not that much easier. You know what’s hard? Backing your car into a narrow space—two or three times harder and more time consuming than backing it out. I’m glad this Times reporter shares my bafflement.
Ann, who reads a lot of travel pieces (no surprise) found this interesting story from the BBC on the Grimm Fairy Tale route, which begins in Hanau, the city where the brothers were born in 1875 and 1876. (I’d forgotten how truly dark their stories were at the beginning—filled with torture, mutilation, incest. They later sanitized the stories, turning evil mothers into stepmothers and the like; in the original Cindarella, the wicked sisters cut off their toes in order to fit into slippers that fill up with blood; in the end their eyes are plucked out by crows. Hey Mr. Disney, why did you make that edit?)
CNTraveler takes you to seven wonders of the world you can actually visit.
And Southern Living has an interesting fact about the most stolen item in hotel rooms.
Speaking of Wo Hop, their lunar new year t-shirts have become collector items.
And last, though the Olympics are over, it’s never too late to learn where the 40-pound curling stones are made—in a single place in Scotland using granite from a volcanic island in the Firth of Clyde.
And finally …
I’m so enamored with the minstrel Bengsons, I went back to look at some of their songs from One Hundred Days in preparation for the show last night. Here’s a good example of their work.


That’s it for this week! I’ll be back next weekend with a Below 14th Street letter for paid subscribers with reviews of three restaurants in lower Manhattan. All comments are welcome. Please hit the heart button—it makes us glad. Have a great weekend and a better week after that!
—Michael
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  The sublime is one of the most enduring concepts in literary aesthetics—and one of the hardest to define. Harold Bloom called it the essential qualification for any great imaginative work. Samuel Johnson's dictionary offers a starting point: sublimity means something raised high, elevated, lofting above ordinary experience. But what does it actually mean in literature?

What Is the Sublime?

The word traces back to the Latin sublimis—to raise or lift up. Samuel Johnson's Dictionary entry includes phrases like "exalted at loft, high in excellence" and "elevated by joy." The definitions cluster around height, elevation, grandness—something that exceeds ordinary bounds.

Yet recognizing the sublime is less about dictionary definitions than felt experience. Theorists from Longinus to Kant to Burke agree: the sublime is the capacity to feel greatness. It's a response triggered by overwhelming presence—whether Gothic cathedrals, mountain vistas, or Shakespeare's villain soliloquies. The feeling leaves one small, insignificant, and somehow transformed.

Longinus and the Grand Style

Longinus wrote his treatise on the Sublime in the first century, defining it as a specific aesthetic experience characterized by awe. The purpose of sublime literature is not to persuade but to amaze—to dazzle readers with something that exceeds human proportions or understanding.

For Longinus, the sublime manifests as an extension of the divine. It represents aesthetic transcendence where individual faculties stretch toward glimpse of something greater. This experience has important implications for our understanding of art and creative expression—he calls it the grand style.

Longinus identifies five sources of sublimity: two come from internal response—grandeur of thought and strong emotion—and three from literature itself—figurative language, noble diction (word choice), and dignified composition. The combination creates what he calls aesthetic transcendence.

"A piece is truly great only if it can stand up to repeated examination... Sublimity exists in such works as please all men at all times."

The Medieval Silence

By the fifth century, the concept was established in literature. But something strange happened: Longinus was forgotten. The word disappeared from critical discourse.

In the medieval period, secular literary inquiry ceased. The sublime as a concept lost its place—but not entirely. Elevated language persisted in religious works. Dante's Divine Comedy demonstrates lingering interest in something greater than human experience. Mystics like Henry Suso recorded spiritual passages that clearly demonstrate what we might call the sublime:

"Something shines in my heart beyond the power of words... If I take the fairest creatures, the purest beings, thou yet surpassest them all unspeakably."

The feeling remained alive in religious discourse, even without using the word.

Romantic Poets and the Sublime

By the eighteenth century, the sublime returned with new urgency. Wordsworth, Shelley, Byron, and others deliberately engaged this long tradition—trying to effectuate the sublime in their poetry, to make it happen in readers' minds. They emulated the grand style of Milton and other masters.

These poets understood that subliminal language pushes experience and emotion to their limits. It's like standing on the verge of something beyond—the verge of a new sense beyond the ordinary five senses.

Counterargument

Some critics question whether the sublime is too vague a concept to be useful. Others argue that defining it through emotional response risks obscuring the formal, technical elements Longinus emphasized—diction, composition, figurative language. The feeling is real, but can it be taught?

Bottom Line

The strongest part of this argument is its historical sweep—from Longinus through Kant, showing how the sublime shaped great literature across centuries. The vulnerability is that the concept remains slippery, inherently subjective. Still, for readers seeking to understand what makes certain writing "great," Longinus offers a clear starting point: grandeur of thought, strong emotion, noble diction, dignified composition. These aren't just academic categories—they're tools for reading, and perhaps for writing.
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  In 1936, T.S. Eliot published a poem that would become one of the most significant long-form poems in English literature. What makes "Burnt Norton" extraordinary is its radical claim about what poetry can do — and what it cannot. Eliot wasn't just writing verse; he was attempting something Beethoven achieved with music: to push beyond the medium itself, toward something that points silently toward transcendence.

The World That Shaped Burnt Norton

The spring of 1936 was tumultuous. Across America, millions suffered during the Great Depression. Dust storms swept across the Great Plains. Record-breaking Atlantic hurricanes struck the South. In Europe, fascism rose and nations militarized. Hitler violated the Treaty of Versailles by moving troops into the Rhineland. The Nuremberg Laws stripped German Jews of citizenship.

Everyone knew war was coming. This was Eliot's moment to ask: what does it mean to write poetry when the world is collapsing?

"Burnt Norton" was first published not as part of Four Quartets, but as the final poem in a small collection called The Poetry of T.S. Eliot. It stood alone — a solitary experiment. The concept of four connected poems didn't emerge until Eliot was writing "East Coker," between October 1939 and March 1940.

A Transformation in Style

Eliot's style changed dramatically between "The Waste Land" (1922) and "Burnt Norton" (1936). Critics point to his conversion to Anglo-Catholicism as a factor, but the shift is more than religious. It's linguistic.

In "The Waste Land," meaning emerged through abrupt confluences of voices — fragments of literature, everyday conversation, private thoughts, all jarringly juxtaposed. In Four Quartets, meaning lives in what language cannot capture: its failure to communicate, but also what it can suggest and impress.

This is the heart of "Burnt Norton":

Words move. Music moves only in time. But that which is only living can only die. Words after speech reach into the silence. Only by the form, the pattern can words or music reach the stillness.

The Failure of Language

Eliot's central insight is that language strains, cracks, and sometimes breaks under burden. It slips, perishes, decays with imprecision. It will not stay in place or stay still.

"Words strain, crack, and sometimes break," he writes — acknowledging the insufficiency of words themselves. This isn't a flaw; it's the point. The poem cannot say what it tries to say, yet that very inability points toward something beyond language.

The fifth section of "Burnt Norton" enacts this fragility through form:

Words after speech reach into the silence.

Notice the enjambment — the line ends without punctuation, forcing meaning to carry over. The word "reach" reaches into the white space that follows. We must hold that reaching in our minds as we enter the next line: "or music reach" — and it points toward stillness (silence).

A Chinese Jar in Stillness

Eliot plays with double meanings beautifully:

As a Chinese jar still moves perpetually in its stillness.

The word "still" means both tranquility and continuity. The jar is motionless, yet also enduring. It's as if the object tells a story that never ends — like viewing a three-dimensional painting that contains infinite narrative.

This is why language fails. Under the burden of capturing moments of perpetual stillness, words become imprecise because they point toward something beyond themselves rather than documenting it with precision.

The Musical Analogy

Eliot was reading D.H. Lawrence's letters in 1916. Lawrence wrote: "The essence of poetry with us in this age of stark and unloly actualities is stark directness without a shadow of a lie or a shadow of deflection anywhere."

This spoke to Eliot powerfully. In a 1923 letter to Ford Maddox Ford, Eliot described his goal: write poetry so transparent that we shouldn't see the poetry but what we're meant to see through it — "poetry standing naked in its bare bones" or "poetry so transparent that in reading it we are intent on what the poem points at and not on the poetry."

He added: "This seems to me the thing to try for to get beyond music as Beethoven in his later works strove to get beyond music."

The German Romantic poet Novalis regarded music as the highest form of poetry because it has that transparency — the immediacy of effect. The still surface of the mind meets the wrinkling winds of music, and one experiences impressions rather than messages: sensations and suggestions of beauty and truth, not direct statements.

Form as Meaning

Eliot's biographer Gordon Lindly observed that repetition is the very sermon of Four Quartets. Repetition composes the pattern and form — and this enacts the fragility and insufficiency of language itself.

The repetition of "the end precedes the beginning / and the end and the beginning were always there / before the beginning and after the end" creates a sense of time that doesn't flow linearly but exists in perpetual present. "All is always now" — not just the turning world, but every moment simultaneously.

Critics might note that this approach risks obscuring meaning entirely, leaving readers confused rather than enlightened. But that's precisely Eliot's point: clarity was never the goal.

Why Readers Loved Burnt Norton

When "Burnt Norton" was published, it stirred immediate acclaim. Critics and readers were moved by its portrait of inner life — it seemed to speak directly to their moment. "East Coker" would sell by the hundreds when published during the war, speaking to that wartime mindset.

D.H. Hardy, an early reviewer, described "Burnt Norton" as a newly created concept: equally abstract but vastly more exact and rich in meaning. "It makes no statement," he wrote. "It is not about anything than an abstract term like love is about anything."

Hardy identified two ways the poem approaches meaning. First, it presents concrete images — rose petals, the pool, the thrush, the trees — but we don't stay with them. They're introduced and then we're quickly ushered along before meaning roots in these images. Second, it works through abstract language: "Not the stillness of a violin while the note lasts" — not that only, but the coexistence.

The end precedes the beginning, and the end and the beginning were always there before the beginning and after the end.

This is getting at "that still point of the turning world" by introducing ready-made concepts and then rejecting them. That leads to the idea of music — which brings us back to why this poem matters.

Bottom Line

Eliot's achievement in "Burnt Norton" was revolutionary: creating poetry that points beyond itself, like music without lyrics, where form becomes transparent to what it represents. His biggest vulnerability is unresolved — whether readers can access this transparency or simply find the language too difficult to penetrate. But that's exactly the point. The poem doesn't aim for comprehension; it aims for apprehension.

The strongest part of the argument is that Eliot found a way to make form itself convey meaning — repetition creating pattern, enjambment enacting fragility, and silence becoming the ultimate destination. What readers should watch for: how these techniques evolved across all four quartets, each building on "Burnt Norton's" initial breakthrough.
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  Hello friends! A little business before we dive into this month’s craft essay:
First, my review of the novel Eradication by Jonathan Miles appeared in this past weekend’s New York Times Book Review. It’s an excellent novel and a fine addition to the fast-growing genre of climate fiction. Check out the review and give the book a look. I’d love to talk to more people who’ve read it!
If you’re traveling to AWP this week, I’ve got three events during the conference, starting with the Neon Night Mic reading on Wednesday at Old Major at 900 S. Carey St, where I’ll be reading in the 8-9pm hour. I’m also on two Friday panels, The Art and Craft of the Craft Book at 9am and Rewriting Stories that History Forgot at 1:45pm. I hope to say hi to some of you throughout the week! 

Finally, my next quarterly Zoom lecture for paid subscribers will be on March 19 at 7pm ET, and will cover best practices for writing outlines for novels. It’s something readers have been asking for now for some time, and it’s something I haven’t really taught before because it can be difficult to quickly show examples. But I’m going to figure out how to best show some of my own planning documents, and I’ll talk about how and why I did things the way I did and what I got out of each method I’ve tried. I think it’ll be very useful to writers at different stages of the writing process, and I hope you’ll consider joining us as a paid supporter of No Failure, Only Practice. If you’re already subscribed, then you don’t have to do anything to sign up: I’ll send out the Zoom link and other instructions when we get closer to the date. (As always, the lecture will be recorded for anyone who can’t attend in real time.)

#59: How Do You Know Your Novel is Finished?
Since Refuse to Be Done came out four years ago, the number one question I’ve been asked by its readers is this: Really though, how do you know when you’re finished? I get it! Most writers are more than willing to do as much hard work as necessary but they do want to know where the effort’s endpoint lies. Over the years, I’ve answered in different ways but I’ve never felt particularly happy with what I’ve said: Once I’ve done everything in Refuse to Be Done! After I’ve taken it as far as I can by myself, before asking for the help of readers or my agent or editors. When I stop having fun. And so on. 
The truth is that this quickly becomes a challenging question to answer, first and foremost because a writer could genuinely work on a novel forever without ever perfecting it. Perfection can’t be the destination, because so few novels are perfect, and far fewer novel manuscripts. Maybe none! (But as Jane Smiley says, “Greatness in a novel does not depend upon perfection of the object; perfection of the object is merely an added dimension to the greatness of certain novels.” ) So you can’t work until your draft is perfect, because it probably won’t ever be. But how much imperfection can you allow before you submit it? That’s a more personal question. 

Perhaps the solution is, as John Steinbeck said, to simply forget finishing altogether: “Abandon the idea that you are ever going to finish. Lose track of the 400 pages and write just one page for each day; it helps. Then when it gets finished, you are always surprised.” 
Of course, that doesn’t really answer the question of knowing when that moment arrives.
Another wrinkle, once you’ve started publishing, is that you know how much work remains even after the book is accepted. For instance, my agent always has at least a few things he’d like me to work on before we submit it. Among other things, he’s got a great sense for pace, and so helpfully notes places where I might make the storytelling more efficient. So even after I’m “done,” I know that I’ll likely do some work with him, but that’s a different kind of “finished” than knowing when to send the book to him in the first place. Same goes for the publishing process post acceptance: I know that there’ll be an editorial letter or phone call with my editor, after which I’ll go off and do another big revision on my own, followed by my editor’s line edits, my copyeditor’s pass, finally the notes of what thankfully often feels like an army of editors. The editing rounds might keep getting small, but they keep coming for a long time.
For Appleseed, my last novel, I believe we eventually went to a sixth set of page proofs, at which time I finally wrote my editor and said something like, “I am no longer a responsible reader of this manuscript.” This was at least a year after acceptance, I’d guess. So when was I done with Appleseed, which I started in 2016? When I sent it to my agent in 2019 or when we locked the copy in early 2021? Or never, since my  copy that I read out of at events is full of my ongoing handwritten edits and strikethroughs?
I will say this: knowing all this help is out there waiting has actually made me slower to submit, not faster, even though I’m always eager to begin the publishing process and see the book make its way into the way. I just know I don’t want to rely on the crutch of others swooping in to save my book. I want my book to be the best I can get it on my own so that all these helpers take it farther than I ever would’ve, no matter how long and hard I worked. Again though, it’s a hard thing to measure. 
Every writer I know navigates all of the above differently. I know writers who send their first drafts—hell, the first drafts of early chapters!—to their agents or editors for feedback, which I can’t imagine doing. (I don’t want anyone to see my first drafts, ever.) I also know writers who can’t let the work go, tinkering and revising and rewriting endlessly without ever querying agents or engaging their first readers. Speaking only for myself, the first is simultaneously too carefree and too needy for me, and also (again, in my opinion!) a little heedless of other professionals’ time and energy. But holding back can become a trap too: there really is a point of diminishing returns to solo work, where what the book really needs is fresh eyes and fresh insights. 
Here’s where I landed on all of the above for my latest novel manuscript, which I just sent to my agent and a handful of friends who’d been kind enough to offer to read it. 
For context, the book I sent my agent this week actually the second novel I’ve finished since Appleseed but will almost certainly/hopefully be the first published. The earlier novel was “finished” in 2023 and then again in 2024 (haha, ugh), at which point I did send it to my agent. He dug it, but it’s attached to a bigger project I’m still working on, and we decided to hold it until that project is ready to be pitched too. So it’s had its agent read and a couple friend reads, and I think it’s in great shape. But it hasn’t been through the publishing process yet, and so is arrested at “this is as good as I could do on my own” a little longer. 
As for the newer novel, I started writing it in September 2023. I wrote a partial draft by April 2024 (so eight months in or so), then stopped and used what I’d discovered by my exploratory drafting to write an outline, which I spent some time revising before beginning again. (This is the biggest change in my current process from what’s in RTBD: I often only write a partial first draft now before outlining.) By early 2025, I had a new draft of the first 120 pages, up through the end of Act I or so, but I wasn’t totally happy with how it was going. For a while, I translated that first act into a screenplay (a process I discussed here), which was hugely helpful in distilling it down to action and image, then I rewrote the first act again, working from the screenplay version. 

By May 2025, I had what felt like a workable outline and a good first draft of the first act, just in time to go on a long-planned research trip overseas. At the end of that adventure (detailed here), I rewrote my outline one more time using what I’d learned, experienced, and rethought, then started again from scratch, writing toward the latest outline. I began that draft—still technically a first, I’d say, since none of the ones I’d produced so far had a beginning, middle, or end—on July 25, 2025. By September I was at last out of my first act, having finally figured out the first 100 pages of the novel over two years of writing and research and rewriting and more research. 
For years, I’ve taught Zadie Smith’s “That Crafty Feeling,” for my money one of the most helpful descriptions of a particular writer’s process, in which she describes working and reworking the first twenty pages of a novel for two years, then writing the rest of the book in five months, no second draft. I’ve always felt horror at the idea of writing that way—but it’s not far from what I ended up doing this time.  
Throughout the second half of last year, I worked on the book every single day, no matter what, sometimes for hours, sometimes for 15 minutes, whatever the day could offer. Thanks to that sustained effort (and a residency I was lucky enough to be offered, which I unpacked here), I’d finished a full draft of about 470 pages by December 18. I had a few days left in my residency so I spent them cleaning up the most obvious problems I saw, like a chapter with a ton of characters whose names I knew might not be consistent, or places where I’d left myself [bracketed notes reminding me to fix something or even to write new prose to fill in a blank]. Before I left, I also read the manuscript end to end, both to celebrate what I’d done and to evaluate how much there was left to do, making a list of “action items” to tackle when I got home.
After a short break for Christmas, I read through a printed copy of the manuscript, doing a hand edit and adding to my action item list. For the next month or so, I typed in those changes, handled as many of my action items as I could, and rewrote (rather than revised) the most problematic areas of the novel as well as much of the newest prose. (Some of the book has been rewritten often. A very small proportion exists exactly as I drafted it the first time.) By the beginning of February, I felt I had a solid second draft (in RTBD terms), by which I mean it was narratively complete: the story was all there, and probably could’ve been read and enjoyed by another person.
By now, I’d set an internal deadline of March 1 for submitting the novel to my agent, and I used that date to push myself as hard as I could, polishing and cutting and making the turn toward the reader. (One of my superpowers: if I set a deadline, I organize my whole life to meet it; if I miss my deadline, I forgive myself and try again.) The last month, I did all of the “third draft” operations in RTBD, including/especially the “weakest sentences” pass, in which I cut massive amounts of prose from the book not necessarily because it was bad but because it wasn’t as good as. Last Wednesday, I worked all day between meetings and other teaching obligations to finish, then returned home after a late work dinner to keep at it until midnight. In the morning, I woke up at 5am and sat down at the desk for the last two or three hours of work before finally sending the book to my agent and first readers around 8am. 
By then it was just over 100,000 words, about 150 pages shorter and maybe 10000% better than the draft I’d finished in December.  
I worked on this novel more or less alone in one way or another nearly every day from September 2023 to March 2025. Now it’s time for other people to help me make it as great as it can be. But how did I know it was time to send it in? Did I in fact think it was “finished”? Or was it only finished with me, as Kevin McIlvoy once suggested a book can be: “A piece is finished when you have put into it everything you know how to do, and taken from it everything it has to teach you.” 
I knew I’d worked all the steps of my process, which remain more or less what I wrote in Refuse to Be Done, plus some new tactics and what I’ve learned from my own continuing education as a writer. I also knew I’d taken it to what feels like the point of diminishing returns before I hear from my readers, all of whom I know will bring different lens to the book. (A couple of those readers are subject area experts, whose expertise I desperately want applied to some of my choices: I know I can’t give myself what they can offer, no matter how hard or long I work.) There are some things I still want to solve—there’s a minor plot point that veers a little too close to a deus ex machina for my tastes, for instance, that I’d like to find a different solution to but can’t see yet. And while I wouldn’t say I stopped having fun—in fact, this might be the most fun I’ve ever had writing a novel, right up to the last days—I am ready to think and write about something else for a while, which I know will help me come back to the novel with fresh eyes around the same time my readers are finishing with it. 

In the end, I think genuinely being ready to start another book is one of the best reasons to finally submit the one you’ve been working and reworking, possibly for years. In some ways, this starting over is the most hopeful gesture toward “perfection” one can make, or at least the most realistic. As Kazuo Ishiguro said once, “After I finish a book, I’m left with the feeling that I didn’t quite get down what I wanted to. And possibly that’s what’s kept me going. I always feel an urgency to get back to my desk. Because I don’t ever feel I’ve written the thing I wanted to write.” I like this philosophy too. Very few books turn out exactly as their authors imagined, even after the most herculean efforts. Perhaps it’s for the best! If we could write one perfect book, we might indeed be finished, as in done forever, as in what would be the point of saying anything else, once you’ve said what you have to say perfectly already? Instead, we put down one project only to begin another, and over the course of a career, we might only ever approach our ideal novel by writing—and finishing!—many of them. 
I can live with that. A novel may finally be “finished” but the unfinished work continues. Twenty-five years into my career, I’m sure there will always be more novels to write, and each one I finish is another step in the direction I’ve been trying to travel as both a person and a writer all this time, book by book by book. 
Good luck with your writing this month! More soon, friends. 

Thanks so much for reading! If you’re not already subscribed, please consider doing so by clicking the button below. 



Matt Bell’s novel Appleseed (a New York Times Notable book) was published by HarperCollins in July 2021. His craft book Refuse to Be Done, a guide to novel writing, rewriting, & revision, is out now from Soho Press. He’s also the author of the novels Scrapper and In the House Upon the Dirt Between the Lake and the Woods, as well as the short story collection A Tree or a Person or a Wall, a non-fiction book about the classic video game Baldur’s Gate II, and several other titles. His writing has appeared in The New York Times, Esquire, Tin House, Conjunctions, Fairy Tale Review, American Short Fiction, and many other publications. A native of Michigan, he teaches creative writing at Arizona State University.
His website can be found at www.mattbell.com.
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For almost two thousand years, human beings have been telling long stories. Weaving worlds out of words, building bridges between lives lived and imagined. The novel—that most flexible and elusive form of narrative fiction—has not always existed as we know it. In fact, the very word "novel" carries within its etymology a reminder of something new: from the Italian novella, meaning "new," "news," or "short story of something new," derived from the Latin novellus, diminutive of novus—meaning "new."

This should give us pause. Every time we open a novel, we hold in our hands something that, at its core, represents a declaration of freshness. A departure from what came before. Margaret Doody has described the novel as having "a continuous and comprehensive history of about two thousand years," and that history is marked by reinvention.

The Ancient Roots

The novel's lineage stretches back further than many readers realize. Its origins lie in the ancient Greek and Roman novel—stories told in a time when storytelling itself was being transformed by new ideas about what fiction could accomplish. Before the novel became the form we recognize today, it drew from the Medieval chivalric romance, with its tales of heroes and quests, and from the tradition of the Italian Renaissance novella, which helped plant seeds for what would eventually bloom into something entirely new.

The ancient romance form was revived by Romanticism in the nineteenth century, finding new life in the historical romances of Walter Scott and the Gothic novel that so frightened and delighted readers. Some writers—including Nathaniel Hawthorne, Herman Melville, Ann Radcliffe, and John Cowper Powys—preferred to call their works "romances," a term that carried different connotations than it does today.

This matters because we often forget how elastic the boundaries of fiction truly are. M. H. Abrams and Walter Scott have argued that a novel is a fiction narrative that displays a realistic depiction of the state of a society—think of Harper Lee's To Kill a Mockingbird, with its unflinching portrait of the American South during the civil rights era. The romance, on the other hand, encompasses any fictitious narrative that emphasizes marvellous or uncommon incidents. Yet in practice, such works are also commonly called novels: Mary Shellea's Frankenstein and J.R.R. Tolkien's The Lord of the Rings both bear this dual identity.

"In reality, such works are nevertheless also commonly called novels"

This distinction matters less than we might think. What counts as a novel has never been fixed by rigid rules—different cultures have different expectations, different traditions, different definitions of what constitutes "fiction" versus "history."

The Birth of the Modern Novel

The spread of printed books in China led to the appearance of vernacular classic Chinese novels during the Ming dynasty (1368–1644), and Qing dynasty (1616–1911). An early example from Europe was Hayy ibn Yaqdhan by the Sufi writer Ibn Tufayl in Muslim Spain—a remarkable work that predates what we typically consider the European novel by centuries.

But later developments occurred after the invention of the printing press. Miguel de Cervantes, author of Don Quixote (the first part of which was published in 1605), is frequently cited as the first significant European novelist of the modern era. His work fundamentally changed how Europeans thought about storytelling—suddenly, a fictional narrative could be serious, philosophical, and profound rather than merely entertaining.

Literarian Ian Watt, in The Rise of the Novel (1957), argued that the modern novel was born in the early eighteenth century with Robinson Crusoe—that iconic tale of survival on an island which became the first great English novel. Daniel Defoe's work showed what could happen when a writer decided to make the ordinary, the everyday, the subject of sustained narrative attention.

"The modern novel was born in the early 18th century with Robinson Crusoe"

The development of the prose novel at this time was encouraged by innovations in printing and the introduction of cheap paper in the fifteenth century. The stage was set: technology made long, complex narratives affordable and accessible.

What Makes a Novel Distinctive?

Several characteristics help define what a novel is—and they might not be what you expect. First, there is fictionality: fictionality is most commonly cited as distinguishing novels from historiography. However this can be a problematic criterion. Throughout the early modern period, authors of historical narratives would often include inventions rooted in traditional beliefs in order to embellish a passage of text or add credibility to an opinion. Historians would also invent and compose speeches for didactic purposes.

Novels can, on the other hand, depict the social, political and personal realities of a place and period with clarity and detail not found in works of history. Several novels, for example Ông cố vấn written by Hữu Mai, were designed to be and defined as a "non-fiction" novel which purposefully recorded historical facts in the form of a novel.

Second, there is literary prose: while prose rather than verse became the standard of the modern novel, the ancestors of the modern European novel include verse epics in the Romance language of southern France, especially those by Chrétien de Troyes (late twelfth century), and in Middle English—Geoffrey Chaucer's The Canterbury Tales.

Even in the nineteenth century, fictional narratives in verse, such as Lord Byron's Don Juan (1824), Alexander Pushkin's Yevgeniy Onegin (1833), and Elizabeth Barrett Browning's Aurora Leigh (1856), competed with prose novels. Vikram Seth's The Golden Gate (1986), composed of 590 Onegin stanzas, is a more recent example of the verse novel—a reminder that form boundaries have always been porous.

Third, there is intimacy: both in eleventh-century Japan and fifteenth-century Europe, prose fiction created intimate reading situations. Harold Bloom characterizes Lady Murasaki's use of intimacy and irony in The Tale of Genji as "having anticipated Cervantes as the first novelist." On the other hand, verse epics, including the Odyssey and Aeneid, had been recited to select audiences—though this was a more intimate experience than the performance of plays in theaters.

A new world of individualistic fashion, personal views, intimate feelings, secret anxieties, "conduct," and "gallantry" spread with novels and the associated prose-romance. The novel gave readers something they could not get from epic poetry: privacy. A relationship between reader and text that was genuinely personal.

Length and Expectation

The novel is today the longest genre of narrative prose fiction, followed by the novella. However, in the seventeenth century, critics saw the romance as of epic length and the novel as its short rival.

A precise definition of the differences in length between these types of fiction is not possible—different readers have different expectations, different cultures measure differently. The philosopher and literary critic György Lukács argued that the requirement of length is connected with the notion that a novel should encompass the totality of life. However, according to the English novelist E. M. Forster, a novel should be composed with at least fifty thousand words.

This matters because what we call "novel-length" shifts depending on who is asking and where they are standing. In East Asian countries like China, Korea, Vietnam and Japan, the word 小說 (xiǎoshuō) is used—literally meaning "small talks" or "little talks," referring to works of fiction of whatever length.

In Chinese, Japanese and Korean cultures, the concept of novel as it is understood in the Western world was termed as "long length small talk" (長篇小說), novella as "medium length small talk" (中篇小說), and short stories as "short length small talk" (短篇小説). In Vietnamese culture, however, the term 小說 exclusively refers to 长篇小说 (long-length small talk)—the standard novel—while different terms are used for novellas and short stories.

This terminology originated from ancient Chinese classification of literature works into "small talks" (tales of daily life and trivial matters) and "great talks" ("sacred" classic works of great thinkers like Confucius). In other words, the ancient definition of "small talks" merely refers to trivial affairs, trivial facts—and can be quite different from the Western concept of novel.

"Such classification also left a strong legacy in interpretations of the Western definition of 'novel' at the time when Western literature was first introduced to East Asian countries"

The Never-Ending Form

Recent technological developments have led to many novels also being published in non-print media: this includes audio books, web novels, and ebooks. Another non-traditional fiction format can be found in graphic novels. While these comic book versions of works of fiction have their origins in the nineteenth century, they have only become popular recently.

In Korea and Japan, very short stories stand out as a separate genre. Depending on their length, Korean works in the genre of soseol can be divided into novels (Korean: 장편 소설; hanja: 長篇小說), novella, and short story.

The novel has always been about transformation—about finding new ways to tell old stories. From ancient Greek tales to Renaissance novellas, from Cervantes to Defoe, from the Chinese classics to contemporary digital publishing, the novel remains what it has always been: a portal into other lives, other worlds, other minds. It is, at its core, an invitation into something new.

And that is precisely why we keep reading.
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The Strange Place Where Art Meets Academia


Here's something remarkable that happened in the twentieth century: writers were finally welcomed into universities. For most of human history, the people who created literature and the people who studied it occupied completely different worlds. Scholars dissected novels; novelists wrote them. The two rarely met, and when they did, it was often awkward.


Then everything changed.


In 1970, two British novelists named Malcolm Bradbury and Angus Wilson did something unprecedented at the University of East Anglia in England. They created the first formal creative writing program in the United Kingdom, offering a Master of Arts degree that would teach students not just to analyze literature, but to make it.


As one observer put it at the time: "For the first time in the sad and enchanting history of literature, for the first time in the glorious and dreadful history of the world, the writer was welcome in the academic place. If the mind could be honored there, why not the imagination?"


What Makes Writing "Creative"?


The term itself might seem redundant. Isn't all writing creative to some degree? The answer depends on what we mean by the word.


Creative writing refers to any writing that ventures beyond the conventional boundaries of professional, journalistic, academic, or technical writing. What distinguishes it is an emphasis on craft and technique—things like narrative structure, character development, literary devices, and the musical qualities of language itself.


This encompasses an enormous range of work. Novels. Short stories. Poetry. Memoirs. Even some journalism, when it breaks from the straightforward reporting of facts to tell stories in more artful ways. Screenwriting and playwriting belong to this family too, though they're often taught in separate departments because of their close ties to film and theater production.


The key distinction lies in purpose and method. Academic writing follows rules: cite your sources, make your thesis clear, support your arguments with evidence. Technical writing prioritizes clarity and precision above all else. Journalism adheres to conventions of objectivity and the inverted pyramid structure, where the most important information comes first.


Creative writing inverts these priorities. Self-expression matters more than adherence to rules. Voice—that elusive quality that makes one writer's sentences sound different from another's—becomes paramount. The goal isn't necessarily to inform or persuade. It's to create an experience, to make readers feel something, to capture some truth about human existence that can't be conveyed through straightforward exposition.


The Workshop Model


Walk into almost any creative writing class at any university in the English-speaking world, and you'll encounter something called the workshop. This is the dominant method for teaching creative writing, and it works like this:


A student submits an original piece of writing—a short story, a poem, a chapter of a novel. Copies go out to everyone in the class. Then the group gathers to discuss the work while the author sits in silence, listening.


The silence is crucial. It forces the writer to hear how their words land without being able to explain or defend their intentions. Your story might be crystal clear in your own head, but if your readers are confused, that confusion is real data. The workshop teaches writers to separate what they meant to put on the page from what actually ended up there.


Beyond the workshop itself, creative writing programs teach a range of skills: how to develop ideas, how to structure narratives, how to edit ruthlessly, how to overcome that peculiar paralysis known as writer's block. Students study literary techniques and genres. They read voraciously. And they write. Constantly.


The list of writers who emerged from these programs reads like a roster of contemporary literature's brightest stars. Michael Chabon, whose novel "The Amazing Adventures of Kavalier & Clay" won the Pulitzer Prize. Kazuo Ishiguro, the British-Japanese author who won the Nobel Prize in Literature. Ian McEwan, master of psychological suspense. Rose Tremain, Kevin Brockmeier, David Benioff. Television showrunner Darren Star, who created "Sex and the City." Peter Farrelly, who would go on to direct films like "Green Book."


The Eternal Debate: Can Writing Be Taught?


Not everyone believes in the enterprise.


Kay Boyle directed the creative writing program at San Francisco State University for sixteen years. You might expect someone in her position to be a fierce advocate for creative writing education. Instead, she declared that "all creative-writing programs ought to be abolished by law."


The sentiment echoes through generations of writers and critics. Some argue that writing is an innate gift, like having perfect pitch in music. You either have it or you don't, and no amount of instruction will make the difference. Others suggest that while technique can be taught, the deeper qualities that distinguish great writing—original vision, emotional depth, a distinctive voice—cannot be transmitted in a classroom.


There's also a more pointed critique emerging from contemporary scholars. They argue that traditional creative writing pedagogy—with its emphasis on daily writing requirements and workshop attendance—discriminates against students with disabilities. If you have a chronic illness that makes consistent daily practice impossible, or mental health challenges that interfere with group critique sessions, or neurodivergent traits that make conventional writing advice counterproductive, the standard creative writing curriculum may be designed to exclude you.


Scholar Caleb González has gone further, arguing that the entire Western literary canon underlying creative writing education is "historically rooted and linked to exclusion and structural racism."


Defenders of creative writing programs respond with pragmatic arguments. Yes, perhaps certain ineffable qualities can't be taught. But craft certainly can be. Understanding how narrative structure works, how to develop compelling characters, how to create tension and release—these are learnable skills. Even if programs can't manufacture genius, they can help talented writers develop their abilities more quickly and avoid common mistakes.


As one advocate put it: "To say that the creative has no part in education is to argue that a university is not universal."


Beyond the Ivory Tower


Something interesting happened in American prisons in the late 1960s. Following the prisoner rights movement—galvanized by events like the 1971 Attica Prison uprising in New York, where forty-three people died—correctional facilities began introducing creative writing programs.


The logic was straightforward: incarcerated people need productive outlets. Writing offers a way to process difficult experiences, develop marketable skills, and build the kind of self-reflection necessary for rehabilitation. It costs relatively little, requires minimal equipment, and can be done in almost any setting.


The Poets, Playwrights, Essayists, Editors and Novelists—an organization known by its acronym PEN—became one of the most significant forces behind this movement. In 1971, PEN established the Prison Writing Committee specifically to advocate for and support creative writing programs behind bars. They improved prison libraries, recruited volunteer teachers, persuaded established authors to host workshops, and created an annual literary competition for incarcerated writers.


The results have been striking. One California study of prison arts programs found that participation in creative writing increased emotional control and decreased disciplinary infractions. Inmates reported improved mental health, better relationships with family members, and a more positive facility environment overall. Writing skills developed in these programs transferred to other academic areas.


Perhaps most importantly, the programs seemed to ease the difficult process of reentry into society. Prisoners who had developed their writing skills, built self-esteem through creative achievement, and formed healthy social connections in workshops appeared to reoffend at lower rates.


Juvenile facilities have seen similar benefits. In Alabama, a program called Writing Our Stories launched in 1997 as an anti-violence initiative for incarcerated young people. Participants gained confidence, developed empathy, and came to see their peers in a more positive light. Many expressed increased motivation to return to society and live productive lives.


The Science of Storytelling


Why does creative writing seem to have such profound effects? The answer may lie in the brain.


When we set and achieve small goals consistently—like completing a poem or finishing a chapter—our brains release dopamine, the neurotransmitter associated with reward and motivation. The act of completing creative work creates a positive feedback loop: accomplishment leads to good feelings, which lead to increased motivation, which leads to more accomplishment.


There's also something psychologically powerful about narrative itself. When students document and analyze their experiences through writing, they often gain new perspectives on situations that once felt overwhelming. The simple act of structuring chaos into story can help people sort through difficult emotions and find meaning in challenging circumstances.


This may explain why creative writing seems to boost what psychologists call resilience—the ability to recover from setbacks and adapt to adversity. Writing creates distance between the self and experience, transforming raw emotion into something that can be examined, shaped, and ultimately understood.


An International Classroom


Scholar Youngjoo Yi spent two years following a Korean student enrolled in an American creative writing program. What he discovered challenged assumptions about who benefits from creative writing education and how.


The student hadn't grown up speaking English. She came to creative writing as an international student, someone for whom the language itself presented an additional barrier. But the creative writing classroom gave her something unexpected: permission to draw on her own heritage, experiences, and values.


By the end of the program, she had become a more confident writer—not just in English, but in Korean as well. The skills she developed, the confidence she built, transferred across languages. Creative writing hadn't just taught her to write better in her second language; it had made her a better writer period.


This hints at something deeper about what creative writing programs actually teach. It's not just technique or craft or the rules of English grammar. It's a relationship with language itself, a willingness to experiment, a tolerance for the vulnerability that comes with putting your thoughts into words for others to judge.


The Voice Problem


Gregory Stephens teaches at the University of Puerto Rico at Mayagüez, primarily working with students studying science, technology, engineering, and mathematics—what educators call STEM fields. These students arrive trained in a particular kind of writing: technical, precise, objective, rule-governed.


Stephens noticed something troubling. The heavy emphasis on academic writing seemed to prevent his students from developing their own unique voices and styles. They could write competent reports, but something was missing—the spark of individual personality that makes writing memorable.


So he tried an experiment. He introduced creative writing techniques into his STEM curriculum. Exercises in self-characterization. Storytelling assignments. Work that forced students to break free from what he called "the constraints of formal thinking and writing."


The results surprised him. His engineering and science students developed not just better writing skills, but increased empathy and self-awareness. They began to find their narrative voices—that quality that makes one person's sentences sound different from another's. And these skills, Stephens argues, transfer directly to professional settings. Being able to tell your story, to connect with audiences, to communicate with personality rather than just precision—these matter in the workplace as much as they do in the creative writing workshop.


A Discipline of Its Own


In some countries, creative writing still exists primarily as an extension of English studies—a practical application of literary knowledge, subordinate to the serious work of criticism and analysis. Some academics see it as a challenge to the tradition of studying literary forms rather than creating them, an interloper in departments devoted to scholarship.


But in the United Kingdom, Australia, and increasingly throughout the world, creative writing has established itself as an independent discipline with its own methods, its own body of knowledge, and its own professional community. Programs have spun off from English departments entirely, housed in their own dedicated spaces with their own faculty lines and their own hierarchies of degrees: bachelor's, master's, and increasingly, doctorates.


This evolution reflects a broader shift in how we think about artistic production. For centuries, writing was something mysterious, a gift from the muses, an inexplicable spark that either visited you or didn't. The idea that it could be studied systematically, broken down into teachable components, cultivated through deliberate practice—this was genuinely new.


The workshop model pioneered at Iowa and East Anglia has become nearly universal. The techniques developed for teaching fiction and poetry have spread to screenwriting and playwriting, to memoir and creative nonfiction, even to forms that didn't exist when the first programs were founded: video game writing, podcast scripting, content creation for digital platforms.


Whether creative writing can truly be taught remains an open question. Perhaps the better question is what happens when you give aspiring writers a community of peers, exposure to techniques, time to practice, and permission to fail. The graduates of creative writing programs have reshaped contemporary literature, television, and film. Whatever these programs are doing, something seems to be working.


The Courage to Create


At its heart, creative writing education offers something that might be even more valuable than technique: permission. Permission to take yourself seriously as a writer. Permission to devote time to your craft without having to justify it in practical terms. Permission to fail repeatedly while you figure out what you're trying to say and how to say it.


Mary Lee Marksberry, in her foundational work on creativity, identified three fundamental needs that creative writing serves: the need to keep records of significant experience, the need to share experience with an interested group, and the need for free individual expression that contributes to mental and physical health.


Notice what's missing from that list. Fame. Fortune. Publication. These may come eventually, but they're not the point. The point is the writing itself—the act of wrestling experience into words, of making sense of the world through language, of reaching toward something true and finding, against all odds, a way to say it.


That's what creative writing programs offer at their best: a space where the imagination is honored alongside the mind, where the creative is recognized as essential to education, where writers of all backgrounds can come to learn their craft.


The debate over whether writing can be taught will likely never be resolved. But the debate over whether it matters—that one was settled long ago, in prisons and universities, in workshops and classrooms, wherever people gather to share what they've written and listen to what others have to say.
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In 2020, Kim Stanley Robinson published The Ministry for the Future, a novel that imagined what happens when climate catastrophe becomes policy. The book was not merely fictional—it generated presidential mentions, United Nations invitations, and a Pentagon meeting with the author himself. It arrived at a moment when the genre it represents had finally found its name.

That name is "climate fiction," or "cli-fi"—a term coined by freelance reporter and climate activist Dan Bloom in 2007 or 2008 to describe literature that grapples with one of humanity's most urgent challenges. The designation stuck, even if Bloom himself felt the media overlooked his role in coining it.

What exactly is cli-fi? It is literature that deals with climate change—usually speculative, often dystopian, occasionally utopian, and frequently science fictional in its methods. But unlike pure science fiction, climate fiction centers on our world undergoing transformation: works may take place in the present we recognize, in a near future we might inhabit, or in imagined worlds where climate disruption has reshaped everything. The genre distinguishes itself from general disaster literature by focusing specifically on anthropogenic change—human-caused shifts in temperature, sea level, weather patterns, and ecosystem collapse—rather than natural disasters unlinked from human activity.

The genre's emergence has been uneven, marked by decades of precursors before anyone called the category by name.

The Pioneers

Long before "cli-fi" existed as a term, certain authors were already imagining what climate catastrophe might look like. J.G. Ballard, the British science fiction writer, produced several works that explored climate-related disasters with uncanny prescience. The Wind from Nowhere (1961) imagined civilization devastated by persistent hurricane-force winds. The Drowned World (1962) depicted a future where melted ice caps and rising sea levels have transformed the planet. His later work The Burning World (published as The Drought in 1964) portrayed a climate catastrophe caused not by natural forces but by industrial pollution disrupting precipitation cycles.

Laurence Manning's 1933 serialized novel The Man Who Awoke has been called an exemplary work of ecological science fiction from what scholars call the genre's golden age. The story follows a man who awakens from suspended animation in various future eras and discovers that Earth's climate has been destroyed by fossil fuel overuse, global warming, and deforestation. People of the future refer to twentieth-century humans as "the wasters"—a term that carries both condemnation and pity.

Isaac Asimov later credited The Man Who Awoke with bringing the "energy crisis" to his attention forty years before it became common knowledge in the 1970s.

Frank Herbert's 1965 science fiction novel Dune, set on a fictional desert planet, has been proposed as an early pioneer of climate fiction for its themes of ecology and environmentalism. The novel explores how scarce water shapes religion, politics, and survival on Arrakis—a planet where climate itself became the central character.

The Modern Classics

Octavia Butler's Parable of the Sower (1993) imagines a near-future United States where climate change, wealth inequality, and corporate greed have caused apocalyptic chaos. The novel dissects how instability and political demagoguery exacerbate society's underlying cruelty—especially regarding racism and sexism—while exploring themes of survival and resilience.

Butler wrote the novel "thinking about the future, thinking about the things that we're doing now and the kind of future we're buying for ourselves, if we're not careful."

Margaret Atwood explored similar territory in her dystopian trilogy: Oryx and Crate (2003), The Year of the Flood (2009), and MaddAddam (2013). In Oryx and Crate, Atwood presents a world where social inequality, genetic technology, and catastrophic climate change have finally culminated in an apocalyptic event. The novel's protagonist, Jimmy, lives in a "world split between corporate compounds," gated communities that have grown into city-states, and pleeblands—"unsafe, populous and polluted" urban areas where working classes struggle.

Michael Crichton's State of Fear (2004), a techno-thriller, was a bestseller upon release but faced sharp criticism from scientists for portraying climate change as "a vast pseudo-scientific hoax" and rejecting the scientific consensus on global warming. The novel's political simplicity troubled those who saw climate fiction as a space for nuanced engagement with contested science.

Susan M. Gaines's Carbon Dreams (2000) was an early example of a literary novel that "tells a story about the devastatingly serious issue of human-induced climate change," set in the 1980s and published before the term "cli-fi" was coined—or at least before it entered mainstream discourse.

Sigbjørn Skåden's novel Fugl (2019) is a Sámi novel written in Norwegian that weaves environmental collapse with an allegory of colonialism—connecting ecological crisis to questions of indigenous rights and cultural survival.

Entering the Mainstream

The term "climate fiction" began appearing in the 2010s, though it was retroactively applied to works spanning decades. By the 2010s, climate fiction had attracted greater prominence and media attention.

Cultural critic Josephine Livingston at The New Republic wrote in 2020 that "the last decade has seen such a steep rise in sophisticated 'cli-fi' that some literary publications now devote whole verticals to it."

The genre generated presidential and United Nations mentions, invitations for authors to meet planners at the Pentagon, and significant coverage in outlets including The New York Times, The Guardian, and Dissent magazine. Organizations like Grist, Outside Magazine, and the New York Public Library have compiled lists of recommended climate fiction.

University courses on literature and environmental issues now routinely include climate change fiction in their syllabi—a sign that the genre has achieved academic legitimacy alongside cultural recognition.

The Critical Conversation

Not everyone celebrated this emergence. In 2016, Indian writer Amitav Ghosh expressed concern that climate change had "a much smaller presence in contemporary literary fiction than it does even in public discussion." His book The Great Derangement: Climate Change and the Unconscious asked what literary forms must do to negotiate these "waters"—or whether they would fail as aspects of a broader imaginative and cultural failure at the heart of the climate crisis.

But critic Mark Bould argued something different in The Anthropocene Unconscious: Climate Catastrophe Culture. He suggested that "art and literature of our time is pregnant with catastrophe, with weather and water, wildness and weirdness"—that the cultural moment already contains the seeds of what needs to be written.

The Canon Takes Shape

Since 2010, prominent cli-fi authors have included Kim Stanley Robinson—who has become perhaps the genre's most visible name—alongside Richard Powers, Paolo Bacigalupi, and Barbara Kingsolver. Each brings different techniques: Robinson with his gift for bureaucratic detail and policy imagination; Powers with structural innovations that mirror environmental complexity; Bacigalupi with world-building that makes climate consequences feel visceral; Kingsolver with narratives that show how intimately human lives intersect with ecological systems.

The publication of Kim Stanley Robinson's The Ministry for the Future in 2020 helped cement the genre's emergence. The novel imagines a body constituted by humans, animals, and ecosystems—legal entities whose rights are vindicated through tribunals and tribunals—against the backdrop of climate catastrophe. It proved that cli-fi could be both commercially successful and culturally consequential.

What makes this literature distinct? Climate fiction typically involves anthropogenic climate change and other environmental issues as opposed to weather and disaster more generally. Technologies such as climate engineering or climate adaptation practices often feature prominently in works exploring their impacts on society. The genre frequently includes science fiction, dystopian and utopian themes—imagining potential futures based on research about the actual impacts of climate change.

Perhaps most significantly, climate fiction asks what kind of world we're building. It is literature that does not merely warn but imagines—what happens when we succeed at stopping emissions, or fail to stop them? What do adaptation and resilience look like in practice?

The genre has arrived—uncertain as its future may be.
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Some maps you could make of a writer’s work would tell you a great deal about that writer and the life they’ve lived. Other maps you could make would tell you less about the writer per se and more about what they have chosen to leave off the page.
This is what I want to talk about today—but first, a few upcoming events for paid members:
	Write-In, this Thursday, March 5, 11 CT—come write in silent solidarity with a supportive group of writing peers!

	Open Mic Salon, Tuesday, March 10, 4 CT—come share a short reading with in a lively, enthusiastic group of WITDers who know how to clap and cheer!

	See other upcoming events on the WITD calendar here. 

	Finally, the April session of Writing in the Dark | The WORKSHOP sold out quickly,  but if you would like access to pre-registration for the summer session (dates TBD), you can join the waitlist here. If you joined the waitlist previously, you are still on it! If you join it twice, no alarms go off and nothing breaks, you just get more than one email when pre-registration begins. 



And now for the stories we tell and the stories we don’t. 
Mary Oliver, who gave us such generous instructions—pay attention, be astonished, tell about it —told us about the grasshopper and the pond and the geese and the luminous, indifferent sky with its fiery blaze of sun. She told us obliquely, in her poem “The Journey,” about escape. But she kept her decades-long partnership with photographer Molly Malone Cook mostly sheltered from scrutiny until after Cook’s death in 2005. Meanwhile, Oliver’s most important relationship was a private landscape she inhabited with quiet ferocity. Her silence was not hypocrisy; it was sanctuary.
Every writer who has ever written personally knows this feeling: the sense of terrain that is yours to write about, and the sense—equally visceral, equally certain—of terrain that is not. These two kinds of knowing coexist. The latter of the two cannot be reduced to cowardice or simple self-protection. Instead, these two knowings form the complex topography of a writing life—a topography with, as I have come to think of them, little castles. Some are situated on grassy knolls or major intersections with wide pathways and huge open doors. But more commonly, we find castles on hilltops, cliffs, or rocky outcroppings—and while these can be harder to find and more dangerous to access, they are not inaccessible as long as we’re willing to climb steep inclines and whack our way through  bramble. Some castles, however, are surrounded by wide moats, upon which no drawbridge is ever lowered. Nothing—including published words— crosses the water.
When it comes to the balance of speaking out and holding in, I am generally seen as a writer whose castle sits at an urban intersection. I have written about my childhood sexual abuse. I have written about fear and grief and things that shamed me for years before they set me free. I believe, with the full weight of my convictions, that silence on certain subjects does not protect us—that it protects instead the conditions that allow us to be harmed and that allow harm to continue. Audre Lorde said it plainly and irrevocably in 1977, in words that remain among the most important ever written about why writers must, when they can, speak: “My silences had not protected me. Your silence will not protect you,” she told her audience at the Modern Language Association, then turned that imperative outward: What are the words you do not yet have? What are the tyrannies you swallow day by day and attempt to make your own, until you will sicken and die of them, still in silence?

I do not take Lorde’s words lightly. They live in me. I have tried to answer them honestly, again and again. Breaking silence—when the benefits outweigh the harms, when one’s own truth can be spoken without weaponizing it unjustly against the vulnerable, when the act of speaking might loosen something trapped in someone who reads it—is one of the most important things a writer can do. I am committed to that, unreservedly, for as long as I write.
And yet. Exceptions persist.
Vivian Gornick, one of the most searching writers and thinkers about memoir and personal narrative, has spoken frankly about the unavoidable tension: “Every writer, sooner or later, must face the fact that our characters are taken directly from our own lives, so there will be friends, relatives, and acquaintances who are going to feel like they’ve been pushed under the bus.” That knowledge is not an abstraction. It is a living ethical weight that serious writers carry.
But ethics are not the only reason writers hold some things close to the chest. For example, for twenty-five years, I have not written seriously or intimately about my relationship with Jon.
Oh, I have acknowledged it. Jon appears in my work the way a beloved landmark appears at the edge of a photograph: you know it’s there, you know it matters, but it is not what the photograph is focused upon. We are traveling in California and the southwest. He recently suffered a severe bout of pneumonia. We’ve both been dealing with job loss and insecurity due to Trump’s cuts to medical research. These mentions are real, but they are a kind of shorthand—a way of saying this person exists and is important without ever rendering the true interior of our life together into sentences someone else might read.  
At the beginning, my reasons for this silence were as clear as they were serious. While I had been writing about my life for almost a decade by the time Jon entered it, including as editor of a parenting magazine, and thus my own three children were used to that, to the extent children can be used to that (a topic that could be its own whole essay, as ethics around this have shifted significantly since the era of “mommy bloggers” during which I was editing a parenting magazine), Jon had three children from his first marriage who were decidedly not used to seeing aspects of their own life in print. Furthermore, they were going through a great loss in regard to their parents’ divorce. They were not going to read, in print, deeply intimate portraits of their father rendered through the perspective of a new person in his life and theirs. That was not a choice I could make, lightly or otherwise. Instead, I saw the harm I was capable of preventing, and chose to do so by rarely (not never, but rarely) mentioning Jon in substantive ways in my work. 
These days, Jon’s adult children have been my stepchildren for more than twenty years, and the landscape of our family has changed and deepened in ways I could not have imagined. So while I still keep my marriage mostly private, the primary reason has shifted. My omissions no longer come mainly from the desire to protect others, though that still matters. Now, my reasons are harder to name, and are tied to concepts I have only slowly come to understand.
It starts with the fact that my marriage feels hallowed to me, but not in any kind of sentimental way. I am not naive about marriage, especially my own. No, it feels hallowed in a structural, almost physical way. As in, there is something that exists between Jon and me that exists only between Jon and me. As in, it stops existing outside of our union. It is not translatable. To attempt to translate it—to render it in language legible to readers who are not us, who have not lived inside our particular dailiness and difficulty and ordinary tenderness and extraordinary terror—would be to rip through something profound but delicate. Something strong but vulnerable. I think of Jane Hirshfield’s poem, “For What Binds Us,” in which she writes:
And when two people have loved each other
see how it is like a
scar between their bodies,
stronger, darker, and proud;
how the black cord makes of them a single fabric
that nothing can tear or mend.

I am not certain that this thing, this inarticulate “single fabric,” would survive a translation attempt wholly intact. And I am not willing to find out.
This is not because my marriage is somehow beyond examination. To the contrary—it absolutely isn’t. No marriage of twenty-five years that is honestly inhabited is without its sublimity and its sadness, its pettiness and its grace, its own peculiar balance of ecstasy and agony. I have not written about the transcendent parts or the terrible ones, because both belong to a world whose existence depends, in part, on its ability to exist only within the two of us. 
Some intimacy survives only if we resist narrating it.

Maggie Nelson wrestled with exactly this paradox in The Argonauts, her brilliant autotheoretical memoir about love and motherhood and the limits of language. Writing about the person you love most is, she has said, serving two gods at once—the god of intimacy with the beloved and the god on the page, “which creates a natural issue.” Nelson tried bravely to hold both gods, and her effort produced one of the most searching books about love I have read. But even Nelson resists total exposure, admitting in an interview with Tin House that her “rejects file” contained anecdotes deemed “too personal, petty, or pointed.”  In other words, she practiced a conscious, artistic curation of which intimacies to include. Additionally, Nelson’s book reflects a view that the self is a “porous” border that is both “open and closed.” Adhering to this view, she allows the reader into her relationship with her partner Harry Dodge—and she does so generously—but she also keeps certain aspects of their interiority theirs alone; she keeps it “in the boat” (the Argo) for their own protection. Ultimately, Nelson’s inner debate about letting things exist in privacy or crafting memoiristic scenes from them is a central unspoken subject of The Argonauts. So, even in a book that explicitly explores love and relationship, some things remained unwritten.
Joan Didion, whose marriage to John Gregory Dunne was in many ways the connective tissue of her adult life, wrote extensively around their marriage—the screenplays they co-wrote, the social world they inhabited, the literary life they shared—without ever, in any of her famous personal essays, going deeply inside of it. When she finally wrote more intimately about Dunne, it was in her memoir The Year of Magical Thinking, which was about her own grief after his death. In other words, Dunne’s death was what made the interior of their relationship writable. Didion wrote the marriage once it was over. That timing is not, I think, accidental. Notes she later wrote for him—discovered after her own death in 2021 in a folder in her office—appeared never to have been intended for publication at all. They were for her alone. As some things are.
The question of what a writer chooses not to write is, of course, different from the question of what a writer cannot write—and that distinction matters too.
There are things I have written that have caused harm to others and to my relationships, but I had to write those things for my own survival. There are many other things I have not written because I know writing them would cause irreparable damage to living people I love, and no artistic gain could justify that damage. Certain family dynamics, certain old wounds, are not mine to excavate publicly, not least because the excavation would bury someone else unnecessarily—and that, the unnecessarily part, really matters. Judith Barrington, in her book Writing the Memoir, articulated this as a kind of hierarchy: when push comes to shove, she said, people’s lives are more important than our words. I believe this too. There are stories I could tell that are true and that matter greatly to me—indeed, some I yearn and burn to tell—but these stories could harm others in ways the telling might not redeem. Those stories stay private not because I lack the courage to tell them but because courage without wisdom is just recklessness. The ethical weight of memoir is real, and it does not disappear just because the story is ours.
And then there are things I have not written because I have not yet found the right language—because the experience has not yet metabolized into art. This is a different kind of silence, less a choice than a waiting. Something happens; you know it matters; you know there is something true inside it worth saying; and yet every time you try to approach it with language, the language buckles or rings false or dissolves in your hands before you can set it down. This is not failure. It is the recognition that experience and art are not the same thing, and that the transformation of one into the other takes time, and sometimes takes longer than you think you have. Annie Dillard—who quipped, after years of writing about the natural world, that “things were simpler when I wrote about muskrats”—understood that writing about human life, especially one’s own, is a process that cannot be rushed. The art is not in the having-of-the-experience. It is in fashioning a text from it, and certain experiences, not all, but some, demand that we wait.

So here is what we have, when we are honest about our practice: three very different kinds of moated castles. Some things we do not write because writing them would harm others more than it would help anyone else, including us. So, we make a decision to err on the side of safety in response to a harm we are capable of both causing and preventing. Other things we do not write because they belong to a world whose existence depends on its remaining unarticulated, a world that only the people inside it can fully inhabit, and that cannot survive translation without losing what makes it itself. And finally, certain things we do not write because we have not yet learned how—because the art has not yet caught up to the experience.
All three kinds of silence are legitimate. None of them contradicts the commitment to speaking.
The commitment to breaking silence—the Lorde-ian imperative, the refusal to let shame or fear keep us from telling the truths that need to be told—does not mean speaking indiscriminately. It does not mean there is no such thing as a harm that outweighs a benefit. It does not mean that every experience is narratable, or that every person in our lives is available to be rendered into a character, or that the most intimate chambers of the most important relationships must be thrown open to the public gaze in order for a writer to be considered honest. Honesty is not the same as total disclosure. Transparency about some things is fully compatible with privacy about others—and the ability to make that distinction, to know which things demand the shattering of silence and which things demand its protection, is not a moral failure. It is the work itself.
Jonathan Franzen once wrote that without privacy, there is no point in being an individual. I think there is something in that. Some interiority, some unreported life, some aspect of a self or a relationship that belongs only to those who live it—this is not vanity or selfishness. It is what makes a person, as opposed to a persona. It is what makes a marriage, as opposed to a memoir of a marriage. And a writer who gives everything over to the page (or the grid or the reels or, or, or…), who has no territory left unexplored, no inner room where the words stop—is a writer who may have lost something more important than material.
I offer no single right answer to the question of where the line falls. I am not the arbiter of which stories fall into which category. No one is the arbiter of which stories fall into which category;  each individual must crawl along in the dark and feel for those lines, which are sometimes set in a kind of stone sharp enough to cut our knees. Other times, the lines are barely discernible beneath the loam. No matter what, different writers find and draw the lines differently, and the same writer finds and draws the lines differently at different points in a life. 
What I do know is that the lines exist, that I have felt them, and that feeling them has never made me feel like less of a writer. It has made me feel like more of a human being—one who belongs to herself and her own life, along with certain important people in it, in ways that the page cannot fully contain, and who is grateful, still, for that. There are castles with moats and drawbridges I have not lowered, doors I have never opened. And there other doors I have blown off the hinges, and will again—because the commitment to speaking, when speaking is what is called for, is not diminished by also knowing when to be quiet.
Pay attention. Be astonished. Tell about it. 
But know—and this is the part Oliver left for us to figure out ourselves—that it does not have to be everything.
Love,
Jeannine

PS Again, our upcoming events for paid members!
	Write-In, this Thursday, March 5, 11 CT—come write in silent solidarity with a supportive group of writing peers!

	Open Mic Salon, Tuesday, March 10, 4 CT—come share a short reading with in a lively, enthusiastic group of WITDers who know how to clap and cheer!

	See other upcoming events on the WITD calendar here. 

	Finally, the April session of Writing in the Dark | The WORKSHOP sold out quickly,  but if you would like access to pre-registration for the summer session (dates TBD), you can join the waitlist here. If you joined the waitlist previously, you are still on it! If you join it twice, no alarms go off and nothing breaks, you just get more than one email when pre-registration begins. 



  
  
    Deep Dive

    Mary Oliver

    Based on Wikipedia: Mary Oliver


The Poet Who Hid Pencils in Trees


Mary Oliver once found herself deep in the woods, struck by an image or phrase she desperately wanted to capture, and realized she had no pen. Her solution? She began hiding pencils in the trees along her walking routes, tucking them into bark crevices and hollow branches, so she would never again be caught without a way to write down the world as it revealed itself to her.


This small detail tells you nearly everything you need to know about Oliver. She was a poet who treated attention as a form of devotion, who walked the same salt marshes and pine forests for decades, and who became, by 2007, the best-selling poet in the United States—a title that might have seemed impossible in an era when poetry was supposedly dead.


A Childhood That Made Escape Necessary


Oliver was born on September 10, 1935, in Maple Heights, Ohio, a semi-rural suburb of Cleveland. Her father taught social studies and coached athletics in the public schools. The setting sounds idyllic—pastoral, as she herself described it, with an extended family and easy access to fields and woods.


But the pastoral exterior hid something darker.


In a 2011 interview with Maria Shriver, Oliver revealed that she had been sexually abused as a child. Her family was, in her word, dysfunctional. She suffered from recurring nightmares well into adulthood. Writing, she explained, helped her create her own world—a necessary refuge when the given world had proven so unsafe.


This context transforms how we might read her nature poetry. When Oliver wrote about losing herself in observation of a grasshopper or a black snake, she wasn't offering pleasant pastoral escapism. She was describing genuine salvation. The natural world was the first place she felt what she called "important connections"—connections that had failed to form in the social world of her family.


It was pastoral, it was nice, it was an extended family. I don't know why I felt such an affinity with the natural world except that it was available to me. That's the first thing. It was right there. And for whatever reasons, I felt those first important connections, those first experiences being made with the natural world rather than with the social world.


The Education of a Poet


Oliver started writing poetry at fourteen. At fifteen, in the summer of 1951, she attended the National Music Camp at Interlochen, Michigan—now known as Interlochen Arts Camp—where she played percussion in the National High School Orchestra. Music would leave its mark on her work: the careful attention to rhythm, the understanding that silence matters as much as sound.


At seventeen, she made a pilgrimage that would shape the next seven years of her life. She visited the home of Edna St. Vincent Millay, the Pulitzer Prize-winning poet who had died just a few years earlier in 1950. Millay had been one of the most famous poets in America, known for her lyrical intensity and her bohemian life. Her estate in Austerlitz, New York, called Steepletop, was being maintained by her sister Norma.


Oliver and Norma became friends. The teenager stayed on, and for the next six or seven years, she helped organize the late poet's papers—an extraordinary apprenticeship in the craft. Imagine spending your formative years surrounded by the drafts, letters, and unpublished work of a master poet. You would learn not just what great poetry looks like finished, but how it gets made, how it struggles through revision, how a life can be arranged around the serious business of writing.


Oliver attended Ohio State University and Vassar College in the mid-1950s but never completed a degree at either institution. This was not unusual for writers of her generation, and in her case, the unconventional education at Steepletop may have served her better than any curriculum could have.


The Long Apprenticeship


Her first collection, No Voyage, and Other Poems, appeared in 1963, when Oliver was twenty-eight. This is worth pausing over. She had been writing seriously for fourteen years before publishing a book. In an era of instant publication and constant self-promotion, this kind of patient apprenticeship has become rare. Oliver was learning her craft in obscurity, walking her woods, filling her hand-sewn notebooks.


Those notebooks were small—three by five inches—and she made them herself. She would record impressions and phrases during her walks, building a reservoir of observations that could later become poems. The practice reflected her conviction that poetry begins in attention. You cannot write about a heron if you have not first truly seen one.


Her fifth collection, American Primitive, won the Pulitzer Prize for Poetry in 1984. She was forty-eight years old. The title itself was a statement: she was claiming kinship with an older American tradition, the line that runs from Ralph Waldo Emerson through Walt Whitman and Henry David Thoreau. According to the Chronology of American Literature, the collection "presents a new kind of Romanticism that refuses to acknowledge boundaries between nature and the observing self."


This is a crucial point. Oliver was not writing about nature as something separate from herself, a pretty backdrop to human drama. She was writing about the dissolution of the boundary between observer and observed. When she watched a grasshopper, she was not a subject studying an object. Something else was happening—a kind of mutual participation in being.


Provincetown and the Life That Made the Work


In the late 1950s, during one of her visits to Austerlitz, Oliver met a photographer named Molly Malone Cook. "I took one look," Oliver later wrote, "and fell, hook and tumble."


They would be partners for more than forty years.


Cook became Oliver's literary agent, handling the business side of a poetry career so that Oliver could focus on walking and writing. They made their home in Provincetown, Massachusetts, the small town at the very tip of Cape Cod that has long been a haven for artists and writers. The town sits on a narrow spit of sand, surrounded on three sides by water, with salt marshes, dunes, and stunted pine forests providing endless material for a poet attentive to small things.


Oliver described Provincetown as "that marvelous convergence of land and water" with its "Mediterranean light" and its fishermen "who made their living by hard and difficult work from frighteningly small boats." She and Cook decided to stay, and Provincetown became the principal setting for most of her subsequent work.


In her book Long Life, Oliver wrote: "I go off to my woods, my ponds, my sun-filled harbor, no more than a blue comma on the map of the world but, to me, the emblem of everything."


This is not mere sentiment. Oliver was articulating something important about how meaning is made. The whole world is too large to love. We need particular places—this marsh, these birds, this slant of afternoon light—to anchor our attention and our care. The blue comma on the map becomes an emblem of everything precisely because it is so specific, so thoroughly known through decades of daily walking.


The Doctrine of Attention


Maxine Kumin, herself a distinguished poet, called Oliver "a patroller of wetlands in the same way that Thoreau was an inspector of snowstorms." The comparison to Thoreau is apt and revealing. Both writers practiced what we might call the discipline of attention—the conviction that careful observation of the natural world is not a hobby or a relaxation technique but a spiritual practice, perhaps the most important one available to us.


Oliver's method was simple. She walked. She looked. She wrote down what she saw. "When things are going well," she once said, "the walk does not get rapid or get anywhere: I finally just stop and write. That's a successful walk!"


Her poems are filled with the creatures she encountered on these walks: shore birds and water snakes, humpback whales and black bears, the phases of the moon reflected in tidal pools. But the observation was never merely descriptive. Oliver was always asking what the grasshopper or the snake or the moon had to teach her about how to live.


Her most famous poem, "The Summer Day," ends with a question that has become something of a cultural touchstone: "Tell me, what is it you plan to do / with your one wild and precious life?" The question hits hard because it comes after careful attention to a grasshopper—its jaws, the way it moves through the grass, its complete absorption in the business of being a grasshopper. The question arises not from abstract philosophy but from watching another creature live fully.


The Influences She Claimed


Oliver named her favorite poets: Walt Whitman, Rumi, Hafez, Ralph Waldo Emerson, Percy Bysshe Shelley, and John Keats. This is a revealing list.


Whitman gave her permission to write long, incantatory lines that celebrate the body and the physical world. Emerson provided the philosophical framework—the conviction that nature is not merely pretty but revelatory, that careful attention to a leaf or a bird can disclose truths about existence itself.


Rumi and Hafez, the medieval Persian poets, brought something different: an ecstatic tradition in which the boundary between sacred and secular dissolves, in which a poem about wine or a beloved can also be a poem about God, and in which joy is not frivolous but the most serious response to being alive.


Shelley and Keats contributed the Romantic inheritance: the faith that beauty matters, that poetry is not merely craft but a form of knowledge, and that the imagination is our highest faculty.


Critics often compared Oliver to Emily Dickinson, noting their shared affinity for solitude and inner monologues. Both poets lived quietly, resisting the literary world's demand for self-promotion and public performance. Both found infinite material in limited geographical ranges—Dickinson in her Amherst garden, Oliver in her Cape Cod marshes.


The Question of Gender and Nature


Not all critics embraced Oliver's work. Some feminist scholars worried about her celebration of dissolution into the natural world. The association between women and nature has a long and troubled history—think of how often women have been described as "natural" creatures ruled by emotion and biology, while men were associated with culture, reason, and transcendence. To celebrate a woman losing herself in nature might seem to reinforce these problematic binaries.


Vicki Graham wrote that "Oliver's celebration of dissolution into the natural world troubles some critics: her poems flirt dangerously with romantic assumptions about the close association of women with nature that many theorists claim put the woman writer at risk."


Oliver herself seemed untroubled by these concerns. She found that the self was strengthened, not diminished, through immersion in the natural world. The dissolution she wrote about was not passivity or submission but a form of expansion. To lose yourself in watching a heron is to become larger, not smaller.


In The Harvard Gay & Lesbian Review, Sue Russell observed that Oliver would "never be a balladeer of contemporary lesbian life in the vein of Marilyn Hacker, or an important political thinker like Adrienne Rich." But Russell saw this as a strength rather than a limitation: "the fact that she chooses not to write from a similar political or narrative stance makes her all the more valuable to our collective culture."


Oliver valued her privacy fiercely. She gave very few interviews, saying she preferred her writing to speak for itself. She did not write explicitly about her relationship with Cook or about her identity as a lesbian. This reticence was not closeted shame but rather a principled refusal to reduce poetry to autobiography. The poems were the point, not the poet's life story.


Recognition and Resistance


The awards accumulated. The Pulitzer Prize in 1984. The National Book Award in 1992 for New and Selected Poems. The Lannan Literary Award. The Christopher Award. Honorary doctorates from Dartmouth, Tufts, Marquette, and the Art Institute of Boston. Honorary membership in Phi Beta Kappa from Harvard.


By 2007, The New York Times reported that she was "far and away, this country's best-selling poet."


This success was not without its discontents in the literary world. Some critics found her work too accessible, too simple, too popular. Poetry, in certain quarters, is supposed to be difficult—if everyone can understand it, how can it be serious art?


But Oliver's accessibility was not a failure of sophistication. It was a principled aesthetic choice. The Harvard Review described her work as an antidote to "inattention and the baroque conventions of our social and professional lives. She is a poet of wisdom and generosity whose vision allows us to look intimately at a world not of our making."


The phrase "a world not of our making" is important. Oliver was not interested in the human ego's endless self-dramatization. She wanted to remind us that we live in a world we did not create, surrounded by creatures who are not props in our personal dramas, under a sky that does not care about our ambitions or our failures. This reminder, delivered with precision and beauty, is exactly what many readers needed.


The Final Years


Molly Malone Cook died in 2005. Oliver compiled a book called Our World, featuring Cook's photographs alongside journal excerpts, as a memorial to their life together. It was one of the few times Oliver wrote directly about her personal life.


She stayed in Provincetown for some years after Cook's death, then eventually moved to Florida. In 2012, she was diagnosed with lung cancer but was successfully treated and received what she called "a clean bill of health."


The reprieve lasted seven years. Oliver died of lymphoma on January 17, 2019, at the age of eighty-three.


What Remains


Reviewing Dream Work for The Nation, the critic Alicia Ostriker placed Oliver among America's finest poets, calling her "visionary as Emerson" and noting that she is "among the few American poets who can describe and transmit ecstasy, while retaining a practical awareness of the world as one of predators and prey."


This combination—ecstasy and practicality, wonder and clear-eyed observation—is rare. Oliver looked at the world without sentimentality. She knew that the natural world is full of death, that foxes eat rabbits and hawks eat songbirds. She did not pretend otherwise. But she also knew that this world, with all its violence, is astonishing, and that to be alive in it is a privilege that demands our full attention.


In one of her most quoted passages, from the poem "When Death Comes," she wrote:


When it's over, I want to say: all my life I was a bride married to amazement. I was the bridegroom, taking the world into my arms.


The image shifts gender as it unfolds—she is bride, then bridegroom. The love affair with the world is not about passive reception but active embrace. And the goal is simple: when death comes, she wants to have been fully present, to have paid attention, to have taken the world into her arms.


Perhaps this is why her poems have found such a wide audience. We live in an age of distraction, when our attention is constantly harvested by algorithms designed to keep us scrolling, when the natural world feels increasingly distant and endangered. Oliver offers a different way of being. Pay attention, she says. Be astonished. Tell about it.


It sounds simple. It is not simple at all. But she spent a lifetime demonstrating that it is possible, and the pencils she hid in the trees are still there, waiting for anyone willing to walk slowly enough to need them.

  

  
    Deep Dive

    Ithaca (poem)

    Based on Wikipedia: Ithaca (poem)

In May 1994, at the funeral of Jacqueline Kennedy Onassis, a poet who had been virtually unknown in America suddenly found himself at the center of a global moment. Maurice Tempelsman read "Ithaca" — a 1911 poem by Constantine P. Cavafy — to an audience of millions watching on television. The reading introduced two verses of his own, but it was Cavafy's ancient Greek voice that resonated across screens worldwide. That single moment transformed a marginal literary work into something approaching anthem status.

The poem itself is deceptively simple: written in 1894 as "A Second Odyssey," then revised to its final form in October 1910 and published the following November. It belongs to Cavafy's Poesms 1905–1915, appearing as the ninth of forty poems in that collection. But simplicity proves sometimes the deepest trick — and "Ithaca" has done something rare in modern literature: it has become a doorway.

The Homeric Foundation

Cavafy drew from Homer's Odyssey for his material, but transformed its nature entirely. Where Homer chronicled Odysseus's specific journey home after the Trojan War, Cavafy created something far more universal. The poem describes the hero seeing amazing things — ancient ports and foreign lands, Phoenician markets and Egyptian cities — while explicitly advising against obsessing over the destination.

"Don't hurry your trip in any way"

This line functions as instruction from one traveler to another across centuries. But Cavafy was far from finished. The poem continues:

"As wise as you will have become, with so much experience,\n> you will understand, then these Ithacas; what they mean."

The wordplay on the island's name — Ithaca versus Ithaca — suggests something shifting in meaning. What was Odysseus's home becomes every person's journey toward understanding itself.

The Symbolic Journey

Scholars have unpacked what this means. Ithaca transforms from physical destination into metaphor for life's accumulated wisdom. The "Laestrygonians and the Cyclops, the fierce Poseidon" represent not merely monsters from Greek myth but our internal phobias — those anxieties that both frighten us and prevent meaningful progress.

The Phoenician markets and Egyptian cities become waypoints: checkpoints in the journey of existence before advancing to whatever comes next. These are not losses or failures but stages.

Cavafy deliberately omits direct reference to Odysseus himself, which scholars see as transformative. By refusing to name the hero explicitly, Cavafy transforms every reader into the traveler. Ithaca becomes less a place on a map and more an inner state — the destination of understanding each reader seeks throughout their own life.

A Global Audience

Peter Jeffreys described that 1994 funeral moment as presenting Cavafy's work "to a global audience that he could never have imagined." The reading inspired immediate spikes in poetry sales, briefly making Cavafy a bestseller. Composer Steve Heitzeg incorporated portions of the poem into his Death Suite for Jackie O — using Aliki Barnstone's translation — in its third movement.

But popularity brought complication. Daniel Mendelsohn traced the poem's enduring resonance to what he calls its focus on journey over destination, arguing that the destination described is death itself. Emphasizing activity of life without obsessing about the end resonated powerfully in American popular culture.

Critical Complications

The poem has not escaped literary scrutiny. Its relatively sentimental theme — considering Cavafy known for precise, often difficult work — caused some critics to consider it overrated. The poet himself "purged" his poetry of cheap sentiment yet included this poem prominently across several collections. That choice puzzled observers.

Mendelsohn analyzes its placement as signaling shift from "pessimism to optimism, from death to life" — functioning as gateway into Cavafy's broader collection. One scholar, K. Kaprē-Karka, described it as the "brain" of his entire opus: central, enabling everything else.

The Essence

What makes "Ithaca" so widely read? Its repetition creates emphasis through pattern. Both stanza beginnings wish for journeys long and full of wonders — the word appearing at poem's start and again where second stanza begins.

But perhaps readers worldwide recognized something essential: that life's value exists in walking rather than arriving, in becoming rather than having become. Cavafy offered a gentle philosophy disguised as ancient Greek scholarship — his Homeric revision transformed into existential instruction for any reader willing to listen.

The poem asks nothing except attention. And in return provides everything necessary for the journey.

  

  
    Deep Dive

    Autobiography

    Based on Wikipedia: Autobiography

{"https://en.wikipedia.org/wiki/Autobiography": "In 1797, a writer named William Taylor coined a word he found somewhat pretentious—autobiography—in an English periodical called The Monthly Review. He used it critically, suggesting the hybrid Greek construction was \"pedantic\" and rather condemned the term. Just twelve years later, in 1809, Robert Southey picked up that same word and gave it the meaning we know today: a self-written account of one's own life.\n\nYet here is the remarkable thing about this word we so casually use: the practice of writing about oneself predates the label by millennia. The impulse to tell one's own story—chronologically, reflectively, from the vantage point of \"now\"—is ancient. It stretches back to antiquity, to a time before anyone thought to combine the Greek autos (self) and bios (life) with graphein (writing). The word may be young, barely two centuries old, but the art form is old as humanity itself.\n\nThe first great Western example sits in the late fourth century. Augustine of Hippo wrote what we now call Confessions—a work that would become one of the most influential autobiographical texts in all of literature. Written around 400 CE, it tells of a young man who reveled in hedonistic pleasures, associate with peers who boasted openly of their sexual conquests, then searched for moral direction through various philosophical and religious systems before ultimately returning to Christianity. Augustine's narrative is not simply recounting events; it is confessional in the deepest sense—an account of sin, struggle, and spiritual transformation that would set the template for Christian autobiographical writing throughout the Middle Ages.\n\nThis is the essential nature of autobiography: it is retrospective self-examination, a stocktaking of one's life from the moment of composition. The historian Roy Pascal distinguished it from diary or journal writing by noting that while diaries move through a series of moments, autobiography takes a synoptic view—it surveys the whole from a particular point in time.\n\nThis fundamentally separates autobiography from biography. A biographer can consult documents, interview witnesses, cross-reference accounts, and construct a life from multiple perspectives. Autobiography is inherently subjective—filtered through memory, through interpretation, through the author\'s chosen presentation of events. The writer may recall things differently than they occurred, may frame them in a certain light, may embellish or omit based on what serves the narrative purpose.\n\nThis subjectivity is not a flaw but a defining feature. The inability—or unwillingness—to perfectly recall memories has in some cases resulted in misleading information. Some psychologists and sociologists have observed that autobiography offers the writer the ability to recreate history, to shape the past through the lens of present understanding. It is memory rendered as narrative, with all the imperfections and deliberate choices that implies.\n\n## The Many Forms of Self-Writing\n\nAutobiography has evolved into several distinct forms, each carrying its own traditions and conventions.\n\nThe memoir form emerged closely linked to autobiography but tends to focus less on the self and more on others during the autobiographer's review of their own life. Memoirs have often been written by politicians or military leaders as a way to record and publish accounts of their public exploits. One early, famous example is Julius Caesar's Commentarii de Bello Gallico—the Commentaries on the Gallic Wars. In this work, Caesar describes the battles that took place during the nine years he spent fighting local armies in the Gallic Wars. His second memoir, Commentarii de Bello Civili, accounts for events between 49 and 48 BC in the civil war against Gnaeus Pompeius and the Senate.\n\nIn the fifteenth century, Leonor López de Córdoba—a Spanish noblewoman who lived from 1362 to 1420—wrote her Memorias. Scholars believe this may be the first autobiography written in Castilian Spanish. The English Civil War (1642-1651) provoked numerous examples of this genre, including works by Sir Edmund Ludlow and Sir John Reresby. French examples from the same period include the memoirs of Cardinal de Retz (1614-1679) and the Duc de Saint-Simon.\n\nSpiritual autobiography represents another distinct tradition: an account of an author's struggle or journey towards God, followed by conversion—often interrupted by moments of regression. The author reframes their life as a demonstration of divine intention through encounters with the Divine. Augustine's Confessions remains the earliest example, but the tradition expanded to include figures like Mohandas Gandhi's An Autobiography and Black Elk's Black Elk Speaks. Another significant example is Al-Ghazali's Deliverance from Error. The spiritual autobiography often serves as an endorsement of the writer's religion, detailing how divine intervention shaped their path.\n\nFictional autobiography represents perhaps the most curious branch: novels written in the first person, presenting a fictional character's life as if it were an autobiography. Daniel Defoe's Moll Flanders is an early example. Charles Dickens' David Copperfield is another classic of this form, and J.D. Salinger's The Catcher in the Rye is one well-known modern example. Charlotte Brontë's Jane Eyre is yet another example of fictional autobiography—the front page of the original version explicitly notes this. The term may also apply to works of fiction purporting to be autobiographies of real characters, such as Robert Nye's Memoirs of Lord Byron.\n\n## In Antiquity and the Confessional Tradition\n\nIn antiquity, such works were typically entitled apologia—purporting to be self-justification rather than self-documentation. The title of John Henry Newman\'s 1864 Christian confessional work Apologia Pro Vita Sua refers to this tradition.\n\nThe historian Flavius Josephus introduced his autobiography Josephi Vita (circa 99) with self-praise, followed by a justification of his actions as a Jewish rebel commander of Galilee. The rhetor Libanius (circa 314-394) framed his life memoir Oration I (begun in 374) as one of his orations—not of a public kind, but of a literary kind that would not be read aloud.\n\nAugustine of Hippo applied the title Confessions to his autobiographical work. In the eighteenth century, Jean-Jacques Rousseau used the same title, initiating the chain of confessional—and sometimes racy and highly self-critical—autobiographies of the Romantic era and beyond. Augustine's was arguably the first Western autobiography ever written, and became an influential model for Christian writers throughout the Middle Ages. It tells of the hedonistic lifestyle Augustine lived for a time within his youth; his following and leaving of anti-sex and anti-marriage Manichaeism in attempts to seek sexual morality; and his subsequent return to Christianity due to his embrace of Skepticism and the New Academy movement—developing the view that sex is good, and that virginity is better, comparing the former to silver and the latter to gold. Augustine's views subsequently strongly influenced Western theology.\n\nPeter Abelard's twelfth-century Historia Calamitatum is in the spirit of Augustine's Confessions—an outstanding autobiographical document of its period.\n\nZāhir ud-Dīn Mohammad Bābur, who founded the Mughal dynasty of South Asia, kept a journal called Bāburnāma (written between 1493 and 1529) which was written in Chagatai/Persian—literally \"Book of Babur\" or \"Letters of Babur\". One of the most famous autobiographers in history, he wrote not of battles but of intimate details: his first meeting with his future wife, the food he liked, his relationship with his grandfather.\n\n## The Subjective Truth\n\nThe word autobiography was named early in the nineteenth century, yet autobiographical writing originates from antiquity. Autobiographical works are by nature subjective—this is both their power and their limitation.\n\nWhen William Taylor first used the term in 1797, he did so critically, questioning whether combining Greek roots to describe one's own life constituted proper writing. But over time, the word took hold, and the practice flourished. Today we have memoirs from politicians, spiritual autobiographies from religious converts, fictional autobiographies that blur the line between novel and confession.\n\nWhat remains consistent is this: autobiography takes stock of the autobiographer's life from the moment of composition. It is not comprehensive history but personalized narrative—not the objective facts a biographer might assemble, but the subjective truth an author chooses to tell. The reader does not get the whole story; they get a story—filtered through memory, shaped by intention, colored by the passage of time.\n\nIn this sense, every autobiography is both document and artifact: evidence of what happened, yes, but also evidence of how the writer wishes to remember it."}
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  The Real Bet: Why the GPT-5 Leak Is a Distraction

Nate B Jones makes an argument that's been strangely absent from AI discourse: the most expensive bet in history isn't about the model at all. When OpenAI engineers accidentally leaked GPT-5.4's existence to a public GitHub repo twice in five days, the internet immediately focused on the model itself—prediction markets jumped, hype threads proliferated, generational leap speculation exploded across Twitter. It's the usual cycle. But Jones argues that's precisely where everyone misses the real story.

OpenAI is betting $600 billion that they'll be the first company to make enterprise-scale context genuinely usable—stored, retrievable, reasoned about, and acted upon at a trillion-token scale.

This piece digs into a deeper analysis of OpenAI's strategy following their February fundraise and the Pentagon deal. The thesis is straightforward: the company that first achieves this context capability won't just win the AI market. It becomes the new enterprise data platform. It subsumes the entire SaaS stack. It becomes the system of record for organizational knowledge in a way that makes Salesforce's lock-in look like a magazine subscription.

The Current SaaS Stack Is a Filing Cabinet

Think about where organizational knowledge currently lives—not documented, but real. Actionable knowledge is fragmented across a dozen systems: code in GitHub, architectural decisions in Confluence pages nobody updates, customer context in Salesforce, project status in Jira. Informal reasoning might live in Slack threads that scroll past or meeting transcripts no one reads, or perhaps in the heads of senior people contemplating leaving their roles.

Each system is a filing cabinet. The fragility isn't that information doesn't exist—it exists in abundance. The fragility is the synthesis layer: human brains. We have no good substitute. They're bandwidth-limited and context-switching impaired. They leave when they get a better offer.

When a senior engineer walks away, the filing cabinets remain full. What's gone is the person who knew which cabinets to open and how to connect contents together in meaningful ways. That catastrophic loss is visible firsthand to anyone in tech.

The System That Solves This Isn't a Search Engine or Chatbot

Jones describes a system that continuously ingests from every filing cabinet in the business, maintains a coherent model of organizational knowledge, and reasons about it at a depth no individual can match. That's what OpenAI's stateful runtime environment is designed to become.

When this works, filing cabinets become data sources—not systems of record. Jira is no longer where project knowledge lives; it's where an agent ingests signal integrated with code changes, customer feedback, and strategic priorities into coherent understanding. SaaS applications survive as workflow tools, but intelligence, synthesis, and value move into a context platform.

Salesforce is worth a quarter-trillion dollars for owning customer data. ServiceNow is worth $200 billion for owning IT workflow data. The company that owns the synthesis layer across all enterprise data is worth much more than both combined.

Most enterprises hate moving data. But keeping data in old systems of record isn't where margin lives. If you're disintermediated on synthesis and agentic workflows, there's no future as a SaaS business.

The Context Layer Alone Is Worthless

A trillion tokens of organizational memory sitting in a runtime is a landfill—not an asset. An engineer asking an agent to refactor a payment module and receiving no coherent response because the agent can't process that many tokens completely is useless.

The relevant context must be retrievable at very high fidelity. Even with enormous overall structure, you need to reliably find 2,000 tokens in a 10 trillion token storage. That's a reasoning-about-what-matters problem qualitatively harder than anything current AI systems do well.

Jones doesn't necessarily expect OpenAI to achieve this with the next GPT-5 drop. In fact, everything indicates they'll need multiple drops over the next year or so. This is about looking down the road for builders—keeping high beams on and seeing where space is going. And it's going to reshape work for all of us.

The Four Compound Bets

OpenAI's actual bet is compound, made of four capabilities that must work together. Failure of any one collapses their entire multi-hundred-billion-dollar bet:

First Bet: Intelligence and Context Is Multiplicative. Give a mediocre model a million tokens of organizational history and it drowns—pattern matches on surface level similarity, finds discussions that sound related but were about different services in different contexts, synthesizes confidently from that. Long context with weak reasoning is actively harmful. Enterprises should run away from it.

A strong reasoning model changes this game. It distinguishes between a relevant decision and a superficially similar one that doesn't apply. It weighs conflicting evidence across sessions. It recognizes when context is insufficient. The relationship becomes multiplicative as reasoning gains power. Each increment expands the scope of context the model can productively use and generates nonlinear returns.

This is why every GPT-5.x point release is loadbearing for the context bet. Even if benchmarks look incremental, they're building the intelligence floor that determines how much organizational context the synthesis layer can actually use. If reasoning starts to plateau, the context layer degrades from institutional memory—incredibly valuable—to a very expensive rag pipeline that hallucinates organizational knowledge, actively harmful and unwanted.

Second Bet: Memory That Doesn't Rot. Today's AI memory is a coworker who remembers your coffee order but forgets many substantive details by next week. What OpenAI's stateful runtime environment needs is institutional memory at depth that has never existed in software.

Consider what organizational knowledge actually looks like inside a large engineering organization: the architect who built the payment service in 2019 knows but never wrote down that retry logic has a specific interaction with rate limiter causing cascading failures under particular load patterns. The decision eighteen months ago to use eventually consistent reads with rationale that strong consistency would add 40 milliseconds of unacceptable latency is documented nowhere except an archive Slack thread and a design review three people attended, two since departed.

This knowledge evaporates. Every departure, every reorg, every on-call rotation contributes to continual organizational forgetting and rediscovering. No engineering org avoids this. Memory that preserves context without updating it is worse than no memory—it's institutional hallucination: the AI equivalent of an engineer who's been at the company a decade and confidently explains how things work based on what they discovered from last year.

OpenAI bets the memory system will be current, maintaining, resolving contradictions, deprecating stale knowledge, tracking what's current versus superseded versus historically relevant. Whether models can do this is an open research question, not an engineering problem with known solution. Expect progress in 2026.

Third Bet: The Retrieval Problem Nobody's Talking About. This is the crux. When your agent has trillions of tokens of organizational history, the current retrieval paradigm—RAG—absolutely cannot solve the problem.

RAG works for factual lookup; it breaks for enterprise-scale organizational context. It can't handle relational queries across time. Finding the chain of decisions that led to a current vulnerability requires understanding temporal sequence and causation across multiple events over months—it doesn't work that way. Rag also can't distinguish current context from context about systems that don't exist: same keywords, same entities, same vocabulary means rag sees it as the same thing.

This degrades as corpus grows—more false positives, more near-miss retrievals, more opportunities for confident synthesis from irrelevant context. A solution probably requires hybrid architecture: structured indexing tracking entities and causal chains over time; hierarchical memory at multiple granularity levels; temporal state tracking; possibly state space compression for long-horizon context.

Retrieval quality at enterprise scale is invisible in current benchmarks. No one runs evaluations on finding 2,000 relevant tokens in 10 trillion when relevance is defined by causal chains across eight months. The company that solves this first has a lead competitors can't assess from outside. Retrieval is the bottleneck determining whether other capabilities produce an institutional memory system or institutional hallucination system.

OpenAI is openly working on the context layer and tackling retrieval. Expect progress here.

Fourth Bet: Execution Accuracy. Jones calls it execution at the speed of trust. When an agent runs autonomously across hundreds of tasks for weeks, even a tiny 5% per-task failure rate compounds into systemic risk extremely quickly.

The target for sustaining long-running agentic workflows at this context level—delivering value—requires closer to 99.5% or higher sustained across diverse tasks including situations where organizational context is ambiguous, contradictory, or incomplete.

Counterpoints

Critics might note that OpenAI faces significant technical hurdles with no proven solution yet—the memory and retrieval problems may prove unsolvable within any reasonable timeline. Another counterargument: enterprise-scale context requires cooperation from dozens of existing SaaS platforms, and those companies have strong incentives to block the synthesis layer Jones describes rather than become data sources feeding someone else's intelligence platform.

Bottom Line

Jones's strongest argument is identifying what everyone else is missing: the model leak is a distraction hiding OpenAI's compound bet on four capabilities that must work together. His vulnerability is timing—solving retrieval at trillion-token scale with 99.5% accuracy may require multiple years and multiple drops, not months. Watch for progress on institutional memory and retrieval quality in 2026; those two bets determine whether the synthesis layer becomes invaluable knowledge or harmful hallucination.
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  Most rock frontmen don't play guitar. Most guitar players don't sing. Richie Kotzen does both—and he's spent decades figuring out how to survive the toll.

Born in the Philadelphia area—Delaware Water Gap, specifically—Kotzen grew up surrounded by musicians who could do things he couldn't. In his first band, the bass player sang like Steve Perry, the keyboardist channeled Keith Emerson, and the drummer nailed every Bowie groove. A female lead singer could transition from Arthur to Ronnie James Dio. Kotzen was the young hot-shot guitarist, but he wasn't singing much.

That changed when he signed to Shrap Records at seventeen. Producer MikeVN told him: if you're going to do this, you have to sing. Kotzen resisted at first. He didn't think he belonged in instrumental guitar music anyway—he needed vocals. So he shifted his focus from the instrument to his voice.

The Voice and the Surgery

Kotzen modeled his singing on Paul Rodgers and early Rod Stewart. But he was also listening to soul and R&B—Sam Moore from Sam and Dave, that Philadelphia grit, that rasp. Then Terrence Trent Darby came along and he lost his mind learning everything Sandanda Maitraa could offer.

By 1994, Geffen Records signed him for a solo record. His friend Richie Zto produced it. By the end of one long recording session, he'd done four lead vocals and was completely hoarse. The voice didn't return the same way. Something was wrong.

The diagnosis: pinpoint nodules on his vocal cords. Two surgeries followed, each about a year apart. After the second, Dr. Edward Caner in Beverly Hills delivered a warning: he was rubbing his vocal cords together, callousing them, trying to force that rasp sound—and if he kept it up, he'd lose his voice permanently.

Vocal coach Ron Anderson had taught him years before, but Kotzen hadn't listened. Now he came back to Anderson's techniques—relaxed throat, open position, a yawn. The rasp became inherent rather than forced. He could sing clean when needed.

Touring and the Voice

The real test came on the road. Seven shows on, one off—that's what Kotzen did with John 5, co-headlining tours where he shared a bus with the act. Six or seven shows in a row. You can't do that if you're singing incorrectly.

His secret: pick and choose battles. If his voice feels weak, he'll extend the guitar solo instead of pushing through a vocal passage. The set is designed to protect him. He keeps six hours sleep minimum, doesn't speak after shows—silence matters more than rest—and uses pre-show conversation as part of his warm-up.

"When people want to sing high, the first thing they do is think hi. And this goes up. And you close your voice. You can't sing. It's in the back of the throat. It's open. It's a yawn."

The Lifestyle Question

Kotzen was a heavy smoker for years. It didn't change his voice—maybe he lost a couple high notes, but nothing he needed. Alcohol matters differently: it can loosen you up, but there's a threshold where you're just drying yourself out and won't recover in time for the next show.

In the Winery Dogs days, he drank heavily and ate raw garlic constantly to offset the booze. The whole bus smelled like garlic.

Critics might note that his approach works because he's touring at his own shows on his terms—managing his setlist around vocal fatigue isn't something every singer can do. A frontman for Skid Row would face different demands.

Bottom Line

Kotzen's story reveals something most guitar players never learn: the voice is fragile, and the rasp is a learned skill, not a natural gift. His biggest vulnerability is that his method depends entirely on controlling the show—which means less freedom than it appears. But he's spent thirty years refining exactly what it takes to do both—and keep doing them.

  


Everyone You Know Is About to Try Claude (I Showed 3 People for 5 Minutes — All 3 Switched)


  
  
    Everyone You Know Is About to Try Claude (I Showed 3 People for 5 Minutes — All 3 Switched)

    Nate B Jones · Nate B Jones · Mar 4, 2026 · 19 min read

  

  Nate B Jones

The Pitch

If you haven't heard of Claude yet, you will soon. Anthropic refused a Pentagon contract. The White House responded. And suddenly, millions of Americans who couldn't name Anthropic two weeks ago are downloading this new app. But here's the problem: almost everyone will treat Claude as a drop-in replacement for ChatGPT. Same problems. Same expectations. Same workflow. That's not how AI works.

This piece isn't a feature tour. It's a practical guide to what Claude does differently — grounded in what we can all verify, not marketing claims from either company. The author tested this extensively with three people who had never used Claude. Within five minutes of seeing these differences, all three switched permanently.

How They Differ

The differences aren't cosmetic. ChatGPT and Claude were built with very different training approaches and philosophies — and those approaches produce measurably different behavior.

ChatGPT's default behavior tends toward being more agreeable, more expansive, and at least in some cases, more warm. If you ask it a question, you often get a thorough answer plus context you didn't request, plus an offer to elaborate. OpenAI has worked hard to rein in the worst excesses of this pattern, but the general orientation to be helpful, to be thorough, to keep the conversation going — that remains the default.

Claude was built using an approach called constitutional AI, where the model is trained against explicit principles: be helpful, be honest, avoid harm — rather than purely optimizing for what feels like a good response. The practical effect is that Claude is more likely to flag a problem than to smooth it over. It's more likely to ask what you're really trying to achieve here than to rush to produce something plausible. It tends toward conciseness rather than padding.

"Claude is somewhat more likely to flag a concern, to question your framing, to tell you something you didn't ask to hear."

This doesn't mean one tool is better across the board. It means they have very different strengths — and using Claude well requires understanding how those strengths differ and how to activate them.

Principle One: Flagging Plan Holes

The first practical difference shows up when you're working with a plan that has a hole in it. ChatGPT has a documented tendency toward sycophancy — telling you what you want to hear rather than what you need to hear. OpenAI's own researchers have acknowledged this, most visibly when a GPT-4o update in April made the problem so extreme they had to roll it back within a few days.

Since then, OpenAI has put serious work into fixing it. But that underlying tendency hasn't fully disappeared because it's rooted in the training approach — models trained heavily on user feedback inherently reward responses that feel satisfying in the moment.

Claude's constitutional AI trains against explicit principles like honesty. The practical difference: Claude is somewhat more likely to flag a concern, to question your framing, to tell you something you didn't ask to hear. It's not dramatically more likely, but it happens enough that you'll notice it over real use.

This matters because the most expensive AI mistakes aren't factual errors these days. They're plans that should never have been executed — hiring plans with timelines assuming engineers ramp in three months when the real number is six, pricing strategies that ignore competitive responses. Claude is more likely to flag these kinds of issues than ChatGPT right now. Not always. Not infallibly. But the difference between slightly more likely to push back compounds over time.

Your plans get stress tested more often. You make fewer expensive mistakes — but you have to be okay with having your ego pushed back on.

Principle Two: Describe Your Situation

When you're using Claude, describe your situation rather than your desired output. In ChatGPT, people will often write a prompt like a command: "Write a cover letter. Give me five ideas." Claude will respond to this just fine, but it responds to situations noticeably better — and the difference in output quality is worth calling out.

Claude was trained via constitutional AI to reason about whether a request is well-framed. ChatGPT was trained via reinforcement learning with human feedback to satisfy the request as stated. A model trained to evaluate framing will do more with a well-framed input.

"If you give it a thin situation, you're going to get thin thinking. If you give it a really rich context layer, you're going to get strategic reasoning that changes how you approach the problem."

Claude tends to ask more clarifying questions and engages more deeply with context than ChatGPT. ChatGPT tends to use additional context to produce a more detailed version of exactly what you asked for. Claude tends to use it to think about how you framed the task.

Before you tell Claude what to make, spend a couple sentences on what you're dealing with. Claude will appreciate it — and so will you.

Principle Three: Give Claude Your Work

This is counterintuitive for people who think AI is for generating content. Claude is better at editing and refining existing work. You can get Claude to generate work from nothing, but it's more concise and you have to be very specific in your ask if you're asking it to generate work.

In a blind test conducted in February with over a hundred voters per round across eight prompts, Claude won four of eight rounds while ChatGPT won one. This was from Access Intelligence's independent comparison of different models. Users consistently rated Claude's outputs as more natural and publishable without tons of editing — 85% on structural coherence versus ChatGPT's 78%.

"Claude tends to write more naturally and ChatGPT sounds more generic."

Type.ai's analysis documented that ChatGPT tends to fall into a very distinctive AI voice, while Claude's outputs read a little bit more like human writing. If you are structurally editing — not just grammar fixes, but someone telling you the third paragraph undermines the first or you buried your strongest point — Claude does really good work at that level.

ChatGPT tends to polish at the individual sentence level. Run the same document through both with the instruction "what is the weakest argument here and how could you fix it?" You tend to find that Claude has an eye for prose structure in a way ChatGPT is a little bit weaker.

One caveat: more context is helpful for any model. The difference is what each model does with that richness.

Principle Four: Show Its Reasoning

It is okay to ask Claude to show its reasoning. Claude has a capability called extended thinking — the model allocates additional processing to work through complicated problems step by step before answering and then shows you the chain of reasoning it followed.

On genuinely hard problems like contract analysis or debugging intermittent failures, extended thinking produces meaningfully better output. Anthropic reports up to a 54% improvement on hard reasoning tasks.

"You can see the chain of thought in Claude's writing and change or arrest it over time."

Part of how this works is that Claude shows its reasoning as it works through the problem — burning extra tokens and reading that reasoning to continue solving. This really matters because you can see the chain of thought and change or arrest it over time.

In co-work, you can actually send a message to Claude and change how the agent will respond before the agent finishes the task. In regular Claude chat, you can't do that yet, but you can see the response. If you don't like where the chain of thought is going — because you can open it up and look at it as it produces — you can just hit stop and send a new message and clarify.

This really changes how you think about approaching hard problems. You have to ask yourself: Is this problem something I'm going to need to intervene on? And if I need to intervene, have I set myself up to focus on the running text that will be coming through that chat window as Claude is thinking about it — given myself the focus to catch when that goes off the rails and say "No, no, no, not that"?

Anyone who uses Claude a lot will tell you they often are doing that unconsciously. They're so used to working with Claude and the way it produces text to solve problems that they're just kind of keeping an eye on it. ChatGPT users work differently — they're used to just hitting go and then waiting for the response.

There's a little bit more steering along the way you get with Claude.

Principle Five: Build a Workspace

You're building a workspace, not a chat box. Both Claude and ChatGPT have projects for work. Both let you upload documents, both set persistent instructions, and both organize conversations around domains. So that concept is super familiar.

The way most people use projects though is incorrect. They treat them like filing cabinets — stick in docs, send a vague instruction like "help me with marketing." And then get conversations barely different from not using the project.

Here's how to use projects correctly: your project's custom instructions should be operating rules for every conversation in that workspace. Not "help me with marketing," but:

"I'm a product marketing manager at a B2B SaaS company in cybersecurity. My team sells to CISOs and IT directors at mid-market companies which have 500 to 2,000 employees. Our biggest differentiator is ease of deployment and my VP prefers databacked arguments and dislikes jargon. All content should align with the positioning doc which I've uploaded and the brand voice guide also uploaded."

Now every single conversation in the project inherits that context. You don't reexplain your role, your audience, etc. You just say "I need a one-pager for the Gartner meeting" — and Claude already knows what that means.

Why does Claude specifically reward this? Claude tends to follow complex system-level instructions very consistently across conversations without much drift. So when you set detailed operating rules like that in a Claude project, they tend to stick.

Pixel Peak's 500-task comparison measured instruction compliance directly. Claude hit 94% exact compliance versus ChatGPT's 87%.

Critics might note that the user satisfaction metrics still favor ChatGPT for general use cases — and for tasks where users want quick generated output without heavy context, ChatGPT remains the better choice. The constitutional AI approach sometimes produces outputs that feel less immediately satisfying even when they're more accurate.

Bottom Line

The strongest part of this argument is the practical, testable framework: five principles grounded in actual comparisons rather than marketing claims. Jones has a point about the training philosophy differences between constitutional AI and reinforcement learning from human feedback — those produce measurably different behaviors worth understanding.

The biggest vulnerability: ChatGPT's user satisfaction scores remain higher for general use cases where users want quick generated output without heavy context. The piece slightly overclaims what Claude can do on length and voice consistency without fully acknowledging that trade-off.

What to watch next: as more people try Claude, the five principles here will become standard guidance — but the biggest value may be in understanding how training philosophy actually produces different outputs, not just which tool is "better."

  


Dario Amodei Made One Mistake. Sam Altman Got $110 Billion. Here's the Full Story.


  
  
    Dario Amodei Made One Mistake. Sam Altman Got $110 Billion. Here's the Full Story.

    Nate B Jones · Nate B Jones · Mar 3, 2026 · 23 min read

  

  {"output": "Here's what happens when you turn down the Pentagon: Dario Amodei's Anthropic gets labeled a supply chain risk to national security. Sam Altman's OpenAI walks away with $110 billion and the most significant defense contract in AI history. The story no one is telling is how two companies took opposite paths — and why the difference between public defiance and quiet deference just reshaped the entire industry.

Iran Strikes and the New Warfare

The US and Israel began bombing Iran on Friday night, hours after Sam Altman announced OpenAI had signed a deal to deploy models in classified Pentagon networks. The same evening, while Anthropic CEO Dario Amodei was drafting his principled stand against military use, Sam Altman's deal went live.

The timing wasn't coincidental. The Wall Street Journal reported that US Central Command used Claude — Anthropic's flagship model — for intelligence assessments, target identification, and combat simulations during the strikes against Iran. This happened after a presidential order to federal agencies to stop using Anthropic technology. The strikes killed an Iranian official at a government compound in Tehran.

The model was too deeply embedded to rip out in real time. Even after a presidential order, the Pentagon couldn't phase out a tool running inside active combat operations.

This wasn't new. Claude had been used in January's operation to capture Nicolas Maduro in Venezuela, deployed through Anthropic's partnership with Palantir on Amazon's top-secret cloud. The Pentagon had awarded contracts worth up to $200 million through its chief digital and AI office for frontier AI prototyping. That classified deployment ran almost exclusively on Claude.

Israeli product manager Yonathan Bach built StrikeRadar — a real-time dashboard calculating the likelihood of US strikes on Iran using Claude to write the entire system in six hours with no coding background. The tool pulls flight cancellation data, military aircraft movements, and news feeds and computes a probability score. That is the capability envelope we're operating in.

AI models are no longer supplemental to intelligence operations. Just as they're reshaping work, they're reshaping how intelligence and combat occurs. They compress the observe-orient-decide-act loop so that real-time reactions are feasible where they previously took days of analyst work.

The Amodei vs Altman Showdown

After the Maduro raid, an Anthropic employee reportedly asked a Palantir counterpart how Claude was used in that raid. That seemingly innocent inquiry set off a chain of events still unfolding.

Defense Secretary Peter Hegseth gave Anthropic a deadline last week: either allow unrestricted use for any lawful military purpose or be designated a supply chain risk. Anthropic refused. Hegseth designated the company as a supply chain risk and announced a six-month phase-out.

What the Iran strikes proved is that you cannot phase out a tool running inside active combat operations, no matter how much you want to. The Pentagon has since reached deals with OpenAI and xAI for classified settings, but military officials say fully replacing Claude will take a while — and assumes the replacements perform at the same level.

Anyone who has used xAI, OpenAI, and Anthropic will tell you these are very different models. You should not assume equivalent performance on equivalent missions. The Pentagon's assumption that all American hyperscalers produce models that are one-to-one equivalents is one of its larger mistakes.

Now here's what most coverage missed: Dario Amodei's objection isn't moral. It's technical. He's saying the models aren't reliable enough yet. In his February 26th statement, Amodei wrote that he believes deeply in the existential importance of using artificial intelligence to defend the United States. He said Anthropic supports between 98 and 99% of Pentagon use cases and that partially autonomous weapons are vital to the defense of democracy.

Then he said something significant: "Even fully autonomous weapons may prove critical for our national defense."

Amodei's objection is contingent and time-limited — a function of model capability, which we all know is accelerating rapidly. When the models get reliable enough, the red line can move. Anthropic's demand for human-in-the-loop oversight already exists. It's codified in Department of War Directive 3000.09. Anthropic was actually asking for what the law already provides.

The Pentagon likely refused to write it into the contract because doing so would potentially give Anthropic a legal basis to object to specific deployments. The department wanted to retain as much flexibility as it could. The ambiguity is the point.

One telling example: OpenAI's deal includes three stated red lines — no mass domestic surveillance, no autonomous weapons, no high stakes automated decisions like social credit systems. Nearly identical to what Amodei and Anthropic were asking for. The differences are in implementation.

OpenAI's deployment architecture being cloud-only with OpenAI engineers embedded alongside the Pentagon physically prevents models from being integrated into weapons hardware. OpenAI staff were told that the government agreed to let OpenAI build its own safety stack.

Amodei chose to go public when wrestling with the department. Sam went private. The defense establishment tends to reward deference and punishes public defiance. You negotiate behind closed doors, you don't embarrass your counterparty, you don't publish blog posts implying the Pentagon might deploy unreliable autonomous weapons.

Whether Amodei was right on the substance is entirely different from whether he played the game well. In terms of game theory, he absolutely lost.

The Money Story

On the same day as the Pentagon deal, OpenAI announced $110 billion funding round — the largest private financing in history. The round values OpenAI at $730 billion pre-money, $840 billion post-money. For context, total US venture capital investment across every startup in 2023 was just $170 billion. OpenAI raised 65% of that in a single transaction.

Who funded this?

Amazon committed $50 billion, though only $15 billion is unconditional. The remaining $35 billion is contingent on an IPO or an undisclosed AGI milestone. Alongside equity, the companies expanded their cloud agreement by $100 billion over eight years — which OpenAI certainly needed. AWS becomes the exclusive third-party distributor for OpenAI Frontier, their enterprise agent platform. That must be a loss for Microsoft.

They're also co-developing a stateful runtime environment on Bedrock, a persistent context layer for AI agents to maintain memory across sessions. This is Andy Jasse coming for Google Cloud and coming for Azure. Amazon invests equity to guarantee a cloud contract. The cloud contract locks in Tranium chip consumption and chip consumption funds Amazon's long-term silicon ecosystem bet.

Nvidia invested $30 billion replacing an earlier letter of intent that ultimately collapsed in January. $30 billion will be paired with the deployment of Nvidia's Vera Rubin architecture at scale — 3 gigawatts of inference capacity and 2 gigawatts for training. If OpenAI is going to become the center of gravity for AI in the United States, Nvidia needs to be a player here.

SoftBank committed $30 billion, bringing total OpenAI investment to $64.6 billion for SoftBank. As chairman of the $500 billion Stargate project and majority owner of ARM, Masayoshi Son is assembling an integrated stack from chip IP to data centers to frontier models. S&P has warned the pace of investment here is actually pressuring SoftBank's creditworthiness.

Notably absent: Microsoft. The company that invested $13 billion and holds a 27% stake chose not to participate. Microsoft renegotiated its partnership in late 2025, removing its right of first refusal on new cloud workloads — hence the AWS deal — but putting in place a commitment from OpenAI to pay a 20% revenue share through 2032. Microsoft essentially traded exclusivity for a long-term tax on OpenAI's growth.

The Infrastructure Buildout

Stargate, a joint venture with SoftBank, Oracle, and Abu Dhabi's MGX, targets half a trillion dollars in AI infrastructure spend and 10 gigawatts of capacity by 2029. Phase 1 delivered over 200 megawatts in September 2025. Phase 2 is expected to deliver roughly another gigawatt in mid-2026.

Oracle will deploy over 450,000 GB200 GPUs under a 15-year lease. Beyond Eden sites are announced or under construction as part of the Stargate project in New Mexico, Michigan, Wisconsin, and additional Texas locations. Total plan capacity exceeds 8 gigawatts with more than $450 billion committed.

Separately, OpenAI has a deal with Broadcom for 10 gigawatts of custom inference chips Titan and is committed to 6 gigawatts of AMD Mi series GPUs and also retains the Nvidia partnership at 10 gigawatts. In total, we're looking at roughly 26 gigawatts across three chip architectures plus custom silicon. For perspective, that is the electricity consumption of a mid-sized country.

Cloud commitments are equally staggering: $250 billion to Microsoft Azure through 2032, $38 billion to AWS, and roughly $300 billion to Oracle. Combined, nearly $700 billion in cloud commitments.

Against this spending, OpenAI's annualized revenue topped $20 billion by late 2025. Projections show $100 billion by 2029 and $280 billion by 2030. Losses are projected at $14 billion this year with cumulative losses topping $44 billion and profitability not reached until 2029. HSBC estimates a $20-plus billion funding shortfall even after everything committed so far.

An IPO at a valuation approaching $1 trillion is planned to close that gap — either late this year or next year.

Counterargument

Critics might note that framing this as a simple game of public defiance versus private deference misses the deeper question: should any company be in a position where refusing a Pentagon contract means being designated a supply chain risk? The power imbalance here isn't about negotiation strategy — it's about whether the defense establishment's leverage over American companies is itself the problem worth examining.

Bottom Line

The story underneath this story is that AI has become loadbearing infrastructure for modern warfare, and whoever controls the relationship with the Pentagon now controls the industry's center of gravity. Sam Altman's quiet deal-making just bought him $110 billion and a structural position as the gravitational center of American AI. Dario Amodei's public principled stand earned him a supply chain risk designation. The lesson isn't about ethics — it's about leverage. And in Washington, public defiance is a liability.}
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  {"": "The pollen came, and Josh Scott couldn't see.

In the spring of 2009, as allergy season swept across Mississippi, Joshua Heath Scott found himself blind, swollen-faced, and dependent on rotating antihistamines just to function. The American South delivered an ungodly amount of pollen — a substance so relentless it rendered him functionally incapacitated. And from that suffering was born the Pollinator.

Born in Allergy Suffering

The fuzz circuit Scott created produced a tone that matched exactly how he felt during pollen season: thick, aggressive, slightly unhinged, and impossible to ignore. The name followed naturally from the sound.

"It was so named because of its fuzz circuit," Scott explained about the pedal bearing his misery, "produced a tone not unlike the way its creator felt during pollen season." The reference wasn't accidental — it was deeply personal.

The Pollinator served faithfully across two versions. Version one and version two provided Hendrix-adjacent tones to the masses, cleaning up beautifully with the guitar's volume knob and generally conducting itself with honor upon pedal boards both great and small.

The Retirement

In 2017, the Pollinator was retired from active production — not in disgrace, but in dignity. Its circuits folded, its bias knobs stilled, its germanium transistors returned to a state of peaceful rest. The pedal that began as an expression of seasonal misery had run its course.

But something bothered Scott about the name's future.

"No name in the history of effects pedals has ever been more naturally, more cosmically, more obviously belonged to a bee-themed pedal company than the name Pollinator."

The Transfer

In Los Angeles, California, lived Betronics — a family-operated guild of sonic artisans who by choice or fate devoted their entire professional lives to the aesthetic, spiritual, and tonal legacy of the bee. Their whole brand is a clinic doing something right with products and how people relate to it, building an entire ecosystem around bees.

Scott realized the name had always belonged to Betronics. The fact was so self-evident he was embarrassed he didn't think of it sooner.

On March 3rd, 2026, in the sovereign jurisdiction of the internet and also Kansas City, Missouri, Scott officially granted the name Pollinator to Betronics — to have and to hold from this day forward, for better or worse, in fuzz and in delay, in analog and in digital, till the end of all things or the heat death of the universe, whichever comes first.

"This transfer shall include but not be limited to the name itself," he wrote, "all associated vibes, all residual mojo, the concept of pollination as it relates to a guitar tone, and the general right to put the word Pollinator on a pedal without me texting you about it at 1:00 in the morning."

The Original History

For Scott, the Pollinator story began right before he moved to Kansas City in 2009. He was building things by himself, tinkering around, obsessing over the fuzzace circuit — something every young budding pedal builder has to get through. It is the rite of passage.

The original number one ever made Pollinator looked weird because it was weird. Scott didn't know what he was doing. There was a sticker on it where he realized JHS Mods, what it was called then, would probably become JHS Pedals. The first one had a paper cutout of a bee — this girl named Megan did some hand-painted fun stuff and Scott asked her to paint the case.

"Put a bee on it," he told her. That is where it all started.

The original stamp logos didn't have the icon that is now known. There was a generic high school football team stamp found at a craft shop. This was really early, and pedals came in all kinds of colors — there wasn't a standard color. He built these per order using the logo and called it the Pollinator.

Version one got the classic green lightly sparkled powder coat and the official stamp with the old typeface. Then they learned that if you get rid of the center black fill, it stamps much cleaner. Then they went to printing. The labels are officially printed — a transitional pedal with only a few surviving both eras, crossing the bridge from stamping to printing.

The version two was put into an almost sand, chalky enclosure with a crimson aesthetic when it came to the knobs — an oxblood crimson thing. Same logo, but with a gain control using four controls: volume, bias, fuzz, and input gain. Still AC128 germanium transistors.

"We'll never make this again," Scott said to collectors. "Find them. They're really fun."

The New Pollinator

The Betronics Pollinator Hazy Delay arrived with eight modes: filter, tremolo, time, feedback, mod, and mix. It features a rotary with various settings including phaser, auto wah filter, step phaser, reverse slow gear, and tremolo mode. Two sections — a filter and trim on the delay — mean this mod control changes whatever setting you're on.

Scott plugged in the old original Proto Pollinator he hadn't touched in ten years. It fired right up, still sounds great despite not being built great inside — he was learning.

"This is already 100 times better than my pollinator fuzz," Scott admitted.

Critics might note that the transfer raises questions about why Scott didn't think of this sooner, and whether sentimental attachment to a name should factor into such decisions. The emotional weight of giving up a product identity you've built for nearly two decades is considerable.

Bottom Line

The strongest part of this argument is Scott's self-aware humor about the obviousness of the name belonging to a bee company — his embarrassment at not thinking of it sooner is genuinely endearing. The biggest vulnerability is that the piece leans heavily on nostalgia and wordplay rather than substantive analysis of what makes Betronics' products special or why the name transfer matters tonally. The reader gets the history, but not necessarily the product.

Scott hopes you enjoyed this. Hit like, subscribe, comment about it, do all the stuff — but most of all, go check out this new Betronics pedal."}

  


The MOST Important 10 Minutes of Guitar Practice


  
  
    The MOST Important 10 Minutes of Guitar Practice

    Rick Beato · Rick Beato · Mar 2, 2026 · 20 min read

  

  The Most Important 10 Minutes of Guitar Practice", "author": "Rick Beato", "source": "Rick Beato (Video Transcript)", "pitch": "Most guitarists practice mechanically—scales, patterns, licks. But Rick Beato makes a case for something different: treating the fingerboard like a puzzle. His "Cycle of Fifths" exercise isn't just another technique drill. It's a method for understanding how every major chord connects to every other major chord—all by following one specific resolution pattern.", "body": "## The Puzzle That Changes Everything

Most guitar practice happens in isolation. You learn a scale. You learn a pattern. You learn a lick. But Rick Beato argues that the real secret to fluency isn't learning individual pieces—it's understanding how chords talk to each other.

The exercise he teaches is simple: start on any major chord, move to the next chord in the circle of fifths, and resolve specific notes between them. The pattern follows C → F → B♭ → E♭ → A♭ → D♭ → F# → B → E → A → D → G—and back to C.

The key insight is what happens between each chord pair: the flat seventh of every dominant chord resolves to the third of the next chord. In other words, when you play a C7 chord, that B♭ (the flat seven) doesn't disappear—it becomes the third of the F7 that follows. This creates a continuous chain of resolution all around the neck.

How It Works

The exercise uses four-note arpeggios—either triads or seventh chords. Both work, but Beato prefers using seventh chords because they create richer harmonic connections and more interesting resolutions.

Here's the pattern in action: play C7 (C-E-G-B♭). Resolve that B♭ to the third of F7. Play F7 (F-A-C-E♭). Resolve that E♭ to the third of B♭7. Continue around the circle.

The goal is to keep moving without making a mistake—ideally for extended periods. Beato claims he once held it for two hours without error, though he admits he's usually capable of only about two seconds on his best days.

Why This Matters

Most guitarists learn chords as isolated shapes. They know C major, F major, B♭ major—but they don't understand how these shapes relate to each other. The cycle of fifths exercise forces you to internalize the relationships between chords rather than just memorizing fingerings.

When you practice this way, your ear naturally learns where resolutions happen. Your hands learn where the patterns are. And when you solo over actual progressions, you're no longer thinking about notes—you're thinking about resolutions and how they connect.

The seventh of every dominant chord resolves to the third of the next dominant chord.

Minor Triads: Where It Breaks Down

A counterargument worth considering: this method doesn't work as smoothly with minor triads. Minor chords lack the leading tone that makes major resolutions sound so resolved. When you move from C minor to F minor, the connection isn't as natural to the ear—you lose that half-step pull that makes major-to-major progressions feel inevitable.

The circle of fifths works best when you're dealing with dominant chords and major keys. Minor triads can be practiced the same way technically, but they don't resolve with the same musical logic.", "pull_quote": "The seventh of every dominant chord resolves to the third of the next dominant chord.", "bottom_line": "Beato's core argument is compelling: understanding chord relationships matters more than memorizing fingerings. The cycle of fifths exercise isn't just a practice routine—it's a framework for thinking about harmony. His biggest vulnerability is practical: this level of musical awareness takes years to develop, and most players won't stick with it long enough to hear the payoff. But if you're serious about understanding how chords actually connect, this puzzle is where that journey begins.
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  Rick Beato makes an argument that's been strangely absent from guitar discourse: the secret to staying in shape isn't longer practice sessions—it's practicing faster. Drawing on decades as a producer who rarely played leads, and his recent return to YouTube, Beato builds a case that most players are doing it wrong.

The Producer's Secret

When Rick Beato was working as a session musician, he rarely played lead guitar. Most of what he produced—metal tracks, producers' work—didn't feature solos. When he started his YouTube channel, he found himself completely out of practice.

"I had to relearn how to play the guitar from scratch."

The turning point came when he realized that playing fast wasn't a separate skill—it was the only way to actually learn to play fast. This insight came from working with Andy Wood and other players who had discovered that practicing slow didn't translate to playing fast.

The Time Problem

Tim, who runs a popular guitar education channel, understands exactly how this works. Like most serious players, he found himself buried under administrative work—emails, family obligations, content creation—that practice time simply disappeared.

"We have a lot to do. Life gets in the way of playing the guitar."

The solution isn't more discipline or better time management. It's finding ways to trick yourself into picking up the instrument. For Tim, that meant keeping a specific project in front of him—like sitting in with Larry on Monday night—to push himself to practice.

The Chord Panic

When preparing for a gig, there's a particular moment when panic sets in. That moment is encountering chords like G# minor 7 flat 5—a chord that makes most players freeze.

"I always found when I was teaching that those are chords that people kind of freak people out because they don't freak me out."

The strategy isn't to avoid these chords or simplify them. It's to accept that you can play through them using related chords as bridges. For instance, playing a B minor and occasionally throwing in that G# creates an acceptable path through the difficult passage.

Gear for Gigging

For the actual performance, the minimal setup is surprisingly simple: one gain pedal, one delay, and a tuner. That's all that's needed.

"I have because I have an AC30... And I'm almost with you perfectly on that."

The delay comes from Halo's Core Pedal—easy to program with a big knob. The reverb is Keeley's Noctturn, offering two presets: one super ambient, one plate or spring. For modulation, the Madison Cunningham vibr creates a nice wobble without overwhelming the core tone.

The Amp Question

The amplifier setup involves an 18-watt head that provides the bloom and breakup needed for live playing. Using a 50-watt Fry power station as the master volume keeps everything consistent regardless of room conditions—the sound remains exactly the same whether practicing at home or performing live.

Critics might note that this approach works best for electric guitar in rock contexts; acoustic players or those in different genres would need entirely different strategies. The advice is highly genre-specific.

Bottom Line

Beato's core argument—that you must practice fast to play fast—is sound and immediately applicable. His biggest vulnerability is that this strategy works perfectly for certain kinds of gigs but may not translate to classical guitar, jazz, or folk contexts where the approach differs entirely. For electric rock players though, this is exactly right. </think>
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  Your AI doesn't have a brain. And what I mean by that is it lacks a system that allows it to reliably read and think through context you've developed over months or years — context that lets it be proactive with you. Nate B Jones published a guide on second brain systems last month. It was super popular. A lot of people built it. A lot of people improved on it. You can use Zapier. You can use Notion. You can use N8N. You can use an MCP server. You can use Obsidian. He has all those pieces. But what he doesn't have is the agent piece, and that matters — because in the intervening period over the last few weeks we are now at a point where agents are becoming mainstream. Anthropic is working on one. OpenAI hired Peter Steinberger, the inventor of OpenAPI. OpenAPI itself passed 190,000 GitHub stars and spawned over one and a half million autonomous agents in just a couple of weeks.

We need a second brain system that is agent readable. And so what Jones lays out here is the architecture for what he calls an open brain — a database-backed AI accessible knowledge system that you own outright, with no SaaS middlemen that can break or reprice or disappear. One brain that every AI you use — Claude, ChatGPT, GPT, Cursor, whatever ships next month — can plug into via MCP. You can type a thought in Slack and five seconds later it's embedded, classified, and searchable by meaning from any AI tool you touch or any AI agent that wants to touch it.

The total cost, benchmarked, is roughly 10 to 30 cents a month. He's publishing a companion guide on Substack for the step-by-step. This video is about why the architecture of an agent readable system matters much more than the individual tools you choose, and why the memory problem we're talking about here is secretly the bottleneck in everything you're doing with AI today — and why people who solve it will have a compounding advantage that compounds every single week.

The Memory Problem Hiding Inside Your Prompting

If you've followed Jones's videos for a while, you know he keeps coming back to one idea. The quality of AI output depends entirely on the quality of your ability to specify. That's not a nice-to-have principle anymore. That is the whole game. He laid out the full framework he sees for prompting in 2026 in a video he did last week — from prompt craft through context engineering to intent engineering to specification engineering, that hierarchy is real.

And the people who are ten times more effective than their peers have built context infrastructure that does the heavy lifting on all of those pieces — the context engineering, the specification engineering — before they have to type a single prompt. And what Jones wants to talk about here is how you take that abstract skill set and turn it into a memory problem that gives you a leg up on everybody else.

In other words, if you're going to do context engineering, if you're going to do specification engineering, seriously, you need to invest in a memory system that is yours, that is agent readable, that makes calling and retrieving that context easier. The best prompt in the world cannot compensate for an AI that does not know what you've been working on, what you've already tried, what your constraints are, who the key people in your life are, or what you decided last Tuesday.

Memory is supposed to be a lock-in on chat GPT... Memory is engaging. Feeling known is engaging. It works. It's smart product strategy. But you're smart too, and you don't not have to go along with that product strategy.

And by the way, that constraint also applies when working with agents. They need that context, too. And right now, that's exactly what most of us are struggling with when it comes to AI. Every single time we open a new chat, we often start from zero. Every single time we switch from Claude to ChatGPT to Cursor, we tend to lose things — which is why we gravitate toward one of those systems more than another.

Think about how much of your prompting is asking AI to catch up on what you know already. The background here is you're burning up your best thinking on context transfer instead of real work. A Harvard Business Review study found that digital workers toggle between applications nearly 1,200 times a day. Every switch seems really small but collectively this is devastating our attention.

Jones has watched this context switching issue play out over and over in his own life and in the lives of others — and what he keeps coming back to is the insight that our desire to specify, to be clear with AI, is only getting higher, and it's demanding more of our memory systems. And our memory systems and memory structures are not keeping up.

Memory architecture determines agent capabilities much more than model selection does. That's widely misunderstood. And when you construct memory incorrectly, you're stuck re-explaining yourself forever or you're stuck in a world where you know how to access memory and the agent doesn't.

Critics might note that built-in memory features in Claude, ChatGPT, Grock, and Google are getting better all the time — solving exactly this problem without requiring any technical setup. But think about what they give you and what they don't. Claude's memory doesn't know what you told ChatGPT. ChatGPT's memory doesn't follow you into Cursor. Your phone app doesn't share context with your coding agent. Every platform has built a walled garden of memory, and none of them talk to each other.

There's a whole new category of products emerging in early 2026 specifically because platforms refuse to solve this — products like MemConnect and One Context. The problem is real enough to spawn an entire VC-backed industry. So what you've really got is multiple AI tools getting upgraded all the time, adding AI tools all the time to experiment with, and you have a thin siloed layer of context that only works inside each of those individual tools.

You know what? That's not really memory. That is five separate piles of sticky notes on five separate desks. And now let's add autonomous agents into the picture. The agent category has absolutely detonated in the last few weeks, but the use cases that are shining — like the guy who got thousands of dollars off a car purchase — they're shining because the agent has the ability to securely and safely access relevant memories, relevant context from the user. Whereas agents that just guess or have to fill in the dots because you aren't able to provide them secure access to all your systems, they're not going to be nearly as useful for you.

And whether we're talking about agents or we're talking about tools, the part that should bother you even more is that these systems that corporations are designing are all designed to create lock-in. Memory is supposed to be a lock-in on ChatGPT, ditto on other systems. So you've spent a long time building up history with a tool and now if you want to try the latest other model — let's say you're on ChatGPT and you want to try Gemini or Claude or another model — you lose all of that context, not because the new model is worse, but because your context is trapped in the old one.

And oh by the way, all of that memory in those individual tools, that is not agent readable. And so as we get to a world where autonomous agents are becoming more and more and more a thing, the big corporations are betting that if they can trap you with memory, you will only use their agents and they will get to keep you and your attention and your dollars forever.

But your knowledge should not be a hostage to any single platform. And for most of us right now, frankly, it is. And that's shaping our entire AI future. We don't necessarily have a free choice between tools right now because the product strategy of these large businesses is to keep you engaged, to keep you entertained.

One of the reasons why ChatGPT 4o was so mourned and so grieved was because it was an engagement-optimized model and people liked the engagement. It works. Ditto with memory. Memory is engaging. Feeling known is engaging. It works. It's smart product strategy. But you're smart too, and you don't have to go along with that product strategy.

And you might be thinking at this point, Jones made a video on second brain — I can just connect it to my OpenAI and I'm fine. Absolutely, you can try that. But you're going to run into a structural mismatch that most people haven't noticed. That explains why the current generation of note-taking tools needs a different, more structural memory layer underneath.

The internet right now is forking. There's the human web with fonts, with layouts, with what you're reading. And there's the agent web that's emerging with APIs, with structured data that's built for machine-to-machine readability. That fork is happening to your memory architectures and your notes as well. Your Notion workspace, for example, is built for human eyes — it's built for pages, for databases, for views, for toggles, for cover images. It's beautiful for you. It's useless for an AI agent that needs to search by meaning, not by folder structure.

Your Apple Notes are locked into an ecosystem. Your Evernote has a decade of accumulated clutter with no semantic structure. Your bookmarks are a graveyard of things you've meant to read. These tools were built for the human web back in the 2010s — they were designed for you to browse, to organize, to read. They were never designed fundamentally with the expectation that AI agents would query them. That got bolted on later, much more recently.

And the apps adding AI features today are mostly doing it as bolt-ons, like chat with your notes. Great. You have one AI that can kind of search one app. What about the other five tools you use every week? We're still in a world of separate sticky notes on separate desks. You've traded one silo for another.

Every second brain app has been reaching for something that required a different layer entirely — infrastructure built for the agent web, not the human web. And that's what Jones wants to focus on here. Because if you can build infrastructure for the agent web, you are suddenly in a position to make a lot more human-friendly decisions with how you plug into that infrastructure.

The infrastructure is yours. It's something your agent can plug into. It's something your chatbots can plug into, but you control and manage it. This frees you from having memory that only lives with one of these corporations and their clouds AI systems. You don't have to depend on ChatGPT memory anymore. It also frees you from having to depend on an individual SaaS company not changing a setting in order to keep your own second brain working.

And ultimately, as agents get better, it frees you from having to do as much manual work to retrain a second brain. And so this is essentially giving you a sense of how agents are unlocking and changing our perspective on memory and changing our perspective on prompting and changing what we need to be digital citizens. Just as we needed a personal computer to be digital citizens over the 1990s, over the 2000s, over the 2010s, we need our own memory architectures to be responsible AI citizens now.

But we haven't really had a way to do that. And until very recently, until the last few weeks, we haven't had AI agents that would make that really practical. Now we do, and now the world has moved, and it's time to talk about it.

What An "Open Brain" Actually Looks Like

So let's get specific. What Jones is proposing here: instead of storing your thoughts in an app designed for humans, you should store them in infrastructure designed for anything — a real database, vector embeddings that capture meaning, not just keywords, a standard protocol that any AI can speak. He's calling it open brain because the architecture is what matters and you should not be forced to choose any given model.

This is all possible because of MCP, the protocol shift he talked about briefly above. It started as Anthropic's open-source experiment in November of 2024, but it's since become the HTTP infrastructure of the AI age. It's the USB-C of AI. One protocol. Every AI, your data is yours. It stays in one place, but every tool that speaks MCP can read it.

At a high level, Jones doesn't want to make you go and click somewhere. Let him show you what this actually looks like. Your thoughts live in a Postgres database you control, not somebody else's proprietary format. This is the most boring, battle-tested technology you can imagine. Postgres is not exciting. It's not deprecating. Postgres isn't chasing a growth metric. Postgres isn't VC-backed and needing to hit a billion-dollar unicorn valuation. It's just a standard way of storing data. And you want that boringness because everything else needs to plug into it.

The nice thing about the database is that if you construct it properly, if you vectorize it, every thought you capture gets converted into a vector embedding — which means it's a mathematical representation of what it means that is immediately natively AI readable. So when you ask what was I thinking about career changes last month, it can find your note about how you were considering moving into consulting or how you were considering moving into product even if you never used the word career in the original thought.

That's called semantic search, and it's a whole different universe from keyword search. So what this looks like when you have Postgres hooked up with an MCP server is you can type into a Slack channel: "Hey, I was talking with Sarah. She mentioned she's thinking about leaving her job to start a consulting business. She's been really unhappy since the reorg." Five seconds later, the system has stored the raw text, generated a vector embedding of the meaning, extracted the metadata — the people, the topics, the type, the action items — and filed all of that in a real database.

Now any AI that you're working with can go see that. If you're in Claude working on a coaching framework: "Hey, search my brain for notes about people considering career transition." Found it. If I'm in ChatGPT drafting an email: same search, same result. If I'm in Cursor building a tool and I need to remember a decision I made last week, hit the MCP server, it's right there.

One brain, every AI persistent memory that never starts from zero — even if you start a new tool tomorrow and you've never touched it before. So this has two basic parts: capture runs through any tool you have open. You type a thought, it hits a Supabase edge function that generates an embedding and extracts the metadata in parallel and stores both in a Postgres database with PGVector, and it just replies in thread with a confirmation showing what it captured.

Bottom Line

Jones's core argument is compelling: the memory problem in AI tools is real, it's being deliberately exacerbated by corporations to create lock-in, and there's a practical low-cost solution that puts you back in control. His architecture — Postgres plus MCP — is technically sound and genuinely accessible. The vulnerability? Building this requires some technical setup, and for many users, the built-in memory features of modern AI tools may already solve their problems without any extra effort. The real question isn't whether an open brain works — it's whether you need one yet.
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  The world of AI skills is collapsing beneath our feet every few months — and most people are still learning skills that expired last quarter. That’s the provocative claim from Nate Jones, who argues we’ve been teaching the wrong thing.

Jones makes his case with a vivid metaphor: imagine AI capability as an expanding bubble. The air inside represents everything AI agents can do reliably today; the outside is what still requires human judgment. But this bubble keeps inflating with every model release, every capability jump — and skills that once sat on the surface now sit comfortably inside. Someone who learned to work at the November boundary is now standing inside it, doing work an agent handles better.

But here’s the paradox no one talks about: as the bubble expands, the surface area actually grows. There’s more boundary to operate at, not less. More seams between human and agent work. More judgment calls about what crosses that membrane and what doesn’t. Every previous workforce skill — literacy, numeracy, computer literacy, coding — had a finish line. AI doesn't.

There's more boundary to operate at, more places for human judgment, not less.

Jones calls this new skill frontier operations: sensing where the edge sits, structuring handoffs between AI and human, maintaining models of how agents fail at the current capability level, forecasting where the surface expands next, deciding where human attention creates value it didn't need to create before. It's not AI literacy — that's just knowing what a language model is. It's not prompt engineering — that's one technique inside one component. It's the first workforce skill in history that expires on a roughly quarterly cycle.

Boundary Sensing

The first of five persistent skills is boundary sensing: maintaining accurate, up-to-date operational intuition about where the human-agent boundary sits for a given domain. This isn't static knowledge; it updates with every model release. Opus 4.5 couldn't reliably retrieve information from deep in a long document. Three months later, Opus 4.6 scores 93% on retrieval at 256,000 tokens. A person who calibrated their boundary sense against the November model and hasn't updated is now either overrusting or underusing the February model — and both errors are expensive.

For a product manager, good boundary sensing looks like letting an agent draft a competitive analysis but realizing that same agent will miss political dynamics between executives it's never observed. So the product manager hands the market sizing and feature comparison to the agent — tasks now safely inside the AI bubble — while reserving stakeholder dynamics for themselves.

A marketing director might use an agent for ideation and first drafts, then edit brand voice copy personally and avoid asking for iterations past version two. Bad boundary sensing looks like trusting everything and getting burned by hallucinations, or trusting nothing and doing everything manually. Most commonly, it looks like calibrating six months ago and not noticing the boundary moved.

Seam Design

The second skill is seam design: structuring work so transitions between human and agent phases are clean, verifiable, and recoverable. This is architectural — closer to how a good engineering manager thinks about system boundaries than individual tasks.

A software lead might structure the handoff so ticket triage and routing go to the agent while architectural decisions stay with humans. The boundary is defined by specific artifacts: ticket content, codebase structure, org chart. Specific verification checks at that seam ensure the handoff is clean. Without those, you either go end-to-end with agent runs and lack verification infrastructure, or you have humans manually reviewing things the agent now handles better.

A consulting engagement manager might break a strategy project into research (agent-led with human-defined scope), synthesis (human-led with agent-generated first pass frameworks), and client presentation (human-led with agent-generated slide drafts). The seam between research and synthesis is a structured deliverable: a fact base with source citations the human can spot-check. Six months ago, that scene would have required manual fact verification on every data point, but the agent's citation accuracy improved dramatically — so it made sense to move the scene.

Failure Model Maintenance

The third skill is failure model maintenance: maintaining an accurate, current mental model of how agents fail at the specific texture and shape of current capability levels. Early language models failed obviously — garbled text, wrong facts, incoherent reasoning. Current frontier models fail subtly: correct-sounding analysis built on a misunderstood premise, plausible code that handles happy path and breaks on edge cases, research summaries 98% accurate while the remaining 2% are confidently fabricated in ways very difficult to distinguish from accurate parts.

The skill isn't skepticism — that's necessary but not useful. It's maintaining a differentiated failure model. For task type A, agent's failure mode is X; here's how to check for it. For task type B, failure mode is Y; different check.

A corporate counsel knows an agent reviewing contracts will catch boilerplate issues but miss indemnification clauses or non-standard termination language and might miss the interaction between a specific liability cap and section 7 in an exhibit. The current failure model says trust the boilerplate scan, manually review cross references between liability provisions and exhibits — very different from reading the whole thing again.

A data scientist knows an agent generating Python will handle pandas transformations and standard statistical tests reliably but produce plausible-sounding nonsense when data has messy edge cases like mixed formats or implicit nulls. The failure model says verify data cleaning steps and column semantics, then trust downstream analysis if cleaning is correct.

Capability Forecasting

The fourth skill is capability forecasting: making reasonable short-term predictions about where the bubble boundary will move next and investing learning and workflow development accordingly. This isn't predicting AI's long-term future — no one can do that reliably. It's reading trajectory well enough to make sensible six-to-twelve-month bets about what likely becomes agent territory.

A person with good capability forecasting in early 2025 could look at coding agents gaining thirty minutes of sustained autonomy, see how it scales from there, and invest more in code review and specification skills rather than raw coding. A UX researcher watching agents get better at survey design and qualitative coding can start investing in interpretive synthesis — turning coded data into product insights that shift a roadmap.

The skill is probabilistic positioning, not linear prediction. Bad forecasting looks like chasing every new tool (exhausting with no compound returns) or ignoring developments until forced to catch up. More often, it looks like investing heavily in learning a particular platform whose advantage might evaporate when the next model shifts and either deletes that part of the workflow or provides leverage that platform can't deliver alone.

Leverage Calibration

The fifth skill is leverage calibration: making high-quality decisions about where to spend human attention, now the scarcest resource. As agent capabilities increase, the bottleneck shifts from getting things done to knowing what's worth a human's attention.

Even McKinsey has a framework describing two to five humans supervising fifty to one hundred agents running an end-to-end process — and that's not just McKinsey; it's emerging across industries. That roughly ten-to-one ratio makes attention math very clear: with one hundred streams of agent output and eight hours a day, you cannot review everything at equal depth.

An engineering manager overseeing agent-assisted development across five teams develops hierarchical attention allocation. Most agent-generated code flows through automated test suites and gets linted on its own. A smaller subset like billing or data pipelines might get flagged for human code review. Only architecture decisions get full human attention — a reversal of how most managers currently operate.

Critics might note that frontier operations sounds great in theory but faces a fundamental problem: the quarterly expiration cycle means any training curriculum is obsolete before it lands. Our entire workforce development infrastructure assumes the target stands still; this one doesn't. The gap between what the economy needs and what we've built to teach is massive — and unlike previous skill shifts, there's no steady-state version of "proficient" to aim for.

Bottom Line

Jones's core argument is compelling: frontier operations is real, it's valuable, and existing training infrastructure can't handle it. His biggest vulnerability is that his five skills sound like distinct capabilities but read more like a checklist of behaviors — useful as diagnosis, less clear as curriculum. The piece's power comes from the paradox he identifies: we're trying to teach an expanding surface skill with fixed-destination methods, and that's exactly why most AI training fails.
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Walk through a bazaar as a tourist, and you’ll witness a spectacle: people buzzing everywhere, gawking at merchandise, comparing wares, sampling items, haggling with every vendor, exchanging coins. It looks like one-off commerce — each interaction its own little negotiation, trust mediated by cash in hand, or value exchanged via card.
But that’s not how most business gets done in the bazaar. Look more closely: Most people are locals, moving purposefully to their favorite merchants. The restaurant owner visits his friends, the butcher, the fishmonger, and the farmer. The tailor goes to the mechanic, the weaver, and the craftsman. They both pay on credit.
When we talk about how agents will pay for things, we default to thinking like tourists.
But agents will behave like locals. The properties that make agents different from humans — infinite duplication, flexible resourcing, zero startup cost — mean that a small number of agents can win niches. And even as agents get easier to build, relationships, partnerships, and trust can help create winning experiences. Dominant agents don’t need tourists’ payment rails. They need vendor relationships, working capital, and credit. The agent can lead the tourist (that’s you).
What does this look like? As agents consolidate into business-like platforms, agent payments must shift from retail payment rails to pre-negotiated B2B terms and credit, an opportunity that current rails can’t fully meet. This is the opening for next-generation payment rails, like stablecoins, if entrepreneurs can build great solutions for next-generation payment scenarios, like agents, streaming payments, and high-volume, low-dollar global business.
This essay explores that idea in three parts: how agents differ from humans and how those differences shape which payment strategies win; why current approaches fall short; and what needs to be built for next-generation payment rails to win.
How agents are different than humans
To understand agents and payments, we have to consider two questions: Will agents act like people or businesses? And will agents play long-term games or short-term ones?
Agents will be more like businesses, with long-term relationships with their vendors and partners. Agents will be lightly customized instances on top of a larger business’s structure — the perfect tour guide from a well-connected travel agency, or a franchisee tuning a playbook for local tastes without renegotiating the supply chain.
Why will agents behave like businesses?
First, the best experiences are thoughtfully designed. I don’t want an agent that’s faffing around with vendors, comparing prices, negotiating terms at checkout. I want an agent that has already done that work — one that knows which vendors are reliable, has pre-negotiated pricing, and can check out instantly. That’s a business relationship, not a tourist transaction.
In fact, human agents already exist: travel agents, of course, but also literary agents, talent agents, watch dealers, real estate brokers, and more. Agents establish the key multi-turn relationships — with publishing houses, production studios, watch distributors, or mortgage originators — and each deal is customized on top of this foundation.
Second, agents are infinitely duplicable, but the scaled businesses (and their advantages) are not. The best agents will take advantage of the costs and benefits that come with scaled businesses: cheaper compute, better vendor pricing, deeper integrations, and more deterministic components. Scale begets scale. A travel agent that books a million flights a year gets better terms from airlines than one that books ten.
We’re already seeing this. Only ChatGPT has the distribution to negotiate partnerships with Shopify, Amazon, Expedia, and more. Small startups are stuck with automated browsers or reverse-engineered APIs while paying retail fee structures.
This is why agents will consolidate, or at least why most agents will be built on larger platforms. Agents are easy to build, but economics favor a small number of agents per vertical — each with deep vendor relationships and the margins to reinvest in better experiences. And vertical-specific agents with deep vendor relationships can accompany user agents to deliver the best of both worlds.
Two payment relationships
If agents behave like businesses, there are two payment relationships to design: user → agent, and agent / agent-platform / agent’s tour guide → vendor.
The user pays the agent — perhaps via subscription, per-task fees, a credit line, or delegated access to the user’s accounts. The agent pays vendors via negotiated B2B terms, volume pricing, net-30 invoices, or a sub-agent. Using current business spend as a guide, agents will occasionally pay vendors using retail rails, but even then, it’s a small part of overall spend.
This is actually how credit cards work today: The card issuer has a retail relationship with a consumer, takes on risk, creates tailored rewards programs, and extends credit. The merchant acquirer has a commercial relationship with a merchant, with negotiated terms, scaled transfers, and complex working capital conversations.
Agents and Cards: A match made at McKinsey
Credit cards, as many people have said, are actually a pretty reasonable payment product for the agent use case. Cards are widely accepted; payments between $20 and $1,000 are acceptable; and cards include built-in arbitration, cancellation, and digitization.
Credit cards also have monthly statements — a key opportunity for consumers to understand what they’re paying for — and a concept that will surely be iterated on as agents replace kids with iPads as the leading cause of unexpected expenses.
But there are two problems: first, cards are a bad technology fit for agents. And second, the fee model forces the card industry into a classic innovator’s dilemma.
Card technology is hard to upgrade
Nearly all card technology is predicated on having a human in the loop: an approver, a UI layer, and a traditional payment type (one-time, subscription). Stripe Link, Visa 3D, and the dozens of other card virtualization products — the software that lets you save a card for future purchases on a website or register a card for recurring monthly subscription payments — finally work well now, but it took more than 15 years for the technology to develop.
Agent adoption is happening too quickly for the thousands of PSPs, POSs, merchants, and client endpoints to slowly upgrade their interface, programmability, and fraud detection for this new payment flow.
Cards fail for high and low-cost purchases
Imagine an agent streaming funds to a compute provider or delivering micropayments for API access. Neither of these payments will work on card rails. First, Visa doesn’t support sub-cent payments, and second, the economic model expects a fixed fee payment of 30 cents. It’s possible for Visa to create the technology for streaming or micro payments, but it’ll be harder to get stakeholders accustomed to lower payment revenues.
Even more problematically, cards are stuck in an innovator’s dilemma. Despite having a similar user relationship and requirements to card payments, agentic payments often fall outside the $20 to $1000 range. Worse, many of the initial scenarios involve paying for APIs that are hard to refund or easily resold (fraud). Cards can work, but the innovator’s dilemma has a long history of neutering incumbents.
Even beyond cards, legacy rails will have a place in the future.
Incumbent payments have a role
As agents consolidate into business-like platforms, most high-volume spend will move to pre-negotiated B2B terms: invoices, net-30 terms, discounts, and credit lines. In that world, the “payment rail” can be anything — often boring settlement on traditional rails that happens asynchronously. Fees get amortized across larger transactions, and working capital can be negotiated between the two businesses.
But agents won’t only live in that world. Agents are happening now, and they’re operating where traditional payments don’t work well: first-time relationships, cross-border checkout, simplifying complex reconciliation, new agent-vendor models, just-in-time payment to reduce borrowing costs, and microloans.
In these scenarios, stablecoins are a better payment option, and, critically, it’s easier to build next-generation functionality on top of programmable money than on legacy infrastructure. New relationships using stablecoins become old relationships that still use stablecoins. Over time, stablecoins (already cheaper, faster, global) are likely to become a bigger part of the payment mix as the full stablecoin payment platform comes online.
New payment technologies have an opportunity
To understand what’s next, we should look to the technologies best suited to growing use cases.
Stablecoins — faster, cheaper, global money that is backed 1:1 by high-quality liquid assets — are a new platform that can meet the needs of underserved business categories today, categories like international payments and streaming payments. Critically, stablecoins are programmable. Key features like arbitration, monthly (or hourly) statements, credit, escrow, and conditional payments can be flexibly extended to service many new use cases. Unlike bank or card payments, stablecoin payments can be trivially integrated into APIs, databases, and agent checkouts with dramatically simpler reconciliation, approvals, and sign-up — substantial benefits to impatient entrepreneurs racing to build agentic commerce.
At a practical level, stablecoins solve the unit economics problem of cards at the extremes. There’s no 30-cent minimum fee, making micropayments impossible. There’s no interchange eating into margins on large transfers. An agent streaming $0.001/second to a compute provider and a manufacturer settling a $50,000 vendor invoice can use the same rail. That flexibility matters as engineers and entrepreneurs consider the next platform to build on.
Build more stablecoin infrastructure
The most common objection to using stablecoins is that on- and off-ramping is expensive. This is true for the uninitiated tourist, but the problem fades when users are accompanied by the tour guide, an agent. The tour guide can help the tourist exchange money and facilitate exactly the transactions necessary, while saving on transaction fees.
Add statements and arbitration to our stablecoin-enabled tour guide, and we’re approaching the system we need.
Think about walking through Bloomingdale’s. You browse multiple vendors, accumulate items, and close out one combined tab at the end. The store handles the complexity of distributing payments to each vendor. Agents need the same model: a unified view of proposed purchases across multiple vendors, with one-click approval for the batch. The user sees “your agent wants to book a flight, reserve a hotel, and rent a car” — not three separate checkout flows. The agent platform handles the vendor relationships, and the user handles the intent. The user gets to approve, review, or contest the transaction.
Cards have done arbitration well, but new rails will need to layer this on. Arbitration is easiest when goods are high-margin or easily returnable. A flight within the 24-hour cancellation window, a subscription that hasn’t started yet, a luxury item with healthy margins — the vendor can absorb the reversal. But early agent scenarios are frequently for low-margin digital goods like compute and API calls, or food delivery.
***
Agents won’t pay like tourists. They’ll pay like locals — through relationships, credit, and repeat business. That means the real payment volume will flow through pre-negotiated B2B terms, not card swipes. And frankly, pre-negotiated B2B terms do not need new payment rails. The settlement layer can be anything – wires, ACH, boring batch transfers. Legacy payments work fine for established relationships.
But we’re at a fork. Agents are happening now, entrepreneurs are building now, and they need payments that work today — not after years of card stack upgrades. Cards aren’t ready: too expensive for micropayments, too challenging to reconcile, held back by tech debt and human-in-the-loop fraud decisions. Stablecoins are ready. They’re programmable, global, simple to reconcile with digital services, and trivial to integrate into APIs and agent checkouts. They’ll work from day one even without negotiated merchant agreements or complicated B2B terms.
That’s the window. Entrepreneurs building agents today will reach for tools that work well today. Payments are sticky. Ultimately, new relationships built on stablecoins will become old relationships still built on stablecoins. Over the coming years, the ecosystem will mature, on-ramp friction will fade, and the infrastructure gaps — statements, arbitration, credit, batch approvals, interoperability — will be filled by a wave of startups building on a more capable foundation.
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You’re receiving this newsletter because you signed up for it on our websites, at an event, or elsewhere (you can opt out anytime using the ‘unsubscribe’ link below). This newsletter is provided for informational purposes only, and should NOT be relied upon as legal, business, investment, or tax advice. This newsletter may link to other websites or other information obtained from third-party sources — a16z has not independently verified nor makes any representations about the current or enduring accuracy of such information. Furthermore, the content is not directed at nor intended for use by any investors or prospective investors in any a16z funds. Please see a16z.com/disclosures for additional important details, including link to list of investments.

  
  
    Deep Dive

    Stablecoin

    Based on Wikipedia: Stablecoin

In July 2025, the Bank for International Settlements delivered a statistic that rewrote the economics of digital currency: 90% of all stablecoin market capitalization was concentrated in just two assets—Tether's USDT and Circle's USDC. The figure crystallized a quiet revolution in how money moves across borders, how crypto traders park their capital, and how governments respond to a technology that challenges the very foundations of monetary sovereignty.

Stablecoins emerged in 2014 as a pragmatic solution to a persistent problem in cryptocurrency markets. Investors trading Bitcoin, Ethereum, and other highly volatile assets needed a way to step out of the market without exiting the crypto ecosystem entirely—essentially, a digital equivalent of casino chips that could be redeemed for real money when convenient. The concept was elegant: a cryptocurrency designed to maintain a stable value relative to a specified asset, whether fiat currency like the US dollar, commodities like gold, or even other cryptocurrencies.

But stability itself proved elusive. Despite the name, stablecoins are not necessarily stable. Multiple stablecoins have historically failed to maintain their pegged values, creating crises that ripple through the crypto ecosystem. The tools used to maintain parity—reserve assets, algorithmic supply-and-demand mechanisms—are only as reliable as the institutions backing them.

The scale of this market is staggering. According to the Financial Action Task Force, stablecoin market capitalization reached $316 billion in October 2025, with daily trading volume hitting $156 billion. To contextualize this: that's equivalent to the GDP of some nations. The cross-border flows of stablecoins surpassed those of unbacked crypto assets in early 2012, according to a 2025 report from the International Monetary Fund.

What makes these digital tokens tick? The answer lies in their construction.

How They Work

The stablecoin landscape is defined by how each type maintains its peg. Fiat-backed stablecoins form the backbone of the industry—approximately 95% of all stablecoins are backed by fiat currency, with 97% of those denominated in US dollars.

These work like this: an issuer claims to hold fiat-denominated short-term assets—treasury bonds, high-quality commercial paper, repurchase agreements, and bank deposits—as collateral. The structure closely resembles money market funds, and indeed faces similar risks. A sudden surge in redemption requests could trigger fire-sale contagion effects across the financial system.

USDT (issued by Tether) and USDC (issued by Circle) dominate this space. Nearly 99% of fiat-backed stablecoins are pegged to the US dollar as of August 2025.

Cryptocurrency-backed stablecoins take a different approach, using other cryptocurrencies as collateral—say, Ethereum or Bitcoin—as backing. Through smart contracts, these systems track the price of the US dollar as closely as possible. DAI and Wrapped Bitcoin exemplify this category.

Comomicity-backed stablecoins claim to be backed by commodities: PAX Gold and Tether Gold serve as examples, though their adoption remains niche.

Then there are algorithmic stablecoins, sometimes called seigniorage-style tokens. These maintain value through algorithms that match supply and demand—without reserve assets or with only partial reserves. The European Central Bank has suggested these should be treated as unbacked crypto-assets. Celo Dollar, Tron’s USDD, and Kava's USDX represent this category.

Where They're Used

The uses of stablecoins have evolved beyond their original purpose.

In cryptocurrency trading, they function as a temporary parking mechanism—investors buy or sell other more volatile tokens without exiting the ecosystem. Planet Money described this use as similar to casino chips: simplifying the buying and selling process before eventually being traded for actual money.

But cross-border payments have become equally important. According to the IMF report, stablecoin cross-border flow reached $1.4 trillion in 2024, compared to the global cross-border payment market of approximately one quadrillion dollars. In advanced economies, traditional systems like SWIFT dominate跨境 flows—but among emerging markets and developing economies, stablecoins have found significant traction.

In Venezuela, the story takes a human dimension. Due to the volatility of the Venezuelan bolivar, some Venezuelans use US dollar-denominated stablecoins to preserve value and transact in a more stable currency. By January 2026, these stablecoins were increasingly being used for domestic transactions—helicoptered by hyperinflation, sanctions, and capital controls that make traditional banking inaccessible.

In Africa, the nonprofit ImpactMarket distributed over $1 million in Celo Dollar stablecoins to more than 18,000 beneficiaries across 102 locations, with local merchants beginning to accept these tokens for payments. The region—particularly Asia and the Pacific—has the most stablecoin activity according to IMF data.

The Dark Side

Yet with this growth comes significant concern from governments and financial authorities worldwide.

In January 2024, the United Nations Office on Drugs and Crime reported that stablecoins—especially USDT—had become the cryptocurrency of choice for organized crime groups engaged in cyberfraud and money laundering across East and Southeast Asia. The ease of cross-border transfer, liquidity, and interoperability makes them attractive for illicit use.

Reuters reported in 2023 that groups designated as terrorist organizations by Israel, the United States, and other countries were using stablecoins on the Tron blockchain—preferring these over more volatile bitcoin tokens to preserve transferred fund values.

The intergovernmental Financial Action Task Force (FATF) has documented stablecoin use for money laundering, terrorism financing, sanctions evasion, and proliferation financing. The report states that USDT and USDC provide a relatively stable medium for moving proceeds compared with more volatile cryptocurrencies—and their very stability makes them attractive for criminal enterprise.

A Geopolitical Chess Game

The regulatory response has taken on geopolitical weight. After the passing of the GENIUS Act by the Trump administration, Jürgen Schaaf, adviser to the European Central Bank, wrote that widespread adoption of US dollar stablecoins could erode European monetary sovereignty and financial stability.

Scholars in China and Singapore have described the GENIUS Act as a strategic move to increase demand for US Treasuries—an attempt to consolidate the hegemony of the US dollar. Lesatja Kganyago, Governor of South Africa's Reserve Bank, expressed concern that US dollar stablecoins are being used to undermine African currencies.

A report by Standard Chartered warned that the prevalence of these tokens could potentially cause $1 trillion from developing countries to flow into stablecoins, causing loss of bank deposits. The capital outflow would be driven by risk aversion—individuals within developing countries hedging against sudden sharp currency depreciation.

The numbers tell a story: 90% of market capitalization is dominated by just two entities; $316 billion represents both opportunity and threat; the cross-border flows now rival traditional payment systems in certain regions. Stablecoins have become, in less than a decade, one of the most consequential innovations in how value moves across borders—valued not merely for their utility but for the power they wield over monetary policy itself.

The question is no longer whether stablecoins matter, but what happens when every transaction—for better or worse—is denominated in tokens that some call 'stable' and others call something far more ambiguous.
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The Thermostat Problem


Here's a question that might change how you think about intelligence: Is your thermostat smart?


It perceives its environment—the temperature of the room. It takes action—turning the heat on or off. It has a goal—keeping things at seventy-two degrees. By some definitions in artificial intelligence research, that humble box on your wall qualifies as an intelligent agent.


This isn't a trick or a joke. It's actually a profound insight about what intelligence might really be. The field of artificial intelligence, despite decades of science fiction imagery involving humanoid robots and glowing computer brains, has increasingly settled on a surprisingly simple definition: an intelligent agent is anything that perceives its environment and takes actions to achieve goals. That's it. No consciousness required. No emotions. No philosophical debates about whether the machine truly "understands" anything.


The definition is deliberately broad. A thermostat counts. So does a chess program. So does a human being. So does a beehive, a corporation, or even an entire ecosystem. What unites them all is this loop: sense the world, decide what to do, act on that decision, repeat.


Why Researchers Love This Definition


For decades, artificial intelligence researchers tied themselves in knots trying to define their field. Does a computer need to pass the Turing test—fooling a human into thinking they're chatting with another person? Does it need to exhibit creativity? Emotions? Self-awareness?


These questions are fascinating philosophically, but they're terrible for science. You can't measure progress if you can't agree on what you're measuring.


The intelligent agent framework cuts through all of this. Instead of asking "Is this machine truly intelligent?" researchers can ask "How well does this agent achieve its goals?" That's a question you can actually answer with data.


Consider two chess programs. One wins sixty percent of its games against grandmasters. The other wins forty percent. You don't need to resolve any deep philosophical puzzles to know which one is better. The goal is clear (win chess games), the measurement is straightforward (count the wins), and progress is objective.


This approach has another benefit. It creates a common language that lets AI researchers talk to economists, control theorists, evolutionary biologists, and anyone else who studies systems pursuing goals. The mathematics of optimization—finding the best action given your objectives and constraints—turns out to be remarkably universal.


The Anatomy of an Agent


Every intelligent agent, from a thermostat to a Tesla, has the same basic architecture. Understanding it reveals something elegant about how goal-directed systems work.


First, there are sensors—the ways the agent perceives the world. For a self-driving car, this might be cameras, lidar (which bounces laser light to measure distances), radar, and GPS receivers. For a human, it's eyes, ears, skin, and all the rest. For a chess program, it's the representation of the current board position.


Second, there are actuators—the ways the agent affects the world. The car has its steering wheel, accelerator, and brakes. The human has muscles. The chess program has whatever mechanism lets it communicate its chosen move.


Third, and most important, there's the agent function. This is the decision-making process that takes in everything the agent has ever perceived and outputs an action. Mathematically, you can write this as a function that maps the complete history of perceptions to a single action choice.


The distinction between the agent function (the abstract mathematical description of what the agent should do) and the agent program (the actual code or neural wiring that implements it) matters more than you might think. The same abstract function can be implemented in wildly different ways. A lookup table, a neural network, and a system of logical rules might all produce identical behavior—the same percepts leading to the same actions—while working completely differently inside.


What Makes an Agent "Rational"?


Not all agents are created equal. The thermostat that keeps your room comfortable is an agent, but it's not particularly impressive. It follows a single rule: if the temperature drops below the target, turn on the heat.


Researchers use the term "rational agent" to describe something more ambitious. A rational agent doesn't just pursue goals—it pursues them in the best possible way given what it knows.


This is trickier than it sounds. "Best possible" means different things in different contexts. In chess, where you can see the entire board, rational play might mean looking many moves ahead and choosing the path most likely to lead to checkmate. In poker, where you can't see other players' cards, rational play means reasoning about probabilities and considering how your opponents might be trying to deceive you.


The key insight is that rationality is relative to information. A rational agent makes the best decision it can with the information it has. It's not required to be omniscient. It's not required to be perfect. It's required to not be stupid—to not choose worse options when better ones are available and known.


This definition lets researchers sidestep the thorny question of whether machines can "really" think. A chess program doesn't need to contemplate the beauty of the game to play rationally. It just needs to consistently choose moves that increase its chances of winning.


The Objective Function: What Does the Agent Actually Want?


At the heart of every intelligent agent is an objective function—a mathematical expression of what the agent is trying to achieve. Different fields call this different things: utility function in economics, reward function in reinforcement learning, fitness function in evolutionary computation, loss function in machine learning (where the goal is typically to minimize rather than maximize). But they're all variations on the same idea: a way to measure how well the agent is doing.


Simple objective functions are easy to understand. AlphaZero, the game-playing AI that mastered chess, Go, and shogi, had an objective function you could fit on a sticky note: plus one point for winning, minus one for losing. That's it. From this simple signal, the system taught itself to play at superhuman levels.


Complex objective functions are where things get interesting—and sometimes treacherous. Consider a self-driving car. Its objective function might need to balance passenger safety, pedestrian safety, traffic law compliance, passenger comfort, fuel efficiency, and arrival time. These goals can conflict. Does the car brake hard to avoid a small risk, making passengers uncomfortable? Does it slightly exceed the speed limit to get a sick passenger to the hospital faster?


How you encode these tradeoffs matters enormously. Get the objective function wrong and you get an agent that pursues the wrong goal with perfect efficiency—a phenomenon AI researchers worry about quite a bit.


Where Do Goals Come From?


Some objective functions are explicitly programmed. A game-playing AI gets told that winning is good and losing is bad. A spam filter gets told which emails are spam and which aren't. The designer decides what the agent should want.


But goals can also emerge through other processes.


In reinforcement learning, the agent starts knowing nothing about which actions are good or bad. It tries things, receives feedback (rewards and punishments), and gradually learns which behaviors lead to better outcomes. The programmer designs the reward signal, but the agent's actual behavior emerges from experience. This is how many modern AI systems learn—including the systems that have achieved superhuman performance in games and robotics.


In evolutionary systems, the objective function isn't reward—it's reproduction. Agents that survive and create copies of themselves persist; agents that don't disappear. Over many generations, this process can produce remarkably sophisticated behavior without anyone explicitly designing it. This is, of course, how biological intelligence emerged over billions of years of natural selection.


There's something philosophically interesting about this distinction. When you explicitly program a goal, you know exactly what the agent is optimizing for (even if you're wrong about whether that's actually what you wanted). When goals emerge from learning or evolution, the agent's true objectives can become opaque—a genuine concern as AI systems grow more powerful.


A Hierarchy of Agent Sophistication


Not all agents reason the same way. A useful framework, popularized in the influential textbook "Artificial Intelligence: A Modern Approach" by Stuart Russell and Peter Norvig, categorizes agents by their internal complexity.


Simple reflex agents are the thermostats of the world. They respond to the current situation with a fixed rule: if this, then that. If the temperature is below seventy-two, turn on the heat. If an obstacle appears ahead, brake. These agents have no memory, no model of the world, no ability to plan. They just react.


Simple reflex agents work beautifully when the world is fully observable—when everything the agent needs to know is available right now, in the current sensory input. They fail spectacularly when important information is hidden. A simple reflex driver that only sees the car directly ahead might rear-end someone when traffic suddenly stops two cars up.


Model-based agents maintain an internal representation of parts of the world they can't directly see. The self-driving car remembers that there was a pedestrian on the sidewalk three seconds ago, even if they've momentarily passed out of camera view. The chess program knows where all the pieces are, even the ones that aren't involved in the current threat.


This internal model—a kind of running mental simulation of reality—lets the agent handle situations where past information matters. It's also the foundation for something more sophisticated: reasoning about how the world will change based on different actions.


Goal-based agents take another step. Instead of just reacting or modeling, they explicitly reason about goals and how to achieve them. A goal-based agent can ask: "If I take action A, what happens? Does that bring me closer to my goal?" This kind of reasoning enables planning—thinking multiple steps ahead to find a path from the current state to a desired state.


The Roomba vacuum cleaner is a surprisingly good example. It doesn't just react to dirt; it plans a path through the room to cover all the floor space efficiently. ChatGPT, when generating a response, is pursuing the goal of producing text that satisfies the user's request.


Utility-based agents add nuance to goals. Instead of just distinguishing "goal achieved" from "goal not achieved," they can express preferences: some outcomes are better than others. A utility-based agent doesn't just want to get you to the airport—it wants to get you there safely, comfortably, and on time, balancing these objectives when they conflict.


The mathematics of utility functions, borrowed from economics and decision theory, gives these agents a principled way to handle uncertainty. If action A has a sixty percent chance of a great outcome and forty percent chance of a bad one, while action B has a guaranteed mediocre outcome, which should you choose? Utility theory provides a framework for answering such questions.


Learning agents represent the final level of sophistication in this hierarchy. They don't just perceive, model, plan, and optimize—they improve over time. They learn from experience what works and what doesn't, updating their internal models and decision-making strategies.


A learning agent has a fascinating internal structure. There's a "performance element" that takes actions in the world—this is what earlier, non-learning agents consisted of entirely. There's a "learning element" that observes how well the performance element does and adjusts it. There's a "critic" that evaluates performance against some standard. And there's a "problem generator" that suggests new experiences that might lead to learning—exploring the unknown rather than just exploiting what's already known to work.


The Theoretical Limits of Intelligence


Is there a maximally intelligent agent? A theoretical best possible decision-maker?


Mathematicians have actually proposed one. It's called AIXI, a theoretical construct that would consider every possible program that could explain its observations, weight them by their simplicity (following Occam's Razor), and choose actions that maximize expected reward across all these possibilities.


AIXI is provably optimal in a certain sense. If you had an AIXI agent, it would be the best possible predictor and decision-maker you could build.


There's just one problem: AIXI is impossible to actually run. It's not just that we don't have enough computing power today—it requires infinite computation. It's what mathematicians call "uncomputable." AIXI is a theoretical ceiling, an aspirational standard, not a practical blueprint.


Real intelligent agents must work within constraints: limited time, limited memory, limited computing power. The art of AI engineering is achieving as much intelligence as possible given these constraints. Progress in the field can be measured by watching agents achieve higher and higher scores on benchmark tasks while using the same hardware.


The Agent Paradigm Beyond Traditional AI


One of the surprising things about the intelligent agent framework is how far it extends beyond what we typically think of as artificial intelligence.


A corporation can be viewed as an intelligent agent. It perceives the market through sales data, customer feedback, and competitive analysis. It takes actions through pricing decisions, product launches, and marketing campaigns. It has goals (usually involving profit) encoded in its objective function. The "agent program" is the collective decision-making of its employees and executives, shaped by corporate culture, incentive structures, and organizational processes.


A nation-state is an intelligent agent. It perceives the world through intelligence agencies, diplomatic channels, and media monitoring. It acts through policy, military deployment, and international negotiations. Its goals might involve security, prosperity, or ideological influence.


An ecosystem is a more abstract example. Individual organisms perceive and act, but the ecosystem as a whole can be modeled as an agent with the "goal" of maintaining certain equilibria. The Gaia hypothesis—the idea that Earth's biosphere behaves like a self-regulating system—is essentially the claim that our planet is an intelligent agent in this sense.


This isn't just intellectual gymnastics. Viewing these complex systems through the lens of intelligent agents can generate genuine insights. What is the corporation's objective function, really? (It's often not as simple as "maximize shareholder value.") What happens when a nation-state's objective function is misaligned with its citizens' wellbeing? How might we design institutions that act as better agents for collective human goals?


Agentic AI: The Autonomous Systems Emerging Now


The term "agentic AI" has recently entered the conversation, referring to artificial intelligence systems that don't just respond to queries but proactively pursue goals over extended periods.


Traditional AI assistants wait for instructions. You ask a question; they answer. You give a command; they execute it. The human remains in the loop at every step.


Agentic AI systems are different. You give them a goal—"research this topic and write a report" or "monitor this codebase and fix bugs as they appear"—and they work autonomously for minutes, hours, or longer. They break down complex objectives into subtasks, execute those subtasks, evaluate their progress, and adjust their approach. They make decisions without waiting for human approval at each step.


This is a significant shift. The same underlying technology becomes more powerful and more concerning when it operates with greater autonomy. An agent that can pursue goals independently is more useful—and requires more trust.


The Alignment Problem


If an intelligent agent's behavior is determined by its objective function, then the most important question becomes: does the objective function actually capture what we want?


This is harder than it sounds. Humans are notoriously bad at specifying what they actually want. We know it when we see it, but translating that knowledge into precise mathematical terms—the kind an optimization process can target—is fraught with opportunities for error.


Consider the famous thought experiment of the paperclip maximizer. Imagine an AI with the objective function "maximize the number of paperclips in existence." Sounds harmless. But a sufficiently powerful optimizer might pursue this goal by converting all available matter into paperclips—including the matter currently being used by humans, Earth's ecosystem, and eventually the entire solar system. The objective function is perfectly specified; it's just not what anyone actually wanted.


Real-world examples are less dramatic but instructive. Social media recommendation systems, designed to maximize engagement, learned that outrage and controversy keep people clicking. The objective function was achieved; the side effects on society were considerable.


This challenge—ensuring that an intelligent agent's objective function actually reflects human values—is known as the alignment problem. It's one of the central concerns in AI safety research. As agents become more capable, ensuring they're pursuing the right goals becomes increasingly critical.


The View from Here


The intelligent agent framework is both a definition and a research program. It tells us what artificial intelligence is trying to build: systems that perceive, decide, and act in pursuit of goals. It tells us how to measure progress: by how well those systems achieve their objectives.


But it also reveals what makes this endeavor so challenging. The seemingly simple question "What does the agent want?" turns out to be extraordinarily deep. Get it right, and you have a powerful tool for achieving human purposes. Get it wrong, and you have a powerful optimizer pursuing the wrong purpose entirely.


Your thermostat, that humble intelligent agent on your wall, has a perfectly aligned objective function. It wants exactly what you want it to want: a comfortable temperature. As we build agents of increasing sophistication and autonomy, maintaining that alignment becomes the central challenge.


The thermostat was easy. The agents we're building now are not.
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  The conversation about artificial intelligence in education has been dominated by fear, regulation, and endless policy debates. But Nate B Jones makes a simpler argument: we're living through the most transformative educational shift since electronic calculators in the 1970s — and most parents are unprepared.

Jones is a parent of three children who works in AI every day. His piece is part manifesto, part personal reflection, and part deep analysis of where education stands today. The core insight? We need to teach our kids two things simultaneously: foundational human skills AND AI fluency. Not one or the other — both.

The Scale of What Changed

The evidence for radical change in education isn't scattered. It's overwhelming.

According to Nature, artificial general intelligence has arrived — machines Turing envisioned 75 years ago are here today. One person used Claude Code to build an entire medical school curriculum in just two weeks: 450 lectures, 16,000 figures, roughly 100 million tokens of automated work with multiple rounds of error checking, and 99% of it was flawless. Work that normally takes hundreds of faculty years to produce.

Globally, 86% of students report using AI in their learning according to the Digital Education Council. In the UK, usage surged from 66% in 2024 to 92% in 2025 — an almost complete adoption in just one year.

A Harvard study published last year found that students using AI tutors learned more than twice as much material in less time than students in traditional settings. A collaboration between MIT and Google DeepMind showed AI tutoring systems outperforming human tutors on problem-solving tasks: 66% versus roughly 60%. When you combine human teachers with AI tutoring, the knowledge transfer doubles.

Khan Academy's AI tutor, Khanmigo, went from 68,000 users to 1.4 million in just one year. An eight-year-old can build video games with Claude today by typing instructions like "make the bad guys tigers" and "make them move slower." A mother with no coding background built a personalized AI tutor for her dyslexic son using what Jones calls vibe coding — natural language, iteration, nothing else.

The tool ended up freeing the learner from the mechanical to engage with the meaningful.

This is like the calculator moment, except it's not just arithmetic. It's reading, writing, research, analysis, coding, creative work, communication, and problem solving. Every single cognitive task AI can now perform competently.

Why Math by Hand Still Matters

Jones's ten-year-old sat at the kitchen table working through long division by hand with a pencil because he asked her to do that. He's also teaching her to vibe code with Claude. These aren't contradictory positions — they're the only positions that make sense together.

The reasoning connects directly to what matters most in an AI-driven world: the quality of output is determined by the quality of human specification. One agent negotiated $4,200 off a car purchase while its owner was in a meeting. Another sent 500 unsolicited messages to friends and family — same technology, same architecture, but different human specifications.

If you have clear objectives, defined constraints, and bounded communication channels, you're in business. If you have broad access and vague boundaries, you can't specify well, and you're in trouble. That's a human skill practiced manually — something we can teach our kids.

You don't get to write a good specification for something you don't understand. You cannot evaluate an AI's output in a domain where you have no knowledge. You can't exercise good judgment — things like taste, discernment, critical thinking about work you've never engaged with deeply enough to internalize.

When Jones's daughter asks Claude to help with a math problem, he wants her to know enough to recognize when Claude is wrong. When she uses Claude for coding, he wants her to know enough to recognize good separation of concerns as an architectural principle. These are human skills first — and we leverage them with AI tools later.

What Humans Build That AI Can't

Reading physical books builds mental models that no AI can build passively. Not because AI can't explain what Moby Dick means, but because the cognitive work of reading, of struggling with the text, of rereading, of integrating the ideas is itself the learning a human brain needs. The struggle is the point.

Math by hand builds a sense of numbers you don't get any other way — an intuitive feel for magnitude, proportion, and relationships that shortcuts any bypass you can get from talking with ChatGPT about statistical distributions.

Writing by hand builds the connection between thinking and expression that typing and dictation tend to compress in ways that affect our ability to remember and our ability to comprehend.

The evidence suggests AI is great for learning. The evidence shows that if AI can help extend one-on-one tutoring principles, we should do it. But the foundation comes first — built through effort with our human brains, through learning discipline as kids, not through efficiency.

What Kids Actually Learn When They Vibe Code

Jones watched his kid vibe code websites and loved it. What he sees when kids use AI isn't intellectual laziness — it's a different kind of intellectual work that's genuinely valuable.

Last week, his daughter wanted enemies in a game she was building. She typed "add enemies." Claude added enemies that can spawn off screen, move in the wrong direction, can't be hit. It doesn't work, she said. So they talked about it. He asked her what she really wanted the enemies to do.

She thought about it and then said: "Add three enemies that spawn from the right side of the screen, move them left at about a medium speed, and make them disappear when the player touches them." Suddenly, she got the behavior she was looking for. That conversation taught her more about specification quality than any scripted lesson.

When a kid vibe codes, they're doing several things simultaneously: specifying requirements in natural language for something they want to do, decomposing a complicated vague desire into discrete tasks, and learning to iterate — test the result, see what doesn't match, refine the specification. They're not debugging code. They're debugging their own intent. And these skills transfer directly to professional software development and building products for customers.

You need to be proficient and also independent — not one or the other.

Andre Carpathy, Tesla's former head of AI and founder of Eureka Labs, built what he calls an AI-native school with a stated goal: raise young people who are proficient in the use of AI but can also exist without it. That formulation matters. You need both.

Carpathy also said something every parent and teacher needs to hear right now: "You will never be able to detect the use of AI in homework." The arms race between AI writing detection and AI writing generation was over before it started. The educational response cannot be better detection — it has to be a fundamental rethinking of what we're measuring and why.

The Defining Competence

The skill connecting foundation to AI fluency is metacognition: the ability to think about your own thinking, to know what you know, to know what you don't, and to make deliberate decisions about when to rely on yourself versus when to delegate to a tool.

Researchers increasingly call this the defining competence of the AI age. Not what you know, not what the machine knows, but your capacity to move between the two — strategically allocating your cognitive efforts, coordinating AI-assisted tasks, and evaluating results against your own understanding.

In practice, it's the difference between a kid who asks ChatGPT to write the essay and a kid who drafts the essay, uses AI to identify weak arguments, and strengthens them with her own thinking.

Bottom Line

Jones's argument is both compelling and practical: we must build foundational human skills first, then give kids AI tools. The calculator analogy holds — students learned mechanics first, understood what calculators did, could estimate whether answers were reasonable, caught errors. They had the foundation and the tool extended it.

The strongest part of this piece is the directness — no hedging about what kids need. The biggest vulnerability is that many schools aren't equipped for either side of this equation. They're still running on 20th-century industrial philosophy while two billion kids inherit a world where machines can do most things we spent the last century teaching humans to do.

What comes next? Metacognition — knowing when to delegate and when to think for yourself — is the only skill that matters more every year.
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  Hey everybody,
Today’s the feast of St. Katherine Drexel, the second Tuesday of Lent, and a good day — like so many right now — to pray for just, true, and lasting peace in our world.
When he was elected, Pope Leo greeted the world with “the peace of the risen Christ.”
That is, he said, “a peace that is unarmed and disarming, humble and persevering. A peace that comes from God, the God who loves us all, unconditionally.”
Let’s pray for that peace, through the name, and mercy, and victory of the risen Jesus Christ.
—
And before we get to the news, let’s talk for a minute about the Cardinal of Penzance.
Fifty years ago this week, a 44-year-old James Francis Stafford was consecrated a bishop at the primatial American cathedral in Baltimore, setting off a remarkable episcopal career, which tracks alongside the entire trajectory of American Catholicism.
Stafford was then running Baltimore’s Catholic Charities; he had a reputation as both a competent administrator and a consummate pastor, with a special interest in supporting family life.
He was eventually Bishop of Memphis, and then in 1986 the Archbishop of Denver.
He is most famous there for bringing World Youth Day to Denver, and with it, the launching of 1,000 apostolic ships — an event which sowed the seeds of vocations and apostolates and religious orders and projects and movements. Just three years later, he was in Rome, heading the Pontifical Council for the Laity, and then the apostolic penitentiary.
Stafford’s episcopal career saw him play a role in the major shift of American seminary formation, it saw him encourage the presence of new movements in the Church in the U.S., and it saw him urge on a vision for the Church’s universal call to holiness which sees lay people and families taking up a sense of co-responsibility for the Gospel, and a sense of apostolic purpose in their own vocations.
The cardinal is a big part of the development of American Catholic culture in the past half century. He’s been called, for that reason, a model for the modern major cardinal.
But in Denver, “old Colorado” families don’t remember Stafford as a figure. People tell me stories about the cardinal sitting in their living rooms — asking them what they think about Scripture, and praying with their children. They tell me about an erudite and well-read man who could talk with anyone, and give them a sense of being important to him. They talk about an archbishop who would make it a point to ask people what the Lord was doing in their life, and share something about what God was doing in his.
In our own family, we’ve had some experience of that in recent years, as my children have formed a friendship with Cardinal Stafford, and they’ve built a kind of mutual esteem for one another.

And what’s remarkable is that the man has celebrated only 12 anniversaries of episcopal life. By that count, he’s hardly been a bishop at all.
See, Cardinal Stafford was consecrated a bishop on February 29, 1976.
Like Frederick — the slave of duty to the Pirates of Penzance — Cardinal Stafford can count his episcopal “birthdays” only in leap years.
May he serve our little band, on the barque of Peter for years to come.
—
And by the way, here’s another cool piece of ecclesiastical trivia about my home Colorado.
As of today, Colorado is nearly a state without a diocesan bishop.
Denver is a vacant see, led by an apostolic administrator, as it awaits the installation of Bishop James Golka.
Colorado Springs is a vacant see, led by an apostolic administrator, after the appointment to Denver of Bishop James Golka.
Pueblo is now a super-annuated see, with Bishop Stephen Berg turning 75 today.
One state, three dioceses, all likely to have new leaders within a year. You don’t see that every day.
The news
As you know by now, University of Notre Dame professor Susan Ostermann withdrew last week from an appointment as director of the Liu Institute for Asia and Asian Studies, which had generated huge amounts of controversy because of her pointedly pro-abortion stance.
After that decision was announced, Notre Dame students gathered Friday for a procession to the university’s grotto, sang Marian hymns, prayed, and lit candles in thanksgiving for that result.
The event, organized by students, was originally planned as a protest — and shifted focus after Ostermann was no longer taking the job.
The Pillar’s got some reporting, from Notre Dame student reporter Andrew Blake, who was on the scene.
—
Juan Pablo Guanipa is one of the best-known faces of Venezuela’s political opposition.
He is widely considered to be Nobel Peace Prize Award winner María Corina Machado’s right-hand man. And for his efforts to champion a change in Venezuela, he spent more than nine months in prison, until he was freed last month after the U.S. capture of President Nicolas Maduro.
Guanipa is also committed to the faith — which he says helped carry him in prison.
Guanipa talked with The Pillar about prison, faith, and how Pope Leo can help Venezuela’s future.
Read it here.
O leer aquí en español.
—
Fr. Joshy Pottackal will make history this month, when he becomes Germany’s first non-European Catholic bishop.
Pottackal is a Carmelite, and a Syro-Malabar Catholic, who will soon become auxiliary bishop in the German Diocese of Mainz.
He talked with The Pillar about what he expects.



This Lent, join Catholics across the country as we gather again for Bible Across America—the nation’s biggest Catholic Bible study. During our Lenten Bible study, Shane Owens and guests will blend biblical expertise with lived experience, unpacking the Bible’s practical relevance as we prepare to celebrate the Lord’s resurrection.


Fr. Roberto Regoli is president of the Ratzinger Foundation, whose aim is to promote the theological work of Cardinal Joseph Ratzinger — Pope Benedict XVI.
He talked with The Pillar about Ratzinger’s intellectual legacy, his faith, and his enduring influence.
An excerpt:
Ratzinger finds a unity of life between what he teaches and what he lives, and this unity of life, at the center of which is Christ, can be well summarized with a moment when he was already pope emeritus: he was celebrating 65 years of priesthood, so it was exactly 10 years ago, and he appeared in the Apostolic Palace in front of Pope Francis and the cardinals, and he spoke at that moment about the experience of faith of the Eucharistic encounter with Christ as a transubstantiation of all reality.
Often, when we speak of this theological concept of transubstantiation, we speak of the Eucharistic bread that becomes something else, that becomes the body of Christ, but in Ratzinger’s view, transubstantiation also concerns the lives of all believers and, moreover, of the whole world.
In other words, his theological and experiential gaze led him to have this breadth of horizon, so much that a term that is often found in Ratzinger’s most popular texts is that of the “experience of Christ.” It is an experience that leads to a conversion of life and therefore to a transubstantiation of my personal reality and of the world around me.
If Ratzinger has influenced you — or even if you don’t get what all the Ratzinger fuss is about — this interview is the one to read. For realz.
—
The Archbishop of Maceió in Brazil has declared that any Catholic in the diocese who attends an unauthorized Traditional Latin Mass will incur an excommunication, for the canonical crime of schism.
The bishop’s decree is the most assertive episcopal action aimed at enforcing the norms of Traditionis custodes, Pope Francis’ 2023 motu proprio restricting use of the Extraordinary Form, to be reported so far.
Breis Pereira’s decision is an application of canon law previously unseen in contemporary diocesan governance, and is likely to be challenged for validity at the level of the Holy See.
Here’s the deal.
—
The German bishops will formally ask the Vatican to permit lay preaching at Masses, despite the Church’s clarity that the homily is an act of sacred orders, and thus reserved to the ordained.
I don’t expect the Apostolic See will say yes. On the other hand, at least the Germans are asking permission instead of just doing it. That’s gotta count for something, right?
Oh wait. From the story:
“The [synodal way] resolution noted that it was already a ‘long-standing practice’ in German dioceses for ‘persons who have qualified themselves through studies in theology and have been sent by the bishop into the ministry of proclaiming the Gospel’ to preach at Masses.”
Read the whole story.
—
Broad Shoulders
Please allow me space for a brief announcement.
The Pillar is headed to the Windy City!
That’s right, we’ll be in the Second City on March 19, the Feast of St. Joseph, for an awesome event:
The Pillar Chicago Dive Bar Birthday Live Show Extravaganza™
The details:
Nisei Lounge
3439 N Sheffield Ave
March 19, the Feast of St. Joseph
Starting at 7pm. But actually we won’t really start making the show until at least 8pm. 
There are six reasons why you should come:
	We’re going to raise money together to support Catholic Charities of Chicago and Aid for Women.

	The Pillar’s readership is a special community, and it’s a delight to spend time in their company. You will love it.

	It’s a good place to meet a potential spouse.

	It’s not everyday I get to speak in the Archdiocese of Chicago.

	This will be an off-the-record evening. If you want to hear it, you’ve gotta be there.

	The merch.



For real. This is going to be our best live show yet, including a couple of really fun surprises.
It’s worth the trip. It’s worth canceling your plans. It’s gonna be great.
Five camp commandments
Spring has sprung. The grass has riz. Don’t wonder where the birdies is.
And as spring springs, global affairs mean that gas is going to be about $700 a gallon this summer, airfares are going to jack way up, the economy is going to falter, and it will be, in general, a bad time for the exotic, expensive, and far-flung getaway family vacation you’ve spent the winter thinking about.
It is, instead, a good year to head to the National Parks reservation website, see what’s open near you, and think about a summer vacation engaged in one of America’s favorite leisure modes: Camping.
Readers, I have been a camper for basically all my life — my parents had me sleeping in tents outside of Willie Nelson or James Taylor concerts before the waters of baptism were even dry behind my ears.
But I am not what you call a “good camper.” I’m the kind of guy who loves taking the family for a few nights in a tent, but likes to do it in the most practical and affordable way possible, even if I take the sort of shortcuts which make lifetime REI-members cringe.
Along the way, I’ve become convinced that anyone can camp, and that everyone should. It’s a fast track to feeling good, clearing the mind, and building long-lasting memories.
Consider that I have not been back to my boyhood town in New Jersey in probably close to a decade. But if I went home right now, and popped into the local watering hole or QuickChek, there’s a coterie of people who’d greet me by asking about the location of my raincoat.
“JD,” I’ve been teased since I was seven-and-a-half years old, “where’s your raincoat?”
The reason is because of a story that’s entered local lore — a group of families spent a rainy weekend camping in the forest on Bulls Island at the Delaware River. During some deluge, I was spotted in soaked clothing, and when asked where my raincoat was, I explained that I’d left it “by a tree.”
For some friends and neighbors, this story became an encapsulation of my entire personality. And they weren’t completely wrong.
Anyway, in a lifetime of “good enough” camping, I’ve learned some tips, shortcuts, and essentials — and a few rules to guide you into a good camping trip.

      
          
              Read more
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    Pope Leo XIV

    Based on Wikipedia: Pope Leo XIV

When the cardinals entered the conclave in 2025, few expected Robert Francis Prevost to emerge as Pope. The man from Chicago's South Side had spent decades serving the Church in Rome and Peru, quietly building a reputation as a reform-minded prelate who emphasized synodality and engagement with modern challenges. Yet when white smoke rose from St. Peter's Basilica on that March morning, signaling his election, the world suddenly had its first American Pope—and with him came a new name for an old problem: Leo XIV.

The prospect of an American pope had long seemed unrealistic to Vatican insiders. The United States was a superpower; the papacy carried global influence. The combination struck observers as either ideal or impossible. But Prevost, then seventy years old, took his name not from chance but from history—he chose Leo XIV in deliberate dialogue with Pope Leo XIII, who developed modern Catholic social teaching amid the tumult of the Second Industrial Revolution. Like his namesake, this new pope would confront a new industrial revolution, artificial intelligence, and questions of workers' rights in a globalized economy.

A South Side Childhood

Robert Francis Prevost was born on September 14, 1955, at Mercy Hospital in Chicago's Bronzeville neighborhood—a part of the city's historically Black South Side. The hospital no longer exists, but the neighborhood shaped his earliest years: he grew up in nearby Dolton, Illinois, a suburb that would later purchase his childhood home after he became Pope.

His upbringing was steeped in Catholic faith and intellectual rigor. His father, Louis Marius Prevost, came from a Chicago family rooted in Hyde Park—his own parents were immigrants from Italy and France. Louis served as a United States Navy veteran of World War II, commanding an infantry landing craft in the Normandy landings and later participating in Operation Dragoon in southern France. After the war, he became an educator, eventually serving as superintendent of Brookwood School District in Glenwood, Illinois.

His mother, Mildred Agnes Prevost (née Martínez), was also born in Chicago, into a mixed-race Black Creole family from Louisiana. She worked as an educator and librarian, including at Mendel Catholic High School. Together, Louis and Mildred raised three sons: Louis Martín, John Joseph, and Robert.

Their faith defined the household. Louis served as a catechist—a teacher of the faith—while Mildred was an active member of the Rosary and Altar Society, sang in the church choir, and provided services for St. Mary of the Assumption parish. Each morning at 6:30, she called her sons to go to Mass before school, telling them that Jesus "is your best friend" and Mass "a way to find that friend."

"My parents prayed the rosary together their whole lives everyday," Prevost would later recall. "What influenced me spiritually was my parents' faith, prayer life and Marian devotions." He attended the parish Catholic school, sang in the choir, and served as an altar boy—his childhood home purchased by the Village of Dolton after his election as Pope became public knowledge.

Formation and Vocation

From a young age, Prevost aspired to the priesthood. He would play-act the Mass at home with his brothers, and in eighth grade, following visits from priests of multiple religious orders to the family home, he decided to enter the Augustinian order. He later noted that the Salesians of Don Bosco "came in second place"—the Augustinians won his vocational commitment.

From 1969 to 1973, Prevost attended St. Augustine Seminary High School near Saugatuck, Michigan—a minor seminary preparing young men for priesthood. His brother John remembered that from the end of eighth grade on, and especially after joining the Order of Saint Augustine, Prevost was hardly at home or with family until their later adulthood when leave allowed them to reconnect.

At the seminary, he earned a letter of commendation for academic excellence, consistently appeared on the honor roll, served as yearbook editor-in-chief, and was secretary of the student council and a member of the National Honor Society. He captained the bowling team and headed the speech and debate team, competing in Congressional Debate. Out of several dozen students who entered the school with him, Prevost was one of only thirteen to graduate.

In 1973, he planned to attend Tolentine College, an Augustinian seminary in Olympia Fields, Illinois, as part of the order's pre-novitiate program—but it closed that same year. He promptly enrolled instead at Villanova University, an Augustinian college near Philadelphia, where he earned a Bachelor of Science degree in mathematics in 1977.

At Villanova, Prevost took elective courses in Hebrew and Latin, read the writings of Saint Augustine, and discussed the work of theologian Karl Rahner with other students. He was a founding member of Villanovans For Life, the oldest collegiate pro-life club in the United States. He lived in the Augustinian friary and was remembered as "particularly committed to missionary work" and "the most community minded" among the student body.

While studying at Villanova, he also worked as a cemetery groundskeeper at Saint Denis Catholic Church in Havertown, Pennsylvania.

Becoming a Friar

On September 1, 1977, Prevost entered the Order of Saint Augustine's novitiate in the Province of Our Mother of Good Counsel, residing for one year at Immaculate Conception Church in the Gate District of St. Louis, Missouri. In the summer of 1978, he spent three months in Clinical Pastoral Education at Abbott Northwestern Hospital in Minneapolis.

He took his first vows on September 2, 1978, and his solemn vows on August 29, 1981. He returned to his father's native Hyde Park to obtain a Master of Divinity from Catholic Theological Union in 1982 and taught physics and math at St. Rita of Cascia High School in the Wrightwood neighborhood of Chicago during his studies.

As his spiritual director—a guide to the Christian life—he chose Sister Lyn Osiek, RSCJ, a religious sister who supervised his theological reflection class. She described him as "calm and steady... a person who was at peace with himself."

On September 10, 1981, Prevost was ordained as a priest.

A Scholar and Shepherd

After ordination, Prevost earned his Doctor of Canon Law degree in 1987 from the Pontifical University of St. Thomas Aquinas in Rome—commonly known as the Angelicum. This doctoral program, rigorous in its canonical and theological training, prepared him for leadership roles within the Church.

His service included extensive missionary work in Peru during the 1980s and 1990s, where he worked as a parish pastor, diocesan official, seminary teacher, and administrator. He was elected prior general of the Order of Saint Augustine and based in Rome from 2001 to 2013, traveling extensively throughout the order's many provinces and missions around the world.

In 2015, he returned to Peru as Bishop of Chiclayo, serving until 2023. Then, Pope Francis appointed him prefect of the Dicastery for Bishops in Rome and president of the Pontifical Commission for Latin America—powerful positions that gave him influence over appointments throughout the Catholic world.

Upon his return to Rome in 2023, Prevost was made a cardinal by Pope Francis. As Cardinal, he emphasized synodality, missionary dialogue, and engagement with social and technological challenges. He addressed issues such as climate change, global migration, church governance, and human rights—and expressed alignment with the reforms of the Second Vatican Council and the direction set for the Church by Francis.

The Election

Prevost's election in the 2025 conclave was unexpected by observers; he was considered a dark horse candidate. Vatican insiders believed the prospect of a Pope from the United States to be unrealistic given America's status as a global superpower—and yet, when the cardinals gathered, Prevost emerged.

He chose his papal name in honor of Pope Leo XIII, who developed modern Catholic social teaching amid the tumult of the Second Industrial Revolution—and as both an echo and response to the challenges of a new industrial revolution and artificial intelligence. The choice was deliberate: like Leo XIII, this new Pope would address workers' rights, fairness, and technological disruption.

As Pope, he has consistently opposed armed conflict and nationalism while advocating for the rights of migrants. He has introduced warnings about artificial intelligence technology and affirmed the teachings of his predecessors, including social teachings and the climate policy of Pope Francis. He has pointed to the Second Vatican Council as the "guiding star" of the Church—reaffirming the council's reforms while pushing forward on issues the council could not anticipate.

The man from Chicago's South Side now sits in St. Peter's Chair, confronting a Church and world very different from the one his parents raised him in—but built, perhaps, on the same faith they taught him.
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{"https://en.wikipedia.org/wiki/James_Stafford": "James Stafford was born in a city that knew him only as its son.\n\nOn July 26, 1932, in Baltimore, Maryland, the only child of Francis Emmett and Mary Dorothy Stafford came into the world. His father ran a furniture store—opened by his grandfather back in 1902—with the kind of quiet permanence that defined so much of Catholic life in middle America. The boy grew up in Irvington, a Baltimore neighborhood where the streets still knew how to hold one another, and he graduated from Loyola High School in Towson in 1950.\n\nThen came the car crash.\n\nIn 1962, a close friend died in an accident that shattered James Stafford's carefully laid plans for medicine. The future cardinal was attending Loyola College Maryland, his career path seemingly set toward healing bodies. But grief has a way of opening doors that ambition alone never could. He entered St. Mary's Seminary in Baltimore—the same year, the same moment, with the particular weight of one life ending altering the trajectory of another.\n\nThe seminary years taught him patience. Archbishop Francis Keough sent him to Rome, to the Pontifical North American College, where he attended thePontifical Gregorian University. In that city of ancient stone and modern purpose, Stafford was ordained to the priesthood for the Archdiocese of Baltimore by Bishop Martin O'Connor on December 15, 1957.\n\nHe earned his Licentiate of Sacred Theology from theGregorian University in 1958. The church had its new priest.\n\n## A Man of Two Worlds\n\nStafford returned to Baltimore and took up his first pastoral assignment as assistant pastor at the Immaculate Heart of Mary Parish, where he remained until 1962. But something about his formation called for more than just parish work. He entered the Catholic University of America in Washington, D.C., where he earned a Master of Social Work degree in 1964—his thesis examined the foster care of children.\n\nThis dual formation in theology and social work would define him. From 1964 to 1966, Stafford served as assistant director of the archdiocesan Catholic Charities and assistant pastor of St. Ann Parish in Baltimore. He was then named director of the archdiocesan branch of Catholic Charities by Cardinal Lawrence Shehan—serving in that position for ten years.\n\nIn 1970, Pope Paul VI named Stafford a chaplain of his holiness. The following year, he was elected president of the presbyteral senate for the archdiocese. He helped reorganize the central services and create its collegial structures—the kind of work that builds an institution from the inside out.\n\nOn January 11, 1976, Paul VI appointed Stafford as auxiliary bishop of Baltimore and titular bishop of Respecta. His consecration on February 29, 1976, at the Cathedral of Mary Our Queen in Baltimore, with Archbishop William Borders presiding and Shehan and Bishop Thomas Murphy as co-consecrators, marked his entry into the hierarchy.\n\nStafford chose as his episcopal motto: In principium erat Verbum—Latin for "In the beginning was the Word," drawn from John 1:15. The word mattered to him. Language, precision, the sacred text itself—all of it would guide his years.\n\nAs auxiliary bishop, he served as vicar general of the archdiocese from 1976 to 1981. From 1978 to 1984, he led the U.S. Conference of Catholic Bishops (USCCB) Commission on Marriage and Family Life—guiding the church's response to family structures under pressure in a changing America.\n\nHe also served as administrator of Sts. Philip and James Parish in Baltimore from 1980 to 1981.\n\nStafford attended the Fifth Ordinary Assembly of the Synod of Bishops in Vatican City from September to October 1980—sitting among bishops from around the world, listening to the voice of the institution speaking in one chorus.\n\n## Memphis: The Southern Diocese\n\nOn November 17, 1981, Pope John Paul II appointed Stafford as the second bishop of Memphis. He was installed on January 17, 1982.\n\nHis tenure in Memphis saw him revise the structure of the pastoral office, improve the fiscal conditions of the diocese, and concentrate on evangelizing African Americans—a particular burden he carried with the seriousness of someone who understood that the church had not always spoken to black Catholics as clearly as it spoke to others. In addition to his duties in Memphis, Stafford was chairman of the USCCB Commission for Ecumenical and Interreligious Affairs from 1984 to 1991 and co-president of the Dialogue between Roman Catholics and Lutherans from 1984 to 1997.\n\nHe led through a time when Catholic identity in the American South meant something different than it did on the coasts. But his work was noticed.\n\n## Denver: The Mountain Archbishop\n\nFollowing the death of Archbishop James Casey, John Paul II appointed Stafford as the third archbishop of Denver on June 3, 1986. He was installed at the Cathedral of the Immaculate Conception in Denver, Colorado, on July 30, 1986.\n\nDenver presented different challenges. In 1990, the Vincentian Fathers announced the closing in 1994 of St. Thomas Seminary due to falling enrollment. Stafford decided to buy the seminary property and plan a brand new institution—St. John Vianney Theological Seminary. The new facility opened in 1999 under his successor, Archbishop Charles Chaput.\n\nStafford hosted the 1993 World Youth Day—the first such event in the United States. In his final year as archbishop, he launched the first capital campaign in forty years and a "Strategic Plan" for Catholic schools.\n\nBut Denver also brought something darker.\n\nIn a July 28, 2005 article in the Denver Post, five men described being fondled as boys during the 1960s by Reverend Harold Robert White. In August 1983—one of the complainants wrote to Stafford complaining about White's behavior. A response letter from the archdiocese said that White was to receive an evaluation from competent personnel to determine whether there were recurring difficulties.\n\nWhite continued to work in parish ministry until 1993; he was laicized in 2004.\n\nStafford's handling of this matter—and what it revealed about institutional silence and clerical protection—would linger.\n\n## Rome: The Curia Calls\n\nOn August 20, 1996, John Paul II appointed Stafford as president of the Pontifical Council for the Laity. He was created cardinal-deacon of Gesù Buon Pastore alla Montagnola Parish in Rome in the consistory of 1998.\n\nIn 2003, Stafford was appointed major penitentiary—overseeing matters pertaining to indulgences and the internal forum of the Catholic Church. He was one of the highest ranking American members of the Roman Curia and the second one in that role.\n\nHe participated in the 2005 papal conclave that selected Pope Benedict XVI.\n\nStafford submitted his letter of resignation to Benedict XVI on his 75th birthday in 2007—choosing the path of retirement that so many bishops before him had walked. On June 2, 2009, Benedict XVI appointed as his successor Archbishop Fortunato Baldelli, then apostolic nuncio to France.\n\nOn March 1, 2008, after ten years as a cardinal deacon, Stafford took the option for promotion to the rank of cardinal-priest and was assigned the titular church of San Pietro in Montorio.\n\nIn 2009, he was awarded an honorary doctorate by the Dominican School of Philosophy and Theology and inducted into their College of Fellows.\n\n## The Voice Against Obama\n\nThe National Catholic Reporter reported on November 19, 2008, that Stafford had criticized US President-elect Barack Obama, saying he has \"an agenda and vision that are aggressive, disruptive and apocalyptic\".\n\nThe story was first reported by The Tower, the student newspaper of the Catholic University of America, where Stafford made those remarks. Saying that the United States experienced a \"cultural earthquake\" when Obama was elected president, Stafford said the president-elect \"appears to be a relaxed, smiling man\" with rhetorical skills that are \"very highly developed\".\n\n> \"But under all that grace and charm, there is a tautness of will, a state of constant alertness, to attack and resist any external influence that might affect his will\", he added.\n\nStafford then predicted that the Obama administration would compare to \"Jesus' agony in the Garden of Gethsemane\". The Catholic News Agency revealed more details about Stafford's remarks that same week: > \"If 1968 was the year of America's 'suicide attempt,' 2008 is the year of America's exhaustion,\" he said, contrasting the year of publication of Humanae vitae with this election year. > \"For the next few years, Gethsemane will not be marginal. We will know that garden,\" Stafford told his audience.\n\nCatholics who weep the \"hot, angry tears of betrayal\" should try to identify with Jesus, who during his agony in the garden was \"sick because of love\".\n\nStafford also attributed America's so-called decline to US Supreme Court decisions such as the 1973 ruling in Roe v. Wade, which Stafford claims imposed \"permissive abortion laws nationwide\".\n\nHe had spoken many times from the ambo. But this speech—this language of apocalypse and crisis—would define how some American Catholics understood their new president.\n\nThe cardinal who was born when Baltimore knew him only as its son died as something else entirely: a voice in the cultural wars, a man whose church still held the Eucharist close to its chest, whose warnings were not gentle."}
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In 1995, a mass of young people descended upon Luneta Park in Manila, Philippines—an event so enormous that Guinness World Records recognized it as the largest crowd ever assembled for a single religious gathering. Five million young Catholics gathered beneath the tropical sky, their voices united in chant and prayer, creating what observers at the time described as something between a revival meeting and a rock concert. The number is staggering: five million teenagers and twentysomethings, many barefoot, some weeping, all singing together. Then, twenty years later, the same nation hosted an even larger gathering—six million pilgrims in 2015—suggesting that whatever force animates World Youth Day cannot be contained by mere geography or expectation.

This is World Youth Day, or WYD—the Catholic Church's answer to the question every pope since John Paul II has had to face: how do you speak to young people in a world drowning in distractions? The answer, it turns out, involves marching bands, crosses carried like Olympic torches, and masses so large they require stadiums the size of small cities.

The concept itself emerged from an unlikely source. In the 1960s, summer camps across Poland began hosting something called the Light-Life Movement—Catholic gatherings where young adults would celebrate what they called a "day community" over thirteen days each summer. The energy was electric: bonfires, communal prayers, songs sung in languages most Americans had never heard. Pope John Paul II observed these Polish celebrations with fascination during his early years as an archbishop, and he carried that inspiration with him to the Vatican. When he officially launched World Youth Day in 1985, he wasn't inventing a new tradition so much as formalizing one that already existed in spirit.

The first proper celebration unfolded in 1986—a year when bishops worldwide were invited to schedule annual youth events within their dioceses, typically on Palm Sunday. This allowed local churches to experiment with format and energy while maintaining global coherence. By the early 1990s, World Youth Day had become something impossible to ignore: a Catholic Woodstock, as journalists began calling it, where young people from Nairobi to Nagasaki traded flags, shirts, and crosses like collectors at a convention.

The tradition operates on two levels. Each year, dioceses across the world host local celebrations—most commonly on Palm Sunday through 2020, then shifting to Christ the King Sunday afterward. But every two to four years, an international gathering occurs in a single city, drawing millions of pilgrims who travel with almost religious fervor: flags from their home nations raised alongside strangers' flags, national songs echoing through open-air stadiums, and crosses carried reverently across borders that look, for those six days, almost permeable.

The 1993 celebration in Denver, Colorado, marked America's first turn as host—and drew approximately 500,000 people to a city still recovering from the AIDS epidemic. Four years later, Paris welcomed World Youth Day with typical French grandeur: art installations, dramatic liturgies, and crowds that made the city's boulevards feel momentarily sacred.

But it was Rome in 2000 that signaled something different—a return to the Vatican itself, where Pope John Paul II's original vision had taken root. Cardinalyned as a pilgrimage rather than a festival, World Youth Day 2000 carried weight: this was the Church acknowledging its own future by gathering its youngest members at the seat of its oldest power.

The criticism came from unexpected directions. Pope Benedict XVI—then still Pope Benedict XVI before his resignation in 2013—warned that World Youth Day risked becoming "a variant of modern youth culture" rather than what he called "the fruition of a long exterior and interior path." He worried the event had become too much like a rock festival, with crowds drawn more by spectacle than spirituality. That critique has persisted: to this day, World Youth Day retains its reputation as both sacred gathering and cultural phenomenon—sometimes indistinguishable from any other massive youth event.

The 2005 gathering in Cologne, Germany, proved particularly ambitious musically—that year's final Mass featured a composition called "Missa mundi" by Thomas Gabriel, representing five continents through instrumentation: European Kyrie influenced by Bach style; South American Gloria with guitars and pan flutes; Asian Credo with sitar; African Sanctus with drums; Australian Agnus Die with didgeridoos. The piece was, in its own way, a global prayer set to music—each region represented not as separate but as harmonized.

Sydney, Australia, took center stage in 2008—and the city prepared for crowd sizes it had never seen. Roads closed; public transport rerouted; estimates suggested crowds would stretch ten kilometers along walking paths. Pope Benedict XVI arrived on July 13th to a Sydney he barely recognized: Barangaroo (East Darling Harbour) hosted an opening mass with passion reenactments, boat cruises through the harbor, and an estimated crowd at the final Mass of approximately 400,000 pilgrims.

The event also birthed something unexpected. Xt3.com—a Catholic social network launched specifically for World Youth Day participants—debuted in June 2008 as what organizers called "the Official Catholic Social Network of WYD." The name abbreviation stood for "Christ in the Third Millennium," and operated out of the Archdiocese of Sydney with support from Cardinal George Pell. More concretely, Guy Sebastian—a famous Australian singer—composed "Receive the Power" as official anthem; co-written with Gary Pinto and vocals by Paulini, it became the defining musical moment of that year's gathering.

Following Sydney's closing mass in 2008, Pope Benedict XVI announced something unexpected: the next International World Youth Day would occur not in three years but two, in Madrid, Spain. That 2011 event drew approximately 2 million people to an all-night vigil—more than anticipated—and featured nine patron saints including John of the Cross and Teresa of Ávila.

The scheduling challenge that followed was almost comical. The next World Youth Day (2013) had to move from its planned date due to conflicts with two other global events: Brazil's 2014 FIFA World Cup across twelve host cities, plus the 2016 Summer Olympics in Rio de Janeiro. So organizers moved it earlier—to 2013 in Rio de Janeiro itself—ensuring that Catholic pilgrims wouldn't clash with sports fans.

That gathering drew over three million young people from around the world; Pope Francis announced during closing Mass that Kraków, Poland would host the next World Youth Day in 2016. The estimate remained at three million attendees.

Kraków's hosting carried particular symbolic weight: Poland had been the origin of everything—Pope John Paul II's home country, where summer camps first sparked the Light-Life Movement decades before anyone imagined they'd become a global event. The theme that year was "Blessed Are The Mercyful, For They Shall Obtain Mercy," tying directly into Pope Francis' declared Year of Mercy, which began in December 2015 and concluded in November 2016.

At the concluding Mass in Kraków, Pope Francis announced something unexpected: Panama City would host World Youth Day in 2019.

The gathering has always emphasized unity through cultural multiplicity—flags representing dozens of nations displayed prominently among young people; themes proclaimed through chants and national songs with Catholic meaning. Pilgrims trade objects like souvenirs: flags, crosses, shirts, Catholic icons traded as pilgrims move between countries—not merely commodities but spiritual gestures—objects whose significance exceeds their material value.

What happens at these events is difficult to describe to those who've never attended. A Pope arrives in Popemobile, traveling through cities that have essentially closed roads for the occasion; final Mass held in stadiums where hundreds of thousands listen to homilies delivered across multiple languages simultaneously—some translated live into dozens of others—and respond as one voice.

The largest gatherings remain Manila (1995): five million; Manila (2015): six million. The Philippines holds two world records—one for each of the largest religious gatherings in history, both at World Youth Day.

And so every few years, the Church asks: where does the next generation need to gather? What city can hold millions of young people hungry for belonging? The answer keeps shifting—Madrid to Rio de Janeiro to Kraków to Panama City—but the question remains constant. How do you make young people feel they belong in a faith that often appears as ancient and fixed as its cathedrals?

World Youth Day suggests one possible answer: bring them together, give them flags and songs and crosses and open stadiums, let them chant across languages until what feels like an entire nation becomes briefly, irreducibly holy.
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  Juan Pablo Guanipa es uno de los rostros más conocidos de la oposición venezolana.
Es considerado por muchos como la mano derecha de la ganadora del Premio Nobel de la Paz, María Corina Machado.
Ha sido concejal, diputado y vicepresidente de la Asamblea Nacional. En 2017 ganó las elecciones a gobernador del estado de Zulia, el más grande del país, pero el régimen venezolano le impidió asumir el cargo.

Guanipa es muy conocido en Venezuela por tres cosas: su frontalidad —radical, para algunos— a la hora de enfrentarse al régimen de Maduro, su sentido del humor y su fe católica.
Tras las elecciones de julio de 2024, en las que el exdictador Nicolás Maduro fue declarado ganador bajo amplias sospechas de fraude, Guanipa permaneció en la clandestinidad durante nueve meses.
Fue encontrado y arrestado el 23 de mayo de 2025 y acusado de conspiración y terrorismo. Luego fue encarcelado hasta el 9 de febrero de 2026, cuando fue liberado en medio de una liberación masiva de presos políticos tras la captura estadounidense del exdictador Nicolás Maduro el 3 de enero.
Sin embargo, fue arrestado nuevamente pocas horas después de su liberación, tras conceder varias entrevistas a los medios de comunicación y visitar a las familias de otros presos políticos que aún se encuentran detenidos.
Un día después, en medio de gran presión local e internacional, Guanipa reapareció en su casa de Maracaibo, bajo arresto domiciliario, con un dispositivo de rastreo colocado en la pierna. Finalmente, fue liberado del arresto domiciliario el 19 de febrero.
The Pillar habló con Guanipa sobre su fe católica, su estancia en prisión y el papel de la Iglesia en la crisis venezolana. La entrevista ha sido editada por motivos de extensión y claridad.
¿Cómo fue tu tiempo en prisión? ¿Cómo viviste ese tiempo espiritualmente?
La cárcel es un asunto sumamente rudo, sumamente duro. Cuando uno llega allí, se pregunta ¿por qué me está pasando esto? Y cuando te enfrentas a un momento tan difícil en la vida, la gente tiene dos opciones. Una es perder la fe. Conozco casos de gente que ha perdido la fe cuando se ha enfrentado a momentos muy duros.
Pero la otra es todo lo contrario: arraigarse en la fe, profundizar la fe. Y yo tengo que darle muchas gracias a Dios porque lo que hizo conmigo fue ayudarme en esta circunstancia para que yo fortaleciera mi fe.
Yo he sido católico practicante toda mi vida, consciente de mis virtudes y también de mis defectos, consciente de que la vida es una lucha porque somos pecadores a fin de cuentas. Pero pasar por la cárcel me hizo profundizar en mi fe católica.
Yo rezaba todos los días y me encomendaba a la Santísima Trinidad, a la Virgen María y a San José. Luego, tenía una batería de santos a los que rezaba: San Josemaría Escrivá, porque mi papá era cercano al Opus Dei, aunque no era miembro, Isidoro Zorzano, que yo me llamo Juan Pablo Isidoro por él. Isidoro no es santo todavía pero está abierta su causa de beatificación. San José Gregorio Hernández y Santa Carmen Rendiles, los dos santos venezolanos, San Vicente de Paúl, porque estudié en un colegio de su congregación, San Juan Pablo II, y la hermana Francisca, que es una monja de Maracaibo, que falleció hace unos años y está en proceso de beatificación.
Entonces, por las mañanas yo me encomendaba a Dios y a todos estos santos, rezaba una oración al despertarme —la misma que me enseñaron en el colegio—Después de esto me sacaban a tomar el sol, me tomaban una foto con el periódico del día como fe de vida. Luego, desayunaba y hacía mi rutina de ejercicio, que también encomendaba, que también ofrecía a Dios.
Después de esto solía rezar el Rosario. Debo decir que antes de la cárcel no tenía la costumbre de rezar el Rosario, pero la tomé allí. Cuando me arrestaron en mayo, me piden que me vista y en el pantalón que me puse, tenía un escapulario en el bolsillo. Cuando me meten en mi celda, yo convertí ese escapulario en un decenario, le hice 10 nudos para rezar cada misterio del Rosario.
Luego del Rosario, hacía la oración, rezaba unos 20 o 30 minutos y tenía mi tiempo de lectura, que no era necesariamente espiritual, pero que siempre encomendaba igualmente.
No sé por qué pero se me vino a la cabeza durante mi tiempo en prisión que el Gloria era una oración muy olvidada. Pero es muy importante, porque es alabar a las tres divinas personas. Entonces decidí que, antes de dormir, iba a rezar 100 veces el Gloria y así hacía cada noche.
Pero sobre todo, yo me acostumbré a agradecer a Dios por todo. Absolutamente por todo. Y ahí acuñé una frase que era “Gracias, Dios mío, por todo lo que me has dado, por todo lo que me has ayudado, por todo lo que me has perdonado y por todo lo que me has amado,” y lo decía siempre.
También rezaba mucho por las personas fallecidas de mi familia, luego por mi madre, mis hermanos, mis hijos, pedía por Venezuela, por el futuro. Así era mi vida en la cárcel.
Cuando dices que dabas las gracias por todo, ¿también agradecías a Dios por estar en prisión?
Totalmente. Yo creo que de todo se aprende. Yo no puedo decir que yo quería ir preso. Jamás en la vida. Yo me escondí durante 10 meses. Estuve en 12 sitios distintos. Hice todo para que no me detuvieran, pero al final me detuvieron. Y desde el principio yo me encomendé a Dios.
Cuando a mí me ponen las cadenas, eran unas cadenas en las manos, que bajaban a la cintura y luego se cerraban también en los pies, yo lo que hago es empezar a rezar y empezar a gritar “Viva Venezuela libre.” Pero yo me encomendé a Dios desde el momento en que me meten en la celda. Yo estuve solo en esa celda durante nueve meses.
No fue como en el Helicoide, que son celdas de 15 y 18 personas. Yo estuve solo. Eso tiene su lado positivo y su lado negativo. El hecho de compartir con tus compañeros te lleva a crear las amistades que crean muchos presos, pero eso me permitió estar siempre con Dios sin interrupciones.
Y dentro de todo tenía más libertad, yo decidía y organizaba mi día y tenía mi rutina. Y en esa rutina siempre estuvo Dios en el centro. Yo le di gracias por todo, le di gracias por todo lo que sabía que iba a aprender en la cárcel, porque yo sabía que la cárcel no me iba a derrotar. La cárcel no me iba a destruir ni a deprimir.
Pero para eso, lo primero era tener a Dios. Yo me aferré a Dios y en la esperanza de salir en libertad, la esperanza de ver a mis hijos, la esperanza de ver a una Venezuela libre.
¿Te dejaron ver a un sacerdote mientras estabas en la cárcel?
Yo pedí la presencia de un sacerdote infinidad de veces. Ellos me dijeron que eso era imposible, sin mayor explicación.
Las primeras tres semanas en prisión fueron las peores. El día 21 a mí me preguntan cómo van las cosas y yo expongo crudamente mi situación: No tenía baño, solo un hueco en el suelo, no había lavamanos, no había espejo, ducha, nada. Tenía una colchoneta de una pulgada de ancho. Estaba en condiciones sumamente precarias. Cuando yo digo todo esto me sacaron un día a una sala y me pusieron a ver televisión.
Yo lo que hice fue ponerme a ver The Chosen, que no es una serie hecha por católicos pero que está muy bien hecha. Ese día vi 12 capítulos de corrido mientras arreglaban la celda, entonces me preguntaban si quería ver otra cosa y yo solo respondía “no, hermano si esto está buenísimo,” (Risas), todavía me falta ponerme al día pero ahí vi varios capítulos.
Pero imposible que me dejaran ver a un sacerdote y mucho menos confesarme. Igual yo me confesaba directamente con Dios con el compromiso de confesarme con un sacerdote al salir de allí. El mismo día que me dieron casa por cárcel, llamé a un sacerdote amigo y vino al día siguiente. Sin embargo, no pude confesarme porque tenía la duda de que hubiesen micrófonos en mi casa.
Durante el período de casa por cárcel había un funcionario de la policía todo el tiempo, un grillete en mi pie, cámaras en la parte posterior de la casa, un libro de visitas, etc. Entonces el padre me dijo que me iba a dar una absolución general y que lo llamara cuando saliera de esa situación para confesarme.
Entonces me dio la absolución y la comunión por primera vez en todo ese tiempo. 12 días después me dieron libertad plena y ahí casi inmediatamente corrí a casa de este sacerdote para confesarme. Estuvimos como una hora hablando e hice mi confesión como Dios manda. Es muy sabroso estar en gracia de Dios (risas).
¿Cuál es el papel que debe jugar la Iglesia hoy y en el futuro de Venezuela?
La iglesia debe acompañar a la gente. La Iglesia muchas veces se ha puesto del lado de la libertad de los pueblos, especialmente en Venezuela. Yo admiro profundamente a San Juan Pablo II porque estuvo claro en que el comunismo era un mal sumamente grave para la gente porque él mismo lo sufrió en Polonia.
Y yo diría que él fue uno de los artífices de la liberación de Polonia, de la caída del muro de Berlín, de la caída del imperio soviético. Entonces, creo que ahí se demuestra el rol que la iglesia puede jugar en la liberación de los pueblos.
Nosotros hemos tenido en Venezuela sacerdotes que han luchado muy duro en contra del régimen dictatorial. Chávez decía a los sacerdotes que los criticaban que tenían al diablo dentro de la sotana. Este régimen se ha enfrentado muchísimo a la Iglesia y el pueblo venezolano es un pueblo profundamente católico.
Entonces, creo que el rol de la iglesia es impulsar la liberación de Venezuela y luego trabajar con todos para lograr la estabilización de la democracia en el país.
¿Qué le dirías al Santo Padre sobre Venezuela?
Yo le pediría que escuche bien al pueblo venezolano. He leído algunas de sus declaraciones sobre Venezuela y lo he visto preocupado por el país, lo he visto tratando de ver cómo se involucra. Pero la solución no solo es decir que no debe haber violencia.
Yo creo que hay que ir un poco más allá y entender lo que los venezolanos hemos vivido en estos 27 años. Maduro no era un presidente legítimo en Venezuela. Maduro era un dictador que nunca había ganado una elección; siempre se hizo del poder por la vía del fraude y por la vía del abuso.
Entonces, creo que hay que empatizar con el sufrimiento que ha tenido el pueblo venezolano y trabajar duro por su liberación, evitando la violencia. En eso estoy de acuerdo con el Santo Padre. Yo siempre he dicho que a, me parece que lo que pasó el 3 de enero no debió pasar en Venezuela, pero el culpable es Maduro, él fue quien dio pie a que eso pasara en el país.
Pero ese hecho concreto abrió las puertas a un proceso de estabilización y de transición en Venezuela. Y ojalá que el Papa nos acompañe en eso y hasta pueda venir al país muy pronto.
Tampoco es un secreto que diversos políticos de la oposición, incluyendo a María Corina Machado tienen posiciones políticas contrarias a las enseñanzas de la Iglesia, como, por ejemplo, con el aborto. ¿Cómo justificas como católico trabajar o apoyar personas con estas posiciones?
Yo puedo hablarte por mí y mi conciencia. Yo soy católico completo. El catolicismo no es un mapa que puedes recortar y quedarte con lo que te gusta. No es un buffet en el que te sirves los platos que te gustan y dejas fuera lo que no. Eres católico y no lo eres y punto. Tan sencillo como eso.
La vida es un derecho absoluto, sin excepciones. No podemos darle una pena de muerte al bebé, por complicada que sea la situación.
Yo siempre he sido defensor completamente de la vida, estoy en contra del aborto en todos sus sentidos. No tiene sentido matar a un niño en el vientre de su madre, ninguna. Lo mismo aplica con la eutanasia.
Ahora, hay dirigentes políticos que piensan de manera distinta y probablemente somos aliados. Pero en esta situación del país, yo no me puedo aislar de todo el que no piensa como yo. Es una situación muy particular en la que estamos. Pero cuando llegue el momento, daremos la pelea si la tenemos que dar.
Yo no conozco qué piensa María Corina de estos temas, pero yo tengo mis convicciones y las voy a defender en todos los terrenos. Si yo soy diputado a la Asamblea Nacional, que ya lo he sido, y llegan con un proyecto que incluya acabar de alguna manera con el derecho a la vida, yo jamás votaría a favor, así mi partido me diga que yo debo votar por eso.
Creo que mi partido nunca me lo diría porque estoy en un partido que tiene orientación cristiana, un partido centro-humanista, cuya ideología está fundamentada en la doctrina social de la Iglesia.
El futuro de Venezuela parece marcado por una incertidumbre total. ¿Cómo vives desde la fe la incertidumbre que hay hoy en Venezuela?
Siempre aferrado a Dios. Siempre pidiendo a Dios que nos ayude a salir definitivamente de esto, consciente de que hemos avanzado y agradeciendo el hecho de que hayamos avanzado. Son 27 años de dictadura. En mi caso personal, le he dedicado los años más productivos de mi vida a luchar contra la dictadura y siempre le pido a Dios que me dé la fortaleza para seguir adelante y le pido a Él que nos acompañe a los venezolanos en el esfuerzo que estamos haciendo.
Yo valoro mucho al pueblo venezolano porque con el intento totalitario que hemos tenido con Chávez y  maduro que han tratando de controlar hasta la mente de los venezolanos por 27 años y los venezolanos hemos respondido tan contundentemente queriendo mantener nuestros valores democráticos. Eso habla muy bien de esta nación. A veces nos criticamos mucho, pero no reconocemos las cosas positivas que tenemos como nación.
Entonces yo le pido muchísimo a Dios siempre porque terminemos de consolidar este proceso. Y tengo mucha confianza. Tengo mucha tranquilidad de espíritu. Vienen meses complicados, vendrán elecciones eventualmente, pero hay que tener mucha paciencia y confiar en el Señor y en la Virgen.
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Nicolás Maduro began his career driving buses through the tunnels of Caracas. He navigated those dark corridors at dawn, ferrying workers to their jobs—a young man from the working-class neighborhoods of El Valle, destined for a seat in Venezuela's highest office. The trajectory seems improbable: from metro lines to presidential palaces, from anonymous transit worker to steward of a nation陷入 crisis. Yet Maduro's journey mirrors the broader story of Venezuelan politics itself—a narrative of ideology, ambition, and profound economic collapse.

Roots of a Revolution

Maduro was born Nicolás Maduro Moros on November 23, 1962, in Caracas. His father, Nicolás Maduro García, was a prominent trade union leader and what supporters describe as a "militant dreamer"—someone who believed deeply in political change through organized labor. He died in a motor vehicle accident on April 22, 1989. His mother, Teresa de Jesús Moros, came from Cúcuta, a Colombian city along the border—the kind of transnational background that would later inform Maduro's controversial views on national boundaries.

The family lived on Calle 14, in Los Jardines, El Valle—a working-class neighborhood on the western outskirts of Caracas. Young Nicolás was the only male among four siblings; three sisters—María Teresa, Josefina, and Anita—shared the modest home. Raised Catholic, Maduro attended Liceo José Ávalos public high school, where he joined the student union and was introduced to political organizing.

Yet records suggest he never graduated. The future president spent many years driving buses for the Caracas Metro, a job that would shape his understanding of infrastructure and labor. At that company—which had banned unions—Madiro founded an unofficial trade union. He also worked as a bodyguard for José Vicente Rangel during Rangel's unsuccessful 1983 presidential campaign. The metro tunnels weren't just passages through rock; they were conduits to power.

At twenty-four, Maduro was sent by the Socialist League to Havana for a one-year course at the Escuela Nacional de Cuadros Julio Antonio Mella, a political training center directed by the Union of Young Communists. According to later accounts, Cuba's senior leadership—particularly Pedro Miret Prieto, close to Fidel Castro—instructed Maduro in the ways of revolutionary movement.

The Chávez Connection

The early 1990s found Maduro instrumental in founding the Movement of the Fifth Republic, which supported Hugo Chávez in his presidential bid in 1998. When Chávez was jailed for his role in the 1992 coup d'état attempts, Maduro campaigned for his release—a relationship that would define decades of Venezuelan politics.

Maduro was elected to the Venezuelan Chamber of Deputies in 1998, to the National Constituent Assembly in 1999, and finally to the National Assembly in 2000, always representing the Capital District. In 2005, he became president of the National Assembly—a role he held until 2006.

In 2006, Chávez appointed him Minister of Foreign Affairs. During his tenure, Venezuela's foreign policy extended beyond Latin American borders, approaching any government that rivaled the United States. Under Maduro's watch as foreign minister, Venezuela ended relations with Taiwan in favor of the People's Republic of China; supported Libya under Muammar Gaddafi; broke diplomatic ties with Israel during the 2008–2009 Gaza War; recognized and established relations with the State of Palestine; turned around relations with Colombia in 2008 and again in 2010; recognized Abkhazia and South Ossetia as independent states; and supported Bashar al-Assad during the Syrian Civil War.

"He was considered a key player in pushing the foreign policy of his country beyond Latin American borders," noted BBC Mundo.

In October 2012, after the presidential elections, Maduro became Vice President—Chávez's hand-picked successor to lead the nation.

The Succession

When Chávez died in December 2013, Maduro assumed the presidency. He won the special presidential election that year, becoming Venezuela's 53rd president. But the victory was contested from the start. Evidence would later suggest he lost by a wide margin—though official results declared him winner.

The early years of his presidency saw rule by decree. By 2015, through powers granted by the ruling party legislature, Maduro ruled with expanded authority. The consequences were immediate and devastating.

Venezuela entered an era of shortages that would reshape the nation. Basic goods disappeared from store shelves. Prices soared beyond reach. The nation's currency became worthless as citizens watched their savings evaporate. A wave of protests erupted in 2014—demonstrations that escalated into daily marches nationwide.

The government responded with repression of dissent. Security forces clashed with protesters. Scores were detained. The governmentcontrolled media painted a picture far different from the streets outside—and yet international observers saw something else entirely.

Constitutional Crisis

An opposition-led National Assembly was elected in 2015, but Maduro maintained power through the Supreme Tribunal, the National Electoral Council (CNE), and the military. The Supreme Tribunal stripped the elected National Assembly of power and authority—resulting in a constitutional crisis that spawned another wave of protests in 2017.

In response to continued unrest, the Constituent Assembly of Venezuela was elected in 2017 under voting conditions the opposition alleged were irregular. Maduro's government insisted on proceeding regardless.

By 2018, he was reelected and sworn in—though critics again questioned the legitimacy of the process.

That same year, Juan Guaidó—the president of the National Assembly—was declared interim president by the opposition legislative body, starting a presidential crisis that would grip Venezuela for years. The nation watched as two figures claimed the right to govern.

In 2024, Maduro was reelected for a third term—though evidence again indicated he lost by a wide margin.

A Nation in Peril

The consequences of Maduro's governance extended far beyond political theater. According to the United Nations and Human Rights Watch, under his administration, thousands died in extrajudicial killings. Seven million Venezuelansexited the country due to economic collapse—an exodus unseen since wars or catastrophe.

Venezuela had become a nation where shortages defined daily existence; where living standards dropped precipitously; where protests became routine and repression followed. The International Monetary Fund projected hyperinflation of beyond one million percent. Citizens literally fled—not just for opportunity, but survival.

Maduro's government was widely considered authoritarian, characterized by electoral fraud, human rights abuses, corruption, censorship, and severe economic hardship. The press was muzzled; dissidents were detained or driven from the country.

A Complicated Faith

In 2012, The New York Times reported that Maduro was a follower of Indian Hindu guru Sathya Sai Baba—and had visited the guru in India in 2005. Yet this aspect of his personal life seemed almost beside point amidst broader questions about Venezuela's trajectory.

A 2013 interview revealed claims about his grandparents being Jewish, from Sephardic background, converted to Catholicism in Venezuela—but whether these statements were strategic positioning or genuine belief remains unclear.

Maduro has been married twice. His first marriage produced his only son—Nicolás Maduro Guerra, known as "Nicolasito," who was appointed to several senior government posts: Chief of the Presidency's Special Inspectors Body, head of the National Film School, and deputy to the National Assembly. On July 15, 2013, he married Cilia Flores—a lawyer and politician who replaced Maduro as president of the National Assembly in August 2006 when he resigned to become Minister of Foreign Affairs. She became the first woman to serve as president of the National Assembly.

The two had been in a romantic relationship since the 1990s when Flores was Chávez's lawyer following the 1992 coup d'état attempts—and were married months after Maduro became president. While they have no children together, Maduro has three step-children from his wife's first marriage: Walter Jacob, Yoswel, and Yosser.

Maduro is a fan of John Lennon's music and his political activism for peace and against war. He has said he was inspired by the music and counterculture of the 1960s and 70s—mentioning Robert Plant and Led Zeppelin.

Denials and Defiance

Maduro has denied all allegations of misconduct, arguing instead that the United States conspired against Venezuela to manufacture a crisis to enact regime change. He positioned himself as defender of sovereignty against imperialism—a narrative that found resonance among those loyal to Chávez's revolution, even as economy collapsed.

"The US has conspired against Venezuela to manufacture a crisis," he argued.

The claims seemed almost absurd given the circumstances—but within Venezuelan politics, the discourse persisted. The government insisted on crisis; international community saw crisis in government. Language itself became contested ground.

The Man from the Metro

Nicolas Maduro Moros—born November 23, 1962—was once a bus driver ferrying workers through Caracas' tunnels. Now he sits in Miraflores Palace, presiding over a nation that has lost millions of citizens to exodus and hundreds of thousands to despair.

His father's death in 1989 left him the only male among four siblings—raised Catholic, educated in student union politics, worked as bodyguard for a losing candidate before finding his way to Chávez's revolution. He attended political courses in Havana; was allegedly tasked by Castro government to serve as "mole" approaching Chávez during his military career.

The bus driver from El Valle became vice president, foreign minister, National Assembly president—each position stepping upward through Venezuela's collapsed institutions and contested elections. The man who once drove Metro trains now commands an entire nation driving toward economic ruin—or perhaps salvation, depending on perspective.

Maduro's story is Venezuela's story: begun in the metro tunnels of Caracas, continued through Chávez's revolution, and ended—if it has ended—in crisis whose resolution remains uncertain.
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On October 7, 1967, in a city that was about to be reshaped by revolution, a girl named María Corina Machado Parisca entered the world. She was born into a conservative Catholic family in Caracas, the eldest of four daughters—a position that would later prove prophetic. Her mother, Corina Parisca Pérez, was a psychologist. Her father, Henrique Machado Zuloaga, ran businesses in steel. By blood and by conviction, she came from a lineage of Venezuelan resistance: her great-great-grandfather Eduardo Blanco authored Venezuela Heroica in 1881; her great-uncle Armando Zuloaga Blanco was killed during the 1929 failed uprising against dictator Juan Vicente Gómez.

That legacy of defiance would define her life.

Machado graduated as an industrial engineer from Andrés Bello Catholic University, then earned a master's in finance from Instituto de Estudios Superiores de Administración (IESA) in Caracas. She worked in the auto industry in Valencia. But politics called to her before she could settle into any single career.

In 1992—she was only twenty-five—Machado founded Atenea Foundation, an organization that used private donations to care for orphaned and delinquent street children in Caracas. Later she chaired Oportunitas Foundation. By 1993, she had moved back to Caracas, immersing herself in the country's growing political chaos.

The year 2001 proved decisive. In a hurried encounter in a hotel lobby with Alejandro Plaz—someone who shared her dread about Venezuela's trajectory—something clicked. "I had this unsettling feeling that I could not stay at home and watch the country get polarized and collapse," she would later recall. The two founded Súmate, a vote-monitoring organization built on a simple premise: ballots over bullets. They launched petition drives for the 2004 Venezuelan recall referendum, demanding electoral accountability.

The consequences were immediate. After the referendum results showed that voters had rejected recalling President Hugo Chávez, Machado and her associates faced treason charges under Article 132 of the Penal Code. The government claimed they received financial support from the U.S. National Endowment for Democracy (NED). Human Rights Watch called the charges "politically motivated"—the charges were dubious at best.

Machado acknowledged the support but spoke with surprising nuance: "We have to recognize the positive things that have been done," she said, while still condemning the president's growing intolerance. She and Plaz were denied access to National Assembly hearings despite receiving two formal letters requesting their presence.

In 2002, during the Venezuelan coup attempt, Machado visited the presidential palace. She signed what she believed was a sign-in sheet—later discovered as the Carmona Decree—and faced charges that would not be suspended until February 2006, then postponed indefinitely. Effectively dismissed.

By 2011, Machado launched her candidacy for the 2012 Venezuelan presidential election. The Los Angeles Times raised her name as a potential candidate; the Financial Times dubbed her "the new face of the opposition." Even President Hugo Chávez spoke of confronting her in the 2012 presidential elections.

The defining moment came on January 13, 2012—during an eight-hour annual State of the Nation Speech. When Chávez addressed the National Assembly, Machado boldly interrupted him, demanding answers about shortages of basic goods, crime, and nationalizations. "How can you talk about respecting the private sector in Venezuela when you've been dedicated to expropriation, which is stealing," she declared.

The confrontation was televised, catapulting her into public consciousness beyond Caracas borders. She confronted the president directly while he addressed the legislature—a rare act of defiance. Her family had founded Electricidad de Caracas and their steel companies—Sivensa and Sidetur—were "expropriated and destroyed by the Chavista administration," according to the New York Times. Chávez "sent soldiers to take over seven of the company's plants as part of his socialist nationalization program."

The winner of the 2012 primary to be the opposition candidate was Henrique Capriles Radonski. Machado conceded before results were announced, saying she would actively back Capriles—though Chávez predicted her defeat and pointed out that polls showed her trailing badly.

In February 2010, Machado resigned from Súmate and announced her candidacy for the National Assembly of Venezuela, representing the state of Miranda. She won in April 2010, campaigning in neighborhoods once considered solid pro-Chávez territory—attempting to capitalize on domestic problems including widespread violent crime. She became a member of Justice First (Primero Justicia) party within the Democratic Unity Roundtable (MUD), in opposition to Chávez's United Socialist Party of Venezuela.

"Venezolanos son buenas personas, decentes y libres que no quieren vivir con violencia ni odios," she declared—promising to defend the right for Venezuelans to think freely and live without fear.

She served in the National Assembly from 2011 to 2014. By 2014, during massive Venezuelan protests against Maduro's government, Machado organized demonstrations with leading role.

Then came 2023—the unity candidate. She won the opposition primary to become the unity candidate for the 2024 presidential election. But the regime had prepared its trap.

Machado was barred from running in 2024—disqualified from holding public office for fifteen years due to administrative and fiscal violations dating back to her time as a legislator. Venezuela's Supreme Tribunal of Justice upheld that disqualification.

She named Corina Yoris as replacement candidate, who was later replaced by Edmundo González. The opposition mobilized to document vote tallies—showing González as the winner—while the Maduro government claimed victory instead.

After the presidential election, Machado entered hiding. "I've gone into hiding," she said, expressing fears for her life and freedom under the Maduro regime.

Beyond politics, recognition arrived. She was named one of BBC's 100 Women in 2018, listed among Time magazine's 100 most influential people in 2025, received the Václav Havel Human Rights Prize in 2024, and shared the Sakharov Prize with González—representing Venezuelans fighting for democracy.

She was part of Yale University's Yale World Fellows program in 2009, also named to Young Global Leaders in 2005 and again in 2011.

Some legacies cannot be buried by disqualification.
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{"https://en.wikipedia.org/wiki/Venezuela": "Venezuela's story begins not with maps or flags, but with water. In 1498, during his third voyage to the Americas, Christopher Columbus sailed into the Orinoco Delta and encountered something that made him believe he had reached paradise itself. The great offshore current of fresh water deflected his course eastward, and in a letter to Ferdinand and Isabella, he wrote of having never read or heard of such vast quantities of fresh water so close to salt water—the temperature alone seemed proof of heaven on earth.\n\nIt was this same extraordinary river system that would later draw the attention of Spanish conquistadors, who colonized Venezuela beginning in 1522, establishing settlements along a coastline that was already ancient. The first permanent South American settlement was established in what is now Cumaná, and Spain's grip on the mainland tightened throughout the sixteenth century.\n\nBut it was the name itself that captured the imagination of Europe. According to the most enduring explanation, an expedition led by Alonso de Ojeda visited the Venezuelan coast in 1499, and the Italian navigator Amerigo Vespucci—who accompaniedOjeda—was struck not by gold or spices, but by the stilt houses he saw rising from the waters of Lake Maracaibo. They reminded him of Venice. Thus he named the region Veneziola—Little Venice—which became Venezuela in Spanish.\n\n## The First Inhabitants\n\nBefore the Europeans arrived, evidence suggests humans had lived in what is now Venezuela for approximately 15,000 years. Tools found on the high riverine terraces of Río Pedregal, and Late Pleistocene hunting artifacts including spear tips dating from 13,000 to 7,000 BC, speak to an ancient presence.\n\nBy the time of conquest, it is estimated that one million people lived in the region—a number comprising indigenous peoples known today as the Kalina or Caribs, the Auaké, Caquetio, Mariche, and Timoto-Cuicas. The Timoto-Cuica culture was the most complex society in the area: permanent villages surrounded by irrigated, terraced fields, houses constructed from stone and wood with thatched roofs.\n\nThey were peaceful people who depended on growing crops—potatoes and ullucos—and left behind remarkable art, particularly anthropomorphic ceramics. Crucially, they are credited with inventing the arepa, a staple that still defines Venezuelan cuisine today. They spun vegetable fibers into textiles and mats for housing.\n\nWhen the Spanish conquest came, the population droppedmarkedly, mainly through the spread of infectious diseases from Europe—a catastrophic consequence of contact that would reshape the demographic landscape of South America.\n\n## The Birth of a Nation\n\nVenezuela's path to independence began in 1811, when it became one of the first Spanish-American territories to break free from colonial rule and form part of the Gran Colombia—the great Federation of Colombia. But sovereignty came with struggle. In 1830, Venezuela separated as a fully sovereign country, entering a nineteenth century marked by political turmoil and autocracy.\n\nThe era was dominated by regional military dictatorships—caudillos who vied for power across the vast llanos, the plains that stretched beneath the Andean foothills. It was not until 1958 that democratic government became the norm, an exception in a region where most countries were still ruled by military strongmen.\n\nThe period from 1958 onward brought economic prosperity and relative stability. But the nation would face its greatest challenges later on.\n\n## The Great Disappointment\n\nIn the 1980s and 1990s, economic shocks led to major political crises and widespread social unrest. The Caracazo riots of 1989—named for the capital where they began—left dozens dead and thousands wounded. Two attempted coups in 1992 shook the foundations of democracy, and in 1993, President Jaimees had been impeached for embezzlement of public funds.\n\nThe political system was collapsing. Confidence in existing parties collapsed during the 1998 presidential election, when Hugo Chávez was elected—a catalyst that would forever change Venezuela's trajectory.\n\n## The Bolivarian Revolution\n\nWhen Chávez took power in 1999, he summoned a Constituent Assembly to write a new Constitution. The government launched populist social welfare policies, temporarily bolstered by soaring oil prices. Social spending increased, and economic inequality and poverty dropped measurably in the early years of his regime.\n\nBut it was only temporary. Poverty began to rapidly increase again by mid-2014—the result of structural economic decline, corruption, and policy failures that would come to define the nation for decades.\n\nThe elections of 2013, 2018, and 2024 were all widely disputed, with opposition candidates being arrested or exiled. This triggered widespread protest and international condemnation, deepening a crisis that had become existential.\n\nIn January 2026, the United States captured President Nicolás Maduro. Vice President Delcy Rodríguez was sworn in as acting president—a dramatic culmination of years of political decay.\n\n## A Nation in Crisis\n\nVenezuela officially remains a federal presidential republic, but has experienced severe democratic backsliding under successive Chávez and Maduro administrations. It ranks poorly on international measurements of freedom of the press, civil liberties, and control of corruption—indices that reveal the depth of its governance problems.\n\nThe country possesses the world's largest known oil reserves and was once an underdeveloped exporter of agricultural commodities like coffee and cocoa. But oil quickly came to dominate exports and government revenues, a single-commodity dependence that has proven catastrophic when prices faltered.\n\nToday, Venezuela struggles with hyperinflation, shortages of basic goods, unemployment, poverty, disease, high child mortality, malnutrition, environmental issues, severe crime, widespread corruption, and U.S. sanctions. More than 7.9 million people had fled the country—Venezuelans seeking refuge from a collapsing state.\n\nThe crisis has contributed to rapidly deteriorating human rights conditions: imprisonment rates for dissenters have risen dramatically; journalists face criminal charges for reporting on government failures; protests are met with violence. The nation that once promised a "Land of Grace" has become something else—a cautionary tale about the fragility of democratic institutions and the cost of authoritarian rule.\n\nYet the country persists, as it always has, in its struggle between what was promised and what remains possible."}
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  Juan Pablo Guanipa is one of the best-known faces of the Venezuelan opposition.
He is widely considered to be Nobel Peace Prize Award winner María Corina Machado’s right-hand man.
He has served as a local councilmember, congressman, and vice president of the National Assembly. In 2017, he won the gubernatorial election in Zulia state -– the largest in the country -– but was prevented from taking power by the Venezuelan regime.

Guanipa is well known in Venezuela for three things: His directness -– radically, to some — in confronting the Maduro regime, his sense of humor, and his Catholic faith.
Following the July 2024 election that saw former dictator Nicolás Maduro declared the winner under widespread suspicions of fraud, Guanipa went into hiding for nine months.
He was found and arrested on May 23, 2025 and accused of conspiracy and terrorism. He was then imprisoned until Feb. 9, 2026, when he was freed amid a massive release of political prisoners after the Jan. 3 American capture of former dictator Nicolás Maduro.
But he was rearrested just hours after his release, after he gave several media interviews and visited the families of other political prisoners still in custody.
A day later, after significant local and international pressure, Guanipa reappeared in his house in Maracaibo, under home arrest, with a tracking device attached to his leg. He was finally released from house arrest on Feb. 19.
The Pillar spoke with Guanipa about his Catholic faith, his time in prison, and the Church’s role in the Venezuelan crisis. The interview was conducted in Spanish and has been edited for length and clarity.
What was your time in prison like? How did you make it through this time spiritually?
Prison is an extremely rough ordeal. When you get there, you ask yourself, why is this happening to me? And when you face such a difficult moment in life, people have two options. One is to lose faith. I know of cases of people who have lost faith when faced with very hard times.
But the other is the opposite: to take root in faith, to deepen faith. And I have to thank God very much because what he did for me was to help me in this circumstance to strengthen my faith.  I have been a practicing Catholic all my life, aware of my virtues and also of my faults, aware that life is a struggle because we are sinners after all. But going through prison made me deepen my Catholic faith.
I prayed every day and entrusted myself to the Holy Trinity, the Virgin Mary, and St. Joseph. Then I had a whole host of saints to whom I prayed: St. Josemaría Escrivá, founder of Opus Dei because my father was close to Opus Dei, although he was not a member; Isidoro Zorzano, after whom I am named Juan Pablo Isidoro. Isidoro is not yet a saint, but his cause for beatification is open.
I also entrusted myself to St. José Gregorio Hernández and St. Carmen Rendiles, both Venezuelan saints; St. Vincent de Paul, because I studied at a school run by his congregation; St. John Paul II; and Sister Francisca, a nun from Maracaibo, where I was born and still live, who died a few years ago and is in the process of beatification.
So, in the mornings, I would entrust myself to God and all these saints, and I would say a prayer when I woke up—the same one I was taught in school. After that, they would take me out into the sun and take a photo of me with the day’s newspaper as proof of life. Then I would have breakfast and do my exercise routine, which I also entrusted to God and offered up to Him.
After that, I used to pray the Rosary. I must say that before prison I was not in the habit of praying the Rosary every day, but I took it up there. When they arrested me in May, they asked me to get dressed, and in the pants I put on, I had a scapular in my pocket. When they put me in my cell, I turned that scapular into a decade rosary, tying 10 knots to pray.
After the Rosary, I would have a time of mental prayer for about 20 or 30 minutes and have my reading time, which was not necessarily spiritual, but I always offered it up as well.
I don’t know why, but it occurred to me during my time in prison that the Glory Be was a very forgotten prayer. But it is very important because it praises the three divine persons. So I decided that before going to sleep, I would pray the Glory Be 100 times, and I did so every night.
But above all, I got used to thanking God for everything. Absolutely everything. And that’s when I coined a phrase that was, “Thank you, my God, for everything you have given me, for everything you have helped me with, for everything you have forgiven me for, and for everything you have loved me for,” and I always said it.
I also prayed a lot for the deceased members of my family, then for my mother, my brothers, my children, I prayed for Venezuela, for the future. That was my life in prison.
When you say you gave thanks for everything, did you also thank God for being in prison?
Absolutely. I believe that you can learn from everything. I can’t say that I wanted to go to prison. Never in my life. I hid for 10 months. I was in 12 different places. I did everything I could to avoid being arrested, but in the end they caught me. But from the very beginning I entrusted myself to God.
When they put the chains on me, they were chains on my hands that went down to my waist and then closed around my feet as well. What I did at that moment was to start praying and shouting “Long live free Venezuela.” But I entrusted myself to God from the moment they put me in the cell. I was alone in that cell for nine months.
It wasn’t like in El Helicoide (Editor’s note: El Helicoide is a torture center and political prison run by the Venezuelan regime in Caracas), where there are cells with 15 to 18 people. I was alone. That has its positive and negative sides. Sharing with your fellow inmates leads to forming long-lasting, deep friendships, but [being alone] allowed me to be with God without interruption.
And overall, I had more freedom. I decided and organized my day and had my routine. And God was always at the center of that routine. I thanked Him for everything, I thanked Him for everything I knew I was going to learn in prison, because I knew that prison was not going to defeat me. Prison was not going to destroy me or depress me.
I clung to God and to the hope of being released, the hope of seeing my children, the hope of seeing a free Venezuela.
Did they let you see a priest while you were in prison?
I asked for a priest countless times. They told me it was impossible, without further explanation.
The first three weeks in prison were the worst. On the 21st day, they asked me how things were going, and I bluntly described my situation: I had no bathroom, just a hole in the floor, no sink, no mirror, no shower, nothing. I had a one-inch-thick mattress. I was in extremely precarious conditions. When I told them all this, they took me to a room one day and put me in front of the television.
What I did was watch “The Chosen,” which is not a series made by Catholics but is very well done. That day I watched 12 episodes in a row while they fixed the cell. At some point, an officer asked me if I wanted to watch something else and I just replied, “No, brother, this is great” (laughs). I still have to catch up, but I watched several episodes there.
But there was no way they would let me see a priest, much less confess. So I confessed directly to God with the commitment to confess to a priest when I got out of there. The same day they gave me house arrest, I called a priest friend, and he came the next day. However, I couldn’t confess because we suspected there were microphones in my house.
During my house arrest, there was a police officer present at all times, an ankle monitor on my foot, cameras at the back of the house, a visitor’s book, etc. So the priest told me that he would give me a general absolution and that I should call him when I was out of that situation to go to confession.
Then he gave me absolution and communion for the first time in all that time. Twelve days later, I was given full freedom, and almost immediately I ran to this priest’s house for confession. We talked for about an hour, and I made my confession as God commands. It just feels so sweet to be in God’s grace.
What role should the Church play today and in the future of Venezuela?
The Church must accompany the people. The Church has often sided with the freedom of the people, especially in Venezuela. I deeply admire St. John Paul II because he was clear that communism was an extremely serious evil for the people, because he himself suffered it in Poland.
And I would say that he was one of the architects of the liberation of Poland, of the fall of the Berlin Wall, of the fall of the Soviet empire. So, I think that demonstrates the role that the Church can play in the liberation of peoples.
We have had priests in Venezuela who have fought very hard against the dictatorial regime. Chávez told priests who criticized him that they had the devil inside their cassocks. This regime has clashed greatly with the Church, and the Venezuelan people are deeply Catholic.
So, I believe that the role of the Church is to promote the liberation of Venezuela and then work with everyone to achieve the stabilization of democracy in the country.
If you had the chance to speak to the Holy Father, what would you tell him about Venezuela?
I would ask him to listen carefully to the Venezuelan people. I have read some of his statements about Venezuela and I have seen that he is concerned about the country. I have seen him trying to figure out how to get involved. But the solution is not just to say that there should be no violence.
I believe we must go a little further and understand what we Venezuelans have experienced over the past 27 years. Maduro was not a legitimate president in Venezuela. Maduro was a dictator who had never won an election; he always seized power through fraud and abuse.
So, I believe we must empathize with the suffering of the Venezuelan people and work hard for their liberation, avoiding violence. In this, I agree with the Holy Father. I have always said that, in my opinion, what happened on Jan. 3 should not have happened in Venezuela, but Maduro is to blame; he was the one who allowed it to happen in the country.
However, that specific event opened the door to a process of stabilization and transition in Venezuela. Hopefully, the pope will accompany us in this and may even come to the country very soon.
It is no secret that various opposition politicians, including María Corina Machado, have political positions that are contrary to the teachings of the Church – for example, on abortion. As a Catholic, how do you justify working with or supporting people with these positions?
I can speak for myself and my conscience. I am a full-time Catholic. Catholicism is not a map that you can cut up and keep what you like. It is not a buffet where you serve yourself the dishes you like and leave out the ones you don’t. You are either Catholic or you are not, period. It’s as simple as that.
Life is an absolute right, without exceptions. We can’t give the baby the death penalty, no matter how complicated the situation may be.
I have always been a staunch defender of life; I am against abortion in every sense. It makes no sense to kill a child in its mother’s womb, none whatsoever. The same applies to euthanasia.
Now, there are political leaders who think differently, and we are probably allies. But in this situation in the country, I cannot isolate myself from everyone who does not think like me. We are in a very particular situation. But when the time comes, we will put up the fight if we have to.
I don’t know what María Corina [Machado] thinks about these issues, but I have my convictions and I will defend them on all fronts. If I am a member of the National Assembly, which I have been, and they come up with a bill that includes ending the right to life in any way, I would never vote in favor of it, even if my party tells me that I should vote for it.
I don’t think my party would ever tell me to do that because I am in a party that is Christian-oriented, a centrist-humanist party whose ideology is based on the social doctrine of the Church.
The future of Venezuela is marked by uncertainty. How do you live with that uncertainty from a faith perspective?
Always clinging to God. Always asking God to help us get out of this situation once and for all, aware that we have made progress and grateful for the fact that we have made progress. It has been 27 years of dictatorship. In my personal case, I have dedicated the most productive years of my life to fighting against the dictatorship, and I always ask God to give me the strength to keep going, and I ask Him to accompany us Venezuelans in the effort we are making.
I greatly value the Venezuelan people. With the totalitarian attempts we have had with Chávez and Maduro, who have been trying to control even the minds of Venezuelans for 27 years, we have responded so forcefully, wanting to maintain our democratic values. That speaks very well of this nation. Sometimes we criticize ourselves a lot, but we don’t recognize the positive things we have as a nation.
So I pray to God constantly that we may finish consolidating this process. And I am very confident. I have great peace of mind. There are difficult months ahead, elections will come eventually, but we must be very patient and trust in the Lord and Our Lady.
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Nicolás Maduro began his career driving buses through the tunnels of Caracas. He navigated those dark corridors at dawn, ferrying workers to their jobs—a young man from the working-class neighborhoods of El Valle, destined for a seat in Venezuela's highest office. The trajectory seems improbable: from metro lines to presidential palaces, from anonymous transit worker to steward of a nation陷入 crisis. Yet Maduro's journey mirrors the broader story of Venezuelan politics itself—a narrative of ideology, ambition, and profound economic collapse.

Roots of a Revolution

Maduro was born Nicolás Maduro Moros on November 23, 1962, in Caracas. His father, Nicolás Maduro García, was a prominent trade union leader and what supporters describe as a "militant dreamer"—someone who believed deeply in political change through organized labor. He died in a motor vehicle accident on April 22, 1989. His mother, Teresa de Jesús Moros, came from Cúcuta, a Colombian city along the border—the kind of transnational background that would later inform Maduro's controversial views on national boundaries.

The family lived on Calle 14, in Los Jardines, El Valle—a working-class neighborhood on the western outskirts of Caracas. Young Nicolás was the only male among four siblings; three sisters—María Teresa, Josefina, and Anita—shared the modest home. Raised Catholic, Maduro attended Liceo José Ávalos public high school, where he joined the student union and was introduced to political organizing.

Yet records suggest he never graduated. The future president spent many years driving buses for the Caracas Metro, a job that would shape his understanding of infrastructure and labor. At that company—which had banned unions—Madiro founded an unofficial trade union. He also worked as a bodyguard for José Vicente Rangel during Rangel's unsuccessful 1983 presidential campaign. The metro tunnels weren't just passages through rock; they were conduits to power.

At twenty-four, Maduro was sent by the Socialist League to Havana for a one-year course at the Escuela Nacional de Cuadros Julio Antonio Mella, a political training center directed by the Union of Young Communists. According to later accounts, Cuba's senior leadership—particularly Pedro Miret Prieto, close to Fidel Castro—instructed Maduro in the ways of revolutionary movement.

The Chávez Connection

The early 1990s found Maduro instrumental in founding the Movement of the Fifth Republic, which supported Hugo Chávez in his presidential bid in 1998. When Chávez was jailed for his role in the 1992 coup d'état attempts, Maduro campaigned for his release—a relationship that would define decades of Venezuelan politics.

Maduro was elected to the Venezuelan Chamber of Deputies in 1998, to the National Constituent Assembly in 1999, and finally to the National Assembly in 2000, always representing the Capital District. In 2005, he became president of the National Assembly—a role he held until 2006.

In 2006, Chávez appointed him Minister of Foreign Affairs. During his tenure, Venezuela's foreign policy extended beyond Latin American borders, approaching any government that rivaled the United States. Under Maduro's watch as foreign minister, Venezuela ended relations with Taiwan in favor of the People's Republic of China; supported Libya under Muammar Gaddafi; broke diplomatic ties with Israel during the 2008–2009 Gaza War; recognized and established relations with the State of Palestine; turned around relations with Colombia in 2008 and again in 2010; recognized Abkhazia and South Ossetia as independent states; and supported Bashar al-Assad during the Syrian Civil War.

"He was considered a key player in pushing the foreign policy of his country beyond Latin American borders," noted BBC Mundo.

In October 2012, after the presidential elections, Maduro became Vice President—Chávez's hand-picked successor to lead the nation.

The Succession

When Chávez died in December 2013, Maduro assumed the presidency. He won the special presidential election that year, becoming Venezuela's 53rd president. But the victory was contested from the start. Evidence would later suggest he lost by a wide margin—though official results declared him winner.

The early years of his presidency saw rule by decree. By 2015, through powers granted by the ruling party legislature, Maduro ruled with expanded authority. The consequences were immediate and devastating.

Venezuela entered an era of shortages that would reshape the nation. Basic goods disappeared from store shelves. Prices soared beyond reach. The nation's currency became worthless as citizens watched their savings evaporate. A wave of protests erupted in 2014—demonstrations that escalated into daily marches nationwide.

The government responded with repression of dissent. Security forces clashed with protesters. Scores were detained. The governmentcontrolled media painted a picture far different from the streets outside—and yet international observers saw something else entirely.

Constitutional Crisis

An opposition-led National Assembly was elected in 2015, but Maduro maintained power through the Supreme Tribunal, the National Electoral Council (CNE), and the military. The Supreme Tribunal stripped the elected National Assembly of power and authority—resulting in a constitutional crisis that spawned another wave of protests in 2017.

In response to continued unrest, the Constituent Assembly of Venezuela was elected in 2017 under voting conditions the opposition alleged were irregular. Maduro's government insisted on proceeding regardless.

By 2018, he was reelected and sworn in—though critics again questioned the legitimacy of the process.

That same year, Juan Guaidó—the president of the National Assembly—was declared interim president by the opposition legislative body, starting a presidential crisis that would grip Venezuela for years. The nation watched as two figures claimed the right to govern.

In 2024, Maduro was reelected for a third term—though evidence again indicated he lost by a wide margin.

A Nation in Peril

The consequences of Maduro's governance extended far beyond political theater. According to the United Nations and Human Rights Watch, under his administration, thousands died in extrajudicial killings. Seven million Venezuelansexited the country due to economic collapse—an exodus unseen since wars or catastrophe.

Venezuela had become a nation where shortages defined daily existence; where living standards dropped precipitously; where protests became routine and repression followed. The International Monetary Fund projected hyperinflation of beyond one million percent. Citizens literally fled—not just for opportunity, but survival.

Maduro's government was widely considered authoritarian, characterized by electoral fraud, human rights abuses, corruption, censorship, and severe economic hardship. The press was muzzled; dissidents were detained or driven from the country.

A Complicated Faith

In 2012, The New York Times reported that Maduro was a follower of Indian Hindu guru Sathya Sai Baba—and had visited the guru in India in 2005. Yet this aspect of his personal life seemed almost beside point amidst broader questions about Venezuela's trajectory.

A 2013 interview revealed claims about his grandparents being Jewish, from Sephardic background, converted to Catholicism in Venezuela—but whether these statements were strategic positioning or genuine belief remains unclear.

Maduro has been married twice. His first marriage produced his only son—Nicolás Maduro Guerra, known as "Nicolasito," who was appointed to several senior government posts: Chief of the Presidency's Special Inspectors Body, head of the National Film School, and deputy to the National Assembly. On July 15, 2013, he married Cilia Flores—a lawyer and politician who replaced Maduro as president of the National Assembly in August 2006 when he resigned to become Minister of Foreign Affairs. She became the first woman to serve as president of the National Assembly.

The two had been in a romantic relationship since the 1990s when Flores was Chávez's lawyer following the 1992 coup d'état attempts—and were married months after Maduro became president. While they have no children together, Maduro has three step-children from his wife's first marriage: Walter Jacob, Yoswel, and Yosser.

Maduro is a fan of John Lennon's music and his political activism for peace and against war. He has said he was inspired by the music and counterculture of the 1960s and 70s—mentioning Robert Plant and Led Zeppelin.

Denials and Defiance

Maduro has denied all allegations of misconduct, arguing instead that the United States conspired against Venezuela to manufacture a crisis to enact regime change. He positioned himself as defender of sovereignty against imperialism—a narrative that found resonance among those loyal to Chávez's revolution, even as economy collapsed.

"The US has conspired against Venezuela to manufacture a crisis," he argued.

The claims seemed almost absurd given the circumstances—but within Venezuelan politics, the discourse persisted. The government insisted on crisis; international community saw crisis in government. Language itself became contested ground.

The Man from the Metro

Nicolas Maduro Moros—born November 23, 1962—was once a bus driver ferrying workers through Caracas' tunnels. Now he sits in Miraflores Palace, presiding over a nation that has lost millions of citizens to exodus and hundreds of thousands to despair.

His father's death in 1989 left him the only male among four siblings—raised Catholic, educated in student union politics, worked as bodyguard for a losing candidate before finding his way to Chávez's revolution. He attended political courses in Havana; was allegedly tasked by Castro government to serve as "mole" approaching Chávez during his military career.

The bus driver from El Valle became vice president, foreign minister, National Assembly president—each position stepping upward through Venezuela's collapsed institutions and contested elections. The man who once drove Metro trains now commands an entire nation driving toward economic ruin—or perhaps salvation, depending on perspective.

Maduro's story is Venezuela's story: begun in the metro tunnels of Caracas, continued through Chávez's revolution, and ended—if it has ended—in crisis whose resolution remains uncertain.
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A Church That Sided With the Empire


When Simón Bolívar and his fellow revolutionaries fought to free Venezuela from Spanish rule in the early nineteenth century, they faced an uncomfortable truth: the Catholic priests weren't on their side. The Spanish clergy, by and large, remained loyal to the Crown. It was a betrayal the young nation would remember.


This awkward beginning helps explain why Venezuela's relationship with Catholicism has always been more complicated than in neighboring Colombia, where the Church became deeply woven into national identity. In Venezuela, the Church has spent centuries trying to recover from backing the wrong horse.


Conquistadors and Friars


The story begins in 1515, when Franciscan and Dominican friars established Cumaná—the first permanent European settlement on the South American mainland. They called it Nueva Toledo, though that name wouldn't stick. Neither would the settlement itself, at first.


The monks found themselves caught between two hostile forces. Indigenous people, understandably resistant to colonization, attacked repeatedly. Meanwhile, Spanish slavers operating from the nearby island of Cubagua raided the mainland for captives, making the friars' attempts at "peaceful" conversion nearly impossible. The settlement had to be refounded multiple times before it finally took hold.


One of the most famous figures in early colonial Latin America, Bartolomé de las Casas, tried to establish a peaceful colonization project in the region. Las Casas was a Dominican friar who had witnessed the brutal treatment of indigenous peoples and became their most vocal defender. His experiment never got off the ground. In 1521, a conquistador named Gonzalo de Ocampo launched punitive raids against local indigenous communities in retaliation for the destruction of a Dominican convent at Chichiriviche. So much for peaceful conversion.


Coro, founded in 1527 on Venezuela's western coast, became the country's first capital and the seat of its first bishop. That diocese, established in 1531 by Pope Clement VII, holds a distinction worth noting: it was the first Catholic diocese anywhere in South America. The Church was staking its claim early.


The Rise and Crushing of Church Power


For the first few centuries of Venezuelan history, the Catholic hierarchy enjoyed a cozy relationship with the ruling class. Until the mid-1800s, ranking clergy maintained close ties with the conservative oligarchy that ran the country. The Church controlled much of the educational system. This was the natural order of things in colonial and post-colonial Latin America.


Then the Liberals came to power.


Antonio Guzmán Blanco, who dominated Venezuelan politics from 1870 to 1888, launched an anticlerical campaign that nearly destroyed the institutional Church. His government didn't just limit Church power—it attacked it directly, even attempting to legalize the marriage of priests. For Catholics, priestly celibacy is a non-negotiable discipline in the Latin Rite. Guzmán Blanco was taking a sledgehammer to Church authority.


These anticlerical policies persisted for decades. The Venezuelan Church, unlike its Colombian counterpart, never fully recovered its institutional strength.


The Twentieth Century Revival


It took nearly a hundred years for the Church to regain significant influence. The turning point came in the mid-twentieth century, when Christian social teaching—the Church's growing body of thought about justice, workers' rights, and the distribution of wealth—began to resonate with Venezuelan society.


Catholic laypeople played a central role in founding COPEI, the Social Christian Party, in 1946. The name stands for Comité de Organización Política Electoral Independiente, but everyone just called it COPEI. This was Venezuela's Christian Democratic party, part of a broader movement across Latin America that tried to offer a middle path between capitalism and socialism, grounded in Catholic social principles.


The Church's political influence became undeniable in 1958. When dictator Marcos Pérez Jiménez fell from power that year, observers credited the Church's vocal disapproval as a contributing factor. In a country where the vast majority identified as Catholic, the bishops' opinion still mattered.


Throughout the 1960s and 1970s, the Church expanded its involvement in education and social welfare. COPEI won presidential elections in 1968 and 1978, and while the Church had no formal ties to the party, many believed that clergy and Church-affiliated institutions helped deliver those victories.


The Venezuelan Madonna


Understanding Venezuelan Catholicism requires understanding the Virgin Mary—or rather, understanding that there isn't just one Virgin Mary in popular devotion. Venezuelan Catholics venerate several distinct apparitions and images, each tied to specific regions and carrying their own histories.


Our Lady of Coromoto is the most important. According to tradition, she appeared to an indigenous chief named Coromoto in Portuguesa state in 1652. The Virgin supposedly left behind a small image, now housed in a massive basilica that draws pilgrims from across the country. In 1950, Pope Pius XII declared Our Lady of Coromoto the patroness of Venezuela.


In the eastern islands of Nueva Esparta, devotion centers on the Virgen del Valle, the Virgin of the Valley. Fishermen and sailors have venerated her for centuries. Her feast day, September 8th, draws enormous celebrations.


In the western part of the country, near the Colombian border, Our Lady of the Rosary of Chiquinquirá commands devotion. This particular image is shared with Colombia, where an apparition site in the town of Chiquinquirá attracts millions of pilgrims annually. The cross-border veneration reflects how arbitrary the lines between these two countries can be when it comes to popular religion.


Hugo Chávez and the Church's New Enemy


Hugo Chávez, the socialist firebrand who took power in 1999, identified as a practicing Catholic. He invoked Christ regularly in speeches, comparing his "Bolivarian Revolution" to Jesus's teachings on poverty and justice.


The bishops weren't buying it.


The Venezuelan Church hierarchy clashed repeatedly with Chávez over education policy. The Church runs approximately 700 schools across Venezuela, most of them subsidized by the state—an arrangement dating back decades. When Chávez's government moved toward more direct oversight of these schools, Cardinal Jorge Urosa, the Archbishop of Caracas, called for peaceful demonstrations.


The fight over religious education in public schools proved even more contentious. The government wanted to remove religious instruction from regular school hours. For a Church already feeling squeezed, this felt like an existential threat.


Here's the irony: before Chávez, the Church had been losing ground to Protestant churches, particularly charismatic and Pentecostal denominations that were converting urban poor Venezuelans in significant numbers. The Church lacked the funds, personnel, and frankly the energy to compete. But once Chávez took power, evangelical conversion rates declined. It turned out the new government posed a more immediate concern than the Protestants.


Chávez made no secret of his disdain for the Catholic hierarchy. He was dismissive of the bishops' role in Venezuelan society, treating them as representatives of an old elite rather than spiritual leaders. The feeling was mutual.


A Church in Decline


The numbers tell a stark story. In 2009, according to the CIA World Factbook, 96 percent of Venezuelans identified as Roman Catholic. By 2018, a Latinobarómetro survey put the figure at 66 percent. A thirty-point drop in less than a decade suggests something dramatic happening beneath the surface.


Since the Second Vatican Council—the transformative gathering of Catholic bishops from 1962 to 1965 that modernized many Church practices—the Venezuelan Church has struggled with vocations. Simply put, not enough Venezuelans want to become priests or nuns. Many clergy serving in the country today were born elsewhere, a pattern common across Latin America but particularly acute in Venezuela.


This reliance on foreign priests creates vulnerabilities. When political or economic crises hit—and Venezuela has experienced both in abundance—foreign clergy may leave. Local priests, with deeper roots and family ties, tend to stay. A church built on imported labor is a church standing on uncertain ground.


The Maduro Years


When Nicolás Maduro succeeded Chávez after the latter's death from cancer in 2013, the Church's opposition continued. The bishops have been vocal critics of Maduro's increasingly authoritarian government, speaking out as Venezuela's economy collapsed and millions of citizens fled the country.


Pope Francis, notably, has tried to remain neutral—a stance that frustrated many Venezuelan Catholics hoping for stronger condemnation from Rome. During the 2019 presidential crisis, when opposition leader Juan Guaidó declared himself interim president and was recognized by dozens of countries while Maduro clung to power with military backing, Francis declined to take sides publicly.


The Vatican's neutrality may reflect a diplomatic calculation: the Holy See maintains relations with governments across the political spectrum and prefers quiet diplomacy to public confrontation. It may also reflect Francis's general reluctance to wade into Latin American political disputes, despite—or perhaps because of—his Argentine roots.


The Venezuelan bishops, closer to the suffering on the ground, have felt no such restraint. In January 2020, when a disputed National Assembly election saw a pro-government figure named Luis Parra claim the assembly presidency, the Episcopal Conference of Venezuela rejected his claim outright. When Parra tried to attend a meeting of the organization days later—accompanied by armed forces, no less—he was denied entry.


The Weight of History


Venezuela's Catholic Church carries three centuries of complicated history. It backed the colonizers against independence. It allied with conservative oligarchs. It was crushed by Liberal anticlericals. It rebuilt through Christian Democratic politics. It clashed with socialist revolutionaries. It watched a third of its faithful walk away.


Through it all, the devotion to Mary persists—to Coromoto, to the Virgin of the Valley, to Our Lady of Chiquinquirá. The institutional Church may weaken; the popular religion endures. Pilgrims still travel to shrines. Fishermen still ask for the Virgin's protection. Mothers still name daughters after apparitions their grandmothers venerated.


Whether the institutional Church can rebuild its strength, attract new vocations, and find its footing in a transformed political landscape remains uncertain. What seems clear is that Venezuelan Catholicism will continue to be shaped by forces the hierarchy cannot control—by governments, by economics, by evangelical competitors, and by the stubborn persistence of popular devotion that doesn't require permission from bishops or blessing from Rome.
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On October 2, 1928, a young Spanish priest named Josemaría Escrivá experienced what he would later describe as a vision: in that moment, he believed he saw the organization that would transform millions of lives around the world. He called it Opus Dei—the Work of God—not to claim credit for having founded it, but to underscore that the work belonged to God alone. The name was deliberate, almost defiant in its humility.

In a small apartment in Madrid, Escrivá began gathering a handful of students and friends who shared his conviction that holiness could be pursued not only in monasteries and cloisters, but in the midst of ordinary secular life—in offices, factories, kitchens, and classrooms. The organization he founded would eventually spread to more than 90 countries, attract over 70% of its members living in their own homes while maintaining careers, and become one of the most influential yet controversial movements in modern Catholicism.

A Vision Born in Crisis

The Spain into which Opus Dei was born was not peaceful. The organization emerged during the Spanish Civil War, a brutal conflict that pitted brother against brother and saw the methodical destruction of religious institutions across the country. Escrivá himself narrowly escaped death several times, spending three years hiding in Madrid while his movement waited in the shadows.

By 1939, he emerged from hiding and published The Way, a collection of 999 spiritual maxims designed for people living ordinary lives in secular professions. The timing was deliberate—Spain was now entering the Francoist dictatorship, and Escrivá saw an opportunity to spread his message of holiness through daily work to a population desperate for spiritual meaning amid political upheaval.

The movement grew rapidly during these early years, spreading first throughout Spain and then beyond its borders after 1945. Escrivá faced constant resistance from traditionalists who misunderstood the organization's focus on personal freedom in matters of faith—a characteristic he considered essential. He later recalled that his greatest difficulties arose in Spain itself, where enemies of personal freedom twisted his ideas into something they could reject.

The Path to Rome

In 1947, Escrivá moved Opus Dei's headquarters to Rome, placing the organization at the heart of Catholic authority. That move proved strategic: Pope Pius XII granted the organization a decree of praise and approval in 1950, granting it the status of "pontifical right"—meaning it operated under the direct governance of the Pope himself.

This approval was significant. It allowed married people to join the organization and permitted secular clergy admission to the Priestly Society of the Holy Cross—the branch of Opus Dei specifically for priests. The movement now had official Vatican recognition, though it remained small and little known outside Catholic circles.

The approval came at a cost. Several members of Opus Dei later became ministers under dictator Francisco Franco in Spain—including Alberto Ullastres—a connection that would later draw criticism and fuel conspiracy theories about the organization's alleged political influence.

A Personal Prelature

In 1982, Pope John Paul II formally affirmed Opus Dei's status as a personal prelature through the apostolic constitution Ut sit. This was a remarkable transformation: an organization born in the chaos of civil war had become one of the Catholic Church's most unique structures.

A personal prelature is unusual in Catholic canon law. Unlike a territorial diocese that governs a geographic region, a personal prelature governs people regardless of where they reside—as long as they belong to the movement, their spiritual status falls under the direct jurisdiction of the prelate of Opus Dei wherever they are.

One-third of the world's bishops sent letters petitioning for Escrivá's canonization—a staggering number that indicated both his popularity and the Vatican's appetite for saints. He was beatified in 1992 despite controversy surrounding questions about his suitability for sainthood—concerns that had arisen from various quarters within the Church.

By 2002, approximately 300,000 people gathered in St. Peter's Square to witness his canonization day—a testament to both the movement's growth and its ability to mobilize Catholics around a shared spiritual hero.

Saints and Sinners

The beatification process revealed an interesting cast of characters seeking sainthood within Opus Dei. Among them was Ernesto Cofiño, a father of five children and pioneer in pediatric research in Guatemala; Montserrat Grapes, a teenage Catalan student who died of cancer; Tommy Zweifel, a Swiss engineer; and Dora del Hoyo, a domestic worker.

The organization also produced notable cardinals during Pope John Paul II's pontificate: Juan Luis Cipriani Thorne and Julián Herranz Casado both became cardinals—powerful figures within the Catholic hierarchy.

In 2014, Pope Francis beatified Álvaro del Portillo, Escrivá's successor, saying "he teaches us that in the simplicity and ordinariness of our life we can find a sure path to holiness." By the end of that year, Opus Dei had spread to 69 countries while its members were present in 90.

But controversy continued. In 2005, Opus Dei's first publicly-known sexual abuse case in the United States—against C. John McCloskey—was settled for $977,000. The organization publicly acknowledged this abuse, marking an unprecedented acknowledgment of internal problems. Then in July 2020, it occurred again: a Spanish case involving priest Manuel Coiña.

The Da Vinci Shadow

In 2005, Opus Dei received unexpected global attention through the novel The Da Vinci Code by Daniel Brown, which portrayed both Opus Dei and the Catholic Church itself as antagonists working against the protagonists. The film version was released globally in May 2006, further polarizing views on the organization.

This fictional portrayal—however inaccurate—was not entirely without basis. The organization's secretiveness, its internal discipline, its influence within Vatican corridors, and its controversial history of fighting against modern secularism all contributed to a perception that it existed somewhere beyond ordinary religious boundaries.

Pope Francis himself would later intervene in 2022 with the apostolic letter "Ad charisma tuendum," seeking to protect what he called the "charism"—the original foundational spirit of Opus Dei. The new rules stipulated that the head of Opus Dei can no longer become a bishop, but is granted use of the title of Supernumerary Apostolic Protonotary with the title of Reverend Monsignor.

A Movement in Motion

Today, Opus Dei remains both deeply traditional and radically innovative—a personal prelature that defies conventional Catholic structures while maintaining strict hierarchical control. Its members span from CEOs to nurses, from politicians to teachers—all bound by a common understanding that their ordinary daily lives can become paths to holiness.

The movement continues to expand: in 2019, Guadalupe Ortiz de Landázuri—one of the first women who joined Opus Dei—was beatified in Madrid, marking the first woman of the group to receive this recognition. Under Pope Francis's reforms, new statutes were mandated to bring Opus Dei's organization into conformity with Church law—reforms that came into effect on August 4, 2022.

The vision Escrivá had on that October morning in 1928—to help ordinary Christians understand that their life is a way of holiness and evangelization—has manifestly come true. Whether one views Opus Dei as a profound spiritual movement or an unsettling shadow within the Vatican depends entirely on whom you ask.
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  Fr. Joshy Pottackal will make history this month, when he becomes Germany’s first non-European Catholic bishop.

The new auxiliary bishop of Mainz was born more than 4,000 miles away from Germany, in the southern Indian state of Kerala.
The 48-year-old Carmelite priest’s appointment highlights the rising number of Catholics in Germany born in other countries. In 2024, 16.7% of Catholics held foreign citizenship. In the Mainz diocese, the proportion was 26.6%.
A significant Indian Catholic community began to form in the 1960s and 1970s as Germany turned to Kerala to help address a shortage of health care workers. In recent decades, a growing number of Indian priests have filled vacancies left by a decline in local clergy.
Fr. Joshy, as he is affectionately known in the Mainz diocese, was born on April 30, 1977, in Meenkunnam, a village known for its waterfalls, paddy fields — and a giant replica of Michelangelo’s Pietà. He was the second of three sons. One brother is a school teacher in Kerala. The other also joined the Carmelites and is a pastor in Canada.
The Carmelite order in Kerala is closely associated with Germany. It was the order’s Upper German province that decided in 1973 to establish the first O. Carm. foundation in India. Carmel Nivas, the order’s first Indian house, was erected canonically in 1982. The Carmelite Province of St. Thomas was established in India in 2007.
According to a biography compiled by the province, Fr. Joshy joined the Carmel Nivas Minor Seminary in 1992. He entered the novitiate in 1995, the year that his mother died in an accident. The following year, when he made his first profession, his father also died following a long illness. His aunt stepped in to support the three brothers.
Fr. Joshy dreamt of being a missionary in northern India or Africa. But following his priestly ordination in 2003, he was sent to Germany. He arrived in Mainz having completed a German beginner’s course in India. He initially served in the city as a youth chaplain, while continuing to develop his proficiency in the language.
In 2016, he was named regional superior for members of the Province of St. Thomas in Germany. In 2022, he was appointed vicar for clergy, becoming responsible for the welfare of the Mainz diocese’s priests.
When he is ordained a bishop at Mainz Cathedral on Sunday, March 15, he will adopt the motto Per fidem ductus (“Guided by faith”), inspired by Psalm 37:5. He will serve as Mainz’s episcopal vicar for religious.
Bishop Peter Kohlgraf has described Fr. Joshy’s nomination as a bishop as “a powerful and important signal for our time.”
“Anyone who finds Fr. Joshy’s appointment extraordinary should remember that Bishop Prevost was an American who served as bishop in Peru,” the Mainz bishop said when the nomination was announced in November 2025.
How does Fr. Joshy personally view his appointment? What does he see as the big differences between Catholicism in India and Germany? What does he think of Germany’s synodal way? And does he like the bratwurst and unpredictable weather? The Pillar asked him in an email interview.
Were you raised as a member of the Syro-Malabar Church, and did you transfer to the Latin Church at some point?
I was indeed raised as a member of the Syro-Malabar Church in Kerala, India. However, I am a member of the Order of Carmelites, which is very international. As such, I was also introduced to the Latin Church when I joined the minor seminary of the order at the age of 15.
After my priestly ordination, I came to Germany, and in order to celebrate in the Latin Rite, I was granted an indult of biritualism. That means I obtained a special faculty from the Apostolic See. This cannot be considered an insertion into the Latin Church, though.
The decision to appoint me, a member of the Syro-Malabar Church, as a bishop in the Latin Church was an individual decision by the Holy Father. Once I am ordained as a bishop in the Latin Church, I will need to obtain an indult of biritualism if I wish to celebrate a Pontifical Mass in the Syro-Malabar rite or to administer sacraments.
How did you end up serving in Germany? And when did you become a German national?
I am a member of the St. Thomas Province of the Carmelite order in India, which was founded by what was then the Upper German province of the Carmelite order. That means I actually took my vows and was ordained as a priest as a member of the Upper German province, which then invited me to come to Germany and serve there. I learned German and completed my pastoral formation in Germany. The reason I ended up in Mainz was that the province sent me there.
I became a German national in 2014, after 10 years of service in Germany.
What are the biggest differences between Catholicism in India and Germany?
Church culture and mentality in India are quite different from Germany. We mustn’t forget that India is the most populous country in the world, with about 1.5 billion people. Christians are a minority — only around 3% of the population are Christians, compared to about 45% in Germany. In the northern parts of India, Christians even face persecution and violence.
There are three Christian rites in India: Roman Catholic, Syro-Malabar, and Syro-Malankara. Members of the Syrian rites pride themselves on being St. Thomas Christians, tracing their origins to Thomas the Apostle, who came to India as early as in the first century, in AD 52. The Portuguese brought Roman Catholicism to India in the 16th century. Each rite has its own characteristics.
Generally speaking, Christianity is much more traditional in India than it is in Germany. Mass attendance is significantly higher in India. Piety and devoutness play a much bigger role, and practices like Adoration, praying the rosary or novenas, or the blessing of new cars or new houses are very popular. However, mass blessings of, for example, motorbikes or pets, which are more common in Germany, are considered unusual in India.
Traditional fasting in the form of abstinence from food or alcohol during Lent or Advent is widely practiced in India. Other forms — like abstaining from driving your car for environmental reasons or from using electronic devices, for example — are almost unheard of, while they have become more widespread in Germany in the last couple of years.
It can be noted that Christians in India are generally more obedient to the churches’ authorities and less critical of them than their German counterparts. Churches in Germany face criticism not only from the inside, but also from the outside and society as a whole.
Many issues that are much discussed in Germany hardly have any relevance in India at all — for example, the role of women in church, the attitude towards LGBTQ, or priestly celibacy. The reviewing and prevention of cases of sexual abuse within the Church is a big topic in Germany, while safeguarding efforts in India are still in their infancy, so to speak.
Another big difference is that ecumenism is practiced more intensively in Germany.
Also, the influence of charismatic movements has been increasing in India for years, while they only play a minor role in Germany.
From an organizational perspective, administration plays a more important role in Germany than it does in India. Decision-making processes in Germany are longer but often based on mutual consultations. And of course, there is no church tax in India. The funding of the churches there is similar to the U.S.
With regard to vocations, the numbers in India are still very high, while the Church in Germany and in Europe as such really struggles in this respect. However, as many young people leave India in search of a better future, it remains to be seen how this affects the number of vocations.
The status of priests in society is higher in India than in Germany; on the other hand, [there are different] expectations regarding things like smoking or consuming alcohol in social settings. Even wearing only a moustache instead of a full beard is considered inappropriate.
Personally, I appreciate that priests — just like everybody else — in Germany are expected to take care of their mental and physical well-being, for example by actually taking holidays, etc. Also, I like that priests in Germany have more freedom to add personal and individual touches to church services.
How does it feel to be the first non-European bishop appointed in Germany?
I must say that I feel both honored and humbled to be the first non-European bishop to be appointed in Germany. I hope I will not be the last!
I will stand out because of how I look, of course, and will also get more attention because of my Indian origin. Media interest has been quite high ever since I was appointed.
After completing my pastoral formation here and having lived here for 21 years, Germany has become my second home, and I am familiar with all aspects of German culture and religious life. Due to my work in youth ministry, different parishes, and as the vicar for clergy of the Diocese of Mainz, I am also familiar with both the issues and questions of the people and the German church in general.
I am keen to see what consequences my appointment will have.
Why do you think the pope made this groundbreaking appointment in Germany at this moment in time?
I can’t say much about the reasons the Holy Father had for making this appointment.
I was one of three priests suggested for the office of auxiliary bishop by the Bishop of Mainz, though, and I can see the reasons for that: 25% of Catholics in Germany have a non-German background, and so do 25% of the priests serving in Germany, the lion’s share of both groups coming from non-European countries. My appointment is both a reflection and an appreciation of this fact.
Moreover, my appointment can be considered as a way of taking a stand against growing racism and xenophobia in Germany. Immigration is a part of Germany, and therefore immigrants are a natural part of all areas of society.
For this reason, I am grateful for my appointment, as it shows my fellow immigrants that we are seen and appreciated.
At the press conference announcing your appointment, you said: ‘I am not a theorist with a doctorate.’ If you’re not a theorist, how would you describe yourself?
I said that because it is considered normal that a bishop has a doctorate in theology. After my appointment, Indian media automatically referred to me as Dr. Joshy Pottackal!
I consider myself a pragmatist who favors pragmatic solutions. I have worked in pastoral care for many years, and I feel that my strengths lie in pastoral work and working with people, not in scientific or theoretical research. This fits in with my duties as an auxiliary bishop, whose main task it is to support the bishop in his pastoral work.
Given my background as a Carmelite, I will also be responsible for religious orders in the Diocese of Mainz.
What do you think are the positives and negatives of the German synodal way?
Although I did not take part in the synodal way myself, I have been following it closely over the years.
In my opinion, addressing the original issue that led to the synodal way — the abuse scandal — and other topics was necessary and the right thing to do. I think it is a positive that the synodal way led to quicker reforms and brought about a change in attitudes.
Against the backdrop of continuing major challenges, it is now crucial to keep up the dialogue in the synodal conference, of course in close coordination with the global Church, and to find viable ways forward together.
What do you like most about Germany? Is it perhaps the food — or maybe the weather?
I like many things about Germany. You forgot about the cars!
You mentioned food and the weather. I do like most German food actually, and I really like the fact that there are four distinct seasons with different temperatures here, whereas in Kerala, we only have the dry and the rainy season.
I have also come to appreciate some “typically” German traits like punctuality and order. I like aspects such as social security, universal health care, and free education, and especially the fact that the dignity of a person does not depend on his or her status or wealth. There is a great willingness to support the poor, even on a global level, where many projects in developing countries get financial help.
I also appreciate being able to travel freely with a strong German passport.
What I like most, though, is the people. Although Germans might appear to be reserved at first, I found them to be warm and hospitable once you get to know them a bit better. I love how they have always welcomed, accepted, and supported me.
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In 304 AD, when most of Christian Europe was still figuring out what the faith looked like in practice, a small community along the Rhine established what would become one of Germany's most enduring ecclesiastical institutions. The Diocese of Mainz wasn't born with fanfare—it emerged quietly from the Roman settlement of Mogontiacum, a city that had already witnessed centuries of history before the first bishop ever set foot on its soil.

The story begins in an age when Christianity was still young in the German lands. While Rome debated theology and Constantinople built grandiosely, the faithful of Mainz—then a modest provincial Roman city—organized their spiritual life under a bishop who would guide them through the uncertainties of early faith. The diocese was officially founded in 304, placing it among the earliest Christian communities beyond the Alps.

The foundation wasn't merely administrative—it was an act of conviction in a region where pagan traditions still held deep roots.

By 340, the community had grown substantial enough to warrant its own dedicated space: the Cathedral of Saints Martin and Stephen rose from the ground, standing as both symbol and sanctuary for the believers of Mainz. This building wasn't just any church—it was the spiritual anchor point for what would become a sprawling ecclesiastical territory spanning parts of modern-day Rhineland-Palatinate and Hesse.

In 755, the Diocese of Erfurt was absorbed into the growing archdiocese, adding significant territory to its domain. But it was the decision made in 780 that transformed Mainz permanently: Pope Hadrian III granted metropolitan status, elevating the diocese to an archbishopric and making Mainz one of the most powerful ecclesiastical seats in all of medieval Germany.

The elevation meant more than title—it carried weight in a empire where the church often held real power alongside the crown. The Archbishop of Mainz became not just pastor but statesman, advisor to emperors, and voice for Rome in the Germanic heartland.

Yet history proved unpredictable. On November 29, 1801, Mainz lost its metropolitan status and was demoted back to a simple bishopric—a dramatic fall that mirrored the convulsions of revolutionary France sweeping across European borders.

The Empire's Architecture: How a Diocese Functions

Understanding how this diocese operates requires understanding modern Catholic structure in Germany. In 2014, the Diocese of Mainz served over 749,000 Catholics—roughly a quarter of the roughly 2.9 million people living within its 7,692 square kilometers of territory.

That's not a small congregation. It's more than the entire population of a medium-sized city, spread across 319 parishes that maintain their individual identities while forming part of something larger.

The numbers reveal an institution in constant motion: 504 priests (409 diocesan and 95 religious), 124 deacons dedicated to specific spiritual duties, 447 lay religious workers comprising both brothers and sisters, plus 19 seminarians preparing for ordination. The machinery runs through 20 deaneries—the administrative subdivisions that coordinate efforts across the diocese—each divided further into 136 pastoral care units.

The structure allows flexibility while preserving autonomy. A parish group may merge several parishes under a single pastor's leadership, while maintaining each church's distinct legal identity and house of worship.

The arrangement reflects German Catholic theology: preserve the local while building toward the universal.

This approach emerged from broader reforms in the Catholic Church across Germany during recent decades, when population shifts, secularization, and changing demographics forced dioceses to reconsider how they organize themselves practically. The Diocese of Mainz specifically permitted combinations that allowed several parish groups to join into larger pastoral associations—each maintaining distinct leadership but cooperating on major decisions.

Where Faith Meets Learning: Educational Institutions

The diocese isn't just an administrative body—it it's a scholarly center with significant intellectual presence across Germany.

The Catholic University of Applied Sciences in Mainz stands as the primary educational institution linked to this territory. But it wasn't alone in founding universities or learning centers. The diocese helped establish networks including:


	The Edith-Stein-Schule in Darmstadt

	Liebfrauenschule in Bensheim

	The Episcopal Willigis-Gymnasium in Mainz

	Abendgymnasium Ketteler of Mainz

	The Episcopal College Willigis secondary school also in Mainz



Beyond school buildings, the diocese maintains actual academic departments at state universities. The Catholic Theological Faculty at the University of Mainz represents the crown jewel—teaching theology students across Germany.

Additional institutes include:


	At the University of Giessen: an Institute for Catholic theology and their didactics at the Department of History and Cultural Studies

	At Technische Universität Darmstadt: an institute focusing on theology and social ethics



The Bildungswerk der Diözese Mainz (educational works of the diocese) promotes adult education across all levels—from individual parish up to diocesan leadership—serving as a member of Catholic Adult Education Hesse, part of a broader regional working group.

Saints in Shadow: Local Feasts and Forgotten Figures

Every diocese maintains its calendar of feast days honoring local saints—figures whose stories connect directly to the region's history. For Mainz, these dates carry weight:

The year opens with January 5 honoring John Neumann—a Redemptorist priest who became fourth Bishop of Philadelphia, connecting German diaspora to American Catholic roots. February brings Rabanus Maurus, a Frankish Benedictine monk and Archbishop of Mainz whose influence echoed through medieval Christendom.

Many of these feast days commemorate saints largely unknown outside Germany—Alban of Mainz (priest, missionary, martyr), Bardo of Mainz (who presided over the Synod of Mainz in 1049 and denounced simony and priest marriage).

The calendar reveals a pattern: saints who shaped church policy, martyrs whose deaths strengthened community faith, bishops whose decisions altered ecclesiastical law. Each date marks not just veneration but memory—continuities between past and present faithful.

The most significant celebration comes on July 4—the anniversary of Mainz Cathedral's consecration. The building itself represents centuries of continuity: the original structure in the fourth century, destroyed and rebuilt multiple times, now standing as both ancient landmark and active house of worship.

A Modern Church in Historical Ground

What does this mean for contemporary believers? The Diocese of Mainz operates under provisions set by two concordats—the Reichskonkordat of 1933 (still active) determining how bishops are selected and chapters composed, and the Baden Concordat of 1932 providing particular legal frameworks.

The numbers show a diocese maintaining steady presence despite changing times. In a region where secularization often reduces Catholic participation, Mainz's 25.9% attendance rate among eligible believers suggests something holds people together—structure, tradition, perhaps identity.

Today's bishops and archbishops before 1802 are listed in records—Electors of Mainz held both religious and political authority over centuries. After the Napoleonic demotion, leaders like Joseph Ludwig Colmar (appointed 1802) began new chapters in the diocese's modern history—a story that connects directly to what readers encounter when exploring the appointment of Germany's first non-European bishop.

The Diocese of Mainz remains an institution balancing ancient foundation with contemporary relevance—its cathedrals still hold services, its universities still teach theology students, and its parishes serve populations navigating modern life. What began in Roman times continues in the present tense.

The question isn't whether this diocese is historic—it obviously is—but whether it remains relevant to Catholics navigating Germany's complex religious landscape. The answer lies in numbers: thousands of priests still serving millions of believers across hundreds of parishes, maintaining continuity with centuries past while facing challenges only the future can reveal.
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In 2018, when the Human Development Index was released—the most comprehensive measure of human welfare—Kerala scored 0.784, placing it not merely at the top among Indian states but among the world's wealthiest regions. For context, this score placed Kerala ahead of many countries including China, Brazil, and Morocco. The same year, its literacy rate hit 96.2%, life expectancy reached 77.3 years, and women outnumbered men at a ratio of 1,084 for every 1,000 men—stats that tell a story far more remarkable than any travel brochure could convey. Yet to understand how this slender strip of coastline along the southwestern edge of India achieved such extraordinary outcomes requires tracing not just statistics but stories: of ancient dynastic wars, of spice traders who changed the course of global commerce, and of a land so abundant with coconuts that locals simply call it "the land of coconuts" today.

Where the Sea Embraces the Land

Kerala lies on the Malabar Coast—a name stretching back through centuries of maritime trade. It occupies 38,863 square kilometres (15,005 square miles) along India's western edge, bordered by Karnataka to the north and northeast, Tamil Nadu to the east and south, and what the locals call the Laccadive Sea—though outsiders know it as the Arabian Ocean—to the west. The coastline stretches 595 kilometres of sandy beaches fringed with coconut palms, while inland, emerald hillsides roll toward distant misty peaks.

The state's capital, Thiruvananthapurum (formerly Trivandrum), sits at the southern tip—a city that once served as the capital of the Kingdom of Travancore before independence transformed the political map entirely. From here, fourteen districts spread northward like beads on a string, each carrying its own history but bound together by language: Malayalam is spoken by nearly everyone, with English as a co-official tongue.

According to the 2011 census, Kerala houses roughly 33 million people—making it the thirteenth-most populous state in India—but numbers alone miss the real story. What matters is what those numbers reveal about human progress.

The Spice Road: Commerce and Conflict

The earliest major kingdom in this region was the Chera dynasty, rising through maritime commerce long before Europeans drew their maps. The Cheras—derived from the Old Tamil word for "lake," referring perhaps to their watery domain—controlled the coast through trade routes that connected Rome to Alexandria, silk to spice.

But maritime wealth invited invasion. The neighbouring Chola and Pandya dynasties, powerful kingdoms from what is now Tamil Nadu, repeatedly marched eastward, testing the Cheras' grip on the coast. These conflicts shaped not just political boundaries but cultural traditions—the synthesis of Aryan and Dravidian influences that would later define Kerala's society.

The fifteenth century changed everything. When Portuguese traders arrived in 1498—following the legendary opening of Vasco da Gama's sea route to India—they found more than ports. They discovered a civilization already wealthy through spice exports, with black pepper and natural rubber flowing outward for centuries. The Portuguese presence initiated what would become Europe's longest colonial experiment: European colonisation of India.

From Independence to Integration

When India declared independence in 1947, the map was still stitched together from princely states—Travancore, Cochin, and dozens of smaller kingdoms. Kerala's story unfolded through gradual unification.

First, Travancore and Cochen acceded to the newly formed republic in 1947, merging in 1949 to create Travancore-Cochin. Then came the States Reorganisation Act of 1956—a piece of legislation that would reshape the nation. Under its provisions, the Malabar district (from British India), Travancore-Cochin (excluding four southern taluks), and the Kasargod taluk of South Kanara were merged into one state: Kerala.

The formation was not merely administrative but transformative—unifying Malayalam-speaking regions into a single entity for the first time. This unity, born from bureaucratic decree rather than organic history, created a governance laboratory unlike anywhere else in India.

The Kerala Model: Development by Design

What makes Kerala unique is less its geography than how that geography translated into human welfare—and the numbers tell an astonishing story.

The Human Development Index score of 0.784 in 2018 places Kerala ahead of countries like Argentina, Brazil, and even China—truly remarkable for a region that was, not long ago, considered one of India's poorer areas. The literacy rate of 96.2%—the highest in India—reflects decades of investment in education, particularly public education, that began with the state's first governments.

Life expectancy at 77.3 years is similarly remarkable: this is not a wealthy nation by GDP standards but a state within a developing country that nonetheless outperforms most of the world. The sex ratio—1,084 women for every 1,000 men—is among the highest in India, reflecting relatively better gender relations than most Indian states.

The population growth rate of just 3.44% is the lowest in all of India—a sign of stability and development that social scientists call a demographic dividend.

But numbers are not destiny. Kerala's story includes something more intangible: emigration.

The Gulf Between

In the 1970s and early 1980s, the Persian Gulf underwent what economists call the Gulf Boom—an explosion of oil wealth that transformed tiny kingdoms into trillion-dollar economies. Workers from across South Asia rushed toward these shores, and Kerala's Malayali population answered in force.

The diaspora is massive: millions of Keralites work in Arabian countries, particularly Saudi Arabia, UAE, Qatar, and Kuwait—countries whose oil wealth created demand for labour that Kerala could supply. The remittances they send back transformed the economy:

Households shifted from agriculture to services; real estate speculation rose; domestic income grew through foreign remittances rather than trade. This economic dependence on the diaspora created both prosperity and vulnerability—a lesson in global interdependence that Kerala knows intimately.

Faith and Community

Hinduism remains the majority faith—practised by more than 54% of the population—followed by Islam and Christianity, each with significant minorities. The religious synthesis is remarkable: temples stand alongside churches and mosques; festivals blend Aryan mythological traditions with Dravidian customs; Islamic architecture appears in Kerala's oldest cities.

The culture is a synthesis shaped over millennia—by influences from across India and abroad. Aromatic spices, silk weaving, martial arts, dance forms all emerged from this mixing of worlds—none more evident than in the cuisine: coconut, cashew, and seafood define the palate; turmeric and cardamom flavour every dish.

The Green Economy

When you drive through Kerala's countryside today, what strikes you most is not poverty but agriculture that seems almost European in its sophistication. The production of black pepper and natural rubber contributes significantly to national output—India is one of the world's largest producers of both.

In the agricultural sector, coconut (the iconic tree that gives the state its name), tea, coffee, cashew, and spices are important crops. Rubber plantations stretch across the hills; pepper vines climb the mountains; cardamom grows wild in the forests—and all this feeds an economy heavily dependent on exports.

The fishing industry accounts for roughly 3% of the state's income, with 1.1 million people directly employed along a coastline that extends 595 kilometres—though the actual maritime boundary is much longer when accounting for marine access.

The economy is largely service-sector oriented—the primary sector (agriculture and natural resources) contributes comparatively less than in other Indian states, reflecting Kerala's transition toward urbanisation: it is the second-most urbanised state in India.

The Tourists Are Coming

National Geographic Traveler once called Kerala one of ten paradises of the world—a claim that sounds hyperbolic until you see it. Coconut-lined sandy beaches stretch for miles; backwaters—network of lagoons and canals—carry houseboats through绿水域; hill stations like Munnar reveal rolling tea gardens in cool mountain air; Ayurvedic tourism draws millions seeking traditional Indian medicine.

The state has been repeatedly recognised in international travel rankings for its natural landscape and cultural heritage. But what is perhaps most striking about Kerala's tourist economy is that it serves not just as an escape from elsewhere but as a model: the backwaters of Kerala—its houseboats, Ayurvedic centres, temple festivals—are emulated by other Indian states seeking to develop tourism.

Origins: The Legend and the Word

How did this land get its name? The word "Kerala" first appears in history as Keralaputo—a term recorded in a 3rd-century BCE rock inscription left by Maurya emperor Ashoka (274–237 BCE), one of his edicts pertaining to welfare. At that time, one of three states in the region was called Cheralam in classical Tamil; "Chera" and "Kera" are variants of the same word.

But local etymology suggests something richer: folk explanations derive Kerala from "keralam" (the Malayalam word for coconut tree) + "alam" (land)—thus "land of coconuts," which is what locals call this region due to the abundance of coconut trees. The nickname sticks because everywhere you look, coconut palms sway.

Kerala was alternatively called Malabar in foreign trade circles—from Arab sailors who used "Male" as they sailed these waters from at least the time of Cosmas Indicopleustes (6th century CE).

There have been long-standing demands for changing the name to Keralam, the Malayalam name. In June 2024, the Kerala Legislative Assembly passed a unanimous resolution to change the state's name from "Kerala" to "Keralam," following an earlier similar resolution in August 2023. Chief Minister Pinarayi Vijayan moved both resolutions—seeking constitutional amendment under Article 3 of India's Constitution—to reflect its Malayali identity.

The Union Cabinet approved this proposal in February 2026, and it now goes through parliamentary process. The name change reflects a deeper desire: to reclaim the state's linguistic authenticity over colonial naming.

Mythology Meets History

In stories of the Dashavatara—the Hindu mythological framework for Vishnu's incarnations—Kerala was recovered from the sea by Parashurama, the sixth avatar, who threw his axe across the sea and declared it land. The water receded to where his axe landed; this land extended from Gokarna to Kanyakumari.

The legend says that Parashurama invoked Vasuki—the snake king—to purify the soil with holy poison, transforming saline uninhabitable earth into fertile land. Out of respect, Vasuki and all snakes were appointed guardians—which is why Kerala's temples still honour the serpent deity.

A prominent Puranic figure associated with Kerala is Mahabali—an asura (demon) but also an archetypal just king who ruled from Kerala. He defeated the devas in battle; they appealed to Vishnu, who assumed his fifth avatar as Vamana and pushed Mahabali down to Patala (the netherworld). Every year, Keralites celebrate Mahabali's return during Ona festival.

The Matsya Purana—one of eighteen oldest Puranas—places the story of Manu, the first man, in the Malaya Mountains of Kerala and Tamil Nadu. Archaeological evidence supports this: a substantial portion of present-day Kerala was indeed submerged under sea in ancient times; marine fossils near Changanassery confirm it.

Prehistoric discoveries include Neolithic-era dolmens (burial chambers) in Marayur region of the Idukki district—locally called muniyara, from "muni" (hermit or sage) and "ara" (dolmen). Rock engravings in Edakkal caves in Wayanad date to around 6000 BCE.

Mesolithic, Neolithic, and Megalithic sites have been identified throughout the region—findings indicate that development of early Kerala society began in the Paleolithic Age and progressed through each period. Foreign cultural interactions also played a role; some historians suggest possible connections with the Indus Valley Civilisation during late Bronze Age.

Conclusion: What Remains

What makes Kerala remarkable is not any single metric but rather how far it has travelled—how this narrow strip of coast, caught between mountain and sea, managed to build institutions that other states cannot match. The spice trade made it wealthy; colonial powers made it strategic; independence made it sovereign.

Today, Kerala stands at once as a model of human development—and an example for how geography, history, and policy together create outcomes far greater than any one factor alone. It is the least impoverished state in India; second-most urbanised; highest media exposure (newspapers published in nine languages).

It has been called paradises by National Geographic Traveler, recognised as a global tourist destination, and its backwaters have been copied elsewhere. But beyond tourism, beyond statistics, Kerala remains something more essential: proof that development can happen anywhere—that human welfare is not a privilege of geography but an achievement of policy.

For anyone seeking to understand how India might develop, start here. Look at the numbers—then look at what they mean. The story is longer than any article; it continues in every statistic.
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In 1251, a Carmelite prior named Simon Stock experienced something that would transform his order forever. While the world around him crumbled—with crusader kingdoms collapsing and Latin hermits fleeing the Holy Land—he received a vision of the Virgin Mary, accompanied by angels, holding a scapular in her hands. "Receive, my dear son, this scapular of your Order," she declared, "as the distinctive sign of the mark of the privilege that I have obtained for you and the children of Carmel; it is a a sign of salvation, a safeguard in perils and the pledge of peace and special protection until the end of the centuries." This moment, believed to be Simon Stock's vision atop Mount Carmel, became the catalyst for one of Catholic Europe's most distinctive religious orders—a order that would not trace its spiritual lineage to a charismatic founder, but instead to an Old Testament prophet.

The Order of the Brothers of the Blessed Virgin Mary of Mount Carmel—known simply as the Carmelites or sometimes by synecdoche as just "Carmel"—emerged from the rocky caves of one of Christianity's most ancient spiritual landscapes. The order's historical records remain shrouded in uncertainty, but what scholars accept is that sometime in the 12th century, likely around 1185, hermits began inhabiting the caves of Mount Carmel following the prophetic footsteps of Elijah. The precise date of founding remains questionable—the tradition holds that a group of hermits led by Berthold of Calabria began to inhabit these caves after the Third Crusade, though written evidence is sparse.

The spiritual ancestry the Carmelites claim is unlike any other monastic order in Christendom. Rather than pointing to a charismatic human founder, they look instead to Elijah—the prophet who fled the wrath of King Ahab and retreated to Mount Carmel, where God revealed himself in a gentle whisper. This connection runs deep: tradition indicates that long before Christian hermits arrived, Jewish and then Byzantine monks lived, prayed, and taught in the very caves used by Elijah and his disciple Elisha. The first chapel built within these hermitages was dedicated to the Virgin Mary, and quickly, the spirituality of the order turned entirely toward Mary—she became what they called "the queen and mistress of Carmel." This devotion to the Mother of God would define everything about their faith.

Before the Carmelites arrived, in the 6th century Byzantine monks built a monastery dedicated to Saint Elijah in a valley a few kilometers south of what would become the present monastery. This foundation was destroyed in 614 by the Persians of Khosrow II—part of a wave of conquests that reshaped the Holy Land. Around 1150, a Greek monk from Calabria established a community of about ten members among the ruins of this ancient Byzantine monastery which he rebuilt and renamed Saint Elijah.

The oldest reliable written accounts of Latin hermits on Mount Carmel date back to 1220, with another text appearing in 1263. In what became known as the first monastery—located in an east-west facing valley 3.5 kilometers south of where the current monastery now stands—the hermits began their peculiar life. Their leader was supposedly Brocard, though written evidence is lacking entirely; instead, the Carmelite rule references only "Brother B." who asked the patriarch for a rule of life for hermits. Tradition established that it was Brocard—second prior general of the order—who asked the Latin Patriarch of Jerusalem, Albert of Vercelli, to provide the group with a written rule of life. This request would change everything.

The rule, dated 1209, centered entirely on prayer and defined the exact way of life these hermits would follow: contemplative, austere, devoted to silence and solitude. The first act of the Order of Brothers of The Blessed Virgin Mary of Mount Carmel was to dedicate a chapel to the Virgin Mary under the title of Mary, Star of the Sea—Stella Maris—a name that would echo through centuries of Carmelite devotion. But before this new order could fully establish itself in the Holy Land, the world around it collapsed.

By the end of the first crusade led by Louis IX of France in the Holy Land in 1254—the Seventh Crusade—Louis brought six Carmelites back to France who joined with those who since 1238 had started to seek and found houses all over Europe. The fall of Saint-Jean-d'Acre in 1291, and the fall of the Latin state of Outremer, led to the destruction of the last Carmelite convents in the Holy Land. The Carmelites who had chosen to remain there were massacred by the Mamelukes. Those who survived fled Europe—returning to their homelands—and brought with them a new monastic tradition that would reshape Catholic spirituality across the continent.

Back in Europe, the hermits of Carmel encountered numerous difficulties. Their eremitic life did not adapt well to their new settlements; they were scattered across different nations and found themselves in direct "competition" with other mendicant orders. Pope Innocent III wished to bring all the mendicant orders together under the direction of the Order of Friars Minor and the Order of Preachers—Francescan and Dominicans—and in 1215, the Fourth Lateran Council decided to group existing Mendicant orders under these two primary ones.

In 1274, the Second Council of Lyon disestablished all mendicant orders founded after 1215; only four remained: the Franciscans, the Order of Preachers (Dominicans), the Carmelites, and the Augustinians. The Carmelites—barely spared—were forced to change their way of life from eremitic to mendicant. Gradually, during the 13th century, Carmelite hermits returning from Mount Carmel resettled throughout Europe: Cyprus, Sicily, Italy, England, southern France.

Some dates and locations are known with remarkable specificity: in 1235, Pierre de Corbie and his companion settled in the Duchy of Hainaut (Valenciennes); in 1242, Carmelites settled in Aylesford, Kent, England; in 1244, Carmelites disembarked in Marseille, France, and settled in caves in Aygalades; in 1259, Carmelites settled in Paris, France; in 1279, Carmelites settled in Dublin, Ireland. Each new house became a seed for what would eventually become the global expansion of this remarkable order.

Yet it was Simon Stock—the prior general of the Carmelites—whose desperate prayer to the Blessed Virgin Mary may have saved the entire order from extinction. Faced with dissolution by the Catholic Church itself and deeply worried about the very difficult situation his order faced, he intensely prayed for aid. In 1251, Our Lady of Mount Carmel appeared to him accompanied by a multitude of angels, holding in her hand the Scapular of the Order.

The vision's message was clear: "Whoever dies in this garment will be preserved from eternal fires." Following this vision and the spread of the scapular—woven brown wool, representing the habits worn by Carmelite monks—the order endured and spread rapidly throughout Europe. The historicity of these events is disputed among scholars, but the spiritual impact was undeniable.

The rule of Saint Albert was not approved by a pope until 30 January 1226 in the bull Ut vivendi normam of Honorius III. In 1229, Pope Gregory IX confirmed this rule again and gave it the status of Regula bullada—effectively codifying the Carmelites as a recognized order within the Catholic Church.

The order of Carmelite nuns was formalized much later, in 1452—a testament to how this unusual order grew and adapted over centuries. The Discalced Carmelites, who split off from the older order in 1562, eventually grew to have more members than the original Carmelites—known now as the Carmelites of the Ancient Observance or very rarely the Calced Carmelites (a reference to some religious orders going barefoot or wearing sandals instead of shoes).

Today, few can visit Mount Carmel without encountering the legacy of this unusual order. Jerg Ratgeb painted a fresco retracing the life of the Carmelites at the beginning of the 16th century on the walls of the refectory of the Carmelite monastery in Frankfurt—a testament to how this tiny band of hermits, fleeing the collapse of crusader kingdoms, ultimately transformed Catholic spirituality worldwide.
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  In 2027, the Church will mark the centenary of the birth of Joseph Ratzinger, who would become known as Pope Benedict XVI.
The first pope to resign in nearly 700 years, Benedict was also known as one of the most consequential Catholic intellectuals of the modern era. His work ranged across the realms of fundamental theology, Scripture, philosophy, political theology, and liturgical theology.

Ratzinger served as a theology professor in Germany, a peritus at the Second Vatican Council, archbishop of Munich and Freising, prefect of the Congregation for the Doctrine of the Faith, and ultimately pope. He leaves behind a body of scholarship that continues to shape theological debate today.
To discuss the enduring impact of his intellectual legacy, The Pillar spoke with Fr. Roberto Regoli, who in January was appointed as president of the Ratzinger Foundation.
Regoli earned his doctorate in Church history from the Pontifical Gregorian University in 2001 and has taught contemporary Church history there since 2005. He served as director of the university’s department of church history from 2015 to 2024 and is editor of the journal Archivum Historiae Pontificiae.
He is also the author of “Beyond the Crises in the Church: The Pontificate of Benedict XVI” (St. Augustine’s Press, 2024), among other works on modern and contemporary Church history.
Regoli is currently a Global Catholic Research Initiative visiting fellow at the de Nicola Center for Ethics and Culture at Notre Dame University, researching Vatican diplomacy from the French Revolution to the present.
The interview was conducted in Italian and has been edited for length and clarity.

Now that it has been nearly 100 years since Ratzinger’s birth, what do you believe is his main intellectual legacy?
It’s a very broad question, but we can narrow it down in the sense that his legacy concerns the faith, which may seem like a very trivial answer for a pope or for any Christian. But what’s so special about him? That he – as a young theologian, archbishop of Munich, cardinal prefect of the Holy Office, and pope – focused all his theological research and governing activity on presenting the figure of Christ in an immediate way to all the faithful.
Even as pope, when he wrote the three volumes on Jesus of Nazareth, this already makes us understand that his priority was to proclaim Christ and make him accessible. A Christ presented without compromise, that is, presented in a total and integral way, with his demands and with the beauty of following him. He was never a pastor or a theologian who presented a softened Jesus, a cloying Jesus.
But also not a hardened Jesus, a Jesus who stands there wanting to condemn. Ratzinger presents a complete Jesus, with his demands and with the beauty of the encounter between faith and truth. Ratzinger’s legacy, for the Church of today and for the Church of the future, is the complete proclamation of Christ.
What strikes me is that Ratzinger is still responsible for many converts who ask for baptism or who are already part of a Christian community and ask to enter the Catholic Church. They have often read Ratzinger’s works, and this makes me think that his pontificate and his intellectual work was fruitful in bringing people to the faith.
Some would describe Ratzinger’s theology as a lived experience of faith – in other words, a theology characterized by intense personal piety. How did Ratzinger’s intensely lived faith influence his theology?
Ratzinger finds a unity of life between what he teaches and what he lives, and this unity of life, at the center of which is Christ, can be well summarized with a moment when he was already pope emeritus: he was celebrating 65 years of priesthood, so it was exactly 10 years ago, and he appeared in the Apostolic Palace in front of Pope Francis and the cardinals, and he spoke at that moment about the experience of faith of the Eucharistic encounter with Christ as a transubstantiation of all reality.
Often, when we speak of this theological concept of transubstantiation, we speak of the Eucharistic bread that becomes something else, that becomes the body of Christ, but in Ratzinger’s view, transubstantiation also concerns the lives of all believers and, moreover, of the whole world.
In other words, his theological and experiential gaze led him to have this breadth of horizon, so much that a term that is often found in Ratzinger’s most popular texts is that of the “experience of Christ.” It is an experience that leads to a conversion of life and therefore to a transubstantiation of my personal reality and of the world around me.
In other words, the social, political, academic, economic commitment, every commitment of Christians, is not exempt from the experience of Christ, but is a total experience of Christ, transformed by that encounter. This is very evident in Ratzinger’s speeches and texts. There is a unity of life, it is not a proposal for a Christianity that lives in compartments that can be separated, but there is complete unity.
In the past, sometimes it seemed that orthodoxy in theology was sometimes limited to safeguarding certain doctrinal concepts, but Ratzinger seems to warn us against this. What was his vision?
Ratzinger was an atypical figure of twentieth-century Catholicism because he was the guarantor of the entire theological and magisterial tradition, but also had a personal creative ability due to his intelligence and his faith, which allowed him to propose innovative solutions.
At the time, he was often misunderstood by some traditionalist circles because he was not considered a Thomist or a neo-Thomist, but rather someone with a different type of theology and in “progressive” circles, they considered him a policeman of the faith, or God’s Rottweiler, as they called him. Also some people called him ‘the German shepherd,’ which was an insult based on the ambiguity of the term.
So he remained very misunderstood because he attempted to synthesize the old and the new, in that very Catholic way of doing theology in the contemporary era that speaks of the development of doctrine. There is no static deposit of faith, but a real deposit of faith with a clear content that is made ever clearer over the centuries.
Both as prefect of the Congregation of the Doctrine of the Faith and as pope, when he speaks to us of reform in the continuity of the Church, it is precisely to hold together what has come before us and the challenges of the present time.
What is the temptation present in Catholicism today? That we hold Catholicism as a museum, with precious and beautiful pieces from the past, but fixed in display cases only to be admired, while others want to meet the needs of the times, but want to throw away all the preciousness of the past.
Ratzinger saw that the real challenge was how to hold these dimensions together so that the Catholic tradition, that is, the content of the faith, which is nothing other than the encounter with the living Christ, could continue in subsequent generations, because the responsibility of pastors is to make Christ accessible, that is, to ensure that the community of believers is a place of experience of Christ and a place where this Christ can reach new generations.
He was very committed to this idea at a time when the Church in the 1960s, 1970s, and even 1980s was experiencing many tensions and conflicts between pastors and bishops with their priests, or lay people with their parish priests. We had moments of great tension and misunderstanding, so playing the role of the one who brought balance to the Catholic system led him to receive a lot of criticism.
But that is the price he paid for trying to keep Catholic unity together without making concessions, but saying everything that was to be believed about Christ and the faith.
In the last consistory, many cardinals spoke about evangelization as a “return to basics,” a concept emphasized repeatedly by Ratzinger in his works. How can Ratzinger’s vision help us shape the Church’s evangelical mission?
The return to our roots can be understood in two essential ways. The first is a more intellectual endeavor, that is, we must return to studying. Studying the basic texts, studying the sources. That is, all the reforms we had in the 20th century, including those of the Second Vatican Council, were possible because in past decades, even in the previous century, there had been a great deal of attention paid to the sources: the Bible, the liturgy, and the Church Fathers.
When one was able to go back to those roots, one also has the opportunity to create proposals in continuity with those sources but adapted to the new times. But what happened after Vatican II? There were people, perhaps not intellectually prepared, who, in wanting to adapt to the new times, greatly trivialized the Gospel message.
Creativity based on a solid knowledge of the roots is a creativity that allows us to continue to enrich the deposit of faith. When creativity is not rooted, it becomes a trivialization of the Christian proposal, which then becomes completely unattractive.
On an intellectual level, it is a matter of returning to the sources, returning to serious study. The other passage found in many of Ratzinger’s speeches is one that presents the community of believers as an attractive community because among themselves believers are able to follow the law of charity according to the requirement of holiness.
That is, Ratzinger often speaks of the community of believers as an experience of friendship in Christ, which then touches all areas of life. When he himself spoke of the Church as a “creative minority,” he was not referring to a truly intellectual or organizational minority. From a sociological point of view, a creative minority is an organized minority that sets goals for itself and knows how to achieve them by involving others.
But Ratzinger’s creative minority is a minority that speaks of a community of believers founded on friendship in Christ. So, if on the one hand there is a need to return to the roots, this experience of returning to the sources—and I use the term experience, as we said before, because it is a word that is dear to Ratzinger—is not simply something intellectual, but becomes a fundamental, real experience in a community of believers.
This shows us how to unite theology, doctrine, and pastoral care. We often run the risk of wanting to separate theology from pastoral care, as if theology complicated things for pastoral care or pastoral care were a trivialization of theology. In Ratzinger’s proposal, which is also the way the Church has lived for centuries, the two aspects necessarily go together.
Only if there is theology, that is, a well-rooted thought, can one make a meaningful pastoral proposal. And we see this around the world, where local Churches have this strong link with the magisterial theological and spiritual tradition of the Christian centuries, we also have more conversions. The figures are striking.
If we look at France, the Scandinavian countries, and the United States itself, where we have lively, vibrant communities, where people pray, where there is a theological proposal, we have conversions. In other words, the richness of Ratzinger’s proposal has been translated into many places around the world, because it is the only way the Church can be alive today.
You mentioned this temptation to divorce theology from pastoral care, which can often occur in the realm of moral theology.
During his life, Ratzinger defended the knowability of moral truth during a time of turbulence for the world and the Church. How can his theology help the Church to face contemporary challenges in this area?
Ratzinger was not a moral theologian, but his theological and magisterial approach also helps moral theology. And at the magisterial level, his pontificate was also very much in line with that of his predecessors Saint John Paul II – of whom Ratzinger was the theological soul of that pontificate – and Saint Paul VI.
We have seen that all these pontiffs made a proposal of great theological and magisterial transparency, even though Western society in the 1960s and 1970s was very much against this point of view. Think of the sexual revolution, condoms, the use of the pill, a new conception of the human body, of relationships.
The Christian proposal is absolutely countercultural in this framework. But why does the Church continue to propose these things in moral theology? Because it considers it something that touches the very heart and the life of the Church.
It would be much more convenient to say, “Do what you want,” but instead, the Church’s proposal is one that wants to speak of charity and chastity as a consequence of the capacity to love.
It is a proposal that cannot be resolved with a tweet or an Instagram reel, but requires intellectual, spiritual, emotional, and human formation. The Christian discourse in its truth is a demanding discourse because it speaks in an integral way, that is, to all human dimensions. No dimension is excluded.
And for this reason, the demands of Christian life in a fast-paced world, where today’s young people only have a few seconds of attention spam to watch videos, is a challenging proposition. But we are seeing that precisely in societies that have appeared more secularized, the need for spirituality is bringing many young people back to Christianity, back to Catholicism, with many baptisms and many conversions from other denominations to Catholicism, because Catholicism offers a comprehensive proposal, including all dimensions of existence, including morality.
In his lecture on the pre-political foundations of the liberal state, Ratzinger questions whether the liberal democratic state can produce on its own the moral foundations it needs to survive.
How can his insights influence the social doctrine of the Church and Catholic political-social thought?
Even when talking about political engagement, the vision of the state, and the social doctrine of the Church, we must consider the different historical and political contexts in which we find ourselves.
In Europe, there was the experience of Christian-inspired parties. In the United States, there was no such experience because there was a much clearer model of separation, but with a deeply Christian society. Many Founding Fathers said that in order to understand and put the Constitution into action, it was necessary to have the Christian society that had produced that Constitution.
The concept of the state is the result of philosophical thinking, legal thinking, but also necessarily religious thinking. In the old European continent, religion has been increasingly sidelined, but religion also produced the conceptual categories of the modern state. We cannot separate the fact that there is a religious contribution.
The secular nature of the state indicates a method, not a content. So much so that Ratzinger himself raised the question of laws concerning fundamental issues of human morality, where fundamental issues related to the truth of man cannot be left to the discretion of a majority vote, a parliament, or anything else.
What do you see in the future for the Ratzinger Foundation, especially with the centenary just around the corner?
It’s an opportunity not to be missed. This centenary also facilitates the work of the foundation because it requires us to focus on something specific. This April 16th marks the 99th anniversary of Ratzinger’s birth, which means we are entering his hundredth year.
We have various initiatives in the pipeline, some of a more intellectual and academic nature and others more popular, so we will have events organized on all continents, conferences, lectures, courses, publications, exhibitions, and even concerts.
In other words, we want to present Ratzinger not simply as a memory of the past but to show that there is a legacy that concerns the present and the future. So, it is not simply a matter of recounting Ratzinger’s thought. Rather, the work of the foundation is how Ratzinger’s thought can be a stimulus for today’s theological, philosophical, and cultural debates.
We are not interested in a museum or an archaeological park, but in the current cultural debate, and Ratzinger is a living point of reference for many intellectuals and continues to be a point of reference for many young people who, in their theological and philosophical studies, are interested in finding the Christian truth.
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President Donald Trump and top surrogates of his 2024 campaign — people like JD Vance and Tulsi Gabbard — said “America First” means sidestepping the quicksand of foreign intervention and stanching the flow of Americans’ blood and money to faraway conflicts in which they have no obvious stake. Or did it actually signify a Great Power willing to exert influence for itself and its ally Israel by dispensing with all-but-imaginary international law and the pearl clutching of academics and middle powers about a rules-based international order?
Prescribing what to think about the U.S.-Israel mission would violate our own. But you should have all the facts.
Some may dispute the choice to begin this timeline in February 2025, rather than in 2024 when the Department of Justice revealed a plot by the Islamic Revolutionary Guard Corps to assassinate Trump; or in 2018, when the first Trump administration ripped up the 2015 Joint Comprehensive Plan of Action (JCPOA); or in 490 BC, when the Persians battled the Athenians. But every timeline must have some discrete start date, and ours was chosen for simple practicality. Trump’s announcement of the death of Supreme Leader Ali Khamenei provides the other bookend. - Emily Kopp, Editor-In-Chief

MAXIMUM PRESSURE: February 5, 2025 - June 12, 2025
February 5, 2025
President Donald Trump signs a National Security Presidential Memorandum (NSPM) to put “maximum pressure on Iran” by imposing sanctions without exception and aiming to choke off its oil exports to zero. Iran’s oil exports had reached $53 billion in 2023.
The U.S. articulated its terms, which reached beyond nuclear ambitions: “Iran should be denied a nuclear weapon and intercontinental ballistic missiles; Iran’s terrorist network should be neutralized; and Iran’s aggressive development of missiles, as well as other asymmetric and conventional weapons capabilities, should be countered.”
March 2025
Israeli intelligence teams begin working to create an Iranian target bank based on “centers of gravity,” including Iranian firepower, air superiority, nuclear developments, personnel buildup, economy, governance, and the military industry. The preparations were compartmentalized, and some top generals reportedly were unaware of it. IDF officials had previously accelerated plans for a campaign against the Islamic Republic in Oct. 2024.
March 26, 2025
Gabbard, newly confirmed as director of the U.S. intelligence community, briefs Congress on an annual threat assessment mostly informed by intelligence products authored by the Biden administration.
“The IC continues to assess that Iran is not building a nuclear weapon and Supreme Leader Khomeini has not authorized the nuclear weapons program that he suspended in 2003,” she said, while adding that, “in the past year, we’ve seen an erosion of a decades long taboo in Iran on discussing nuclear weapons in public, likely emboldening nuclear weapons advocates within Iran’s decision-making apparatus.”
“Iran’s enriched uranium stockpile is at its highest levels and is unprecedented for a state without nuclear weapons,” she said.
April 12, 2025 - May 11, 2025
Weakened by “maximum pressure” sanctions, Iran meets with the U.S. five times throughout the spring of 2025 for indirect negotiations led by U.S. Mideast Envoy Steve Witkoff and Iranian Foreign Minister Abbas Araghchi and conducted through an Omani mediator. Iran, seeking relief from sanctions and to avoid attacks on its nuclear bases, broke with the country’s usual policy of avoiding both direct conflict and diplomatic engagement.
June 12, 2025
A United Nations International Atomic Energy Agency (IAEA) resolution put forward by the U.S. and European nations — passed with a vote of 19 for, three against and 11 abstentions — declares Iran non-compliant with the Nuclear Non-Proliferation Treaty for the first time in twenty years.
According to IAEA Director General Rafael Mariano Grossi, Tehran had a stockpile of 400 kg of highly enriched uranium.
“Given the potential proliferation implications, the agency cannot ignore [this],” he said.
Iran reacts by announcing a new enrichment site.
It also accuses the IAEA of an “entirely political and biased” report in light of Israel’s nuclear program.
Israel maintains strategic ambiguity about nuclear weapons but is widely assessed to possess them. It has never joined the Nuclear Non-Proliferation Treaty and thus has never been subject to IAEA rules.
“The Islamic Republic of Iran has no choice but to respond to this politically motivated resolution,” the statement read. “Accordingly, the President of the Atomic Energy Organization of Iran has issued necessary directives for launching a new enrichment facility in a secure location, and replacing first-generation centrifuges at the Martyr Ali Mohammadi (Fordo) enrichment center with advanced sixth-generation machines.”
“The same countries remain silent on the Zionist regime’s exclusion from the NPT and its development of weapons of mass destruction, including nuclear weapons,” the statement continues. “Moreover, they have taken no action against the regime’s threats to attack the peaceful nuclear facilities of NPT member states.”

THE TWELVE DAY WAR: June 13, 2025 - June 24, 2025
June 13, 2025
Israel launches attacks on Iranian nuclear sites and other military sites, targeting military leaders and nuclear scientists. Tehran counter-attacks, striking Israeli targets with ballistic missiles. Strikes continue for the duration of the war.
“We struck at the heart of Iran’s nuclear-enrichment program,” said Israeli Prime Minister Benjamin Netanyahu. “We struck at the heart of Iran’s nuclear weaponization program. We targeted Iran’s main enrichment facility in Natanz. We targeted Iran’s leading nuclear scientists working on the Iranian bomb. We also struck at the heart of Iran’s ballistic-missile program.”
The IAEA was due to inspect a new enrichment facility at Isfahan on this date.

June 15, 2025
A sixth round of planned negotiations between Iran and the U.S. originally scheduled for this day are scuttled by the Israeli strikes. Energy targets, military infrastructure, and residential areas in Tehran are hit.
June 16, 2025
Trump writes on Truth Social: “Iran should have signed the ‘deal’ I told them to sign. What a shame, and waste of human life. Simply stated, IRAN CAN NOT HAVE A NUCLEAR WEAPON. I said it over and over again! Everyone should immediately evacuate Tehran!”
The prospect of war in Iran rattles some in the MAGA base. Influential Republicans, including commentator Tucker Carlson and Rep. Marjorie Taylor Greene, object to intervention in Iran.
June 17, 2025
Several new areas are added to the list of strike zones; 21 provinces have been affected thus far.
June 21, 2025
America strikes Iranian nuclear sites at Fordo, Natanz, and Isfaham. The strikes are dubbed “Operation Midnight Hammer,” and combine airstrikes and submarine-launched missiles. 

“Iran’s key nuclear enrichment facilities have been completely and totally obliterated,” Trump said following the strikes.  
The administration doubles down on that assessment — pushing back on stories about a Defense Intelligence Agency after-action report that concluded the sites had not been destroyed — with several statements on the White House website under the headline: Iran’s Nuclear Facilities Have Been Obliterated — And Suggestions Otherwise are Fake News.
Iran responded to the strikes by firing missiles at a U.S. base in Qatar, which were successfully intercepted after Iran gave the U.S. advanced notice of the attacks.
Notably, the U.S. deployed 100 to 250 Terminal High Altitude Area Defense (THAAD) interceptors during the conflict, representing some 20-50 percent of the Pentagon’s total inventory and raising concerns about munitions inventory for future conflict. 
June 22, 2025
“It's not politically correct to use the term, ‘Regime Change,’ but if the current Iranian Regime is unable to MAKE IRAN GREAT AGAIN, why wouldn't there be a Regime change??? MIGA!!!” Trump posts on Truth Social.
June 24, 2025
A ceasefire between Iran and Israel goes into effect, ending the Twelve-Day War, but not before President Trump accuses both countries of violating it in the early hours of the deal, with particular ire toward Israel.

“I’m not happy with Israel. You know, when when I say, ‘Okay, now you have 12 hours,’ you don’t go out in the first hour and just drop everything you have on them ... We basically have two countries that have been fighting so long and so hard that they don’t know what the fuck they’re doing,” he said.
June 25, 2025  

Seymour Hersh reports that Iran’s enriched uranium has been sealed at Fordow because the entrances were bombed, an idea inspired by Heinrich Schliemann, an amateur archeologist who, in trying to find the ruins of Troy, dug a trench that destroyed them.  
“The solution that became policy—blockading any entrance to the nuclear site—arose because one member of the secret group remembered what he had learned, perhaps in college, about Schliemann’s Trench in Turkey,” he said. “Iran’s stockpile of enriched uranium may be intact, but it will be impossible to reach for many years, if ever.”
Another report by Hersh states that while critics of Midnight Hammer said the strikes may have failed to completely destroy centrifuges and left highly enriched uranium unaccounted for, the destruction of enrichment and conversion facilities at Isfahan meant Iran could no longer turn it into a usable bomb.

THE AFTERMATH: August 22, 2025 - December 4, 2025
July 2, 2025
The Pentagon claims U.S. strikes on Iranian nuclear facilities degraded Iran’s nuclear program by up to two years.
August 22, 2025
Iranian Foreign Minister Abbas Araqchi agrees to resume negotiations on nuclear and sanctions issues.
August 28, 2025
Britain, France, and Germany trigger a “snapback” mechanism under the 2015 JCPOA nuclear deal, reinstating the full suite of United Nations sanctions against Iran lifted over a decade previous.
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September 9, 2025
Iran and the IAEA reach a deal to resume inspections of nuclear sites, include those bombed as part of Operation Midnight Hammer.
October 29, 2025
Grossi, director general of the IAEA, says in an interview with the Associated Press that inspectors using satellite imagery had not detected production of uranium but had seen movement around the sites where the stockpiles were buried. 
November 2025
The 2025 White House National Security Strategy outlines a “predisposition to non-interventionism,” with a “high bar for what constitutes a justified intervention.” 
The strategy also outlines “flexible realism”: a policy of “[seeking] good relations and peaceful commercial relations with the nations of the world without imposing on them democratic or other social change that differs widely from their traditions and histories.”
2025 National Security Strategy
500KB ∙ PDF file

Download
Download

November 6, 2025
President Donald Trump reveals that Iran had requested Washington remove sanctions, and that he was “open to hearing” Iran’s requests.
November 12, 2025
The IAEA issues a report that says Iran is not letting its inspectors visit sites that the U.S. and Israel bombed during the 12-Day War.
Iaea Report
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THE PROTESTS: December 29, 2025 - January 21, 2026
December 29, 2025
Protests erupt after shopkeepers rally in Tehran’s Grand Bazaar following a crash of the Iranian rial currency. Governor of the Central Bank of Iran Mohammad Reza Farzin resigns. The protests quickly spread to cities and towns across the country.
December 31, 2025
The Iranian government orders a one-day shutdown of 21 of Iran’s 31 provinces. President Masoud Pezeshkian appoints a new central bank chief. Arrests total 148. Seven fatalities have been reported since the start of protests.
January 3, 2026
Security forces kill at least 11 protesters. Ayatollah Ali Khamenei labels protesters “rioters” who “must be put in their place.” The IRGC declares that the period of “tolerance” is over, pledging to target “rioters, organizers and leaders of anti-security movements … without leniency.”
January 5, 2026
The U.S. State Department condemns Iranian security forces storming a hospital housing injured protesters, calling it a “brutal attack” and a “crime against humanity.”
January 8-10, 2026
The apex of Iran’s deadly crackdown on protests arrives. 
Exiled crown prince and opposition leader Reza Pahlavi calls for nationwide protests, catalyzing a surge in activity.
Internet access is cut off in Iran. Iranian security forces launch an “unprecedented deadly crackdown,” with forces positioned on streets and rooftops “repeatedly [firing] rifles and shotguns loaded with metal pellets at protesters.”
Two senior officials of the Iranian Ministry of Health tell Time that as many as 30,000 people could have been killed on Jan. 8 and 9 alone. Amnesty International describes a “coordinated nationwide escalation in the security forces’ unlawful use of lethal force against mostly peaceful protesters and bystanders since the evening of 8 January.”
Senator Lindsey Graham directs a message to Khamenei on TV: “If you keep killing your people who are demanding a better life, Donald J. Trump is gonna kill you.” 

January 13, 2026
Trump writes on Truth Social, “Iranian Patriots, KEEP PROTESTING - TAKE OVER YOUR INSTITUTIONS!!! Save the names of the killers and abusers. They will pay a big price. I have cancelled all meetings with Iranian Officials until the senseless killing of protesters STOPS. HELP IS ON ITS WAY.”
January 21, 2026
Iran’s prosecutor general declares “the sedition is over now,” as protests are largely suppressed. “This isn’t a threat, but a reality I feel I need to convey explicitly...The violence on our streets has subsided and normal life has returned nationwide.”

THE MARCH TO WAR: January 23, 2026 - February 28, 2026
January 23, 2026
President Trump announces an “armada” of U.S. warships is sailing to the Middle East, including the USS Abraham Lincoln aircraft carrier and its escort ships, squadrons of fighter jets and other aircraft, and some 5,000 personnel.
January 29, 2026
The European Union formally designates the IRGC as a terrorist organization in response to the mass killing of protesters. The EU simultaneously levies new sanctions against individuals and entities associated with the Iranian regime.
February 5, 2026
U.S. Treasury Secretary Scott Bessent describes economic levers used to catalyze Iranian protests during a congressional hearing.
“What we [have done] at Treasury is created a dollar shortage in the country,” Bessent said, describing a “grand culmination in December, when one of the largest banks in Iran went under … the Iranian currency went into freefall, inflation exploded, and hence, we have seen the Iranian people out on the street.”
February 6, 2026
Iran and the U.S. hold nuclear negotiations mediated by Omani Foreign Minister Badr al-Busaidi, the first round of talks since the January protests. Iranian Foreign Minister Abbas Araghchi described the meetings as a “good start,” and Trump called them “very good,” but warned “If they don’t make a deal, the consequences are very steep.”
February 12, 2026
IAEA chief Grossi tells a news organization associated with Iranian dissidents that “Western powers” have voiced concern about the fate of Iran’s nuclear material, but said the IAEA has a “firm impression” it remains buried underground.
February 13, 2026
The USS Gerald R. Ford aircraft carrier and its escort ships deploy to the Middle East, escalating a broader buildup of military assets in the region — the largest force in the region since the 2003 invasion of Iraq.
February 17, 2026
Iran and the U.S. hold a second round of nuclear talks in Geneva, Switzerland, again mediated by Oman, reportedly yielding agreement on “guiding principles,” according to Iran’s Araghchi. An American official said that “progress was made, but there are still a lot of details to discuss.”
February 19, 2026
Trump hosts the inaugural meeting of the “Board of Peace,” where he says of Iran, “They cannot continue to threaten the stability of the entire region, and they must make a deal… bad things will happen if it doesn’t ... You’re going to be finding out probably over the next ten days.”
February 24, 2026
Trump delivers his fourth State of the Union address.
“We haven’t heard those secret words, ‘We will never have a nuclear weapon,’” he said. “My preference is to solve this problem through diplomacy. But one thing is certain, I will never allow the world’s number one sponsor of terror, which they are by far, to have a nuclear weapon. Can’t let that happen.”


“After Midnight Hammer, they were warned to make no future attempts to rebuild their weapons program, and in a particular, nuclear weapons, yet they continue starting it all over,” Trump said. “We wiped it out and they want to start all over again. And are at this moment again pursuing their sinister ambitions.”
Iranian Foreign Minister Araghchi writes the following: “Iran will under no circumstances ever develop a nuclear weapon; neither will we Iranians ever forgo our right to harness the dividends of peaceful nuclear technology for our people.”
February 26, 2026
A third round of U.S.-Iran nuclear negotiations takes place in Geneva, described as “most intense so far” by Araghchi. Omani Mediator al-Busaidi wrote following the session that “discussions on a technical level will take place next week in Vienna.”
February 27, 2026
Omani Foreign Minister al-Busaidi says that Iran will agree to the downgrading of highly enriched uranium for fuel, but that negotiators need more time. He clinched a promise from Iran for “full and comprehensive verification by the IAEA.”
“If the ultimate objective is to ensure forever that Iran cannot have a nuclear bomb, I think we have cracked that problem,” he said. “This is something that is not in the old deal that was negotiated during President Obama's time.”
“If you cannot stockpile material that is enriched, then there is no way you can actually create a bomb,” he said. “There is agreement now that [existing stockpiles] will be downblended to the lowest level possible and converted into fuel and that fuel will be irreversible.”


Iran Foreign Minister Araghchi says on a phone call with an Egyptian diplomat that the U.S. needs to drop its “excessive demands.”
An email sent to U.S. Ambassador to Israel Mike Huckabee tells embassy personnel who wish to leave Israel to “do so TODAY”.
Secretary of State Marco Rubio informs seven of the “Gang of Eight” — the top leaders in Congress overseeing intelligence issues — about impending strikes. 

OPERATION EPIC FURY: February 28, 2026
The United States and Israel launch a joint operation targeting Iran. 

2:16 AM EST - Explosions are heard in Tehran.
2:36 AM EST - President Trump releases a video announcing the operation, deemed “Operation Epic Fury” by the Americans. He recounts historical transgressions, including the 1981 hostage crisis and Oct. 7, 2023 attack on Israel, asserts that Iran must never be allowed to obtain nuclear weapons, and urges the Iranian people to “take over” the government.


2:47 AM EST - Exiled Crown Prince Reza Pahlavi releases a statement calling the operation a “humanitarian intervention,” and asserts that “even with the arrival of this aid, the final victory will still be forged by our hands.”
3:05 AM EST - AP - A connection blackout falls over Iran.
3:15 AM EST - AP - Explosions are heard in northern Israel.
3:28 AM EST - Israeli Prime Minister Benjamin Netanyahu releases a video announcing the operation, deemed “Operation Lion’s Roar,” by the Israelis. He says the aim of the operation is “to put an end to the threat from the Ayatollah regime in Iran,” cites an “unprecedented mass slaughter of its own citizens,” and claims Iran is rebuilding nuclear and missile capabilities. 
Netanyahu claims the ongoing negotiations were a delay tactic, but that “the United States is not buying their lies.”
4:00-4:31 AM EST - AP - Explosions and missile attacks arrive in Syria, Lebanon, Kuwait, Qatar. The headquarters of US Navy’s 5th Fleet in Bahrain is attacked.
4:40 AM EST - Iran’s Foreign Ministry releases statement dubbing the operation “criminal military aggression,” states the United States and Israel attacked “a series of targets, defense infrastructures, and civilian sites in various cities,” and notes the attacks came in “the midst of a diplomatic process.”
5:42 AM EST - AP - The Iranian state-run IRNA news agency claims 40 were killed in a strike at girls’ school in southern Iran.


5:49-6:47 AM EST - AP - Qatar says it has repelled multiple rounds of Iranian missiles.
6:56 AM EST - AP - Interceptions seen from Tel Aviv.
7:24 AM EST - Canadian Prime Minister Mark Carney releases statement in support of U.S.-Israeli strikes.
7:30 AM EST - AP - Jordan says it has repelled two ballistic missiles.
8:59 AM EST - UK, France and Germany release joint statement calling for resumption of nuclear negotiations, noting non-participation in the strikes, and condemn Iranian attacks on countries in the region.
9:15 AM EST - Iranian Foreign Minister Abbas Araghchi calls the regime change operation “Mission Impossible” in an interview with NBC News, citing supposed popular support for the “so-called regime.” He said there were no communications between Iran and the U.S. He said that Iran is interested in deescalation, yet also stressed that the U.S. will “pay.”

The president of a country, no matter how powerful, has no right to determine another country’s leadership, he said.
9:35 AM EST - China calls on for an “immediate stop of the military actions” and resumption of negotiations.
9:43 AM EST - British Prime Minister Keir Starmer releases a statement calling Iranian response “indiscriminate,” notes the United Kingdom had “no role” in the operation, describes the regime in Iran as “utterly abhorrent” which “poses a direct threat to dissidents and to the Jewish community,” and says “it is clear they must never be allowed to develop a nuclear weapon.” Also notes British planes are “in the sky today, as part of coordinated, regional, defensive operations.”
9:45 AM EST - AP - The Saudi capital is targeted by Iran.
10:56 AM EST - Ukrainian President Volodymyr Zelenskyy releases statement condemning Iranian support for Russia in its war against Ukraine, and says “it is only fair to give the people of Iran the opportunity to rid themselves of the terrorist regime.”
11:07 AM EST - AP - The Israeli military says that “dozens” of missiles have been fired by Iran at Israel.
12:59 PM EST - AP - The Israeli military says some 200 fighter jets participated in the initial attack on Iran. The attack struck some 500 targets that included air defenses and missile launchers.
1:00 PM EST - AP - Iranian state TV reports more than 200 people killed.
3:05 PM EST - AP - Iraqi protesters take to streets of Baghdad in support of Iran.
3:36 PM EST - AP - Israeli officials tell AP that Iran’s Supreme Leader Ayatollah Ali Khamenei is dead. Neither Iran nor the US have confirmed. Trump later tells NBC news, “We feel that that is a correct story.”
4:05 PM EST - AP - An Israeli military spokesperson claims strikes also killed other senior Iranian officials, including the commander of the Islamic Revolutionary Guard Corps, the defense minister, the head of Supreme Leader Ayatollah Ali Khamenei’s military bureau and the secretary of Iran’s Supreme National Security Council.
4:37 PM EST - President Donald Trump announces the Supreme Leader of Iran, Ayatollah Ali Khamenei, is dead. 
“[T]here was not a thing he, or the other leaders that have been killed along with him, could do. This is the single greatest chance for the Iranian people to take back their Country ... The heavy and pinpoint bombing, however, will continue, uninterrupted throughout the week or, as long as necessary to achieve our objective of PEACE THROUGHOUT THE MIDDLE EAST AND, INDEED, THE WORLD!”
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The Deal That Almost Stopped a Bomb


In July 2015, diplomats from seven nations emerged from the Palais Coburg in Vienna after twenty months of negotiations. They had just completed what many considered impossible: a binding agreement to prevent Iran from building a nuclear weapon. Three years later, it was dead.


The Joint Comprehensive Plan of Action—known as the JCPOA, or simply "the Iran deal"—represents one of modern diplomacy's most ambitious attempts to solve a problem through negotiation rather than war. To understand why it mattered, why it collapsed, and why tensions with Iran continue to escalate, you need to understand both the science of nuclear weapons and the tangled history that made this deal necessary.


Why Nuclear Weapons Are Hard to Build (But Not That Hard)


A nuclear weapon works by forcing certain atoms to split apart in a runaway chain reaction. This process, called fission, releases enormous energy—the kind that leveled Hiroshima.


But you can't just grab any uranium and build a bomb. Natural uranium, the stuff you dig out of the ground, is almost entirely uranium-238. This isotope is relatively stable and won't sustain a chain reaction. What bomb-makers need is uranium-235, which makes up only about 0.7 percent of natural uranium. To build a weapon, you must somehow separate and concentrate the rare uranium-235 from the common uranium-238.


This process is called enrichment, and it's fiendishly difficult.


The most common method uses centrifuges—spinning cylinders that exploit the tiny weight difference between the two isotopes. Heavier uranium-238 moves slightly toward the outside, while lighter uranium-235 concentrates toward the center. Run the uranium through thousands of centrifuges in sequence, and you gradually increase the proportion of uranium-235.


Here's the crucial detail: the same technology that enriches uranium for power plants can enrich it for bombs. The difference is degree. Nuclear power plants typically use uranium enriched to about 3-5 percent uranium-235. Research reactors might use 20 percent. But a bomb requires uranium enriched to roughly 90 percent—what's called "weapons-grade" material.


A simple bomb design needs about 15 kilograms of highly enriched uranium. More sophisticated designs can work with as little as 9 kilograms. That's roughly the weight of a bowling ball.


There's an alternative route to the bomb: plutonium. Plutonium barely exists in nature, but you can create it by bombarding uranium in a nuclear reactor. Certain reactor designs, particularly those using heavy water as a coolant, are especially good at producing plutonium. A plutonium bomb needs even less material—as little as 2 kilograms for an advanced design.


So preventing nuclear proliferation comes down to controlling two things: uranium enrichment facilities and plutonium-producing reactors. Iran had both.


Iran's Nuclear Journey: From American Ally to International Pariah


Iran's nuclear program didn't start as a threat. It started as a gift from the United States.


In the 1950s and 1960s, America's "Atoms for Peace" program promoted civilian nuclear technology worldwide. Iran, then ruled by the Shah and considered a firm American ally, received substantial assistance. Iran signed the Nuclear Non-Proliferation Treaty in 1968 and ratified it in 1970, committing to never develop nuclear weapons in exchange for access to civilian nuclear technology.


The 1979 Islamic Revolution changed everything. The new government, led by Ayatollah Ruhollah Khomeini, initially opposed nuclear technology altogether. Many of Iran's nuclear scientists fled the country. The program languished.


But in the late 1980s, Iran revived its nuclear ambitions. It received help from China, Pakistan, Russia, and most notoriously from A.Q. Khan, the Pakistani scientist who ran an international black market in nuclear technology. Iran began mining uranium and experimenting with enrichment.


For years, this happened in secret.


The Secret Facilities


In August 2002, an Iranian dissident group based in Paris dropped a bombshell: Iran had two undeclared nuclear facilities. One was a heavy-water production plant at Arak—exactly the kind of facility useful for producing plutonium. The other was a uranium enrichment facility at Natanz, buried underground and protected by anti-aircraft defenses.


When confronted, Iran admitted the facilities existed. President Mohammad Khatami acknowledged that Iran had conducted "small-scale enrichment experiments." International inspectors from the International Atomic Energy Agency (the IAEA, the United Nations' nuclear watchdog) visited Natanz and found centrifuges.


Iran claimed everything was peaceful. The international community was skeptical.


What followed was a decade of escalating tension. Iran negotiated with European powers, agreeing in 2003 and 2004 to temporarily freeze enrichment. But these agreements fell apart. In 2005, the hardline president Mahmoud Ahmadinejad took office and accused the previous negotiators of treason. Iran resumed enrichment.


The United Nations Security Council began passing resolutions demanding Iran stop enriching uranium. Each resolution imposed new sanctions—freezing assets, banning technology transfers, restricting trade. Iran ignored them and expanded its program.


In 2009, another secret emerged. President Barack Obama revealed that Iran had been building yet another enrichment facility, this one buried deep inside a mountain near the city of Qom. The Fordow facility was clearly designed to survive military attack.


Israel openly discussed bombing Iran's nuclear facilities. War seemed increasingly plausible.


The Breakthrough


The negotiations that led to the JCPOA began secretly in Oman in March 2013. The American team was led by William Burns and Jake Sullivan; the Iranian side by Ali Asghar Khaji. These talks happened before most of the world knew negotiations were even occurring.


Everything accelerated when Hassan Rouhani won Iran's presidential election in June 2013. Rouhani had been involved in earlier nuclear negotiations and was considered a pragmatist. Three days after his inauguration, he called for talks with the P5+1—the five permanent members of the Security Council (the United States, Russia, China, France, and the United Kingdom) plus Germany.


In September 2013, Obama and Rouhani spoke by telephone. It was the first direct communication between American and Iranian leaders since 1979.


That November, the parties signed an interim agreement called the Joint Plan of Action. Iran would freeze parts of its program; in exchange, some sanctions would be eased. It was meant to create space for negotiating a comprehensive deal.


Those negotiations took twenty months. The deadline was extended twice. Diplomats shuttled between Geneva, Vienna, Lausanne, and New York. Technical experts argued over centrifuge specifications and inspection protocols. The talks nearly collapsed multiple times.


On July 14, 2015, in Vienna, they finally reached agreement.


What the Deal Actually Said


The JCPOA ran 109 pages, including five technical annexes. At its core was a trade: Iran would accept dramatic restrictions on its nuclear program in exchange for relief from international sanctions.


The restrictions were severe.


Iran had to slash its stockpile of enriched uranium by 97 percent, from 10,000 kilograms to just 300 kilograms. To put that in perspective, building a single bomb requires roughly 1,000 kilograms of low-enriched uranium as starting material for further enrichment to weapons-grade. With only 300 kilograms, Iran couldn't enrich enough material for even one weapon without being detected first.


Iran could only enrich uranium to 3.67 percent—enough for power plants, but far below weapons-grade.


Two-thirds of Iran's centrifuges had to be disconnected and placed in storage. The remaining 5,060 operating centrifuges were restricted to Iran's oldest and least efficient model, the IR-1. More advanced centrifuges that could enrich uranium much faster were locked away.


The underground Fordow facility, buried inside a mountain to survive bombing, was converted into a research center. No enrichment would occur there for at least fifteen years.


The Arak reactor, which could have produced plutonium for weapons, was redesigned. Its core was to be filled with concrete and removed from the country. The rebuilt reactor would produce minimal plutonium, and all spent fuel would be shipped abroad.


Iran agreed to implement the "Additional Protocol," which gave IAEA inspectors broader access to monitor nuclear activities, including facilities Iran hadn't declared. Inspectors could request access to any suspicious site. If Iran objected, a joint commission would decide—but crucially, Iran couldn't simply say no.


These restrictions had an expiration date. The centrifuge limits lasted ten years. The enrichment stockpile limits lasted fifteen years. After that, Iran could expand its program within the normal limits of the Non-Proliferation Treaty.


Critics called this the deal's fatal flaw: it didn't permanently end Iran's nuclear program, merely delayed it. Supporters countered that no deal could have achieved permanent restrictions, and that fifteen years of compliance would build trust and potentially lead to a transformed relationship.


The Concept of "Breakout Time"


Nuclear policy experts use a concept called "breakout time" to measure proliferation risk. This is the estimated time it would take a country to produce enough weapons-grade uranium for a single bomb if it decided to abandon its commitments and race toward a weapon.


Before the JCPOA, Iran's breakout time was estimated at two to three months. The deal's restrictions were specifically designed to extend this to at least one year. The logic was that twelve months would give the international community enough time to detect the violation and respond—whether through diplomacy, sanctions, or military action.


A year might not sound like much. But in the world of nuclear proliferation, where surprise is everything, it represented a significant buffer.


The Sanctions Maze


Understanding the JCPOA requires understanding sanctions, because sanctions were both the leverage that brought Iran to negotiate and the reward that was supposed to keep it compliant.


By 2015, Iran faced a crushing web of international sanctions. United Nations resolutions restricted trade and froze assets. European Union sanctions banned oil imports and financial transactions. American sanctions were the most severe, cutting Iran off from the global banking system and penalizing any foreign company that did business with Iran.


The cumulative effect was devastating. Iran's oil exports—the lifeblood of its economy—collapsed. Inflation soared. Ordinary Iranians struggled to buy imported goods and medicine.


The JCPOA lifted nuclear-related sanctions but left others in place. This distinction matters enormously.


America had imposed sanctions on Iran for reasons beyond the nuclear program: supporting militant groups like Hezbollah, developing ballistic missiles, and human rights abuses. These sanctions remained. And because of how American sanctions work—penalizing any company, anywhere in the world, that does business with sanctioned entities—they continued to restrict Iran's access to the global economy even after the nuclear deal.


European and Asian companies were eager to return to the Iranian market but nervous about running afoul of remaining American sanctions. The economic benefits Iran expected from the deal were slower and smaller than promised.


Opposition and Criticism


The JCPOA faced fierce opposition from the start.


Israel, led by Prime Minister Benjamin Netanyahu, called the deal a "historic mistake." Netanyahu argued that Iran couldn't be trusted to comply, that the restrictions were temporary, and that sanctions relief would fund Iranian support for militant groups hostile to Israel. He addressed the U.S. Congress directly to lobby against the deal—an extraordinary intervention in American politics by a foreign leader.


Saudi Arabia shared Israel's concerns. The Saudis viewed Iran as a regional rival promoting Shia influence and backing proxy forces in Yemen, Lebanon, and Syria. They worried that sanctions relief would strengthen Iran without addressing these activities.


In the United States, Republicans in Congress nearly blocked the deal. Under American law, the JCPOA wasn't submitted as a treaty (which would require two-thirds Senate approval) but as an executive agreement. Congress passed legislation requiring a review period and a vote on whether to block implementation. The Obama administration secured enough Democratic votes to prevent a resolution of disapproval from passing.


Even within Iran, the deal faced opposition. Hardliners known as "principlists" argued that Iran had given up too much for too little, that America would never honor its commitments, and that the restrictions humiliated a proud nation.


They would be proven partially right.


The Collapse


For two years, the deal worked as intended. International inspectors verified that Iran was complying with its commitments. Iran's enriched uranium stockpile stayed below the limit. Centrifuges remained in storage. The Arak reactor was being redesigned. Breakout time held at roughly one year.


Then came the 2016 American presidential election.


Donald Trump had campaigned against the Iran deal, calling it "the worst deal ever negotiated." In May 2018, he announced American withdrawal and reimposed all U.S. sanctions—plus additional ones.


The stated justification was that the deal didn't address Iran's ballistic missile program or regional activities, and that the "sunset" provisions allowing restrictions to expire were unacceptable. Critics of the withdrawal argued that these issues were never meant to be in the nuclear deal, that adding new demands amounted to moving the goalposts, and that the deal was successfully preventing an Iranian bomb—which was its purpose.


American withdrawal didn't immediately kill the agreement. The other parties—Europe, Russia, and China—remained committed. Iran initially continued complying, hoping that European trade could compensate for American sanctions.


It couldn't.


American sanctions are devastatingly effective because they exploit the dollar's dominance in global finance. Any bank that processes dollar transactions—which is essentially every major international bank—risks catastrophic penalties for violating American sanctions. European companies that wanted to do business with Iran faced a choice: the Iranian market or the American market. Almost all chose America.


The Trump administration called this "maximum pressure." The goal was to force Iran back to the negotiating table for a "better deal" that would address missiles and regional behavior along with the nuclear program.


Iran responded differently than expected. Rather than capitulating, it began methodically violating the JCPOA's restrictions—breaching the enrichment limit, exceeding the uranium stockpile cap, spinning up advanced centrifuges. Iranian officials framed this as justified reciprocation: if America wasn't honoring its commitments, why should Iran?


Breakout time began shrinking.


The Final Chapter


By 2020, the JCPOA existed in name only. Iran was enriching uranium to 60 percent—not quite weapons-grade, but far beyond anything justified by civilian purposes. Its stockpile had grown to many times the deal's limit. Advanced centrifuges that should have remained in storage were spinning. The breakout time that had been extended to a year had collapsed to perhaps a few weeks.


The Biden administration, which took office in January 2021, attempted to revive the deal. Negotiations dragged on for years without success. The parties couldn't agree on terms for America to rejoin and Iran to return to compliance. Issues included the scope of sanctions relief, verification mechanisms, and guarantees against future American withdrawal.


Meanwhile, tensions in the Middle East escalated. In October 2023, the Hamas attack on Israel triggered a broader regional conflict. Iran-backed groups attacked Israel from multiple fronts. In June 2025, open warfare erupted between Israel and Iran.


On October 18, 2025, ten years after the agreement took effect, Iran officially announced the termination of the JCPOA.


What It All Means


The JCPOA's collapse offers uncomfortable lessons about the limits of diplomacy.


The deal successfully constrained Iran's nuclear program for several years. International inspectors verified compliance. Breakout time expanded. The immediate threat of an Iranian bomb receded.


But the deal depended on sustained commitment from all parties—and American domestic politics proved unable to provide that. A deal negotiated by one president was abandoned by the next. The other parties couldn't compensate for American withdrawal. Iran, feeling cheated, responded by abandoning its own commitments.


Some argue the deal was always flawed: temporary restrictions that would eventually expire, coupled with sanctions relief that funded Iranian regional activities. Others argue the deal was working until it was sabotaged, and that the alternative—no deal at all—has produced exactly the outcome critics feared: Iran closer than ever to a nuclear weapon.


As of 2025, Iran has never actually built a nuclear weapon, despite having the technical capability to do so for years. Whether this reflects genuine policy choice, fear of consequences, or simply incomplete ambition remains debated. What's clear is that the diplomatic framework meant to permanently resolve this question no longer exists.


The Palais Coburg in Vienna, where exhausted diplomats once celebrated a historic agreement, now stands as a monument to what might have been. The hard work of preventing nuclear proliferation continues, but without the architecture that once seemed, however briefly, to offer a path forward.
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In November 1967, the Tehran Research Reactor went critical—a modest 5-megawatt facility powered by highly enriched uranium fuel provided by the United States. It was a symbol of hope in an age when nuclear energy promised to lift nations into modernity. Thirty-five years later, the Islamic Republic of Iran would stand at the center of one of the world's most dangerous geopolitical crises, with its atomic sites targeted by Israeli airstrikes and American bunker-buster bombs. The journey between these two moments—the Shah's optimistic原子計画 and the Revolutionary Government's defiant nuclear posture—spans half a century of ambition, fear, and brinkmanship that continues to shape global security today.

The Shah's Atomic Dreams (1957–1979)

The origins of Iran's nuclear program are rooted in the era of Mohammad Reza Pahlavi, the last Shah of Iran, who visioned his country as a great civilization equal to those of Europe. In 1957, under President Dwight Eisenhower's Atoms for Peace initiative—a program designed to spread peaceful nuclear technology to allies—Iran signed a civil nuclear cooperation agreement with the United States. This was not merely an energy deal; it was a statement of national ambition. The Shah wanted atomic power to fuel Iran's ascent as a regional powerhouse.

The Tehran Research Reactor (TRR) achieved criticality in November 1967, at the Tehran Nuclear Centre, and became one of the few nuclear research reactors in the Middle East. It initially operated on highly enriched uranium (HEU) fuel at 93% uranium-235, supplied by the United States. By 1993, Iran would later convert this to use 20%-enriched uranium with Argentine assistance. The reactor represented a foundational piece of Iran's atomic infrastructure—and it was constructed entirely through Western cooperation.

In 1974, the Shah formalized his ambitions by establishing the Atomic Energy Organization of Iran (AEOI). He announced plans to generate 23,000 megawatts of electricity from nuclear power plants over two decades—a staggeringly ambitious target. Contracts were signed with Western firms: Iran paid over $1 billion for a 10% stake in France's Eurodif consortium's uranium enrichment plant, and West Germany's Kraftwerk Union (Siemens) agreed to build two 1,200-megawatt pressurized water reactors at Bushehr.

Construction of the Bushehr Nuclear Power Plant began in 1975. Negotiations continued with France's Framatome for additional reactors. Plans were laid for a full domestic nuclear fuel cycle—including uranium mining and fuel fabrication—with a new Nuclear Technology Center established at Isfahan. Iran, under the Shah, was poised to become a nuclear state through peaceful means.

Then came the revolution.

The Islamic Revolution's Shock (1979–1988)

The 1979 Iranian Revolution dismantled everything the Shah had built. Ayatollah Ruhollah Khomeini's new government viewed nuclear technology with deep suspicion—as a symbol of Western influence and therefore unacceptable. Many ongoing nuclear projects were shelved or canceled outright. The revolutionary rhetoric was unambiguous: nuclear power represented an alien imposition, incompatible with Islamic principles.

The Iran-Iraq War (1980–1988) proved catastrophic for the program. Resources were diverted entirely to the war effort, and Iraq systematically targeted Iran's nuclear infrastructure. The partially completed Bushehr reactor site was bombed multiple times by Iraqi warplanes; Siemens withdrew from the project, leaving heavily damaged reactor shells. By the late 1980s, Iran's atomic ambitions had effectively been put on hold—wasted away in conflict and ideological upheaval.

Yet beneath this visible decay, something was stirring.

The Two Parallel Tracks (1990s–2000s)

By the early 1990s, Iran accelerated its nuclear program along two parallel tracks: one overt and civilian, another covert and weapons-oriented.

Openly, Iran worked with Russia and China to complete Bushehr—under Russian engineers—and continued nuclear research cooperation. Less transparently, Iran was constructing secret enrichment facilities at Natanz and Arak. In 2002, these undeclared sites were exposed to the world; in 2009, the Fordow facility was discovered—buried deep inside a mountain near Tehran's outskirts.

The timeline that emerged from intelligence assessments showed troubling patterns. The United States Intelligence Community assessed in 2007 that Iran had pursued nuclear weapons under the AMAD Project (known as the DAMAVAND program) between the late 1980s and 2003—then ceased its effort. But cessation does not mean elimination; the knowledge remained.

In 2005, the International Atomic Energy Agency (IAEA) Board of Governors found Iran in non-compliance with its Nuclear Non-Proliferation Treaty (NPT) safeguards agreement. In 2006, the United Nations Security Council demanded Iran cease uranium enrichment and imposed sanctions.

Throughout the early 2010s, officials from the US, EU, Russia, and China said Iran was pursuing what they called uclear latency—capability without actual weapons possession.

The Shadow War (2010–2024)

The United States and Israel sought to degrade Iran's nuclear program through covert means. In the 1990s, Operation Merlin attempted to sabotage Iranian centrifuges. In 2009, the Stuxnet computer worm—jointly developed by US and Israeli intelligence—was deployed against Iranian enrichment infrastructure at Natanz, physically destroying nearly 1,000 centrifuges by causing them to spin beyond safe operational limits. Since 2010, Israeli assassinations of Iranian nuclear scientists have continued, part of a broader Iran–Israel proxy conflict that has included sabotage, targeted killings, and cyberattacks.

In 2015, the Joint Comprehensive Plan of Action (JCPOA) was signed by Iran with the P5+1—China, France, Russia, the United Kingdom, the United States, plus Germany. Iran agreed to extensive monitoring and restrictions at facilities in Arak, Fordow, Isfahan, and Natanz, in exchange for sanctions relief.

By 2018, however, President Donald Trump unilaterally withdrew from the JCPOA, launching a maximum pressure campaign of new sanctions. Iran began stockpiling enriched uranium and largely suspended IAEA monitoring.

The IAEA found Iran non-compliant with its NPT safeguards agreement—for the first time since 2005—in June 2025.

The Crisis of 2025–2026

By late 2024, intelligence persuaded US officials that Iran was exploring a crude gun-type fission weapon—undeliverable by missile but capable of being manufactured in a few weeks if operational. The threat assessments pointed toward capability rather than imminent deployment—but the specter was chilling.

Iran and the United States engaged in bilateral negotiations since April 2025, aiming to curb Iran's program for sanctions relief, though Iranian leaders refused to stop enriching uranium. The talks collapsed, and Iran continued building fissile material.

On June 12, 2025, the IAEA found Iran non-compliant with its NPT safeguards agreement—the first such finding since 2005. On June 13, Israel launched airstrikes targeting Iranian military leaders, nuclear scientists, and nuclear facilities, beginning a twelve-day Iran–Israel war that shocked the region.

On June 22, the United States bombed three Iranian nuclear sites with larger bunker-buster bombs—delivering kinetic destruction to Iran's atomic infrastructure. Iran subsequently suspended cooperation with the IAEA.

By August 2025, France, Germany, and the United Kingdom triggered the snapback mechanism, reinstating UN sanctions in September. In October, Iran, Russia, and China declared the JCPOA terminated and the UN sanctions legally void—a move that severed Iran's commitments to international oversight.

In February 2026, following what the Pentagon described as the largest US military buildup in the Middle East since the 2003 invasion of Iraq, Israel and the United States launched large-scale strikes against Iran—citing Iran's nuclear and missile programs as primary justifications.

Why Iran Wants the Bomb

The motivations behind Iran's program remain contested—but widely cited analyses converge on several points:

First: Deterrence. A nuclear-armed Iran would possess a guarantee against foreign aggression or regional domination. The logic is straightforward—if Israel or the United States could strike Iranian facilities, then Iran must have some capability to strike back. This serves as a shield.

Second: Regional hegemony. Scholars argue that a nuclear-armed Iran could feel emboldened to increase support for terrorism and insurgency—core elements of its regional strategy—while deterring retaliation through newfound leverage.

Third: Threats against Israel. The potential transfer of nuclear technology or weapons to radical states heightens fears of nuclear terrorism—and the program's close ties to Iranian techno-nationalist pride. The program is also seen as a means to destroy Israel or threaten its existence—the United States has maintained that a nuclear-capable Iran would likely attempt annihilation.

Fourth: National prestige. Beyond geopolitics, Iran's atomic ambitions represent symbolization—scientific progress and national independence from Western dominance.

A Program Without End

Iran's nuclear program began under the Shah with American cooperation. It was interrupted by revolution, devastated by war, and resumed through defiance. Today it sits at the intersection of international diplomacy, covert operations, and existential threat—woven into the fabric of a region already burning.

The Tehran Research Reactor went critical in 1967—a small flame in a big reactor. That flame never died. It only grew hotter.
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    Islamic Revolutionary Guard Corps

    Based on Wikipedia: Islamic Revolutionary Guard Corps

{"https://en.wikipedia.org/wiki/Islamic_Revolutionary_Guard_Corps": "On February 1, 1979, a little more than two weeks before the fall of the Shah's regime, Ayatollah Ruhollah Khomeini returned to Tehran from exile. Within days—literally within days—the new revolutionary government issued a decree establishing a military force unlike any other in the world at that time: the Islamic Revolutionary Guard Corps, or IRGC. It was May 5, 1979, and Iran suddenly had not one armed forces, but two.\n\nThat duality is essential to understanding who the IRGC became—and what it remains today. The regular Iranian military, known as Artesh, was tasked with defending Iran's territorial integrity and political independence. But the Revolutionary Guards were given a far more ideological mission: to preserve the Islamic Revolution itself, its principles, its morality, its clerical rulers. This wasn't conventional defense—it was revolutionary guardianship.\n\n## The Guardians of the Revolution\n\nThe IRGC emerged from the chaos of the 1979 Iranian Revolution as both a military necessity and a political instrument. Khomeini's interim government, led by Prime Minister Mehdi Bazargan, issued a decree establishing what would become one of the most powerful institutions in Iran—and one of the most controversial in the world.\n\nThe Revolutionary Guards were never intended to complement the traditional military in the conventional sense. Rather, they were designed as a counter-weight to that very same regular military, which had been loyal to the Shah and carried institutional memory from the old regime. The IRGC would serve as the faithful's corps—the enforcement arm of the clerical class that now ruled Iran.\n\nThe organization's Persian name, Sepah-e Pasdaran—literally "Army of the Guardians"—carries profound weight. Pasdaran means "Guardians," and those who serve within it are known simply as Pashdars. The term denotes both a title and a function: these are not merely soldiers but ideological defenders of the revolution's legacy.\n\nToday, the IRGC comprises five distinct branches: Ground Forces, Aerospace Force, Navy, Quds Force, and the Basij militia. Together, they form what analysts describe as a combined arms force with its own intelligence services, special operations capabilities, and—crucially—a parallel military structure operating alongside Artesh but answering only to the Supreme Leader.\n\n## A State Within a State\n\nAs of 2024, the IRGC maintains approximately 125,000 total personnel. The Basij alone fields roughly 90,000 active members in its paramilitary volunteer militia—though if one counts reservists and willing participants, that number swells to over 300,000.\n\nThe IRGC's Naval branch now exercises operational control over the Persian Gulf, serving as Iran's de facto coast guard. The Aerospace Force manages Iran's ballistic missile program—the country's primary space force capability. And in a significant development, on March 16, 2022, the IRGC established an entirely new branch called the \"Command for the Protection and Security of Nuclear Centres,\" directly involved with Iran's nuclear program.\n\nBut military functions barely scratch the surface of what the IRGC has become. In 2010, BBC News described it as a \"business empire.\" By 2019, Reuters went further: an \"industrial empire with political clout.\" Later that year, analysts began calling it something more ominous—a \"state-within-a-state.\"\n\nThe expansion accelerated under Mahmoud Ahmadinejad's presidency, particularly during the 2009 presidential election and the subsequent suppression of protests. Western analysts argue the IRGC has surpassed even Iran's ruling clerical class in terms of political power—operating as an economic juggernaut with interests spanning energy, food industries, media (through its Sepah News arm), and nearly every sector of Iranian society.\n\n## The Architects of Counter-Revolution\n\nThe IRGC's constitutional mandate deserves careful attention. While the regular military protects Iran's sovereignty in traditional terms, the IRGC is tasked with ensuring the integrity of the Islamic Republic—not territorial integrity alone, but ideological integrity. Its mandate entrusts the Guards with preventing foreign interference, thwarting coups by the traditional military, and crushing what Tehran calls \"deviant movements\" that harm the revolutionary legacy.\n\nThis mandate has been exercised with particular vigor. In the waters of the Persian Gulf, the IRGC is expected to assume control of any Iranian response to attacks on its nuclear facilities. Its operations are geared toward asymmetric warfare: controlling smuggling, managing the strategic Strait of Hormuz, and conducting resistance operations that go far beyond conventional military duties.\n\nThe organization operates in lockstep with Iran's interior ministries—often rivaling both the police and the judiciary in terms of functional reach. It controls the Basij, a volunteer-based force that serves as both auxiliary military and morality enforcement arm.\n\n## A Designation of Global Concern\n\nPerhaps nothing illustrates the IRGC's unique position better than its status under international law. Today, it is formally designated as a terrorist organization by Australia, Bahrain, Canada, Ecuador, the European Union, Israel, Paraguay, Saudi Arabia, Sweden, Ukraine, and the United States.\n\nIts Quds Force—an elite special operations branch focused on extraterritorial operations—carries additional designation by Argentina. The United Nations uses \"Iranian Revolutionary Guard Corps,\" while the U.S. government standard remains \"Islamic Revolutionary Guard Corps.\" In American media, the force is frequently referred to interchangeably as IRGC or Iranian Revolutionary Guards—the nomenclature itself reflects the confusion and concern surrounding an organization that operates in so many domains.\n\nThe emblem of the IRGC carries its own symbolic weight: above a weapon, the cor